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Abstract

Recent developments in differentially private (DP)
machine learning and DP Bayesian learning have
enabled learning under strong privacy guarantees for the
training data subjects. In this paper, we further extend
the applicability of DP Bayesian learning by presenting
the first general DP Markov chain Monte Carlo (MCMC)
algorithm whose privacy-guarantees are not subject to
unrealistic assumptions on Markov chain convergence
and that is applicable to posterior inference in arbitrary
models. Our algorithm is based on a decomposition of
the Barker acceptance test that allows evaluating the
Rényi DP privacy cost of the accept-reject choice.

Motivation

We want to draw samples from distribution p(θ | D), while
protecting privacy of the individuals in D.
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Intuition

Define test function ∆ as :

∆ := ∆(θ′, θ) =
∑
xi∈D

log p(xi|θ′)
p(xi|θ)

+ log p(θ′)q(θ|θ′)
p(θ)q(θ′|θ)

. (1)

Propose θ′ from q and accept with probability proportional to ∆.
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Employ the stochasticity of this decision to assure privacy

Differential privacy (Dwork et al. TCC 2006)

(ε, δ)-differential privacy
A randomized algorithmM : X N→ I satisfies (ε, δ) differential
privacy, if for all adjacent datasets D,D′ ∈ XN and for all
measurable I ⊂ I it holds that

Pr(M(D) ∈ I) ≤ eεPr(M(D′) ∈ I) + δ. (2)
Rényi divergence
Rényi divergence between two distributions P and Q defined over I
is defined as

Dα(P ||Q) =
1

α− 1 logEP

[(
p(X)

q(X)

)α−1]
. (3)

Rényi differential privacy (RDP) (Mironov CSF 2017)
A randomized algorithmM : X N→ I is (α, ε)-RDP, if for all adjacent
datasets D,D′ it holds that

Dα(M(D) ||M(D′)) ≤ ε
∆
= ε(α). (4)

DP mechanisms for Bayesian inference

Three general purpose approaches for DP Bayesian inference:
I Drawing single samples from the posterior with the exponential

mechanism (Dimitrakakis et al., ALT 2014; Wang et al., ICML 2015;
Geumlek et al., NIPS 2017)

Privacy is conditional to sampling from the true posterior.
I Perturbation of gradients in SG-MCMC (Wang et al., ICML 2015, Li

et al., AISTATS 2019) or variational inference (Jälkö et al., UAI
2017) with Gaussian mechanism, similar to DP-SGD

No guarantees where the algorithm converges, requires differentiability
I Computing the privacy cost of Metropolis-Hastings acceptances

for the entire MCMC chain (This work, Yıldırım & Ermiş, Stat
Comput 2019)

Subsampled MCMC (Seita et al. UAI 2017)

I Accept proposed move if ∆ + Vlog > 0, where Vlog ∼ Logistic(0, 1).
I Instead of using full data, evaluate above using S ⊂ D.

∆∗ := ∆∗(S, θ′, θ) =
N
b
∑
xi∈S

log p(xi|θ′)
p(xi|θ)

+ log p(θ′)q(θ|θ′)
p(θ)q(θ′|θ)

(5)

I Decompose the logistic noise : Vlog = Vnorm + Vcor
I According to CLT we have

∆∗ = ∆ + Ṽnorm, (6)
where Ṽnorm is approximately normal with variance
Var(Ṽnorm) = σ2

∆∗, which is the subsampling induced variance.
I Assuming Var(Vnorm) = C > σ2

∆∗, we further decompose the
normal variable Vnorm as

Vnorm = N (0,C− σ2
∆∗) + Ṽnorm (7)

I Now testing if ∆∗ +N (0,C− σ2
∆∗) + V(C)

cor > 0 approximates the full
test.

Tempering (Miller et al. 2019)

I When sample size is very large, the posterior distribution
becomes overconfident.

I To address this, we scale the log-likelihood ratios in (1) and (5) by
factor τ .

DP MCMC

I Repurpose decomposition idea for guaranteeing privacy.
I Logistic r.v. Vlog has variance π2/3.
I Fix 0 < C < π2/3 and write

Vlog ' N (0,C) + V(C)
cor. (8)

I Full data: testing if ∆ + Vlog > 0⇔ ∆ +N (0,C) + V(C)
cor > 0.

I Gaussian mechanism with variance C.
I Subsampled case: testing if ∆∗ +N (0,C− σ2

∆∗) + V(C)
cor > 0

I Gaussian mechanism again, but the variance depends on the data.

Privacy analysis

I Need to bound the Rényi divergences between two Gaussians
resulting from neighbouring datasets.

I Known analytical form, can be bounded with standard techniques
under some assumptions.

I The assumptions can be forced and do not rely on the chain’s
convergence.

Analysis for DP MCMC (using full data)
I Denote the acceptance test using data D withM(D).
I Assuming either
| log p(xi | θ′)− log p(xi | θ)| ≤ B or | log p(xi | θ)− log p(xj | θ)| ≤ B,

(9)
leads to ε(α) = Dα(M(D)||M(D′)) ≤ 2αB2/C.

I After T iterations the RDP composition (Mironov 2017) implies
that the algorithm satisfies (α,T2αB2/C)-RDP.

I Can satisfy the condition (9) with sufficiently smooth likelihoods
and a proposal distribution with a bounded domain.

I Can also force the condition (9) by clipping the log-likelihood
ratios in (1).

Analysis for DP subsampled MCMC (using a minibatch)
I Assuming α < b/5, where b is the batch size, and

|log p(xi|θ′)− log p(xi|θ)| ≤
√
b

N , (10)

releasing a sample satisfies (α, ε(α))-RDP with

ε(α) =
5
2b +

1
2(α− 1)

log 2b
b− 5α +

2α
b− 5α. (11)

I Apply subsampling amplification (Wang et al AISTATS 2019) and
composition results to get the privacy cost for the full
mechanism.

I Can satisfy the condition (10) similarly as in the full data case.
I The bound in (10) gets tighter with increasing N.

I We temper the log-likelihoods with τ = 1/(1 + (N− N0)/N0).
I Then instead of condition (10) we require

|log p(xi|θ′)− log p(xi|θ)| ≤
√
b

N0
. (12)
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DP MCMC Algorithm

Input: D
Output: Draws from p(θ | D)
Initialize θ0;
for t =1:T do
Draw θ′t from proposal distribution q;
Draw minibatch S from D without replacement;
Evaluate ∆∗(S, θ′t, θt−1) according to (5);
Assert (10) holds ;
if ∆∗ +N (0,C− σ2

∆∗) + V(C)
cor > 0 then

Accept: θt← θ′t ;
else
Reject: θt← θt−1;

end
end

Example: Mixture of Gaussians

Description of data
We demonstrate our proposed method using a 2-dimensional
Gaussian mixture model

θj ∼ N (0, σ2
j , ), j = 1,2 (13)

xi ∼ 0.5 · N (θ1, σ
2
x) + 0.5 · N (θ1 + θ2, σ

2
x), (14)

where σ2
1 = 10, σ2

2 = 1, σ2
x = 2. For the observed data, we use fixed

parameter values θ = (0, 1). We generate 106 samples from the model
to use as training data. We use b = 1000 for the minibatches, and
adjust the temperature of the chain s.t. N0 = 100 in (12). This
corresponds to the temperature used by Seita et al. in their non-private
test. The parameters were initialized using DPVI method with a small
privacy budget (0.22, 10−6).

Results
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Figure 1: Results for the GMM experiment with tempered likelihoods. The results with strict privacy are very close to the non-private results.
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Figure 2: Intermediate private posterior statistics from DP SGLD and DP MCMC compared against the baseline given by a non-private chain after 40000 iterations. Lines
showing the mean error between 20 runs of the algorithm with errorbars illustrating the standard error of the mean between the runs. DP SGLD converges quickly towards the
posterior mean, but does not properly capture the posterior variance.

Conclusions

I We present a new generic DP-MCMC method with strict, non-asymptotic privacy guarantees that
hold independently of the chain’s convergence.

I The proposed method allows for structurally new kind of assumptions to guarantee privacy
through forcing bounds on the proposal instead of or in addition to the likelihood.
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