
Composing Value Functions in Reinforcement Learning
Benjamin van Niekerk*,1, Steven James*,1, Adam Earle1 and Benjamin Rosman1,2

1University of the Witwatersrand, Johannesburg, South Africa
2Council for Scientific and Industrial Research, Pretoria, South Africa

We provide a method for composing existing 
policies to produce provably-optimal value 

functions without any further learning. 

Theorem: Let 𝑄( ) and 𝑄( ) be the optimal entropy-regularised Q-
functions for collecting     and     respectively. Then we can optimally 
compose these Q-functions to solve the task of collecting     or     : 

Conjecture: Let 𝑄 and 𝑄 be the optimal Q-function for collecting 
all blue objects and all squares respectively. Then we can approximately 
compose these Q-functions to solve the task of collecting     and      (=    ) : 

Compositionality

𝑄 𝑜𝑟 = max{𝑄 , 𝑄 }

Corollary: As τ ↓ 0 i.e. in the standard RL setting:

𝑄 𝑜𝑟 = 𝜏log(𝑤 exp 𝑄 /𝜏 +𝑤 exp 𝑄( )/𝜏 )

𝑄 = 𝑄 𝑎𝑛𝑑 ≈ (𝑄 + 𝑄 )/2

Experiment: OR 

Increasing       weight

As we vary the weights on the Q-functions, the agent’s priority changes from      to       according to our theorem.
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Introduction

• Want to combine policies learned in previous 
tasks to create new policies.

• Build rich behaviours from simple ones, 
resulting in combinatorial explosion in abilities.

• But unclear how to produce new optimal 
policies from known ones.

Prior work [1] shows that value functions in 
entropy-regularised RL can be composed to 
approximately solve the intersection of tasks. 

We complement these results by proving optimal 
composition for the union of tasks in the total-
reward, absorbing-state setting, with 
deterministic dynamics.

Entropy-Regularised RL

Augments rewards with penalty term for deviating 
from reference policy.  The value function is: 

𝑉𝜋 𝑠 = 𝔼𝑠
𝜋 

𝑡=0

∞

𝑟 𝑠𝑡, 𝑎𝑡 − 𝜏KL[𝜋𝑠𝑡|| ത𝜋𝑠𝑡]

Can use soft policy/value iteration to find optimal 
policy/value function [2].

Experiment:            OR 

Experiment:            AND

Experiment:            OR            OR


