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Summary
•Existing literature largely focus on models.
•We show that adversarial robustness, unlike clean accuracy, is
highly sensitive to the input data distribution.

•A semantics-preserving transformation on the input data
distribution can cause drastically different robustness.

•Fixing the classification task unchanged, input data
distribution alone can affect the adversarial robustness.

The Sensitivity in Theory

Regular Bayes error vs robust error: Regular Bayes error is invariant
to invertible transformations of the data distribution, while the robust error is
sensitive to them.
Provable vulnerable data distribution: If the input data is uniformly dis-
tributed in a unit cube, the perfect decision boundary cannot be robust (under
mild assumptions on the classification task).
Provable robust data distribution: We manage to train a robust model
for the binarized MNIST dataset using methods in [Wong and Kolter, 2018]. This
model has 3% provably robust error under `∞ attack with ε = 0.3

Dataset Variants

(a) Pixel value histogram (log scale in y) of
MNIST variants, from left to right: original,
smoothed with kernel size 2, 3, 4, 5

(b) Pixel value histogram (log scale in y) of
CIFAR10 variants, from left to right: original,
saturation level 4, 8, 16, 64

(c) MNIST variants, left to right: binarized,
original, smoothed with kernel size 2, 3, 4, 5

(d) CIFAR10 variants, left to right, original,
saturation level 4, 8, 16, 64, ∞

Figure: Variants of smoothed MNIST and saturated CIFAR10 datasets.

We generate different variants of MNIST dataset by smoothing the digit images
with different kernel sizes, and generate different variants of CIFAR10 images by
gradually saturating the images.

Robustness under Different Dataset Variants

(a) MNIST results at various smooth levels (b) CIFAR10 results at various saturation levels

Figure: Accuracy, Robust Accuracy and Robustness w.r.t. Predictions on different data variants

We perform standard training and PGD adversarial training [Madry et al., 2017]
on these datasets variants, and report clean accuracies under both standard and
PGD training, and robust accuracies under PGD training. We can see the drastic
change of robust accuracies across dataset variants.

Practical Implications

(a) Top: Gamma mapped images from left to
right 0.6, 0.8, 1.0, 1.2 , 1.4; Bottom: results on
gamma mapped CIFAR10 variant

fMNIST: accuracy, standard training, 92.7%
accuracy, PGD training, 81.2%

robust accuracy, PGD training, 65.3%
efMNIST: accuracy, standard training, 88.3%

accuracy, PGD training, 87.2%
robust accuracy, PGD training, 86.6%

(b) Top: Examples of fashion-MNIST images
and edge-fashion-MNIST; bottom: Robustness
results on fMNIST and efMNIST

Figure: Illustrations on Practical Implications

Robust accuracy could be sensitive to image acquisition condition and preprocess-
ing. This leads to unreliable benchmarks of robustness in practice. We
show this by demonstrating that the robust accuracy is sensitive to the common
gamma transformation.
Fashion-MNIST and edge-processed fashion MNIST are both “harder” than
MNIST, but are “harder” in different senses. When introducing new dataset for
adversarial robustness, we should not only look for a “harder” one, but we also
need to consider whether the dataset is “harder in the right way”.

Potential Causes: Mixed Results

In both MNIST and CIFAR10 experiments, more robust variants tend to be closer
to the “corners of the unit cube”, which can cause a reduction in “perturbable
volume” because more volume in the `∞ ball will be truncated. However, we
found this might not be the reason, because we do not see differences in robust
accuracies, if we allow the attack to go outside of the unit cube.

MNIST CIFAR10
MNIST
variants

Robust Accuracy
w/ bound

Robust Accuracy
w/o bound

CIFAR10
variants

Robust Accuracy
w/ bound

Robust Accuracy
w/o bound

binarized 98.1 % 96.1 % saturate 1 33.0 % 32.7 %
original 95.1 % 95.1 % original 43.2 % 43.0 %
smooth 2 93.0 % 92.9 % saturate 4 64.0 % 64.0 %
smooth 3 91.3 % 91.5 % saturate 8 78.1 % 78.1 %
smooth 4 90.3 % 90.6 % saturate 16 79.4 % 79.4 %
smooth 5 89.6 % 89.9 % saturate inf 79.7 % 79.4 %

Similarly, more robust variants tend to have larger distances between examples
of different classes. Therefore, we measured “inter-class distance” on them.
Inter-class distance is indeed highly correlated with robustness for both MNIST
and CIFAR10 variants. However, we further constructed MNIST variants to show
that dataset with same inter-class distances still exhibit different robustnesses,
which put this potential causal relationship in question.

Inter-class
Distances

Smooth
level of

Smoothed
MNIST

Resilience
of

Smoothed
MNIST

Scale factor
of Scaled
Original
MNIST

Resilience
of Scaled
Original
MNIST

Scale factor
of Scaled
Binarized
MNIST

Resilience
of Scaled
Binarized
MNIST

7.12 3 91.3 % 0.970 94.6 % 0.821 98.6 %
7.01 4 90.3 % 0.955 95.5 % 0.809 98.6 %
6.85 5 89.6 % 0.932 94.9 % 0.790 98.5 %

Will Larger Model and More Data Help?

Mixed results exist for MNIST and CIFAR10 variants, see our paper for details.
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