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Task Description

We consider the task of imitation learning from finite
number of expert trajectories.
Given trajectories D = {si, ai}Ni=1 sampled from the expert
policy πE, we aim to learn a reward function r̂(s, a) consistent
with πE for reinforcement learning.

Approach & Contribution

We propose that support estimation of the state-action
distribution of πE suffices as a reward function for success-
ful reinforcement learning. Intuitively, the reward simply en-
courages state-actions similar to those of the expert. Our
contributions are:
•A new approach to imitation learning. Re-frames imitation
learning as standard reinforcement learning (RL).

•Easy to implement. Plug-and-play with different RL
algorithms.

•Training stability.

Method

Algorithm 1 Random Expert Distillation

Input: data D = {(si, ai)}Ni=1, Θ function models, initial
policy π0.

Randomly sample θ ∈ Θ
θ̂ =Minimize(fθ̂, fθ, D)
r(·) = exp(−σ1‖fθ̂(·)− fθ(·)‖2

2)
π =RL(r, π0).

Return: π.

Support Estimation

We connect Random Network Distillation (RND) [1] to ker-
nelized support estimation [2]. Let H be a RKHS and f ∈ H
a function parametrized by θ ∈ Θ. We have

fθ(x)− fπ,θ(x) = 〈fθ, (I − Pπ)φ(x)〉H .
where fπ,θ(x) = inff∈H ∫(fθ(x) − f (x))2 dπ(x), and Pπ the
projection onto the supp(π). Further,

Eθ(fθ − fπ,θ)2 = 〈(I − Pπ)φ(x),Σ(I − Pπ)φ(x)〉H ,
where Σ = Eθ[fθf>θ ]. Ideally, if Σ = I for some dis-
tribution of θ, we recover the kernelized support estimator
‖(I − Pπ)φ(x)‖H.
In practice, RND approximates support estimation by solving
K regression problems,

θ̂k = min
θ∈Θ

1
N

N∑
i=1

(fθ(xi)− fθk(xi))2, (1)

Autoencoders (AE) may also be viewed as approximate sup-
port estimation with

min
θ

1
N

N∑
i=1

(fθ(xi)− Ik(xi))2

where Ik(x) = xk.

Experiments

We compare the proposed method against GAIL [3], GM-
MIL [4] and AE variant.
Toy problem: s ∼ unif(−1, 1), a ∈ {−1, 1}, r(s, a) = as

(a) n = 5 (b) n = 10 (c) n = 50 (d) n = 100

Figure: True mean episodic reward during training on the simple
domain, with different expert dataset sizes.

Mujoco Control Tasks
Hopper HalfCheetah Reacher Walker2d Ant

GAIL 3614.22 ± 7.17 4515.70 ± 549.49 -32.37 ± 39.81 4877.98 ± 2848.37 3186.80 ± 903.57
GMMIL 3309.30 ± 26.28 3464.18 ± 476.50 -11.89 ± 5.27 2967.10 ± 702.03 991.0 ± 2.6

AE 3478.31 ± 3.09 3380.74 ± 101.94 -10.91 ± 5.62 4097.61 ± 118.06 3778.61 ± 422.63
RED 3625.96 ± 4.32 3072.04 ± 84.71 -10.43 ± 5.20 4481.37 ± 20.94 3552.77 ± 348.67

Table: Episodic reward on Mujoco tasks by different methods evaluated
over 50 runs.

(a) Hopper (b) Reacher
Figure: Training progression of GMMIL, GAIL, AE and RED. RED
improves faster compared to other methods.

Driving Task
Average Std Best

GAIL 795 395 1576
GMMIL 2024 981 3624

BC 1033 474 1956
AE 4378 1726 7485
RED 4825 1552 7485
Expert 7485 0 7485

(a) Distance travelled without collision.
7485 corresponds with track completion.

(b) The expert driver providing
demonstration to avoid obstacles.

(a) Near Collision (b) Collision (c) Off-road Collision (d) Off-road

Figure: Support Estimation detects dangerous driving situations.
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