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We show that Neural Module Networks 
exhibit strong systematic generalization on a 
simple visual question answering task, but only 
when the layout and parameterization are 
chosen correctly. 

We highlight the challenges faced by the 
end-to-end methods for learning those layouts 
and parametrizations.

Introduction

Deep learning models often achieve high performance on language 
understanding tasks by exploiting biases of the datasets. Such 
dataset-specific solutions do not meet human’s expectations of what an 
intelligent machine should be capable of. Our ability to understand 
language is systematic [1,2,3] in that we learn general rules for 
composing word meanings that are universally applicable across many 
distributions. Arguably, we should expect the same from machines. 

Unlikely: 
Is there grass on the frisbee?

Likely: 
Is there a frisbee on the grass?

We want systems that can answer both!

SQOOP: Spatial Queries on Object Pairs

A dataset to test systematic generalization in a  simple form of visual 
relational reasoning.

● 36 objects
● 4 cardinal relations 
● 36 * 35 * 4 = 5040 questions

“is there an X R Y?” 

Systematic Train-Test Splits
● key differentiator from CLEVR, ShapeWorld
● for each left-hand-side token X allow only #rhs/lhs distinct 

right-hand-side tokens Y in the training set
● we use #rhs/lhs ∈ {1, 2, 4, 8, 18, 35}
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B right_of A test
...

Models We Evaluate

Generic Models Neural Module Networks
(Andreas et al, 2016, Johnson et al, 2017)

2 Module Architectures

Residual(w)
(Johnson et al, 2017)

Find(w)
(Hu et al, 2017)

3 Module Layouts

Which Models Generalize More Systematically?

Can the Right Layout Be Learned?

Layout mixture model: 

Can the Right Parametrization Be Learned?

Attention N2NMN does not generalize on the hardest split #rhs/lhs = 1,  
but manages 9 out of 10 on #rhs/lhs = 2.
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NMNs 
generalize 
flawlessly!

Generic 
models 
struggle to 
generalize.

The tree layout 
of NMN-Tree is 
essential for 
generalization.

When we 
arrange 
modules in a 
chain, 
generalization 
breaks!

Layout induction is 
highly sensitive to the 
initialization!

initial probability 
of a tree layout

final probability 
of the tree layout
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Example for #rhs/lhs = 1

Soft-attention for learning parametrization of Find(w):

Conclusion
The right prior, in the form of structure and modularity, can help models 
ignore the bias of the training distribution but learning this prior from a 
biased distribution can be challenging.


