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Overview

•Learning disentangled image representations
using autoencoders typically exhibits a trade-off
between disentangling ability and
reconstruction quality.

•Short latent codes facilitate disentanglement, at
the cost of blurry reconstructions. Conversely, if
the latent dimension is too big the decoder can
just ignore the disentangled components [3].

•To obtain both good reconstruction and good
disentangling, we employ a teacher-student
paradigm where the Jacobian of a teacher
autoencoder with a short latent code is
transferred to a student with a long latent code.

Jacobian Constraint
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•We consider the Jacobian of the decoder output
w.r.t. the latent code. Typically, these are too
big to handle in practice, but we simply observe:

•Teacher decoder f : Rk → Rn

f (z + h) = f (z) + Jf(z) · h + of(||h||2)
•Student decoder g : Rk+d→ Rn

g(z + h,w) = g(z,w) + Jg(z,w) · [h; 0] + og(||h||2)
z,h ∈ Rk,w,0 ∈ Rd

•Then, one can constraint the partial derivatives:∣∣∣∣∣∣(Jf(z)− J̄g(z,w)
)
· h

∣∣∣∣∣∣ ≤
|| (f (z + h)− f (z))− (g(z + h,w)− g(z,w))||
+ ||og(||h||2)− of(||h||2)||

•Given two random samples xi, xj, autoencoders
ĝ = (g′, g) and f̂ = (f ′, f ), we optimize
L(ĝ) = ||xi − ĝ(xi)||22 + λ||f ′(xi)− g′(xi)||22

+ µ||(f̂ (xj)− f̂ (xi))− (g(zj,wi)− ĝ(xi))||22

A. Unsupervised Learning of Disentangled Representations

•A nonlinear-PCA like algorithm is derived by progressively growing the latent code of an autoencoder,
using the Jacobian constraint to maintain the hierarchical ordering of the latent components.

•The cross-covariance of the latent variables is also penalized to encourage independent factors [1].

MNIST SVHN
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B. Conditional Image Manipulation

• In this case the disentangled attributes are specified via
supervised prediction inside the latent code.

•An autoencoder with a long latent code obtains sharp
reconstructions but typically ignores the specified attributes.

•By imposing the Jacobian of a short-code teacher
autoencoder we obtain an image manipulation model that is
good at both disentanglement and reconstruction,
outperforming the state-of-the-art [2].

Reconstruction Genre Arched Eyebrows Attractive Mouth Open

Reconstruction Age Rosy Cheeks Big Lips Big Nose

Reconstruction Pale Skin Makeup Blurry Narrow Eyes

Reconstruction Goatee Wearing Lipstick Blond Cheekbones

Reconstruction and manipulation results obtained by the model. No adversarial training required.

Quantitative Results

A. Unsupervised Disentangling
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• Latent code is grown by one dimension every 100 epochs.
•Reconstruction improves (blue curve) and disentangling is
maintained with the Jacobian constraint (orange curve).

B. Conditional Image Manipulation
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•The disentanglement vs. reconstruction trade-off is
traversed by growing the dimension of the latent code.

•Disentangling score is measured by varying each latent
factor and using an external classifier on the output image.
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