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Security challenges in distributed learning:
• Machine crashes, corrupted data, 
• Stalled computation, faulty hardware, 
• Unreliable communication channels, 
• Malicious and coordinated attacks.
Byzantine setting: some worker machines may have arbitrary or 
even adversarial behavior.
Security challenges are exacerbated in Federated Learning---a 
highly decentralized distributed learning framework using data from 
personal devices.
Saddle point attack
• Byzantine machines can orchestrate the messages in order to 

manipulate gradient-based algorithms into a saddle point. Thus:
• Optimizing non-convex functions is harder than optimizing 

convex functions in Byzantine settings due to saddle point 
attack.

• Escaping saddle points is harder in the Byzantine setting than in 
the standard setting.

This work: design and analyze Byzantine-robust distributed learning 
algorithm---ByzantinePGD that can defend against saddle point 
attack and converging to second-order stationary points. 

INTRODUCTION

PROBLEM SETUP

• One master machine, 𝑚 worker machines.
• Each worker stores 𝑛 data points, i.i.d. from 𝐷. No data sharing.

• 𝛼𝑚 worker machines are Byzantine (0 ≤ 𝛼 < )
*
).

• Normal worker machines: communicate with master machine 
using predefined protocol.

• Byzantine machines: send arbitrary / adversarial messages.
• Loss function 𝑓 𝑤; 𝑧 , 𝑤 ∈ 𝑊 ⊆ ℝ4, non-convex.
• Goal: find an (𝜖7, 𝜖8)-second-order stationary point 9𝑤 of the 

population risk: 𝐹 𝑤 = 𝔼=∼?𝑓(𝑤; 𝑧).
𝛻𝐹 9𝑤 * ≤ 𝜖7, 𝜆BCD 𝛻*𝐹 9𝑤 ≥ −𝜖8.

ALGORITHM

• Use GradAGG as a black box.
• Assume it provides an inexact oracle.

• Convergence guarantee using inexact oracle.
• Assumption: 𝐹(⋅) is 𝐿J-smooth and 𝜌J-Hessian Lipschitz.
• 𝐹L = 𝐹 𝑤L , 𝐹∗ = min𝐹(𝑤) .

• Lower bound using inexact oracle.

• Recovery the results in the standard setting (exact oracle) for 
PGD (Jin et al. 2017) with significantly simpler proof.

CONVERGENCE GUARANTEE ROBUST ESTIMATION

• Statistical setting, focus on the dependence of Δ on 𝛼, 𝑛,𝑚, 𝑑.
• Combining results for optimization and robust estimation, we can 

obtain statistical guarantees for ByzantinePGD.

Iterative filtering
• Originally proposed by Diakonikolas et al. 2016.
• New in this paper: a uniform convergence bound.
Median and trimmed mean
• Check our prior work: Yin et al. 2018.
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Optimization
• Provably escapes saddle points under bounded adversarial 

noise---results can be applied in more general settings.
• Iteration complexity matches standard result for gradient descent 

up to log factors.
• Innovations

(i) using perturbation for dual purposes, both escaping saddle 
point and defending against adversaries, different from prior 
work such as PGD (Jin et al. 2017)
(ii) multiple rounds of larger yet carefully calibrated injected 
noise 
(iii) using moving distance in the parameter space as a criterion 
for successful saddle point escaping, avoid (robustly) estimate 
the function values.

• Lower bound for the optimization solution.
• Simpler proof, even for the standard setting.
Statistics
• Three robust gradient aggregation subroutines: iterative filtering, 

median, trimmed mean.
• Near optimality in different regimes including high dimensional 

setting.
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• Basic idea: run perturbed gradient descent (PGD) with carefully 
calibrated perturbation and multiple rounds of saddle-point-
escaping operations.

• Run distributed gradient descent with robust aggregation (median, 
trimmed mean, iterative filtering (Diakonikolas et al. 2016) etc; 
denoted by GradAGG) until the estimated gradient is small.

• Run saddle-point-escaping operations at most 𝑄 times. 
• Each time, first add noise uniformly distributed in an ℓ* ball with 

radius 𝑟.
• Run a few iterations of robust gradient descent and see if the 

iterate moves enough distance (≥ 𝑅) in the parameter space.
• If so, keep going, otherwise output.

Definition
We say that GradAGG provides a Δ-inexact gradient oracle
for the population loss 𝐹(⋅) if, for every 𝑤 ∈ 𝑊, we have

GradAGG W𝑔Y 𝑤 YZ)
[ − ∇𝐹(𝑤) ≤ Δ.

Theorem (ByzantinePGD)
Given any 𝛿 ∈ (0,1), choose parameters as follows:

𝜂 = 1/𝐿J, 𝜖 = 3Δ, 𝑟 = 4Δ
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Then, with probability at least 1 − 𝛿, the output of ByzantinePGD,
denoted by v𝑤 satisfies

∇𝐹(v𝑤) ≤ 4Δ,

𝜆BCD ∇*𝐹 v𝑤 ≥ −1900 𝜌J
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and the algorithm terminates within * JfgJ∗ xy
pzh

𝑄 parallel iterations.

Observation
Within {𝑂 )

zh
parallel iterations, ByzantinePGD outputs an 

𝑂 Δ , {𝑂 Δ
h
d -second order stationary point v𝑤 of 𝐹(⋅), that is

∇𝐹(v𝑤) ≤ 4Δ and 𝜆BCD ∇*𝐹 v𝑤 ≥ − {𝑂 Δ
*
o .

Observation (Lower Bound)
Given only access to Δ-inexact gradient oracle, no algorithm is 
guaranteed to find a point v𝑤 with ∇𝐹(v𝑤) ≤ Δ/2 or 
𝜆BCD ∇*𝐹 v𝑤 ≥ −Δ

e
h/2.

Theorem (Exact Oracle)
Assume we can obtain exact gradient of 𝐹(⋅). For any 𝜖 ∈
0,min )
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and 𝛿 ∈ (0,1), we choose the parameters as 

follows: 𝜂 = 1/𝐿J, 𝑄 = 1, 𝑟 = 𝜖, 𝑅 = 𝜖/𝜌J, 𝑇tu =
xy
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. Then,

with probability at least 1 − 𝛿, the output of our algorithm, denoted 
by v𝑤 satisfies

∇𝐹(v𝑤) ≤ 2𝜖,

𝜆BCD ∇*𝐹 v𝑤 ≥ −60 𝜌J𝜖 log
8𝜌J 𝑑 𝐹L − 𝐹∗ )

𝛿𝜖*
,

and the algorithm terminates within *xy(JfgJ
∗)

�h
iterations.

Observation (Statistical Lower Bound)
There exists a statistical learning problem in the Byzantine setting 
such that the Byzantine setting such that the the output v𝑤 must 
satisfiy
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with a constant probability.

Gradient inexactness Δ
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