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We want to apply Neural Architecture Search (NAS) to feed forward 
sequence architectures.
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● The first work to apply Neural Architecture 
Search (NAS) to feedforward sequence model.

● We use evolution, which is simple and produces 
the best architectures in vision (Real et al. 2018).

● Evolution can be computationally expensive, so 
we propose Progressive Dynamic Hurdles and 
warm start to reduce the cost.

Search Space

Ablation StudyComparison with Transformer

Links

● Inspired by NasNet search space (Zoph et al. 2018).

Methods
● Search using WMT14 En-De task.

● Warm start the search by seeding 
evolution with a known good model: 
the Transformer

● Progressive Dynamic Hurdles (PDH): 
○ allocate more resources to more 

promising candidates to get clearer 
signal.

○ establish hurdles based on 
population statistics. (Green and 
purple lines in the figure on the 
right).

○ models that perform better than the 
hurdles get more training time.  

● Improves upon the 
Transformer at all sizes.

● 0.7 BLEU gain at smallest 
model size: ~7M 
parameters.

● Outperforms “big” 
Transformer with 38% 
less parameters (green 
circles in figure on the 
right).

● Note that our Transformer 
baseline is extensively 
tuned and more 
competitive than the 
original paper.  

● Search for cells that can be 
stacked.

● Layers include:
○ Conv
○ Depthwise Separable Conv
○ Lightweight Conv
○ Multihead Self-Attention
○ Gated Linear Unit (GLU)

● Key insights:
○ Mix branched convolution with self-attention for better efficiency.
○ Use cheaper layers (e.g., GLU, depthwise conv) to allow deeper 

stacking and larger filter size without increasing the #params.

● None of the mutations alone can explain the improvement.
● Due to constraint on #params, some bad mutations (e.g., GLU) are 

made to make space for expensive good mutations (e.g., deeper 
stacking).

● Good mutations in green, bad mutations in red. 

● Achieves state-of-the-art on WMT14 En-De.

Scan to see the paper and links to the code.

● The gain generalizes to other datasets and language modeling. 

● Search Space and Evolved Transformer released in Tensor2Tensor.


