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INTRODUCTION
Intrinsic Features of Adversarial Interactions:

StuxNet (2009) Ukrainian Power Grid Attack (2015)

• Cyber-attacks are inherently dynamic:

1. An attacker rarely tries an identical attack.
2. The intent of different attackers can vary widely.

• Raises the question of the usefulness of existing attack
traces/data for designing effective defense strategies.

Towards Learning Attacker Intent:

• One rarely knows an adversary’s true intent while
an attack is unfolding.

• An attacker that knows its (observed) behavior is be-
ing used to infer their intent will behave in a way to
actively mask its intended objective.

• Requires the development of tools that enable learn-
ing of attacker intent when the attacker is aware that
they are being observed.

BACKGROUND
Inverse Reinforcement Learning (IRL):

• Describes how one can learn an agent’s reward func-
tion from trajectories of optimal behavior.

Cooperative IRL (CIRL) [Hadfield-Menell et al., ’16]:

• Agents can interact during the learning process.
• Value alignment is formulated as a cooperative and

interactive reward maximization process.
• CIRL is formulated as a decentralized stochastic con-

trol problem or a dynamic team problem.

Non-Cooperative IRL (N-CIRL):

• Instead of reward maximization, one must learn from
equilibrium behavior.

• Learning strategies and rewards from equilibrium be-
havior is known as multi-agent IRL (MA-IRL) [Reddy
et al., ’12; Lin et al., ’18; Wang & Klabjan, ’18].

• An implicit assumption in MA-IRL is that the goals
don’t change between the learning and deployment
phases. Not appropriate in cyber-security settings!

• This non-stationary behavior requires the ability to
intertwine the learning and deployment phases.

NON-COOPERATIVE INVERSE REINFORCEMENT LEARNING
We propose the N-CIRL formalism as the non-cooperative analogue to CIRL.

• The N-CIRL formalism is modeled as a two-player zero-sum Markov game with one-sided incomplete information.
• Only the attacker observe the true intent parameter that parameterize the reward function.
• The N-CIRL formalism is described by the tuple 〈S , {A,D}, T (· | ·, ·, ·), {Θ,R(·, ·, ·, ·; ·)}, P0(·, ·),γ〉.

The Information Structure of N-CIRL
• In N-CIRL, perfect recall ensures that behavioral strategies are outcome equivalent to mixed strategies [Kuhn., ’53].
• The more informed player maintains the observable state and a distribution over the private state, (s,b) ∈ S ×∆(Θ).
• The less informed player, through construction of a dual game, maintains the observable state and a vector (in

Euclidean space) of size equal to the number of private states, (s,ζ) ∈ S ×RΘ .

THEORETICAL RESULTS
•Due to the info structure of N-CIRL, the attacker’s info state (s,b) can be updated using one-stage strategies.
Lemma (Information State Update). Given the attacker’s one-stage strategy profile π̄A, the current attacker’s informa-
tion state (s,b) ∈ S ×∆(Θ), the attacker’s action a ∈ A, and the successor state s′ ∈ S , the attacker’s updated information
state is (s′ ,b′) ∈ S×∆(Θ) where the posterior b′ is computed via the function τ : S×∆(Θ)×A→ ∆(Θ), defined elementwise
as b′(ϑ) = τϑ(s,b,a) = π̄A(a | s,ϑ)b(ϑ) /

∑
ϑ′∈Θ π̄

A(a | s,ϑ′)b(ϑ′).
•The value function of the game, v, is given by the fixed point of the primal backup operator.
Proposition (Sequential Decomposition of Primal Game). The primal game can be sequentially decomposed into a
sequence of single-stage games. Specifically, the primal value function v satisfies the following recursive formula v(s,b) =
[Gv](s,b) = maxπ̄Aminπ̄D

{
gπ̄A,π̄D (s,b)+γVπ̄A,π̄D (v;s,b)

}
, where [Gv](s,b) is referred to as the primal value backup operator,

and gπ̄A,π̄D (s,b), Vπ̄A,π̄D (v;s,b) correspond to the instantaneous reward and the expected value of the continuation game,
respectively, defined as

gπ̄A,π̄D (s,b) =
∑

a,d,s′ ,ϑ

b(ϑ)π̄A(a | s,ϑ)π̄D (d | s)T (s′ | s,a,d)R(s,a,d, s′ ;ϑ), Vπ̄A,π̄D (v;s,b) =
∑

a,d,s′ ,ϑ

b(ϑ)π̄A(a | s,ϑ)π̄D (d | s)T (s′ | s,a,d)v(s′ ,b′)

•Defender can’t solve the fixed point equation due to unawareness of attacker’s strategy. Need to construct a dual game!
Proposition (Sequential Decomposition of Dual Game). The dual game can be decomposed into a sequence of single-
stage games. Specifically, the dual value function w satisfies the following recursive formula w(s,ζ) = [Hw](s,ζ) =
minπ̄D,ξmaxµ

{
hπ̄D,µ(s,ζ) + γWπ̄D,µ(w,ξ;s)

}
, where [Hw](s,ζ) is referred to as the dual value backup operator, π̄D (·|s) ∈

∆(Θ), ξ ∈ RS×A×Θ are decision variables with ξa,s ∈ R|Θ| the (a,s)th vector of ξ, µ ∈ ∆(A×Θ). Moreover, hπ̄D,µ(s,ζ) and
Wπ̄D,µ(w,ξ;s) are defined as

hπ̄D,µ(s,ζ) :=
∑
a,ϑ

µ(a,ϑ)
(
ζ(ϑ) +

∑
d,s′

π̄D (d | s)T (s′ | s,a,d)R(s,a,d, s′ ;ϑ)
)
, Wπ̄D,µ(w,ξ;s) :=

∑
a,d,s′ ,ϑ

µ(a,ϑ)π̄D (d | s)T (s′ | s,a,d)
(
w(ξa,s′ , s

′)− ξa,s′ (ϑ)
)

COMPUTATIONAL PROCEDURE
•Standard PBVI Does not apply to N-CIRL because updating α-vector set requires knowledge of opponent’s strategy.
•We develop non-cooperative PBVI (NC-PBVI), whose value functions v and w are approximated by a set of infor-
mation state-value pairs instead of α-vectors. Updating the sets avoids the need to know the opponent’s strategy. The
evaluations can be approximated using two linear programs PA(s,b) and PD (s,ζ)

max
[Asϑ (a)]≥0,[Vds′ ],[bds′ (ϑ)]≥0,V

V PA(s,b)

s.t. V ≤
∑
a,ϑ

Asϑ(a)P
ϑ
sad +γ

∑
s′
Vds′ ∀d

bds′ (ϑ) =
∑
a

Asϑ(a)Tsad (s
′) ∀d,s′ ,ϑ

Vds′ ≤ Υv

(
YAs ,WA

s ,bds′
)
∀d,s′∑

a

Asϑ(a) = b(ϑ) ∀ϑ

min
[Ds(d)]≥0,[Was′ ],[λas′ (ϑ)]≥0,W

W PD (s,ζ)

s.t. W ≥ ζ(ϑ) +
∑
d

Ds(d)P
ϑ
sad +γ

∑
s′

(
Was′ −λas′ (ϑ)

)
∀a,ϑ

Was′ ≥ Υw

(
YDs ,WD

s ,λas′
)
∀a,s′∑

d

Ds(d) = 1

where Tsad(s′) = T (s′ | s,a,d), P ϑsad =
∑
s′ T (s′ | s,a,d)R(s,a,d, s′ ;ϑ), Asϑ(a) = π̄A(a | s,ϑ)b(ϑ), and Ds(d) = π̄D (d | s).

Υv

(
YAs ,WA

s ,bds′
)

and Υw

(
YDs ,WD

s ,λas′
)

are the sawtooth information state-value approximations.

NUMERICAL RESULTS
Randomly Generated Attack Graphs

• Attack graphs have sizes ranging from 6 to 10 nodes,
with root nodes enabled initially and in/out-degree to
be at most 3.

• The intent parameter is uniformly chosen from a set
of random intent parameters of size |Θ| = 10.

Fig. 1 Instances of randomly generated graphs of sizes n = 6 to n = 10, with
|S| = {8,24,32,48,64} and |A| = |D| = {54,88,256,368,676}.

Intrusion Response Task
• We run 20 graph instances for each size and plot the

attacker’s average reward.
• For each graph of size n, the experiment is run on a

finite horizon of length n.

Fig. 2 Left: Attacker’s average reward for each graph size n; Middle: The average
relative reduction of attacker reward in N-CIRL compared to MA-IRL as a

function of n. Right: Average runtime of NC-PBVI (in seconds) as a function of n.

• N-CIRL strategies yield a lower attacker reward than
MA-IRL strategies.

• This implies that the defender benefits more from in-
terleaving learning and execution than the attacker.

CONCLUSIONS
• We introduce the N-CIRL formalism that describes

how two competing agents make strategic decisions
when only one of the agents possesses knowledge of
the true reward.

• We leverage the recursive structure of the game to de-
velop a computationally tractable algorithm for com-
puting both players’ strategies.

• We hope that the N-CIRL setting can provide a foun-
dation for an algorithmic perspective of these games
and deeper investigation into signaling effects in gen-
eral stochastic games of asymmetric information.
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