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Introduction & background

There are many puzzles about generalization in deep learning. How can large
neural networks generalize well when they have the capacity to just memorize the
labels [9]? Why is it that neural networks learn real structure faster than they
memorize randomized labels [2]? Under what circumstances does gradient descent
fail to find the parameters which yield optimal generalization performance?
Multi-task learning can help generalization [3, 5, e.g.], but how and why does it do
so? We address all these questions within the simplified framework of linear neural
networks.

We build off prior theory in linear neural networks [7], which shows that linear
networks have nonlinear learning dynamics which capture many of the interesting
features of learning in nonlinear neural networks. A recent related paper [1]
studied generalization in shallow and deep linear networks, but that work was
limited to networks with a single output, thereby precluding the possibility of
addressing multi-task learning or the many interesting modern tasks that require
higher dimensional outputs, for example in language [3], image generation [4],
reinforcement learning [6, 8], etc.

Theoretical framework

We consider a noisy teacher network that generates training data for a potentially
more complex student network.

Teacher: We consider a 3-layer linear teacher with N i units in layer i , and weight

matrices W
21 ∈ RN2×N1 and W

32 ∈ RN3×N2 between the input to hidden, and
hidden to output layers, respectively. The teacher network thus computes the

composite map y = Wx, where W ≡W
32

W
21

. Of critical importance is the
singular value decomposition (SVD) of W:

W = U S V
T

=

N2∑
α=1

sαuαvαT , (1)

We work in the limit N1,N3 →∞ with an O(1) aspect ratio A = N3/N1 ∈ (0, 1]
so that the teacher has fewer outputs than inputs. We study generalization
performance as a function of the N2 teacher singular values.

We assume the teacher generates noisy outputs from a set of N1 orthonormal
inputs:

ŷµ = Wx̂µ + zµ for µ = 1, . . . ,N1. (2)

This training set yields important second-order training statistics that will guide
student learning:

Σ11 ≡
N1∑
µ=1

x̂µx̂µT = I, Σ31 ≡
N1∑
µ=1

ŷµx̂µT = W + ZX̂T . (3)

Here the input covariance Σ11 is assumed to be white, and Z ∈ RN3×N1 is the
noise matrix, whose µ’th column is zµ. Its matrix elements z

µ
i are drawn iid. from

a Gaussian with zero mean and variance σ2
z/N1. As generalization performance

will depend on the ratio of teacher singular values to the noise variance parameter
σ2

z , we simply set σz = 1 in the following. Thus we can think of teacher singular
values as signal to noise ratios (SNRs).

Student: Consider a student network with Ni units in each layer. We assume the
first and last layers match the teacher (i.e. N1 = N1 and N3 = N3) but N2 ≥ N2,
allowing the student to have more hidden units than the teacher. (The student
may also be deeper.) Now consider any student whose input-output map is given
by y = W32W21 ≡Wx. Its training error on the teacher dataset in (2) and its
test error on any set of new N1 white inputs with xµ obeying

∑
µ xµxµT = I can

be expressed in terms of the student, training data and teacher SVDs (see the
paper for details), which we denote by: W = USVT , Σ31 = ÛŜV̂T , and

W = U S V
T

respectively. Specifically,

εtrain =

 N3∑
β=1

ŝ2
β


−1 N2∑

α=1

s2
α +

N3∑
β=1

ŝ2
β − 2

N2∑
α=1

N3∑
β=1

sαŝβ

(
uα · ûβ

)(
vα · v̂β

)
(4)

εtest =

 N2∑
β=1

s2
β


−1 N2∑

α=1

s2
α +

N2∑
β=1

s2
β − 2

N2∑
α=1

N2∑
β=1

sαsβ

(
uα · uβ

)(
vα · vβ

)
(5)

Student training dynamics

Figure 1: Learning dynamics as a function of singular dimension strength. (a) shows how modes of
different singular value are learned, (b) shows that there is a wave of learning that picks up singular
dimensions with smaller and smaller singular values as t →∞.

We assume batch gradient descent with learning rate λ on the squared error∑
µ ||ŷµ −W32W21x̂µ||22. We consider two classes of student initializations. The

first is a random student initialized with random orthogonal matrices and all
singular values equal to ε. However, because of complex coupling between the
student and teacher modes, the exact learning dynamics are difficult to obtain in
this case.

Thus we also consider a training aligned (TA) initialization in which the initial
weights are chosen so that the TA has the same singular vectors as the training
data Σ31, but has all singular values equal to ε. As shown in [7], as the TA learns
its singular vectors remain unchanged, while the singular values evolve as
sα(t) = s(t, ŝα), where the learning curve function s(t, ŝ) as well as its functional
inverse t(s, ŝ) is given by

s(t, ŝ) =
ŝe2ŝt/τ

e2ŝt/τ − 1 + ŝ/ε
, t(s, ŝ) =

τ

2ŝ
ln

ŝ/ε− 1

ŝ/s − 1
. (6)

Which describe how each TA mode learns the corresponding data mode. Each
mode undergoes a sigmoidal learning curve with a sharp transition around time
t/τ = 1

2ŝ ln (ŝ/ε− 1).

Saxe et al. [7] showed that that TA networks provide a good approximation to the
train-error dynamics of randomly initialized networks, below we show that they
also provide a good description of the generalization dynamics. The results in this
section assume a single hidden layer, but there are also solutions for deeper
networks, see the paper.

How the signal is buried in the training data

Figure 2: The signal through the noise. Theoretical vs. empirical (a) histogram of singular values of
noisy teacher ŝ. (b) ŝ as a function of s. (c) alignment of noisy teacher and noiseless teacher
singular vectors as a function of s. (N1 = N3 = 100.)

How do the true singular dimensions get distorted by the noisy teacher? The top
N2 singular values and vectors of Σ31 converge to ŝ(sα), where:

ŝ(s) =

{
(s)−1

√
(1 + s2)(A + s2) if s > A1/4

1 +
√
A otherwise.

(7)

The associated singular vectors of the teacher can also acquire a nontrivial overlap
with the N2 modes of the teacher through the relation∣∣∣ûα · uβ∣∣∣ ∣∣∣v̂α · vβ∣∣∣ = O(sα), where

O(s) =


[

1− A(1+s2)
s2(A+s2)

]1/2 [
1− (A+s2)

s2(1+s2)

]1/2

if s > A1/4

0 otherwise

(8)

The remaining N3 − N2 modes are orthogonal to the top ones, and their singular
values obey the Marchenko-Pastur (MP) distribution:

P(ŝ) =


√

4A−(ŝ2−(1+A))2

πAŝ ŝ ∈ [1−
√
A, 1 +

√
A]

0 otherwise.
(9)

Overall, these equations describe a singular vector phase transition in the training
data, where weak modes are lost in the noise, but strong modes (s > A1/4) are
imprinted on the noisy signal, but with inflated singular values, and an overlap
with the true singular dimensions that approaches unity as s increases.

Putting it together: a theory of generalization dynamics

Using the results of the two prior sections, we obtain a complete theory of the
evolution of train and generalization error over learning time:

εtrain(t) =

 N3∑
α=1

ŝ2
α

−1(N3 − N2)〈ŝ2〉Rout +(N2 − N2)〈(s(ŝ, t)− ŝ)2〉Rin
+

N2∑
α=1

[sα(t)− ŝα]2


(10)

The first term is the normalization, the second is an integral over the MP
distribution for the error due to noise modes the network doesn’t have the capacity
to fit, the third is another integral for the noise modes the network does fit, and
the last is the learning of the (appropriately distorted) signal modes. Similarly, for
the test/generalization error:

εtest(t) =

 N2∑
α=1

s2
α

−1(N2 − N2)〈s(ŝ, t)2〉Rin
+

N2∑
α=1

[
(sα(t)− sα)2 + 2sα(t)sα(1−O(sα))

]
(11)

The first term is the normalization, the second is an integral over the MP
distribution for the noise the network overfits, and the last is the learning of the
distorted signal modes. Over training, the test error first improves as the signal
modes are learned, then decreases as the noise is overfit.

Numerical tests of the theory

For both shallow and deep students, and varying teacher ranks, our theory
matches empirical results quite well. In the paper, we show that it also
qualitatively matches nonlinear networks.

Figure 3: Theory and simulation for rank 1 (row 1, a-d) and rank 3 (row 2, e-h) teachers with
single-hidden-layer students: (a-b, e-f) log train and test error, showing excellent match for TA, and
close for random student. (c,g) comparing TA and random student’s optimal stopping errors,
showing almost perfect match. (d,h) comparing optimal stopping times, showing alignment lag.

Figure 4: Our theory applies to deeper networks: theory and simulation for rank 1 (row 1, a-d) and
rank 3 (row 2, e-h) teachers with deep students: (a-b, e-f) log train and test error, respectively,
showing excellent match for TA. (c,g) excellent match of TA and random optimal stopping errors.
(d,h) TA and randomly initialized students optimal stopping times, showing large alignment lag.

Randomized vs. real data: a learning time puzzle

Deep networks can memorize data with randomized targets [9], yet they learn real
data faster [2]. Our theory explains this – randomizing the targets spreads the
variance of the data modes over many noise modes, diluting the top singular
values (although increasing the lower ones).

Figure 5: Learning randomized data: Comparing (a) singular value distributions and (b) learning
curves for data with a signal vs. random data that preserves basic statistics (mean, variance).

Varying the number of training examples

In the prior sections we assumed that the number of training examples P equaled
the number of inputs N1 so the data were full rank, but what happens when
P 6= N1? If P > N1, the noise averages out and the SNR improves, and learning is
faster. If P < N1, the SNR is lower, but the network also observes only a
projection of the corrupted data modes onto a subspace of the inputs. This results
in more complex behavior. Interestingly, although the optimal stopping error is
monotonic in P , the asypmtotic test error is not, because when P < N1 there is a
frozen subspace where overfitting doesn’t occur [1].

Figure 6: Varying the number of training examples. (a) Test error with different numbers of inputs.
(b, c) Minimum generalization error plotted against

√
P/N1 and SNR

√
P/N1. respectively.

Multi-task learning & transfer

How does learning multiple related tasks affect generalization? We show that the
change in the optimal stopping error on task A from learning it alongside task B,
which we denote by T A←B depends only on the SNRs of the tasks and the
alignment of their input modes, not their output modes. We describe how
multi-task learning highlights shared structure, while obscuring idiosyncratic
structure, and identify the regimes where transfer is beneficial or detrimental.
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Figure 7: Transfer setting– If two different tasks are combined, how well students of the combined
teacher perform on each task depends on the alignment and SNRs of the teachers.

Figure 8: Conceptual cartoon of how transfer depends on task alignment.

Figure 9: Transfer benefit T A←B(sA, sB , q) plotted at different values of sA. (a) sA = 4
√
A. This task

is impossible to learn alone, but with support from another aligned task learning can occur. (b)
sA = 3. Modest signals face interference from poorly aligned tasks, but benefits from well aligned
tasks. (c) sA = 100. Tasks with very strong signals are hardly affected (note y-axis).

Summary

Our theory addresses diverse issues in generalization, including how task structure
and dataset size influence generalization, and when multi-task learning is beneficial
or detrimental. In the paper, we provide more theoretical details and other exciting
applications, such as a non-gradient learning algorithm that provably outpeforms
gradient descent.
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