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Machine Learning: 
-- a view from outside
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Inside ML é

ÅNonparametric

Bayesian Models
ÅGraphical 

Models
ÅDeep Learning

ÅSparse Coding

ÅSpectral/Matrix

Methods

ÅRegularized

Bayesian Methods ÅSparse Structured

I/O Regression
ÅLarge-Margin

ÅNetwork switches

ÅInfiniband

ÅNetwork attached storage

ÅFlash storage

ÅServer machines

ÅDesktops/Laptops

ÅNUMA machines

ÅGPUs ÅCloud compute

(e.g. Amazon EC2)

ÅVirtual Machines

Hardware and infrastructure
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1B+ USERS
30+ PETABYTES

645 million users
500 million tweets / day

100+ hours video 
uploaded every minute

32 million 
pages

Massive Data
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Google Brain 
Deep Learning 

for images:
1~10 Billion

model parameters

Topic Models 
for news article 

analysis:
Up to 1 Trillion

model
parameters

Collaborative filtering 
for Video recommendation:

1~10 Billion
model

parameters

Multi - task Regression 
for simplest whole -

genome analysis:
100 million ~ 1 Billion

model 
parameters

Growing Model Complexity
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