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OVERVIEW 
 

At Nara Logics, we’re often asked how our platform compares to other available 
recommendation engines. While we have comparison results on specific business problems 
from customers, we wanted to take comparisons a step further and see how our platform 
performs when challenged by the most commonly used recommendation algorithms. This is the 
first in a series of benchmark reports on these comparisons. 
 

This benchmark report compares Nara Logics’ recommendation platform to the Internet’s most 
popular recommendation technique – collaborative filtering. This widely used technique is based 
on the principle that people who liked, purchased, watched and/or read the same “thing” will 
also be interested in the other “things” those people have bought or consumed. In fact, 
collaborative filtering algorithms are behind much of the content we see online, from Amazon to 
Google, Netflix to iTunes, and on the ever-evolving Facebook. Internet companies are always 
looking to improve these algorithms to make customer experiences more personal; Netflix 
famously offered a $1 million prize in 2009 just to find a collaborative filtering algorithm that 
would improve their movie recommendations by 10%. 
 
For our tests, we selected two groups of collaborative filtering algorithms to run against Nara’s 
platform: 

● LensKit, which was developed by one of the top academic recommender systems labs 
[Ekstrand 2011] and is heavily cited in the literature for benchmarking [Said 2014]. 

● Mahout, a project of the Apache Software Foundation which provides an open source 
version of scalable machine learning algorithms, primarily focused on collaborative 
filtering, clustering and classification. It is widely used for commercial applications. 

 

Our results showed that Nara Logics’ neuroscience-based platform identified more of 
users’ highly rated items than these competitors, performing 32% better than the next 
best performing algorithm for Top 10 recommendations and over 100% better for Top 3 
recommendations. Scoring so well on both of these benchmarks is gratifying, as Nara is 
focused on separating out the signal from the overwhelming noise of big data. We know that 
when customers see recommendations personalized to them in headlines, products, offers and 
content, it builds trust and loyalty and saves time searching. This is exactly Nara’s goal with 
creating a new type of recommendation engine that encompasses all fields and all aspects of the 
web. 
 

http://en.wikipedia.org/wiki/Collaborative_filtering
http://arxiv.org/pdf/1207.5649.pdf
http://arxiv.org/pdf/1207.5649.pdf
https://elehack.net/research/pubs/lenskit
https://elehack.net/research/pubs/lenskit
https://elehack.net/research/pubs/lenskit
https://mahout.apache.org/general/powered-by-mahout.html


How does Nara’s platform deliver these results? We generate recommendations by creating a 
brain-like knowledge graph of information, inspired by the way your mind’s neurons connect and 
communicate with each other. The “nodes” in the graph are items to recommend, whether 
movies, products, or news stories. Nodes are connected when they share attributes (like horror 
movies, or movies set in Paris), when different users rate them the same, or when they appear 
on a list (like “best of”) together.  

Nara’s platform uses all the information available, including structured and unstructured data, as 
well as public, online and proprietary data, to find similarities between items. As connections are 
built, Nara’s platform uses neuroscience discoveries to successively refine those connections.  
Our algorithm develops a true representation of the strongest, clearest connections between 
data sets. Recommendations are then generated from this knowledge graph in real-time based 
on a customer’s profile using techniques drawn from self-organizing maps and deep belief 
networks with a variety of neurocognitive mechanisms unique to Nara. 

Below, we review our testing methodology and the results in more detail. 



 METHODS AND RESULTS 

Test Overview 
We set up our tests using the LensKit framework, which provides comparison algorithms, 
evaluation techniques and a movie dataset. The dataset, MovieLens, has 100,000 1-5 star movie 
ratings from 943 users, across 1,682 movies. Each user rated at least 20 movies; the median 
number of ratings is 65.  

In these tests, we compare Nara Logics’ algorithm performance against a few commonly used 
collaborative filtering algorithms: 

● User/User Collaborative Filtering [Resnick 1994] matches users that have similar ratings
on movies to recommend other movies. We tested versions of User/User Collaborative
Filtering implemented by both Lenskit and Mahout.

● Item/Item Collaborative Filtering [Sarwar 2001] finds movies that are similar to movies
the user has already rated. Two items are similar if many users have rated both of the
items highly. Again, we also tested both Lenskit and Mahout implementations.

● SVD Collaborative Filtering combines information about users extracted from what
movies they’ve liked and information about movies extracted from which users like them
to generate recommendations. We tested FunkSVD [Funk 2006] from LensKit and ALS and
SVD++ implementations of SVD collaborative filtering as implemented by Mahout.

While LensKit uses movie data for evaluation and benchmarking, it was designed to help test 
recommendation algorithms in general. This means that the performance of these algorithms 
has not been tuned to make better movie recommendations specifically. The comparison of the 
algorithms can be seen to apply across different types of items and also business opportunities, 
such as better product recommendations, better TV scheduling, or more efficient mineral 
exploration. 

Test Set Up 
To perform the tests, we: 

● Developed five crossfold “runs” from the data. Each run had user ratings assigned to
either the training set – used to build the model – or the test set, hidden from the model
during training and used to evaluate the results. The same rating could be in the training
set for one run but the test set for a different run.

http://presnick.people.si.umich.edu/papers/cscw94/GroupLens.htm
http://grouplens.org/site-content/uploads/Item-Based-WWW-2001.pdf
http://sifter.org/~simon/journal/20061211.html


● Generated a test set by randomly selecting 10 ratings per user for each run. All other
ratings in each run were used as training data.

● Built each algorithm’s model using the training data.
● Generated 3- and 10-recommendations sets for each user.

To configure the collaborative filtering algorithms, we used previously published parameter 
settings [Kluver 2014]. Nara Logics’ platform used the settings from the www.nara.me site; 
training data was input as user “thumbs” (like or dislike) exactly as if the user had visited the 
www.nara.me site.  

Results 
We scored the generated recommendations using the top-n normalized discounted cumulative 
gain (nDCG) metric, which gives a higher score to sets of recommendations that return more 
movies that users liked higher in the recommendation set. This metric is commonly used in 
benchmarking studies [Said 2014]. Essentially, nDCG adds up users’ ratings weighted by where 
they appear in the recommendation list. Only the top-n recommendations are considered, and 
all movies except those in the training set (because the algorithm already “knows” that answer) 
are eligible to be recommended. This nDCG method allows for an algorithm to accumulate 0 
points if it does not rank highly any of the movies that the user ranked highly that were in the 
test set. Based on this, it is more difficult to achieve a high score using this variation of the 
metric. 

Using the top-n nDCG metric, Nara Logics’ neuroscience-based recommendation engine 
performed significantly better than each of the comparison algorithms for each of the 
tests across both top 10 and top 3 recommendations. The relative performance of these 
algorithms for Top 10 and Top 3 recommendations is shown in the graphs below. 

http://grouplens.org/recommending-for-new-users-is-surprisingly-difficult/
http://www.nara.me
http://www.nara.me
http://ir.ii.uam.es/~alejandro/2014/recsys-benchmarking.pdf


We also found it interesting to compare the algorithms by how many highly-rated movies each 
algorithm surfaced. Across the Top 10 recommendations results for all users in all crossfold 
iterations: 

● Mahout’s User/User implementation surfaced 358 highly-rated (rate 4 or 5 star by the
user) movies

● Nara Logics’ algorithm surfaced 330
● Mahout’s SVD using SGD surfaced 253



● FunkSVD implemented by Lenskit surfaced 209 
● Lenskit’s Item/Item implementation surfaced 198 
● Mahout’s Item/Item implementation surfaced 62 
● Lenskit’s User/User implementation surfaced none 

 
To compare, these results to the top-n results, it means that Mahout’s User/User implementation 
returned more highly-rated movies, while Nara’s platform ranked the highly-rated movies it 
returned higher, thus giving a higher nDCG score. 
 
nDCG gives us a sense of which algorithm places the most relevant movies highest on the list. 
Another test is to consider the total number of highly-rated movies that individual users see in a 
given recommendation set, testing the ability to find relevant results overall. In this data set, 
where only 100,000 options out of 1.5 million (or ~6%) are valid, an algorithm has a fair amount 
of noise to sift through. The graphs below show that Nara’s platform again performs better at 
this task than any of the others in the test set: 
 
 

 



The demands on screen real estate, especially within mobile and commerce, mean that often 
only a few recommendations are given, as opposed to 10 or more. Based on this, we find the 
results comparing the Top 3 recommendations even more compelling. 

In summary: 

Nara Logics’ neuroscience-based recommendation platform finds more signal in the noise 
of big data than the most-used technique for ranking results on the Internet. 

More Tests Coming Soon	  
Finding options for action in the vast amounts of data we have available today is complicated. At 
Nara, we are on a mission to prove how well our technology performs against the common 
algorithms that drive our daily lives. This paper shows one example of an algorithm class – 
collaborative filtering – that Nara Logics beats. Whether it is collaborative filtering, segmentation, 
popularity ratings, rule-based systems, other AI systems or additional forms of data analysis, we 
have the technology that outperforms. We will publish more benchmarks in the near future to 
showcase how Nara Logics’ neuroscience-based platform discovers what matters in data.  

See how neuroscience-based artificial intelligence advances your business.

Contact Bill Ray,  VP of Business Development: 
P:  +1 617.714.3648

E: bill@naralogics.com
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