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Abstract 

Learning analytics is an emerging field of research that aims to utilize a wide range of educational 
data to establish a deep understanding of the learning processes and learner behavior. In this 
short paper, we propose a process mining framework for analyzing large-scale learning 
clickstream data collected from a major US university’s learning management system. We address 
a number of modeling and analysis challenges from a process mining perspective and propose 
new concepts for process-centric learning analytics. Our preliminary research results show 
interesting findings that shed lights on future research directions.    
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1. Introduction 
 
Learning analytics focuses on measuring, collecting, and analyzing various data about learners and 
their learning environment for purposes of understanding and improving learning and teaching [1]. 
Learning analytics is often referred to as the third wave of instructional technologies, where 
learning management systems (LMSs) and LMSs plus web 2.0 being the first two waves [2]. There 
have been many research communities focusing on learning analytics, such as the Educause 
International Conference on Learning Analytics and Knowledge (LAK) and the Society for 
Learning Analytics Research (SoLAR). And a number of applications, such as the Signals system 
from Purdue University, Moodog system from UC Santa Barbara, and E2Coach from the 
University of Michigan, have been developed and deployed to help student retention, advising, 
personalized learning [2]. As Massive Open Online Courses (MOOC) has become increasingly 
popular in recent years, learning analytics research using MOOC data has also emerged, and 
mainly centered around learner engagement and retention issues [3]. There has been lots of 
research on clickstream data analysis. For example, Fang et al. used clickstream data from web 
server logs to analyze website navigability [4] and Mallapragada et al. leveraged browsing 
clickstream data to study consumer online shopping behavior [5]. LMS and MOOC platforms also 
collect a large amount of user clickstream data often with various proprietary formats and different 
levels of granularity, which pose significant challenges to related learning data processing, 
modeling and analysis.  
 
Learning via interactions with LMSs consists of various tasks/activities, such as completing an 
online quiz, submitting an assignment, participating in a discussion, and editing a wiki page. Those 
activities form students’ learning processes. Business process management (BPM) is the discipline 
that combines knowledge from information technology and management sciences and applies it to 
operational business processes [6]. Learning processes can be treated as a special type of business 
processes to leverage the process design, modeling, analysis techniques from existing BPM 
literature. Process mining (PM) aims to discover, analyze, and improve real processes by 
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extracting knowledge from event logs readily available in today's information systems [7]. Many 
algorithms have been developed for process discovery, such as the alpha algorithm, the heuristic 
mining algorithm, the multi-phase mining algorithm, and the fuzzy mining algorithm [8]. PM 
techniques have been applied to analyze non-operational business processes. For example, PM has 
been used to study knowledge sharing processes in Q&A forums [9] and student video watching 
patterns on a MOOC platform [10]. However, PM is not designed for analyzing learning processes, 
which makes adapting PM for learning analytics a non-trivial task.  
 
In this paper, we address aforementioned challenges by proposing a new framework for analyzing 
learning clickstream data from a unique process mining perspective, which introduces a series of 
important methods and new concepts. Based on a large dataset collected from a major US 
university’s LMS, we report some preliminary analysis results to provide insights into a number of 
future research directions.  
 
2. A Process Mining Learning Analytics Framework 

 
Figure 1. A Process Mining Framework for Analyzing Learning Clickstream Data 

Figure 1 shows our proposed process mining framework for analyzing learning clickstream data. 
We briefly introduce this framework in this section and then explain the key components in details 
in the following sections. Our framework starts with the learning clickstream data collected from a 
LMS, which contains information such as who clicked what links with timestamps, the application 
modules accessed, and triggered actions (e.g., create, update, delete, etc.). We then need to 
understand those click events by studying the data dictionary provided by the LMS vendor and 
using other approaches as explained later to identify events relevant to learning. Then, we need to 
define a learning process instance for each user in order to apply PM techniques to the clickstream 
data. Once the data is cleaned and properly converted into the PM required format, we conduct 
various PM analyses, from different PM perspectives such as process structure, process data, 
process resources, and process conformance. Based on the PM results, we conduct informal 
interviews with a number of students and review related learning theories and best practices, which 
lead us to better understand the learning and teaching behaviors. We then propose a number of 
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actions (interventions) and experiments to evaluate the impacts of specific actions (e.g., peer 
pressure and educational badges) on student learning behaviors. The effective actions will be 
documented and implemented to improve student learning. We repeat steps 4 to 7 as we gain more 
knowledge about the learning clickstream data, user behaviors, and different interventions. 
Ultimately, we aim to optimize the learning processes and environment via continuous learning 
analytics. Next, we explain a few key steps with data details and analysis results. 
 
3. Learning Clickstream Data Modeling and Analysis 
3.1 Data Description 
The database of the LMS contains 57 tables storing information about users (students and 
instructors), courses, assignments, conversations (emails), grades, user clickstream events, etc. 
The LMS was introduced in the university in the fall semester of 2012, but we only focus on one 
semester (fall 2015) data in this short paper, summarize our general data in Table 1. 

Table 1 Data Summary 
Data Collection Period August 01, 2015 - December 31, 2015 
# of students 11,130 
# of instructors 346 
# of courses 429 
# of assignments 10,707 
# of quizzes 1,881 
# of conversations (emails) 22,525 
# of clickstream events 54,875,199 

 
The dataset is very rich in terms of covering courses from different colleges, levels (e.g., 
undergraduate, graduate, MBA), and types (online vs. offline). More importantly, the clickstream 
data is quite detailed and large (e.g., we collect about 1 million events per weekday this spring 
2016 semester, which has more courses hosted in the LMS than the fall 2015 semester shown 
above). The clickstream event table has 27 fields recording various information about a particular 
user click. We show seven important fields in Table 2. 
 

Table 2. Clickstream Event Attributes 
Field Name Description 
id Unique ID for the event 
user_id Unique ID for the user 
timestamp Timestamp for the event 
application_controller Related application modules, such as files, 

submission, gradebook, quiz, etc. 
application_action Actions such as new, create, show, delete, etc. 
url Related url detail of the event 
ip The remote IP of the access 

 
In total, there are 123 unique application controller and 564 controller-action pairs for fall 2015 
semester. Understanding each controller-action pair is the foundation of our further analysis, 
which is a challenging task given that there are no documentations on the exact meaning of each 
controller and action. We manually went over each controller-action pair to document their 
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meaning and classify them into four categories based who/what generates the event, i.e., instructor, 
student, LMS administrator, and LMS. Note that some pairs can belong to multiple categories, 
such as files-preview (preview a file in the browser) can be generated by either an instructor, a 
student, or an LMS admin. We also noticed that when a user clicks one link (one user action), one 
user event will be generated. However, simultaneously multiple corresponding events will be 
generated by the LMS and recorded in the clickstream database. In order to better understand what 
events are generated by the system, we conducted an experiment by creating a dummy course, 
manually simulating key actions (login, upload file, create syllabus, assignments, quiz, and 
discussions, submit assignment, post discussion replies, etc.) by different roles (instructor and 
student), and checking the event log after each action. Table 3 shows the percentage of user events 
for two dates. In this paper, we focus on user events.  

Table 3. System Events vs. User Events 
Date Total number of events Percentage of user event 

March 11, 2016 854 17.0% 
March 14, 2016 312 10.9% 

 
Each user event in such a log refers to an activity, i.e., a well-defined step in some process and is 
related to a particular process instance. The events belonging to an instance are ordered and can be 
seen as one "run" of the process. In the learning clickstream context, how to define such a process 
instance is the key to applying PM analysis. In [10], the authors treated each user a process 
instance with all his/her events in the entire 6-week MOOC course as activities. That approach 
does not work in our situation given that our courses have much longer duration, which leads to 
process instances with hundreds of events. Web clickstream research often use 30 minutes to 
define a user session [4], which does not work either given that certain learning tasks can last much 
longer that 30 minutes, such as taking a complex online quiz. Different from existing literature, we 
define a 24-hour window for each user and treat all user events in that window as a learning 
process instance, which we refer to as a learning Session. Essentially, a learning session 
represents the user’s interactions with the LMS in a single day. Note that the learning session does 
not necessarily start at midnight given that some students may study late into the next day morning. 
We postpone the detailed way of identifying such learning sessions to our future research and take 
a simplified approach of defining the learning session time from 00:00 to 24:00. Each learning 
session thus has a number of user events, which may store additional information such as the IP 
address and detailed access URL. With that, we can apply PM techniques to learning sessions as 
discussed next.  
 
4. Process Mining Analysis 
A typical business process has three main perspectives, i.e., control flow (the structure of the 
process), data flow (the relationships among data items in the process), and organization (the 
relationships among human and agents in the processes). In this short paper, we present some of 
our preliminary analysis results from the control flow and data flow perspectives. We extracted 
two undergraduate courses’ clickstream data as summarized below: 
 

Course # of students # of assignments # of Events 
Course A 87 7 85,545 
Course B 112 11 155,617 
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We use a process mining tool Disco (https://fluxicon.com/disco/) to generate the process map for 
all students in both courses as shown in Table 4. 

Table 4. Student Learning Processes 
 

 

 
 

(a) Course A Student Learning Process (b) Course B Student Learning Process 
 
Although the two courses were of different topics and taught by different instructors, we observe 
some consistent process patterns that reveal some common student behavior. For example, 
course-show is the landing page of each course, which directly leads to 
gradebooks-grade_summary, (students check their grades), assignment-index (students check 
assignments), files-index (students access the files uploaded by the instructor). The first activity 
after the landing page may shows the initial intention of user sessions, which might be checking 
grades, assignments, and files (learning materials). Submission_api-for_students, a student’s 
submission of an assignment, in many cases is the last event for the learning session, which 
indicates that assignment submission often is the result of user sessions. 
 
Table 4 only shows some of the most frequent activities and paths. To thoroughly analyze the 
events and the relationships among events, we introduce a new concept: Learning Process 
Context (LPC), which is informally defined as a minimal set of ordered learning activities that 
jointly represent a learning scenario. The learning context information is lost when any individual 
activity in the corresponding LPC is removed. For example, Files-s3_success represents a 
successful file upload and submission-show means viewing a submission. That files-s3_success is 
immediately followed by submission-index (files-s3_success > submission-index), means a 
specific learning scenario, i.e., a new assignment submission by a student, which cannot be 
represented by the individual activities. An example is submission-show immediately followed by 
files_previews-show (submission-show > files_previews-show), which represents using browser 
based speed grader to grade assignments. The activities in LPC do not have to be adjacent. For 
example, we may want to make sure that students should check the course materials 
(context_module-index) before submitting an assignment (submission-create), i.e., 
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context_module-index >> submission-create, so that they can study the materials before working 
on the assignment. We plan to summarize a set of LPCs and use process conformance checking 
algorithms to verify those LPCs in different learning processes to better understand student 
behavior.  
 
Learning processes also have related data, such as the IP addresses associated with click events. 
We created geo maps using student access IP addresses for a traditional offline course and a pure 
online course as shown in Figure 2, where the online course is apparently serving more distance 
students in Virginia and New Jersey. If we look at the location data from a learning process view, 
we can generate diagrams like Figure 3, which shows a student traveled from Nigeria to United 
Kingdom and back to Delaware, US in two weeks. Information like this can help the instructor to 
better accommodate professional students with busy travel schedules.  

 
(a) an offline course student access locations 

 
(b) an online course student access locations 

Figure 2. Geo Maps of Student Locations 

   
Figure 3. A Student’s LMS Access Locations in Two Weeks 

5. Conclusion and Future Work 
In this paper, we proposed a new process mining framework for analyzing learning clickstream 
data. We address a few modeling challenges and proposed a number of new concepts. In the future, 
we plan to continue this research in the following directions: we need to analyze what learning 
activates and LPCs are more likely to result in better learning performance. We will conduct 
experiments to test the effects of a set of interventions, such as social influence and gamification, 
on student learning.  
 
References at https://gist.github.com/harrywang/b3587cbf114119e19be1  


