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Abstract 

A program that automatically composes a song and 
generates a MIDI file was developed. The two different 
algorithms were implemented in this program – the first 
method parses input MIDI files, and applies Markov analysis 
to output a new MIDI file. The second method randomly 
generates music yet following the musical theory pre-defined 
by the program. The demonstration of the program showed 
that it is possible to make a computer-generated song that 
sounds pleasing to a number of people. 

1. Introduction 

This report gives an overview of the python program 
developed by the team InvadingTheRealmTheArts. It 
starts with Design Decisions, which explains the 
rationale behind the choices that were made during the 
coding process. Language section provides UML 
diagrams in order to give a pictorial representation of the 
design decisions. In the Data Structure section, it 
explains the class structure of the program that was 
designed to accomplish the goal of the program. Finally, 
the Results and Analysis section reports on our extent of 
success with our minimum and maximum deliverables, 
and discusses the bugs found during the execution. 

2. Design Decisions 

In developing the project design, we researched and 
ideated to find a way to easily generate music with the 
program that would follow musical theory to a degree. 
We wanted the program to work with any MIDI file so 
that the user could put any seed in and create a new 
musical work. 

We initially considered quasi-random generation of 
music where the program would understand some 
musical theory (such as common chord progressions) 
and generate music based off of a short seed file. The 
downside to this method is that the program would be 

required to be trained in a significant amount of music 
theory, which would not be an interesting use of time 
from a software design perspective. 

We also came up with the idea of implementing a 
Markov analysis scheme, which wouldn't need to 
understand music theory and would merely generate 
rational output based off of the structure of the seed 
musical piece. As Markov can create sentence output 
that makes some sense, we hoped that a similar method 
can be used to create music that sounds plausible. In 
order to implement a Markov method, we needed to 
create a way to represent notes as object that we can 
manipulate. We considered changing the pitch of notes 
based on Markov chains and maintaining the duration of 
notes from the original piece, or changing the duration 
but maintaining the pitches, or determining both through 
Markov analysis. However, as the Python MIDI module 
we used turned out to be very inadequate to parse the 
time data, we decided to implement Markov chains only 
to the pitch of notes, but not to the durations. 

In designing the graphical user interface (GUI) of 
the program, we also made an interesting design 
decision, since it needed to deal with a number of 
different pages: the launch page, the Markov Music 
Generation page, the Random Styles Music Generation 
page and the User-Controlled Styles Music Generation 
page. In order to make the program more efficient, we 
decided to make it so that the GUI does not remake 
previously-made pages. Whenever a page is called, the 
command is passed to a page factory function which 
looks at whether the page has been called before. If the 
page has not been called before, the page factory makes 
the page and stores it in a dictionary, associated with the 
page name. If the page factory finds that the page has 
been made before, it calls out the previously made page. 
In this way, pages are hidden and called instead of 
destroyed and remade each time it is called.  
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3. Language  

In order to develop a method for manipulating and 
creating music, we needed to design a robust method for 
dealing with music abstractly. This required creating 
classes of musical objects and defining methods by 
which they might interact. Fortunately for us, strong 
tools for dealing with music on an abstract level have 
already been developed, and are in use by musicians. 
These include concepts of musical notes, which have 
pitch and duration, chords which are composed of notes, 
and songs, which are collections of chords and notes 
arranged in a manner that makes sense musically. It is 
clear, then, that we can use language borrowed from 
music theory to form the abstractions, generally classes, 
in our work. We created a structure, detailed below, that 
is immediately recognizable from music theory and 
amenable to creating and understanding music on a 
human as well as software level. 

 

<Figure 1. Class Diagram> 

 

 

<Figure 2. Object Diagram> 

 

 

 

4. Data Structure 

Our first data structure is a <Note>. The <Note> 
class is based on the musical definition of note, as it 
represents the pitch of a given note. A <Note> has two 
attributes: one of which is ‘pitch’, an <integer> 
representation of notes, which ranges from 0 to 127 (i.e. 
a note of pitch 0 refers to the ‘C#’ of the lowest octave.) 
Another attribute of Note is ‘rest,’ of which the type is 
<boolean>. It indicates whether the note should be 
played or not. 

Our next class is a <Chord>. Also based off the 
musical definition, a <Chord> stores all the notes that 
are being played at a given time. Therefore, it has two 
attributes: ‘Notes’ and ‘time.’ ‘Notes’ is a <list> of 
<Note> objects played at ‘time,’ which is an <integer> 
that represents the absolute time, of which the unit is 
arbitrary. Storing ‘time’ in each <Chord> rather than in 
each <Note> was a design decision made for simplicity. 
This means that no <Chord> may overlap with another 
<Chord>. This makes Markov generation easier, since 
we can represent music as simply a sequence of 
<Chord>s. The tradeoff is that our code will handle a 
certain musical pattern incorrectly. If multiple notes start 
at the same time, but end at different times, our data 
structures will fail to represent this correctly. When this 
pattern occurs, our code will pretend that all notes that 
begin simultaneously end as soon as any one of them 
ends. Also, note that a <Chord> object might have an 
attribute ‘Notes’ that has zero or a single <Note>, which 
slightly deviates from the musical definition of chords. 

The next data structure is a <Song>. A <Song> 
stores a <list> of all the <Chord>s that make up a song. 
It also stores peripheral information, such as the title of 
the song, the time signature and instrumentation. We 
designed a method that conveniently converts a <Song> 
class into a MIDI file, or vice versa. 

<MarkovSong> and <AutoComposeSong> inherit 
the <Song> class, since these classes should have the 
shared feature of a song, yet have their own special 
methods to generate music. As the name of the class 
indicates, <MarkovSong> includes methods that are 
used to implement Markov analysis to input MIDI files. 
In <AutoComposeSong>, all the necessary methods and 
variables that make it follow the musical theory are 
defined. 
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As for the graphical user interface, all the objects in 
the GUI follow from their parent class named as 
<Functions_Provider>. <Functions_Provider> contains 
functions that are common to different pages in the 
interface program. Having all the pages inherit from 
<Functions_Provider> allows all the pages to access the 
common functions. However, each page class also 
contains functions that are specific to themselves.  

5. Results and Analysis 

a. Analysis of the outcome 

        Overall, our project was highly successful, in that 
we met all our goals for the minimum deliverable as well 
as a most of our goals for the maximum deliverable. 

         First, we fully met our goals for the minimum 
deliverable. To review: our stated goal for the minimum 
deliverable was "Given an input of a MIDI file of notes 
of constant length, our program will be able to use 
Markov chain analysis to generate music, which it will 
export as another MIDI file." Let's consider the three 
aspects of that minimal deliverable separately. 

        1) Accept as input a MIDI file containing only 
notes of constant length - Success 

        We had limited our miminum goal to only 
accepting MIDI files with notes of constant length after 
a cursory look at our library for handling MIDI files. We 
had observed that the time information contained in the 
MIDI files was quite confusing to read. We were quite 
prescient, as this proved one of the hardest challenges 
we faced. Our code can correctly accept MIDI input, as 
specified. 

      2) Use Markov chain analysis to generate music - 
Success 

      We were highly successful at meeting this goal. Our 
code correctly processes the input file and uses Markov 
analysis to generate a new Song. This goal was actually 
quite easy to meet. Knowing that we wanted to do 
Markov analysis, we had designed our data structures in 
such a way that music could be represented as a 
sequence of discrete states. Because of this, Markov 
generation of music was not much more complicated 
than Markov generation of text, as we had done for an 
earlier problem set. 

      3) Output our song as a MIDI - Success 

        We were also able to achieve this goal fairly 
smoothly. The MIDI library we used was more robust 
for exporting MIDI than importing MIDI. Storing our 
music as a linear sequence of discrete states also helped: 
we simply traversed our list of Chords and wrote one 
Chord at a time to the output MIDI. 

 

        In addition, we met several of our maximum goals. 
Our maximum goals were: 

      1) Allow the input for Markov analysis to be a 
MIDI with notes of variable length, and process them 
correctly - Failure 

       As described above, inputting MIDI proved to be 
more challenging than expected with our library. We can 
input a MIDI with notes of variable length, but the code 
does not deal with them correctly - it parses the files as if 
all the notes were the same length. Since Markov 
techniques can output only what they input, the output of 
our Markov analysis also has notes of constant length. 
Once we realized the difficulty of inputting MIDI files, 
we decided to focus our efforts on other parts of the 
project. This decision allowed us to focus on designing 
and writing our own code, rather than trying to figure 
out someone else's.  

        2) Create a second method of music generation, 
which allows user input and follows music theory - 
Success 

        We successfully implemented a method of 
automatically generating music using music theory. For 
this, we had to add functions to Note and other classes 
containing information about musical theory. These 
functions allow a Note to determine what other Notes 
could reasonably follow it. 

        3) Let the user control all this from a GUI - 
Success 

       We created a powerful GUI that allows user control 
over all the music generation methods we wrote. It also 
allows the user to view and play the song he has created. 
Displaying music does not work perfectly: if a Note is 
too high or too low, too short or too long, our display 
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method displays the Note as if it were in a more 
reasonable range. In addition, the display cannot scroll: 
if a Song is too long, only the Notes that can fit on one 
page's space are displayed. 

b. Bug Report 

        One of the most difficult bugs to fix appeared when 
attempting to generate Markov songs in Linux. The bug 
did not appear in Windows, interestingly, but only on 
one platform. It did not take the longest to fix, only 
about an hour, but it was particularly difficult to find as 
the error and traceback did not point to the actual 
problem at all. When a file was added to the Markov 
page listbox, an exception in the random module was 
generated, interestingly, rather than creating a song. The 
error raised stated that a None type object could not be 
the seed for a random choice. In order to locate the bug, 
we tested a variety of files and combinations of actions, 
and found that when highlighting the selection, the error 
did not appear, nor when a file was added, removed, and 
added again. This led us to believe that the problem was 
in fact in the listbox, not in MarkovSong and random 
choice. Indeed, the bug was appearing because in Linux 
Tkinter would assume a None object existed in the 
listbox, and was passed to Markov after the file. By 
highlighting, the None object was ignored, and removing 
an object cleared the listbox and reinserted the song file, 
thus avoiding the None object. As the error was not fatal, 
it was easiest to simply ignore the TypeError and 
disregard the None object in Markov random selection 
using a try - except statement. In retrospect, by testing 
the code on all software platforms at the same time, we 
would not have run into a last-minute error in the 
differing ways different operating systems treat Python 
data structures such as this. 

6. Conclusion 

      Overall, our project was highly successful largely 
because the classes we designed for our data structures. 
The classes' linearity made Markov generation fairly 
smooth. It also proved robust enough to store complex 
melodies and musical algorithms, yet simple enough for 
everyone to work with. The biggest problem we had was 
with importing MIDI files. Though we had done simple 
tests of this functionality early on, when we needed more 
functionality later, the library proved difficult to work 
with. 

As for the teamwork, we had two sub-teams each 
composing of two people. Shane and Jeff generally 
worked on music generation using different generation 
methods. Tom and Rui generally worked on GUI 
implementation. 

The group decided upon the classes, the music 
generation methods and the general components of the 
GUI together. The actual codes were written individually, 
and glued all together at the last moment. The group met 
frequently to update each other on what have been done. 
Before splitting up, we agreed on the basic class 
structure of all the classes involved in the program, and 
the common understanding of the class structure acted 
like a reference point between the two subgroups.  
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Appendix - List of python files written by the team 

 
Note.py 
- Defines the Note class, stores a musical pitch 
 
Chord.py 
- Defines the Chord class, stores a list of Notes and duration 
 
Song.py 
- Defines the Song class, stores a list of Chords and peripheral information 
 
AutoComposeSong.py 
- Inherits from Song, adds methods for compostion from music theory 
 
MarkovSong.py 
- Inherits from Song, adds methods for Markov generation 
 
Main.py 
- Main GUI, serves as controller and view 
 
convertNote.py 
- Converts Notes into format used by MusicalCanvas5 
 
MusicalCanvas5.py 
- Inherits from Tk Canvas, adds methods for drawing Songs, Chords, and Notes 
 
musicGeneration.py 
- Provides methods for randomly generating pitch and duration for Notes 
 
 
 
* For the detailed overview of the program, please read ‘README.TXT’ 


