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Abstract

Computational advertising uses information on web browsing activity and additional covariates to select pop-up advertisements to 

display to the user. The statistical challenge is to develop methodology that matches ads to users who are likely to purchase the 

advertised product. These methods involve text mining but may also draw upon additional modeling related to both the user and 

the advertisement. This paper reviews various aspects of text mining, including topic modeling in text networks, and discusses the 

relative merits of various strategies in the context of different business models.
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Introduction

Computational advertising is a new area of business analytics. It is a direct consequence of the steady growth in the use of online 

tools to find, evaluate, and purchase merchandise. In particular, advertising income is the primary revenue stream for Google, 

Yahoo, and other prominent e-commerce corporations.

The typical problem in computational advertising is using information on the web browsing activity of a user to decide which 

handful among a pool of advertisements to display as pop-ups on the user’s screen. One component of that information is the 

text on the websites that are being browsed, which enables the use of text mining to help determine which advertisements are 

best to show. Other information may also be available: the time of day, the location of the user, and so forth.  Also, there will be 

information on the ads that are available, such as their previous click-through rates, their content, and various descriptors. For 

users who have registered with a particular commercial browser, the advertising company or search engine may also know age, 

gender, and websites seen in previous browsing sessions.

Text mining is a broad area with applications far beyond computational advertising. Text mining methods include latent semantic 

indexing, use of n-grams, Bayesian methods to infer topics, and sentiment analysis, among other tools. For computational 

advertising purposes, one must tailor the analysis to the specific application. In particular, the following two business models  

are considered:

 •  The basic model used by Google and Yahoo in which the companies use partial information on browsing history to  

     drive a recommender system that selects ads to display, and success is measured by click-through rates and  

     online purchases;

 •  One of several models used by MaxPoint in which limited browsing information is supplemented by small-area  

     geographic data with the intent of raising sales at local brick-and-mortar stores.

These business models are similar, but the effectiveness of campaigns to lift sales at local stores is more difficult to measure since 

one does not generally know whether the people making a purchase are the people who saw the ad.

This paper successively narrows its focus. The first section reviews strategies for text mining in general. The second section 

concentrates upon topic modeling and reviews its strengths and weaknesses in the context of advertising applications. The 

third section addresses how topic modeling can be used on networks of text documents, drawing strength from both the lexical 

content and the connectivity structure. The last section summarizes the conclusions.

Text Mining

There are two main strategies in text mining: One approach attempts to use semantic information in which both vocabulary and 

word order carry signal. The other uses the bag-of-words model in which only vocabulary matters—all permutations of the words 

in a document provide equivalent data. Despite their clear limitations, bag-of-words models are surprisingly successful and have 

generated rich theory, especially in the context of topic modeling. Nonetheless, from a computational advertising standpoint, it is 

problematic that bag-of-words models cannot distinguish a post such as “Don’t buy a Ford, buy a Chrysler” from “Don’t buy a 

Chrysler, buy a Ford.”
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Semantic information is closely related to speech recognition and natural language processing, both of which have generated large 

literatures (cf. Anusuya and Katti, 2009, and Indurkhya and Damerau, 2010, for review articles). In the context of text networks, 

there is an ongoing effort to build the Semantic Web (cf. Shadbolt, Hall, and Berners-Lee, 2006), which will provide hypertext 

metadata to enable “a web of data that can be processed directly and indirectly by machines” (Berners-Lee, 1999).

Full analysis of semantic information is unachievable—even human beings miss nuance and subtext. But small progress would  

be important, and simple models, such as those based on Chomskian deep structure, are a common starting point.

Deep structure models describe the process by which syntax creates rules that govern word order and sentence construction. 

The key assumption is that the deep structure describes the way in which the human brain is hardwired for language, while  

the surface structure enforces more arbitrary conventions that distinguish, say, verb placement in English from verb placement  

in German.

Deep structure is a controversial theory (Chomsky, 2000, versus, for example,  Sampson, 2005), but two lines of research have 

developed evidence that provides significant support for the existence of innate deep structure. One line results from studies 

of multiple creole languages. These languages arise when speakers from multiple language families intermingle; e.g., historical 

creoles are often spoken by dock workers in international ports, such as Goa and Honolulu in the 19th century. In this instance, 

the initial workers spoke a pidgin, which is not a true language and does not have a proper grammar, but the children of these 

workers spoke a creole, which is a true language that draws loan words from all of the parent languages. Bickerton (1984) studied 

various creole languages and found that all of them had strikingly similar grammar, despite wide variation in the grammars of the 

parent languages. It is difficult to explain this unanimity without appealing to a fundamental human predisposition for specific 

sentence constructions, as posited by the deep structure theory. On the other hand, Hudson Kam and Newport (2009) report that 

further analysis leads to weaker conclusions than Bickerton found.

A second line of research supports the first. Pinker (1994) did a cross-cultural study of childhood language acquisition. That work 

found that children from different language families tended to make specific kinds of errors in their early attempts to speak (e.g., 

“womens” rather than “women”). Those errors corresponded to ways in which their native language deviated from the grammatical 

rules in creole languages, suggesting a cognitive hurdle in mastering those surface structure rules that deviated from the deep 

structure template. Again, considerable disagreement remains; Yang (2004) and Sampson (2005) argue for a more complex theory 

of childhood language acquisition.

Achieving serious text mining through a natural language model of deep/surface structure is not on the research horizon. It is 

nearly the same as the problem of artificial intelligence. This difficulty has driven semantic approaches to text mining toward 

simpler analytical strategies. These include n-grams and latent semantic indexing.

The n-gram approach is based on short sequences of words or word stems. A word stem is a base word; e.g., “buy” and 

“bought” and “buys” are all identified by a stemmer as being the same. Stemming is helpful since in order to statistically 

understand broad meaning, one can increase the sample size by ignoring tense, pluralization, hyphenation, and other linguistic 

subtleties. Some stemmers have rules for stripping suffixes, leading to incomplete but approximately correct output; others use 

complex table lookups so that accuracy can be improved by extending the table. The TREC studies at the National Institute of 

Standards and Technology suggest that, at least in English, simple stemming rules can handle most cases easily and adequately, 

but further improvement requires case-by-case handling (cf. Robertson, Walker, and Beaulieu, 2000).
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The point of analyzing n-grams is to identify the probabilities of strings of words or stems. A string is likely to contain semantic 

information if it has an unusually high probability compared to other strings of the same length. For example, the phrase “additional 

fees may apply” conveys a single idea that is relevant to a purchasing decision. It is also a relatively common phrase, so its 

increased probability over other four-word phrases signals to an analyst that this n-gram is important.

In English, there tends to be detectable semantic signal over long sequences of words. This means that if one is given the first 

word (or stem) in an n-gram, then the following seven or eight words typically have probabilities, conditional on the first word, that 

are measurably different from their overall frequency, but the eighth or ninth word does not have a conditional probability much 

different than its background frequency. For example, if the first word is “How” then the conditional probabilities of the next word 

being “are” or “can” or “soon” are higher than their marginal frequency, while the words “aardvark” and “camembert” have lower 

than marginal frequency. This deviation from baseline probabilities persists for about eight words forward, depending upon the 

context. Songs, quotations, and technical scientific articles can produce more long-range dependence than common prose.

Text mining applications can use the n-grams in various ways. For advertising copy, one wants to identify phrases that constitute 

product endorsements (“I can’t believe it’s not butter!”), sales limitations (“must be 18 or older”), and product features (“It slices! It 

dices! It juliennes!”). In matching ads to users, one wants to find n-grams that suggest potential customers; e.g., someone who 

has recently read documents with n-grams such as “travel directions from LaGuardia Airport to Penn Station” and “librettos of 

Lorenzo Da Ponte” might be offered the opportunity to buy tickets to The Metropolitan Opera.

A key problem in text mining from n-grams is the inferential step. There are many sophisticated tools for data mining, and some 

of the more promising ones are discussed later in this paper. But at this stage it is worth noting that there is a major distinction 

between those that use human intelligence in the form of “privileged information” (Vapnik and Vashist, 2009) and those that 

attempt to learn automatically from training data or designed experiments. Thus, one strategy is to use human intelligence to 

identify n-grams that are likely to be predictive of consumer interest. From that starting point, the analyst can create a metric on 

n-grams and fit models to click-through data that use predictors that are n-grams near to the starting-point n-grams. A related 

approach is to use human intelligence to identify some starting-point n-grams and then find other potential predictors from 

n-grams that appear in the same documents that contain one or more starting-point n-grams. Alternatively, one might avoid 

human intelligence entirely and use data from an experimental design that randomly presents ads and then tests for differences 

in click-through rates based on n-grams within the document being viewed. (This last strategy probably learns too slowly for 

computational advertising in general, but it could be effective with recommender systems that have a more narrow scope, such as 

those that flag news stories or suggest movies to rent.)

Several technical issues arise when using n-grams as covariates. One concerns the determination of the length of each n-gram. 

Some informative phrases are short, some are long, and the analyst wants the methodology to be able to select covariate strings 

of different lengths. This can be done by terminating phrases when the difference between the conditional probability and the 

baseline frequency of the final word becomes sufficiently small. That effort can be further informed by use of punctuation or 

transition words to help parse sentences into natural phrases. But more significant obstacles in the use of n-grams for text mining 

are the related problems of synonymy and polysemy.

Traditionally, synonymy and polysemy have been handled by Latent Semantic Indexing (LSI), an early application of 

correspondence analysis (Benzécri, 1992). Correspondence analysis is a generalization of principal components methodology to 

categorical data. LSI is related to recent work on latent Dirichlet allocation (LDA), which is discussed in the following section.
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From the standpoint of computational advertising, the following phrases are essentially the same:  “granola,” “healthy cereal,” and 

“nutritional breakfast.” A breakfast cereal company might want to display a pop-up ad for its line of healthy cereals to anyone who 

types in those search terms or who reads a web page that uses one or more of those phrases. An advertiser could use human 

intelligence to recognize that these phrases are synonyms, but there are advantages to having an automatic system that can find 

synonyms automatically (especially in international markets where there are different languages and different idioms).

In contrast, polysemy arises when the same phrase has multiple meanings. Someone who searches on “cheesecake” might 

appreciate a pop-up ad with a bakery coupon, but it is also possible they are searching for something else. LSI provides a 

procedure for automatically disambiguating such terms.

LSI starts with a term-document matrix X. The rows consist of all words in the corpus, the columns list all documents, and the 

cells contain the counts for each word in the corresponding document. Then, one performs some minor transformations to 

normalize for the relative frequency of the word within the document and the relative frequency of the word within the corpus; see 

Landauer et al. (2007) for details.

The next step in LSI is to perform a singular value decomposition of the normalized X. One finds matrices T, S, and D such that 

X = T S D' where

 •  S is a diagonal matrix containing the singular values;

 •  T is the term matrix whose rows are eigenvectors that define the “term space”;

 •  D is the document matrix whose columns are eigenvectors that define the “document space.”

In practice, it often improves performance if one truncates the S matrix, retaining only the dominant singular values. Also, it is 

helpful to cull out the trivial words in the document before forming X.

If two words tend to appear near the same set of other words, then they will be close in term space and thus synonyms or 

near-synonyms. If two documents tend to have distinct vocabularies, then they will be far apart in document space, and a word 

that appears in two distant clusters of documents is a word that is likely to have multiple meanings. From a network of texts 

perspective, it is helpful to have some measure of how far apart two documents are. Often, documents that are near in document 

space are more likely to have links between them, and this supports fitting a dynamic model for edge formation.

The LSI strategy can be extended so that words are replaced by n-grams. Also, recent work with tensor products allows one to 

determine a term space, a document space, and a topic space (Owen, 2012).

It is worth noting that LSI acquires semantic information through co-occurrence of terms within and between documents. 

The actual order of the words within a document is irrelevant. In this sense, LSI is more like a bag-of-words technique than 

an n-gram methodology, and is a precursor of modern topic modeling. In some cases, one can increase the direct use of 

semantic information by dividing documents into chapters, or perhaps even paragraphs, so that the co-occurrence of terms in a 

subdocument indicates close proximity in the original text.

Topic Modeling

Recent work in text mining has focused on topic modeling. Topic models are bag-of-words models that do not draw upon 

semantic information; nonetheless, they have been astonishingly successful. A probabilistic version of LSI (cf. Hofmann, 1999) 

offers a bridge to the newer topic modeling perspective.
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Probabilistic LSI views the words in a document as random draws from a mixture model in which the mixture components 

correspond to topics. Each component is a multinomial distribution with its own set of probabilities over the available vocabulary, 

so each word is sampled from a topic and several topics may be present in a document. The shortcomings of this approach are 

that (1) the number of parameters grows linearly in the number of documents (leading to overfit); (2) it is not possible to make 

predictions for an out-of-sample document; and (3) there is no probabilistic model at the document level, but only at word level.

To address these concerns with probabilistic LSI, Blei, Ng, and Jordan (2003) propose latent Dirichlet allocation (LDA). Their 

framework assumes a fixed, finite vocabulary of (stemmed) words W = {w1, . . . ,wv }. A document consists of a set of words  

D  = {d1, . . . , dn } where di  ϵ W, and a corpus is a set of documents {D1, . . . , Dm }. The goal is to use information on the 

words to represent documents in terms of a set of latent topics.

The first form of LDA assumed that the number of unknown latent topics was fixed at some (reasonably large) value K. All 

documents in the corpus have positive probability of drawing upon each of the K topics, but in most cases, each document is 

well described by just a few topics; all other topic component weights can be shrunk to zero. The latent topics consist of unknown 

distributions over the vocabularies, and these distributions are estimated from the data in the corpus.

Formally, the generative model for assigning words to documents is as follows:

1. For each topic, draw   ϵ from a Dirichlet distribution with parameter ; this determines the distribution over the 

vocabulary for topic k.

2. For document Dj , draw ϵ  from a Dirichlet distribution with parameter , which determines the extent to which 

document Dj  participates in each of the K topics.

3. Independently, for each word in document Dj, first draw a single topic zi from the one-trial multinomial with parameter . If one 

draws the ith topic, then the word is chosen as a single draw from the one-trial multinomial with parameter i.

Essentially, this LDA process chooses topics for each document according to one Dirichlet distribution, and then, conditional on a 

topic, the vocabulary is chosen according to a set of K different Dirichlet distributions.

This generative model is often described through a plate diagram (see Figure 2) that represents the relationships between these 

mechanisms for composing documents as random mixtures of topics with vocabulary drawn independently and with probabilities 

depending upon the topic.

  

Figure 1. The plate diagram for the LDA generative process.
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Fitting this model to data requires Markov chain Monte Carlo techniques or variational inference, and both can be problematic. 

Giffiths and Steyvers (2004) use a collapsed Gibbs sampler to efficiently draw from the posterior distribution of the latent topics 

after integrating out the  and k. Despite the computational issues, LDA has been successful in achieving persuasive results. 

To illustrate the application, an LDA model was fit to a corpus of documents supplied by MaxPoint, a computational advertising 

company in The Research Triangle Park, NC. A set of “themes” for this corpus had already been identified by MaxPoint employees 

and were chosen to reflect the interests of their clients. This preselection of themes is not usual in LDA, but it allows us to assess 

the performance of the LDA implementation. Specifically, in this example, the pre-chosen themes were business analytics, data 

mining, fat loss, body tone, and hair loss.

The corpus consisted of 450 web pages with a vocabulary of 5,027 words. LDA was run using the R package lda (Chang, 2010) 

after fixing the number of potential topics to K = 10. Figure 2 shows the point estimates for the topic proportions for 10 of the 450 

web pages. Pages 1 through 5 relate to business analytics, and pages 6 through 10 relate to fat loss. On the left, for each topic, 

the five words with highest probability are shown.

The first topic has words that are clearly related to business. Documents 1 and 2 draw almost exclusively from that topic. 

Documents 4 and 5 also draw on a component related to data mining; these documents use words such as “data,” “modeling,” 

and so forth. Document 3 draws upon the business component and also upon a poorly resolved topic in which the most 

significant words are related to both data mining and healthcare. In this document, one finds such words as “healthcare,” 

“medical,” “lifestyle,” and “health.”

Documents 6 through 10 largely avoid the topics used by documents 1 through 5. Instead, these documents contain such words 

as “fat,” “loss,” “fitness,” and so forth. LDA is able to identify two subtopics within them. The first subtopic focuses upon weight 

loss through diet and exercise; the second concerns fitness and references to diet and exercise that emphasize health rather than 

appearance. Documents 6 and 7 draw most heavily on such terms as “fitness,” “workout,” and “exercise.” In contrast, documents 

8 through 10 draw most heavily on such terms as “fat” and “weight loss.”

Despite its simple structure, LDA was not only able to discover the themes used by MaxPoint to harvest the documents, but also 

find meaningful and interpretable subtopics that were shared among clusters of documents.

LDA has been extended to the hierarchical latent Dirichlet allocation (HLDA) model, which generally leads to more interpretable 

results (Blei et al., 2003). The basic idea is that there is tree structure on the topics—a document sits at a terminal node of the 

tree and all non-terminal nodes in the tree are topics. The document draws upon all topics that lie along the path from its terminal 

node to the root topic. Typically, the vocabulary at the root topic, which is shared by all documents, consists of trivial words, such 

as “and,” “of,” and “the.” As one moves down the tree, the vocabulary becomes more specialized and more technical. At the 

penultimate node, one finds vocabulary that is very much like the keywords used to precisely identify the content of a document.

The mathematics that underlies the HDLA is the nested Chinese Restaurant Process (CRP). Formally, the unnested CRP induces a 

partition of integers and thus generates a probability model for clustering. The CRP is usually described in terms of customers at a 

Chinese restaurant. Assume that n customers arrive at a restaurant. The ith customer (or document) decides whether to 
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Figure 2. Point estimates of the topics proportions for 10 web pages. Pages 1 to 5 are related to business analytics and pages  

6 to 10 to fat loss. On the left, for each topic the five highest probability words are shown. 

sit at a previously occupied table k or at an unoccupied table with the following probabilities:

 p(previously occupied table k) = 

      p(next unoccupied table) =  ,   (1)

where nk represents the number of previous customers at table k, and Y  is a parameter that controls the tendency to cluster.  

If Y  is small (with respect to n), there is low probability of starting a new table, while if Y  is large, then customers will tend to  

sit alone. In this way, the CRP randomly partitions the n customers into K clusters, where K is the number of tables that are  

ultimately occupied.

The CRP is extended to the nested CRP by supposing there is a sequence of diners. On the first night, customers arrange 

themselves according to the standard CRP. All the customers sitting together at a table agree to go to a different restaurant the 

following evening. When they do so, they distribute themselves among the tables in the second restaurant according to a CRP. 

Those seated together on the second night decide to go to a third restaurant the following evening, and so forth. People at 

separate tables never end up at the same restaurant; tables and restaurants have infinite capacity; there are a fixed number M of 

evenings for all diners.

Proportion

To
pi

c

Document
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In terms of topic modeling, the nested CRP generates text in the following way: 

I. For each node t in the tree T:

 1. Draw a topic t ~ (d) Dirichlet (ƞ).

II. For the dth document in the corpus, given the previous (d −1) documents:

 1. Let c1
(d)  be the root restaurant.

 2. For each level k = 2, . . . , K of the tree:

  a. Draw a table from restaurant ck-1 using Equation (1).  Set ck  to be the restaurant referred to by that table.

 3. Draw a topic proportion (d ) ~Dirichlet ( ).

 4. For each word wi
(d ) :

  a. Choose level zi
(d ) ~ Multinomial ( (d ) ).

  b. Choose word wi
(d )  | zi

(d )  = k ~ Multinomial (o| ck(d ) ).

Notice that step II.3 has a different interpretation than the analogous step in LDA. In LDA, this step determines the topic 

proportions, while in HLDA, it determines the proportion of text governed by the more specific topic, given the previous 

proportions allocated to higher-level topics. As with LDA, it is possible to estimate the posterior distributions on the parameters 

through collapsed Gibbs sampling.

A common problem in both the LDA and HLDA methods concerns the Dirichlet model for the participation of each document 

in the topics. Despite its convenient conjugacy with the multinomial distribution, the Dir( ) distribution enforces an inflexible 

correlation structure among the topics: the covariance between topics k and k'  depends only on their expected values, so one 

cannot enforce the property that sets of topics tend to co-occur. For example, latent topics corresponding to mathematics and 

physics are more likely to appear in the same document than mathematics and poetry, but the model does not permit that.

To address this problem for LDA, Blei and Laferty (2007) propose a logistic normal prior to overcome this limitation:

~

This prior is not conjugate and the model is fit using variational Bayesian inference (Teh, Newman, and Welling, 2007). Variational 

Bayes provides an approximation of the posterior at a local maximum, but there is no guarantee that this maximum is the  

global solution.

A different strategy for providing a more flexible correlation structure for HLDA is due to Blei, Griffiths, and Jordan (2010). They 

propose a two-parameter variant of the truncated GEM distribution, which arises in the context of stick-breaking processes. The 

(d )(d )
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GEM(m, π) distribution is defined on the simplex in IRn and provides an alternative to the Dirichlet model for ( 1 , . . . , n ), the 

multinomial probabilities needed in the HLDA model. The GEM distribution constructs the i values by successively drawing from 

a rescaled Beta distribution:

where It is straightforward to see that 

(almost surely). Notice that i is stochastically bigger than i+1. The parameter m controls the 

stochastic decay rate of the i,  and the π is a precision parameter.

The truncated GEM distribution does not generate an infinite sequence of i , but terminates with the nth draw and rescales to 

enforce summation to 1. For topic modeling, if m is set to be large, then the first i  terms will tend to be large and the weights 

on general topics will have more weight. But if m is small, then the weights on later i  terms will be relatively larger, so specific 

subtopics will have more weight. The precision parameter π controls the variability in the realized i for a specific setting of m.

A third approach to the problem of inflexible correlation structure is based on the Indian Buffet Process (IBP). The IBP is to the 

Beta process as the CRP is to a Dirichlet process; the Beta and Dirichlet distributions are the de Finetti mixing distributions that 

underlie the IBP and CRP, respectively. This parallel both enables interesting mathematics and supports fast computation.

Both LDA and HLDA belong to the class of mixture models. Each observation (word) is associated to a cluster (topic). In LDA, the 

number of clusters is finite and fixed a priori, while in HLDA it is unbounded and unknown. But feature models can also be used to 

describe the structure of a corpus of documents. In feature models, a document is comprised of several features (topics); similarly, 

each topic itself has several features (words). As in HLDA, the number of features is unknown a priori and is unbounded.

Griffiths and Ghahramani (2005) introduced the Indian Buffet Process (IBP) and featural models based on it. Thibaux and Jordan 

(2007) apply the IBP and a hierarchical Beta process in document classification. El-Arini et al. (2012) propose a topic model based 

on the nested IBP. Their model allows direct incorporation of semantic features associated with each word.

As with the CRP, the IBP has a generative model that may be described in terms of a dining establishment. Suppose an Indian 

buffet offers an infinite number of dishes (topics). The first customer (document) enters the buffet and chooses a number of 

dishes according to a sample from a Pois( ) distribution. The dth customer in the buffet will try the dish j with probability equal 

to mj /d where mj represents the number of previous customers that tasted it. Also, the dth customer will choose an additional 

random number of new dishes, where the number of new dishes has the Pois ( /d ) distribution. Notice that the customers share 

information about the dishes since those chosen by previous customers have a higher probability of being chosen by  

subsequent customers.

The nested IBP simply repeats the same IBP at dish level where chutneys (words) are associated to each dish. Each time a new 

a dish is chosen, the customer will pick a random number of chutneys to go with it according to a Pois( ) distribution. The dth 

customer that selects dish i will pick chutney j with probability equal to mij /d  where mij represents the number of customers  

that matched dish i with chutney j. Finally, the dth customer will choose a random number of new chutneys according to a  

Pois( /d ) distribution.
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Topic models based on the nested IBP can be more flexible than CRP methods and automatically induce sparsity. The number of 

topics is not equal in every document, and each topic induces a probability measure on a subset of the vocabulary. Some topics 

may require a large number of words, others a smaller number.

In the context of computational advertising, one might alter the traditional text mining perspective and consider consumers as 

documents. The information available on a consumer is the set of online documents they have browsed, and it is reasonable to 

suppose that consumers may be described either as mixtures of topics or as sets of features related to topics. For example, one 

person might participate in topics related to health foods, outdoor camping, and hybrid fuel cars. Good models for the correlation 

structure among such topics would enable advertisers to target pop-ups more effectively so that someone whose browsing 

activity includes granola and camping sites might be shown an advertisement for a Prius.

Also, from an advertising perspective, one might prefer a topic modeling methodology that selected topics so as to maximize 

their predictive value for click-throughs. This is analogous to the distinction between principal components analysis and principal 

components regression. In the former, one finds the orthogonal axes that best describe the data. In the latter, one picks the 

orthogonal axes so that the loading of the data on those axes provides the best covariates for fitting a response variable through 

linear regression. Similarly, with topic modeling, an advertiser may not want the topics that most simply describe the websites  

that are browsed; instead, the advertiser would prefer a different set of topics more closely associated with the decision to make  

a purchase.

Text Networks

Combining topic modeling with text networks offers a new tool for understanding consumer preferences. The traversal network 

of documents that someone browses can indicate active search for specific types of goods and assist advertisers in selecting 

relevant display ads.

Text networks are beginning to receive theoretical analysis. Hoffman, Blei, and Bach (2010); Vivar and Banks (2011); and Yang, 

Dunson, and Banks (2011) have applied text models to the Wikipedia network. A key finding from that research is that the 

predictive value of words or phrases depends upon the local network structure. For example, the phrase “Roman holiday” might 

indicate a consumer who should be shown information about hotels in Italy, but not if it arises when the recent browsing network 

includes websites related to Gregory Peck, Audrey Hepburn, or 1950s movies.

Network science is a rapidly growing field. In the context of computational advertising, there are three families of models that seem 

especially pertinent:

  •  Mixed membership models, which may be based on Indian Buffet Processes;

 •  Latent space models, in which implicit features of websites determine their “cognitive distance” from a  

     consumer’s perspective;

 •  Metric drift models, in which the importance of sets of words or topics in predicting edge formation depends upon  

     both the network connectivity and text at adjacent nodes.

Each of these focuses upon a different aspect of the computational advertising problem, but e-commerce scientists can tailor or 

combine their strategies to particular applications.
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Mixed membership models in networks allow nodes to belong to multiple groups (usually referred to as “blocks”). Nodes within 

the same group are more likely to have connecting edges than nodes in different groups. Sometimes the group membership is not 

directly observed; in this case, one has a latent stochastic blockmodel (cf. Snijders and Nowicki, 1997). For example, if one looks 

at the friendship ties in a community, it may be that people within the same church are more likely to be friends, so the churches 

are blocks.  If church membership is not part of the data record, then the church affiliation is a latent block, but it is nonetheless 

useful when fitting a parsimonious social network to assume such blocks exist. The mixed membership model extends this latent 

stochastic blockmodel to allow people to belong to multiple groups; e.g., people may belong to churches and to companies, and 

people within the same church or within the same company have a greater chance of becoming friends. Usually, all members of 

the same block have constant probability of forming friendship ties, but these probabilities may differ for different blocks.

In terms of computational advertising, one might model the consumer as a node that has membership in several different target 

markets, such as DIY enthusiast, parent of young children, and music lover. Links between people arise when they visit the same 

website, or in an alternative formulation that applies when online purchase information is available, or when two consumers  

buy the same product. Then, a mixed membership model would allow the analyst to automatically identify groups of consumers 

who have similar interests in a segment of the market and also pinpoint which websites have content that is characteristic of  

that segment.

The Indian Buffet Process is a natural model to underlie the mixed membership model (cf. Williamson et al., 2010). The process 

allows consumers to move through the buffet, selecting the dishes (groups) to which they belong. Many of these groups may be 

irrelevant to the advertising goals, but the framework enables the analyst to mine the browsing data to discover which groups 

are associated with purchase activity and to infer which consumers have membership in that group. In order to fully develop this 

analysis plan, it is probably necessary to generalize the usual mixed membership models to allow multivariate edges so consumers 

may have multiple links depending on which different kinds of browsing activity are shared.

Latent space models are an extension of the stochastic blockmodel (Hoff, Raftery, and Handcock, 2002). The key idea is that 

the nodes have unobserved locations in a simple space (e.g., a plane or the surface of a sphere), and the probability of an edge 

between two nodes is a decreasing function of their distance. Using training data, one can fit a model that estimates the pairwise 

distances between nodes in latent space and use that information to make inferences about the characteristics of the nodes and 

their future propensities to form edges.

Given a set of nodes v1 , . . . , vn with covariates x1 , . . . , xn , a standard latent space network model estimates the probability 

pij  of an edge from node i to node j according to:

where 0 determines the expected number of edges overall; the yk are covariates derived from xi, xj, or both; the metric | | · | | is 

Euclidean distance (or geodesic distance on a sphere, or perhaps something more complex); is a scaling factor which is often 

absorbed into the metric; and the Ɛij terms are independent normal error with mean 0 and unknown constant variance.
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The yk may represent a feature of, say, just node vi , or of some covariate that depends on both nodes vi  and vj. For example, in 

the context of advertising, it might represent the wealth of the ith consumer, which would incline them to visit websites that had 

material consonant with affluent lifestyles. Or, it might be a binary covariate that takes the value 1 if both nodes are male, and is 0 

otherwise; such a covariate could predict the chance that both consumers i and j would visit, say, the same football website.

In terms of computational advertising, the latent space would describe unmeasured features of the nodes. For example, 

for registered users of Yahoo or Google, one might know their age and gender and location, and these would be measured 

covariates, but one would not typically know their political interests or their income. In that case, if politics or income are relevant 

to the websites that are visited, then these unmeasured features would correspond to axes in the latent space.

The latent space models seem especially attractive when the advertiser does not have direct knowledge of purchase decisions. 

For example, the MaxPoint business model displays ads to anonymous, unregistered customers in a small geographic area (a 

“Digital Zip”). Ads are chosen according to recent web browsing activity, but there is usually no direct information on whether 

the customer actually responded to the ad by purchasing the product (except for cases in which the recipient can print out an 

online coupon). Instead, MaxPoint is able to measure the lift in sales of that product at a nearby store. In these cases, it is easy to 

suppose that latent space models can usefully tap into unmeasured features that are important in accurately targeting the ad.

A further extension generalizes the latent space model to one in which the metric on the latent space changes according to the 

location of the document (or consumer) within the network. In their study of text networks in Wikipedia, Vivar and Banks (2011) 

find that the covariates that are relevant in predicting edge formation in one region of Wikipedia are different from those that are 

relevant in other regions, but that the importance of these covariates changes slowly with distance in the network. For example, 

in the region that pertains to articles about statistics, one finds that the n-gram “normal distribution” is highly predictive of links 

between articles. However, in an article on ancient history, one might find the sentence “During times of famine, grain was normally 

distributed by the tribunes.” The stemmed versions of the n-grams are identical, but in the ancient history section, that covariate 

has no value in predicting edges between articles.

In advertising, it is likely that the value of specific covariates in predicting network links will change as one moves through the 

document network or through the network of consumers linked by visiting the same website. If two customers are linked because 

they both clicked on the same health food site, then covariates that capture phrases such as “weight loss” could be useful in 

targeting ads for diet cola; but if the customers are linked because they both visited a medical website about anorexia, then the 

same covariate phrases would not be helpful.

More generally, it seems clear that network models that incorporate text signal should be useful in developing a better 

understanding of the consumer. Many researchers have explored text mining methods for computational advertising, and many 

researchers have developed sophisticated models for network linkage. But little has been done to link these activities. In the 

context of Internet advertising, where customers traverse a web of documents freighted with text, it is clearly important to develop 

statistical methods for computational advertising that combine both of these research areas.
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Conclusions

Computational advertising is a rapidly growing field. It is a new branch of business analytics and draws upon statistics, computer 

science, and marketing theory. Its goal is to use Internet browsing behavior, in conjunction with other available information, to 

select ads that are most likely to be valued by consumers and that will lead them to purchase specific merchandise.

To this aim, there are two sources of information that computational advertisers can mine. The first concerns the text in the 

websites that consumers visit. For some websites or search terms, there is strong signal about potential consumer interest. This 

signal may be extracted through text mining, and this paper has reviewed several of the most popular new developments in the 

text mining field. In particular, n-grams and topic models have been emphasized. These are not mutually exclusive; the n-gram 

approach raises the importance of stemming and could lead to bag-of-memes models, which could then be addressed through 

topic modeling.

But text mining has its limits. Besides the computational burden and the hard problem of natural language processing, it is difficult 

to build statistical models that reflect as much of the relevant structure as one wants.  In particular, for topic models, there is 

no satisfactory way to flexibly find the correlation structure one expects to see among topics in a document. Also, the currently 

available methods are designed to describe and cluster documents rather than to identify the information within documents that is 

relevant to product purchase.

The second source of information for mining is the network structure in the system. This network structure could be the 

connections among Internet pages, but it could also be the network among consumers who share tastes and visit the same 

websites. Both formulations are relevant, and both can be usefully pursued.

This paper has focused on mixed membership models and latent space models as starting points for researchers in computational 

advertising, and possibility was raised of developing new models that allow drift in the metric that describes proximity within the 

network. Other approaches are possible, but these directions appear to be the ones that are best suited to the current needs of 

the advertising industry.

Successful Internet advertisers will certainly mine and combine both kinds of information, but it is important to bear in mind that 

there will be no single off-the-shelf solution. Each advertising campaign will want analyses that are hand-fit to the specific  

product and circumstances. Human intelligence, product knowledge, and domain expertise will not be superseded, at least in  

the foreseeable future, but the new statistical methodologies have the potential to offer profitable tools and new insights for  

marketing strategists.
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