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1 Executive Summary
Having worked with a multinational Internet business for much of its transformation to
Agile software development, I have been able to see firsthand many of the processes
and benefits of Agile methods applied. However, as manager of a technical support
team throughout this period, I was puzzled that there was not more assistance given to
transitioning tech support to Agile as well.
A web search for “Agile Development” results in page after page of relevant subject
matter: Agile methodologies being applied to software development. But attempts to
search for information on “Agile Technical Support” do not pan out.
This white paper has three goals:
•

Demonstrate how Agile fundamentals can be used in a support team, even
in the absence of any full methodology (Scrum, kanban, XP...)

•

Outline the Support Ticket Life Cycle, a useful framework for thinking
about how to apply Agile practices

•

Provide best practice recommendations on transforming a technical support
function

I have borrowed an Agile term to make a more apt description of our workflow:
each support issue (usually in the form of a ticket) is a “story”. Here are some of the
conclusions in brief: seeing and reducing work in progress (WIP) are keys to Agile
Technical Support; an understanding of the Support Ticket Life Cycle helps to see
Agile progress and areas to focus on; quality is on a separate dimension from
throughput and is not sacrificed; and overall cycle efficiency is helped by having a
project manager for every user story.

2 A Quick Look at Results Achieved
Before looking at how we changed, here is a snapshot of some of the results.
2.1

Before and After Results, Part 1: Agile Throughput

First is the remarkable improvement in a metric we call “Agile Throughput.” We
applied this metric at the individual and team level. Details are given in Appendix II:
Agile Throughput Calculation. In summary, it is the throughput of our team's work,
and is measured as [unit of work / unit of time]. In hindsight, and upon closer
analysis, it is not too surprising to see improvements exceeding an order of magnitude.
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But when trying to understand this metric for the first time, or when trying to assess
different scores, seeing results that vary by 50x or more, as we did, is hard to believe.
2.1.1 Our results on Agile Throughput
We regularly recorded improvements exceeding 10x in this metric. Comparisons
exceeding 50x were also not a rarity. Overall, the benchmark reached about 16x. We
were 16 times better on this metric after our process changes.

2.2

Before and After Results, Part 2: Cycle Times

The next metric I can share is a little easier: cycle times. Inspired directly by Little's
Law (details in section 3.1), this metric shows the average time to complete support
tickets.
In the context of the Life Cycle (in Appendix I: Outline of the Support Ticket Life
Cycle), we measured from point e “assignment of support request” to point m “release
of the fix”, but with the caveat that points n and o must soon follow (“verification of
the fix”). Along the way, a ticket may have changed owner several times, and may or
may not have come back to the tech support team for more input. We made sure we
acted as a project manager, overseeing the progress of the ticket through the full cycle.
We used 6 different sets of data, (“old way” vs. “new way”, over hundreds of
tickets), and all 6 resulted in better performance in the “new way”. The improvement
was in aggregate almost a doubling of the speed; if the average cycle time had been 7
days, it was now down to 3.65. This was the info our customers most wanted going in,
and were most appreciative of as we progressed.

3 Going Agile
“Working software is the primary measure of progress.”1 The authors of the Agile
Manifesto established this point, while arguing that working software is more
important than comprehensive documentation. This connection between software and
documentation is relevant to the user stories commonly seen by technical support,
many of which come to be resolved as “working as designed” with references to
product specs.

1

Ken Schwaber et al. (2001) : Agile Manifesto, URL: http://manifesto.agilealliance.org/
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3.1

The Science of Little's Law

In the course of our efforts to improve our support function, and in the midst of a
company-wide transformation to Agile development, I came across Little's Law.
Little's Law states that “The average number of customers in a system (over some
interval) is equal to their average arrival rate, multiplied by their average time in the
system.”2 Also, for the law to hold, the WIP, throughput, and wait time must represent
long-term averages of a stable system. The formula is

3.1.1 Little's Law Formula

lambda is
arrival rate or
throughput
(TH)

Little's
Law:

L = ΛW
L is length of
queue or work
in progress
(WIP)

W is avg wait
time or cycle
time (CT)

It is also commonly rewritten in the form [ WIP = TH * CT ]. And over the years it
has continued to be borrowed and applied in various operations management settings,
including factory operations and Agile software project “kanban” systems. For our
purposes on the technical support team, it became clear that the kanban systems being
preached around the company were of great use to many, but did not directly apply to
us. Our workflow was already run via our ticketing system (Bugzilla). Adding kanban
to this would be overkill; while replacing Bugzilla with kanban was not an option due
to the feature gap.
Don't believe in Little's Law? Don't believe it applies to you? If you said yes,
you're not alone, argued writers at Converge Group: “Those that are aware of it, tend
not to believe it. The implications are at times, just too counterintuitive. But the law is
the law and Little’s Law is one you ignore at significant potential cost ... [it] was
originally formulated to address system performance the [sic] in the context of

2

John D.C. Little (1961): “A Proof for the Queuing Formula: L = λ W”, Operations Research, Vol. 9, No. 3.
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customer service – specifically the ability of a system to serve a customer given
changes in arrival rates.”3
With technical support issues, reducing cycle time is what customers push for –
resolving their tickets faster. To reduce cycle time, only two approaches can be taken:
either increase throughput or reduce work in progress.

3.2

WIP Reduction

It did not take long to see that the benefits of WIP reduction could be realized in new
ways. Reduction, with or without hard limits, could be applied to work on our support
ticket queues, in absence of Scrum or kanban.
So we did it, tentatively at first, but as the results began to show, the policy became
more firm. We as a team reduced our WIP count – at the individual and the team
levels.
Limiting WIP is the main driver behind our more than 10x improvements in the
metric of Agile Throughput (section 2.1). As we began thinking WIP reduction, we
took snapshots of just how many tickets each of us owned at a time (our WIP). Just
seeing these numbers was a big step: visualizing our work in the way kanban does.
WIP counts exceeding 5 were normal – people paid no attention to it – and we saw
spikes exceeding 15 here and there. But there is a hidden cost to these WIP levels: for
every minute spent working on one ticket, 5 or 15 or more minutes accrued to the
overall time owning tickets. And this is at the core of the inefficiency: time owning
tickets was running away from time working on tickets.
Managing WIP brought ticket-owning time way down, thus affecting our Agile
Throughput scores. It became rare to see anyone with 3 tickets. Team members got
into the good habit of finishing their in-progress tasks before leaving each day, so endof-day counts were often zero.

3

Converge Group (2005): “Master of Cycle Time: Little’s Law”, Converge Group. Accessed 7/10/2014 from
URL: http://www.converge-group.net/283/
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3.2.1 WIP comparison diagram
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The diagram shows two workflow sequences on a timeline. We can see the effects
of reduced WIP. Equal throughputs are in effect in both workflows. The process in the
top sequence keeps a constant WIP = 3, with the tasks in progress shown by the
lettered lines. Assume each task requires 3 man hours (each block on the top sequence
is 1 hour). The bottom sequence has WIP = 1. Here is Little's equation for these
workflows:
Higher-WIP (top sequence)

The top sequence has 3 tasks in progress at any time, and the throughput is 1/3 of a
task per hour. The formula WIP = TH * CT becomes [ 3 = 1/3 * 9 ].
Reduced-WIP (bottom sequence)

On this example, completion time is 3 hours. WIP is 1. The formula WIP = TH * CT
becomes [ 1 = 1/3 * 3].
The same throughput in each workflow resulted in sharply different cycle times, as
a result of a different number of tasks in progress. Next is a model closer to the real
world.
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3.3

Context Switching

Matt Stine gives an excellent description of context (or task) switching for Digital
Zone: “Of all of the wastes confronting us as software developers, this one is perhaps
the deadliest. Deep concentrated thinking is required for even minimum effectiveness
as a software developer. Interruptions are the ultimate enemy of deep concentrated
thinking, and any task switch constitutes an interruption.”4
3.3.1 Context switching diagram

x
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time
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Here, each work sequence contains spaces showing context switches, where the
worker needs some amount of time to wind down one task and then focus on the next
one. We still have 2 workflows, the bottom one having lower WIP.
As before, results are seen sooner in the low-WIP, low-switch bottom approach.
But the big difference from the previous diagram 3.2.1 is the higher cost of context
switching. After factoring in context switching, we see a clear effect on throughput, in
addition to the previously noted effect on cycle time. Here is Little's equation for these
workflows:
Higher-WIP with context switching

There are 3 tasks in progress at any time. The formula WIP = TH * CT becomes [ 3 =
TH * CT ]. We can measure CT, which is now greater than 9. It appears to be around
12, which can be used in the equation to derive [ TH = 3 / 12 ] or around 0.25.
4

Matt Stine (2010): “The Agile Zone; Waste #6 – Task Switching”, Accessed 7/28/2014 from URL:

http://agile.dzone.com/articles/waste-6-task-switching
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Reduced-WIP with context switching

Here, WIP is 1. The formula WIP = TH * CT becomes [ 1 = TH * CT ]. Again, it is
easiest to measure CT first, which is about 3.5. This leads us to the throughput of
about [ TH = 1 / 3.5 ] or about 0.286.
The context switching cost that is so disruptive to developers affects technical
support engineers as well, though arguably not as much. Its precise effect will vary,
and in some work could even be negligible. But it is potentially huge, and something
Agile managers will want to keep tabs on.
3.4

Responding to Change

Since our Technical Support Team was not chartered with software development
efforts, we were not going to adopt any dev-focused Agile methodology as a whole,
but were free to consider all the Agile practices and find those that worked best for us.
Several that we used are similar to eXtreme Programming (XP). Here are some
with close parallels to Scott Withrow's 2001 list, where XP was described as “designed
to help small development teams deliver value despite constantly changing
requirements.”5
•

use case concept: incoming tickets are viewed as user “stories” and are a
smaller version of use case.

•

standardized naming schemes: support engineers must adhere to standards
on terminology.

•

standardized styles and formats: to enable compatibility between team
members, especially those in other offices, we used standard ticket tags,
queues, field values, and settings.

•

shared efforts: we never adopted a complete “pair programming” type of
workflow, but work review and status update sharing played a useful role.

•

40-hour workweek: an ideal we did not quite achieve, but our team was
never on primary support for more than about 40 hours in a week.

•

customer proximity: our direct customers were internal and always
included in communications.

Our team was small and also facing constantly changing requirements. Among the
changes that continually came in were the volume and priority of tickets, to which we
would regularly need to adjust. And changes of this nature do not fit into a Scrum
5

Scott Withrow (2001): “Extreme Programming: Do these 12 practices make perfect?”, accessed 7/10/2014 from
URL: http://www.techrepublic.com/article/extreme-programming-do-these-12-practices-make-perfect/
AGILE TECHNICAL SUPPORT | AUG 2014
10

methodology. Borrowing these practices from XP helped to motivate as well as
provide clarity.
3.5

Customer Satisfaction

Despite not running a strict kanban, Scrum, or XP workflow in the way developers do,
we were still keen to remove bottlenecks, remove wasted effort, provide value to
customers, and maintain good morale.
While changing to a more efficient workflow, we knew quality could not be let
down: continual product training was a key to quality, and quality was a necessity in
maintaining customer satisfaction. And through regular customer communication, as
listed with the XP practices above, we provided ticket status visibility. This visibility
has value in and of itself: frequently, it would lead to a workaround or other (perhaps
3rd-party) solution, which could change or even resolve a particular story.

4 The Support Ticket Life Cycle
Appendix I: Outline of the Support Ticket Life Cycle gives the outline, with tasks
falling into either a pre-support phase, a support phase, a post-support phase, or
“meta-support” which includes actions occurring across phases. With our team, many
support issues followed this outline more or less.

4.1

Like a “Production Line”?

The cycle of a technical support issue can often be more complex than factory
production because the flow of any individual support issue
•

does not have a standard, consistent series of steps

•

does not need to go the same direction – it can flow backwards

•

may have numerous interruptions

•

may be subject to time limits of a Service Level Agreement (SLA)

So the “production line” analogy does not hold. The typical interruption that occurs is
an “emergency” that suddenly becomes our top priority, taking people off their current
task. Whereas most of the time, work flowed on a “pull” basis, with an engineer
pulling something from the inbound queue when they were ready, emergencies, such as
outages, would come up without warning and would be “pushed” on us.
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How did we manage the complexity? First, we did not set any hard limit to WIP.
We knew that a low WIP is ideal, but faced a reality check: we needed to be flexible to
“pushed interruptions”. There were many support stories that roughly followed the
Support Ticket Life Cycle outline. But we still managed them to completion when
they did not.

4.2

Little's Law at Different Levels

As mentioned in Section 2.2, envisioning the entire cycle helps to take measurements
and make improvements. It is also a good step toward applying Little's Law at
different levels. From a customer's point of view, the most important level is the Life
Cycle to point m, “Release of the fix.” Another perspective, that of a support team
manager, looks at the main support function, points e to j, as the level to consider.
Other times, point l alone (“Work on the fix”) may be a bottleneck or need review.
We instituted the “project manager” approach to every story because the customer's
point of view was not getting enough attention. It was too easy, and too common, for a
developer or support engineer to get caught in “production line” mode where they
would simply take the next ticket, do some work, pass it on, and repeat. When
everyone does this, and no one supervises the tickets, there is usually a decline in
throughput. Many tickets that do not follow the standard Support Ticket Life Cycle get
ignored. The tickets that flow into a backwater are essentially all additional WIP in the
big picture.
The narrow role of tech support is to focus on points e to j of the Life Cycle. But
Agile Technical Support becomes more than just a step on a production line. In
addition to keeping low WIP at the team level, the expanded role that our team took on
was to manage tickets across the entire Life Cycle, never let them be ignored, and
thereby keep low WIP at the full Life Cycle level. This big-picture WIP improvement
is a major driver of the full cycle time improvement we achieved (Sec. 2.2).

5 Life Cycle Best Practices
Best practices need not be restrictive – the Agile Manifesto recommends responding to
change over following a plan.6

6

Ken Schwaber et al. (2001) : Agile Manifesto, URL: http://manifesto.agilealliance.org/
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The improvements in cycle time and Agile Throughput (results described in Section
2) did not detract from our team's productivity: the volume of work done increased as
we progressed. This was partly a natural result of work experience, but also an
elimination of some of the waste associated with context switching.

5.1

Teamwork in Progress – “TWIP”

Here is another way throughput was increased. In our work, we had shortcomings in
the "old way", enticing team members to try strategies to improve their performance.
Some of these strategies, however well-intended, were counter-productive.

One

example: being aggressive or overly responsive on picking up newly arrived tickets.
A personal WIP queue formed – tickets a person had picked up and placed on hold
while doing other important things. Earnest work was done on them in turn, and at the
end of the week this person's “work done” tally was incremented through having
plenty of work and keeping busy.
But this "greedy multitasking" is not Agile. There are three reasons: Little's Law
(as outlined in section 3.1) applies to the personal queue being held, context switching
costs (introduced in section 3.3) apply whenever there is multitasking, and team
throughput is also impacted.
When too much attention is given to individual work loads (by managers evaluating
performance, for example), team throughput can suffer. Using simple kanban boards
to illustrate work states, here is how team throughput benefits can be realized. (We did
not use kanban for our support work, but it can clearly show the benefits.)

5.1.1 kanban boards showing team throughput
Suppose the global team consists of three regions taking consecutive 8-hour shifts
in a business day. And assume that the regions share an inbound work queue, where a
new customer issue waits until it is picked up. Each region's workflow can be shown
by a kanban board. Here are the before and after states for a team called “region M.”
To simplify, we assume each support ticket requires one hour of work and ignore
context switching costs. Before any WIP reduction is applied, we might see this
pattern:
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start of shift – region M

t 1 t 10
t 2 t 11
t 3 t 12
t4
t5
t6
t7
t8
t9

end of shift – region M

t9
t 10
t 11
t 12

t1
t2
t3
t4
t5
t6
t7
t8

Twelve tickets have come up at the start of the day, and the maximum of eight of
them are done by the end of the shift. The others have been picked up but are not
finished. These four will remain “in-progress” and owned by team M until their next
business day. Next comes the “region N” team, who on this day start out with a
shorter queue:
start of shift – region N

t 13
t 14
t 15
t 16
t 17

end of shift – region N

t 13
t 14
t 15
t 16
t 17

Not surprisingly, they have finished all five tickets during their day. It has taken
them 5 hours and they have been left with 3 hours to do other useful work. The third
team, “region O,” also happens to clean out their in-progress tasks this day (diagram
omitted). If team O's status looks like team N's, then overall the global team has taken
AGILE TECHNICAL SUPPORT | AUG 2014
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on 22 tickets of new work (12 + 5 + 5), completed 18 (8 + 5 + 5), and left 4 inprogress for later.
Now consider a policy where each team's WIP Limit = 2. At any time, they only
want 2 or fewer tasks in progress.

start of shift – region M

t1
t2
t3
t4
t5
t6
t7
t8
t9

t 10
t 11
t 12

end of shift – region M

t 11

t9

t 12

t 10

WIP
=< 2

t1
t2
t3
t4
t5
t6
t7
t8

As before, the same twelve tickets are there to start the shift. This time, though, the
number owned by team M has been limited to two and they have run out of time. Two
tickets remain untouched in the global team queue. The next shift begins.
start of shift – region N

end of shift – region N

t 11
t 12

t 11
t 12

t 13
t 14
t 15
t 16
t 17

t 13
t 14
t 15
t 16
t 17

Now, team N picks up the two tickets that are not yet in-progress. And they are able
to finish them, along with the others that came in during their shift.
The third shift, team O, has the same status on this day with or without the WIP
Limit. So with the policy, overall work status shows 22 tickets of new work (12 + 5 +
5), 20 completed (8 + 7 + 5), and 2 left in-progress for later. The process realizes
AGILE TECHNICAL SUPPORT | AUG 2014
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improvements in both number completed (+2) and number left in-progress (-2).
Global team throughput and average time to resolve the issues have both improved
through the policy of limiting WIP at the broader team level.
This teamwork in progress “TWIP” effect on the global team's performance
happens in addition to gains made at the smaller team (or individual) level by reducing
context switching and WIP. And once the global team have adopted Agile practices,
there are two other benefits to team managers: variations in the arrival rate of new
tickets scale better – both up or down; and the arrival rate trend becomes a signal to
help make better resource decisions. When global WIP increases and the arrival queue
grows considerably, it is a sign to try to add resources.

5.2

Integrating with Engineering

In many organizations, Engineering has already gotten traction with its own Agile
practices. The question remains: how should Agile Technical Support best integrate
with Engineering to be most valuable to the customer.
5.2.1 DevOps may bridge the gap
Many organizations are introducing a DevOps role, and some roll up the tech support
function into it. It is a cultural shift and the feedback has not always been rosy. But
where DevOps succeeds, integrating Agile Tech Support with Engineering should be
easier.
5.2.2 Join forces in the sprints
Another school of thought recommends getting support team representatives into the
structured development sprints. Stuart Arthur has high praise: “The additional time
spent will pay for itself many times over in the improved service you can offer clients,
and the increased ownership of quality throughout your organisation.” 7

This

integration may work well for some organizations, but how does it work when tech
support is not located near the developers, for example?
5.2.3 Do not push interruptions
In the “production line” mode, tech support may be in the habit of escalating tickets to
Engineering carelessly. Forceful pushing here can mean interruptions and high context
7

Stuart Arthur (Feb. 2012): Blog for Box UK, URL: http://www.boxuk.com/blog/how-were-using-agile-methods-

to-run-our-dedicated-client-support-service/
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switching costs to engineers. We can think of it like a loan with high interest rates:
context switching costs are the interest that gets compounded with every escalation
made, and every new person whose work is interrupted.
With Agile Technical Support, we direct each ticket through its Life Cycle, and we
control the context switching costs to an extent. In a multi-tier support escalation
framework, the lowest cost path to resolution would have one person work on an issue
until closure (even if it is a substantial piece of work, such as 4 hours for example). In
a less ideal approach, the work might require 3 people and 2 context switches per
person to do an equal 4 hours of work. In the compounded-interest analogy, this
project might have an interest rate as high as 50% – after accounting for the context
switches, the 4 hours of work could take as much as 6 man-hours.
So tech support should try to walk a fine line in managing stories to resolution: do
not push the flow and incur heavier costs, but at the same time do not let the stories
stagnate in a backwater. Regular and varied communication is useful – get a feel for
the working preferences of each group that regularly takes escalations, and then check
issue status using IM, email, or conferencing.

5.3

Keys to success

Kaizen (Japanese, “continuous improvement”) – we would not have achieved as much
without new ideas, some trial and error, and an innovative mindset. We kept what
worked and moved ahead, never with the illusion that we had it perfect, nor with any
sense of frustration that “it's still not good enough.” Practice is a part of kaizen too –
skills we learned last quarter or last year can still be honed further.
Customer Feedback – feedback from team members is indispensable, but without
customer buy-in, change is precarious. Of course, customers appreciate good news –
changes that can bring positive results are not hard to sell.
KPIs (key performance indicators) – it was not always straightforward to get the
data we wanted. But if the value of that data sufficiently outweighed the cost of
getting it, we went ahead and made the extra effort to get it. On the other hand, we
never had all the data that we could wish for as some of it was too much effort to get.
Rewards – To help motivate and guide the team, we wanted to avoid
inconsistencies between individual rewards and the team charter. To reward Agile
Throughput, for example, more highly than emergency handling might lead a person to
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try to shirk the emergencies. On the other hand, failure to reward Agile Throughput
could lead to greedy multitasking.
Streamlining – See Appendix III: Dos and Don'ts of Managing Tickets for more
suggestions about streamlining, such as good issue summaries and handoff
acknowledgement.

6 Conclusions
Agile transformation has improved development in the software industry. However,
Agile practices have apparently not influenced technical support teams much yet. But
improvements can be made and technical support can be transformed as well. Agile
practices should improve throughput and cycle time without affecting quality. The end
result is increased value to customers.
By striving to keep work in progress low (even without a hard upper limit), we
achieved improvements in throughput exceeding 15x. And by thinking about the
Support Ticket Life Cycle and managing each story through it to completion, we
effectively reduced WIP on the larger scale, which contributed to an average cycle time
reduction of almost half. Both of these accomplishments are rooted in Little's Law,
applied first at the small group level, and then at the full Life Cycle level.
Hand-in-hand with the lower WIP was the reduction of some of the waste from
context switching. And managing TWIP – teamwork in progress across people or
groups – can help manage resources and improve throughput.

To find out more about how
to develop agility in your organization,
contact Leo Ramos:
leoramos@stanfordalumni.org
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7 Appendices
7.1

Appendix I: Outline of the Support Ticket Life Cycle

Point
Event
-- Pre-Support Phase -a.
Onset of issue
b.
Detection of issue
c.
Creation of support request
d.
Submission of support request

Actor

Note

[system]
Customer
Customer
Customer

cause may vary

-- Support Phase -e.
Assignment of support request
f.
Clarification of request
g.
Replication / confirmation of issue

Tech Support
Tech Support
Tech Support

h.
i.

Consideration of workarounds
Escalation of Issue

Tech Support
Tech Support

j.
k.
l.
m.
n.
o.

Communication of Status
Technical Investigation (detailed)
Work on the Fix
Release of the Fix
Verification of the Fix
Verification of the Fix

Tech Support
Engineering
Engineering
Engineering
Tech Support
Customer

-- Post-Support Phase -p.
Root Cause Explanation
q.
Remediation Steps
r.
Report of Impact

Engineering
Engineering
Engineering

s.
t.
u.

Tech Support
PMO
Tech Support

Association of Related Tickets / Issues
Problem Creation (for persistent cases)
Ticket Close

-- Meta-Support (across phases) -v.
Reporting on overall status (all tickets)
w.
Reporting on trends in tickets
x.
Queue Management

when needed
also can happen
at point k
to Engineering
may depend on
point k

if needed
may vary
or Project Mgmt
Office (PMO)
if needed

PMO
PMO
Tech Support

“Engineering” refers to developers (typically) as well as operations (sometimes).
points n and o are not always redundant due to perspective, environment, etc.
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7.2

Appendix II: Agile Throughput Calculation

Section 2.1 introduced the Agile Throughput metric, where I pointed out that results
exceeding 50x the throughput of the “old way” were plausible. Though a result of this
magnitude is hard to believe at first, the following details help explain it.
7.2.1 Agile Throughput formula
The formula for throughput as we applied it is the following quotient:
Numerator

“Ideal Case” – the hypothetical value aggregating the work done (as E for Effort) over
n tasks completed, where for each task i, E is the time needed for the
E
∑ i task when performed by an average worker in isolation from other
i=1
n

Thind =

n

∑Ti

tasks. The value is expressed in man hours.

i=1

Denominator

“Actual Case” – the sum of actual time (as T) the support engineer owned the tickets
in doing the work (measuring the same n tasks completed).

7.2.2 How to measure Agile Throughput
A predefined period of measurement is used. It could be a week, a month, or even a
quarter. For technical support, the convention is that “only tickets marked resolved”
are counted. Tickets not yet resolved will be included in a future measurement.
When determining the numerator (Ideal Case), some judgement is needed, but over
time we get better about estimating this figure. We should be able to look back at a
task and judge whether it was about a 15-minute job, closer to 2 hours, or something
else. And we add up these values.
Finding the denominator is usually easier. It should be evident in the ticket tracking
system. Do not count time the issue was assigned back to the requestor or to others for
follow up, only the time that it was assigned to the person (or team) we are scoring.
But we believe that the clock ticks nonstop for the customer, so we count more than
just business hours.
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Whether or not to include “inbound queue” time (when the request first arrives in
the group queue until it is picked up by a support team member) in this formula
depends on what is being measured. In scoring for a single engineer, this “inbound
queue” time could be excluded. But to score the team's overall efficiency, it could be
included.
7.2.3 Examples of Agile Throughput metric
For the first example, we set the period of measurement to a full quarter (3 months).
The example ticket was opened on day 1 of the quarter as a standard “logfile lookup”
request; assume the standard time needed is 2 hours for this issue (investigation and
response). So on April 1 this ticket was picked up. 90 days later (roughly a full
quarter), it was resolved and closed.

The Agile Throughput is [ 2 / ( 90 x 24) ] or

about 0.00093. The unit of measurement is [ unit of work / unit of time] or [ man
hours / hour ].
Contrast that value with the most efficient score. If the ticket was picked up on
April 1 at 9:00 AM and worked on immediately, it would have been resolved and
closed at 11:00 AM the same day. The Agile Throughput would then be [ 2 / 2 ] or
exactly 1. This level, the theoretical maximum, may be reached on a single ticket but
rarely on several tickets over a day or longer.
And finally, a more typical example: a support engineer picks up a ticket at 9am
and does some work. He reassigns it to another team for their input at 10 am. It gets
assigned back to him at 2 pm. He finishes up a different ticket, gets called on an
emergency, then gets time to look into this ticket again. At 4pm, he confirms that it is
done and closes it. He has owned the ticket for 3 hours (1 in the morning, 2 in the
afternoon). At the end of the week, an assessment is done for scoring purposes: the
ticket effort E is judged to be 1.5 (man hours). This gets aggregated into the engineer's
and the team's totals but if we wanted the score on this one ticket, the Agile
Throughput would be [ 1.5 / 3 ] or 0.5.
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7.3

Appendix III: Dos and Don'ts of Managing Tickets

Here are some recommendations in brief about managing tickets across the Support
Ticket Life Cycle:
•

Do prepare a Life Cycle outline of the process in your organization, as also
encouraged by ITIL best practices, and the extent your team's supervision
of tickets will cover.

•

Don't push interruptions except when necessary.

•

Do educate customers in ways they can improve the pre-support phase.

•

Do create tools to automate tasks for customers' or your own use, including
ways to search past and current issues, for example.

•

Do create a summary for each ticket being escalated. A good summary of
the issue, attachments, and comments will help an engineer quickly get to
the crux of the issue, reducing context switching costs. The benefit is
multiplied when it is an issue getting a lot of attention.

•

Don't forget to get acknowledgement of handoffs – a quick call or chat
about an issue can be more expedient than just passing it on with a
comment.

•

Do describe for each story what is the actual product behavior observed
and in contrast, what behavior is expected.

•

Don't keep customers guessing – try to ensure that the status of each issue
is up-to-date at all times.

•

Do keep a sharp lookout for duplicate issues – closing them out early can
save needless review efforts.

•

Do visualize work, using tools such as kanban or a summary dashboard.
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7.4

Appendix IV: Glossary

Agile

See www.agilealliance.org – a starting point for improving software
development processes.

Bugzilla

The product name for one of the popular ticket management systems
used by developers and support teams.

context switching

Detailed in Section 3.3.

Cycle Time

(CT) Time needed to complete a task, a factor used in Little's Law.

DevOps

Development and Operations of software combined into one organization
(where typically in the past they have been separate).

ITIL

The Information Technology Infrastructure Library (ITIL) – a set of
practices for managing Information Technology services.

kaizen

(Japanese) continuous improvement.

kanban

Originally from the Japanese system of sign cards, an Agile development
methodology that uses a board with cards to visualize work.

KPIs

Key performance indicators.

Little's Law

Detailed in Section 3.1.

PMO

Project Management Office.

pushed
interruption

Pushing work on someone, forcing a context switch, rather than letting
them pull the work at their convenience.

Scrum

An Agile development methodology known for using sprints.

SLA

Service Level Agreement.

sprint

The Scrum practice of a short, fixed-time development cycle.

story

Any issue, request, or customer feedback.

WIP

Work in Progress, a factor used in Little's Law

XP

eXtreme Programming – one of the earlier development methodologies,
aligned with Agile.
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