
AMIA 2019 Informatics Summit Welcome Letter 
 
On behalf of AMIA and the Informatics Summit Scientific Program Committee, we are pleased to 
welcome you to the eleventh AMIA Informatics Summit!  
 
The Informatics Summit serve as the primary forum to connect with leaders in the field of informatics 
who are advancing translational science at the nexus of bioinformatics and clinical research.  
 
The meeting brings together translational scientists, data scientists, informatics researchers and 
practitioners from academia, industry, government and non-profit sectors to share knowledge and 
best practices, and to forge collaborations across boundaries. 
 
Equally emphasizing discovery and impact, the Informatics Summit welcomed submission on the 
innovation, evaluation, and implementation of transformative concepts, methods, and technologies to 
accelerate translational science and precision medicine. It includes contributions to foundational 
concepts and methodologies as well as applications with public health impact.  
 
The following types of submissions were submitted: 
 

• Papers 
• Student Papers 
• Podium Abstract Presentations 
• Posters 
• Panels 
• Systems Demonstrations 
• Ignite-style Talks 
• Workshops 

 
Moreover, the following awards were presented: 
 

• Marco Ramoni Distinguished Paper Award for Translational Bioinformatics 
• Clinical Research Informatics (CRI) Distinguished Paper Award  
• Data Science Best Paper Award 
• Informatics Implementation Best Paper Award 
• Student Paper Competition Award 

 
We thank you for your contribution and participation! 
 
Umberto Tachinardi, MD, FACMI 
Chair, 2019 Scientific Program Committee 
University of Wisconsin-Madison 
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Abstract 

Ongoing developments and infrastructure investments in research informatics to enable precision health 
initiatives, learning health system activities, and the work of consortia like the CTSA, continue to drive adoption 
and use of research and health IT systems. These efforts and related institutional investments in IT and 
informatics to support across academic health centers is a challenging endeavor, and the level and manner of 
this planning varies from institution to institution, often with few methods to assess or measure whether 
institutional goals and objectives are aligned with IT and informatics investments. To help institutions develop 
strategies for their investments in IT and Informatics that are measurable and align with research agendas, groups 
have been working on maturity indices that can be used to facilitate internal discussions and establish standard 
metrics within and across institutions. Panelists will provide updates on the development and early experiences 
with related maturity models to drive key initiatives such as translational research, data analytics, precision health 
and learning health systems, as well as engage attendees on potential next steps in the development and 
application of these models and indices.  
 
Background 

Maturity models [1] have been shown to be effective tools in guiding organizational development for process 
improvement in a wide range of areas of information technology [2]. They have also been used as guides for 
optimizing deployment of electronic health record systems. [3] 

This panel will focus at four proposed and developing maturity models related to and from varying perspectives. 
These will include: 1. Learning health systems, 2. Precision health initiatives 3. Clinical research IT services at 
AHCs, and 4. Research Informatics capabilities from a consortial perspective. The panelists will each review their 
respective topics and examine how such models can be used to evaluate and inform improvements in their respective 
ecosystems. They will also report on early results and findings from their respective efforts to develop and refine 
such maturity models. Panelists and the moderator (Embi) will then engage the audience in reviewing these models 
and discussing possible future directions. The following section describe each of the panelists and the topics they 
will cover in greater detail.  

Peter J. Embi, MD, MS (Moderator): Embi has been involved in developing and testing maturity models for 
research informatics in a number of venues. Embi has developed early versions of maturity models and led multiple 
discussions of maturity models at venues like the Clinical Research Forum IT roundtable and past AMIA 
conferences where he presented a basic framework for a research IT maturity model. For this panel, Embi will 
moderate the panel and audience participation to maximize engagement.  

Nick Anderson, PhD, and Boyd Knosp, MS (Panelists - Maturity Models for Research IT at AHCs): Anderson 
and Knosp have worked with colleagues to develop maturity and deployment indices and evaluate their performance 
through early testing with combinations of focus groups of key stakeholders (research officers, CIOs, etc.) and real-
world implementations in AHCs.  They will provide an update on the development and application of two indices – 
a maturity index and a deployment index – focused on research IT for AHCs, including the results of efforts to 
engage leadership at AHCs in a planning exercise about Research IT, building consensus on what Research IT and 
Informatics is and establishing a common framework for further planning and investment. 
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William Barnett, PhD (Panelist – Maturity Models for Precision Health Initiatives): Building on the work of 
developing maturity models for research informatics across AHCs, Barnett has worked more recently to develop 
related maturity models for enabling precision health initiatives informed by his role as the CIO of the Indiana 
University Precision Health Initiative. He will present an initial maturity deployment index for precision health and 
the results of its evaluation, and subsequent modification, by leaders at other institutions who are also developing 
Precision Health/Medicine programs.  This index will cover key areas such as institutional culture, governance, use 
of phenome, genome, and exposome data, infrastructure capabilities, sustainability, patient engagement, and clinical 
integration. 

 
Adam Wilcox, PhD (Panelist – Data Analytics and Research Consortia perspective): Wilcox has worked with 
colleagues and maturity models in multiple domains. He organized an assessment across multiple leading 
organizations in health data analytics using Davenport’s DELTA maturity model for analytics. Assessments from 
multiple groups were then used to identify critical factors for advancing organizational analytics maturity in health 
informatics. He is currently working with the Clinical Data to Health (CD2H) initiative to extend the work by 
Anderson, Knosp, Barnett and Embi to an assessment of maturity of informatics supporting clinical and translational 
science. He will describe lessons learned from the analytics maturity assessment and the work with extending and 
applying the research IT models as part of CD2H.  He will also reflect on issues regarding helping organizations use 
maturity models more effectively. 

Jodyn Platt, PhD (Panelist – Maturity Models for Learning Health Systems): Platt has been working on 
sociotechnical maturity models which consider non-technical infrastructure development stages for learning health 
systems (LHS).  She will share recent work conducting a design research project and stakeholder interviews with 
individuals engaged in key stages of LHS in front-line and leadership roles: data analytics, knowledge artifact 
development, administrative decision making, clinical care, and health systems IT.  The findings from this and 
related efforts in LHS community development contribute to a conceptual and measurement framework for LHS 
maturity models that account for social (trust, engagement, culture), policy (transparency, validation), and 
governance stages for high functioning learning health systems. 

Conclusion 

Maturity and deployment models and indices can guide Research IT and Informatics investments across academic 
health centers to help align investments with mission, address security and compliance, improve competitiveness, 
and measure outcomes. Such models will become increasingly valuable to initiatives such as those seeking to 
advance precision health and learning health system efforts. The proposed panel will advance collective 
understanding among attendees toward the purpose, use and utility of such models for Research IT and informatics 
across institutions. 
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Communicating Health Science in a Digital World – Disseminating Public Health Research and 
Policy in the Age of Twitter, YouTube, and Social Media 

Cristina Russo1, PhD, Marga Gual Soler2, PhD, Crystal Dilworth3, PhD, Jessica Taaffe4, PhD 
1Technical Resources International, Bethesda, MD. 2American Association for Advancement of Science, 
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Abstract  

The 2014 Ebola outbreak presented a case where news coverage resulted in a disproportionate response. 
Updates from news outlets and social media sites (e.g., Twitter, Facebook, YouTube, Reddit) quickly went 
viral, in some cases leading to misinformation and panic. Still, there is great potential for communication 
via digital media outlets. Whole segments of the population that may have been previously unreachable 
now have easier access to health information. The visual and emotional nature of social media, as well as 
the personal connections formed can strengthen the message and drive better health outcomes. Three 
panelists will discuss digital outlets and new media formats in the context of health communication to 
policy and the public. The moderator, bioinformatician Dr. Cristina Russo, will lead with examples where 
medical informatics products and services can benefit from digital media. Panelists Dr. Jessica Taaffe 
discusses her views on science and global health on popular podcasts and YouTube; Dr. Marga Gual 
Soler communicates science diplomacy with a combination of Twitter, Science Slam, and Improv Theater; 
and Dr. Crystal Dilworth presents storytelling for overlapping audiences from cable television to 
YouTube channels. The learning objective of this panel is to help medical informaticians tailor their 
wearables, dashboards, or websites to resonate with specific target audiences.  

Panel Description  

The 2014 Ebola outbreak presented a case where news coverage and sharing resulted in a 
disproportionate public response. With real-time and readily-available information, covered by online 
news outlets as well as social media sites such as Twitter, Facebook, YouTube or Reddit, updates on the 
outbreak in West Africa quickly spread. In these channels, information becomes available to a large 
audience. And in some cases, it may allow misinformation and panic to take hold. It has been reported 
that the number of tweets dedicated to the Ebola outbreak far exceeded more applicable infectious 
diseases such as Influenza1, and more airtime was dedicated to the 9 confirmed Ebola virus disease cases 
in the US compared to the thousands in West Africa2.  

Fighting misinformation is an important task. Still, there is great potential for communication via digital 
media outlets. Whole segments of the population that may have been previously unreachable now have 
easier access to health information. The visual and emotional nature of some of these outlets (e.g., using 
videos and photos), as well as the personal connection that is formed between individuals (for example, in 
social media), and the availability of relatable spokespersons can strengthen the power of the message. It 
also allows the use of storytelling to create stronger emotional responses to drive better health outcomes. 
It’s been observed that social media as a vehicle for public health information has resulted in greater 
dissemination, awareness, and engagement.3 

This is the backdrop of scientific communication with policymakers and the public today. To navigate 
this complex landscape, three panelists discuss the allure and pitfalls of new outlets and media formats. 
They will cover podcasting, YouTube, TV hosting, and Twitter. The moderator, like the conference 
attendees, is a bioinformatician, and will kick off with examples where medical informatics products and 
services can benefit from digital media. The panelists will then address different approaches to those 
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scenarios. First, Dr. Jessica Taaffe will show her work in expanding the traditional academic 
dissemination method (of publications and conferences) to include podcasts and YouTube series in 
Global Health. Dr. Taaffe’s story conveys a practical example that the conference participants will be able 
to identity with and follow. Transitioning to the use of non-traditional ways to communicate science, the 
following panelist, Dr. Marga Gual Soler, will focus on the human aspect that emerges when Twitter 
networking transcends geographical, disciplinary and political borders resulting in new scientific 
collaborations and personal connections. She applies Improv comedy, theater and poetry to 
communication. Finally, to cover the story of a scientist with the most dramatic transition into media, Dr. 
Crystal Dilworth will present how she juggles two overlapping but different audiences: from cable 
television to YouTube channels, where she acts as co-host and producer of scientific shows. 

The proposed participants for this all-women panel come from interdisciplinary scientific and diverse 
ethnic/cultural backgrounds, and therefore bring different points of view to the discussion. Combined, 
their viewpoint will offer a holistic approach to tackle issues which will include:  

• Tailoring the science message to match the media and format (e.g., video, audio, or social media 
post) and translating complex science and medical concepts to a multitude of audiences. 

• Selecting appropriate outlets, taking into consideration target audience, audience reach, or niche. 
• Gaining audience’s trust and fostering credibility. Identifying non-credible sources. Dealing with 

misinformation, sexism, trolling, and hate speech. 
• Dealing with contentious anti-science movements, such as anti-vaccination. 
• Considering barriers to women and minorities in science. Being sensitive to cultural differences 

when covering health topics or endemic conditions in other countries. 

Proposed Panel Composition  

• Moderator: Cristina Russo, PhD, is a computer scientist and a molecular biophysicist currently 
heading a Research & Development department that operates in the intersection of data science, 
clinical analytics, and bioinformatics. In addition to her experience in medical research, Dr. 
Russo is also a passionate filmmaker and has previously worked as a science communicator for 
PLOS, covering NASA assignments. She is currently interested in leveraging data to improve 
patient outcomes. Dr. Russo applies user experience and interaction and target audience 
customization to help gaining a patient’s trust and encouraging the adoption of new health 
behaviors. In this panel, Dr. Russo will guide panelists to cover cases that will help medical 
informaticians tailor their wearables, dashboards, or websites to resonate with specific target 
audiences. 

• Panelist 1: Jessica Taaffe, PhD, is a biomedical scientist and global health professional with 
research and global health program experience in infectious diseases, who currently works in 
outreach and communications for NIH. In addition to the traditional academic route (with an 
extensive list of conference presentations and journal publications), Dr. Taaffe also discusses her 
views on science and global health, including policy and advocacy, on popular podcasts and 
YouTube, and has done reporting and on-camera work for This Week In Global Health. Her 
expertise in infectious disease has shown her first hand the human importance of accurate and 
effective communication of science and technology, and in this presentation, she will cover how 
to branch out from academia into broadcasting to other media outlets.  

• Panelist 2: Marga Gual Soler, PhD, is a molecular biologist and science diplomat who builds 
bridges between the scientific and international policy communities. A major name in her field, 
Dr. Gual Soler has created innovative programs to improve communication of science and its 
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translation into policy worldwide. Dr. Soler has worked in the United Nations, where she was the 
only scientist in a group of politicians, lawyers, economists, journalists, NGO leaders and 
international relations professionals. That experience helped her develop the language and the 
cross-cultural skills to find common ground with people outside the science bubble, often with 
very different ideological, political or religious views. Her mission is to build a global network of 
young science leaders reaching across borders to address societal challenges and become agents 
of change. She uses a combination of Twitter, Science Slam, and Improv Theater to reach and 
train her audiences to engage with policymakers and the public. With this presentation, Dr. Soler 
will uncover ways of using science to provide a common language that transcends political and 
ideological divides.  

• Panelist 3: Crystal Dilworth, PhD, is a neuroscientist and TV/YouTube host and correspondent. 
Dr. Dilworth has an extensive CV, both as a scientist of nicotine addiction as well as producer 
and host of science shows such as Al Jazeera’s TechKnow. A recent example of her hosting work 
for YouTube can be seen here: https://www.youtube.com/watch?v=601_pvMuSvo. Dr. Dilworth 
is a passionate and engaging speaker, scientist, and artist. Her goal is to instruct scientists and 
engineers that how they chose to communicate about an emotional state or intellectual finding is 
just as powerful as the idea itself. In this panel, she will present how her training in both science 
and the arts has allowed her to interpret ideas and creating compelling narratives for the intended 
audience.  

Proposed Panel Outline  

• Moderator introduces topic and panelists (6 min)  
• Panelist 1 presentation (18 min) 
• Panelist 2 presentation (18 min) 
• Panelist 3 presentation (18 min) 
• Discussion and audience participation (30 min) 

Example Discussion Questions 

1. I work in a very complex scientific area, (e.g., molecular structures), how to convey that message 
in a short format and without any background/context? 

2. Dealing with emotional scientific topics: how to dissuade fears of genetic editing being 
misinterpreted for “designer babies”? what is an effective way to create trust for vaccines?  

3. I don’t like videos/podcasting/hosting, how can I still broadcast my message to a larger audience? 
4. How do I share messages about my research on infectious disease without creating panic? 

Panel Organizer Statement  

The organizer and moderator of this panel, Dr. Cristina Russo, hereby states that the three proposed 
panelists have agreed to participate in the panel.  
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Abstract 

The biomedical research enterprise is shifting both technologically and culturally toward an open science model with increased 

data sharing and broader dissemination strategies. Mental health and substance use disorders add a new dimension of nuance 

and difficulty in both the technical and ethical landscape around data sharing. Beyond traditional clinical and biological data, 

sources of behavioral health data including cell phones and wearable devices add to the tsunami of big data in biomedicine. 

In addition, mental health and substance use disorders historically have been stigmatized to a greater degree than most other 

illness types, leading to special rules and policies around data access. This panel will discuss a range of issues related to this 

topic from diverse perspectives including patient, provider, researcher, and funder. 

Introduction 

The biomedical research enterprise is shifting toward increased data sharing and broader dissemination strategies. This shift 

can be observed in technological advances—adoption of data standards to facilitate data sharing; policy changes—requirements 

by funders and publishers that data be made available; and culture—the Open Science movement and organizations such as the 

Mental Health Research Network and Research Data Alliance. Mental health and substance use disorders add a new dimension 

of nuance and difficulty in both the technical and ethical landscape around data sharing. Beyond traditional clinical and 

biological data, data sources in behavioral health data include activity trackers, cell phone usage, GPS and more. These add to 

the tsunami of big data in biomedicine shepherded in by developments in “omics” technologies in recent decades. In addition, 

mental health and substance use disorders have historically been stigmatized to a greater degree than most other illness types, 

leading to special policies and regulations around data access. This panel will discuss a range of issues related to this topic from 

a number of perspectives including provider, patient, researcher (both academic and industry), and funder. 

Open Science & Data Sharing 

A number of factors have made open science a prominent topic  in recent years across the biomedical research landscape.1,2 

Data sharing for the purpose of re-use increases return on investment for research funding. Additionally, sharing for the purpose 

of re-analysis helps to address the so-called “reproducibility crisis” in science that has been highlighted in recent years.3,4 The 

shift toward open science involves both technical and policy aspects. On the technical side, open science and data sharing 

require the development, adoption, and maintenance of data and metadata standards so that would-be data consumers can find 

data and understand what the data mean and how they were captured or generated. To this end, a consortium of researchers 

have established the FAIR guiding principles to make data findable, accessible, interoperable and reusable.5  Also important to 

enable “FAIR” data are user-friendly platforms like DataMed6 and the National Database for Autism Research (NDAR)7 for 

data dissemination and retrieval.  

Data sharing has been an active area of focus and research for many years in the context of clinical, imaging, and omics data. 

Additional relevant sources in the context of behavioral health include social media, wearable devices for personal health 

monitoring, GPS, mobile apps targeted at consumers, and more. In the context of tele-health, entire encounters may be 

recorded/transcribed and available for study of the patient (video eye tracking) or the treatment/provider (amount of time on 

each modality of CBT) and linked to therapeutic response. Mobile apps may collect patient “journals” that could be made 

available for natural language processing and further analysis. In the more traditional care setting, groups like the National 

Network of Depression Center (https://nndc.org/) are facilitating standardization of data elements collected in clinical care and 

sharing data among centers.  

On the policy side open science and data sharing require both carrots and sticks from funders and publishers to properly align 

incentives for researchers to expend the time and effort required to share their data through adoption of standards and data 

sharing platforms. These incentives and policy changes may also be catalyzed through support from patients and patient 

advocates.  
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Stigma 

By age 29 over half of Americans will have experienced an impairing and clinically significant mental health or substance use 

disorder.8 Unfortunately, despite their prevalence, these illnesses are generally stigmatized by society to a greater degree than 

other medical ailments. For this reason, people suffering with them may be reluctant to share their diagnosis status with others, 

researchers and clinicians included. Patient concerns about stigma have even been shown to reduce his or her likelihood of 

disclosing a diagnosis or seeking help when help is needed.9,10  In some cases, mental health and substance use disorder records 

may even be hidden from a patient’s own care providers to avoid bias in treating the patient’s co-occurring medical conditions. 

A number of high profile celebrities have come forward to discuss their own struggles, and the opioid epidemic with its three-

fold rise in overdose deaths over the past decade has created new imperatives for data sharing to combat the crisis, but the 

stigma remains.  

Topic importance and timeliness 

The confluence of media attention to mental health and substance use disorders and data sharing in the open science era make 

this topic particularly timely and urgent to address.  

Members of the audience will include researchers, regulators, patients, and family members of people who suffer from mental 

illness, each with their own equally valid and important perspectives on this topic. The panel is therefore likely to generate 

active and engaging dialog between the audience and panelists.  

Speakers:  

1. Jessie Tenenbaum, PhD, FACMI,  Duke University, Chair AMIA Mental Health Informatics WG: Moderator 

2. Greg Farber, PhD: NIH perspective 

3. Isaac Galatzer-Levy, PhD: Industry research and development 

4. Alisa B. Busch, MD, MS: Provider and researcher perspective  

5. Wendy Ingram, PhD: Patient & Researcher perspective 

 

Dr. Tenenbaum is an Assistant Professor of Translational Biomedical Informatics at Duke University and serves as Chair of 

AMIA’s Mental Health Informatics Working Group and Member-at-Large for the ELSI (Ethical, Legal, and Social Issues) 

WG. Her research focuses on biomarker discovery using publicly available data resources and secondary use of EHR data in 

mental health. Dr. Tenenbaum will moderate the panel, setting the stage for the topics to be discussed, including what it will 

take to protect individuals while at the same time allowing de-identified data to be used for research. 

Dr. Farber is the Director of the Office of Technology Development and Coordination for National Institute of Mental Health 

(NIMH). In this role he is responsible for coordinating all technology development and bioinformatics activities at NIMH and 

overseeing the NIMH Data Archive (NDA), an infrastructure for sharing de-identified human subjects data with qualified 

researchers.  NDA data have been collected by hundreds of research projects across many scientific domains and partially 

harmonized to common standards.  The NDA also provides tools, methods, and analysis capabilities enabling collaborative 

science and discovery. Dr. Farber will describe the governance process around the NDA including participant consent, data 

access, and the unique advantages to being a federal data repository. He will also address the special considerations that went 

into the NDA given the sensitive nature of the data. 

Dr. Galatzer-Levy is a research scientist working at the intersection of neuroscience, bioinformatics, and technology 

development. Having transitioned from a role as director of an independent research lab at NYU School of Medicine to become 

a formative member of a Silicon Valley based mental health start-up, Mindstrong Health,  Dr. Galatzer-Levy has a unique 

perspective on the research and development needs of industry to develop scalable and actionable health care technologies and 

how these scientific goals can be achieved internally and in collaboration with outside scientists, federal funding agencies, and 

other partners. Dr. Galatzer-Levy will discuss data use and data sharing from an industry perspective, addressing both the for-

profit perspective and the novel data types being analyzed by MindStrong that go beyond typical clinical, omics, or even 

mHealth data. 

Dr. Busch is a psychiatrist and mental health policy and services researcher.  She is an Associate Professor of Psychiatry and 

Health Care Policy at McLean Hospital, Harvard Medical School, and also serves as the Chief Medical Information Officer at 

McLean Hospital, a free-standing psychiatric hospital that is a part of Partners HealthCare. Dr. Busch is nationally recognized 

for her expertise in measuring mental health/substance use disorder care quality in systems of care, and has served on national 

technical expert panels on mental health/substance use disorder quality measurement. Dr. Busch will talk about the challenges 

in balancing the heightened patient privacy expectations and regulatory requirements for mental health/substance use disorder 

care with the need for using clinical data for scientific discovery to improve patient outcomes. 
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Dr. Ingram is a psychiatric epidemiology fellow at Johns Hopkins Bloomberg School of Public Health and an outspoken 

advocate for mental health awareness. Her research focuses on using Electronic Health Records and genomics to better 

understand mental illnesses, especially depression and bipolar disorder. She has been a vocal advocate for mental health 

awareness and peer support in academic settings, and has been open about her own experiences in interviews with Science 

Magazine and Scientific American. She will discuss her own experience with fighting stigma and opening up about her personal 

and family history with severe mental illness. 

Questions to be addressed:   

 Should mental health/substance use disorder data be treated differently from other health data? If so, how? 

 Will increased mechanistic understanding of mental illness/substance use disorders decrease stigma? 

 How should we as a society balance individual privacy with risk of harm to an individual (i.e. suicide) or others (e.g. 

mass shootings)? 

 Are there groups within mental health/substance use disorder populations who should be considered vulnerable 

populations and therefore subject to different rules regarding consent and/or use of de-identified data? 

Conclusion 

A confluence of factors including increased attention from funders and media, new research frameworks, a lack of mechanistic 

understanding, and ever-advancing technologies make mental health poised to be the next frontier in precision medicine. To 

this end, as in other areas of medicine, there has been a push toward data open science and data sharing to increase statistical 

power, facilitate reproducibility, and replicate findings. However, societal stigmatization of mental health and substance use 

disorders and the correspondingly sensitive nature of these data raise a number of ethical, legal, and social issues even as the 

field is propelled toward an increasingly open model. It is crucial to identify and address these issues before problems arise so 

that we as researchers, patients, and society at large can act according to best practices rather re-act as problems arise. 
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Implementation of the NPIS with nurse managers  

F. Hadorn, RN, MScN, 1, S. Gallant, RN, MSc. MA1, J. Rapin, RN, MScN, PhD (c) 1-2, D. Bouchard, RN1, 

I. Lehn, RN, MScN1 
1Lausanne University Hospital - CHUV, Lausanne, VD, Switzerland. 2Université de Montréal (UdeM), 

Montreal, QC, Canada. 

Abstract  

This panel includes four presentations to describe the development and implementation phases of a nursing 

performance improvement system (NPIS) in a Swiss teaching hospital (CHUV). The first presentation will 

provide details of the development phase and illustrate system configurations that are designed to engage 

interprofessional care teams. The second will address evolving collaboration and co-learning processes between 

nurses and IT health care data analysts. The third presentation will discuss the challenges inherent to the 

development of reliable and appropriate indicators for nursing care improvement. Finally, we will discuss the 

implementation phase of the NPIS, with a specific focus on nurse manager training and supervision of 

interprofessional care teams. These presentations on the development and implementation of an innovative 

NPIS highlight the need to consistently shape the interface between social and technical systems domains.  

General description  

This panel will present the development and implementation of a nursing performance improvement system 

(NPIS) in a Swiss teaching hospital (CHUV) of 1’400 beds and 12’000 staff. Based on electronic patient health 

records (EHRs) and human resources data warehouse, this innovative NPIS involves the collaboration of expert 

nurses and IT health care data analysts that report on their activities and, in doing so, learn from each other. The 

purpose of this collaboration is to develop innovative solutions that take into account diverse configurations of 
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social and technical aspects. For example, a data analyst has redefined administrative data records of patient’s 

stay so that the indicators generated would make sense to nurses. Otherwise, since each professional group has 

its own criteria to determine what is meaningful, this imposes different modes of data aggregation and process 

indicator design outputs. Finally, the social component of NPIS, which has traditionally been neglected in 

practice and in research will be examined. In particular, nurse managers use diverse strategies to introduce 

nursing care indicators and conduct analysis sessions with their teams to promote critical and constructive 

discussions to enhance ongoing performance improvement projects.  

 

Presentation 1: Development of an actionable NPIS in a Swiss teaching hospital 

We will describe the development phases, from conceptualization to pilot testing, that were carried out in 

cooperation with health care team managers to sustain staff commitment. System configurations that engage 

interprofessional care teams will be illustrated, based on Actor Network Theory. This allows to consider 

technical and social processes synergistically.  

Presentation 2: Collaborative development of measurable clinical indicators  

We will depict how data is collected from an institutional data warehouse; describe specific processes to model 

indicators; and outline how deliverables are defined and automated. These socio-technical processes require 

both clinical and IT skills. The challenges arising through evolving collaborative and co-learning efforts 

between nurses and IT health care data analysts will be discussed.  

Presentation 3: Actionable, timely, and transversal indicators  

The challenges inherent to the development of 16 reliable and appropriate nursing performance indicators will 

be discussed. Each indicator must be based on standard EHR data and provide convincing results that are 

transversally relevant for the entire hospital, while reflecting care practices in specific units. Reliability analyses 

of the indicators will be addressed.  

Presentation 4: Implementation of the NPIS with nurse managers  

We will consider the implementation phase of the NPIS, with a specific focus on nurse manager training and 

supervision of interprofessional care teams. Strategies to engage nurse managers, must also address 

interpretation and use of indicators as well as translation of results into performance improvement activities. 

Their supervisory role must be supported to enhance their coaching abilities with interprofessional teams 

through implementation periods that endure up to 6 months. 

Learning objectives  

They highlight the importance of collaboration between IT health care data analysts, nurses and other technical 

and clinician experts. The panel will expose and problematize the most significant challenges of this socio-

technical initiative: the development of 16 nursing-sensitive indicators and the implementation phase that 

requires a thorough understanding and involvement of nurse managers to support the efforts of interprofessional 

care teams.  

Topic importance 

An NPIS is both a technical and social system. Each component, and their interactions, pose significant 

challenges for the engagement of interprofessional teams as the system evolves through rapid technological 

advances (e.g. artificial intelligence) and with limited resources. The study reveals some limitations inherent to 

such complex systems; and provides insights foster productive socio-technical interactions within an NPIS.  

List of questions 

How does a NPIS shape an interprofessional care team performance, action, activities, and environment?  

Which type of indicators reliability have been tested?  

What learning and coaching strategies engage nurse managers in a NPIS?  

Statement 

Each participant and co-author has agreed to take part in this panel. J. Rapin 
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Abstract 

An essential prelude to precision medicine is the stratification of patients into subpopulations for increased 
diagnostic and treatment efficacy. Before precision medicine can be widely implemented, the healthcare system 
needs to develop the ability to systematically identify and optimize the care for patient subpopulations. Patient 
populations can be grouped by the underlying disease and can be further categorized by the spectrum of 
recommended therapies, as the optimal therapy differs by disease severity and co-morbidities. By efficiently 
matching patients to the right care management programs, improved outcomes can be obtained at less costs and in 
shorter time. However, successful adoption of patient stratification approach into the healthcare system requires 
technological and cultural changes.  This panel reports on the results with patient stratification projects and delves 
into the challenges and future plans. 
 

A general description of the panel and issues that will be examined 

A. Medicine is undergoing more rapid change than at any time in the last 200 years. The costs of delivering care in 
the current model and the opportunity from new technologies have conspired to promise a revolution.  Molecular 
insights in chronic disease are highlighting the need for improved resolution in diagnosis and management. 
Improved therapies are moving many inpatient cases to the outpatient setting  while the feasibility of 
asynchronous transactions is driving traditional outpatient care to the patient’s home. The implementation of 
electronic health records has accompanied these changes and promises to close the gaps in healthcare. The 
advent of massive streams of structured data has open health care to rigorous analytics and predictive 
quantitative biology.1 Practice of medicine is evolving towards integrating population analysis for efficiently 
discovering and managing patient sub-groups that can benefit by particular therapies. 

 
B. SMART Health IT's app platform enables rapid innovation of clinical apps to securely consume data in the FHIR 

format.2 By standardizing the mechanism for app deployment and by providing tooling to extract data SMART 
can dramatically reduce the development time and foster interoperability of clinical applications.   Fast 
Healthcare Interoperability Resources (FHIR) is an emerging standard for exchanging healthcare information 
electronically. Several projects are underway in the health informatics community to facilitate adoption of FHIR 
for driving clinical innovation. 

 
C. Informatics for Integrating Biology and the Bedside (i2b2) is an open source clinical data analytics platform 

sponsored by the National Institutes of Health. I2b2 is used at over 100 sites for querying patient data to address 
clinical questions. I2b2 has been adapted to build multi-institutional networks to allow federated querying across 
institutions like the PCORnet network. i2b2 adopts a "sidecar" approach where the software aggregates patient 
data from the EHR implementation, and provides query services in parallel to the EHR for research. I2b2 and 
other such research data repositories have a central role to play in leveraging population analysis to drive clinical 
intervention. The research repository ecosystem is evolving to provide population analysis for clinical 
operations.3-6 
 

D. This panel will examine the challenges posed for patient stratification. The panelists will describe their 
experience with projects involving these challenges and share how their audience can leverage the work done at 
Partners Healthcare to address challenges faced by the audience for evolving their medical informatics 
infrastructure. 
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Panelists' Presentations 

Calum MacRae  

Dr. MacRae will describe the recent flux in the mechanics of medicine, as healthcare institutions are teaming up 
with big data companies to understand the health of their customer base. He will elaborate on the sociological 
change among health care professionals to leverage the opportunities enabled by these technologies. Dr. MacRae 
will emphasize on the need to move algorithms for basic medical decision-making to the individual patient, and the 
need to improve information flow to bypass traditional venues of medical care for all but catastrophic events 
 

Kavishwar Wagholikar 

Dr. Wagholikar will describe the challenges in application of phenotyping methods for increasing efficiency of 
mapping patients to therapeutic interventions. Specifically, he will describe the challenges in synthesizing EHR 
feeds into clinically meaningful data points, to overcome the quality issues in EHR. He will present results that 
demonstrate the utility of machine learning for patient stratification. Finally, he will discuss about the data 
architecture required to port the algorithms across institutions. 
 

Samuel Aronson  

Samuel Aronson will describe strategic efforts to develop a new industry-wide open-source platform with the goal 
of bringing digital transformation to clinical care. The platform aims to lower the barriers for knowledge exchange 
across health care providers and enable a new generation of decision support apps in the clinical environment. Mr. 
Aronson will lay down the roadmap for this effort and will talk about the role of industry-academia collaborations 
for enabling patient stratification.7,8 

 

Shawn Murphy 

Dr. Murphy will describe the phenotyping projects on the Biobank and Research Patient Data Registry at Partners 
Healthcare. 9-14 He will describe the developed methods and speak on the evolution of use of population research 
data to drive clinical innovation. Finally, he will describe the roadmap for i2b2 to support patient stratification. 
 

Plan for the integration of content presented by each panelist 

This panel will begin with Dr. MacRae elaborating on the flux in clinical medicine toward patient stratification, 
brought about by rising costs of delivering care in the current model and the opportunity created by new 
technologies. He will describe ongoing efforts at BWH. Dr. Wagholikar will elaborate on the role of phenotyping 
methods, data-architecture and will describe recent results from the field.   Mr. Aronson will provide the road map 
of the Health innovation platform for supporting new models of care delivery. Dr. Murphy  will describe efforts at 
Partners healthcare biobank and RPDR towards supporting patient stratification and how this influencing the i2b2 
platform.  
 

Plan for interaction between panelists and the audience 

The panelists will interact with audience through questions and commentaries discussing and reflecting on 
challenges that current medical environment and informatics infrastructure faces to implement patient stratification. 
  
Agreement to participate 

Dr. Shawn Murphy, Mr. Samuel Aronson, Dr. Calum MacRae and Dr. Kavishwar Wagholikar have all agreed to 
participate on this panel. 
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Operationalizing Innovation for the Return of Genetic and Genomic Results 
 

Luke V. Rasmussen, MS1, Mullai Murugan, MS2, Samuel J. Aronson, ALM, MA3, Jordan G. 
Nestor, MD4, Nephi A. Walton, MD, MS5 

1Northwestern University Feinberg School of Medicine, Chicago, IL; 2Baylor College of Medicine, 
Houston, TX; 3Partners HealthCare, Cambridge, MA; 4Columbia University, New York City, NY; 

5Geisinger, Danville, PA

Abstract 

Now in its third cycle, the NHGRI-funded electronic Medical Records and Genomics (eMERGE) Network has 
conducted the return of genetic and genomic results within a clinical setting for consented research participants.  
Comprised of sequencing centers, academic medical centers and healthcare systems, eMERGE has afforded 
opportunities to explore novel approaches in supporting the return of results to patients and providers.  This panel 
will look at innovations across the flow of results: laboratory data management for sequenced samples, transmission 
of structured results, incorporating patient preferences, and both active and passive clinical decision support 
(guidelines and infobuttons).  The panel will not only describe the different solutions implemented at these institutions, 
but also how each organization operationalized the use of genetic information within a clinical setting.  Panelists will 
describe barriers, tradeoffs, and lessons learned in the course of their respective projects.  The interactive discussion 
with attendees will further explore local considerations and strategies for genetic and genomic implementation 
projects, and future research needs across health and biomedical informatics and implementation science. 

Panel Overview 

With clinical genome sequencing and interpretation becoming a major component driving precision medicine, 
comprehensive clinical genetic reports with actionable results that include clinically relevant variants, associated 
phenotypes, and pharmacogenomic information will greatly aid clinical decision-making.  Easy to understand clinical 
genetics reports, in standardized formats, using established ontologies, integrated into CDS and interoperable across 
systems are critical to this effort.  As institutions begin or expand their offering of genetic and genomic testing 
(including sequencing), many questions arise around effective strategies for managing laboratory data and returning 
results to clinicians and patients.  Organizations participating in the NHGRI-funded electronic Medical Records and 
Genomics (eMERGE) Network1, 2 have had the opportunity to explore some of these questions in more detail, 
including the ability to propose and study innovative informatics solutions.  Within this panel, we provide multiple 
perspectives on how to most effectively utilize genetic and genomic results as they flow from the laboratory to the 
clinic, where patients and providers then interact with the results. 

Comprised of sequencing centers, academic medical centers and health systems, the eMERGE Network (and this 
panel) provides heterogeneous technical and organizational environments in which these innovations have been 
proposed.  Individuals participating at eMERGE institutions are typically consented as part of a research protocol, but 
agree to a process that could result in sequencing panel results being returned to the electronic health record (EHR) 
where it can be accessed by their healthcare providers.  For institutions willing to balance exploratory research 
projects, doing so within the clinical setting requires additional consideration and planning.  In addition to descriptions 
about their particular innovations, panelists will offer insights into how their organizations approached their proposed 
innovative project.  This includes how such projects were resourced, approved and granted oversight, and 
considerations for sustainability. 

Panelists 

Luke Rasmussen – Mr. Rasmussen will act as the moderator, and will provide a brief presentation on the integration 
of participant preferences in the return of genetic results.  At Northwestern University, he has led the architecture and 
implementation of an ancillary genomics system (AGS), which supports additional processing of structured genetic 
and genomic results before they are released to the Northwestern Medicine EHR.  This approach has allowed 
Northwestern to customize results returned to their eMERGE participants, based on individual preference. 

Mullai Murugan – Ms. Murugan will describe how the Human Genome Sequencing Center (HGSC) at the Baylor 
College of Medicine is approaching genetic data integration and interoperability into clinical care systems with the 
adoption of the industry recognized Fast Healthcare Interoperability Resources (FHIR) format and use of standard 
ontologies for representing clinical genetic data. She will describe how the established eMERGE clinical report 
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content will be adapted to the FHIR format, as well as plans to work with the HL7 Clinical Genomics Work Group 
and eMERGE partners to enrich and enhance the representation of clinical genetic data in FHIR.  The primary focus 
will be on the depiction of complex structural variation and PGx data in this format. 

Samuel (Sandy) Aronson – Mr. Aronson will discuss how Partners HealthCare has integrated genetic and genomic 
data into their EHR ecosystem and clinical workflow.  He will describe the fundamental challenges his team 
encountered building support for genetic results which forced them to employ a non-traditional health information 
technology architecture.  He will also explain how this architecture facilitated the instantiation of a continuous learning 
process based on the clinical testing flow.  Mr. Aronson will also share his opinions on how lessons learned from 
clinical IT infrastructure development for genetic and genomics could positively impact other aspects of health 
information technology development. 

Jordan Nestor – Dr. Nestor will describe a project that is taking ACMG Action (ACT) sheets for three genetic 
conditions (hereditary breast/ovarian cancer, Lynch syndrome, and Familial Hypercholesterolemia) and turning them 
into a point-of-care CDS tool to guide non-genetic experts in the clinical management of these conditions.  Dr. Nestor 
will explain how these genome-informed CDS tools will be implemented at Columbia University, including 
considerations for genetic data management as it relates to effective CDS implementation.  As the project is in its 
formative phase, experiences and lessons learned will reflect the current state of the work. 

Nephi Walton – Dr. Walton will describe the use of infobuttons (specifically within the OpenInfobutton platform) for 
knowledge management to support the return of genetic and genomic results.  This will include new approaches to 
linking with ClinGen for genetic and genomic results, as well as incorporating local documentation for 
pharmacogenetics.  Dr. Walton will also discuss considerations for enabling infobuttons across the enterprise (not just 
for genomics). 

Relevance to Attendees 

As the current “state of the art” for genetic and genomic test results in the clinical setting is typically a scanned report 
uploaded to the EHR, attendees will gain a better understanding of how genetic and genomic information may be 
managed in a structured format from the laboratory through clinical use, allowing better opportunities for integration 
with health IT systems.  In addition, the description of clinical decision support will elucidate how clinicians and 
patients can be supported in decision making as genetic and genomic results are introduced in the clinical workflow.  
Finally, attendees will gain a better understanding of potential barriers and solutions to move research-based projects 
(where personalized medicine projects may originate) into the clinical domain.  This includes gaining trust and support 
from clinic leadership and health IT staff in going live with innovative informatics solutions. 

Discussion Questions 

The following discussion questions will be used to initiate further audience discussion following the panelist 
presentations: 

1. What challenges to innovation do you find at your institution, and how do you overcome them? 
2. What challenges do you find specific to genetics, genomics and personalized medicine with respect to 

innovation and implementation at your institution, and how do you overcome them? 
3. What do you think needs to be researched, built, or regulated to reduce barriers to innovation and 

implementation of those innovations? 
4. What future research do you believe is needed to ensure your innovative solution is both pragmatic and 

sustainable in other clinical settings? 
 
Disclosures 
Mr. Aronson works for Partners HealthCare, which receives a royalty on sales of GeneInsight. His group also 
receives funding from Persistent Systems to develop SMART on FHIR apps themselves and a platform to support 
their development.  
 
Confirmation of Agreement 
The panel organizer (LVR) confirms that all listed participants have agreed to take part in this panel. 
 

References 
1.  Gottesman O, Kuivaniemi H, Tromp G, Faucett WA, Li R, Manolio TA, et al. The Electronic Medical Records 

and Genomics (eMERGE) Network: past, present, and future. Genet Med. 2013;15(10):761-71. 

15



  

2.  Rasmussen-Torvik LJ, Stallings SC, Gordon AS, Almoguera B, Basford MA, Bielinski SJ, et al. Design and 
anticipated outcomes of the eMERGE-PGx project: a multicenter pilot for preemptive pharmacogenomics 
in electronic health record systems. Clin Pharmacol Ther. 2014;96(4):482-9. 

 

16



 

Integrating Electronic Health Records in the Healthcare System of Low- and 
Middle-Income Countries: Challenges and Strategies 

M. Kumar, MPH, MS, MEASURE Evaluation, University of North Carolina at Chapel Hill 
T. Payne, MD, FACP, University of Washington 

P. Biondich, MD, MS, Regenstrief Institute/Indiana University 
W. Lober, MD, MS, University of Washington 

J. Mostafa, PhD, University of North Carolina at Chapel Hill 
Abstract 

This panel aims to share research evidence and country experiences related to adoption and use of electronic health 
record (EHR) in low-resource settings not only in low-and middle-income countries (LMICs) but also developed 
countries such as the United States. The importance of EHR integration in the healthcare context is underlined in the 
Report of the American Medical Informatics Association EHR-2020 Task Force on the status and future direction of 
EHR. Discussion will focus on finding lessons and experiences from low-resource and high-resource settings for 
developing strategies to integrate EHR in the healthcare system of LMICs. Panel presentation and discussion are for 
professionals and policymakers engaged in planning, designing, implementing, using, and evaluating EHR in the 
healthcare system of LMICs.  

Introduction 

This panel aims to share research evidence and country experiences describing how to integrate electronic health 
record (EHR) in the public health systems both of developed and low- and middle-income countries (LMICs).  
The adoption and use of EHR in the healthcare system is vital for achieving the United Nations Sustainable 
Development Goal of ensuring healthy lives and promoting well-being for everyone at all ages.1 The importance of 
EHR integration in the healthcare context is underlined in the Report of the American Medical Informatics Association 
EHR-2020 Task Force on the status and future direction of EHR. It recommends integration of EHR in the full social 
context of care, moving beyond acute care and clinic settings to include home health, specialist care, laboratory, 
pharmacy, population health, long-term care, and physical and behavioral therapies.2 International organizations such 
as the World Health Organization, the Inter-American Development Bank and the Asian Development Bank, and 
national governments in LMICs are prioritizing digital health interventions, such as EHR. However, research evidence 
is lacking on what strategies succeed in ensuring integration and use of EHR in the healthcare systems of the LMICs.3–

5 Panel presentation and discussions will target researchers, practitioners, and policymakers engaged in planning, 
designing, implementing, using, and evaluating EHR in these healthcare systems. The discussion will focus on finding 
lessons and experiences from low-resource and high-resource settings for developing strategies to integrate EHR in 
the healthcare system of LMICs.  

Audience 

Panel presentation and discussion are intended for professionals and policymakers engaged in planning, design, 
implementation, use, and evaluation of EHR in the healthcare systems of low-resource settings, especially in the 
LMICs. 

Speaker Contributions 

In this panel, the moderator, Manish Kumar, will set the context of the panel discussion with an overview of the 
research evidence on EHR integration in the healthcare systems of LMICs. Prof. Thomas Payne will share his research 
and implementation experiences related to EHR adoption and use in the United States and how the AMIA EHR Task 
Force report can inform EHR integration and use in the clinical context of low-resource settings. Prof. Paul Biondich 
will delve into the interest and ability of national governments in LMICs and the priorities of global donors related to 
integration of EHR in healthcare settings. Prof. William Lober will share his insights and experiences supporting 
implementation of the Open Medical Record System in African countries. Prof. Javed Mostafa will focus on the health 
informatics workforce issues and describe possible strategies to overcome skilled workforce shortages. Following the 
opening statement from each of the panelists, the moderator will facilitate an interactive discussion.  

 

 

17



 

Timeliness of the Panel Topic 

This panel focuses on a topic of high priority for the international organizations, donors, and national governments in 
their efforts to address healthcare delivery and health security issues. The Sustainable Development Goal for health 
aims to improve access to and delivery of healthcare services to individual clients while addressing population health 
issues. In this context, international organizations, donors, and national governments in LMICs are prioritizing digital 
health interventions such as EHR. For instance, the EHR implementation effort of Inter-American Development 
Bank6,the digital health effort for Africa launched recently by the World Health Organization-Africa Region Office 
and the International Telecommunication Union emphasizes generic adoption of digital technologies in the national 
health system.7 Also, the Digital Regional East African Community Health Initiative is another large-scale effort to 
use health information technology to improve healthcare outcomes, but is focused on the larger health system.8 

Discussion Questions 

Discussion is expected to debate existing scientific evidence and strategies guiding EHR integration and use in the 
clinical settings of LMICs and developed countries. Furthermore, participants will critique/support strategic, 
implementation, and investment strategies of donors and international organizations collaborating with national 
governments and institutions of LMICs. Deliberations in the panel session will highlight factors that influence the 
adoption and use of EHR in the LMICs in the short term and on a sustainable basis. The following questions are meant 
to guide the panel discussion and encourage participant engagement. 

1. What is the value proposition for adoption and use of EHRs in the clinical settings of LMICs? 
2. What are the key barriers and facilitators of EHR adoption and use in LMICs? 
3. How to determine organizational readiness for implementing EHRs in LMICs? 
4. What can we learn from the EHR implementation experiences in the United States? 
5. What is the role of international organizations and donors in supporting uptake of EHRs in LMICs? 

 

Organizer Statement 

All participants have agreed to take part on the panel.  
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Abstract  

The HITECH (Health Information Technology for Economic and Clinical Health) Act of 2009 successfully stim-

ulated the adoption of electronic health records (EHR) in hospitals and outpatient provider settings. However, 

meaningful use of EHRs with respect to routine exchange of electronic health information, improved care coor-

dination, and quality reporting, remain elusive goals. Merit-based Incentive Payment System’s Promoting In-

teroperability Programs aim to move beyond the three stages of Meaningful Use to focus on true interoperability 

and improving patient access to health information. Promoting Interoperability holds potential for achieving the 

quadruple aim of enhancing patient experience, improving population health, reducing costs and improving the 

work life of providers (e.g., end documentation burden).  To accomplish this aim without increasing clinician 

burden, it is necessary to expand the current capabilities of EHRs for processing and reconciling both structured 

and free text data. The purpose of this panel is to explore current interoperability challenges and to discuss on-

going work to address these challenges and to fully realize interoperable EHR systems that provide effective 

clinical decision support and truly reduce the time and cost of clinician participation. 

Keywords: 

Interoperability, meaningful use, electronic health record data 

Panel description 

Each of the presenters will detail specific examples of challenges and opportunities for improved care through 

patient and provider access to health information. Dr. Dykes will act as moderator for the panel and will summa-

rize recent enhancements to the Merit-based Incentive Payment System’s Promoting Interoperability Programs 

and potential barriers to realizing a reduction in the time and cost required of providers to participate. The 

presentations will be brief but will synthesize research investigations conducted by each of the presenters high-

lighting the potential benefits of processing of both structured and free text data, discussing implications for 

documentation burden and interoperability. In addition to open discussion, the following questions will be used 

to stimulate discussion among attendees.  

• What is the impact of Meaningful use on clinician documentation burden? 

• How will the changes in the Merit-based Incentive Payment System’s Promoting Interoperability Programs 

impact quality of care and clinician burden? 

• What strategies can be used to optimize access to data without increasing burden? 

• What methods can be used to optimize reuse of EHR data for decision support and timely intervention? 
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Learning Objectives 

• The attendee will be able to describe key challenges and capabilities related to use of EHRs to support the 

quadruple aim 

• The attendee will be able to describe existing gaps between an interoperable EHR and current state. 

• The attendee will be able to identify existing approaches that support true interoperability and decrease clini-

cian burden. 

The opportunity for reusing nursing documentation to identify and intervene on early patient deterioration 

Dr. Collins will present her research which suggests that nursing documentation within EHRs (both structured 

and unstructured) contains information that could contribute to early detection and treatment of patient deteriora-

tion. She will then describe the CONCERN (Communicating Narrative Concerns Entered by RNs) project that 

will reuse EHR nursing documentation to provide decision support to increase care team situational awareness of 

at risk patients and support initiation of interventions to save patients and to decrease preventable adverse out-

comes.  

The current state of health information exchange to support rural care transitions as reported across six 

regions of the United States 

Dr. Gill will briefly describe her research focusing on health information exchange in rural settings. Through a 

series of interviews, Dr. Gill explored electronic data readiness to support care coordination, and areas of need, 

gaps and barriers.  She will discuss challenges identified such as information pain points and how rural factors 

exacerbate challenges. She will also discuss possible solutions for improving provider information exchange dur-

ing care transitions for rural patients with complex chronic conditions focusing on how both structured and free 

text data are needed to understand the patient story and provide context for the care provided. 

The opportunity for reducing documentation burden 

Dr. Kang will present her research on the CONCERN project related to nursing flowsheet documentation. She 

will specify opportunities for flowsheet optimization and documentation burden reduction. Dr. Kang will describe 

the methods applied for the analysis of flowsheet data across two large healthcare systems and how similar meth-

ods can be used at other sites to optimize flowsheets based on patient population and data reuse needs. She will 

also describe potential opportunities for reducing flowsheet documentation burden across diverse healthcare sys-

tems.  

The opportunity to improved quality measures and communication of the patient story through use of 

structured and unstructured data 

Dr. Gesner will describe communication and quality challenges associated with using only the structured data as 

described by the EHR Incentive Program. She will then discuss possible solutions including expanding the use 

of NLP. Dr. Gesner will use a case study approach to explore alternative solutions to achieving meaningful use 

of EHRs, including automated quality measurement and improved communication through use of structured and 

unstructured clinical documentation. She will incorporate how these solutions can be used to inform policy mak-

ers and why presenting these solutions matter.  

Panel organizer and participants bios 

Patricia C Dykes, PhD, MA, RN. Patricia Dykes is Senior Nurse Scientist and Program Director for Research 

in the Center for Patient Safety Research and Practice at Brigham and Women’s Hospital and Associate Professor 

of Medicine at Harvard Medical School. She has a program of informatics and patient safety research that explores 

integration of decision support into clinical workflows for use by care team members (including patients). Dr. 
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Dykes is former Chair of AMIA NIWG, former AMIA Board of Directors member, and the AMIA 2018 Sympo-

sium Chair. 

Sarah Collins, PhD, RN. Sarah Collins is an Assistant Professor of Biomedical Informatics and Nursing at Co-

lumbia University.  Her research is focused on identifying and intervening on patient harm by applying compu-

tational tools to mine and extract value from EHR data and leveraging user-centered design for patient-centered 

technologies.  She is an experienced critical care nurse.  Dr. Collins was selected as a MedTech Boston’s 40 Un-

der 40 Healthcare Innovators in 2017, serves on AMIA’s Board of Directors, and as Policy Coordinator for the 

Alliance for Nursing Informatics (ANI). 

 

Emily Gill, MD.  Emily Gill is a New Zealand rural General Practitioner (a.k.a., Family Medicine) physician 

who focuses on management of complex chronic conditions.  Dr. Gill’s research focus during her Harkness Fel-

lowship in Health Care Policy and Practice is on EHR functionality to support coordination of complex chronic 

care. 

 

Min Kang PhD, RN. Min Jeoung Kang is postdoctoral research fellow at Harvard Medical School and Brigham 

and Women’s Hospital. Dr. Kang’s research focus is on terminology/standards and nursing informatics for im-

proving nursing quality and reducing nursing documentation burden.  

 

Emily Gesner, DNP, RN-BC Emily Gesner is an adjunct nursing professor at Northeastern University, a nurse 

planner at Western Schools, and a PhD student at University of Massachusetts Boston. Dr. Gesner’s research 

focus is on health policies related to clinical documentation, their effects on clinicians and alternative solutions.  

Statement of the panel organizer 

All participants listed in this proposal have agreed to take part on the panel. 
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Abstract 

Precision medicine aims to understand, prevent, and treat disease through the use of an individual’s genes, 

environment, and lifestyle. Information from health surveys can augment physiological measurements, 

biospecimens, and electronic health records (EHRs) to give a full picture of a person. We will present experiences 

from informaticians, survey design methodologists, information scientists, and technology developers about 

collecting information using participant-provided information (PPI) surveys in the All of Us precision medicine 

research program. Topics covered will include: development of an efficient and iterative process to test, refine, and 

launch PPI; challenges and opportunities of self-directed technology-based surveys; experiences creating a portal 

for participants to collect PPI;  development of a metadata research database through review of survey metadata 

for population gaps and validation work of original parent surveys; and methods for mapping PPI to the 

Observational Medical Outcomes Partnership (OMOP) Common Data Model (CDM). We will also discuss 

informatics successes and challenges using health surveys for precision medicine. 

Keywords: precision medicine, health surveys, electronic health records, knowledge management 

Introduction 

Precision medicine aims to understand risks, etiology, treatment, and prevention of disease through the use of an 

individual’s genes, environment, and lifestyle. Traditionally, these studies used information from health surveys, 

physiological measures, and bioassays.  However, newer research demonstrated the power of information located 

within electronic health records (EHRs) and from mobile devices and biosensors1-4.  The All of Us Research 

Program (All of Us) is enrolling a longitudinal cohort of at least one million participants reflecting the rich diversity 

of the U.S. population5, 6. A broad range of data will be collected to describe each individual in this cohort, with 

sources including participant surveys, mobile technology, and EHRs. This panel will focus on the opportunities and 

challenges of collecting information using participant-provided information (PPI) surveys in the All of Us research 

program, and how this information can be used to augment existing data sources such as EHR data to create a more 

precise picture of an individual. 

Surveys have been an essential component in scientific research for years.  Prominent studies such as Framingham, 

National Health Interview Survey (NHIS), National Health and Nutrition Examination Survey (NHANES), have 

added to biomedical knowledge using surveys to capture relevant exposures and outcomes. Surveys also remain an 

essential part of studies such as the Million Veteran Program, the Behavioral Risk Factor Surveillance System 

(BRFSS), the Women’s Health Initiative, and the National Survey on Drug Use and Health (NSDUH). All of Us 

identified and reviewed existing validated survey instruments for use in PPI surveys including BRFSS, NHIS, 

NHANES, Patient-Reported Outcomes Measurement Information System (PROMIS), Million Veteran Program, and 

UK Biobank. 

 

These PPI surveys will complement information collected from other sources like EHRs. EHRs do not routinely 

collect many social or behavioral determinants of health, or these determinants of health may not easily be found in 

the EHR7.  Thus, PPI surveys can allow investigations to test many different hypotheses at a higher level of 

precision than before. Some information will overlap between EHR and PPI surveys (e.g., demographics, 

medications, medical history, etc.).  For those data, researchers could compare information within the EHR 

(clinician-generated) to the PPI (participant-generated) and potentially provide information back to participants. PPI 

also offers an opportunity to engage participants, explicitly recognizing the significant importance of the information 

that individuals can share about their characteristics over time. 
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Topic 

The panel represents informatics, technology development, information knowledge management, and survey design 

experts from the All of Us research program who will share their experiences in the launch of PPI surveys. Each 

panelist will present the opportunities and challenges of developing and implementing PPI in a large research 

program of diverse populations which includes many medical centers across the country as well as direct volunteers. 

We will discuss developing a process to rapidly create and evaluate surveys, creating electronic versions of 

traditionally interviewer-based surveys, managing survey information and creation of a database to store the 

metadata, and mapping survey information to other data sources. The panel will include structured discussions on 

the following topics:  

• Goals and aspirations of PPI in the greater All of Us research program and contribution to precision 

medicine 

• Development of an efficient and iterative process to test, refine, and launch PPI 

• Opportunities and challenges of using self-directed technology-based surveys 

• Experiences creating a portal for participants that will collect PPI in a large, diverse population 

• Methods of developing a metadata database for surveys used in All of Us and other large national studies 

• Methods of mapping PPI to the Observational Medical Outcomes Partnership (OMOP) Common Data 

Model (CDM) 

• Opportunities for PPI to augment other data sources to enhance precision medicine 

 

Panel Participants 

Robert Cronin – Vanderbilt University Medical Center – Moderator 

Dr. Cronin is an Assistant Professor in the Department of Biomedical Informatics at Vanderbilt University.  He is 

one of the co-chairs for the PPI committee and co-PI of the Vanderbilt University Medical Center (VUMC) Pilot 

Research Core. The PPI committee is charged with ensuring that the cohort program collects a broad range of 

appropriate health-relevant information using modern digital technology techniques through traditional surveys, 

patient-reported outcomes, and diaries/logs from study participants that incorporate principles of inclusion, diversity, 

and cultural sensitivity, particularly for communities historically underrepresented in biomedical research, as well as 

promote long-term engagement and produce new knowledge with the goal of enabling researchers to discover and 

develop more effective ways to prolong health and treat disease. The VUMC Pilot Research Core has expertise in 

online survey design, qualitative methods, data analysis, and recruitment and community outreach. The Pilot 

Research Core has performed hundreds of cognitive interviews about multiple components of the All of Us Research 

Program including over ten PPI survey modules.  To develop and refine modules for the collection of PPI in All of 

Us, we created a process that utilizes experts in a variety of domains as well as testing in diverse groups of 

participants. Use of this process led to successful testing, refinement, and All of Us launch of three PPI modules, as 

well as presenting an ongoing development path for future modules in the Program.  Dr. Cronin will give an 

overview of the All of Us program, the different data components of the program, and the process of creating and 

evaluating PPI surveys. Dr. Cronin will also briefly discuss privacy ramifications for these data and approaches to 

keep data secure and confidential. 

 

Karthik Natarajan – Columbia University 

Dr. Natarajan is an Assistant Professor of Informatics at Columbia University. His focus is on developing scalable 

information retrieval and data mining methods on clinical data. He is a co-Director of the Biomedical Informatics 

Resource in the CTSA and manages the clinical data warehouse at Columbia University’s Medical Center. Part of 

that work involves leading efforts to implement the Observational Health Data Sciences and Informatics (OHDSI) 

CDM using clinical and administrative data from multiple sources. He is the co-lead of the EHR data modeling 

committee for the All of Us Research Program Data and Research Support Center, and involved in the data modeling 

of the New York City-Clinical Data Research Network (NYC-CDRN) efforts. Dr. Natarajan will describe mapping 

PPI surveys to OMOP and how this information can be used to evaluate information from different sources. 

 

Taneya Koonce – Vanderbilt University Medical Center 

Taneya Koonce is the Associate Director for Research in the Center for Knowledge Management (CKM) at VUMC. 

In the course of her 18-year tenure, Ms. Koonce has developed expertise in the areas of technology and consumer 

health/patient informatics, study design, and quantitative and qualitative evaluation methodologies. Ms. Koonce is 

one of the CKM team members in the Pilot Research Core and in collaboration with her CKM colleagues, 

contributes to the All of Us program in several ways, as the team brings expertise in knowledge organization, the 
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critical appraisal of the biomedical and grey literature, and metadata capture. CKM manages the metadata describing 

the original instruments (e.g., NHANES, BRFSS, NSDUH, NHIS, PROMIS, the Million Veteran Program, and UK 

Biobank) from which the All of Us PPI survey content was drawn, with a particular focus on the validation work 

surrounding these parent surveys. Ms. Koonce will describe the process of reviewing the metadata for gaps related 

to populations included in the validation work of the original parent surveys and the development of a metadata 

research database of parents of instruments and survey questions developed for the All of Us program. 

 

Stephanie Fowler – National Institutes of Health 

Dr. Fowler is a Program Officer and Survey Methodologist with the All of Us Research Program at NIH. Dr. Fowler 

developed a program of research implementing and evaluating new methodologies for 1) reliability and validity 

testing of social and behavioral measurements in health surveys, 2) questionnaire pretesting, design, and evaluation, 

3) statistical modeling of multilevel correlates of behavior and health-related outcomes, 4) and integrating and 

harmonizing data across multiple data sources. The All of Us program will be completed on the computer or mobile 

devices which has unique abilities, but also challenges. Dr. Fowler will discuss utilizing electronic surveys and 

considerations of how to design and deploy electronic surveys among the many data sources of the program. 

  

Susan Tirhi – Vibrent Health 

Susan Tirhi is a doctoral candidate at Columbia University in the City of New York in the field of health education 

and behavioral studies. She earned her Master of Public Health from the University of South Florida, majoring in 

global public health and her undergraduate degree majoring in biomedical sciences and minoring in sociology, 

accounting, public health, and biomedical physics. Ms. Tirhi’s research has been primarily focused on the links 

between culture/religion and health behaviors and most recently in mindfulness and health outcomes, and in coping 

mechanisms and mental health. Professionally, Ms. Tirhi serves as a Manager in the Translational Science and 

Technology department at Vibrent Health where she oversees the implementation of digital research programs on 

the Vibrent Research Platform, including the All of Us Research Program. Ms. Tirhi will discuss the participant 

portal and collection of data from participants, and the challenges and opportunities of transmitting data to a central 

researcher database where the data is used. 

 

All participants have agreed to take part on the panel. 

 

Discussion questions: 

How will you handle overlapping information between data sources? 

How will you test what is the truth, PPI or EHR? 

How will participants who do not have access to technologies be a part of the All of Us research program? 

What information about the metadata database will you make available to researchers, and how do you foresee 

researchers using this information? 

What have you discovered thus far about how PPI is performing in the program? 
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Abstract 

Several institutions are engaged in the challenge of curating knowledgebases to annotate cancer genome variants 
associated with evidence of pathogenicity or linked to relevant treatment options. While these resources serve the 
specific institutional needs, there is clear value in sharing knowledge of cancer-variant-treatment-outcome 
associations. On this panel, using Oncology as a use case, we share a broad initiative that cuts across large 
translational networks and standards development organizations (SDOs) to address several challenges: variability 
in interpreting clinical grade variants, representation of gene/variant level evidence for cancer therapy 
implications, sharing knowledge related to cancer genomics, and capturing patient outcomes. Addressing these 
challenges will enable us to develop a robust solution for care and research that can more fully utilize cancer 
gene/variant data generated from patients. The four interconnected talks on this panel will describe this broad 
initiative and how they leverage each other to make cancer molecular diagnostic data more accessible.  

 

Introduction 

In the proposed panel we illustrate how the data represented in knowledgebases (e.g., CIViC), drives the modeling 
work in translational research networks (e.g., ClinGen, SEPIO), which in turn informs the development of pre-
clinical standards for genomic data and knowledge (e.g., GA4GH), which ultimately informs the development of 
standards for clinical systems (e.g., HL7/FHIR) for use at point of care. We will demonstrate how real-world 
resources are developed by the community, how those resources can be leveraged by translational research networks 
that build on underlying domain expertise to create a generalized solution, which in turn can have an important 
impact on the standards that are adopted by clinical systems. 

ClinGen Somatic Working Group (Subha Madhavan): 

The Clinical Genome Resource (ClinGen) Somatic Working Group (WG) is a multi-institutional team engaged in 
curation of cancer variants for clinical utility. In order to standardize the collection of clinically relevant somatic 
data, the Somatic WG of ClinGen created a framework of consensus data elements titled "Minimum Variant Level 
Data” (MVLD)1. MVLD was developed with input from multiple stakeholders ranging from database engineers to 
researchers and somatic clinical laboratory directors, as well as input from multiple current databases that collect 
cancer variant data. Briefly, MVLD consists of three sections: allele descriptive, allele interpretive and somatic 
interpretive. The allele descriptive section contains data elements that describe the genome position, gene, 
chromosome, genomic location, reference transcript and protein. The allele interpretive section contains data 
elements describing the somatic classification (confirmed somatic, confirmed germline or unknown), the DNA and 
protein substitution, the variant type and consequence and PubMed identifiers associated with interpretation. The 
somatic interpretive section contains the most clinically relevant data, and is the section that required the most 
discussion and consensus building among the working group members. The somatic interpretive section contains a 
description of the cancer type (NCI Thesaurus, Oncotree, Disease Ontology), the Biomarker Class (Diagnostic, 
Prognostic, Predictive), the Therapeutic Context (associated drugs), Effect (Resistant, Responsive, Not-Responsive, 
Sensitive, Reduced-Sensitivity), Level of Evidence (a tiered system similar to the recent AMP/CAP/ASCO 
guidelines)2 and Sub-Level of Evidence (reporting of trials, metadata analysis, preclinical data or inferential data). 

In this panel, we discuss how we collaborate with CIViC to capture accurate interpretations for cancer variants along 
with evidence for their clinical utility (Griffith), how this work leverages and informs the modeling of evidence and 
provenance in SEPIO (Brush), and how this information can be represented using HL7/FHIR standards to present 
clinical-genomic information at point of care (Freimuth). 
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The CIViC Knowledgebase & the VICC (Malachi Griffith) 

CIViC is an open-access, open-source knowledgebase for expert crowdsourcing of Clinical Interpretation of 
Variants in Cancer (civicdb.org). The critical distinguishing features of the CIViC initiative, in comparison to most 
existing resources, stem from its strong commitment to openness and transparency. These principles are necessary 
for widespread adoption by a broad target audience encompassing researchers, clinicians and patient advocates. 
CIViC is designed to encourage development of community consensus by leveraging an interdisciplinary, 
international team of experts collaborating remotely within a centralized curation interface. Variant interpretations 
are created transparently, with detailed provenance, enabling rapid integration of new findings into CIViC, while 
curation efforts are incentivized and acknowledged. The CIViC data model is structured and ontology driven to 
allow computational data mining and promote standardization while it also maintains human-readable evidence 
descriptions to promote direct user engagement. The CIViC variant concept is flexible, supporting all gene-level 
variant types (SNV, Indels, altered expression, fusions, post-translational modifications, etc.). While this flexibility 
in variant identity has great value in capturing all types of clinically relevant variants, a lack of accepted standards 
for representing complex variants makes comparison across knowledge sources difficult. We are therefore working 
closely with the variant representation (aka variant modeling consortium) of the GA4GH Genomic Knowledge 
Standards work stream to help define variant identity standards that support all variant types. Evidence is collected 
from published experimental and clinical studies to establish the utility of a variant in predicting therapeutic 
response, prognostic outcomes, cancer diagnosis (molecular classification), or cancer predisposition. CIViC accepts 
public contribution but requires expert moderation of all content. Agreement between at least two independent 
contributors is required before acceptance, one of whom must be an expert editor. The source code for the CIViC 
website and public API are released under the permissive MIT open-source license, and all curated content within 
CIViC is released under the CC0 (Public Domain) open-access license. Together these licenses allow completely 
free, and unrestricted use of CIViC data or software in both academic and commercial settings. CIViC is one of the 
founding resources participating in the Variant Interpretation for Cancer Consortium (VICC), a driver project of the 
Global Alliance for Genomics Health (GA4GH). The VICC aims to harmonize curation efforts across all cancer 
variant interpretation resources that are willing to adopt certain fundamental data sharing principles 
(cancervariants.org), including use of the MVLD. A prototype search interface (search.cancervariants.org) and API 
has been developed to allow queries of harmonized variant interpretation data from six participating 
knowledgebases.  

SEPIO (Matthew Brush) 

The Scientific Evidence and Provenance Information Ontology (SEPIO) was developed to support rich, computable 
representations of the evidence and provenance behind scientific assertions. The core ontology defines a flexible and 
generic model that can be extended with domain-specific features. This ontological model is the foundation of a 
larger framework that provides mechanisms for creating custom ontology-based schema for specific applications 
that leverage modern semantic web standards. These ''SEPIO Profiles" can be tailored to support simple or rich 
representations of evidence and provenance information, depending on the use case and complexity of the data.  

SEPIO-based data models are being developed and applied in efforts spanning diverse types of assertions and 
evidence. For example, the Monarch Initiative uses SEPIO to support integration of genotype-phenotype assertions 
across various model organism and human variation databases, where it provides a standardized representation of 
the diverse types of evidence and provenance information. The ClinGen Data Exchange working group has also 
developed a SEPIO Profile to support representation of the rich evidence and provenance metadata supporting 
Variant Pathogenicity Interpretations that are created and exchanged across its clinical and research information 
systems.  

Broad application of SEPIO as a common standard across variant interpretation efforts would facilitate improved 
exchange, understanding, integration, and application of knowledge across disparate information systems. 
Additionally, the 'semantically-enhanced' data generated using SEPIO ontologies can be leveraged to support 
enhanced search and data exploration, improved integration with external data, and the capacity for algorithmic 
derivation of new knowledge through automated reasoning and semantic analysis approaches. Meaningful 
realization of these benefits will ultimately be driven by the partnerships SEPIO has established, with efforts like the 
MVLD and CIViC that can provide specific requirements and use cases to guide SEPIO development, with 
consortia like ClinGen and GA4GH that enable broader engagement of standards and tool developers, and with 
clinical models like FHIR that can facilitate delivery of useful evidence information directly to the point of care. 
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Representing cancer somatic variant assertions using HL7 FHIR Profiles (Robert Freimuth) 

The GA4GH Genomic Knowledge Standards Work Stream (GKS WS) is developing standards for genomics by 
engaging research projects and consortia, which provide direction and specific use cases that need to be addressed to 
enable the widespread exchange of genomic data among research groups and knowledge bases.  For example, the 
GKS WS previously published a draft specification for the representation of simple genomic variants3. The GKS 
WS is incorporating use cases and examples from CIViC and VICC with the data modeling work done within the 
MVLD and SEPIO projects to extend that specification to support the complex structure of somatic variants and the 
knowledge used for the clinical interpretation of those variants. 

To deliver genomic knowledge to the point of care, it must first be integrated into EHRs and other clinical systems.  
The most widely adopted standard within clinical systems is the HL7 "version 2" (V2) messaging standard.  The 
HL7 Clinical Genomics Work Group (CG WG) developed and maintains a V2 specification for reporting the results 
of genetic tests, but while the V2 messaging standard enables the transmission of genetic data, the specification 
focuses on the syntax of the wire format and does not fully specify the structure of the genetic data itself.  The lack 
of a robust standard to render clinical genetic data as discrete elements makes it difficult to retrieve and use V2-
based genetic lab results for research and clinical decision support (CDS).  In order to enable tighter integration of 
patient genomic data into CDS tools and improve access to those data for translational research, a standard data 
model for discrete genomic data is needed – such as the one being developed by GA4GH. 

Through a transformative, inter-SDO partnership agreement, HL7 and GA4GH are coordinating the development of 
standards for genomics so that data can be more easily exchanged across the continuum of research and clinical 
projects, and among the diverse computational infrastructure that supports those projects.  As the HL7 CG WG 
upgrades the V2 specification to the FHIR (Fast Healthcare Interoperability Resources)4 messaging standard, it is 
leveraging the work done by the GA4GH GKS WS (and, by incorporation, its research-based driver projects) to 
inform the development of FHIR resources and profiles that support cancer genomic data. 

The above example demonstrates how the careful alignment of standards development activities across previously 
disparate (and competing) organizations can improve and pre-harmonize the resulting specifications, ultimately 
lowering barriers to data exchange.  As a result of these coordinated efforts, we anticipate the data in public 
knowledge bases for somatic variation will be more easily integrated into clinical decision support systems, thereby 
positively impacting patient care. 

Conclusion 

This panel is timely and relevant given the urgent need to share pre-competitive cancer research data to drive new 
biomarker discovery, design novel clinical trials and develop better treatments. Initiatives such as the cancer 
moonshot will spur the generation of large datasets. We need better tools and technologies to manage and analyze 
these to inform cancer research and care. 

 

Organizer statement 

All speakers have agreed to attend AMIA Translational Summits and participate on this panel. 
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Abstract 

The objectives of this panel is to engage participants in an in-depth discussion of the emerging issues and evolving 

role of the Chief Research Information Officer (CRIO). The title of CRIO was introduced just a few years ago, however 

the scope of work of a CRIO has existed under many different job titles. As different organizations have added this 

role there has developed variation in scope and breadth. While the role primarily exists at academic health systems, 

there are similar roles at health systems not affiliated with academia, albeit they may not hold the title CRIO. Panel 

members are CRIOs from 4 different organizations with varied backgrounds. The panel will discuss the uniqueness 

of the role at their respective organizations, scope of work, beneficial skillsets, opportunities and challenge, as well 

as insights into future evolution of the role in contributing to the learning health system and precision medicine.  

 

Introduction 

As we enter the era of the learning health system and precision medicine, research utilizing the electronic health 

records (EHR) systems as well as access to healthcare data and analytics is critical to the survival of academic medical 

center1. Obtaining funding for the development and maintenance of the technology infrastructure, data resources as 

well as human resources is a crucial part of this work2. As a key executive the CRIO is responsible for leading team 

development and bridging the research and information technology paradigms to drive business change.  The role of 

CRIO is a new and emerging role in healthcare3 and is either in place or being introduced at many academic health 

systems. As clinical research and the field of informatics is evolving so is the role of translational bioinformatics and 

clinical research informatics to support clinical research4, 5.  
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Figure 1. Areas of responsibility for a CRIO. 
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The role and scope of work for a CRIO varies and can include oversight of data and knowledge management, analytics, 

support of research operations such as research billing, interventional informatics solutions to aid in study recruitment, 

data capture using the electronic health record (EHR), and finally, directing an agenda of informatics research. All of 

this must be done with privacy and security context and under a governance infrastructure (figure 1). In addition, the 

skillsets and backgrounds of the people in these roles can vary greatly depending on the scope of the role at the 

institution with some holding master’s level degree to some holding MD plus PhD. The majority of CRIO roles exist 

at academic health system institutions, however, the role encompassing research informatics does exist at many non-

academic health systems albeit under differing title. Research operations are at a pivotal time point requiring 

designated leadership to navigate the substantial opportunities for being change agents for the research community. 

 

Panel Member Presentation Descriptions  

The panel is composed of 4 members who hold the role of CRIO at their respective organizations.  

Tamara Winden, PhD, CRIO, The University of Kansas Medical Center (KUMC) 

Dr. Winden joined KUMC as CRIO in 2017. Prior to joining KUMC, she held the same role at a health system not 

affiliated with an academic institution as Manager of Clinical Research Informatics and Analytics. Dr. Winden’s 

presentation will describe the evolution and scope of the role in a non-academic context as compared to her new role 

with an academic health system and keys to success in both types of organizations. The role of managing clinical 

research informatics for a healthcare system unrelated to an academic institution is unique. Success of the role is 

dependent upon the organizations prioritization of research as part of their mission. If research is not among the 

priorities for the organization, then it is challenging to garner the resources to implement the necessary infrastructure 

and tools to support research when competing with operational non-research initiatives. In most healthcare 

organizations that perform clinical research there is one or more staff members whose role it is to support that research. 

They may reside within the IT department or the research support areas of the organization and these roles vary with 

the level of support from just analytics to optimizing the EHR for research operations, recruitment, and data capture. 

In the academic health system, the majority of challenges lie in the partnership between the health system and the 

university which tend to be separate legal entities which impacts use of the EHR and access to data by university staff. 

Jeremy Harper, CRIO, Regenstrief Institute, Inc. & Indiana University CTSI 

Mr Harper joined Regenstrief and the Indiana University CTSI as CRIO in 2018. Prior to that he held a similar role at 

Ohio State University as the Director - Research Enterprise System. Mr Harper’s presentation will describe the 

challenges and opportunities at Regenstrief related to working with two health systems leveraging different EHR 

vendors. He will also discuss the research services need that the CRIO’s office is required to provide. Those services 

are why the CRIO role is different between organizations because individual silos of excellence from other groups 

often alleviate a specific need for CRIO oversight. For example, a strong billing group will mean the CRIO does not 

need to assist with software and processes to facilitate that area. Mr Harper will also discuss how he formed a team 

dynamic with a group of stakeholders whose mission might be related to the CRIO’s office but not directly aligned. 

Finally ending his discussion by addressing his personal views of the CRIO role as a non-PHD/MD. 

Albert M. Lai, PhD; Associate Professor, Department of Medicine; CRIO, Washington University School of 

Medicine (WUSM); Deputy Director, Institute for Informatics 

Dr. Lai joined WUSM as CRIO in 2016. Prior to joining WUSM, he held the role of Associate CRIO at The Ohio 

State University Wexner Medical Center (OSUWMC). Dr. Lai’s presentation will describe the challenges and 

opportunities at WUSM related to working with a large and decentralized medical school in addition to a large and 

distributed health system, BJC HealthCare. He will also compare and contrast this environment with his very different 

experience at OSUWMC. These structural differences will be used to highlight the differences in the role and 

responsibilities of the position of CRIO at various organizations. For example, the distributed nature of WUSM and 

BJC HealthCare has required the development of robust governance structures and less direct oversight of the work 

being executed. Dr. Lai will also discuss the structure of his direct team and the areas for which he provides leadership 

guidance. 

Christopher G. Chute, MD DrPH, Bloomberg Distinguished Professor of Health Informatics, Professor of Medicine, 

Public Health, and Nursing, Johns Hopkins University; CRIO Johns Hopkins Medicine, Deputy Director Institute for 

Clinical and Translational Research. 
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Dr Chute is Board Certified in Internal Medicine and Clinical Informatics, and a Fellow of the American College of 

Physicians, the American College of Epidemiology, HL7, and the American College of Medical Informatics (ACMI); 

he is currently president of ACMI.  His career has focused on how we can represent clinical information to support 

analyses and inferencing, including comparative effectiveness analyses, decision support, best evidence discovery, 

and translational research.  He has had a deep interest in semantic consistency, harmonized information models, and 

ontology.  His current research focuses on translating basic science information to clinical practice, and how we 

classify dysfunctional phenotypes (disease).   

 

Discussion Questions (A list of discussion questions to enhance audience participation.) 

 What education and work experience background is recommended for a CRIO role? 

 How does the role of CRIO differ between types of organizations? 

 What are some strategies for staffing and implementing a clinical research informatics team? 

 Do non-academic health systems typically have CRIO’s? 

 What are the challenges and opportunities for the CRIO? 

 

 

Participants 

All panel members have agreed to take part in this panel presentation and discussion 
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Abstract 

The pace of research and evidence generation is anticipated to accelerate dramatically due to significant increases 
in the routine use of health information technology (IT) and the introduction of novel sources of electronic data. It is 
critical for the health IT community to anticipate health IT infrastructure changes required to realize future advances. 
The Office of the National Coordinator for Health Information Technology (ONC) Chief Scientist Division (CSD), 
charged with developing and evaluating ONC’s overall scientific efforts and activities, is developing a policy and 
development agenda on the work needed to advance the nation’s health IT infrastructure over the next 3 to 5 years in 
support of innovative biomedical and health services research. This panel will discuss health IT infrastructure gaps 
and the actions needed to address them from the perspective of published literature and reports, researchers, the 
software development community, and ONC leadership. Each panelist will summarize their perspective briefly, 
allowing time for participant interaction. An important objective of the panel is to inform the informatics community 
and gather participant input that will inform and strengthen the scientific policy and development agenda. 

Introduction 

Electronic data generated through the routine use of health information technology (IT) is critical for genomics 
research, population-based studies, patient-centered outcomes research, health services research, and biomedical 
informatics research. Digital data and health IT also drive systems improvement and learning cycles in healthcare, 
supporting the analysis of data to produce knowledge, and the use of knowledge to improve practice. 

Recent legislative actions are driving significant health IT infrastructure changes to serve the needs of both care 
delivery and research. The Medicare Access and CHIP Reauthorization Act of 2015 is replacing the Medicare 
Electronic Health Records (EHR) Incentive Program with the Quality Payment Program to improve the flow of 
information among clinicians through EHR certification requirements and incentives. The 21st Century Cures Act 
(Cures Act) passed in December 2016 directs the Office of the National Coordinator for Health Information 
Technology (ONC) to advance nationwide interoperability, fight information blocking, and advance health IT 
solutions for the Precision Medicine Initiative (PMI), which will leverage genomics, large data sets, and 1 million or 
more volunteers to accelerate evidence generation to improve health.  

ONC has a critical role in advancing information exchange broadly. For example, ONC works with many government 
and private sector organizations and leads the Federal Health IT Coordinating Council that coordinates health IT 
policy across 37 federal partners, including 21 Health and Human Services components. ONC also plays an important 
role in supporting and advancing research. Together with other federal agencies, standards organizations, foundations, 
and commercial organizations, ONC leads or coordinates specific areas important to the PMI, such as health IT access 
and interoperability (ONC), data security and privacy (ONC, National Institute of Standards and Technology [NIST]), 
sharing of test results (ONC, Health and Human Services), regulation of genomic technologies (Food and Drug 
Administration [FDA]), patient data access rights (Officer for Civil Rights), standards for patient data contribution 
(ONC, FDA, NIST), and PMI-driven cancer clinical trials (National Cancer Institute).  

Setting Priorities to Advance Research 

The Chief Scientist Division (CSD), charged with developing and evaluating ONC’s overall scientific efforts and 
activities, is developing a policy and development agenda focused on the work needed to advance the nation’s health 
information technology (IT) infrastructure over the next 3 to 5 years in support of advancements in biomedical and 
health services research. The aim of the agenda is to address identified gap areas related to policies, services, standards, 
and governance, along with strategies to address them. ONC recognizes the importance of broad informatics and 
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research community involvement in this effort and values the opportunity to disseminate its current thinking through 
panel presentations, as well as invite feedback and consideration from all participants in the session. 

Panel Objectives and Presenters 

The aim of this panel is to provide timely information to attendees about the ONC policy and development agenda, 
invite discussion with session participants, and consider ways to strengthen its focus and dissemination. The panel 
brings together experts offering different perspectives on health IT infrastructure gaps and needs, going forward.  

Mr. Chaney, a senior program manager at ONC who leads several Precision Medicine Initiative projects and is 
involved in projects focused on artificial intelligence and other scientific innovations, will introduce the session and 
present six gap areas identified through a focused review of the peer-reviewed and grey literature. He will also 
moderate the session.  

Dr. Zayas-Cabán, the Chief Scientist for the ONC, will present on themes that emerged from a 2-day workshop with 
a broad stakeholder group and discuss needs identified as well as actions needed.  

Dr. Kho, who leads a variety of regional and national research studies that leverage electronic data from health IT, 
will discuss informatics and health services research and researcher’s needs, and how the proposed actions will help 
address those.  

Dr. Mandel, a physician and software developer, has led innovative work to advance open application programming 
interfaces (APIs), HL7’s Fast Healthcare Interoperability Resources (FHIR) standard, the Sync for Science pilot to 
allow individuals to access their data and send it to researchers, and other high-impact work to advance health IT 
interoperability and open systems. He will present on development and implementation needs related to the policy 
and development agenda.  

Panel Discussion Questions 

• What are current national efforts and initiatives to leverage the health IT data infrastructure to support 
research? 

• What kinds of organizations are involved in those efforts? 

• What needs or gaps have those efforts addressed and what remains? 

• What are some of the steps that can be taken to address those gaps? 

• What do researchers need to effectively leverage health IT and electronic health data sources for research?  
What are existing or anticipated barriers to doing so? 

• What is needed from a development and implementation standpoint to enable the proposed vision and next 
steps?  

Panel Learning Objectives 

1. Participants will have a better understanding of what current initiatives are leveraging health IT for research, 
and which types of organizations are involved. 

2. Participants will learn what needs researchers have in order to effectively use health IT to support research. 

3. Participants will learn what gaps currently exist in health IT to effectively support research. 

4. Participants will learn how these gaps can be addressed in the coming years. 
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Conclusion 

By addressing current health IT infrastructure gaps and the actions needed to address them from multiple perspectives, 
this panel aims to stimulate a rich discussion and gather participant input that will inform and strengthen the policy 
and development agenda being developed to guide CSD work at ONC. 

Statement of Participation 
Each of the panelists and the moderator have confirmed that they will participate if this submission is accepted, at the 
assigned timeslot during the Informatics Summit. 
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Abstract

Early detection of dementia as well as improvement in diagnosis coverage has been increasingly important. Previous
studies involved extracting speech features during neuropsychological assessments by humans, such as medical pro-
fessionals, and succeeded in detecting patients with dementia and mild cognitive impairment (MCI). Enabling such
assessment in an automated fashion by using computer devices would extend the range of application. In this study, we
developed a tablet-based application for neuropsychological assessments and collected speech data from 44 Japanese
native speakers including healthy controls (HCs) and those with MCI and dementia. We first extracted acoustic and
phonetic features and showed that several features exhibited significant difference between HC vs. MCI and HC vs.
dementia. We then constructed classification models by using these features and demonstrated that these models could
differentiate MCI and dementia from HC with up to 82.4 and 92.6% accuracy, respectively.

Introduction

Dementia is a disorder characterized by early dysfunctions in short-term memory and delusions of reality, often fol-
lowed by the progressive loss of language, social behaviors, and executive function1–5. This disorder typically emerges
later in life and currently affects approximately 7% of the world’s population over the age of 656, 7. MCI is occasion-
ally seen as a precursor to the development of dementia and Alzheimer’s disease (AD), with presentation of MCI
showing similar, less severe symptomology to that seen in AD8–10. One issue is the difficulty of diagnosis at earlier
stages of these disorders11, 12. Therefore, many patients do not begin treatment or therapies until later stages, costing
them greatly in quality of life.

In new research however, a change in speech patterns has been observed that shows some connection to the emergence
of these disorders13–15. Using assessments commonly used to test semantic knowledge and executive function, notice-
able differences have been noticed even within early stages of both MCI and dementia16–23. Changes in speech content
have been observed related to difficulties in accessing semantic knowledge and short-term memory with these disor-
ders, often presenting as difficulties in answering questions or completing sentences24–26. Acoustic aspects of speech
has recently been shown to suffer considerably in relation to the progression of these disorders16, 20, 27, 28. For example,
through voice processing, significant differences have been observed between healthy groups and participants with
MCI and dementia in aspects such as phonation rates, average consistent pitch, and variance of frequency within their
patterns of speech16, 25, 29. Because of the early emergence of this trend, proper investigation of these aspects of speech
have proven to be a key step forward in the early identification of such disorders. One downside to proper assessment
is found in the difficulty in accessing these resources for potential patients30. This has been shown in the difficulty in
accessing the proper resources for assessment, lack of knowledge to symptomology to warrant assessment, difficulty
in proper referrals, and many other barriers30–33.

One solution to this problem might be the adaptation of automated assessment methods. By creating automated
systems, patients could be identified in the earlier stages of dementia with less invasive methods and be recommended
for clinical care accordingly. While many assessment batteries have taken this step by using adapted tests or simulated
’games’34–36, this study offers the possibility of interview-based assessment through the use of tablet devices. Our
approach involves using a tablet’s playback and recording capabilities to conduct interview-style assessments. This
tablet-based approach also avoids the need to develop new or change current neuropsychological tests used in previous
studies and provide assistance to clinicians in the proper assessment of patients.

In this study, we developed a table-based application for neuropsychological assessments and collected speech data
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from 44 Japanese native speakers including healthy controls (HCs) and those with MCI and dementia. We extracted
acoustic and phonetic features and investigated whether we can use them for detecting MCI and dementia. We first
show that the features shown as important indicators in previous studies on speech data conducted by humans also
showed significant difference between HC and MCI/dementia. We also constructed classification models by using
these features, which could differentiate MCI and dementia from HC with up to 82.4 and 92.6% accuracy, respectively.
Taken together, we demonstrate the possibility of tablet-based assessments with speech analysis for accelerating early
detection as well as improving diagnosis coverage of dementia.

Related Work

In the following section, we describe a number of studies that help us determine which tasks were sensitive to change
as a result of these disorders, as well as what features should be investigated.

Changes in speech patterns of dementia and MCI patients has been associated with significant differences in acoustic
features when compared to controls. Patients with AD and MCI have shown to use more pauses in free speech and
on average use longer pauses than other participants20, 25, 29. AD patients have also shown significant decreases in
phonation rate during neuropsychological tasks16. People with MCI have also shown significant differences in tempo
and increases in hesitation, pause-per-utterance ratios, and articulation rate when compared to controls29. Patients with
AD and MCI have been shown to have similarities in terms of shorter periodic segments of speech and shorter voiced
segments as well as dedicating more time to ’filler’ speech17, 25, 27. Similarly, a study investigating the effect cognitive
load of a task has on healthy participants showed significant differences in silence rates, mean length of pauses,
perturbation and variability of fundamental frequency (f0), and perturbation for intensity as difficulty of the cognitive
task increased37. While clinicians are unable to detect many of these features during assessment, later analysis has
shown that the features listed here have shown huge differences between participants with MCI and AD compared
to control participants. These features have the potential to be applied to neuropsychological assessment and typical
speech alike, and if found to be consistent in speech could be used to identify such disorders in more casual (less
intrusive) means. Properly identifying the strength of these features will only make the automation of this process
more realistic.

Neuropsychological tests assessing speech function and fluency have shown to be effective in assessing patients for
MCI and AD. Recordings from the Cookie Theft picture description task has shown differences in the length and
standard deviation of silent and spoken segments for patient groups25. A decrease in phonation rate for this task has
also been associated with diagnosis of AD, along with abnormalities of acoustic features16, 20. Decreasing scores and
use of ’formulaic’ language have been related to cognitive decline for this task38. Performance in verbal fluency tasks
(VFTs) have also shown to worsen with the presence of cognitive impairment39, 40. While this has been more closely
associated with issues of semantic knowledge and linguistic capability, the ratio of silence to spoken durations has
been shown to differentiate AD from MCI participants25. Participants have shown decreases in answers provided for
both beginning and total time of a fluency task related to degrees of cognitive impairment40. In calculation tasks,
lower rates of contiguous speech and longer silence segments were associated with increasing cognitive impairment25.
These tasks were selected for our analysis based on their ability to highlight these features, which were used in our
attempt to show significant differences in participants in line with this research. Additionally, the assessments used in
our study can be administered with little additional training, but still show to be effective indicators for features that
had been previously identified.

Methods

Participants:

The analysis was conducted with 44 elderly individuals (24 females and 20 males; between 64 and 86 years, i.e.,
73.57 ± 5.05). Nineteen participants were grouped as HCs, fifteen as having MCI, and ten as having dementia.
There was no significant difference in age among the groups. Table 1 shows the number of participants (number
of female participants), mean age, and mean Mini-Mental State Examination (MMSE) score for the HC, MCI and
dementia groups. None of the participants in the HC group were diagnosed as having MCI or dementia before the
experiment. The dementia group included AD, dementia with Lewy Bodies (DLB), and frontotemporal dementia
(FTD). The definitions of the MCI and dementia groups were based on diagnosis by medical doctors through medical
examinations including brain scans of magnetic resonance imaging, blood tests, and neuropsychological tests. More
specifically, the doctors followed the following guidelines and criteria: study by Petersen et al for MCI41, NINCDS-
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Table 1: Distribution of participants

Status No. of participants (Female) Mean Age (SD) Mean MMSE (SD)

Controls 19 (12) 71.63 (4.39) 28.42 (1.47)
MCI 15 (8) 74.87 (4.73) 25.53 (3.89)
Dementia 10 (4) 75.30 (5.87) 20.60 (5.32)

ADRDA for AD42, the third report of the DLB Consortium for DLB43, and diagnostic criteria for the behavioral
variant of frontotemporal dementia for FTD44. This study was conducted under the approval of the Ethics Committee,
University of Tsukuba Hospital.

Procedure:

For this study, participants completed the following neuropsychological assessments by using a tablet device; the
Cookie Theft picture description task, VFTs (semantic and phonemic), and calculation tasks.

The Cookie Theft picture description task, adapted from the Boston Diagnostic Aphasia Examination45, is a task used
to test the production of free speech in a structured context. A picture is provided to the participant, showing a mother
and two children (a boy and girl). This task is used to test the ability of the participant to describe the characters and
events in the scene.

Verbal fluency was assessed by asking participants to generate as many words within a category in one minute to eval-
uate language production, showing functions of language production and semantic knowledge. Semantic fluency was
tested by asking participants to produce as many animal names in the given time and phonemic fluency by producing
as many words beginning with the same letter (in this case, the Japanese mora ’ta’). Calculation tasks included a
”counting backwards” and ”subtraction” assessment to be completed in one minute. Participants were asked to count
as much as possible, first backwards by ones (”Please count from 305 to 290”) and then by subtracting (”Please count
down from 931 in units of three”).

These tasks were administered using iPad Pro2 through a web-based application in a Wizard of Oz experiment method.
This method is efficient for examining user interaction with computers and facilitating rapid iterative development of
dialog wording and logic. The method requires two machines linked together, one for the subject and one for the
experimenter. In this implementation, the experimenter (the ”Wizard”), pretending to be a computer, ”operates” using
complete replies to user queries or presses function keys to which common messages have been assigned. The software
automatically records the dialog and its timing. This was done as a step towards a fully automated system to first assess
the ability to achieve similar results using tablet devices as in traditional assessment styles. Figure 1 shows an example
of the application interface. It simply indicates the tablet’s or participant’s turn to talk along with the keyword of the
task they are currently performing.

Voice recordings were collected using three microphones; throat microphone (NANZU SH-12iK), lavalier microphone
(SONY ECM-CS3), and the iPad’s internal microphone. The throat and lavalier microphones were fitted onto the
participant’s neck and connected to a USB recording device (ZOOM H1/MB) for voice recording (wav format, 44.1
k/stereo). Analysis was done on voice recordings gathered from the lavalier microphone, which were selected after
synchronization with the throat microphone showing which portions of the recording contained actual speech from
the participant. Recordings from the iPad’s internal microphone were collected but not analyzed in this study. These
recordings will be used in later analysis after the proper features have been selected and a model developed from higher
quality audio. After assessment, voice recordings from the lavalier microphone were processed using FFmpeg and
converted into mono-channel audio files. Acoustic and phonetic features were then extracted from the full recordings
of each task, including f0, length of pauses, and formant averages. These features were then extracted automatically
using the Praat software46 for analysis.

Acoustic and phonetic features:

Once all voice-recordings were collected, the Praat software was used to extract the following 19 acoustic and phonetic
features for all tasks:

• Silent and Sounding (4 features): These features are calculated as means and standard deviations of length for
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speech and silent segments, respectively.

• Fundamental Frequency (f0) (2 features): f0 is defined as the number of times a sound wave produced by the
vocal cords repeats during a given period. The features were calculated as a mean and a standard deviation of f0
by using averages of 0.05-second segments of recorded tasks.

• Formants (10 features): Formants are the primary resonances of the vocal tract caused by different geometric
configurations of the articulating organs. A formant is defined by its frequency, amplitude, and bandwidth. We
concentrated on the frequencies of the first five formants F1-F5. The features were calculated as means and
standard deviations using averages of 0.05-second segments of recorded tasks.

• Jitter (1 feature): Jitter is defined as the parameter of frequency variation from cycle to cycle. Using similar
methods as f0 analysis, Jitter features were calculated using deviations from standard pitch of 0.0001-0.02
seconds and calculated for the whole file.

• Shimmer (2 features): Shimmer is defined as the amplitude variation of the sound wave, which was found by
averaging significant variations in amplitude from 0.0001 seconds of recorded tasks. This was calculated using
local (one sample deviation over total average deviation) and APQ3 (an average of one sample and one neighbor
to each side over total average deviation).

In previous studies, extraction of these features was only done for the first 30 seconds of the VFTs25.

Data Analysis:

After acoustic and phonetic features were extracted, analysis of variance (ANOVA) and post-hoc analysis was done
using Tukey-Kramer in MATLAB (MathWorks Inc., Natick, MA). Classification was then done using support vector
machine (SVM) models with a linear kernel function with a two-class classification model for testing the strength
of our features for differentiating patients with MCI or dementia from HCs in an automated fashion. We used the
algorithm for the SVM models implemented in MATLAB.

Figure 1: (A) Overview of our experimental setup. (B) Interface of web-based application on tablet. (a) Participant’s
turn to talk after question is asked by tablet. (b) Tablet is asking question.
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Table 2: Statistically significant features (ANOVA with Tukey-Kramer post-hoc test) between three groups, , i.e.,
HC, MCI, and dementia (represented as D). The blue colored cells represent the features which showed significant
difference between both HC vs. MCI and HC vs. dementia, and the orange colored cells represent the features which
showed significant difference between both HC vs. dementia and MCI vs. dementia.
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Task Jitter Shimmer Silence Formants

local APQ3 Mean SD F1 Mean F5 Mean F5 SD

Cookie Theft
Picture
VFT
(phonemic)

HC/MCI∗
HC/D∗

HC/MCI∗
HC/D∗∗

HC/MCI∗
HC/D∗∗

VFT
(semantic) HC/MCI∗ HC/D∗ HC/D∗ HC/D∗∗

HC/D∗∗∗

MCI/D∗

Count
backward

HC/D∗∗

MCI/D∗
HC/D∗∗

MCI/D∗

Subtraction HC/D∗∗
HC/MCI∗
HC/D∗∗

HC/D∗∗

MCI/D∗∗ HC/D∗ HC/D∗ HC/D∗

Results

We first analyzed acoustic and phonetic features extracted from the voice recordings of each task in the assessment to
investigate if these features have significant differences among the groups (HC vs. MCI, HC vs. dementia, and MCI vs.
dementia). Table 2 shows the combinations of the features and tasks, which showed significant differences among the
groups (HC vs. MCI, HC vs. dementia, and MCI vs. dementia). Eight of the 19 features showed significant differences
for at least one pair of comparison groups. From comparing HC and MCI/dementia groups, jitter and shimmer (local
and APQ3) showed significant differences in the phonetic VFT and subtraction task (Figure 2). Silence (mean and
standard deviation) also showed significant differences in the semantic VFT and count backwards and subtraction
tasks when comparing the dementia group with the HC/MCI groups. The results indicate that we could extract several
acoustic and phonetic features with significant differences between HC and MCI/dementia even when we extracted
them from speech data during tablet-based assessment.

Next, we analyzed classification models for each task to differentiate between HC vs. MCI and HC vs. dementia
groups using an SVM model . Feature selection was done on the basis of the receiver operating characteristic (ROC)
score for each feature for HC vs. MCI and HC vs. dementia groups. We evaluated the models’ accuracy after
leave-one-out cross-validation. Consequently, the model with features during the Cookie Theft picture description
task showed the highest accuracy of 79.4% for classifying HC vs. MCI groups (75.0% specificity, 90.0% sensitivity;
Table 3). In contract, the model with features during the subtraction task showed the highest accuracy of 92.3% for
classifying HC vs. dementia groups (90.5% specificity, 100.0% sensitivity; Table 3).

Finally, we analyzed the classification model with features across all tasks to investigate the use of features extracted
from multiple tasks instead of a single one. We combined all 19 features extracted from each task, which became
a total of 95 features. We selected top-ranked features on the basis of the combined ROC scores as similar to the
classifier for individual task investigation. The accuracy was 82.4% for the classification model for HC vs. MCI
(84.2% specificity, 80.0% sensitivity) and 92.6% for the classification model for HC vs. dementia (90.5% sensitivity,
100.0% specificity), which was higher than that of the classification models using the features of individual tasks. The
twelve features used in the model for HC vs. MCI groups were those selected across all five tasks, whereas the four
features used in the model for HC vs. dementia groups were those selected across three tasks.

Discussion

Considering the increasing demand for early detection of dementia, we investigated the possibility of automatic detec-
tion of MCI and dementia in patients from speech data during assessments conducted using a tablet. We first selected
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five representative assessment tasks used in previous studies for detecting MCI and dementia from speech data. We
then developed a tablet-based application enabling the performance of these tasks without testers, then collected data
from 44 Japanese native speakers (HCs and those with MCI and dementia). We extracted 19 acoustic and phonetic
features from speech data in each task and investigated them. Consequently, we discussed the features that exhibited
a significant difference between HC and MCI/dementia groups. Features related to jitter, shimmer (local and APQ3)
showed significant difference between both HC vs. MCI groups and HC vs. dementia groups. Next, by using these
features for each task, we constructed classification models for detecting MCI and dementia and compared the ac-
curacy of each task. For classifying HC vs. MCI groups, the model with features during the Cookie Theft picture
description task showed the highest accuracy of 79.4%. In contrast, for classifying HC vs. dementia groups, the model
with features during the subtraction task achieved the highest accuracy of 92.3%. Finally, we constructed a classifica-
tion model by combing features across all five tasks and demonstrated that the model improved the accuracies of the
tasks compared with those using the features of only individual tasks: 82.4% for HC vs. MCI and 92.6% for HC vs.

Figure 2: Distributions for features with significant differences between both HC vs. MCI and HC vs. AD. Boxes
denote 25th (Q1) and 75th (Q3) percentiles. Line within box denotes 50th percentile, while whiskers denote upper and
lower adjacent values that are most extreme within Q3+1.5(Q3-Q1) and Q1-1.5(Q3- Q1), respectively. Filled circles
show outliers, and squares represent mean values.
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Table 3: Classification model performance for HC vs. MCI and HC vs. dementia. Different classification models
were constructed for each individual task and combined features for all tasks. Number of features are the features used
for the classification model, and performance is measured after leave-one-out cross-validation (Acc: accuracy, Spe:
specificity, Sen: sensitivity).

HC vs. MC HC vs. Dementia

Task Acc (%) Spe (%) Sen (%)
Number

of features Acc (%) Spe (%) Sen (%)
Number

of features

Cookie Theft
Picture 79.4 75.0 90.0 5 82.8 85.0 77.8 9
VFT
(phonemic) 70.6 73.7 66.7 4 85.2 85.7 83.3 7
VFT
(semantic) 67.6 68.2 66.7 1 85.2 85.7 83.3 5
Count
backward 70.6 73.7 66.7 10 85.2 85.7 83.3 11

Subtraction 61.8 65.0 57.1 2 92.3 90.5 100.0 2

All tasks 82.4 84.2 80.0 12 92.6 90.5 100.0 4

dementia. The features used in the model of classifying HC vs. MCI were the features selected across all five tasks,
whereas the features used in the model of classifying HC vs. dementia were the features selected across three tasks.
The results indicate that an approach combining speech data during multiple tasks might be important, especially for
detection of early stages of dementia such as MCI.

Among the acoustic and phonetic features investigated in this study, we indicated that the following three features
would be especially important for differentiating MCI and AD from HC: jitter and shimmer (local and APQ3). Pre-
vious studies on speech data during assessment by humans have also reported the usefulness of these features and
suggested that they could be used for understanding the evolution of language change over the course of dementia’s
progression. Our results of our tablet-based assessment application support this notion.

From the results regarding the classification models of individual task, we found that the tasks with the highest accuracy
differed between the targets groups (HC vs. MCI and HC vs. dementia). Similar results have been reported by previous
studies. For example, König et al. constructed classification models using acoustic feature during four tasks (e.g.
Countdown, picture description, semantic verbal fluency) for differentiating MCI and dementia from HC, respectively,
and showed each model performed the best with different combinations of tasks25. Our results support these previous
results and indicate that it might be better to use different task sets according to a target stage such as MCI and early
dementia.

We demonstrated that our models using acoustic and phonetic features could achieve up to 82.4% accuracy for HC vs.
MCI and 92.6% accuracy for HC vs. dementia. One of the advantages of these features is their language independency.
In fact, previous studies also showed their usefulness for differentiating participants with MCI and dementia from HCs
in different languages such as English and Spanish37, 47. Our results also indicate the possibility that these features can
be used for early detection of dementia in various languages.

One of the limitations in this study is the relatively small size of this study. For future work, we will need to confirm
our results on a larger number participant. Another limitation is the controlled setting. To test the practicality of our
application, we need to conduct further research, including an in-situ study.

To the best of our knowledge, this is the first computational study to attempt to detect MCI and dementia from speech
data during tablet-based assessments. We believe that our tablet-based application for automatic assessment will
increase the opportunity of detecting MCI and dementia. We hope the results of our study will help future research
towards early detection of dementia.
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Alzheimer’s disease: Can temporal and acoustic parameters discriminate dementia? Dement Geriatr Cogn Dis,
37(5-6):327–334, 2014.

43



Modeling Depression Symptoms from Social Network Data through Multiple 

Instance Learning 

Akkapon Wongkoblap1, MSc, Miguel A. Vadillo2,3, PhD, Vasa Curcin1,3, PhD 
1Department of Informatics, King’s College London, London, UK; 

2Departamento de Psicología Básica, Universidad Autónoma de Madrid, Madrid, Spain; 
3School of Population Health and Environmental Sciences, King’s College London, 

London, UK 
Abstract 

Mental health issues are widely accepted as one of the most prominent health challenges in the world, with over 

300 million people currently suffering from depression alone. With massive volumes of user-generated data on social 

networking platforms, researchers are increasingly using machine learning to determine whether this content can be 

used to detect mental health problems in users. This study aims to develop a deep learning model to classify users 

with depression via multiple instance learning, which can learn from user-level labels to identify post-level labels. By 

combining every possibility of posts label category, it can generate temporal posting profiles which can then be used 

to classify users with depression. This paper shows that there are clear differences in posting patterns between users 

with depression and non-depression, which is represented through the combined likelihood of posts label category. 

Introduction 

According to World Health Organization (WHO), the total number of people with depression globally was 

estimated to exceed 300 million in 20151. Only in the United Kingdom, 16% of residents experience depression at 

some point in their lives2. Mental health problems are also predicted to cost 16.3 trillion USD between 2011 and 2030, 

through services, treatments, and a decline in productivity at work3. 

Diagnosis of mental disorder is a challenging task which can only be done by health professionals. For their 

disorder to be correctly ascertained, patients need to recall how they felt and what happened to them in the previous 

time period, which helps the clinicians obtain comprehensive background information. However, this method is time-

consuming and error-prone as sometimes patients may not be able to correctly recall their experiences. An alternative 

way of collecting data on symptoms of mental illness is using a self-report questionnaire, whereby people can use the 

questions to obtain the data themselves, either as a one-off task or regularly. 

With massive volumes of user-generated data being produced on social networking platforms, researchers are 

increasingly studying how this content relates to users’ mental health4,5. By focusing on user-generated messages, it 

is possible to screen for users with depression through social network data6–8 and Facebook9–11. This alternative method 

of detecting depressed users from their published content can supplement the traditional diagnostics based on 

recollection data, by offering deeper insights into user’s past activities, behaviours, and feelings. 

Studies developing models to detect users with depression have typically used classical machine learning 

techniques e.g., support vector machines, regression, and random forests, with manual feature extraction and selection6 

and time-consuming data preparation. Deep learning techniques have been shown to successfully perform in a number 

of domains, but so far, there have been relatively few studies using deep neural networks for this task12,13. 

Individual posts published on social networks, related to users’ activities, health, and feelings, are not annotated 

with labels and manual labelling of individual posts is a time-consuming task. Text classification models have been 

developed to label created content with categories14, with some labelling posts related to user’s mental health4,12.  

However, these labeling techniques have never been applied to classification models for predicting depression 

in social network users. This brings in a need for a predictive model which can automatically label every post with its 

categories and instantly detect users with depression from the labelled post patterns. In this paper, we make use of 

multiple instance learning as it has been shown to successfully produce predictive models to classify sentiments on 

online review posts and identify sentiments on the sentence level by using only review-level labels15,16. 
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This paper aims to investigate whether generated content from social networking users can provide changing 

patterns of content categories during observation periods. This raises two research questions: 

(1) Can user-level labels transfer sentiment information to their unlabelled posts? 

(2) Are there differences in posting patterns between users with depression and non-depression? 

The main contributions of this paper are as follows: 

(1) A model able to generate temporal data from user-generated text over observation time; 

(2) A deep learning model to detect depression in social network users and label every post with sentiment 

information; 

(3) Illustration of differences in the temporal data produced from social network posts between depressed and 

non-depressed users. 

Methods 

This section describes the dataset used in this study, the method to measure symptoms of depression and label 

our training set, the architecture of our model, and the experimental setup. 

Dataset 

This study used social network data from Facebook users, collected from 2007 to 2012, to build a predictive 

model for detecting depression symptoms. The dataset was taken from the myPersonality project17, obtained from 

participants who took a series of psychometric questionnaires, including the Center for Epidemiological Studies 

Depression (CES-D) form, and gave consent for this data to be shared. Some of them also gave permission for their 

Facebook profile data to be included. Their published content was downloaded and included in this dataset. The dataset 

received institutional review board approval18.  

The dataset contains 6,561 submissions of CES-D from 5,947 unique participants. Removing participants who 

withheld permission for their Facebook profiles to be included, 939 users remained in our dataset. To ensure that there 

are enough patterns to distinguish users between the two groups, users who published fewer than 100 posts on their 

timelines were excluded, leaving the total of 509 users in the final dataset. 

Depression Symptom Measure 

The CES-D questionnaire is one of standardised and popular tools to measure depressive symptoms of 

respondents who take it. It comprises 20 multiple answer questions, each of them asking respondents to rate how often 

they experienced certain symptoms over the past week, e.g. “I was bothered by things that usually don’t bother me”; 

“I felt I was just as good as other people”; “My sleep was restless”; “I enjoyed life”. After every four items the 

wording of questions is reversed between positive and negative phrasings. Each answer has a score between 0 and 3 

e.g., 0 = Rarely or none of the time (less than 1 day), 1 = Some or a little of the time (1-2 days), 2 = Occasionally or 

a moderate amount of time (3-4 days), and 3 = Most or all of the time (5-7 days). The total scores can then range 

between 0 and 60. Respondents with scores above the cut-off (typically between 16 and 24) are then classified as 

depressed. This study used the cut-off score at 22. This resulted in receiving 163 users without depression and 346 

users with depression. 

Predictive Model 

The predictive model was completely trained using multiple instance learning (MIL) neural networks without 

manual feature engineering. The basic idea of MIL is to learn from a set of labelled bags, so the training does not 

require the individual labels in the training set instances, but only labelled bags of the training set, which sets it apart 

from supervised learning techniques that need to know the labels of all instances19. The MIL paradigm is suitable for 

our dataset, since it only had labels for the users but not for their individual posts. 
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The proposed architecture of our model is inspired by and follows the hierarchical attention network (HAN) 

introduced by Yang20 and the multiple instance learning network (MILNET) proposed by Angelidis16 and Kotzias15. 

The models have been shown to successfully perform sentiment analysis of online reviews. The concept of MILNET 

and its application can thus also be useful for developing a depression classifier. MILNET learns to analyse sentiment 

in a document from its encoding sentences or segments and then represents those as a document vector. Additionally, 

the model can identify the sentiment polarity of each segment of a given document. We adapt the MILNET approach 

by replacing segments with posted messages and a document vector with a user representation. Our proposed 

architecture consists of a post encoder, post classification, user encoder, attention mechanism, and user classification 

(see Figure 1). 

Post encoder 

The first layer of our model transforms raw user post data into machine readable form. Word embedding was 

used to transform posts to word embedding matrices. A user publishes n posts,  𝑝1 ⋯𝑝𝑛 and each post contains 𝑖 

words. 𝑤𝑛𝑖  represents the word 𝑖  in the 𝑛-th post. 𝑤𝑛𝑖  embedded through an embedding matrix 𝑊𝑒 received 𝑥𝑛𝑖. This 

layer embeds all words 𝑤𝑛𝑖  of 𝑛-th post to vectors: 

𝑥𝑛 = 𝑤𝑛1𝑊𝑒  ⋯ 𝑤𝑛𝑖𝑊𝑒 . 

After receiving word embedding vectors, convolutional neural networks (CNNs) are used to encode the vectors: 

𝑉𝑛 =  𝐶𝑁𝑁(𝑥𝑛). 

Passing through the CNNs results in post representation 𝑉𝑛. The post encoding is then sent to the post 

classification part to perform sentiment analysis. 

 

Figure 1. The architecture of multiple instance learning model for detecting users with depression 

Post classification 

After obtaining post representation, each post is classified based on whether it is mental health-related or 

related to another topic. To perform the classification, a softmax function21: 
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𝑝𝑛 = 𝑠𝑜𝑓𝑡𝑚𝑎𝑥(𝑊𝑐𝑉𝑛 + 𝑏𝑐) 

is applied to make separate predictions for every user post. The function generates post classification 𝑝𝑛 = 𝑝1
𝐶 ⋯ 𝑝𝑛

𝐶 , 

where 𝐶 ∈ [0, 1] represents the sentiments with 1 denoting a mental health related post and 0 representing a non-

mental-health related topic. The parameters 𝑊𝑐 and 𝑏𝑐 are learned and updated during the training step. After 

identifying individual post sentiments, every identified post label can be concatenated to generate a series of 

possibilities of post type. 

User encoder 

The series of post label predictions, called “user representation” in this study, is encoded to summarise the 

changing patterns of text categories over observation time. The user representation is received by combining all post 

label possibilities of a user. A bidirectional GRU is applied through the forward hidden state and the backward hidden 

state: 

ℎ𝑛
⃗⃗ ⃗⃗ =  𝐺𝑅𝑈⃗⃗⃗⃗⃗⃗ ⃗⃗  ⃗(𝑝𝑛) 

ℎ𝑛
⃖⃗ ⃗⃗⃗ = 𝐺𝑅𝑈⃖⃗⃗⃗⃗⃗ ⃗⃗ ⃗⃗ (𝑝𝑛). 

It produces vectors ℎ𝑛
⃗⃗ ⃗⃗  and ℎ𝑛

⃖⃗ ⃗⃗⃗, which are then concatenated to ℎ𝑛 = [ℎ𝑛
⃗⃗ ⃗⃗  , ℎ𝑛

⃖⃗ ⃗⃗⃗]. 

Attention mechanism 

However, not all posts of a user convey a user characteristic. Some posts may contain cues that can be relevant 

to depression while others may not. For that purpose, we require the attention mechanism: 

𝑢𝑛 = tanh(𝑊𝑤ℎ𝑛 + 𝑏𝑤) 

𝛼𝑛 = 
exp (𝑢𝑛

⊤𝑢𝑎)

∑ exp (𝑢𝑛
⊤𝑢𝑎)𝑡

. 

To be applied to reward posts that correctly represent the characteristic and are important to correctly detect a user 

with depression. The importance of a post is measured as the similarity of 𝑢𝑛 with the context vector of post level 𝑢𝑎, 

which is learned and updated during the training step. 

User classification 

Finally, a user vector can be achieved through summarising all the information of post label possibilities of a 

user. The user vector 𝑣 is computed as follows: 

  

𝑣 =  ∑𝛼𝑛𝑝𝑛

𝑡

, 

where 𝛼𝑛 denotes the importance weight of a post and 𝑝𝑛 represents the prediction of a type of the post. This results 

in obtaining a classifier to detect users with depression. 

Experimental Setup 

The proposed model was trained using the Keras library, the Python library for neural network APIs, with 

Tensorflow backend22,23. The word embedding dimensionality was set to 100. The wording embedding matrices were 

received from pre-trained word vectors of Glove24. The CNNs were applied with different window filter sizes, and 

max pooling layers were applied to squeeze the output matrices of the CNNs layers into a single vector. Adaptive 

moment estimation or Adam25 was leveraged to train the model and categorical cross-entropy was applied to minimise 

loss. Before transforming posts into embedding vectors, text pre-processing was performed. All text was converted to 

lowercase. Numbers and URL-s in posts were replaced with the text “numbers” and “url”, respectively.  Every post 

of users in our dataset was tokenised, and the post length was limited to 100 tokens. The number of posts from every 

user was set to 500 to train the model. Users with fewer than 500 posts were padded user matrices with the same 
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length, filled with 0 values. Finally, the model was trained with cross-validation to build and test the model. Due to 

the highly imbalance dataset between users with and without depression, class weights: 

𝑐𝑙𝑎𝑠𝑠 𝑤𝑒𝑖𝑔ℎ𝑡 =  
𝑡ℎ𝑒 𝑡𝑜𝑡𝑎𝑙 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑠𝑎𝑚𝑝𝑙𝑒𝑠

(𝑡ℎ𝑒 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑐𝑙𝑎𝑠𝑠𝑒𝑠 × 𝑡ℎ𝑒 𝑡𝑜𝑡𝑎𝑙 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑠𝑎𝑚𝑝𝑙𝑒 𝑖𝑛 𝑒𝑎𝑐ℎ 𝑐𝑙𝑎𝑠𝑠)
 

were computed to weight the model in the training state. The model was trained with a relatively small data size, and 

dropout and early stopping applied to avoid overfitting. 

Results 

To report the performance of the proposed model, N-fold cross validation is used, splitting the dataset into n-

equal small subsets using n-1 subsets as training set and one subset as the test set. This is then iterated n times using 

each subset as the test set. Table 1 presents the results of accuracy, area under curve (AUC), precision, recall, and f1-

score achieved by the model after training and testing with 5-fold cross validation. With the best performance, the 

model achieves the highest accuracy of 74.51%, while the average accuracy is 70.54%. The maximum results of 

precision, recall, and f1 score equal to 80%, 75%, and 73%, respectively. The model achieves the average results of 

precision of 68%, recall of 71%, and F1 score of 62%. It is noted that our dataset is highly imbalanced. The baseline 

assessment would yield around accuracy of 68%., in the case of the model predicting only the majority class. 

 

Table 1. Classification metrics of our proposed model and baseline models 

 Accuracy Precision Recall F1 

Fold 1 68.93% 0.68 0.69 0.59 

Fold 2 67.65% 0.46 0.68 0.55 

Fold 3 74.51% 0.73 0.75 0.73 

Fold 4 71.29% 0.80 0.71 0.62 

Fold 5 70.30% 0.72 0.70 0.61 

Average 70.54% 0.68 0.71 0.62 

Topic 

model 

68.37% 0.69 0.68 0.60 

LIWC 

model 

69.55% 0.67 0.70 0.62 

 

 

Figure 2. ROC curves of every testing fold of the baseline model 
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Figure 2 presents receiver operating characteristic (ROC) curves of evaluating the model with 5-fold cross 

validation. The model achieves average AUC of 70%, and the highest AUC is 77%. This highlights that our proposed 

model can perform better than chance. It can see that the results from the model present all the ROC curves above the 

red line or a random guess line. 

Discussion 

The purpose of this study is to develop a MIL predictive model to detect users with depression. The proposed 

model is evaluated and show performance results shown on the above. This finds out that the model can correctly 

label users with the maximum accuracy of 74.51%. The best model is extracted and visualised predicted weight values 

from its hidden layers. We extracted labelled values of all posts from post classification layer. The purpose of the layer 

is to label every given post of a user into either general or mental health related text. The possibility of being general 

or mental health related text are calculated and estimated from given labels of users. 

 

Figure 3. The patterns of general and mental-health related posts in 3 depressed and 3 non-depressed users. The y-

axes denotes the likelihood of the post topic being mental health related. The x-axis shows the number of posts. 

Figure 3 shows changing patterns of publishing posts related to general or mental health topics. The figure 

represents the patterns from 6 random users with depression and non-depression. The y-axis of the chart shows the 

possibilities of being another topic denoted with 0 and mental health related text denoted with 1, and the x-axis is the 

number of posts. These patterns are generated from users who were correctly labelled by our proposed model. On the 

left hand side, it can be seen that users with non-depression tended to have fluctuating changes over time. Considering 

users with depression, the changing patterns were more stable. This highlights that the model could use the patterns 

to distinguish between the two groups of users. 

We further investigated whether post content of the users can be correctly labelled with mental health or general 

topics. We found that our model could not correctly label the posts. It is possible that our dataset was not sufficiently 

large to train both user level and post level classifiers. Another reason is that the model used long sequences of posts. 

We used 500 posts per a user to train our proposed model. In comparison, the original model from Angelidis study16, 

used around 8 to 14 segments (equivalent to posts in our study) per single document, which is much shorter than our 

sequences. In Angelidis dataset, they used more data (~300k documents) to train their model, while our dataset had 

509 users. They also used more labels e.g., document-level sentiment classes ranged from 1 to 10, while we used only 

non-depression and depression labels.  

Two baseline models, one for a topic model and another one for a language model, were developed to compare 

with our proposed model. Latent Dirichlet allocation (LDA)26 was developed to derive 200 topics which were 

extracted from text received from mental health and general online forums. The LDA model was then used to 

summarise the use of 200 topics per a user. The topics summarisation from every user was used to train the topic 

model which could classify users with depression11. The language model was developed based on the users’ use of 

49



language. Linguistic Inquiry and Word Count (LIWC) was employed to extract psychological meanings and linguistic 

styles from user’s posts. For any given text 93 features are extracted e.g., positive emotion, negative emotion, 

health/illness, past focus, and the use of 1st person singular. These features have been extracted for each patient and 

then used as to train the language model using logistic regression with 5-fold cross validation. The performance of the 

baseline models is reported in Table 1. Our proposed model outperformed the baseline models in every dimension. 

In order to investigate if our model assigns proper weight to important posts, attention weights were extracted 

from our proposed model. We randomly selected 2 users who were not depressed and correctly predicted without 

depression and 2 users who were depressed and correctly detected with depression. We picked up the most important 

posts and the least important posts from these users based on our model. Table 2 shows our model correctly weighted 

posts associated with mental health problems, e.g., users posted about feeling bored, not being interested by someone, 

feeling fear of something, and sleeping problem. 

Table 2. Highest and lowest attention weights distributions over paraphrased posts from 2 random users without 

depression (left had side) and 2 random users with depression (right hand side) 

Non-depressed users Depressed users 

Weights Posts Weights Posts 

User 1 

Highest 

0.002324 

 

 

 

 

 

 

0.002317 

 

 

 

Making the trek, washing 

clothes (dryer was broken), 

finishing my work due next 

day. Fun weekend (Making 

the trek back to Monmo, 

doing laundry 

 

It will be fun to watch the 

cityname vs cityname during 

visiting relatives in cityname 

over the break. 

User 3 

Highest 

0.003319 

 

0.003319 

 

 

 

 

They would not miss you.  

 

What do you do on facebook 

when you feel bored. 

 

 

Lowest 

0.001689 

 

 

0.00168987 

 

Turn on your phone silent 

mode and go to bed 

 

I discovered good jazz apples. 

Lowest 

0.002372 

 

 

0.002956 

 

People think the super bolw is 

a holiday. 

 

blah school time tomorrow 

 

User 2 

Highest 

0.002199 

 

 

0.002180 

 

 

Getting used to this operation 

during the day. 

 

A cafe is opening next to my 

flat. 

User 4 

Highest 

0.002108 

 

0.002108 

 

 

 

I cannot sleep. 

 

I am afraid something large on 

my bottom. 

Lowest 

0.001408 

 

 

0.001413 

 

A music band I’m going who 

else wants it. 

 

An OS A and an OS B. The 

OS B is bad at games. 

Lowest 

0.000778 

 

0.000781 

 

So fun 

 

In the car on the way back to 

cityname, feel bored. Please 

text me. 

 

We further performed error analysis to observe mislabelling from our proposed model. The results from the best 

model in the fold 3 was explored. 26 users were mislabelled. A user (3.9%) was not detected correctly, because user’s 

posts was not published in English. 7 out of those users (26.9%) had labels with non-depression but were detected 
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with depression. Their posts contained messages relevant to could not sleep, being sick, being sad, being tired, and 

being unhappy. The rest of them (69.2%) were unexplained. 

This study is not free from limitations. Our dataset was highly unbalanced, as it had a higher number of depressed 

users than what is found in general population. Another limitation is that the model was trained with a relatively few 

of users, and the performance may be improved if it is trained on a larger sample. 

As further work, we plan to improve the proposed model via transfer learning. The idea is to train the post 

classification part with other labelled text to boost the model capacity to classify text related to mental health content. 

This may improve the performance of detecting users with depression and provide us with more insights into how 

generated text content changes over time. 

Conclusion 

In this paper, we developed a MIL predictive model to detect social network users with depression. It found that 

our proposed model achieved the maximum accuracy of 74.51% and the highest precision of 80% in detecting 

depressed users from their social network created content with additionally generating changing patterns or user 

representation. This study highlights that the model could provide insights into the changes of generated content. To 

our best knowledge, this study is the first one to apply the MIL model and generate temporal data from created text to 

detect social network users with depression. 

Our proposed model learnt a user representation by transforming words into embedding vectors of posts to learn 

the importance of post representation and aggregate the importance to user representation. The user representation or 

temporal data of posting were then used to distinguish between the two classes. 

The model could potentially be applied to structured and unstructured text and map it to temporal data, which 

can provide better understandings of changing patterns of text over observation time. The transformation of text data 

to temporal data may have a considerable impact to health care research, e.g., transforming health-related text or 

electronic health records (EHRs) to temporal data to provide patterns of patients to a doctor. 
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FHIRCap: Transforming REDCap forms into FHIR resources

Alejandro Metke-Jimenez, PhD, David Hansen, PhD
The Australian eHealth Research Centre, CSIRO, Herston, Queensland, Australia

Abstract

Clinical trials and studies are increasingly using systems, such as REDCap, to capture data in electronic form. How-
ever these tools are not designed to mimic the capture of clinical information for regular clinical care and lack support
for sharing the data effectively. In this paper we describe the implementation of a transformation engine, FHIRCap,
that allows defining rules to map REDCap forms into FHIR resources. To assess the feasibility of the system, a case
study with one of the Australian Genomics clinical demonstration projects was done. The case study showed that the
transformation language is flexible enough to handle most of the data being captured in REDCap for a typical clinical
trial. A number of design issues in the forms were identified and a series of recommendations were provided to enable
a more accurate transformation. These results show that it is possible to transform most data in existing REDCap
projects to FHIR resources without having to modify the forms. This is significant because it demonstrates that most
data in existing clinical trials and studies can be made available in a standardised manner.

Introduction

In recent years, clinical trials and studies have increasingly started using electronic systems to capture data required to
conduct a range of analysis, such as the effectiveness of a new treatment or its economic value. However, even though
these tools allow creating electronic forms easily, they are not designed to capture clinical data, impose few constraints
on what should be captured and also have limited data sharing capabilities.

One of the most popular tools currently used to capture research data is REDCap, a web application created at Vander-
bilt University1. In the Australian Genomics (AG), REDCap has been selected to capture patient data in most Flagship
projects. AG is an alliance of 31 organisations undertaking translational research for the implementation of genomics
into clinical care. AG has developed minimum data sets for each of the clinical demonstration projects representing
the minimal clinical data that should be captured to support the implementation of a genomics-based care model. This
data represents a patient phenotype. However, data is not captured in a standardised manner, making it hard to share
between projects and organisations.

In this project, we overcome this limitation by implementing FHIRCap, a rules-based transformation engine that
allows exporting data in REDCap as FHIR resources. The result of the transformation is stored in a centralised FHIR
repository. This paper describes the methods used to develop the system, a case study that was done with one of the
AG Flagship projects to evaluate the feasibility of the approach and our conclusions.

1 Related Work

To our knowledge, no one has developed a system that allows transforming REDCap forms into FHIR resources.
However, there have been attempts to transform standards, such as the Operational Data Model (ODM), into FHIR
resources and also to transform REDCap data into other formats such as the Clinical Data Interchange Standards
Consortium (CDISC) Study Data Tabulation Model (SDTM) format.

Doods et al. transformed the CDISC ODM 1.3.2 standard into a FHIR Questionnaire resource2. They established
a mapping between the ODM elements and attributes and their FHIR resource counterparts. The transformation
was implemented in Java, but the reverse transformation, that is, FHIR to ODM, was not implemented because the
structure of FHIR Questionnaires was found to be more flexible. This work is related to ours because it is possible to
export REDCap projects in ODM format. However, the FHIR Questionnaire resources provide limited interoperability
and limited search capabilities. In order to make any clinical data searchable in a standardised way, it needs to be
transformed into FHIR clinical resources, such as Observations and Conditions. This cannot be done automatically
and this is the gap that FHIRCap attempts to address.

Yamamoto et al. developed a method to transform REDCap data into the CDISC SDTM format3. The method requires
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annotating REDCap forms with mapping annotations in the Field Annotation field (a flexible-use field available in
REDCap since version 6.5). The application uses these annotations to generate mapping templates that are then
completed manually and later used to generate the output data. This application uses an approach similar to ours but
the target format is different and also simpler, and therefore does not require the implementation of a transformation
language. Also, our application does not require modifying the REDCap forms.

Leroux et al. describe a mapping between ODM and FHIR resources and implement it as a semi-automatic process4.
This work predates FHIRCap and helped inform the requirements of the REDCap to FHIR transformation language.

2 Methods

FHIRCap is the core component of a larger system, which was conceived as a mechanism to collect disparate pheno-
type data into a standardised, centralised repository. Figure 1 shows a high level view of the system’s architecture. The
entire system is made up of four components: one or more REDCap systems, the FHIRCap transformation engine,
the CSIRO FHIR server and Ontoserver, the CSIRO FHIR terminology server. Any REDCap system can be registered
with FHIRCap by providing its URL and an API token provided by the REDCap administrator.

FHIRCap is implemented as a Spring Boot micro-service and exposes a REST API that can be used to register RED-
Cap projects, define transformation rules and mappings to standardised code systems, and upload the resulting FHIR
resources to a centralised FHIR server. The CSIRO FHIR server is a modified version of the HAPI JPA open source
FHIR server1 that adds the capability of plugging in an external FHIR terminology server to handle all terminology-
related requests. The reason for this modification is that Ontoserver2, the final component in the application, is a
specialised FHIR terminology server that provides more functionality and better performance than the default HAPI
implementation.

Application Components: Phenotype Database

Application Components: 
REDCap

<<COTS>>

Application Components: 
FHIRCap

<<web service>>

Application Components: 
CSIRO FHIR Server

<<web service>>
Application Components: 

Ontoserver

<<web service>>

FHIR API

FHIR Terminology API

FHIR API

REDCap API

FHIRCap 
API

Figure 1: High-level architecture of the Phenotype Database.

The three key challenges in the implementation of the system are the transformation language, dealing with free text
and synchronising the state of all the systems involved. A case study with one of the AG flagships was conducted to
validate the feasibility of the proposed approach.

2.1 Transformation Language

The design of the transformation language was guided by two main goals: the need for an easy mechanism to express
how a collection of REDCap forms should be represented as FHIR resources, which enables interoperability at the
information model level, and the need for a mechanism to map custom codes defined in REDCap into standardised
code systems such as SNOMED CT and HPO, which enables semantic interoperability.

1http://hapifhir.io/doc_jpa.html
2https://ontoserver.csiro.au/
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The grammar was designed to be declarative, so the order of the rules does not affect the outcome of the transformation.
The rules take the form

[ c o n d i t i o n ] :
[ r e s o u r c e t y p e ]<[ r e s o u r c e i d ]> −>

( [ a t t r i b u t e ] = [ v a l u e ] ) ∗

where the condition determines if the rule runs and the resource indicates the type and id of a FHIR resource to create,
along with which attributes to set. Part of the grammar is generated automatically from the FHIR metadata, which
allows changing the generated parser easily whenever the FHIR specification changes.

Consider the example REDCap field in Figure 2. This is a dropdown box used to select a primary tumour site. There
are two main issues with this type of field: the codes used to represent the sites are not standardised, which hinders
interoperability, and the number of choices is limited, which means that some sites might not be present and will end
up in the ‘other’ category.

Figure 2: Simple REDCap drop-down field example.
Using FHIRCap, a FHIR Condition resource can be created for each tumour site collected using this form. The rule

VALUE( t s ) != ”27” :
C o n d i t i o n<c1> −>

b o d y S i t e [ 0 ] = CONCEPT SELECTED( t s ) ,
code = CONCEPT VALUE(

h t t p : / / snomed . i n f o / s c t |108369006
) ;

states that if this form element (whose id is not shown in the figure but is ‘ts’) has a value other than 27 (which is the
code for ‘Other’), then create or retrieve a Condition resource with id c1 and assign the first element of the bodySite
attribute (which has multiplicity 0..*) to the concept that has been assigned to the selected code (more on this later)
and set the Condition’s code to the SNOMED CT concept Neoplasm (108369006).

Note that FHIRCap is able to help overcome the first limitation by transforming the REDCap data into FHIR resources,
which are interoperable, but cannot do anything about the second limitation, the limited number of choices available.
REDCap has an option that allows populating text fields with values from a biomedical ontology. When this option
is selected the field becomes an autocomplete widget. We are currently developing a component that provides similar
functionality but using a FHIR terminology server to search for concepts. Using a FHIR terminology server has several
advantages, such as the ability to use value sets to constrain the search.

The ‘CONCEPT SELECTED’ statement instructs FHIRCap to look for a user-defined mapping between the custom
REDCap code and a standardised equivalent. Once the rules are written, the system generates a list of required
mappings that the user can retrieve as a spreadsheet or through a web interface. If the user does not enter a mapping,
a default FHIR code system is created.

The CONDITION section of a rule determines if the rule runs. In this example, the rule is always run unless the value
of the dropdown box is ‘Other’. There are many other conditions that can be used to trigger a rule. Table 1 shows a
summary of all the available conditions.

The example rule also shows how values are assigned to the target resource attributes. In this case, the body site
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Table 1: Summary of rule conditions.

Condition Description
TRUE Rule always runs.
FALSE Rule never runs.
NOT condition Rule runs if condition is false.
condition AND condition Only runs if both conditions are true.
condition OR condition Runs if either condition is true.
NOTNULL(id) Rule runs if the REDCap field is populated.
VALUE(id) op vaue Runs depending on the evaluation of the REDCap field against the value

based on the operator, op which can be =, 6=, <, >, ≤ or ≥.
RESOURCES EXIST( id1, id2, ...) Rule runs if all the referenced resources exist.

Table 2: Summary of expressions used to assign resource attributes.

Condition Description
TRUE True literal.
FALSE False literal.
STRING VALUE A string literal.
NUMERIC VALUE A number literal.
REFERENCE A reference to a FHIR resource defined in the rules.
CONCEPT The concept mapped to a REDCap field.
CONCEPT VALUE (code literal) A concept literal. This has the form ‘system | code’.
CONCEPT SELECTED(id) The user-mapped concept for the selected value of a REDCap field.

Only applies to dropdown and radio button fields.
SYSTEM(id) The system part of a user-mapped concept.
CODE (id) The code part of a user-mapped concept.
VALUE(id) The value of a REDCap field. Works according to the type of field:

- text: the entered text.
- dropdown: the value of the selected option.
- checkbox: true or false.
- dropdown entry: the value of this option, regardless of what is se-
lected.
- checkbox entry: the value of this option, regardless of what is selected.

LABEL(id) The label of a REDCap field.
LABEL SELECTED(id) The label of the selected option. Only applies to dropdown and radio

button fields.

is assigned using the CONCEPT SELECTED clause and the code is assigned using the CONCEPT VALUE clause.
Table 2 shows a summary of all the available expressions used to assign values to resource attributes.

2.2 Free Text Handling

REDCap fields with coded values, such as drop-down boxes, radio buttons and check boxes, can be mapped statically
to standardised code systems. However, there are cases where free text fields are used to capture data that should have
been coded, for example, when there is an ‘other’ category in the list, and the user is given the option of entering the
name of the missing option.

FHIRCap deals with these cases by creating codeable concepts that contain just the free text that was entered by the
user. Future work will explore adding an NLP module that can partially automate the assignment of codes to some
of these entries. Note that this is not a trivial task and manual intervention is likely to be required. Also, if the text
represents more than one element, for example, a list of differential diagnoses written in a single diagnosis field, it
may be necessary to create more than one target resource to accurately represent what is captured in the source field.
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2.3 Synchronisation Mechanism

One of the main challenges in the design of the system is keeping everything synchronised. Changes can originate
from the following sources:

1. Changes in REDCap data. This is the most frequent source of changes. It happens when a REDCap user adds
a new patient or modifies existing data, for example, to add information collected in a follow up visit. The
transformation needs to be run again and some of the generated FHIR resources might need to be updated and
any new resources added to the FHIR server.

2. Changes in REDCap metadata. This should not happen very often, especially if the REDCap project is in
production. It is possible, however, that forms change at any time and this will impact the generated resources.

3. Changes in the transformation rules. This should not happen very often. However, if the transformation rules
change, then the resulting FHIR resources might also change and might need to be updated.

4. Changes in the code mappings. This shouldn’t happen very often. However, if some of the mappings to stan-
dardised code systems change, because an incorrect mapping was done or because a code becomes inactive, for
example, then the resulting FHIR resources might change and might need to be updated.

FHIRCap implements two mechanisms to deal with changes that originate in REDCap. The first one exposes an
endpoint where REDCap can notify FHIRCap when data has changed, using the Data Entry Trigger plugin. Once a
notification is received, FHIRCap will query the REDCap API and update the local information with any changes.
This mechanism requires the REDCap administrator to configure the FHIRCap endpoint, so an alternative mechanism
is also provided that doesn’t require any additional configuration in REDCap. This second mechanism regularly calls
the REDCap API and checks for changes. The frequency of these checks can be configured. The disadvantage of this
approach is that there will more, potentially unnecessary calls to the REDCap API. Also, the frequency needs to be
set to a value that will not create excessive load on the REDCap server but will maintain the FHIR server up to date
frequently enough.

Whenever the metadata in REDCap changes, there is the possibility that some of the transformation rules become
invalid if, for example, a REDCap field that is referenced in the rules is deleted. The system was designed with this
in mind, so invalid transformation rules are not rejected by the server but rather stored along with any errors, so the
author can later edit them and fix any issues.

The changes that originate in FHIRCap, such as a change in the transformation rules, only affect the generated FHIR
resources. FHIRCap also needs to synchronise the FHIR resources that are stored in the central FHIR server. Even
though a whole new bundle of resources could be generated and uploaded each time something changes, this would
cause the technical version of the unchanged resources to increase unnecessarily. Therefore, FHIRCap tags the gen-
erated resources so these can be retrieved and compared with the newly generated resources whenever something
changes. This allows submitting only a delta with the resources that have changed to the central FHIR server.

2.4 Case Study

In order to validate the feasibility of the approach, a case study with the Somatic Cancer Flagship project was done.
This project was chosen because it was, at the time, the most advanced in terms of patient recruitment, with data for 57
patients already in the system. Because data had already been captured, one of the restrictions was that the REDCap
forms could not be modified.

A centralised REDCap instance is used in AG to store data for all its projects. This instance contains a single REDCap
project that includes forms used to collect common data, such as study identifiers, demographics and personal contact
information, and forms used to collect patient data specific to each Flagship project. A drop down box in one of the
common forms is used to indicate to which Flagship project the patient belongs to and branching logic is used to
display only the forms applicable to that project. This means, however, that huge rows of data with mostly empty
values are created for every patient.
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The patient-specific form for the Somatic Cancer Flagship is large, with 292 variables defined in REDCap. The form
is designed to capture information in two encounters with the patient, an initial one where medical history is captured
and a genetic test is ordered (at this stage the patient has already been recruited) and a follow up encounter where the
value of the genetic test is assessed.

3 Results
3.1 Transformation Rules

The case study required a collection of 155 rules to produce the desired FHIR model. These rules were initially
authored by an expert in FHIR and then iteratively validated by several clinicians in the flagship. The rules used in the
Somatic Cancer Flagship transformation include the following information:

• Study identifiers

• Patient demographics

• Personal contact information

• Data entered at recruitment and after consent

• Data entered after result review (3 months after reporting)

The following information was not included:

• Data entered when the genomic report is received, because this can be captured more accurately from the curated
variants

Figure 3 shows a high-level view of the transformation. Most of the patient’s phenotype is modelled using Conditions
and Observations.

Patient
deceased: false

Encounter
id: intial_encounter
status: finished

subject

subject

Condition
code: 108369006
bodySite: 774007

subject

context context

Encounter
id: followup_encounter
status: finished

Observation
code: 273546003 
status: final
valueRange: {

low: 80
high: 100

}

Observation
code: 273546003 
status: final
valueRange: {

low: 50
high: 70

}

subjectsubject

context

Initial encounter, medical history captured, genetic test ordered Follow up, genetic test value assesed

Figure 3: High-level view of the REDCap to FHIR transformation for the Somatic Cancer Flagship.

The case study demonstrated that the proposed rules language is flexible enough to transform most data available in
REDCap into a FHIR representation. However, if the REDCap forms are poorly designed, which is possible given
the degree of flexibility offered by the REDCap form designer, some information might be impossible to extract. In
Section 3.3, several recommendations about REDCap form authoring are given based on the findings from the case
study.
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3.2 Custom Code Mapping

Most custom REDCap codes were mapped to SNOMED CT and some codes related to previous tests were mapped
to Logical Observation Identifiers Names and Codes (LOINC), the Human Genome Organisation Gene Nomenclature
Committee (HGNC) and Sequence Variant Nomenclature codes.

3.3 REDCap Form Design Recommendations

The case study highlighted some patterns used by the form authors that made some subsets difficult to transform into
FHIR resources. These patterns are illustrated through examples, the difficulties explained and some more suitable
alternatives proposed.

3.3.1 Multiple data items captured in a single form element

When multiple data items are captured using a single form element, it can be hard to separate them during the trans-
formation. Figure 4 shows an example where a single REDCap field is used to capture the onset of cancer for multiple
relatives. Even though a format is suggested (e.g. mother- 60, sister-40 for the onset age) this is not enforced. This
makes extracting this information very hard, especially when the suggested format is not used.

Figure 4: Fields in the Somatic Cancer REDCap form used to capture information about cancer in relatives.
This section of the form could be modelled as shown in Figure 5. Having a group of fields per relative makes extraction
much easier and eliminates any potential ambiguities.

Figure 5: Proposed redesign of the fields used to capture cancer in relatives in the Somatic Cancer REDCap form.

3.3.2 Ambiguous form fields

Some fields are defined in a way that their interpretation is ambiguous. For example, Figure 6 shows the REDCap
field used to capture the current or most recent treatment at time of consent. The problem with this design is that it
is impossible to determine if the treatment is currently active or not, i.e., the treatment can be either active (current)
or the most recent but not currently active, but it is impossible to determine this from the form. This can be fixed by
simply adding a checkbox to indicate if the treatment is currently active or not.

Figure 6: REDCap field used to capture the most recent treatment at consent.
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3.3.3 Multiple elements are not grouped together

Figure 7 shows the forms elements used to capture a cancer diagnosis. In this case, the user can select the type
of cancer diagnosis. If “Newly diagnosed metastatic” or “Progressive Metastatic or Metastatic Relapse” is selected
as the diagnosis type, then an additional input for the date of the metastasis diagnosis is shown. This date can be
different from the date of the primary diagnosis, which suggests that these are two diagnostic reports, one for the
initial diagnosis and a second one for the diagnosis of the metastasis. However, the additional data associated to these
diagnostic reports, such as the tissue sources, is captured in a single field, making it hard to determine how to associate
it to each report.

Figure 7: REDCap fields used to capture clinical history of cancer.

Figure 8 shows the proposed redesign of these form elements (only a subset of the grouped fields is shown for brevity).
Using this approach, it is easy to determine which tissue samples belong to each diagnostic report.

Figure 8: Proposed redesign of the REDCap fields used to capture clinical history of cancer.

3.3.4 Free text

Free text fields can be used to capture different types of data in REDCap. Figure 9 shows an acceptable use of a free
text field. In this case, it is used to capture a numeric value that represents an estimate of the level of smoking of the
patient. The field is set to the correct type in REDCap, which validates that the user enters a numeric value.

Figure 9: REDCap field used to capture an estimate of pack years for smokers.

In other cases, free text fields are used to allow the user to add a value that is not present in a set of predefined choices.
Figure 10 shows a free text field that can be used to enter a tumour site if it is not available in the drop-down choices. In
this case, FHIRCap provides a very simple mechanism that assigns a generic code to the free text and allows replacing
that code with an existing code from a terminology such as SNOMED CT. However, this mapping has to be done
manually for each new value that is entered and therefore generates additional maintenance work. The system will be
able to detect if the same concept has been entered before and assign the correct mapping in those cases.

As mentioned previously, we are currently developing a component that provides auto-complete style searching capa-
bilities for REDCap fields backed by a FHIR-based terminology server. We recommend using this component when it
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Figure 10: REDCap fields used to capture the patient’s primary tumour site.

is released. In the meantime, we recommend using the biomedical ontology searching capability already available in
REDCap.

This recommendation applies only to fields that could be coded. Other free text fields might be needed, especially
in a research context where some concepts may still not be available in an ontology or where more detailed/nuanced
information is required. In addition to the clinical resources produced by the transformation rules, FHIRCap generates
a set of Questionnaire FHIR resources that represent the REDCap forms, so all the free text entered by the users will
be available.

4 Discussion

Having high quality clinical data from disparate sources available in a standardised manner is important when doing
data analysis. In practice, however, data is still being collected in non-standard ways. This is usually manageable in
the context of a single study but becomes problematic when data from multiple studies across different organisations
is required.

Out tool provides an effective mechanism to extract data from REDCap into a standardised FHIR representation, with
custom codes mapped to standard terminologies such as SNOMED CT. Even though there is significant amount of
effort involved in writing and verifying the correctness of the rules, the work only needs to be done once for every
project.

The case study provided valuable insight into the way REDCap forms are currently being authored and helped produce
a set of recommendations around form authoring that aim to facilitate the transformation into a FHIR model. The list
of recommendations is by no means comprehensive, but it is useful as a guide to understanding common anti-patterns
found in REDCap forms.

The coded FHIR representation has many advantages over the original data stored in REDCap. In addition to standar-
dising data from heterogeneous sources, an interesting feature provided by the FHIR standard, when the resources are
coded with a terminology such as SNOMED CT, is semantic searching. This allows using search operators such as
:below to search for resources that have a code subsumed by the specified search code, and therefore enables queries
such as “give me all the patients with a condition that is any kind of kidney lesion”. This type of search is not possible
with the original REDCap data.

One limitation of this work is that the case study was done with a single Flagship project. Even though the REDCap
form used to capture data was complex and the rules language was successfully used to extract most data, there could
be additional functionality that might be important to support that was not present in this form.

Another limitation is that the FHIRCap rules language does not support operators such as addition or subtraction.
This means that only static values and data available in the REDCap form can be used to populate the target FHIR
resources. A decision was made not to support these operators, at least in the initial version, mostly because they
are already available in REDCap, so in most cases it should be possible to create a field in REDCap with the desired
computation. In our case study, however, this is problematic, because in the Somatic Cancer REDCap form, the date
for the follow up encounter is not captured directly and even though we know that it is supposed to happen roughly
three months later, we cannot tell FHIRCap to add three months to the initial encounter’s date. This could be easily
fixed by adding a calculated field in REDCap, but unfortunately, for this case study, it was not desirable to modify the
forms.

Finally, it is important to note that FHIRCap is a generic platform that allows creating any FHIR resource, but does
not provide any guidance around which resources to use in a specific domain. This is not in the scope of this work but
it is necessary to achieve interoperability.
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5 Conclusion

In this paper we described a system that enables exporting data captured in REDCap as FHIR resources and mapping
custom-coded values to standardised codes from terminologies such as SNOMED CT and LOINC. This approach does
not require modifications to the REDCap forms and can be used to integrate multiple REDCap systems into a single
FHIR repository.

A case study with one of the Australian Genomics Flagship projects showed that most data can be extracted using the
rules language but also highlighted that certain patterns used to author the forms can make data hard to extract auto-
matically. Some recommendations around form authoring were given in order to facilitate the extraction process. Also,
the case study showed that most of the clinical concepts in the forms were available in standardised terminologies.

Even though authoring the transformation rules is a manual process that takes some effort, it only needs to be done
once and has many advantages, such as allowing users to continue working on a platform they already know while
enabling a centralised repository based on the FHIR standard that can then be queried in a standard way.
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Abstract  

Despite progress made in establishing primary and secondary preventive strategies for cardiovascular diseases, 
there are significant gaps between guideline recommended strategies and implementation of recommendations in 
practice. A clinical decision support (CDS) system entitled CV Risk Profile was developed at Mayo Clinic Rochester 
as a targeted solution for this gap in preventive cardiovascular care. The system remained in use for 10 years until 
it became non-functional in 2018 during transition to a new electronic health record (EHR). This study investigated 
provider opinions regarding the cardiovascular disease CDS system while it was still in operation, to determine if 
there exists a provider reported need for a similar system to be developed for use within the new EHR. 

Introduction 

Cardiovascular diseases are related to diverse risk factors including smoking, hypertension, high blood cholesterol 
levels, diabetes, and obesity. In the United States cardiovascular diseases account for 1 of every 3 deaths and remain 
a leading cause of death for both men and women [1 2].  While progress has been made in establishing strategies for 
primary and secondary prevention of cardiovascular diseases, many studies have identified gaps in implementation 
and adherence to guideline recommended strategies [3-6].  Another study demonstrated it takes an average of 17 
years for 14% of guidelines to be integrated into practice [7]. Thus, there is need to find solutions to address these 
gaps in prevention to reduce both mortality and morbidity of cardiovascular disease via increased implementation of 
proven preventive strategies. 
 
Prior studies used clinical decision support (CDS) systems and point-of-care technology to promote individualized 
cardiovascular prevention [8-11]. Our institution implemented a CDS system in 2008 in an effort to standardize and 
support guideline-based preventive cardiovascular care. The CDS system entitled CV risk profile displayed 
individualized patient information in the following categories: risk factors, body composition, vascular health, 
metabolic syndrome, heart disease risk analysis, lifestyle factors, recommendations and follow-up. Pertinent data 
elements were included in each category, including high-density lipoprotein (HDL) and blood glucose levels within 
the risk factor category and patient reported diet and exercise within the lifestyle factor category (Figure 1). In 
addition, the system also provided an overall mortality risk score calculated by the Framingham, Reynolds or pooled 
cohort equations. Results were categorized as low-risk, intermediate-risk, and high-risk for cardiovascular disease 
[12 13]. Each data element retrieved was also classified as “low”, “intermediate” or “high” risk using cut-points 
defined by published medical literature. These data elements are displayed in a color-coded categorization as 
follows: low-risk results displayed in green; intermediate-risk in yellow and high-risk in red (Figure 1). This system 
was linked to the Mayo Clinic Rochester electronic health record (EHR) for 10 years until transition of the EHR to a 
new system, at which time the CDS system became non-functional. The aim of this study was to investigate 
provider opinions regarding the CV risk profile system and on creation of a new CDS system compatible with the 
new EHR. 
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Figure 1: Risk Profile CDS screen shot of a test subject  
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Methods  
A provider survey with 9 questions was developed in conjunction with the Mayo Survey Research Center. The first 
question determined whether providers would continue with completion of the survey or not. If their answer was no, 
then they were not prompted to answer any other questions. However, if their answer was yes, then they were 
prompted to continue with survey completion. The survey questions are displayed in Table 1.  

Table 1. Survey Questions 
1) In your clinical practice, have you used the CV risk profile? 
(  ) Yes  (   ) No 
2) How often have you used the current version of the CV risk profile? 
(  ) Every day  (  ) Several times a week  (  ) Several times a month 
(  ) About once a month   (   ) Less than once a month 
3) How important or unimportant is it for you to be able to continue to use the CV risk 
profile? 
(  ) Very Unimportant    (  ) Unimportant  (  ) Important   (  ) Very Important 
4) How easy or difficult is the use of the CV risk profile? 
(  ) Very Easy  (  ) Easy  (  ) Difficult   (  ) Very Difficult 
5) Does the CV risk profile support your thought process during patient encounters? 
(  ) Yes               (  ) No 
6) Should similar functionalities be added in the new electronic health record system? 
(  ) Yes            (  ) No 
7) Should new functionalities be added in the new electronic health record system? 
(  ) Yes         (  )  No 
8) What is your role as a healthcare provider? 
(  ) Staff Physician   (  ) Nurse Practitioner/Physician Assistant  (  ) Nurse 
(  ) Fellow or Resident  (  ) Other care provider 
9) How many years have you been in practice (post training)? 
(  ) 0-5 years          (  ) 6-10 years            (  ) 11-15 years   (  )  16-20 years 
(  )  More than 20 years 

 

The Survey Research Center sent an invitation letter by e-mail with a link to a self-administered web-based survey 
for 279 providers including all staff physicians, fellows, nurse practitioners, physician assistants and nurses who 
provide cardiovascular assessment in the Department of Cardiovascular Medicine, Mayo Clinic, Rochester, MN. Of 
this group, 100 providers responded to the survey resulting in a response rate of 35.8%. The email was sent to 
providers on 3/08/2018 and the survey closed on 4/16/2018 after 5 reminder emails. This study was approved by the 
Institutional Review Board.  

Results 

Among the 100 providers that responded to the survey, 52 (52%) indicated they had used the CV risk profile system 
and were prompted to continue the survey, while the remaining 48% indicated they had not used this system and 
were not asked to continue to complete the survey. Among the 52 providers who indicated they had used CV risk 
profile, 15.4% reported they used the system daily.  
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The majority reported using the CV risk profile system less than once per month (34.6%). 11 (21.2%) providers 
indicated they used the system several times a week and 6 (11.5%) indicated they used the system about once per 
month (Figure 2). 

 

When asked how important providers considered use of the system for their clinical practice, 42 (80.8%) indicated it 
was either important (25, 48.1%) or very important (17, 32.7%). Only 8 (15.4%) providers reported the system as 
very unimportant (Figure 3). 

 

45 (86.5%) of respondents also reported that the system was either easy (28, 53.8%) or very easy (17, 32.7%) to use 
in their clinical practice (Figure 4). In addition, 48 (96.0%) of respondents reported that the CV risk profile 
supported their thought process at the time of patient encounters (Figure 4). 
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When asked if similar functionalities to the CV risk profile system should be added into the new EHR system, 47 
(97.9%) of respondents indicated these functionalities should be implemented and 1 (2.1%) responded no need 
(Figure 5). 

 

41 (85.4%) of respondents reported new functionalities should be implemented into the new EHR and 7 (14.6%) 
responded that there was no need for new functionalities (Figure 6).  

 

The majority of respondents were staff physicians 29 (58.0%) (Figure 7). The next largest group of respondents was 
fellows/residents (13, 26%) followed by nurse practioners and physician assistants (6, 12%). Among the 
respondents, there were also 2 (4.0%) PhD exercise physiologists.   
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The responses for years in practice had a U shaped distribution (Figure 8). The majority of respondents were in 
practice 0-5 years (36.0%). The next largest group was providers who had completed more than 20 years in practice 
(32.0%).  

 

 

Discussion 

The major findings of this study were the high support for both similar and new CDS functions to be implemented 
into the new Mayo Clinic EHR. With 97.9% of providers surveyed indicating that similar functionalities present in 
the CV risk profile system should be implemented into the new EHR, there is a clear indication that their 
cardiovascular practice was supported and should continue to be supported by CDS systems providing point of care 
and individualized patient information.  Importantly, 96% of providers reported that the CV risk profile supported 
their clinical thought processes at the point of care and 86.5% of providers thought the CDS system was easy to use.  

In comparison to other survey studies, the provider response rate of 35.8% in the present study was greater than the 
response rate of 27% in a survey by Chaudhry et al investigating providers opinions about a CDS system to assist 
them in providing evidence-based care to peripheral artery disease patients at the point of care. Additionally, the 
response rate of the study herein was greater than the 10% to 15% range of responses from physicians across 
specialties (primary care, obstetrics/gynecology and cardiology) in a national survey of guideline-recommended 
strategies for cardiovascular disease prevention [10 14].   

Our results showed provider need for a similar CDS system to be implemented and a need to add new 
functionalities. 85.4% of providers surveyed indicated new functionalities should be included in the new CDS 
system. The new functionalities could further prioritize and filter the information provided, thus further refining the 
system to fit provider needs. Our observations suggest creators of the next CDS system for cardiovascular risk 
assessment involve a multidisciplinary team composed of clinicians, informaticians, and information technologists 
for development of the replacement CDS incorporating established functionalities and adding new functionalities, to 
continue supporting their clinical needs.  

In the present study, most providers reported that the CV risk profile supported their clinical thought processes at the 
point of care. The new CDS system will be designed in collaboration with clinicians to continue to achieve this 
purpose. Previously, physicians decreased usage rate of CDS systems if information was not provided at the point of 
care [15] underscoring the importance for design of a system that supports the clinician thought process.  
Additionally, physicians are more likely to use CDS systems when data entry is not required and when the 
information provided by the CDS system is accurate [15]. The new system will extract the necessary data elements 
from the EHR and manual data entry will not be necessary. The majority of providers found the system easy to use, 
however, 13.5% of providers still indicated they found the current CV risk profile system difficult indicating there is 
an opportunity to further improve system usability.  

Challenges in CDS systems have been previously identified including improvement of the human-computer 
interface and summarization of patient-level information [16]. The new CV risk profile system will meet these 
challenges while supporting the meaningful use of EHRs.  

0

10

20

30

40

0-5 Years 6-10
Years

11-15
Years

16-20
Years

>20
Years

% 

Figure 8: Respondents Years in Practice 

69



  

Conclusions 

In a continued attempt to reduce cardiovascular disease related morbidity and mortality, a CDS system similar to the 
previous CV risk profile system should be developed and refined to support providers needs for clinical practice.  
The new CDS system will display risk factors, results of risk calculations with individualized recommendations for 
guideline-based patient care, addressing both CDS challenges as well as factors that have prevented clinical practice 
guidelines for cardiovascular disease risk prevention to be successfully implemented into practice. Based on the 
results of the survey conducted in this study, the CV risk profile system was easy for most providers use and 
supported their thought process in assessment of risk factors of cardiovascular diseases. This study also identified 
the ability to continue to refine the CV risk profile when implementing it into the new EHR, thus allowing for future 
system improvement.  
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Abstract (150 words) 

There is often a discontinuity between patients’ literacy level and educational materials. In response, we are 
developing an online medical text simplification editor. In this paper, we describe generating grammar simplification 
rules from a large parallel corpus (N=141,500) containing original sentences and their simplified variants. We 
algorithmically identified grammatical transformations between sentences (N=26,600) and used distributional 
characteristics in two corpora to select transformations with the broadest application and the least ambiguity. This 
resulted in a top set of 146 rules. Two experts evaluated 20 representative rules reflecting 4 characteristics (long/short 
and weak/strong) each with 5 example sentences. Generally, we found that the rules are helpful for guiding 
simplification.  Using a 5-point Likert scale (5=best), stronger rules scored higher for ease of applying (4.11), overall 
helpfulness (4.40) and usefulness of examples (4.05). Rule length did not affect the expert scores. The grammar 
simplification rules are being integrated in our text editor. 

Introduction 

Seventy-seven million adults in the United States have basic or below basic health literacy1. Low health literacy can 
severely affect the long-term participation of patients in actively managing their health2. The complexity of medical 
text is the primary challenge and can be attributed to both difficult sentence construction as well as difficult 
terminology3. Because text is one of the most common forms used to disseminate information, it is crucial to provide 
patients with simple, easy-to-understand medical text. 

There have been many approaches to text simplification. Early work consisted mostly of hand-crafted rules4. More 
recently, data-driven approaches have been developed that leverage large corpora and other resources to simplify 
text5,6. These approaches employ deeper analysis of parse structures and hybrid simplification methods, which rely on 
expanding hand-crafted rules via machine learning algorithms7,8. Although these algorithms provide significantly 
more flexibility than previous rule-based approaches, the quality of the output is not good enough for many real-world 
applications, including patient education.  Additionally, they often fall short in specific domains6, such as medical, 
where full, end-to-end text simplification requires domain specific texts. Automated text simplification systems 
focused on the medical domain often have restricted application due to the challenges associated with generalized text 
simplification10.

Our overall goal is to create a text simplification tool that can be used by medical writers to create text that both 
appears and is easier to understand. We addresses simplification at four levels: word level, sub-sentence level, 
sentence level, and document level. In this paper, we examine sub-sentence-level simplification, specifically the 
transformation of complex grammar structures into simpler versions within sentences. We utilize a corpus of sentence 
pairs of aligned difficult and simple sentences, from which we extracted a large set of grammar transformation rules 
which was then narrowed down based on distributional characteristics. A representative set of these rules was 
evaluated in a study by experts who used them to simplify text.  

Methods 

Dataset Creation 

Corpus 

We use two corpora to generate a set of grammar simplification rules: Newsela and Wikipedia. We opted for using 
larger corpora instead of limiting to a subset of medical and healthcare text because we focus on grammatical 
transformations, which avoid many of the domain-specific lexical challenges by generalizing using the syntactic 
representation of sentences.  Additionally, no sentence-aligned resources currently exist for exclusively medical text. 
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To generate simplification rules we used the Newsela corpus, which contains 141,500 sentence pairs automatically 
extracted from 1,130 news articles. They were simplified by professionals for different reading difficulties7. Each 
difficult article has been rewritten for up to four different reading levels by editors for pre-college classroom use. For 
our study, we did not distinguish between the different simplified levels and treated them all as simpler variants of the 
original. Table 1 shows a sample of the sentence pairs from the dataset.  

 

Table 1. Example aligned sentence pairs from the Newsela corpus. 

Difficult Sentence Simple Sentence 

Two-thirds of people polled said women should be 
allowed in fighting units. 

Two out of three people in a poll said women should 
be allowed to fight. 

But an important pediatricians group says parents 
need to know that unrestricted media use can have 
serious effects. 

But an important pediatricians group says too much 
Internet use can have serious results. 

People who served in the military will still receive 
medical help at veterans hospitals. 

People who served in the military will still get 
treated at veterans hospitals. 

If a positive identification is made, officials from 
pertinent service branch notify the family. 

If someone is identified, officials notify that 
person’s family. 

The announcement comes even though its holding 
capacity for captured wild horses has nearly 
reached its limit at 50,000 animals nationwide. 

The bureau has announced the plan even though it 
has run out of room to house the horses. 

 

Wikipedia is used to limit the generated rules to those that are broadly applicable and we used a corpus of 60K aligned 
documents from English Wikipedia and Simple English Wikipedia.  This corpus is significantly larger than the 
Newsela corpus and helps better measure general applicability of the rules. 

Sentence Filtering 

Many of the aligned sentence pairs had a large difference in length. This was due to the corpus creation process 
where the sentences were automatically aligned from the original articles7. Some of these sentence pairs were 
mistakes in the sentence alignment process, while others represented large transformation between the original 
and simplified sentence. Both cases provide data that is inappropriate for learning sub-sentence rules from; in 
the former case, they are errors, and in the latter case, they represent larger transformations that were beyond the 
scope of this work. Thus, we filtered the sentence pairs by removing those pairs where the simple sentence was 
shorter than 73.5% of the difficult sentence’s length (this threshold was empirically decided on by tuning on a 
small development set). Additionally, we removed any pairs where the difficult sentence contained an ending 
punctuation character (e.g. period, question mark, exclamation mark) that did not appear in their aligned simple 
sentence. Based on a sample of 100 manually evaluated pairs, these two heuristics were reasonably accurate at 
identifying problematic sentences (85% accuracy, which ensures that there will be enough good sentence pairs 
to work with while removing examples most likely leading to unhelpful rules). After filtering, 73,150 sentence 
pairs remained for learning grammar rules. 

We parsed the sentence pairs with the Stanford CoreNLP 3.7.0 package11 and extracted the parse tree. Figure 1 
shows an example sentence, the full parse of the sentence, and the final parse tree that we utilized as an input to 
our rule learning algorithm. We did not consider the words themselves for rule generation since we were 
interested in generating grammar simplification rules independent of the lexical components. Sentences where 
the Stanford parser failed due to formatting or non-supported characters were removed (2.13% of the sentences). 
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Figure 1. The parsing process that was done using the Stanford CoreNLP11. 

 

To better generalize and avoid learning grammar simplification rules that were too detailed, we aggregated 
several parts-of-speech (POS). For example, NNS (noun, plural), NNP (proper noun, singular) and NNPS (proper 
noun, plural) were all collapsed into a single category NN (noun). Table 2 shows the list of all POS that were 
aggregated. 

 

Table 2. List of parts of speech that were aggregated to better generalize from the original parse trees.  

Label (POS) Original (POS) Meaning 

JJ 
JJ Adjective 

JJR Adjective, comparative 
JJS Adjective, superlative 

RB 
RB Adverb 

RBR Adverb, comparative 
RBS Adverb, superlative 

NN 

NN Noun, singular mass 
NNS Noun, plural 
NNP Proper noun, singular 

NNPS Proper noun, plural 

VB 

VB Verb, base form 
VBD Verb, past tense 
VBG Verb, gerund or present participle 
VBN Verb, past participle 
VBP Verb, non-3rd person singular present 
VBZ Verb, 3rd person singular present 

 

Aggregating the POS increases the number of sentences to which rules are applicable and allowed for better 
generalization during rule learning, resulting in a 2% decrease in the number of rules learned. 

Rule Generation 

Identifying Grammatical Transformations 

Given the aligned, parsed difficult and easy sentences, we first identified sub-trees in the parse tree where a 
transformation was made from the difficult to the easy sentence. Our goal for this project was to try and identify high 
precision rules that could be incorporated into our text simplification tool. Therefore, we designed the algorithm to be 
biased towards high-quality rules rather than learning a large number. 
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To identify the grammatical changes, we processed the parse trees of the aligned sentence pairs and then extracted the 
sub-tree structure where the changes occurred. Figure 2 shows a flow chart of the algorithm with an example pair of 
parse trees.  The input is the parse trees of the aligned difficult and simple sentence.  The first step is to identify where 
the change occurs in the parse tree by finding the first and last place where the parse tree strings differ.  This approach 
treats multiple separate changes as one single change, however, it is computational efficient and, after our sentence 
filtering step, only a small number of sentences had multiple changes. In the example below, from the start of the 
strings the two are identical until after the “VB” and from the end of the string until after the period. 

The second step is to extract the parse sub-trees where the change occurs in the two sentences.  In each sentence, the 
fragment where the parse structure changes spans some text, i.e. in the example below it’s come soon enough in the 
difficult sentence and wait in the simple sentence.  For each of these changes, we extracted the lowest parse sub-trees 
that spanned the entire text and the sub-trees. In many cases, these were exactly the portions of the parse tree string 
that differed, though sometimes it enclosed a larger portion.  In the example below, the text is spanned exactly by the 
differing parse tree structures and we extract the candidate rule “(ADVP (RB (RB))) → (VP (VB))”.  

 

 
Figure 2. Grammatical change identification. 

This algorithm generates pairs of a difficult sub-tree and the matching simple sub-tree for each sentence pair. We are 
not interested in sentence-level changes for this project, particularly since their generalizability is minimal, so we did 
not create rules if the smallest sub-tree change encompassed the entire sentence. Using this filter resulted in 32,700 
sub-tree transformation pairs for learning rules. 

Table 3 shows three pairs of aligned parse tree fragments extracted using our approach where the same difficult sub-
tree was transformed into three different simpler sub-trees.  This diversity in changes shows why it is critical to further 
analyze the changes to identify those difficult sub-trees that have consistent simplifications. 

Table 3. Sample sub-tree pairs. 

Difficult Sub-tree Simple Sub-tree 

(ADJP(JJ)(PP(IN)(NP(JJ)(NN)))) 

(ADJP(RB)(JJ)) 

(ADJP(RB)(JJ)) 

(VP(VB)(NP(JJ)(NN))(PP(IN)(NP(JJ)(NN)))) 
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Rule Set Generation 

We define a rule as each unique combination of a left-hand side (LHS) difficult sub-tree that should be changed to a 
simplified right-hand side (RHS) sub-tree. All unique grammatical pairs from the previous step are candidate rules. 
For example, from Figure 3 we could generate three separate rules, all with the same LHS. However, not all rules are 
useful; thus, the final step is to filter the rules to identify those that are the most useful and most accurate. These final 
rules will then be used in our editor. 

First, we removed rules consisting of a single POS on the difficult side, i.e. rules that spanned a single word, as we 
are not interested in lexical rules for this project. Then, we grouped candidate rules by unique left-hand sides and 
calculated three metrics−frequency, percentage of conformity, and entropy−to evaluate the quality of the remaining 
rules. These metrics were all calculated using the Newsela corpus.  

• Rule frequency is the number of times a unique LHS and RHS combination appeared in the list of candidate rules. 
For instance, a rule with a frequency of five was seen in five different sentence pairs in the corpus.  

• We defined the percentage of conformity of a rule as the frequency of its unique LHS and RHS combination 
divided by the total number of appearances of the LHS. Examples of the percentage conformity for five rules are 
shown in Table 4. Each rule’s percentage of conformity score shows what percentage of the cases the LHS turns 
into that specific RHS. The higher a rule’s conformity score, the more consistent that rule was since when we saw 
that LHS it more often went to a particular RHS. For instance, “(NP(DT)(JJ)(NN))” is a difficult sub-tree that 
appears a total of 8 times in the Newsela corpora and it turns into “(NP(DT)(NN)(POS))” 6/8 times. Therefore, 
for a new difficult sentence that contains this difficult sub-tree, the “(NP(DT)(NN)(POS))” simplification should 
be selected over other options as that has the highest percentage of conformity. 

 

Table 4. Example percentage of conformity scores.  

Difficult Sub-tree Simple Sub-tree Frequency Conformity (%) 

(NP(JJ)(NN)(NN)) 

 

 

(NP(NP(NN)(NN))(,,)(SBAR(WHNP(WDT))(S(VP(VB
)(VP(VB)))))) 1 25% 

(NP(DT)(JJ)(NN)) 2 50% 

(NP(NP(NN)(NN))(,,)(SBAR(WHNP(WDT))(S(VP(VB
)(ADJP(JJ)))))) 1 25% 

(NP(DT)(JJ)(NN)) 

 

(NP(DT)(NN)(POS)) 6 75% 

(NP(NP(DT)(NN))(PP(IN)(NP(NN)))) 2 25% 

 

• While conformity measures how precise a particular LHS/RHS combination is, entropy measures how much a 
particular LHS varies.  For each LHS entropy was calculated as: 

𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐿𝐿𝐿𝐿𝐿𝐿 = −�𝐸𝐸𝑖𝑖 log(𝐸𝐸𝑖𝑖) .
𝑛𝑛

𝑖𝑖=0

 

 

where a LHS has n different simple sub-trees associated with it and the percentage of conformity for the 
combination of that LHS with the i-th RHS is pi. Entropy values for each difficult sub-tree aggregates the different 
percentage of conformity values into one metric for every LHS. The lower the value of the entropy score, the 
more straightforward it will be to select the simple sub-tree rule to use in the simplification. For example, the 
absolute value for a LHS that turns into RHS1 half the time and RHS2 half the time is 1. However, the entropy 
score for a LHS that turns into RHS1 80% of the time and RHS2 20% of the time is 0.72. 

 

 

 -5-  

76



Rule Set Filtering 

Of the 32,700 pairs, 26,600 were unique and were considered as candidate rules. However, many of these rules 
contained larger sub-trees and only appeared once in the set of pairs. Furthermore, there were candidate rules with 
higher frequency but high entropy as well – rules where the LHS turned into many different RHS inconsistently. We 
categorized all rules that either only occurred once or had an entropy <=2 as ‘weak’ and discarded them since they 
either would not generalize well or would be hard to apply in practice.  This classification contained 19,863 rules. 

The remaining rules were categorized into three additional categories based on their frequency of occurrence and 
percentage of conformity: ‘medium’, ‘strong’ and ‘very strong’. The naming of these categories is arbitrary, but we 
relied on them for identification purposes. The categories are subsets of each other; thus, the weak rules set contains 
every rule, medium rules have a lower entropy (<1.5) and contains 1400 rules, strong rules contains 125 rules and 
there are 13 very strong rules. The selected percentage of conformity and frequency threshold values for each of the 
categories are shown in Table 5. 

Table 5. Strength categorization of rules.  

Strength Frequency Percentage of Conformity Number of Rules 

Weak >0 >0% 26,600 

Medium >=2 >34% 1400 

Strong >=3 >40% 125 

Very Strong >=5 >50% 13 

 

To maximize the applicability of the final set of rules to a new corpus, we removed all rules with coverage less than 
0.00064 on the Wikipedia corpus. We chose the Wikipedia corpus since it is large, contains general content and is 
different than the corpus that the rules were learned from.  The threshold was chosen based on manual examination of 
a small set of rules. After this filtering, 146 rules remained, each with entropy scores below 1.5, percentage of 
conformity >34%, and frequency of >= 2. 

Example Rules 

Table 6 shows a set of four example rules from our final set of rules along with the sentence pairs they were extracted 
from. The LHS of the rule occurred in the difficult sentence while the RHS of the rule occurred in the simple sentence. 

 

Table 6. Example rules extracted. 

Parse rule (very strong) (VP(VB)(VP(VB)))  (VP(VB)) 

Normal Sentence In cognitive therapy, it’s believed, that clients change their behavior only by 
altering their cognitions. 

Simple Sentence In cognitive therapy, they believe, that clients change their behavior only by 
altering their cognitions. 

Parse rule (very strong) (NP(DT))  (NP(DT)(NN)) 

Normal Sentence This was added on to treatment with beta blockers. 

Simple Sentence This therapy was added on to treatment with beta blockers. 

Parse rule (strong) (NP(DT)(NN)(NN))  (NP(DT)(NN)) 

Normal Sentence Acupressure points for neck pain relief are situated at various key crossings 
on body. 

Simple Sentence Acupressure Points for Neck Pain Relief are situated at various spots on 
body. 

 -6-  

77



Parse rule (medium) (ADJP(JJ)(PP(IN)(NP(NN))))  (VP(VB)(PP(IN)(NP(NN)))) 

Normal Sentence Centrum is rich in alkaline ingredients that makes the vitamins harder to 
absorb 

Simple Sentence Centrum has a lot of alkaline ingredients that makes the vitamins harder to 
absorb 

 
Rule Evaluation 

We conducted a user study to evaluate how well the rules guide text simplification. Two experts who were not 
involved in any of the development steps of the project performed the evaluation. Both have strong experience, 
18 and 23 years, with digital literacy, qualitative data analysis, and medical research. This study will show how 
well these rules will be able to support text simplification in our online text editor. 

Applying a Rule 

In the medical text simplification tool, it is important to present the rules in a useful form for the writer. To 
facilitate this, a descriptive form of each rule was generated. Instead of providing the rule to the user in raw form 
with the LHS and RHS parse sub-trees, i.e. “(NP (NP (DT) (NN) (NN)) (PP (IN) (NP (NN) (NN)))) turns into 
(NP (DT) (NN) (NN)),” we created a descriptive form, i.e. “Remove prepositional phrase from noun phrase.” 
Note that this descriptive form of a rule was the only human-generated portion of the rule creation.  

To further help application of a rule to a new difficult sentence, we will also display an example application of 
the rule taken from the Newsela corpus with the portion where the rule applied is highlighted. Figure 3 shows an 
example.  

 
Figure 3. For each rule, we provided a descriptive form and a highlighted example. 

 

In the simplification tool, our algorithm will parse the text to check whether any of the rules apply. If so, then the 
sentence portion that should be simplified gets highlighted and Figure 3’s window would pop up below it. 

Study Design 

We had two main goals for our study.  First, to validate that the rules learned can be used to guide grammatical 
text simplification of new sentences.  Second, to understand how different rule characteristics affect the 
usefulness of the rules.  This can help further decide which rules to deploy into the text simplification tool and 
direct future research into learning grammatical transformation rules.  We examined two rule characteristics: the 
strength of the rule and the length of the rule. 

We used a 2x2 design with strength and length as the independent variables in the experiment. We compared 
“strong” rules (which included both strong and very strong rules) with medium rules. We compared short versus 
long rules where length was determined by the character count of the difficult sub-tree. The cutoff for long/short 
rules was the median length: 16 characters. We tested 20 rules with 5 examples for each condition (N=100). The 
examples were randomly chosen sentences from the Newsela and/or the Wikipedia datasets where the rule 
applied.  

To align the study design with the format of our text simplification tool, the descriptive form of a rule was 
provided to the experts as well as an example application of the rule. Examples were randomly chosen from the 
Newsela and/or the Wikipedia datasets.  
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Procedure & Metrics 

Both experts were given the same document where each page contained one simplification rule in descriptive 
form and 5 sentences to simplify using that rule. The part of a difficult sentence that needed simplification (i.e. 
that matched grammatically the rule’s LHS) was underlined and its font color was changed to red. Each expert 
was given 20 such pages, one for each rule. The order of the pages was randomized. 

For each sentence, the experts simplified the sentence guided by the rule and then rated the difficulty of the 
process on a 5-point Likert scale (1 = “Very Difficult to Simplify” to 5 = “Very Easy to Simplify”). Upon 
completion of the 5 sentences for a rule, the experts rated the overall helpfulness of the simplification rule and 
of the examples on a 5-point Likert scale (1 = least helpful” to 5 = “most helpful”). We also provided the option 
to add comments for each rule and example. Finally, we asked whether more examples would have been useful 
for the simplification. This is important primarily from an implementation perspective but can serve as a 
secondary way of measuring how difficult it is to apply a given rule as we expect that experts will likely need 
more examples in cases of more difficult rules. 

Results 

We analyzed the ease-of-use ratings from all individual examples simplified by the experts (Table 7) (N=195, 
20 rules x 5 examples x 2 experts with one expert not providing ratings for one rule and its 5 examples).  A high 
score (5-point Likert scale) indicates that the rule was easy to use. Overall, we found that strong rules received 
a slightly higher score (4.11) than medium rules (3.88). Long rules received a slightly higher score (4.09) than 
short rules (3.90). However, we conducted a 2x2 ANOVA on the data which showed that these differences were 
not significant. 

 

Table 7. Ease-of-use (5-point Likert, with higher being easier to apply). 

 Rule Strength  

Strong Medium  

Rule 
Length 

Long 4.36 3.82 4.09 

Short 3.86 3.93 3.90 

  4.11 3.88  

 

Next, we analyzed the overall ratings by the experts per rule (helpfulness of the rules and the examples). Table 
8 show the results for overall helpfulness, i.e., the helpfulness rating for the rule to simplify text after completing 
the five examples (N=40, 20 rules x 2 experts). Strong rules received a higher score (4.40) than medium rules 
(3.45). A 2x2 ANOVA showed this to be a significant main effect (F(1,36) = 4.991, p = .03). The different in 
ratings for long (3.90) and short (3.95) rules was small and the effect was not significant.  The interaction was 
similarly not significant.  

 

Table 8. Rule helpfulness (5-point Likert, with higher being better). 

 Rule Strength  

Strong Medium  

Rule 
Length 

Long 4.50 3.30 3.90 

Short 4.30 3.60 3.95 

  4.40 3.45  
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Table 9 shows the results for overall helpfulness of examples. We see the same pattern emerge. Strong rules are 
rated higher (4.05) then medium rules (3.25). Longer rules are rated lower (3.55) than shorter rules (3.75). A 2x2 
ANOVA showed these results were not significant, however there was a strong trend for rule strength (p = .066). 

 

Table 9. Example helpfulness (5-point Likert, with higher being better). 

 Rule Strength  

Strong Medium  

Rule 
Length 

Long 4.00 3.10 3.55 

Short 4.10 3.40 3.75 

  4.05 3.25  

 

In response to our additional questions, experts would have liked to see additional examples 35% of the time, 
40% of the time for medium rules and 20% of the time for strong rules.  

Conclusion 

Grammar simplification rules that are based on the parsed structure of a sentence can be automatically generated 
using a data-driven approach. Based on a dataset of 141,500 sentence pairs, we extracted 1,400 medium rules 
and 146 strong rules. Based on expert evaluation, rules are highly applicable to difficult sentences and can make 
text simplification easier by guiding the simplification process.  

We find that rule characteristics impact how useful the rules are. We hypothesized that strong rules are more 
helpful than medium rules and that long rules are more helpful than short rules. While the differences in ratings 
are small, our results indicate that strong rules are preferred over medium rules. This finding is important for our 
future use of these rules. When integrating them into our text editor, sentences that should be simplified based 
on our rules will be flagged. However, this may results in many or all sentences being flagged. We will provide 
writers the opportunity to reduce the number of rules being applied and sentences tagged. Additionally, the 
metrics can be used to rank the rules in an editor, with stronger rules and shorter rules shown first.  Future 
research will look at additional rule characteristics to further improve this filtering and ranking process and will 
include a user study of the automatically generated sub-sentence-level rules after their implementation in our 
medical text simplification tool. In addition, we are writing plain and simple English descriptions for the rules 
and have examples for each. The section in the sentence that needs simplification will be highlighted and the 
plain English rule with examples will be shown. Our online prototype is available at 
http://simple.cs.pomona.edu:3000/. 
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Abstract

Patient-specific risk scores are used to identify individuals at elevated risk for cardiovascular disease. Typically, risk
scores are based on patient habits and medical history — age, sex, race, smoking behavior, and prior vital signs and
diagnoses. We explore an alternative source of information, a patient’s raw electrocardiogram recording, and develop a
score of patient risk for various outcomes. We compare models that predict adverse cardiac outcomes following an
emergency department visit, and show that a learned representation (e.g. deep neural network) of raw EKG waveforms
can improve prediction over traditional risk factors. Further, we show that a simple model based on segmented heart
beats performs as well or better than a complex convolutional network recently shown to reliably automate arrhythmia
detection in EKGs. We analyze a large cohort of emergency department patients and show evidence that EKG-derived
scores can be more robust to patient heterogeneity.

1 Introduction

Heart disease annually claims the lives of over 600,000 people in the United States and over 17 million people
worldwide1;2. Cardiovascular disease is varied. Coronary heart disease can progress to heart attack or stroke. Cardiac
arrythmias, such as atrial fibrillation, are strongly associated with stroke, ventricular fibrillation, and sudden cardiac
death — patients with atrial fibrillation have a 2.5× increased risk of sudden cardiac death3. Early detection of
cardiovascular disease is critical, and accurate characterization of patient risk can be used to improve care.

Risk models for a variety of cardiovascular diseases are typically based on patient attributes, behaviors, and medical
history. Common predictors include age, gender, blood pressure, cholesterol level, smoking habits, and history of heart
disease or hypertension. Both atrial fibrillation and general cardiovascular disease risk scores have been developed
based on these common patient characteristics4;5;6.

In this work, we study the use of raw electrocardiogram (EKG) waveform data to assess the risk of future cardiac
disease. Risk scores derived from an EKG measurement do not depend on patient history and can be more generally
applicable to new patients, patients with missing health information, or patients from clinically underserved populations.
We compare risk scores based on traditional factors (e.g. age, gender, history of heart disease, hypertension, high
cholesterol, etc.) to those derived purely on EKG waveforms, as well as the combination of the two sources.

We develop predictive risk scores on a dataset of 48,777 emergency department (ED) encounters from 33,806 unique
patients and validate models on a separate set of 12,715 ED encounters from a separate set of 9,658 patients. These
risk scores predict a variety of outcomes: development of atrial fibrillation, stroke within six months, a major adverse
cardiac event (MACE) within six months (i.e. heart attack or revascularization), and the result of a troponin lab — a
common blood test — at multiple time horizons. Reliable risk assessment of these outcomes can lead to a more efficient
allocation of time and resources and better decision-making.

We show that the EKG waveform provides different (and often complementary) information about patient risk. For
some outcomes (e.g. MACE and troponin labs) the raw EKG waveform was both more accurate and more robust to
heterogeneity in the underlying population. For others (e.g. atrial fibrillation and stroke) EKG waveform data do not
outperform simple patient history-based risk scores in the general population, but behave quite differently (and more
robustly) in different patient subpopulations.

We also compare the performance of two deep EKG-based predictors: (i) a convolutional residual neural network that
has recently been shown to automate arrhythmia detection in EKGs7, and (ii) a simple multi-layer perceptron model
applied to segmented beats that we develop in this work. We find that the simple model performs as well as or better
than the complicated residual network in the prediction problems we study.
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2 Background

Cardiac risk factors Assessing risk of heart disease is a well-studied area. For atrial fibrillation, risk models based on
a small number of variables have been shown to be predictive in long time horizons. A model based on age, race, height,
weight, blood pressure, current smoking, antihypertensive medication, diabetes, and a history of myocardial infarction
and heart failure was shown to have reasonable predictive power (validation C-statistic/AUC of .70)4. Notably, it was
also shown that simple features derived from electrocardiograms — PR interval and left ventricular hypertrophy — did
not improve predictive performance4. However, it is believed that long term heart rhythm monitoring could improve
early detection of asymptomatic atrial fibrillation5;8.

For general cardiovascular risk, the Framingham risk score is based on a small number of patient predictors9. In hetero-
geneous populations, however, it can struggle to achieve good predictive performance. Another study found relatively
low predictive capacity of the Framingham-based risk scores in an 8-year followup study10, with C-statistic/AUCs in
the range of .577 to .583.

Additionally, we are motivated to develop EKG-based risk assessments because they do not explicitly rely on patterns
of health-seeking behavior. As argued in [11], predictive models based on patterns of health care consumption could
inadvertently increase the allocation of resources to those who access the health care system the most. EHR-based
predictors may, in part, predict future consumption of health care, and decisions based on these risk scores may
disproportionately benefit those who can frequently seek treatment. Thus, it is valuable to explore alternative sources of
information about a patient’s health to build predictive models.

Clinical modeling Statistical machine learning techniques are used to find patterns in structured, high-dimensional
signals. These tools are deployed in a variety of settings including prediction tasks, data exploration, and hypothesis
generation. In medicine, machine learning tools have been used to predict disease presence12, forecast patient
outcomes13;14, and characterize disease progression15. Commonly collected high-dimensional medical signals, such as
echocardiograms and electrocardiograms potentially carry rich information unknown and unexploited by physicians—an
opportunity for pattern recognition algorithms to be used for prediction and biomedical study.

Automatic diagnosis is a current focus of machine learning applied to EKGs. For example, recent work used deep
convolutional residual networks to mimic (and in some cases exceed) the ability of cardiologists to label certain classes
of arrhythmia present in a single lead EKG tracing7. In contrast, the focus of this work is to explore the use of EKGs to
assess risk of future cardiac disease. We compare models using only raw EKG waveform data, simple EHR-derived
features, and the conjunction of EKG waveform data and EHR-derived features to characterize patient risk with respect
to certain adverse cardiac outcomes.

3 Data

Our data are derived from the electronic health records in the Partners health care system, associated with Brigham and
Women’s hospital (BWH). We focus on emergency department (ED) encounter level data; we assess risk of cardiac
outcomes for a patient at the time of their ED visit. Our starting cohort includes every ED visit to BWH between 2010
and 2015 with an associated electrocardiogram recording.

We develop and validate our models on patients with EKGs that exhibit normal sinus rhythm, as interpreted in the
associated cardiology report. We exclude patients with EKGs that exhibit atrial fibrillation or atrial flutter. We also
exclude EKGs that were noted by the cardiologist interpreter to be noisy or of poor measurement quality. Some ED
encounters have multiple electrocardiogram recordings — when this is the case we use the first EKG taken during the
encounter to develop and validate our predictive models.

3.1 Outcomes

Our models predict multiple outcomes: future diagnosis of atrial fibrillation, stroke within a six month window, a major
adverse cardiac event within a six month window, and troponin lab values at multiple time horizons (we report values
for within 30 days). These outcomes are described in more detail below.
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(a) Example 10-second EKG, consisting of leads V1, II, and V5.

(b) Patient a (c) Patient b
Figure 1. Top: full EKG data from the three long leads, V1, V5, and II. Bottom: segmented beats from two patients,
using the method from [16]. Each initial EKG has been detrended by subtracting out low frequency signals using a
Gaussian filter, and scaled to be within the range [-1, 1]. Each beat has been resampled to a grid of length 100.

Future atrial fibrillation Atrial fibrillation is a common cardiac arrhythmia that has been known to co-occur with
more serious cardiac outcomes, including stroke17 and sudden death3. We construct atrial fibrillation-related outcomes
from ICD-9 diagnosis records, joining codes 427.31 (atrial fibrillation) and 427.32 (atrial flutter). A patient diagnosed
with atrial fibrillation or flutter at least three days after the start date of their ED encounter is associated with outcome
Y (afib) = 1. Note that our cohort does not include EKGs that exhibit atrial fibrillation or flutter, according to the
accompanying cardiology notes.

Stroke-6m ECG abnormalities have been shown to correlate with near-term stroke18. We construct a stroke outcome
variable within a six month window after the ED encounter from a set of ICD-9 diagnosis codes. We combine the
following categories to form the majority of our stroke observations: cerebral artery occlusion (434.91), acute, but
ill-defined, cerebrovascular disease (436), intracerebral hemorrhage (431), subarachnoid hemorrhage (430), subdural
hemorrhage (432.1), cerebral embolism with cerebral infarction (434.11), unspecified intracranial hemorrhage (432.9),
cerebral thrombosis with cerebral infarction (434.01), and others that include “cerebral infarction” in their description
(e.g. 433.11, 434.90, 434.10, 434.00, 433.01, 433.31, and 433.21). A patient with any of these diagnoses within sixth
months of the ED visit has the outcome Y (stroke) = 1.

MACE-6m We also predict the occurrence of a major adverse cardiac event (MACE) within six months following the
ED encounter. These events include myocardial infarction, cardiac arrest, receiving a stent, or a coronary artery bypass
grafting. A patient with any of these outcomes within sixth months has value Y (mace) = 1. Importantly, we report
predictive accuracy on a set of patients who were not tested for cardiovascular disease in their emergency department
encounter — i.e. did not receive a stress test or catheterization.

Troponin labs Troponin lab tests measure the concentration of a family of proteins (troponin I and T) that are found
in skeletal and cardiac muscle fibers. In healthy patients, troponin concentration is small. However, damage to heart
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muscle cells causes troponin to be released into the blood, increasing concentration. Troponin lab tests are used to
determine if a patient is currently or about to suffer a heart attack. We use high troponin lab observations as an additional
surrogate for an adverse cardiac outcome. Based on the guidelines in19, we define high to be a value of .04 ng/mL
or greater. We construct the outcome of troponin laboratory tests at multiple time horizons — 3, 7, 30, and 180 days
after the emergency department visit.1 For each patient, we take the maximum measured troponin value in the window
starting at the ED date and ending at each of the time horizons. We assign the outcome variable a 1 if the maximum
value is equal to or greater than .04 ng/mL, and a 0 otherwise. Many values were missing; fewer than half of patients
had a troponin lab done within 180 days of the ED visit. We treat these outcome values as missing at random when
fitting and validating our models (i.e. they are ignored when fitting and analyzing models).

3.2 Patient-level Predictors

To predict the outcomes detailed in the previous section, we use features derived from patient health records and
observed EKG tracings.

Patient demographics and simple history For each patient, we include age (standardized to mean 0, standard
deviation 1 using the development set distribution), binary indicators for race (race black, race white, race hispanic,
race other), and sex. Further, we include a binary indicator if a patient has any past diagnosis of diabetes, myocardial
infarction, hypertension, or smoking, based on ICD-9 records (dating back to 1990).

We also include information about historical longitudinal vital signs, including pulse, temperature, height, weight, bmi,
diastolic blood pressure, systolic blood pressure, hdl, ldl, and vldl cholesterol. Following [20] we include indicators if
any of these values were ever observed

• to be non-zero (i.e. present in history)
• to be in the lowest decile
• to be in the highest decile
• within a normal range (between lowest and highest deciles)
• to be increasing (latest measurement is higher than first measurement)
• to be decreasing
• to be fluctuating (the standard deviation of the measurement is above the 75 percentile)

The demographic, diagnosis history, and vital sign statistics total to 88 features, and serve as our baseline predictors for
each outcome. We refer to this set of predictors as the HISTORY features.

Electrocardiogram Waveform Data and Cardiology Remarks For each patient we consider the raw waveform
values from EKG leads II, V1, and V5 (the long leads showing 10-second tracings), depicted in Figure 1a. Each EKG
is subsampled to 100 Hz, detrended, and the voltages in each lead are scaled to lie in the range [−1, 1]. We use the
raw EKG waveform data in two ways: the entire trace within a convolutional residual neural network21 using the
architecture described in [7]; and individually segmented beats within a simple multi-layer perceptron.

We also consider information from the text of the cardiology report associated with each EKG. EKG remarks are loosely
structured text that indicate the presence (or absence) of certain physiologically meaningful features as interpreted by
a physician. Using a set of regular expressions, we process the cardiology remark text into features that indicate the
presence or absence of common EKG attributes. These include bundle branch block, aberrant bundle branch block,
ventricular hypertrophy, ST depression, ST elevation, T wave presence, T wave inversion, J point elevation, J point
repolarization, and prolonged QT. The cardiology report also includes continuously measured features of the EKG,
including the PR interval, QRS duration, QT interval, QTc interval and the P-R-T axes. We use the remarks and interval
information together as a set of features (the “remark” features), and compare their predictive ability to models that
directly use the raw EKG waveform.

1In this write-up, we report predictive results for the 30 day outcome, but general patterns of comparison between models hold for the other time
horizons.
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Development Test Test (no history)
Dataset Characteristics

# EKGs 48777 16413 12715
Patient demographics

# unique patients 33806 11270 9658
mean age (sd) 54.2 (18.1) 54.5 (18.3) 53.1 (18.5)
# female (%) 28482 (58.4 %) 9589 (58.4 %) 7278 (57.2 %)

Patient with history (%)
mi 3940 (8.1 %) 1318 (8.0 %) 0 (0.0 %)
diabetes 5009 (10.3 %) 1671 (10.2 %) 0 (0.0 %)
hypertension 8619 (17.7 %) 2883 (17.6 %) 0 (0.0 %)
stroke 1989 (4.1 %) 677 (4.1 %) 0 (0.0 %)
smoking 5585 (11.5 %) 1897 (11.6 %) 321 (2.5 %)

Outcomes: total positive (%)
future-afib 3759 (7.7 %) 1344 (8.2 %) 451 (3.5 %)
stroke-6m 937 (1.9 %) 308 (1.9 %) 196 (1.5 %)
mace-6m 2134 (4.4 %) 716 (4.4 %) 487 (3.8 %)

troponin: (# labs observed, % positive)
trop-7d 1910 (17113, 11.2 %) 585 (5796, 10.1 %) 388 (4317, 9.0 %)
trop-30d 2181 (17988, 12.1 %) 666 (6095, 10.9 %) 433 (4504, 9.6 %)
trop-180d 2854 (20074, 14.2 %) 888 (6836, 13.0 %) 551 (5023, 11.0 %)

Table 1. Summary of our data, split by development, test, and no history cohorts.

3.3 Sample Summary

Table 1 summarizes the cohort examined in this study. We construct our cohort such that every encounter has an
associated EKG (and all EKGs have associated cardiology remarks); no raw EKG waveforms were treated as missing.
Some EKG report entries were missing — for example the QT, QT corrected were sometimes absent from the final
cardiology report. We use a simple imputation strategy, substituting in the sample average. Further, every ED encounter
has associated patient demographic and current age information. Our HISTORY features are binary indicators — if
a diagnosis is present in the EHR records (dating back to 1990 for some patients) the feature is set to one; all others
are set to zero. ED encounters with missing outcomes (in the troponin labs) are ignored in the model building and
evaluation phases.

Development and Testing Split We split our cohort by patients into a development set (75% of patients) and a
testing set (25% of patients) — no patients overlap in these two groups. We report predictive performance on the test
data set in this writeup. Additionally, we consider a “no history” subset of patients within the test group who have
no recorded history of myocardial infarction, diabetes, stroke, hypertension, or atrial fibrillation — a cohort where
predictive accuracy cannot be based on past occurrences. We report the predictive performance of EKG-based and
EHR-based algorithms on these patients with no previous diagnoses in these categories. When reporting future afib
predictions, we exclude test patients with any history of atrial fibrillation or flutter. Furthermore, for the MACE outcome,
we report accuracy only on patients who were left untested in their emergency department visit (for over 10 days).

4 Methods

We compare an array of predictive models that use raw EKG waveform data, electronic health record historical data, or
a combination of the two. For each set of features below, we build a model to predict a binary outcome.

History Baseline (HISTORY) We construct a predictive model following the approach in [4] that includes race,
height, weight, systolic and diastolic blood pressure, ldl, hdl, and vldl cholesterol, diabetes, antihypertensive medication,
smoking history, and past diagnosis of heart disease or cardiac arrest. We construct statistical summaries of height and
weight (including body mass index), systolic and diastolic blood pressure measurements, and historical cholesterol levels,
following the “patient demographic and simple history” description above. The HISTORY model is a L2-regularized
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(a) HISTORY (or REMARK) model (b) BEATNET (c) BEATNET+HISTORY

Figure 2. Compared models. Not depicted is the residual network based on [7].

logistic regression model, tuned using a fixed validation set (15% of the total dataset), depicted in Figure 2a.

EKG: Cardiology Remark Features (REMARK) We also include a model based on the cardiology report into our
comparison. These predictors include the following automatically generated features: PR interval, QRS duration, QT
interval, QTc interval and the P-R-T axes. We also include indicator features based on cardiologist derived remarks,
that indicate the presence/absence of bundle branch block, aberrant bundle branch block, ventricular hypertrophy, ST
depression, ST elevation, T wave presence, T wave inversion, J point elevation, J point repolarization, and prolonged
QT. These features were derived via regular expression matching on the cardiology report text.

Electrocardiogram: Residual Network (RESNET) We directly incorporate information from the raw EKG wave-
form using a convolutional residual neural network21 modeled on the architecture described in [7] for arrhythmia
detection. We augment their single-lead model to the multi-lead setting. In our experiments, we fix the number of
repeated residual blocks to 8 (as opposed to the 15 used in [7]); we observe no difference in performance.

Electrocardiogram: Beat-Segmented Model (BEATNET) We also build models based on a beat-by-beat segmenta-
tion of the 10 second EKG signal. We construct these EKG-derived features by first detecting the R peak in the full
EKG recording using the method detailed in [16]. We then extract each beat, leaving 2/3 of the cycle after the R peak,
and 1/3 of the cycle before. We use the same beat extraction location for each of the three leads (II, V1, and V5). Each
extracted beat is resampled to a fixed grid of length 100 (using linear interpolation), creating a beat observation of size
3× 100 samples. We predict each outcome using a simple multi-layer perceptron with two hidden layers each of size
500 activation units, with a rectified linear unit as the non-linearity applied to each activation. We train with dropout
applied to each layer of hidden activations with probability p = .5. We aggregate beats back into a single example by
taking the average value across the beats from the same EKG. We leave more complex temporal modeling of within
EKG beat-to-beat variability for future work. The BEATNET model is depicted in Figure 2b.

Hybrid Models (BEATNET+HISTORY) We also compare features sets that include combinations of baseline, remark,
and raw waveform features. We report results on the beatnet model plus patient history predictors. We use a wide-
and-deep model architecture22 that concatenates the last layer’s representation to the patient history features before
outputting the outcome predicted probability value. This architecture is depicted in Figure 2c.

For the RESNET, BEATNET, and BEATNET+HISTORY models, we append cardiology remark features to the outcome
variable, as we find that this helps regularize our predictor. Note that we do not need cardiology remark features to
make predictions, they are only used within training. This multi-task outcome is depicted in Figure 2b and 2c.

Model Fitting We train all models by minimizing a regularized cross entropy loss over model parameters θ and
regularization parameter λ

L(θ) =
N∑
n=1

`(Yn, Ŷn) + λ ·R(θ) , (1)

87



(a) future afib (b) stroke-6m (c) mace (d) troponin-30d
Figure 3. Predictive AUCs, all held out patients vs. patients with no history of relevant disease.

where

Ŷn = 1/(1 + exp(−fθ(Xn)) , `(Yn, Ŷn) = Yn · log Ŷn + (1− Yn) · log(1− Ŷn) . (2)

Here n = 1 . . . , N indexes ED encounters, and R(θ) = ||θ||22 is L2 regularization. We tune λ using a dedicated
validation set made up of 20% of the development dataset (9,635 of the 48,777 ED encounters). For the REMARKand
HISTORYmodels Xn are features and fθ(Xn) = θ0 + θᵀXn is a simple logistic regression model, and we explore a
grid of λ values, keeping the one with the lowest validation loss.

For the neural net models, Xn is a multi-channel EKG (or beat segment), and fθ(Xn) is a composition of convolutional,
non-linear, and fully connected maps from the high dimensional Xn space to the out come prediction logit-probability
space. In these models, we fix λ but tune performance by early stopping, keeping the model parameters θ corresponding
to the best validation loss. For all neural-network based models (e.g. RESNET, BEATNET, and the hybrid models) we
train using the adam optimizer23 with step size .001 (reduced by a factor of two after every 15 epochs), and minibatch
size 256. We train for a total of 80 epochs and return the model with the best validation loss.2

5 Results

For each model, we report performance on the held out set of patients (and various subpopulations of those patients)
measured by the area under the ROC curve (AUC). For each model type, we apply the same predictive model to each
test set subpopulation. Figure 3 depicts the AUC (and ± one standard error) for the HISTORY, REMARK, RESNET,
BEATNET, and BEATNET+HISTORY models on the full set of test patients and the “no-history” set.

For prediction of atrial fibrillation and stroke within six months, the BEATNET and RESNET perform similarly to the
historical features, with future afib AUCs in the range .65 to .68, and future stroke in the range .58 to .62. For both
of these outcomes, including the HISTORY features alongside the raw EKG beat waveform improved prediction. For
of MACE and troponin within 30 days, the EKG-based predictors substantially outperformed the HISTORY-based
predictors.

Furthermore, all predictors performed similarly on the subsample of patients with no prior history of heart disease. For
the HISTORY-based predictor, patient demographics and longitudinal vitals entered more heavily in the prediction. This
robustness could be partially explained by our choice of cohort — only patients with EKGs that exhibit normal sinus
rhythm were included.

We also found that our BEATNET model performed as well or better than the RESNET model7 trained on the entire
EKG. We note that the BEATNET predictor is quite a bit simpler — the beat segmented MLP has 408,014 parameters,
whereas the RESNET has 1,215,182 parameters (≈ 3×). One could imagine a further reduction using a convolutional
beat specific neural network or a sequence-based beat model — developments we leave for future work. Further, the
restricted structure of the BEATNET model suggests that the information in the EKG that is predictive of future outcomes
is within the cardiac cycle itself, and not in rhythmic variation from cycle to cycle (as detectable by the RESNET model).

The following subsections discuss predictive performance on a variety of patient subpopulations.

2Model implementations are available at https://github.com/andymiller/ekg-risk-models.
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(a) future afib (b) stroke-6m (c) mace (d) troponin-30d
Figure 4. Predictive AUCs, stratified by age.

EKG-based models are robust to age As expected, age is an influential variable for the patient HISTORY-based
risk scores. When we look within a single age group, we see a sharp reduction in the predictive accuracy of the
HISTORY model, as depicted in all panels of Figure 4. This reduction, however, does not happen as dramatically in the
EKG-based models. For instance, the HISTORY model predicts MACE outcomes with out-of-sample AUC of about
.675, while the BEATNET predicts with AUC of .750. When we stratify by age the HISTORY-based predictive AUCs all
drop to the range of .54-.57 (Figure 4c). However, the BEATNET scores stay high in most quintiles — for the youngest
four quintiles we observe AUCs within .7 and .77. In the oldest quantile, we observe a drop off to .6.3

When the BEATNET predictor performs similarly to the HISTORY model, we still see a robustness to within-age-bucket
comparisons. Figure 4a shows us that BEATNET outperforms the HISTORY model within the lowest three quintiles. We
also note that the combination of EKG beat waveforms and patient history features creates a predictor that performs the
best, comparatively, within each age quintile.

Race and Sex In three of our four outcomes, we find that EKG-based predictors exhibit parity among different racial
and sex groups. Focusing on MACE, we find that the HISTORY model has a significantly different predictive accuracy
between black and white patients, where the black subpopulation exhibits more accurate predictions (.72 vs. .65), seen
in Figure 5. However, this gap is significantly reduced when considering only the EKG-based risk scores (see Figure 5c).
Notably, the gap reappears in the BEATNET+HISTORY model that combines EKG and HISTORY features. For troponin
values within 30 days, the HISTORY model performs significantly worse for the black subpopulation (AUC .54 vs .6.).
Again, using EKG-based features erases this discrepancy (Figure 5d). When predicting high troponin values within 30
days, we notice a significant difference between men and women using the HISTORY-based risk score (Figure 6d. This
difference disappears when considering EKG features (BEATNET and RESNET). It also disappears when considering
the union of EKG and HISTORY features.

Curiously, the opposite pattern holds for atrial fibrillation prediction. We notice that HISTORY-based risk scores perform
equally well between black patients and white patients (with AUC .67-.68). However, the EKG-based scores exhibit a
large gap — the black cohort has AUC .71, whereas the white cohort has AUC .62. Overall, we find that our patient
HISTORY model performs similarly to the predictive model in [4].

Neural Network Models Detect New Features We find that the raw waveform data adds more predictive information
above the cardiology report features for the future afib and MACE outcomes. For MACE prediction, we find that the
BEATNET significantly improved over remark features by (.75 to .70 AUROC), suggesting that there are subtle-yet-
predictive morphological features present in the raw EKG beat data that are either not noticed or not looked for in the
cardiology interpretation. Further, for the future atrial fibrillation outcome, we find that adding raw EKG information to
the baseline history features improves predictive performance among the “no history” test cohort.

6 Discussion and Conclusion

We show that EKG-based risk scores for cardiovascular disease can be competitive with and sometimes outperform
patient history-based risk scores. Furthermore, we show that EKG-based risk scores can be far more robust to patient
heterogeneity, as it measures the current physiological state of the patient and not a set of historical patient attributes.
These results imply that patient history-based risk scores can be less portable across different patient populations,

3Interestingly, the EKG-only models tended to predict more accurately in the younger populations, and struggle in older populations. The effect is
particularly pronounced in the MACE and troponin predictions, seen in Figure 4.
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(a) future afib (b) stroke-6m (c) mace (d) troponin-30d
Figure 5. Predictive AUCs for each model, stratified by race

(a) future afib (b) stroke-6m (c) mace (d) troponin-30d
Figure 6. Predictive AUCs for each model, stratified by sex.

whereas EKG-based risk scores (or their combination) can be more broadly applicable.

One shortcoming of this work is that our validation and development sets were derived from the same underlying patient
population. We investigate robustness to patient heterogeneity, but ideally we would draw validation examples from a
completely different hospital system. Furthermore, some historical features (e.g. smoking) are not reliably documented
in health records.

Another shortcoming of the neural network approach is that models are black box, making it difficult to interpret which
features of the EKG are relied upon when making a prediction. Recent methods for interpreting complex discriminative
models could alleviate this problem24. However, ideally one would learn a decomposition of the EKG signal that
enables a cardiologist to interpret the predictive features — for example a separation of rhythmic and characteristic
wave variation (e.g. P, QRS, T waves) and how they interact to produce a prognostic risk score. A potential avenue
toward this approach is to build upon a generative model of the full EKG25 that separates variation in cardiac rhythm
and cycle morphology.

Another area of interest for clinical predictive modeling is studying multi-task predictors26, compared to the models
developed in this work. Does simultaneous prediction help identify predictive features and reduce model complexity?
Ideally, we would combine all sources of patient information — history, EKG, and multiple outcomes — into a single
model that captures patterns of missingness and overlap in predictive features in a way that is reliable and portable
across different clinical settings. The wide-and-deep (and potentially multi-task) framework is a sensible starting point,
but a more nuanced model of patient attribute and EKG feature interaction should be developed and validated. This is
an ongoing model development and validation challenge for data science in health care.
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Abstract 

Electronic health record (EHR) data is valuable for finding patients for clinical research and analytics but is complex 
to query. EHR phenotyping involves the curation and dissemination of best practices for querying commonly studied 
populations. Phenotyping software computes patterns in clinical and administrative data and may add the found 
patterns as derived variables to a database that researchers can query. This paper describes a method for managing 
EHR phenotypes in a data warehouse as the warehouse is incrementally updated with new and changed data. We 
have implemented this method in proof-of-concept form as an extension to the Eureka! Clinical Analytics phenotyping 
software system and evaluated the implementation’s performance. The method shows promise for realizing the 
efficient addition, modification, and removal of derived variables representing phenotypes in a data warehouse. 

Introduction 

Clinical data warehouses1 provide a population view of data in the electronic health record (EHR) that can support 
characterizing the number of potential participants for research studies in order to assess study feasibility.2 After a 
study has launched, clinical data warehouses can identify patients incrementally who can be approached for 
recruitment.3 Academic centers may have clinical research focus areas, and as a result, their researchers frequently 
query similar patient populations. Health systems with data warehouses appear to be less likely than in other industries 
to have formal data governance models in place that could promote standardization of frequent data requests.4 There 
likely is substantial variability in the queries that researchers use. 

EHR phenotypes are best practice queries for identifying populations of interest for clinical and translational research.5 
In a future state, when researchers are formulating a study, they will partner with informatics experts to identify and 
adapt existing phenotypes from their institution’s phenotype repository, which leverages local best practices and 
possibly those from other institutions.6 These phenotypes will be encoded in computable form.7 The phenotypes for 
the study will be deployed into a data warehouse’s data transformation and loading processes, after which the data 
warehouse will provide a regularly updated set of patients with derived variables that are computed according to the 
definitions of the phenotypes of interest. Identification of patients with the phenotypes of interest could trigger research 
alerts indicating the availability of a potential participant for a study.  

This capability requires incrementally updating phenotypes in a clinical data warehouse as data flows in. The data 
flow may include new, corrected, updated, and deleted data. As those data changes occur, computation of new 
phenotypes, changes to the phenotypes that were previously computed, and deletion of phenotypes that are no longer 
valid should also occur. While we could recompute all phenotypes of interest across the entire data warehouse every 
time data is updated, based on an analysis of our institution’s research data warehouse,8 we expect that approach to 
perform poorly in an environment of daily data updates to a large data warehouse with millions of patients. 

This paper will describe a method for implementing phenotype maintenance that includes incremental updating, and 
a prototype implementation that extends Eureka! Clinical Analytics. We previously reported on the Eureka system’s 
phenotyping capabilities9,10 and on its support for loading incrementally updated data into an i2b2 data warehouse.8 
This proof of concept implementation supports creating new phenotypes for addition to an existing dataset; retrieving 
computed phenotypes; changing phenotype definitions and recomputing them; and deleting phenotypes that are no 
longer of interest. We have analyzed the correctness of the implementation using synthetic data. 

Background 

Eureka! Clinical Analytics implements an Extract, Transform and Load (ETL) process11 for creating and maintaining 
databases that are populated from a clinical data warehouse.12  It extracts data from relational databases, Excel 
spreadsheets, and flat files. It structurally and semantically transforms extracted data from the source system into the 
Accrual to Clinical Trials (ACT) common data model and its supported vocabularies.13 Eureka computes phenotypes 
on the ACT data model representation of the data. It then transforms and loads the data and time intervals representing 
the computed phenotypes into a target data model. Supported target models include the i2b2 star schema,14 the 
Observational Medical Outcomes Partnership (OMOP) common data model,15 and a Neo4j graph database.12 While 

92



  

Eureka has supported incrementally updating a target model with new, changed, and deleted data since 2016,8 until 
now we have not provided for incrementally updating computed phenotypes that are loaded into the target model. 

Eureka provides four basic building blocks, called abstractions, for composing phenotypes: 

• Category abstractions allow specifying clinically significant groupings of abstractions and data values. 
Intervals are created that correspond to the timestamps of the category’s members that are found.  

• Value threshold abstractions allow specifying thresholds on one or more data values or abstractions such as 
a laboratory test or vital sign. The application of a threshold may require a contextual abstraction or data 
value to be present. Intervals are created corresponding to the timestamps during which there are data values 
that satisfy the thresholds. 

• Frequency abstractions allow specifying the number of times a data value or abstraction must be present. 
Intervals are created that span the temporal extent of all of the data values and abstractions that satisfy the 
frequency threshold. 

• Sequence abstractions allow specifying two or more data values or abstractions that occur in a required 
temporal order. Members of a sequence may be constrained with minimum and/or maximum temporal 
durations. The time distance between pairs of members may be constrained to minimum and maximum time 
values. Intervals are created as the temporal extent of a specified member of the sequence.  

Abstractions may be computed directly from an extracted dataset, or they may be computed from a combination of 
data values and other abstractions. This capability allows building complex summary representations of clinical data. 

A Eureka “query” specifies data and phenotypes of interest and an optional date range, and the query result consists 
of a stream of data and found phenotypes grouped by patient, including linkages between phenotypes and the data 
from which they were computed. Because phenotypes are specified in a common data model rather than the source 
system’s data model, phenotypes may be specified once and reused for phenotyping data from different source 
systems. The query result is streamed into a “query result handler” plugin. Plugins are available for outputting 
delimited files, outputting graphs of data using the Neo4j database, and loading data into i2b2. 

Eureka computes phenotypes using a production rules system. Each phenotype of interest is translated at query time 
into one or more rules. Source data is loaded into working memory a patient at a time, rules are fired, and intervals 
representing the abstractions that are found are inserted into working memory. Eureka maintains “forward” links from 
data to computed intervals, and it maintains similar links from intervals to other computed intervals. Eureka also 
maintains “backward” links from computed intervals down to the data from which they were computed.  

Taking advantage of these provenance links for incrementally updating phenotypes requires that the links be persisted 
so that they can be updated when new and changed data become available. The OMOP common data model has a fact 
relationship table that may support storing at least some of the required provenance information. Assessing the 
feasibility of using OMOP’s fact relationship table is outside the scope of this proof of concept. Our research data 
warehouse environment employs i2b2, which models only relationships between facts and patients, visits, and 
providers. As a result, a secondary database is needed to manage a full set of phenotype provenance links. A key-
value NoSQL store16 that is organized by patient may provide an efficient and easily implemented solution. We employ 
the secondary database approach in Methods below.  

Eureka is implemented in Java as RESTful17 web services and Angular (https://angular.io) web clients for specifying 
phenotypes and running queries. Eureka computes abstractions using the Drools (https://www.drools.org) production 
rules system. Eureka is available as open source from https://github.com/eurekaclinical and has been deployed as the 
ETL system for our institution’s i2b2 data warehouse since October 2016. 

Methods 

Data flows 

The Eureka! Clinical Analytics ETL process with incremental updating of phenotypes has six modes of operation. 
Two of them, called ETL flows, involve computing phenotypes on the fly as new and updated data flows through 
Eureka from a source data warehouse into i2b2. The other four, called phenotype management flows, support updating 
phenotypes and loading the changes into i2b2 without having to go back to the source system for data. 
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New phenotypes are specified by the user in Eureka! Clinical Analytics’ existing web user interface, which includes 
screens for creating, editing and deleting the category, value threshold, frequency, and sequence abstractions that are 
described above in Background 

ETL flows: 

The first two modes, REPLACE and INCREMENTAL, add incremental phenotyping to Eureka’s existing full reload 
and incremental data updating processes. Inputs into the process, shown in Figure 1, are new and changed data from 
a clinical data warehouse, the Accrual to Clinical Trials (ACT) project’s ontology, mappings from codes used in the 
source data warehouse to the standard codes that are required by ACT, a repository of phenotype definitions, and a 
“working memory database”. The latter is a key-value store by patient id that maintains a copy of the data mapped 
into the ACT model, intervals representing phenotypes that have been computed by Eureka, and the provenance 
information linking phenotype intervals to the data from which they were computed.  

In REPLACE mode, Eureka truncates the i2b2 tables and the working memory database, and it loads data and 
computes all requested phenotypes from scratch.  This mode is intended to populate i2b2 with an initial dataset. 

In INCREMENTAL mode, the target i2b2 database and the working memory database are updated with new and 
changed data. They also are updated with any phenotypes that now can be computed given the data changes. Intervals 
representing phenotypes may also be changed or deleted if the data from which they were computed changed or was 
deleted. INCREMENTAL mode is intended to refresh an i2b2 database as data is added, updated and deleted in the 
source system.  This mode assumes that the set of phenotypes of interest has not changed, or phenotype changes only 
apply to new and changed data going forward from the date of implementation.  

 
Figure 1. Eureka ETL flows compute and store phenotypes on the full dataset of interest from the source clinical data warehouse 
(REPLACE mode) or on data changes resulting from the incremental updating process (INCREMENTAL mode). Eureka phenotype 
management flows allow modifying the set of phenotypes that have been computed in a dataset. Rather than re-pull data from the 
source database, the phenotype management flows modify intervals representing phenotypes in the working memory database and 
push selected data and intervals into i2b2. Semantic Layer refers to the Eureka data processing RESTful web service. 

The INCREMENTAL mode is further illustrated in Figure 2, which shows phenotypes being added to a dataset at 
three time points: the initial data load, and two subsequent data updates.  

Phenotype management flows: 

The latter four modes, CREATE, RETRIEVE, UPDATE, and DELETE, support creating, retrieving, updating, and 
deleting phenotypes in an existing working memory database and loading the changes into the i2b2 database repository 
(Figure 1). The data flow for these modes retrieves no data from the source data warehouse. 
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Figure 2. The management of phenotypes in Eureka after an initial data load at time point 1, and subsequent incremental updates at time points 2 and 3.  Time point 1 has a snapshot 
containing one set of blood pressure readings, a hypertension diagnosis code, and a dispense of a drug used to treat hypertension. Based on these values, the system computes “On 
Diuretic” and “Hypertension” intervals. By time point 2, two more blood pressure readings are available, one of which is elevated. In addition, there is another hypertension 
diagnosis code, because of which the system computes another “Hypertension” interval and a “Second Hypertension” interval.  The data added by time point 3 allows Eureka to 
extend the Elevated BP interval and add new On Diuretic and Hypertension intervals. The type of abstraction (frequency, etc.) is in parentheses next to each interval’s name.
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Figure 3. An interval of the Elev. BP in Hypertensive on Diuretic phenotype that was added incrementally by Eureka’s CREATE 
mode. The type of abstraction (sequence, etc.) is in parentheses next to each interval’s name. 

In CREATE mode, new phenotypes are computed from the available data and previously computed phenotypes in the 
working memory database. The changes to working memory are written back to the key value store. The new 
phenotypes also are passed into i2b2, where they are loaded into the i2b2 fact table, and concept records for the new 
phenotypes are loaded into the concept dimension table.  

Figure 3 shows an interval representing a phenotype that was added using CREATE mode to the phenotypes in time 
point 3 from Figure 2, Elev. BP in Hypertensive on Diuretic. This new phenotype is computed from Second 
Hypertension, Elevated BP, and On Diuretic intervals, which were already present in the working memory database. 

RETRIEVE mode loads specified data and phenotypes from the working memory database into the target i2b2 data 
warehouse. We include this mode primarily for completeness, but it could be useful for restoring an i2b2 data 
warehouse from the contents of a working memory database. 

UPDATE mode is functionally equivalent to a DELETE followed by a CREATE. Because phenotype intervals are 
computed values, the source data does not provide a unique identifier for the intervals that could support a full merge 
operation. 

In DELETE mode, specified data and phenotypes are deleted from the working memory database, and their 
corresponding records are also passed to i2b2 with a delete timestamp set to the current time so that the specified data 
and phenotypes are deleted from i2b2. Due to provenance maintenance, specifying a phenotype for deletion will cause 
all intervals of that phenotype to be deleted. It also will cause all intervals that are reachable from it via forward links 
to be deleted from the working memory database. This capability is illustrated in Figure 4, which shows a 
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hydrochlorothiazide (HCT) dispense data value marked as deleted, which causes Eureka to delete phenotypes that 
were computed from it, such as On Diuretic and Elev. BP in Hypertensive on Diuretic. 

 
Figure 4. A HCT Dispense data value was deleted, which caused intervals of the On Diuretic and Elev. BP in Hypertensive on 
Diuretic phenotypes to be retracted. The type of abstraction (sequence, etc.) is in parentheses next to each interval’s name. 

Results 
Proof-of-concept implementation 

We implemented the working memory database using version 18.1.25 of the Oracle Berkeley DB Java edition key-
value store, which is freely available from https://www.oracle.com/database/berkeley-db/java-edition.html. We 
implemented incremental phenotyping in Eureka’s Java backend code. Eureka’s job submission screen, which 
launches data processing jobs, now allows selecting from the two ETL modes and four phenotype management modes 
as shown in Figure 5. 

Evaluation of system performance 

To test the system’s accuracy, we processed a synthetic dataset of 512 patients, available from 
https://github.com/eurekaclinical/eurekaclinical-analytics-webapp/tree/master/src/main/webapp/docs/sample.xlsx. It 
has the data types and volumes listed in Table 1. We specified in Eureka the 25 phenotypes in Table 2, which we 
previously created with quality improvement stakeholders at our institution’s health system as part of a hospital 
readmissions reduction effort.9 

We loaded all 31,163 synthetic data values from the subject areas in Table 1 using REPLACE mode. We subsequently 
added using CREATE mode all phenotypes from Table 2. 256 intervals were computed corresponding to the 
phenotypes in Table 2. We added (CREATE), changed (UPDATE) and removed (DELETE) phenotypes and 
confirmed the correctness of counts of the intervals corresponding to those phenotypes by manual inspection. In 
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addition, we conducted a comparison of the row counts from the source data file and those in the i2b2 data tables after 
data loading was complete. 

 

 
Figure 5. Screenshot showing the Eureka data processing job management screen with the mode selector containing the two ETL 
modes (Update data [INCREMENTAL mode], REPLACE all data) and the four phenotype management modes (RETRIEVE from 
working memory, Add [CREATE] phenotypes to working memory, UPDATE working memory, and DELETE from working 
memory). 

We did not test INCREMENTAL mode in this evaluation due to the limited dataset that is available in our development 
environment for prototyping new functionality. We plan to test this mode in our QA environment, which has access 
to live patient data refreshed daily, in future work. 

Discussion 
Eureka! Clinical Analytics is a software system for computing EHR phenotypes in heterogeneous clinical data 
warehouse environments. It can load clinical data and phenotypes into an i2b2 data warehouse. While Eureka 
previously supported an incremental data loading process, it only supported full reloads of phenotypic information. 
We addressed that limitation in the current work and implemented in proof-of-concept full creation, retrieval, updating 
and deletion of phenotypes in an i2b2 data warehouse. 

 

 

 
 
 
 
 
 

 

Table 1. Data volumes by subject area 

Subject area # of records 

Patients 512 
Hospital and clinic encounters 2,555 
ICD9 diagnosis codes 16,312 
Lab tests 11,784 
Total 31,163 
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Table 2. Phenotypes 

Phenotype name Type Phenotype definition 
Encounter with subsequent 
30-day readmission 

Stu 

Sequence A hospital encounter that is followed within 30 days of discharge by 
the start of another hospital encounter 

Second readmit Frequency The second Encounter with subsequent 30-day readmission across all 
encounters for a patient 

Myocardial infarction (MI) Category ICD-9 code in 410.*. 
Second MI  Frequency The second Myocardial infarction across all encounters for a patient. 

Diabetes Category ICD-9 code in 250.* or 648.0*. 

Uncontrolled diabetes Category, 
Value threshold 

ICD-9 code in 250.*2, 250.*3, 707.1 -or- Hemoglobin A1c (HbA1c) 
test result > 9% 

Heart failure Category ICD-9 code in 402.01, 402.11, 402.91, 404.01, 404.03, 404.11, 
404.13, 404.91, 404.93 or 428.*. 

Encounter in last 90 days Sequence Encounter that ends within 90 days of the start of another encounter 
Encounter in last 180 days Sequence Encounter that ends within 180 days of the start of another encounter 
Chronic kidney disease Category ICD-9 code in 581.*, 582.*or 585.*. 
End-stage renal disease Category ICD-9 code 285.21 or 585.6. 
Chemotherapy encounter Category ICD-9 code in V58.1. 
Radiation therapy encounter Category ICD-9 code V58.0 
Obesity Category ICD-9 code 278.00 or 278.01. 

Stroke Category ICD-9 code in: 430.*, 431.*, 432.9*, 433.01, 433.11, 433.21, 433.31, 
433.81, 433.91, 434.00, 434.01, 434.10, 434.91, 435.*, or 436.*. 

Pressure ulcer Category ICD-9 code 707.0 or 707.2. 
Methicillin-resistant staph 
aureus 

Category ICD-9 code 041.12 or 038.12. 

Sickle cell anemia Category ICD-9 code in 282.6*. 
Sickle cell crisis Category ICD-9 code 282.62, 282.64, and 282.69. 

Chronic obstructive 
pulmonary disease 

Category ICD-9 code in 491.20, 491.21, 491.22, 492.8, 493.20, 493.21, 493.22, 
494.0, 494.1, 495.* or 496.*. 

Cancer Category ICD-9 code in 140-208, 209.0, 209.1, 209.2, 209.3, 225.*, 227.3, 
227.4, 227.9, 228.02, 228.1, 230.*, 231.*, 232.*, 233.*, 234.*, 236.0, 
237.*, 238.4, 238.6, 238.7, 239.6, 239.7, 259.2, 259.8, 273.2, 273.3, 
285.22, 288.3, 289.83, 289.89, 511.81, 789.51, 795.06, 795.16, V58.0, 
V58.1*or V10.*. 

Metastasis Category ICD-9 code in 196.*, 197.*, or 198.*. 
Pulmonary hypertension Category ICD-9 code 416.0, 416.1, 416.8 or 416.9. 
Fourth encounter with 
subsequent 30-day 
readmission 

Frequency The fourth Encounter with subsequent 30-day readmission across all 
encounters for a patient 

Frequent-flier encounter Sequence An encounter after the patient’s Fourth encounter with subsequent 
30-day readmission 

 

Such maintenance of phenotypes requires tracking the provenance of how phenotypes were computed from source 
data. While we ideally would track provenance information directly in i2b2, the i2b2 star schema has no fact 
relationship table that would support storing such information. As a result, we implemented a key-value store for 
provenance information. In the initial implementation, the key-value store contains all data processed by Eureka in 
addition to the computed phenotypes and provenance, thus doubling storage requirements for an i2b2 environment. 

There are at least three possible approaches to resolving the storage doubling issue. For environments that employ 
i2b2 as a data mart solution for subsets of a clinical data warehouse, the set of EHR phenotypes that are needed may 
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be relatively static, thus it may be feasible to limit the data that is saved into the secondary store to those that are 
needed to compute the phenotypes of interest. Alternatively, we could store only pointers to data values in the 
secondary store and load the actual data from the i2b2 fact table when phenotypes need updating. A third possible 
solution would be to use a common data model that provides for storing relationships between facts such as OMOP 
rather than the i2b2 star schema. The i2b2 team recently implemented support for the OMOP model 
(https://community.i2b2.org/wiki/display/OMOP/OMOP+Home). 

Another limitation of this initial proof of concept is that the key value store solution may not scale to large datasets in 
its current form, because each patient’s entire dataset must be loaded into memory at runtime regardless of whether 
the data is required for phenotype computation. An implementation may be needed that only reads from disk the 
patient data that is needed for phenotyping. The proof-of-concept’s speed has not yet been evaluated. 

We expect that this approach to phenotyping will be fruitful for managing best practice definitions of common cohorts 
of interest in i2b2. While best practice queries for common cohorts could theoretically be managed by storing i2b2 
queries in the shared workspace in the web client, support for organizing a library of phenotypes within i2b2 is limited. 
Furthermore, in our experience temporal queries like what is supported by Eureka can take hours of database time to 
run as i2b2 queries. Incorporating phenotyping into the i2b2 ETL process like we do with Eureka may be more scalable 
because the queries only need to be run once rather than every time an investigator requests them. 

Conclusion 
The incremental phenotyping method that we implemented in proof-of-concept correctly created, computed, updated, 
and deleted phenotypes in an i2b2 database. Continued work on this capability will involve speed testing, optimization, 
hardening, and integration into our institution’s i2b2 clinical data warehouse environment. This work shows promise 
for supporting an EHR phenotyping capability for cohort discovery and participant recruitment. 
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Abstract 

While social media has evolved into a useful resource for studying medication-related information, observational 

studies of medications have continued to rely on other sources of data. Towards advancing the use of social media 

data for medication-related observational studies, we analyze an annotated corpus of 27,941 tweets designed for 

training machine learning algorithms to automatically detect users’ medication intake. In particular, we assess how 

a baseline classifier trained on the general corpus—that is, on various types of medication—performs for specific 

types. For most types, the classifier performs significantly better than it does overall; however, for nervous system 

medications, it performs significantly worse. These results suggest that, while the general corpus may have utility for 

observational studies focusing on most types of medication, studying nervous system medications may benefit from 

training a classifier exclusively for this type. We will explore this data-level approach in future work. 

Introduction 

While social media mining has evolved into a useful method for monitoring adverse drug reactions (ADRs)1 and drug 

abuse2-4, observational studies of medications have continued to rely on other sources of data, such as electronic health 

records5 and clinical trials, in which the participants’ medication intake is methodologically intrinsic. Utilizing social 

media for medication-related observational studies poses the challenge of automatically detecting users reporting that 

they have taken a medication mentioned in their post. If harnessed, social media data has the potential to be particularly 

valuable for studying medication exposure among vulnerable populations, such as pregnant women6, 7, for whom 

traditional sources of data are limited.  

In recent work, we presented an annotated Twitter corpus (available at https://healthlanguageprocessing.org/twitter-

med-intake/) that can be used to train machine learning algorithms to automatically distinguish tweets indicating that 

the user (possibly) took a medication from tweets that merely mention a medication8. The corpus aggregates various 

types of medication into a general training set for supervised classification. However, many observational studies 

focus on specific medications, and the intake of different types of medication may be expressed differently on social 

media. Thus, the objective of this preliminary study was to assess how a baseline classifier trained on the general 

corpus—that is, on tweets that mention various types of medication—performs for specific types in the corpus.  

This study examines how training machine learning algorithms on more generalized models of health-related events 

could affect the performance of supervised classification. In particular, this study has implications for advancing the 

use of social media data for observational studies of medications, either laying the groundwork for exploring data-

level approaches to improving performance, or verifying the utility of a general corpus for studying specific 

medications. More generally, this study may contribute to a better understanding of designing corpora for supervised 

learning. In this paper, we present (i) an annotated corpus of medication-mentioning tweets, (ii) baseline results of 

automatic classification, and (iii) an analysis of classification performance for specific types of medication.  

Methods 

Corpus 

The corpus comprises a total of 27,941 tweets that mention medications6-10. To enhance the retrieval of medication-

mentioning posts on social media, we semi-automatically generated lexical variants of the medications11, 12. In total, 

the tweets in the corpus mention 358 medications, including generic and trade names. To identify the types of 

medication in the corpus, we used the World Health Organization’s (WHO) Anatomical Therapeutic Chemical (ATC) 

classification system13, which, at the first level of the hierarchy, groups the active substances according to the organ 

or system on which they act.  

Because we used the first level of the ATC hierarchy, some medications in the corpus belong to multiple groups. In 

these cases, we inferred the brand name from the context of the tweet to determine the medication’s grouping. For 

example, the ATC guidelines classify Budesonide as “Alimentary Tract and Metabolism,” “Dermatologicals,” and 
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“Respiratory System.” In the corpus, Budesonide refers to Rhinocort—a nasal spray indicated for allergy symptoms—

so we assigned tweets that mention Budesonide to the “Respiratory System” group. Figure 1 presents the distribution 

of medication types in the corpus, which includes thirteen of the fourteen first-level ATC groups. 

 

Figure 1. The distribution of thirteen first-level Anatomical Therapeutic Chemical (ATC) groups among a corpus of 

27,941 tweets that mention medications. 

Two professionally trained annotators annotated the 27,941 tweets, manually distinguishing tweets indicating that the 

user (possibly) took the medication from tweets that merely mention a medication. Annotation guidelines (available 

at https://healthlanguageprocessing.org/twitter-med-intake/) were developed to help the annotators distinguish three 

classes of tweets: “intake,” “possible intake,” and “no intake.” Our related work8 provides examples and a discussion 

of the three classes, summarized as follows: 

 Intake: The tweet indicates that the user personally took the medication, and specifies when it was taken. 

 Possible Intake: The tweet is generally about the user’s medication intake, but is ambiguous about whether 

the user actually took the medication and/or when it was taken.  

 No Intake: The tweet mentions a medication, but is not about the user’s intake. 

Among the 27,941 tweets, 6368 (23%) tweets were annotated as “intake,” 8214 (29%) tweets were annotated as 

“possible intake,” and 13,359 (48%) tweets were annotated as “no intake.” Overlapping annotations were completed 

for 15,634 (56%) tweets. Overall inter-annotator agreement (IAA) was κ = 0.89 (Cohen’s kappa), considered “almost 

perfect agreement”14. Table 1 presents the distribution of the three classes, and IAA, among the annotated tweets in 

each ATC group. 

Table 1.  The distribution and inter-annotator agreement (IAA) of 27,941 “intake,” “possible intake,” and “no intake” 

tweets assigned to thirteen first-level Anatomical Therapeutic Chemical (ATC) groups. 

Medication Type (ATC Group) Intake Possible Intake No Intake IAA 

Alimentary Tract and Metabolism 66 38 196 0.75 

Anti-infectives for Systematic Use 30 33 156 0.89 

Antineoplastic and Immunomodulating Agents 71 35 185 0.87 

Blood and Blood Forming Organs 4 2 59 0.94 

Cardiovascular System 3 1 169 0.92 

Dermatologicals 1 0 0 1 

Genitourinary System and Sex Hormones 19 11 118 0.89 

300 219 291 65 173 1 148
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Table 1. Cont’d. 

Musculoskeletal System 1301 2038 1809 0.97 

Nervous System 4106 5643 8553 0.87 

Respiratory System 129 100 193 0.86 

Sensory Organs 2 7 3 1 

Systemic Hormonal Preparations 634 303 1891 0.95 

Various 2 3 27 0.84 

Total 6368 8214 13,359 0.89 

Classification 

The objective of this study was not to optimize a classifier with engineered features, but rather to assess if the baseline 

performance of automatic classification varies based on the type of medication mentioned in the tweets. In fact, this 

preliminary study is intended to shed light on whether specific types of medication could benefit from customized 

strategies for improving performance in future work. If the accuracy of a trained classifier were significantly worse 

for a specific type of medication, future research would be warranted to improve the classifier’s medication-specific 

performance.  

We used the annotated corpus in a simple machine learning experiment to train and evaluate supervised classification 

of “intake”, “possible intake,” and “no intake” tweets. Based on baseline classification experiments8, we chose a 

support vector machine (SVM) classifier, using the radial basis function (RBF) kernel. We evaluated the classifier 

using 10-fold cross validation—an iterative process in which 90% of the annotated data is used for training and the 

remaining 10% is used as held-out test data. With cross validation, the classifier predicts a class for every tweet in the 

corpus, providing maximum data for post-classification analysis. 

We used the Python scikit-learn library for the cross validation experiments, and ran several iterations to optimize the 

cost (c) parameter and the class weights (w) for the SVM classifier. For c, we iterated over values between 2-64, with 

step sizes of 2n. For w, we iterated over values between 1-3, with step sizes of 0.25 for each of the three tweet classes. 

We obtained the highest overall accuracy with c = 64, w = 1.75 for “intake,” w = 1.25 for “possible intake,” and w = 

1.0 for “no intake.” We used only word n-grams (n = 1-3) as features, following basic pre-processing of the tweets, 

including lowercasing, stemming15, and removing URLs.  

Following the automatic classification of all the tweets as “intake,” “possible intake,” or “no intake,” we computed 

the classifier’s accuracy for each medication type—that is, for the tweets in each ATC group. The ATC categories 

were assigned to the tweets only for post-classification analysis and were not modeled as features or classes. We used 

the exact binomial test16 in R (binom.test) to compute 95% confidence intervals (CI) for the medication-specific 

accuracies and compare these accuracies—the number of successfully classified tweets (x) among the number of 

tweets in each ATC group (n)—with the classifier’s overall accuracy—the hypothesized probability of success (p).  

Results 

Overall, 60.8% of the 27,941 tweets were correctly classified as “intake,” “possible intake,” or “no intake.” Table 2 

compares the classifier’s accuracy for the tweets in each ATC group with its overall accuracy. The classifier’s 

performance was significantly different for ten types of medication than it was overall (P < 0.05). For nine of these 

ten types, the classifier performed significantly better. Together, the tweets in these nine ATC groups constitute 16% 

of the training data, meaning that most of the tweets that mention these medications are relatively sparse in the corpus.  

Table 2. A comparison of medication-specific accuracy with overall accuracy for an SVM classifier trained on 27,941 

“intake,” “possible intake,” and “no intake” tweets, and evaluated with 10-fold cross validation.  

Medication Type (ATC Group) Accuracy CI (95%) P-value 

Alimentary Tract and Metabolism 70.3% 64.8% - 75.4% <0.001 

Anti-infectives for Systematic Use 69.9% 63.3% - 75.9% 0.01 

Antineoplastic and Immunomodulating Agents 71.1% 65.6% - 76.3% <0.001 

Blood and Blood Forming Organs 83.1% 71.7% - 91.2% <0.001 

Cardiovascular System 80.3% 73.6% - 85.9% <0.001 

Dermatologicals 0.0% 0.0% - 97.5% 0.39 

Genitourinary System and Sex Hormones 73.6% 65.8% - 80.5% <0.001 
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Table 2. Cont’d. 

Musculoskeletal System 61.4% 60.0% - 62.7% 0.42 

Nervous System 57.8% 57.1%-58.5% <0.001 

Respiratory System 66.4% 61.6%-70.8% 0.02 

Sensory Organs 41.7% 15.2%-74.8% 0.23 

Systemic Hormonal Preparations 73.2% 71.5%-74.8% <0.001 

Various 81.3% 63.6%-92.8% 0.02 

Overall 60.8%   

For nervous system medications (e.g., Tylenol, Codeine, Adderall, Prozac, Klonopin, Valium), however, the classifier 

performed significantly worse than it did overall, despite that nervous system medications constitute approximately 

65% of the training data. Although nervous system medications make up the majority of the corpus, the classifier’s 

overall performance was closer to its performance for musculoskeletal system medications (e.g., Advil, Motrin, 

Ibuprofen)—the next highest proportion of tweets in the corpus (approximately 18%). 

Along with musculoskeletal system medications, the overall performance of the classifier was not significantly 

different for sensory organ medications (e.g., angiogenesis inhibitors, Diamox) or dermatologicals (e.g., Accutane). 

However, as shown in Figure 1, sensory organ and dermatological medications are extremely underrepresented in the 

corpus. In order to assess the utility of the training corpus for observational studies focusing on these types of 

medication, additional annotations are needed for a more robust comparison with the classifier’s overall performance.  

Discussion 

Based on the results of this preliminary study, classification performance for tweets in relatively sparse ATC groups 

seems to benefit from the additional supervision provided by tweets that mention other types of medication. These 

results suggest that Twitter users may express their intake of most types of medication in similar ways. Thus, for 

observational studies focusing on specific medications, a general corpus8 may often have utility for training machine 

learning algorithms to automatically detect users’ medication intake. However, further evaluation is necessary for 

determining whether the imbalanced distribution of “intake,” “possible intake,” and “no intake” classes, as shown in 

Table 1, may be playing a role in artificially inflating the performance for particular types of medication.  

Interestingly, the classifier performed significantly worse for nervous system medications, despite that it was trained 

largely on tweets that mention these medications, each of the three tweet classes for nervous system medications is 

well-represented in the corpus, and IAA for tweets in this ATC group is almost perfect. This decreased performance 

suggests that the additional supervision provided by tweets that mention other types of medication may be hampering 

the classifier’s performance for nervous system medications. Thus, a classifier trained exclusively on tweets that 

mention nervous system medications may be more effective, if Twitter users express their intake of nervous system 

medications differently than their intake of other types of medication.  

The SVM classifier not only performed significantly worse for nervous system medications, but its overall accuracy 

decreased compared to our initial results reported in previous work8. When the classifier was originally trained and 

evaluated on a subset of the corpus, containing a much smaller set of medications, its overall accuracy was 73.4%. 

The subset, likewise, consisted largely of tweets that mention nervous system medications (approximately 59%); 

however, the other tweets mention only three of the other twelve types of medication mentioned in the larger corpus. 

Thus, the performance of the classifier seems to benefit from being trained on fewer types of medication, even with 

less training data, and may benefit further from removing tweets that mention other types altogether. 

Conclusion 

In this preliminary study, we assessed how an SVM baseline classifier trained on a general corpus of medication-

mentioning tweets performs for specific types of medication in the corpus. The results suggest that a general corpus 

may have utility for training automatic classification of “intake,” “possible intake,” and “no intake” tweets that 

mention most types of medication. However, to improve the classifier’s performance for detecting users’ intake of 

nervous system medications, in future work, we will explore a data-level approach (in contrast to a classifier- or 

feature-level approach) by comparing the performance of supervised classification between general and medication-
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specific training sets. This work has implications for advancing the use of social media data for observational studies 

of medications, and for designing corpora for supervised machine learning algorithms in general.   
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Abstract 
Brain functional network connectivity is an important measure for characterizing changes in a variety of neurological 

disorders, for example Alzheimer’s Disease, Parkinson Disease, and Epilepsy. Epilepsy is a serious neurological 

disorder affecting more than 50 million persons worldwide with severe impact on the quality of life of patients and 

their family members due to recurrent seizures. More than 30% of epilepsy patients are refractive to pharmacotherapy 

and are considered for resection to disrupt epilepsy seizure networks. However, 20-50% of these patients continue to 

have seizures after surgery. Therefore, there is a critical need to gain new insights into the characteristics of epilepsy 

seizure networks involving one of more brain regions and accurately delineate epileptogenic zone as a target for 

surgery. Although there is growing availability of large volume of high resolution stereotactic electroencephalogram 

(SEEG) data recorded from intracranial electrodes during presurgical evaluation of patients, there are significant 

informatics challenges associated with processing and analyzing this large signal dataset for characterizing epilepsy 

seizure networks. In this paper, we describe the development and application of a high-performance indexing structure 

for efficient retrieval of large-scale SEEG signal data to compute seizure network patterns corresponding to brain 

functional connectivity networks. This novel Neuro-Integrative Connectivity (NIC) search and retrieval method has 

been developed by extending the red-black tree index model together with an efficient lookup algorithm. We 

systematically perform a comparative evaluation of the proposed NIC index using de-identified SEEG data from a 

patient with temporal lobe epilepsy to retrieve segments of signal data corresponding to multiple seizure events and 

demonstrate the significant advantages of the NIC index as compared to existing methods. This new NIC Index enables 

faster computation of brain functional connectivity measures in epilepsy patients for large-scale network analysis and 

potentially provide new insights into the organization as well as evolution of seizure networks in epilepsy patients. 

Introduction 

The significant growth in the capabilities of neurotechnologies and computational methods, for example digital era 

10KHz acquisition of high resolution Stereotactic Electroencephalogram (SEEG), has the potential to provide novel 

insights into brain activities that characterize human behavior and cognition (1). In particular, SEEG data together 

with diffusion-weighted Magnetic Resonance Imaging (DWI) data is being increasingly used to model both functional 

and structural brain networks in the context of a variety of neurological disorders (2). Structural brain network 

represents the brain white matter consisting of myelinated axons and functional network connectivity represents 

correlated brain activity (3, 4). Functional connectivity measures can be computed from multiple modalities of data, 

such as functional Magnetic Resonance Imaging (fMRI) and SEEG, which can be analyzed to understand the evolution 

of network connectivity patterns in neurological disorders, including Alzheimer’s Disease, Parkinson’s Disease, and 

epilepsy. Epilepsy is one the most common serious neurological disorder affecting more than 50 million persons 

worldwide and it is characterized by recurring seizures that severely impact the quality of life of patients and their 

family members. Approximately, 30% of epilepsy patients are refractory to pharmacotherapy and they are considered 

for surgery to resect brain structures called the seizure onset zone that are responsible for seizures. However, there are 

critical challenges in accurately delineating the epileptogenic zone, therefore surgery fails in 20-50% of the patients 

(5). Therefore, there is an urgent need to develop more efficient techniques that can process the growing volume of 
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electrophysiological signal data for improving the characterization of the extent of seizure network and the associated 

seizure onset zone in patients (6). 

Deriving Brain Functional Connectivity Measures from Electrophysiological Signal Data. SEEG data recorded 

from intracranial electrodes implanted in brain structures provide a high-resolution “map” of seizure activities that 

can be used to model seizure networks and delineate the epileptogenic zone (7). The intracranial electrodes used to 

record SEEG signal data feature 10-15 contacts with length of 2mm, diameter of 0.8 mm with contacts that are 1.5 

mm apart on the electrode, which allows them to record brain activity at a fine-level of granularity, therefore SEEG 

data is often used as “gold standard” in characterizing the extent of seizure networks (Figure 1(A) shows intracranial 

electrode contacts implanted in the insula of an epilepsy patient during pre-surgical evaluation). SEEG depth 

electrodes are used to identify the EZ and relevant components of the epileptogenic network (8). The potential of a 

brain region to generate high frequency oscillations (e.g. gamma range), also called rapid discharges, are used as an 

identifying feature for locating EZ in focal epilepsy (7, 9-12). The propagation characteristics of the seizure discharges, 

recorded by SEEG depth electrodes located at other brain regions, are used to identify the extent of the epileptogenic 

network (7). The epileptogenic zone in MTL epilepsy patients is multi-structural involving multiple temporal lobe 

structures in seizure onset (13), such as hippocampus, enterohinal cortex, and amygdala (14-16). 

SEEG data recorded as multi-channel signals corresponding to electrical activity from different brain regions can be 

analyzed to identify whether the SEEG signals are correlated and also the specific type of correlation between signal 

channels. Seizure signals originate in one or more locations and involve additional brain regions, which together 

constitute a seizure network with spatial topology and temporal properties. This network is intuitively represented as 

a graph structure consisting of nodes representing single neuron or a brain region, and edges representing functional 
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Figure 1: (A) Intracranial electrodes implanted in brain structures of an epilepsy patient and its electrode contacts are 

used to record high resolution EEG signal data. (B) The signal data are processed and analyzed to compute functional 

connectivity measures using methods such as nonlinear correlation coefficient measure, which provide correlation as 

well as directionality of seizure signals. 
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connectivity (17). In addition, the analysis of SEEG data can also provide a measure of directionality regarding the 

propagation of seizure signals from the region of onset to other brain regions (7).  

The growing capabilities of SEEG recording systems has led to availability of large-scale, high-resolution data that 

can enable the neuroscience community to move away from small, underpowered studies to large-scale studies 

especially through multi-center research studies such as the National Institutes of Health (NIH)-funded Center Without 

Walls (CWW) for studying the mechanisms for Sudden Unexpected Death in Epilepsy (SUDEP) (18). The Center for 

SUDEP Research (CSR) involves 14 Epilepsy Monitoring Units (EMUs) across the U.S. and the United Kingdom.  

The CSR data repository is an excellent example of neuroscience signal big data, for example, the University Hospitals 

Cleveland Medical Center (UH-CMC) Epilepsy Center has collected an average of 321 megabytes (MB) of 

electrophysiological signal data per day per patient and about 30 terabytes (TB) of surface and intracranial signal data 

in the past 3 years. Therefore, it is important to leverage this high quality, signal big data to compute as well as analyze 

large-scale models of seizure networks and compute functional connectivity measures to characterize the seizure 

networks (19). There are multiple measures used to compute correlation between signal data recorded from different 

brain regions (20), for example non-linear correlation coefficient is used to derive functional connectivity measures 

with directionality from SEEG data (21). Nonlinear regression analysis of SEEG data quantify the degree of co-

occurrence of signal values X(t) and Y(t) recorded from two brain locations Gx and Gy where t is the time of recording 

(22). Using the approach first described in (23), we define h2
XY() to be the non-linear measure of association between 

two signals at a time lag of  in the direction of GX to GY, where h2
XY() = 1 – (Var (Y(t + ) | X(t))) / (Var (Y(t + )). 

Taking the maximum of this measure over all possible lag values , we get the overall measure of nonlinear association 

from node GX to node GY as h2
XY = max (min <  < max) h2

XY (). The resulting quantity h2
XY is called the nonlinear 

correlation coefficient in the direction GX to GY with values between 0 (for no association) and 1 (for perfect 

association). In an analogous manner, interchanging the roles of X and Y can be used to derive h2
YX representing 

nonlinear correlation coefficient from GY to GX. We note that due to the nonlinear relationship between X(t) and Y(t), 

h2
XY and h2

YX may not be equal. If there are k nodes in the seizure network graph, then the above computation will 

result in k(k-1) pairwise directional nonlinear correlation coefficient values, which can be used to define the graph 

edges SPF from the SEEG electrode contact locations (Figure 1(B) shows the method used to compute the nonlinear 

correlation measures from two SEEG channels). The functional connectivity measures are analyzed to address 

fundamental issues in characterizing the properties of seizure networks in epilepsy, for example: 

1. Can we predict the spatio-temporal properties of epilepsy seizure networks based on the previous seizure events 

in an individual patient or patients in a cohort? 

2. Can we predict future seizure events based on network analysis of previous epilepsy seizure networks data of a 

patient? 

Therefore, there is a clear need to leverage the growing volume of high resolution SEEG data to derive functional 

connectivity measures during various seizure events and use comprehensive data mining techniques to gain new 

insights into the characteristics of epilepsy seizure networks in individual patients as well as in patient cohort studies. 

However, the processing and analysis of large-scale signal data stored using traditional data formats, such as the 

European Data Format (EDF) (24) (25, 26), is extremely challenging and requires development of new informatics 

methods that can efficiently derive functional connectivity measures. Although EDF is widely used as “de-facto 

standard” for signal data, it was not designed to support efficient signal data processing and analysis using new Big 

Data technologies, for example distributed computing infrastructure, parallelized algorithms, and indexing of 

partitioned data segments for faster data retrieval (27). To address the limitations of the EDF specifications, we 

developed a new flexible representation format for signal data called Cloudwave Signal Format (CSF), which extends 

the Javascript Object Notation (JSON) (28) with semantic annotation of signal data with domain ontology annotations 

(29). Using CSF as a common data model for SEEG data, we developed the Neuro-Integrative Connect (NIC) 

framework consisting of: (1) a new indexing structure called NIC-Index, which extends the red-black tree data 

structure to index signal data stored in CSF files for efficient processing and retrieval of specific segments of signal 

data corresponding to seizure events. In the following sections, we provide additional details regarding the NIC 

framework and in particular the NIC-Index as well as work related to the use of signal data retrieval techniques for 

computing brain functional connectivity in epilepsy. 

Background 

Brain Functional Connectivity using SEEG data. SEEG signal data is the predominant approach for recording high-

resolution electrical activity for both neuroscience research and clinical purposes using precisely placed intracranial 
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electrodes. EEG records post-synaptic activity in neuronal cells that are spatially oriented in the same direction (7). 

SEEG addresses the limitations of other EEG recording approaches, such as scalp EEG. SEEG records signals in three 

dimensional topography that allows accurate correlation between anatomical, electrical and clinical aspects of 

functional networks, for example occurrence of clinical signs with seizure discharges (7). SEEG is used as gold 

standard for evaluating the topology and extent of seizure network based on high frequency electrical activity (e.g., 

gamma frequency, 30-80Hz) and the locations participating in seizure propagation (9). Information about seizure 

network is essential for making decisions regarding surgical removal of brain tissue responsible for onset of seizure 

signals while protecting important brain functions, such as speech center (30). There are multiple approaches used to 

compute functional connectivity, such as phase synchronization (using Hilbert phase entropy, wavelet phase entropy 

etc.), generalized synchronization, and regression methods (we refer to (23) for detailed discussion). In particular, 

nonlinear regression analysis has been found to be more effective in analysis of EEG data in comparison with linear 

regression analysis and mutual information for analyzing interdependence (31). 

Cloudwave Signal Format. The CSF format supports significant improvements over the EDF format in terms of 

semantic annotation of signal data, accessibility, and interoperability. In particular, the extraction of specific segments 

of signal data from EDF files requires several steps; each involving some computation of byte offset values in order 

to access the data. In contrast to EDF files, CSF files can be easily processed using dedicated “getter” functions 

supported by programming languages such as Java with the associated key string as the function’s input. The CSF 

files also support the interoperability of signal data generated from different sources through the use of ontology terms 

for data annotation. In particular, the CSF files storing SEEG data are annotated with ontology terms described in the 

Epilepsy and Seizure Ontology (EpSO) (32). This semantic annotation of signal data allows easier reconciliation of 

seizure related event annotation in signal data from various sources, for example multi-center research studies like 

CSR (18). We demonstrate the effectiveness of CSF as a common data model for signal data access and processing 

by developing the NIC Index for use in computation of functional connectivity measures in epilepsy. 

Indexing Structure for Efficient Data Access. Indexing techniques are widely used in data management and 

information retrieval applications for fast access to relevant data in a large data repository, for example database 

management system and documents. Binary search trees are specialized data structure consisting of a root node and 

two child nodes and each child node recursively has two nodes as children to form an overall tree structure. Binary 

search tree nodes consist of sorted “keys” for lookup and their corresponding values, which support fast access to 

specific data items and addition or deletion operations, are widely used in large scale data management systems (33). 

In particular, Binary search tree implementations, such as red-black tree and Adelson-Velsky and Landis (AVL) tree, 

support guaranteed search time. For example, red-black tree has a search time of O (log n), where n is the total number 

of elements in the tree (33). Therefore, red-black tree are suitable data structures for supporting efficient search and 

retrieval of large volume of complex biomedical data such as electrophysiological signal data. We demonstrate the 

development of the new NIC indexing structure based on red-black tree structure, which allows fast access to specific 

segments of signal data stored in CSF files corresponding to various seizure events, for example seizure onset, ictal 

events related to spread of seizures to other brain regions. This new NIC indexing structure for signal data allows 

faster computation of functional connectivity measures, which can be analyzed for characterizing epileptogenic 

seizure networks. 

Graph theoretical approaches have been used to identify and describe network characteristics of brain regions 

participating in seizure events of epilepsy patients (34, 35). To the best of our knowledge, the NIC framework is the 

first project to define a flexible data format CSF for electrophysiological signal data and develop NIC Index as a new 

high-performance indexing structure to process and retrieve specific segments of signal data for computation of brain 

functional connectivity in epilepsy. 

Method 

The NIC framework has been developed to support comprehensive network analysis of epilepsy seizure networks 

using large-scale signal data to accurately characterize epileptogenic zone. To support large-scale signal data analysis, 

the NIC index has two primary objectives: 

1. Development of a highly scalable index model for signal data stored in multiple CSF files corresponding to a 

single patient or multiple patients in a cohort study. 

2. Development of efficient signal data retrieval algorithm that is implemented on the index model that can support 

faster processing of signal data to derive correlation values and subsequently generation of graph network models 

of epilepsy seizure network for network analysis. 
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These two objectives and the corresponding intermediate steps are shown in Figure 2, which the generation of directed 

graph network model representing the spatial and temporal properties of epilepsy seizure network. 

Phase I: Search and Retrieval Algorithm for Specific Segments of Signal Data.  

In this section, we describe the challenges associated with fast retrieval of specific segments of signal that correspond 

to the clinical events in epilepsy patients, such as seizure onset, spread of seizure to other brain structures (also called 

Ictal events), and end of seizure. To address the challenges associated with processing signal data stored in existing 

file formats such as EDF, we store signal data in CSF files that supports scalable storage of signal data as smaller 

segments with semantic annotations using standardized vocabulary modeled in an epilepsy ontology (32). Using the 

layout and storage structure of CSF file (please see detailed description of the CSF in our previous publication (29), 

we have developed an efficient algorithm for fast retrieval of specific segments of signal data from CSF files 

corresponding to clinical events. Figure 3 shows the input, output, and different steps of the algorithm to retrieve 

specific segments of signal data from CSF file. A naïve approach to retrieve specific segment of signal data from a 

CSF file is to take advantage of the underlying JSON “key-value” structure of the CSF file and use either the JSON 

Reader or JSON parser Application Programming Interface (API) for accessing file data.   

Retrieval of Signal Segments using JSON API. The two standard JSON APIs provide different approaches for 

processing JSON files that are similar to the eXtensible Markup Language (XML) Document Object Model (DOM) 

for the JsonReader and Simple API for XML (SAX) for JsonParser. However, there are several limitations associated 
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Figure 2: The core components of the NIC framework for computing graph-based model of seizure networks 

Input: Start and End time of  signal segment, List of  Channels

Output: Segment of  signal data as HashMap

1. For each CSF file in chronological order

2. Create a blank HashMap<String, String> for segments

3. Create a boolean foundData

4. for each segment

5. Get start time and end time for the segment

6. if  start time or end time is within the time interval

7. add segment to HashMap

8. if  map is empty

9. if  foundData == false

10. continue to the next CSF file

11. else

12. break from for loop

13. else

14. get sampling rates for each channel

15. for each segment in the list

16. for each channel

17. get data as a CSV string

18. convert CSV string to ArrayList<Double>

19. use sampling rates to get start index and end index

20. ((# of  seconds / record duration) * sampling rate)

21. addAll of  the sub-ArrayList from start index to end index to HashMap<String, ArrayList<Double>>

22. return HashMap<String, ArrayList<Double>>

Figure 3: A new signal data search and retrieval algorithm developed as part of the NIC framework to retrieve specific 

segment of signal data from CSF files corresponding to specific seizure events. 

111



with the use of both these APIs to retrieve specific segments of signal data from CSF files, including significant 

overhead associated with the use of JSON APIs to open, read, and process the CSF files. In particular, the large size 

of CSF files (e.g., 120MB or more) makes it extremely difficult to use the DOM-based JsonReader API that loads the 

complete CSF file into the main memory. Therefore, to address these limitations of the JSON APIs, we developed a 

new tree-based approach to accessing and retrieving signal data segments from CSF files called NIC Index. 

Phase II: A Tree-based Indexing Structure for Fast Retrieval of Large-Scale Signal Data.  

As we discussed earlier in Background section, binary search trees are widely used to index large scale data for fast 

retrieval. Therefore, we selected a binary search tree-based indexing approach to address the limitation of JSON APIs 

to retrieve specific segments of signal data. However, the first version of the index for CSF was only able to handle 

range queries within the timestamps of single CSF file, which limited the usability of the index to the duration of 

signal data in a CSF file, which by default stores signal data recorded for 60 seconds. We note that seizure events 

often span minutes, therefore many of signal data search and retrieval queries require access to multiple CSF files, 

which requires the development of scalable indexing techniques for multiple CSF files. To support indexing of 

multiple CSF files, the initial version of the index was re-designed to support search and retrieval of signal data 

segments from multiple CSF files. In addition, the search and retrieval performance of the re-designed index (version 

2) was optimized for multiple CSF files.  

Re-Design of the NIC Index (version 2). We faced two primary challenges in the implementation of the revised NIC 

index, which allows search queries to span multiple CSF files with a comparable performance to version 1 of the NIC 

index:  

1. Challenge 1: Given multiple implementations of the binary search tree index structure, which data structure will 

meet the requirements of indexing multiple CSF files (potentially hundreds of files) and quickly identify the 

relevant CSF files for a given query?  

2. Challenge 2: What data processing techniques can be used to allow fast access to signal data as numeric values 

(in contrast to string values) in a CSF file (please see our previous publication describing the details of signal 

data storage in a CSF (29))?  

A naïve approach to address the first challenge is to search through every CSF file in a data repository until the search 

algorithm identifies and locates all relevant CSF files that match the start and end timestamps corresponding to the 

given seizure event. The time complexity of such an operation is characterized as O(N), where N is the number of 

CSF files in a data repository, which is clearly unacceptable for the large volume of signal data generated in epilepsy 

centers. Therefore, we explored all implementation of BST and identified the red-black tree, which a self-balancing 

binary search tree for extension and implementation as the NIC Index. We describe the implementation of this new 

index (version 2 of the NIC index in the following section). 

Addressing Challenge 1: Implementation of the Red-Black Tree-based NIC Index. To address challenge 1 

described above, we selected a red-black tree index based on its efficient look up process, which has a guaranteed 

time complexity of O (log n), where n is the total number of elements, and addition as well as deletion operations (33). 

In this section, we describe the details of the implementation of the NIC index. Using the property of the CSF file 

structure, which consists of two or more “fragments” of signal data with metadata information describing the epoch 

duration, start date, and start time, the version 2 of the NIC index stores the starting period and end timestamp of each 

individual fragment in the CSF file. Additionally, fragments in a CSF file can have different epoch durations, but no 

two fragments can have overlapping time periods as defined in the CSF specification (29). Given that all signal 

fragments of a CSF file have a unique timestamp, a binary search tree index structure can be implemented such that 

each node in the tree will be unique and there won’t be two nodes with overlapping time segments. Now, it is possible 

for a binary search tree to be a simple linear chain of nodes in the worst-case scenario, which will not result in an 

improvement over the version 1 of the NIC index, therefore implementing a data structure that forces a balanced 

binary search tree is critical. As discussed earlier in the Background section, the two common approaches to 

implementing balanced binary search trees are AVL trees and red and black trees. Red and black trees were chosen 

because of the specific properties of CSF files. For example, CSF files continue to be added over a period of time as 

new patients are evaluated in the epilepsy center. Therefore, insertions or deletions operations (if a CSF file is updated) 

in a red-black tree are computationally less expensive procedures as compared to AVL trees (due to the inherent 

properties of each tree). While AVL trees can be more balanced than red-black trees, the time complexity of a query 

on both trees is still O (log n), where n is the number of elements in the tree. Therefore, we implemented a red-black 

tree to index all the different fragments in each CSF file based on the chronological order of the time segments.  

112



Addressing Challenge 2: Pre-processing of CSF files using Object Serialization. The complexity of Challenge 2 

is higher as compared to Challenge 1 primarily due to the time required to convert signal data stored as characters in 

a CSF file into numeric values, which can be analyzed to derive functional connectivity measures. We note that it 

required 18 seconds to load one CSF file in the version 1 of NIC index, which is clearly not a practical approach with 

hundreds of CSF files that need to processed for a single patient. Further, the contents of a CSF file can be split into 

five different categories: header, study metadata, channel data, clinical annotations, and data records. The search and 

retrieval queries for deriving functional connectivity measures access only the header and data records sections of a 

CSF file. We note that the maximum space in a CSF file is taken up by the data records as all the signal data is stored 

in the data records section. Further, a CSF file can have up to 200 channels, but most search and retrieval queries 

require access to signal data corresponding to ten channels.  

Therefore, to address need for fast access to signal data stored in a CSF file in numeric form, we use “object 

serialization” technique available in the Java programming language. To implement object serialization, we preprocess 

every CSF file in the data repository, extract the header and individual channel data for every fragment, and store the 

signal data with the associated fragment identifier as serialized bin objects. The names of the individual bin objects 

correspond to the channel names. The processing of serialized objects (called “reading” in Java) is much faster than 

reading and preprocessing a CSF file in its original JSON format. Another reason for faster performance is the inherent 

size of the individual bin files as compared to the CSF file. A CSF file can be as large as 400 MB whereas the bin files 

for each channel varies around 500 KB. Reading in smaller files gives the NIC index significant advantage in terms 

of performance with respect to reading data from CSF files.  

We now describe the step-wise procedure to perform the search and retrieval algorithm in the red-black tree-based 

NIC index: 

1. Step 1: Read in the user defined start and end timestamps, the number of channels, and the specific channel names 

in a CSF file as part of the preprocessing phase.  

2. Step 2: Access the red-black tree and perform an in-order traversal on the tree from the start timestamp to the end 

timestamp of a seizure event (e.g., seizure onset or Ictal event 1).  

3. Step 3: Each node in the NIC index contains the canonical file path to a specific signal fragment. The in-order 

traversal reaches a node, get the nodes file path, extract the data from the specified channels by accessing only 

the necessary bin files, and proceed to the next node.  

4. Step 4: Once the in-order traversal is complete, the range query is finished and the data is stored as a text file.  

In the next section, we describe the results of our comparative evaluation of the two JSON APIs and the two versions 

of the NIC index (version 1 and version 2) using de-identified SEEG data from a patient with temporal lobe epilepsy. 

Results and Evaluation 

We used de-identified SEEG data from the Epilepsy Center at the University Hospital Cleveland Medical Center to 

evaluate the new signal indexing methods developed as part of the NIC framework. 

Figure 4: Derivation of graph network model of three clinical events using SEEG data by leveraging the NIC-Index 16h Between Seizures, 10s Window 16h Between Seizures, 10s Window 16h Between Seizures, 10s Window
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Temporal Lobe Epilepsy Patient. The SEEG data was recorded from a patient with epileptic paroxysmal episodes 

with epileptogenic zone in the left and right temporal lobes. The patient was refractory to anti-epileptic medications 

and was considered for surgery. The patient was implanted with three intracranial electrodes and a subdural grid 

covering the left fronto-temporal area. The SEEG data was de-identified before use in the project through removal of 

all protected health information (PHI) data. The raw stored in EDF files were processed and 596 CSF files were 

generated from specific EDF files with data corresponding to seizure events. In the following sections, we discuss the 

directed graph networks derived from the SEEG data and a comparative evaluation of the JSON APIs with NIC Index. 

Functional Connectivity Measures for Seizure Events. Figure 4 shows the results of computation of nonlinear 

correlation coefficient measure to compute functional connectivity using SEEG data corresponding to three seizure 

events: (a) before onset of seizure, (b) seizure onset, and (c) first ictal event. The first part of the figure (A), shows the 

nonlinear correlation coefficient h2
XY values represented as “heat map” matrices with red representing high correlation 

values and blue representing low correlation values. The second part of the figure (B) shows the directed graph model 

of the seizure activities between contacts on depth electrodes and subdural grid electrodes.  

The graph network representation of the nonlinear correlation coefficient measure for functional connectivity in Figure 

4 shows the formation of interesting network motifs over the course of time, especially during Ictal event 1 after onset 

of seizure. We use 8 clinical events associated with this data to perform a comparative evaluation of the NIC-Index 

with the three other approaches to demonstrate the significant improvement in the performance for retrieval of signal 

segments to compute functional connectivity measures from SEEG data stored in CSF files. 

Table 1: A Comparative Evaluation of four approaches to retrieve segments of signal data from CSF file 

corresponding to seizure events 

Seizure, Event JSON Reader JSON Parser NIC Index (version 1) NIC Index (version 2) 

Time in ms 

(for single CSF file) 

Time in ms 

(for single CSF file) 

Time in ms 

(for single CSF file) 

Time in ms (for 

multiple CSF files) 

Seizure 2, 

Seizure Onset 
74210.98 389.44 0.74 13.29 

Seizure 2, 

Ictal Event 1 
71935.60 337.71 0.35 10.26 

Seizure 3, 

Ictal Event 1 
129377.02 407.40 2.54 15.70 

Seizure 4, 

Seizure Onset 
159917.88 356.73 0.43 13.48 

Seizure 4, 

Ictal Event 1 
159325.75 348.11 0.44 14.19 

Seizure 4, 

Ictal Event 2 
158283.59 425.16 2.13 15.20 

Seizure 5, 

Seizure Onset 
144972.16 341.56 0.77 15.7 

Seizure 5, 

Ictal Event 2 
144684.76 413.45 2.37 16.54 

 

Comparative Evaluation of JSON APIs and NIC Index. Table 1 shows that there is a significant performance 

improvement for both the tree-based index and NIC-index as compared to the two JSON APIs, which validates our 

hypothesis for the development of dedicated index structures for CSF files. As expected, the DOM-based JsonReader 

API performs takes up a significant amount of time as compared to both the index structures. We note that time 

reported for version 1 of the NIC index is for single file, while version 2 of the NIC index is for multiple CSF files 

(596 files for this particular epilepsy patient). In particular, we note version 1 of the NIC index (for single CSF file) 

is more than 5 orders magnitude faster than the JSON reader API and 3 orders of magnitude faster than the JSON 

Parser API (for the seizure onset event). Similarly, we note that version 2 of the NIC index is 3 orders of magnitude 

faster than the JSON reader and at least 1 order of magnitude faster than JSON parser API (for the seizure onset event). 

We note that both the NIC Index versions are consistently faster as compared to the JSON APIs across all seizure 

events, which demonstrate the effectiveness of the new indexing structure for search and retrieval of specific signal 
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data segments for computing functional connectivity measures. We now discuss the implication of the NIC index on 

the computation of functional connectivity measure for characterizing epilepsy seizure network.  

Discussion and Conclusion 

As part of our ongoing work in the NIC framework, we are integrating the NIC-Index in a new multi-step workflow 

system to compute multiple types of functional connectivity measures from large-scale SEEG data and generate 

corresponding adjacency matric representation of seizure networks. The NIC framework is expected to significantly 

improve the rate of processing and analyzing large volumes of SEEG data to facilitate leveraging high resolution 

signal data to study seizure networks. This effective use of neuroscience Big Data in clinical research has the potential 

to provide new insights into the underlying mechanisms of epilepsy seizures and advance treatment methods. In 

conclusion, the NIC framework described in this paper is one of the first comprehensive platforms to process and 

analyze SEEG data using a variety of functional connectivity measures. The NIC-Index is a novel approach to address 

a critical challenge in efficient processing and retrieval of signal data corresponding to a variety of clinical events, 

which can be used to generate graph-based seizure network models. We successfully demonstrated the performance 

and features of the NIC-index as compared to JSON APIs and a simple tree-based index using de-identified SEEG 

data corresponding to 8 clinical events. 
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Abstract

Despite the recent developments in commercial Question Answering (QA) systems, medical QA remains a challenging
task. In this paper, we study the factors behind the complexity of consumer health questions and potential improve-
ment tracks. In particular, we study the impact of information source quality and question conciseness through three
experiments. First, an evaluation of a QA method based on a Question-Answer collection created from trusted NIH
resources, which outperformed the best results of the medical LiveQA challenge with an average score of 0.711.
Then, an evaluation of the same approach using paraphrases and summaries of the test questions, which achieved
an average score of 1.125. Our results provide an empirical evidence supporting the key role of summarization and
reliable information sources in building efficient CHQA systems. The latter finding on restricting information sources
is particularly intriguing as it contradicts the popular tendency of relying on big data for medical QA.

1 Introduction

The integration of artificial intelligence into daily life has increased the importance of Question Answering (QA). QA
was one of the earliest NLP tasks. The first QA systems, Baseball (1961) and Lunar (1973), were domain specific,
both exploiting knowledge bases written manually by domain experts. Several other QA systems were proposed in
the literature for closed and open domains4, 7, 9, 12 as well as in the context of international challenges1, 16. Recent years
have seen advances in the introduction of large QA collections8, 18 and in the methods applied to QA through different
variations of deep neural networks and natural logic3, 9.

From a medical perspective, the application of these methods to consumer heath question answering (CHQA) is not
straightforward. For instance, the lack of large training datasets as well as task-specific requirements constrain the
range of relevant methods. In addition, the goal of CHQA is not only to ease the search of medical information but
also to overcome the use of popular search engines which can mislead the users with harmful information. CHQA
has attracted several efforts focusing on the construction of new resources14, 17 and the development of relevant QA
methods such as question focus/topic identification11, 15, question entailment recognition6, and answering consumer
health questions using existing questions and answers13, 20.

Recently, we organized the first CHQA task in the LiveQA track5 at the Text Retrieval Conference1 TREC 2017. The
best participating system in the medical task achieved an average score of 0.637 on a 0-3 scale, a performance well
below the average score of 1.139 when the same deep learning approach was applied to open-domain questions.

In this paper, we build upon the data from LiveQA medical task and study the factors behind the complexity of
consumer health questions and potential improvement tracks. We developed a medical QA system and evaluated
the retrieved answers to study the impact of information source restriction and question conciseness through three
experiments using (i) a Question-Answer collection created from trusted NIH resources, (ii) paraphrases of the test
questions and (iii) summaries of the questions. Our results show that paraphrasing or summarizing the questions
alleviate some of the linguistic challenges in answering consumer health questions. They also show that restricting
information sources according to reliability improves the overall efficiency of CHQA, which suggests that well selected
information sources can outperform larger datasets.

The paper is organized as follows. In Section 2, we summarize the methods and results of LiveQA participants and
share insights related to the CHQA task. In Section 3, we describe our medical QA system based on finding similar
answered questions from trusted resources and present our three experiments. Section 4 describes the evaluation
methodology and the obtained results. Finally, we discuss the results and give some insights for future research in
Section 5.

1https://trec.nist.gov
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2 Consumer Health QA Competition

The medical task5 at TREC 2017 LiveQA track focused on automatically retrieving answers to medical questions
received by the U.S. National Library of Medicine (NLM). The NLM2 receives more than 100,000 requests a year,
including over 10,000 consumer health questions. The medical task at TREC 2017 LiveQA was organized in the scope
of the CHQA project3 at the NLM.

2.1 Test Dataset

To evaluate the performance and effectiveness of the participating QA systems on real consumer health questions, we
provided a test set of 104 NLM questions. Figure 1 presents an example from the test dataset with the associated
annotations and reference answers. All LiveQA’17 medical training and test datasets are publicly available4. The test
dataset covers different medical entities and a wide variety of question types such as Treatment or Inheritance of a
Medical Problem, and Dosage or Tapering of a Drug. Figure 2 presents the question types covered by the test dataset.

Figure 1: A question from LiveQA’17 test dataset and the associated annotations and reference answers.

2.2 Current Approaches to QA and their Limitations

The aim of running the medical task at LiveQA was to develop techniques for answering complex questions such
as consumer health questions, as well as to identify relevant answer sources that can comply with the sensitivity of
medical information retrieval.

The CMU-OAQA system19 achieved the best performance of 0.637 on the medical task by using an attentional
encoder-decoder model for paraphrase identification and answer ranking. The Quora question-similarity dataset was

2www.nlm.nih.gov
3https://lhncbc.nlm.nih.gov/project/consumer-health-question-answering
4https://github.com/abachaa/LiveQA_MedicalTask_TREC2017
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Figure 2: Questions types covered by the medical test questions of LiveQA 2017.

used for training. The PRNA system10 achieved the second best performance in the medical task with 0.49 average
score using Wikipedia as the first answer source and Yahoo and Google searches as secondary answer sources. Each
medical question was decomposed into several subquestions. To extract the answer from the selected text passage, a
bi-directional attention model trained on the SQUAD dataset was used.

Deep neural network models have been pushing the limits of performance achieved in QA related tasks using large
training datasets. The results obtained by CMU-OAQA and PRNA showed that large open-domain datasets were
beneficial for the medical domain. However, the best system (CMU-OAQA) relying on the same training data obtained
a score of 1.139 on the LiveQA open-domain task.

While this gap in performance can be explained in part by the discrepancies between the medical test questions and
the open-domain questions, it also highlights the need for larger medical datasets to support deep learning approaches
in dealing with the linguistic complexity of consumer health questions and the challenge of finding correct and com-
plete answers. Another technique was used by ECNU-ICA team2 based on learning question similarity via two long
short-term memory (LSTM) networks applied to obtain the semantic representations of the questions. To construct
a collection of similar question pairs, they searched community question answering sites such as Yahoo! and An-
swers.com. The ECNU-ICA system achieved the best performance of 1.895 in the open-domain task but an average
score of only 0.402 in the medical task. As the ECNU-ICA approach also relied on a neural network for question
matching, this result shows that training attention-based decoder-encoder networks on the Quora dataset generalized
better to the medical domain than training LSTMs on similar questions from Yahoo! and Answers.com.

The CMU-LiveMedQA team21 designed a specific system for the medical task. Using only the provided training
datasets and the assumption that each question contains only one focus, the CMU-LiveMedQA system obtained an
average score of 0.353. They used a convolutional neural network (CNN) model to classify a question into a restricted
set of 10 question types and crawled ”relevant” online web pages to find the answers. However, the results were lower
than those achieved by the systems relying on finding similar answered questions. These results support the relevance
of similar question matching for the end-to-end QA task as a new way of approaching QA instead of the classical QA
approaches based on Question Analysis and Answer Retrieval.

The above analysis suggested we need to answer two questions: (i) to what extent does the question surface form affect
finding similar questions, and (ii) do the available reliable sources of answers to consumer health questions contain
answers to all test questions. To answer these questions, we developed a medical QA system based on retrieving
answered questions from a collection of trusted question-answer pairs. We present the developed QA system in the
following section.
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3 Methods
3.1 Baseline QA System

We built a medical QA system based on a combination of two information retrieval models retrieving similar questions
that already have correct answers. We used a collection of 47,527 medical question-answer pairs extracted from 12
websites from the National Institutes of Health (NIH)5 including MedlinePlus, Genetics Home Reference (GHR) and
National Institute of Diabetes and Digestive and Kidney Diseases (NIDDK). The question-type taxonomy includes 16
question types about Diseases (e.g. Treatment, Prevention, Susceptibility), 20 question types about Drugs (e.g. Inter-
actions, Contraindication, Usage). One generic question type (Information) is associated with all possible topics/focus
including Procedures and Medical exams.

We translate the QA task to retrieving N relevant questions mqj , j ∈ [1, N ], to the submitted consumer health question
chq and returning their existing responses to answer the new chq. We used the Terrier search engine6 to retrieve similar
questions. In order to improve the performance of question retrieval, we indexed each question with the synonyms of
its focus and the trigger words corresponding to its question type. The focus synonyms and the question type were
extracted automatically from the Question-Answer collection. The triggers of each question type were defined in our
taxonomy of 36 question types. For instance, the list of trigger words associated with the question type ”Treatment”
includes: relieve, manage, cure, remedy and therapy.

As result fusion has shown improved performance in different tracks in TREC, we merge the results of two IR models
TF-IDF (Term Frequency - Inverse Document Frequency model) and In expB2 (Inverse Expected Document Fre-
quency model). Let QCV = mqV1 , mqV2 , ..., mqVN be the set of questions retrieved by the first IR model V and QCW

= mqW1 , mqW2 , ..., mqWN be the set of questions retrieved by the second IR model W , we merge both sets by summing
the scores of each question mqj in both lists.

3.2 Compared Methods

To study the difficulty of understanding consumer health questions and to examine the resources used to find relevant
answers, we conducted three experiments. In the first experiment (M1-TQs), we use the LiveQA test questions and
the baseline QA system to retrieve relevant answers from the medical QA collection. In the second experiment (M2-
PAR), we use paraphrases of the test questions created by NIST7 assessors for the official evaluation of LiveQA
participating systems. This experiment aims to study the difficulty of the original questions by evaluating the impact
of reformulating the questions on the QA process. In a third experiment (M3-SUM), we create short summaries of the
consumer health questions to study the effect of conciseness.

The summaries were created by a medical doctor and expert in QA to ensure the correctness and the adequacy of
the short questions to the QA task. Figure 3 presents an example of a LiveQA test question, the associated NIST
paraphrase, and the NLM summary.

The manual process of creating these paraphrases and summaries is crucial to the relevance of our study. It avoids
conflating the effects of automated summarization and paraphrase generation, and allows us to analyze the results and
find insights that would be biased otherwise.

The following section describes the evaluation methodology used to compare these three QA methods and the obtained
results on LiveQA medical test questions.

4 Evaluation Methodology and Results

In this section, we describe the evaluation interface, the evaluation metrics and the results of the compared methods.

5www.nih.gov
6http://terrier.org
7The U.S. National Institute of Standards and Technology www.nist.gov
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Figure 3: Example of a LiveQA’17 test question and the associated NIST paraphrase and NLM summary.

4.1 Evaluation Methodology

The official results of the LiveQA track relied on one assessor per question. Similarly, in our experiments, a medical
doctor evaluated manually the answers returned by the three IR-based methods, using the same LiveQA’17 reference
answers as guidance. The reference answers were also used by NIST assessors to judge the answers retrieved by the
participating systems.

For a relevant comparison, we used the same judgment scores as the LiveQA track: ”Correct and Complete Answer”
(4), ”Correct but Incomplete” (3), ”Incorrect but Related” (2) and ”Incorrect” (1). Figure 4 presents the evaluation
interface used to evaluate the answers retrieved by each method.

To have an idea about the inter-annotator agreement (IAA) in such tasks, a second assessor (a medical librarian)
evaluated the answers of the first method (M1-TQs). The IAA is based on F1 score computed by considering one of
the assessors as reference. First, we computed the True Positives (TP) and False Positives (FP) over all ratings and the
Precision and F1 score. As there are no negative labels (only true or false positives for each category), Recall is 100%.
We then computed a partial IAA by grouping the ”Correct and Complete Answer” and ”Correct but Incomplete”
ratings (as Correct), and the ”Incorrect but Related” and ”Incorrect” ratings (as Incorrect). In this evaluation, the strict
IAA is 89.38%. The partial agreement on distinguishing the Correct and Incorrect answers is 94.81 %.

We computed LiveQA measures to evaluate the first retrieved answer for each question:

• avgScore(0-3): the average score over all questions, transferring 1-4 level grades to 0-3 scores. This is the main
score used to rank LiveQA runs.

• succ@i+: the number of questions with score i or above (i∈{2..4}) divided by the total number of questions.

• prec@i+: the number of questions with score i or above (i∈{2..4}) divided by number of questions answered
by the system.

Additionally, we used Mean Average Precision (MAP) and Mean Reciprocal Rank (MRR) which are commonly used
in QA to evaluate the top-10 answers for each question. We consider answers rated as “Correct and Complete Answer”
or “Correct but Incomplete” as correct answers, as the test questions contain multiple subquestions while each answer
in our QA collection can cover only one subquestion.

MAP is the mean of the Average Precision (AvgP) scores over all questions.
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Figure 4: Evaluation interface developed and used to evaluate the retrieved answers for each medical question.

(1) MAP = 1
Q

Q∑
i=1

AvgPi

Q is the number of questions. AvgPi is the AvgP of the ith question.

AvgP = 1
K

K∑
n=1

n
rankn

K is the number of correct answers. rankn is the rank of nth correct answer.

MRR is the average of the reciprocal ranks for each question. The reciprocal rank of a question is the multiplicative
inverse of the rank of the first correct answer.

(2) MRR = 1
Q

Q∑
i=1

1
ranki

Q is the number of questions, ranki is the rank of the first correct answer for the ith question.

4.2 Evaluation Results

We compare the results of the three methods M1-TQs, M2-PAR and M3-SUM presented in Section 3.2. Table 1
presents the LiveQA measures AvgScore, Success and Precision, used to evaluate the first retieved answer for each
test question. The M1-TQs method achieves 0.711 average score using the original questions and outperforms the best
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results achieved in the medical challenge at LiveQA’17. The M3-SUM method achieves the best performance of 1.125
average score, getting closer to the performance achieved in open domain. Table 2 presents the results of MAP@10
and MRR@10 used to evaluate the top-10 answers. The compared methods M1-TQs, M2-PAR and M3-SUM achieve
0.28, 0.3 and 0.38 MAP@10, and allow to correctly answer 51, 56 and 64 questions, respectively.

Measures M1-TQs M2-PAR M3-SUM LiveQA’17 Best Results LiveQA’17 Median
avgScore(0-3) 0.711 0.913 1.125 0.637 0.431
succ@2+ 0.442 0.567 0.663 0.392 0.245
succ@3+ 0.192 0.240 0.317 0.265 0.142
succ@4+ 0.077 0.106 0.144 0.098 0.059
prec@2+ 0.46 0.567 0.663 0.404 0.331
prec@3+ 0.2 0.240 0.317 0.273 0.178
prec@4+ 0.08 0.106 0.144 0.101 0.077

Table 1: LiveQA Measures: Average Score (main score), Success@i+ and Precision@i+ on LiveQA’17 Test Data.
Evaluation of the first retrieved answer for each question.

Measures M1-TQs M2-PAR M3-SUM
Correctly answered questions 51 56 64
MAP@10 0.282 0.308 0.380
MRR@10 0.281 0.334 0.417

Table 2: Common Measures: MAP and MRR on LiveQA’17 Test Questions. Evaluation of top 10 answers.

5 Discussion
5.1 Relevance of Similar-Question Retrieval from Trusted Resources

The first part of our results (M1-TQs method) shows that relying on similar-question retrieval to answer consumer
health questions is a viable QA strategy, which outperformed the best systems participating in the medical task at
TREC 2017 LiveQA. The fact that our system used only a collection of 47,527 QA pairs from NIH resources to find
the answers also supports the feasibility, and to some extent the efficiency, of relying on trusted answer sources for
CHQA despite the limited size of such collections.

We also looked closely at the resources used manually to provide reference answers for LiveQA test questions. The
most frequent resources are MedlinePlus Encyclopedia, DailyMed, Mayoclinic, MedlinePlus, GHR, CDC, Pubmed,
PMC, and other NIH websites such as NHLBI and NIDDK. Other trusted resources were also used to find reference
answers such as aafp.org, cancer.org, nature.com, umm.edu, and who.int.

Private websites had answers for 6% of the test questions. For instance, the ConsumerLab website was useful to answer
a question about the ingredients of a Drug (COENZYME Q10). Similarly, the eHealthMe website was used to answer
a test question asking about interactions between two drugs (Phentermine and Dicyclomine) when no information
was found in DailyMed. eHealthMe provides healthcare big data analysis and private research and studies including
self-reported adverse drug effects by patients. But the question remains on the extent to which such big data and other
private websites could be used to automatically answer medical questions if information is otherwise unavailable.
Unlike medical professionals, patients do not necessarily have the knowledge and tools to validate such information.
An alternative approach could be to put limitations on CHQA systems in terms of the questions that can be answered
(e.g. ”What is my diagnosis for such symptoms”) and build classifiers to detect such questions and warn the users
about the dangers of looking for their answers online.

More generally, medical QA systems should follow some strict guidelines regarding the goal and background knowl-
edge and resources of each system in order to protect the consumers from misleading or harmful information. Such
guidelines could be based on the source of the information such as health and medical information websites spon-
sored by the U.S. government, not-for-profit health or medical organizations, and university medical centers, or on
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conventions such as the code of conduct of the HON Foundation issued (HONcode) which addresses the reliability
and usefulness of medical information on the Internet.

Our experiments show that limiting the number of answer sources with such guidelines is not only feasible, but it
could also enhance the performance of the QA system from an information retrieval perspective.

5.2 Complexity of Consumer Health Question Answering

The M3-SUM method achieves 1.125 average score, getting closer to the performance achieved in open domain. This
substantial improvement through the summarization of the questions points out the difficulty of the automatic analysis
of the original questions.

Both experiments using paraphrases of the original questions (M2-PAR and M3-SUM) show that the obtained im-
provement in answer retrieval is important. The best results were obtained with the concise summaries but not with
the NIST paraphrases which attempted to keep as much information as possible from the user questions. Retrieving
answers with NIST paraphrases yielded a 28.41% increase in AvgScore and 9.22% increase in MAP@10.

Using summaries provided overall better results than paraphrases as the questions are shorter and more to the point,
achieving a 58.22% increase in LiveQA AvgScore and 34.75% increase in MAP@10. These results highlight the fact
that the complexity of consumer health questions is only partially related to the vocabulary, and that a substantial area
of improvement is reformulating and summarizing consumer health questions.

For further analysis, we describe below three examples of questions and their retrieved answers, starting with the
easiest question, correctly answered by all methods (all top-10 answers are correct).

Example 1:
- Question: Beckwith-Wieddeman Syndrome. I would like to request further knowledge on this specific disorder.
- Paraphrase: I want information on Beckwith-Wieddeman Syndrome.
- Summary: Where can I find information on Beckwith-Wieddeman Syndrome?
The QA system provided 10 correct answers to this question. The same results were obtained using the paraphrases.
This is a simple question as there is only one focus (Beckwith-Wieddeman Syndrome). Also, there is no specific
question type, therefore all question types retrieved by the QA system are relevant (Information, Treatment, Genetic
changes, Causes, Prevention, Symptoms, Complications, Susceptibility, Frequency and Inheritance). Moreover, many
resources provide relevant information about this medical problem such as A.D.A.M. Medical Encyclopedia8 (includ-
ing more than 4,000 physician-reviewed and physician-updated articles) and GHR9.

Example 2:
- Question: SUBJECT: Gluten information. Re:NDC# 0115-0672-50 Zolmitriptan tabkets 5mg. I have celiac disease &amp; need
to know if these contain gluten, Thank you!
- Paraphrase: Do 5 mg. Zolmitriptan tabkets contain gluten?
- Summary: Do Zolmitriptan 5mg tablets contain gluten?
The first method M1-TQs provided 10 incorrect answers to this question. All top-10 retrieved answers were about
celiac disease. The paraphrase and summary do not contain ”celiac disease”, which eliminated all wrong answers and
provided correct answers. This points out the importance of Paraphrasing and also Focus Recognition in QA systems.

Example 3:
- Question: calcitonin salmon nasal spray. I picked up a bottle of above but noted it had NOT been refrigerated for at least the 3
days since Rx was filled. Box and literature state ”refrigerate until opened.” Pharmacist insisted it was ok ”for 30 days” although
I said that meant after opening. Cost is $54.08 plus need to know if it will be as effective as should be. Thank you.
- Paraphrase: Will an unopened, unrefrigerated calcitonin salmon nasal spray be as effective as if it had been refrigerated? The
directions say it needs to be refrigerated.
- Summary:How long can unopened calcitonin salmon nasal spray be left unrefrigerated?

8https://medlineplus.gov/encyclopedia.html
9ghr.nlm.nih.gov
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The first method did not find any answer to this question. However a correct answer was found when using the para-
phrase and the summary. The answer was found in the MedlinePlus article related to ”Calcitonin Salmon Nasal Spray”
and in the section ”What should I know about storage and disposal of this medication?”. But this answer was ranked
lower than all other answers extracted from the same page10 such as ”How should this medicine be used?” and ”What
special precautions should I follow?”. The relation between ”duration/validity of an unopened and unrefrigerated
medication ” and ”storage and disposal of the medication” is needed to improve the ranking of this answer.

Defining semantic and inference relations between the question types can lead to more relevant answers. For instance,
if answers are not found for questions about the susceptibility to a condition, the consumer could be redirected to
answers about the prevention or causes of the same condition. A similar reasoning can be applied to medical entities.
For instance, for a question like ”Is dementia genetically passed down or could anyone get it”, both the broader answers
about dementia in general and answers for specific types (e.g. Alzheimer’s) are relevant. The same for a question
about ”Trisomy 7 causes”, general information on causes of duplication is relevant, if there is no specific information.
Hence, formalizing the semantics of background medical knowledge and automated inference are potential tracks of
improvement in question analysis and answer retrieval.

6 Conclusion

We studied the difficulty of understanding consumer questions by comparing the answers of the original questions with
the answers of the paraphrased and summarized interpretations. We also studied the effect of relying on restricted and
trusted information sources for CHQA. Our experiments and results on data from the medical task at LiveQA 2017
showed that the QA approach based on retrieving similar answered questions from such resources outperforms the
best official results of the challenge, which relied on much larger document collections. Our results also showed that
paraphrasing and summarizing the questions leads to a substantial improvement in the QA performance according to
standard metrics. Future areas of study include the design of relevant techniques for automatic question reformulation
and summarization, as well as inference methods relying on background medical knowledge.
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Abstract 

Neonatal sepsis, a blood infection occurring in infants younger than 90 days old, represents a significant source of                  
mortality and morbidity among infants.1 Mortality rates increase with postnatal age and can be as high as 52%                  
(36% in newborns aged 8–14 days and 52% in those aged 15–28 days).2 While sepsis in adults has a generally                    
accepted definition, the definition for clinical diagnosis in infants is less well defined. Using the Medical                
Information Mart for Intensive Care database (MIMIC-III), patient diagnoses and microbiology results records             
were processed with an artificial neural network trained using unsupervised learning known as a self-organizing               
map (SOM). The results of this feasibility study suggest a low degree of overlap between the presentation of sepsis                   
in neonate and adult intensive care unit populations. As a consequence, it supports the need for dedicated research                  
in neonatal sepsis, which may manifest differently than adult sepsis.  

Introduction 

Globally, neonatal infections account for approximately 29% of neonatal mortality.4 There are a host of symptoms                
indicative of clinically diagnosed neonatal sepsis that are documented in patient records in the ICU, including fever                 
or hypothermia, hyper- or hypoglycemia, apnea or tachypnea, frequent oxygen desaturation with an increased              
requirement for ventilator support, bradycardia and/or cyanosis, feeding intolerance, abdominal distension, seizures,            
decreased motor activity, skin mottling, and hypotension.5 However, while sepsis in adults has a generally accepted                
definition,3 there have been limited studies to characterize the difference with its definition in neonates.  

The MIMIC-III dataset is an openly available dataset developed by MIT that represents de-identified health data                
associated with ~40,000 critical care patients of all ages from 2001 to 2012. A variety of studies have already                   
utilized this dataset in conjunction with machine learning algorithms or other predictive models to gain insight into                 
patient conditions and outcomes.6,7 Self Organizing Maps (SOMs) are an artificial neural network technique used to                
accomplish unsupervised clustering. They are particularly well suited for high dimensional data, which are              
accommodated by SOMs through reduction in dimensionality through mapping to discrete representations of high              
dimensional data. As an unsupervised classifying technique, SOMs enable analysis of complex data without a priori                
knowledge. 

The goal of this study was to explore whether the presentation of sepsis between infant and adult populations is                   
indeed different by investigating comorbidities and bacterial infections recorded for admissions with a diagnosis for               
sepsis through the use of SOMs. The MIMIC-III dataset contains admissions diagnosed with sepsis as denoted by                 
International Classification of Disease and Death, 9th Revision, Clinical Modification (ICD-9-CM) code for 230              
infants and 5,176 adults recorded at the time of discharge. Diagnosed septic patients are associated with 2,079                 
possible other ICD code and microbiology event features. This ratio of observations to features is not favorable for                  
many neural networks and clustering methods. Additionally, interpretation of clusters associated with data of these               
dimensions is difficult. This study aimed to therefore demonstrate that SOMs are well suited to both dimensionality                 
reduction and resistance to over-fitting to data.9 

 

Methods 

From the MIMIC-III dataset, diagnoses_icd and microbiologyevents records were retrieved for admissions that had              
any of the following ICD-9-CM codes recorded in the chart (which may have been added at any time during the ICU                     
stay) at the time of discharge: 771.81, 995.91, or 995.92, which code for Septicemia [Sepsis] of newborn, Sepsis, or                   
Severe Sepsis respectively. No distinguishment was made between primary or secondary diagnosis codes; all codes               
were treated equally. 

127



ICD-9-CM codes that appeared fewer than three times in the retrieved dataset were omitted. Patient age was                 
calculated at the time of admission and each admission is considered independent of other admissions for the same                  
patient. The resultant dataset contained 230 and 5,176 for admissions with patients aged less than one year old                  
(“neonate”) and greater than 18 (“adult”), respectively.  

From these data, a binary matrix was created with a each row representing an admission. All possible ICD-9-CM                  
codes associated with the study admission group where given columns with the exception of those used for the                  
initial filtering (771.8, 995.91, 995.92). Furthermore, ICD-9-CM codes 765.20-765.29, which specify the number of              
weeks of completed gestation were removed in an effort to get more meaningful clustering. Besides the codes listed                  
above, if an admission had an associated ICD-9-CM code, the corresponding column in the binary matrix was set to                   
1. Likewise for microbiology events data, each organism associated with the dataset was given a corresponding                
column in the binary matrix, which was set to 1 if it was documented with the admission. 

The resultant matrix was separated into three different matrices for each of the two age groups for a total of six                     
matrices. These matrices consisted of the following content for each age group: 

1. ICD-9-CM diagnosis only (1,847 features, neonate: n=230, adult: n=5,176) 
2. Microbiology events only (239 features, neonate: n=94, adult: n=4,094) 
3. Combined ICD-9-CM and microbiology events (2,079 features, neonate: n=230, adult: n=5,176) 

For example, for the ICD-9-CM diagnosis only matrix, given ICD-9-CM and admissions, an input matrix,                 
, was created: 

  

   

For the the SOM algorithm to be applied, a metric to evaluate the distance between two admission vectors was                   
required. Euclidean distance is not an applicable distance metric since binary data is being analyzed. For this                 
application, Hamming distance was utilized for distance calculations: Let 𝟙 that equals 1 when               
and 0 otherwise. Given  ICD codes and two distinct admissions: 

    

that the Hamming distance is defined as: 

 

With our input matrix, the SOM algorithm can be summarized as follows: 

●  
●  
●  
●  
●  

The update function for every iteration is: 
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From this, the following algorithmic procedure was applied: 

1. Initialize our grid of lattices with random samples as the initial weights,   
2. For every sample, , find the node that has the shortest Hamming distance (the best matching unit,                  

), and update the weights by the update function  
3. Repeat above step for the maximum number of iterations . 

As defined by Kohonen et al.,10: 

 

where and are the initial learning rate and neighborhood radius respectively and the neighborhood                 
function. For this implementation, the neighborhood function had a Gaussian decay: 

 

Note that is the best matching node for . The effect of the neighborhood function is that the weight of                      
was updated less the further was from the best matching node, . Finally, similarly to Lebbah et al.,11 values of                     

and were chosen. Notice that as the number of iterations approach the maximum, , both the                  
learning rate as well as the neighborhood function decrease in value, and thus updates occur in smaller increments.                  
Figure 1 shows an illustration how the neighborhood function, and thus the number of nodes updated, decreases over                  
time. Also illustrated is how the strength of those updates decreases the as the distance from the increases                   
(areas in the darkest shades of red experiencing the largest updates). 

For this implementation, the Hamming distance was used for the update function as described in Chen et al.12 and                   
Lebbah et al.10 Since the learning rate and the neighborhood function have a real number output, a threshold had to                    
be defined. If a given feature has an update value less than , its weight was changed to be 0 (“null”) and 1                       

otherwise. More formally, given , threshold  , and data  at iteration , 

  

A 20 x 20 node lattice was used for all SOMs. Each SOM was trained for 5,000 iterations. For all SOMs, a threshold                       
( ) value of 0.6 was chosen. 

 

Figure 1. Illustration showing the decreasing radius of neighborhood function over time and             
the decreasing update strength (decreasing shades of red) in relation to increasing distance             
from . 
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Results 

Each age group was clustered independently. Interactive heat maps can be found online:             
http://bit.ly/amiaSummit2019-goddard. Selected SOM heatmap results of the microbiology events are shown in            
Figure 2. Darker colors in the heat maps below are associated with the most frequently exhibited clusters for a given                    
SOM.  

Figure 2. Microbiology events SOM heatmap output for neonate and adult groups. 

The top five clusters from SOM output in Tables 3 through 6 below. “Cluster Features” refers to the the single                    
feature (ICD-9-CM code or microbiology event) or combination of features that composed each cluster. Each               
distinct feature is separated by an “&.” For example, the cluster “Staph aureus Coag + & Yeast” indicates that both                    
Staph aureus Coag + and Yeast are associated with each other frequently enough to represent a significant cluster                  
and could exist as comorbidities. Additionally, for each Cluster Feature the number of samples associated with that                 
cluster and the percent of admission associated with that number of samples is also shown. 

Table 1. Microbiology events SOM top five clusters for neonate age group. 

Cluster Features Number of Samples % Admissions (n=230) 

Staphylococcus, Coagulase Negative 20 8.70% 

Staph aureus Coag + 8 3.48% 

Escherichia coli 6 2.61% 

Beta Streptococcus Group B 5 2.17% 

Staph aureus Coag + & Staphylococcus, Coagulase Negative 3 1.30% 
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Table 2. Microbiology events SOM top five clusters for the adult age group. 

Cluster Features Number of Samples % Admissions (n=5716) 

Yeast 491 9.49% 

Escherichia coli 265 5.12% 

Staph aureus Coag + 211 4.08% 

Staph aureus Coag + & Yeast 177 3.42% 

Null 148 2.86% 

 

Table 3. ICD-9-CM diagnosis SOM output top five clusters for the neonate age group. 
Cluster Features Number of Samples % Admissions (n=230) 

Neonat Jaund Preterm Del & Primary Apnea Of Newborn & Respiratory Distress Syn & Single Lb 

In-Hosp W Cs 6 2.61% 

Need Prphyl Vc Vrl Hepat & Single Lb In-Hosp W/O Cs 4 1.74% 

Neonat Jaund Preterm Del & Patent Ductus Arteriosus & Respiratory Distress Syn & Twin-Mate 

Lb-In Hos W Cs 4 1.74% 

Anemia Of Prematurity & Extreme Immatur 500-749G & Nb Intraven Hem,Grade I & Neonat 

Jaund Preterm Del & Perinatal Chr Resp Dis & Respiratory Distress Syn & Retrolental Fibroplasia 3 1.30% 

Anemia Of Prematurity & Extreme Immatur 750-999G & Neonat Jaund Preterm Del & Patent 

Ductus Arteriosus & Single Lb In-Hosp W/O Cs 3 1.30% 

 

Table 4. ICD-9-CM diagnosis SOM output top five clusters for the adult age group. 
Cluster Features Number of Samples % Admissions (n=5176) 

Null 1,629 31.47% 

Septic Shock 1,228 23.72% 

Acute Respiratry Failure & Septicemia Nos 1,169 22.59% 

Chronic Kidney Dis Nos 333 6.43% 

Chf Nos & End Stage Renal Disease 134 2.59% 

 

Table 5. Combined ICD-9-CM diagnosis and Microbiology Events SOM output: top five clusters for the neonate age group. 
Cluster Features Number of Samples % Admissions (n=230) 

Need Prphyl Vc Vrl Hepat & Single Lb In-Hosp W/O Cs 6 2.61% 

Extreme Immatur 750-999G & Neonat Jaund Preterm Del & Patent Ductus Arteriosus & Primary 

Apnea Of Newborn & Respiratory Distress Syn 5 2.17% 

Neonat Jaund Preterm Del & Primary Apnea Of Newborn & Respiratory Distress Syn 5 2.17% 

Anemia Of Prematurity & Need Prphyl Vc Vrl Hepat & Neonat Jaund Preterm Del & Neonatal 

Bradycardia & Perinatal Chr Resp Dis & Perinatal Condition Nec & Respiratory Distress Syn & 

Single Lb In-Hosp W Cs 4 1.74% 

Anemia Of Prematurity & Extreme Immatur 500-749G & Neonat Jaund Preterm Del & Patent 

Ductus Arteriosus & Perinatal Intest Perfor & Respiratory Distress Syn 3 1.30% 
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Table 6. Combined ICD-9-CM diagnosis and Microbiology Events SOM output: top five clusters for the adult age group. 
Cluster Features Number of Samples % Admissions (n=5176) 

Null 2,513 48.55% 

Acute Respiratry Failure & Septic Shock 979 18.91% 

Atrial Fibrillation & Chf Nos 554 10.70% 

Atrial Fibrillation 536 10.36% 

Ascites Nec & Septicemia Nos 156 3.01% 

 

Among all results, the only areas where the neonate and adult age groups yielded overlapping clusters were when                  
microbiology events were processed through the SOM on their own. Clusters that existed in both age groups are                  
shown in Table 7 below (sorted by the number of samples from the adult age groups). 

Table 7. Overlapping microbiology event clusters between the neonate and adult age groups, their number of samples from SOM algorithm and                     
% of total admissions. 

 
Number of SOM 

Samples % Total Admissions 

Cluster Features Neonate Adult Neonate (n=230) Adult (n=5176) 

Escherichia coli 6 265 2.61% 5.12% 

Staph Aureus Coag + 8 211 3.48% 4.08% 

Staphylococcus, Coagulase Negative 20 131 8.70% 2.53% 

Gram Negative Rod(S) 1 130 0.43% 2.51% 

Escherichia coli & Staphylococcus, Coagulase Negative 2 46 0.87% 0.89% 

Staph aureus Coag + & Staphylococcus, Coagulase Negative 3 38 1.30% 0.73% 

Viridans Streptococci 1 35 0.43% 0.68% 

Gram Negative Rod(S) & Staph Aureus Coag + 1 31 0.43% 0.60% 

Beta Streptococcus Group B 5 30 2.17% 0.58% 

Bacteroides fragilis Group 1 24 0.43% 0.46% 

Pseudomonas aeruginosa & Staphylococcus, Coagulase Negative 1 22 0.43% 0.43% 

Escherichia coli & Klebsiella pneumoniae 1 17 0.43% 0.33% 

Candida albicans 1 14 0.43% 0.27% 

Enterobacter aerogenes 1 10 0.43% 0.19% 

Enterobacter cloacae & Staph aureus Coag + 2 5 0.87% 0.10% 

 

Discussion 

This study explored the potential of an unsupervised clustering technique, SOMs, to compare the manifestation of                
sepsis in two distinct populations: neonates and adults. The results suggest a meaningful clustering that show                
promise in the use of SOMs to characterize populations based on available clinical data. Within the scope of this                   
study, a distinct profile emerges that distinguishes neonatal and adult sepsis. This finding supports general clinical                
guidance in both the identification and treatment of these different populations. Furthermore, it justifies future               
research that can just focus on neonatal or adult sepsis, without concern for overlapping characteristics that would                 
potentially be incorporated into clinical decision support.  

Typical application of SOM clustering is on high dimension, continuous data. Often the dimensions are still such                 
that each component plane of the SOM can be laid out such that spatial relevance of clusters can be visually                    
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associated with other component planes as shown with the data in Figure 3, which is taken from a study that used                     
SOMs to visualize “combined associations between metabolic markers, diabetic kidney disease, retinopathy,            
hypertension, obesity, and mortality.”13 The study behind the visualization in Figure 3 used around 12 continuous                
features. Each feature then had a separate component plane in the resultant SOM. When placed side-by-side the                 
spatial location and value of clusters can be compared more easily.  

While the resultant output would be the same if the underlying data presented in the same way, it is important to                     
view and evaluate the heatmaps in Figure 2 independently. The reduction in dimensionality and nature of SOMs will                  
cluster based on the underlying topology, but if a given cluster is expressed more strongly in one dataset versus the                    
other, the final cluster size and the location on the lattice may change. As a result, direct comparison of spatial                    
location between heatmaps may be of limited value. Despite this, the visualization provided by the heatmaps shown                 
in Figure 2 (as well as online at: http://bit.ly/amiaSummit2019-goddard) provide a means to explore the density of                 
clusters. With the data used in this study, which are binary and significantly higher in dimensions (~2,100 features),                  
the resultant component planes are not suitable for visualization. Instead, significant component planes are              
combined and returned as meaningful clusters of comorbidities.  

The main purpose of displaying the heatmaps is primarily to show how strongly each cluster presents in the data. In                    
the case of this data, the unsupervised algorithm is useful in finding comorbidities associated with sepsis for the two                   
age groups that were evaluated. It is important to notice that despite the SOM algorithm’s ability to cope with the                    
high dimensional and sparsely populated data, some of the most dominant clusters do drop to “Null.” This result is                   
indicative of no single feature or grouping of features being expressed strongly enough to exceed the threshold of                  
0.6 as chosen for this study. As a result of no feature exceeding the necessary threshold, no feature is recorded as                     
having had a positive occurrence. Experiments were done with lower thresholds, however, significant “Null”              
clusters still existed and rates of error increased significantly. The ICD-9-CM and Combined matrices suffered the                
most from this scenario. 

Figure 3: Component plane representation of the SOM trained using patient survey responses. Modified from Makinen, et al.13 

The Microbiology event matrix, where the dimensionality is more favorable to the number of admissions records                
available, showed stronger presentations of clusters. Being able to review the bacteria that cluster together is                
particularly interesting. Future work will include weighting of results based on known common microbiology results               
expected for populations (e.g., neonates are known to have high rates of Staphylococcus, Coagulase Negative, which                
may also be caused by contamination) compared to those that are specific to patients who have sepsis. For example,                   
it may be useful to use a SOM to examine if there are clusters of patients within neonates who were diagnosed with                      
sepsis versus those who were not. Nonetheless, the utility of the results of this study suggest that the profile of                    
features is different than the adult population. This finding may be intuitive, but validates the potential of using an                   
unsupervised clustering approach, which inherently does not start with a priori  knowledge.  

While the absence of overlapping clusters in ICD-9-CM data is interesting, there is room for improvement in the                  
study design that might make the results more meaningful. For example, some diagnosis codes are neonate specific.                 
As a result, overlap between age groups on neonate specific codes should not occur by design. If they did, this                    
would represent an interesting finding in either: (a) a flaw in the algorithm; or (b) a systemic coding error. Future                    
work that uses the methodology outlined in this study would be enhanced by either removing additional age specific                  
diagnoses or, ideally, finding appropriate mappings to normalize diagnoses between age groups. The number of               
weeks gestation, while important as a predictive factor for neonatal sepsis, is so strongly expressed in this dataset,                  
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that its inclusion obscures any other clustering besides those specific codes. An alternative study design that could                 
be particularly interesting would be to apply a SOM using discrete and continuous variables derived from                
ICD-9-CM groupings as could be created with codes 765.20-765.29, for example that code for specific weeks of                 
gestation completed. Furthermore, from the MIMIC-III dataset, other continuous clinical metrics can be calculated              
like average heart rate, Sp02, respiration rate, etc.  

Combined with the significant clusters identified by this study, new SOMs could be trained to further visualize                 
comorbidities and relationships between specific microbiology event clusters and other patient features to assist in               
enhanced phenotyping for adult or infant sepsis. Finally, this study only considered structured data elements that                
could be imputed into a binary matrix. Future work would include incorporation of additional clinical data that may                  
originate from unstructured (e.g., narrative) clinical data. The added dimensions that would result from the inclusion                
of information imputed from narrative clinical data would further underscore the value of the SOM demonstrated in                 
this study. 

Understanding the differences (and similarities) between neonatal and adult sepsis may support the the longer term                
goal of this work to develop tools for earlier detection of neonatal sepsis. The promising results of using SOMs in                    
this study demonstrate the potential to identify clusters that can then be used for supporting the identification of                  
factors that can be incorporated into subsequent decision support systems. Future work will also include studying                
whether there are identifiable subtypes of neonatal sepsis that can also be used to support clinical decisions at earlier                   
points in care. 

Conclusion 

Leveraging data in the MIMIC-III dataset and SOM clustering method, we were able to demonstrate a low degree of                   
overlap between the presentation of sepsis in the two patient age groups evaluated in this study: neonate and adult,                   
suggesting that sepsis does indeed manifest differently between infant and adult ICU populations. There remain               
limitations in the data analysis that will require further study to get the most out of the ICD-9-CM diagnosis code                    
information. 
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Abstract 

Burnout is becoming increasingly prevalent among primary care physicians. Recent studies have attributed 

electronic health record (EHR) related tasks as a potential source of physician burnout. In this cross-sectional 

study, EHR use was compared to self-reported burnout for 107 faculty physicians at 10 university-affiliated primary 

care clinics.  

Physicians who self-reported burnout spent more time managing their inbox and in the EHR after hours. Burnout 

was associated with lower rates of same day chart closure, longer completion time for inbox messages, and more 

incomplete messages.   

Burnout, while related to overall workload, had a complex relationship with EHR use, which was influenced by but 

could not wholly explained by clinical workload.  Our results suggest that burnout is less prevalent with less 

allocated clinical time, however, more research is necessary to identify the optimal balance between clinical duties 

and academic pursuits. Segmenting providers based on relative workload to determine variation within similar 

groups may help optimize EHR use. 

Introduction  

Physician burnout is becoming increasingly prevalent in the field of medicine and has become the focus of 

several national initiative1,2. A longitudinal study from the Mayo Clinic found that over 50% of physicians 

experienced at least 1 symptom of burnout and is more common in frontline specialties such as emergency medicine 

and family medicine. The study also reported as much as a 10% increase in the frequency of physician burnout in 

the short span of 3 years, from 2011 to 20143.  

Studies have proposed that physician burnout is a complex, multifactorial syndrome4,5. The electronic health record 

and the ever-increasing clerical tasks associated with it have frequently been cited as a predictor of physician stress 

and burnout4,5,6,7. 

Electronic health records have revolutionized patient-provider communication and has enabled patients to obtain test 

results, ask questions, and request medication refills electronically and asynchronously. Surveys have demonstrated 

that electronic communication are associated with increased patient satisfaction and access to providers8,9,10. 

Providers understand that these communications can improve patient outcomes and reduce office visits, however, 

have also voiced concern that it can lead to increased time demands, increased workloads, exposure to liability, and 

loss of productivity if communications are not reimbursable8,11,13. 

When asked about their perception of time spent on these tasks, 46.5% felt that time spent on clerical tasks pursuant 

to direct patient care, including order entry, dictation, reviewing lab results, and communicating with patients 

through an electronic portal was unreasonable11. Most primary care providers are not allocated protected time for 

this additional work and therefore the non- “face-to-face” work is in addition to their already full schedules8,12,13. 

Recent studies have validated these concerns and have demonstrated that electronic communications are 

increasingly requiring a substantial time commitment from providers. One institution reported the number of 

messages received through their patient portal increased by 62% over a 3-year period4. A study using survey data 

reported that outpatient internists spent 48 minutes outside of office hours responding to patient electronic 

communications for each scheduled clinic day12. A more recent study used a combination of EHR audit log data and 

time motion observations to quantify the amount of time spent on EHR related tasks. The researchers found that 
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family medicine physicians spent 5.9 hours during clinic hours, 1.4 hours after hours, of which 84 minutes per day 

was spent managing their inbox4.  

Efforts to quantify physician time have traditionally relied on self-report, time motion studies, or video and audio 

recordings13. However, survey data can be inaccurate and the other methods are costly, invasive, and may be prone 

to the Hawthorne effect. There has been a growing body of research that have validated the use of EHR log data 

with concurrent time motion studies to evaluate how physicians use EHRs4,13,14,15. 

Methods  

Study Design 

In our study, we aimed to explore the relationship between provider burnout and quantifiable measures of 

time spent on EHR related tasks using log data from the Epic Care Ambulatory Provider Efficiency Profile (PEP). 

This was an arm in a larger study which examined burnout across all clinic staff (including physicians, nurse 

practitioners, registered nurses, medical assistants, social workers, pharmacists) at Oregon Health and Science 

University (OHSU). All faculty and staff members working in 10 primary care clinics at OHSU were sent a survey 

including the Mini-Z questionnaire. The primary care specialties included family medicine, internal medicine and 

pediatrics. For this arm of the larger study, we only included physicians, nurse practitioners (NP), and physician 

assistants (PA) who were on faculty at OHSU. Residents were not included in this study. 

Measures  

The mini-Z  

Provider burnout was assessed using the Mini-Z, which was derived from the Physician Worklife Study23. 

The Mini-Z is a questionnaire that assesses burnout, job satisfaction and work-related stress using single item 

measures. It includes 9 questions with 5-point Likert scale responses, a single measure regarding burnout and an 

open-ended question, “Please tell us about your stressors and potential solutions”. The single item burnout question 

asks respondents to classify their level of burnout based on their own definition. The possible responses are:  

a. I enjoy my work. I have no symptoms of burnout.   

b. I am under stress, and don’t always have as much energy as I did, but I don’t feel burned out.  

c. I am definitely burning out and have one or more symptoms of burnout, e.g., emotional exhaustion.  

d. The symptoms of burnout that I am experiencing won’t go away. I think about work frustrations a lot.  

e. I feel completely burned out. I am at the point where I may need to seek help. 

This single item burnout measure has been validated and has been demonstrated to be strongly correlated with the 

emotional exhaustion scale of the Maslach Burnout Inventory22. The emotional exhaustion measure has been 

suggested to be an essential component and is often used as a central measure22. Several studies have used single 

item measures rather than the full 22 question inventory as a means of improving response rates19,22.  

Clinical Full Time Equivalents   

Survey participants all had academic responsibilities in addition to their clinical roles. We used clinical full-time 

equivalents (cFTE) as a means of assessing and comparing a provider’s dedicated clinical time. cFTE was assessed 

by a multiple-choice question that asked “What is your clinical FTE including clinic, wards and precepting?”. The 

available responses included 0.1 to 0.2, 0.3 to 0.4, 0.5 to 0.6, 0.7 to 0.8 and Greater than 0.9.  

Clinical Role and Experience 

Survey respondents answered a multiple-choice question regarding their clinical role. The available options were 

“MD/DO”, “NP/PA” or “Decline to answer”. Level of experience was assessed with a multiple-choice question that 

asked “How many years have you practiced in your clinic?”. Available options were “Less than 1 year”, “1 – 5 

years”, “6 – 10 years” and “Greater than 10 years”.  
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Audit Log Data  

We collected the raw data from the PEP to assess provider use of the EHR. Several studies have demonstrated EHR 

audit log data strongly correlated with actual provider EHR use through time motion studies13,14,15. According to 

Epic documentation, the User Action Log (UAL) calculates active time as clicks and keyboard strokes within the 

Epic system. If more than 30 seconds elapses between events, the time is considered inactive and not counted 

towards the active time.  

We measured time spent in the EHR after hours as a combination of minutes in the EHR between 7 PM and 7 AM 

on scheduled days and total minutes on unscheduled days during the reporting period.  

The PEP divides total time spent in the system by 7 different activities – clinical review, documentation, inbox, 

orders, schedule/patient lists, visit navigator, and other. Each one of these activities are further divided into whether 

or not it was completed in the context of an open clinical encounter.  

Number of appointments is a measurement from the PEP and is defined by number of scheduled outpatient face-to-

face appointments during the reporting period. Days with appointments includes number of days during the 

reporting period where the provider was scheduled for at least one appointment.  

There are four types of inbox messages – results review, patient calls, patient refill request and patient medical 

advice requests. We chose to evaluate results review and patient calls, as they were tasks that required physician 

input and communication with the patient. There were very few providers who had patient medical advice requests 

during the reporting period and therefore the decision was made to exclude this inbox task.  

For each inbox message type, the PEP measures number of messages received, incomplete at the end of the 

reporting period, and average number of days until the message is marked complete. This only counts messages that 

were sent directly to the provider and does not count message sent to pools.   

To evaluate provider’s documentation management, we use the “Close Office Visits the Same Day” metric from the 

PEP which calculates the percentage of a clinical encounters that were closed on the same day of the visit.  

Analysis  

We used a combination of descriptive analytics and simple linear regression. In consideration of the relatively small 

sample size involved (n=107), the Fisher’s Exact Test was used to determine whether there were statistically 

significant associations between self-reported burnout and certain categorial characteristics – for example, clinical 

FTE. Furthermore, simple linear regression was used to estimate the effect of burnout on various performance 

indicators once controlling for clinical FTE (Table 2). 

Results  

 The survey was sent to 190 faculty members and was completed by 107 (56%) providers which included 86 

physicians (MD/DO), 19 advanced practice providers (NP/PA), and 2 providers who declined to answer the 

question. Table 1 shows the respondent demographics. Approximately two-thirds of the survey respondents were 

female. The majority of the providers were trained in family medicine (57%), followed by internal medicine (27%) 

and pediatrics (18%). The breakdown of providers in each cFTE category was similar for groups above 0.5 cFTE. In 

order to keep the number of providers in each group similar, we decided to combined the lower cFTE groups (0.1 to 

0.2 and 0.3 to 0.4) into one group.  

Burnout  

Overall, 39% (n = 41) of providers self-reported burnout on the single item measure. Greater allocated clinical time 

and patient workloads were closely associated with burnout (Figure 1). More than half of providers with greater than 

0.9 clinical FTE reported feeling burned out, whereas only a third of physicians who had less than 0.6 clinical FTE 

self-reported burnout. Burnout was consistent across levels of experience for providers in the role for over 1 year 

(Figure 2). There were only 9 providers in the ‘Less than 1 year’ group and therefore difficult to draw conclusions.     
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To enable further analysis, given the relatively small numbers involved, clinical FTE was collapsed into a binary 

variable (0.7 FTE or greater, 0.6 FTE or less). The association between higher clinical FTE and self-reported 

burnout was found to be statistically significant (p=0.04; one-sided Fisher’s exact test).     

Time spent in Electronic Health Record  

To better understand how providers spend their time in the electronic health record, we examined the audit logs from 

the PEP. We found that completing clinical documentation accounts for 33% of time spent in the EHR, followed by 

communicating with patients and managing their inbox (18%). Figure 3 shows the complete breakdown of EHR 

activities.  

Clinicians who self-reported burnout spent more time in the EHR after hours per appointment than their colleagues 

with the same clinical FTE allocation. Holding clinical FTE constant, reported burnout was associated with an 

increase of 10 minutes per appointment afterhours compared with no reported burnout (p-value=0.074). Although 

this result did not meet the conventional 0.05 threshold for significance, with a p-value=0.07 it did meet the 90% 

confidence level (Table 2).  

Providers with greater than 0.9 cFTE spent less time in the EHR documenting encounters than their counterparts, but 

had a three-fold increase in their after hours EHR time (Figure 4). Providers with 0.5 to 0.6 cFTE also had a two-

fold increase in both the times spent during encounters as well as after hours. Interestingly, providers who have less 

allocated clinical time spent more time in the EHR per appointment (between 22 – 29 minutes for cFTE greater than 

0.7) than their colleagues with more allocated clinical FTE (between 29 – 62 minutes for cFTE of 0.6 and below).  

EHR related task management  

In general, providers who self-reported burnout were more likely to have lower rates of same day chart completion, 

spend more time in the EHR after hours and managing their inbox (Figures 4, 5 and 6). Controlling for clinical FTE, 

burned out providers had a 22.5% lower same day chart completion rate compared to their non-burned out 

colleagues. This association was statistically significant, with a p value of 0.008 (Table 2).  

Burned out providers in the greater than 0.9 cFTE group only had an average of 43.4% of their charts completed on 

the same day, compared to their non-burned out colleagues who had an average of 70.5% same day chart completion 

rate. This trend was also seen with clinicians with less than 0.6 clinical FTE. Burned out providers in the 0.5 to 0.6 

cFTE group had a disproportionate number of low (less than 20%) same day chart completion during this reporting 

period. One of the limitations of our study is the small sample size for each group, which can magnify extreme 

values. For this assessment, we used the median rather than the mean to account for this effect.  

Interestingly, there was an inverse relationship with time spent in the EHR and same day chart completion rate. The 

highest chart completion rate was seen in the 0.7-0.8 cFTE group, with 77.3% and 82.1% completion rates, and 22 

minutes and 26.1 minutes spent per appointment for the non-burned out and burned out subgroups respectively 

(Figures 4 and 5). The lowest same day chart completion rates were associated with providers that spent the most 

time in the EHR overall and after hours (Figures 4 and 5).  

Inbox management accounted for 18% of total EHR time and was only second to documentation activities (Figure 

3). For each scheduled appointment day, providers spent, on average, between 20 - 42 minutes managing their inbox 

messages (Figure 6). Providers who reported burnout received more messages, took longer to respond to the 

messages, left more messages incomplete, and spent more time overall managing their inbox (Figure 6, 7, and 8).  

Results messages took between 1.3 - 2.6 days to be marked done. Burned out providers left at least twice as many 

messages incomplete at the end of the reporting period compared to their colleagues. In the 0.7-0.8 cFTE group, 

burned out providers took 0.8 days longer to respond to messages and had twice as many messages left incomplete, 

despite having comparable number of results.  Responding to patient call messages followed a similar trend, where 

burned out providers received more messages, took longer to complete them, and left more messages incomplete.  

The association between reported burnout and incomplete patient call and results messages were also examined 

using linear regression. In both cases, this was found to be statistically significant after controlling for clinical FTE 
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at the 95% confidence level. Holding cFTE constant, those reporting burnout were expected to have 2.1 more 

incomplete patient call messages than those who did not report burnout (p-value=0.03). Similarly, reported burnout 

was associated with an increase of 3.6 incomplete results messages compared with no reported burnout (p-

value=0.002).  

Notably, the 0.5 – 0.6 cFTE group does not follow this trend. Burned out providers in this group responded to 

messages quicker and left fewer messages incomplete despite receiving more messages in the reporting period. 

However, these providers spent nearly as much time managing their inbox as providers who had 50% more 

messages than them (see non-burned out providers in the 0.1-0.4 group on Figures 6 and 8).  

Within each cFTE group, there appears to be a ‘dose-dependent’ relationship of greater EHR time and self-reported 

burnout. However, there also appears to be an inflection point in the 0.5-0.6 cFTE group. Overall, providers with 

less than 0.6 cFTE reported less burnout than the other groups (Figure 1). In addition, non-burned out providers in 

the 0.5-0.6 cFTE group closely resembled time spent in the EHR (Figure 4) and chart completion rates (Figure 5) of 

providers in the higher cFTE groups. This is contrasted with clinicians who self-reported burnout in the same 0.5-0.6 

cFTE group that spent more time in the EHR per appointment and had the lowest chart completion rate of all groups. 

Discussion  

This study provides insight on provider burnout and its association with indirect patient care tasks such as clinical 

documentation and electronic communications in the EHR. Overall, provider burnout was 41% and was more 

prevalent for providers with higher clinical full-time equivalents. More than half of providers with greater than 0.9 

cFTE were burned out, which is consistent with national surveys3.  

Prior studies have demonstrated that the number of electronic communications providers receive in the EHR are on 

the rise and approaching unsustainable levels4,10. Increased clerical demands and insufficient time to attend to them 

have been cited as a contributor to physician stress and burnout5. We estimated that providers spend between 20 to 

42 minutes per clinic day managing their inbox. Much of this work is unreimbursed and completed during a 

provider’s ‘free time’12,13. Burned out providers also spent 10 more minutes after hours per appointment than their 

non-burned out colleagues. Our study population had an average of 6 patients during a half-day session, or an 

average of 12 patients for a full day session. This translates to a difference of 1 – 2 hours per day, for two providers 

with the same number of appointments. Burnout was associated with measurable and significant differences in 

managing inbox messages and completing clinical documentation. This may be an unobtrusive way for institutions 

to measure indirect patient workloads (number of messages) and identify providers who are having difficulty with 

their inbox management (messages left incomplete, or longer times to respond compared to similar providers).  

Limitations 

There are a number of limitations to our study. Our sample size was small and only included academic faculty 

providers in the outpatient setting. After accounting for cFTE group and response to the burnout question, some of 

the subgroups have less than 10 participants. While it is encouraging that burnout is less prevalent in certain groups, 

it makes it difficult to generalize our results.  

Another limitation is the currently available level of granularity when using PEP metrics. The PEP distinguishes 

between tasks completed in the setting of a clinical encounter, however it would also be useful to understand how 

after hours and EHR time on unscheduled days are utilized.  A potential confounder we did not account for is after 

hours EHR time that is related to on-call responsibilities and inbox coverage rather than attending to one’s own 

patients.  

In addition, our measure of clinical FTE was self-reported and it was not assessed independently from payroll 

records. Our survey results suggest that burnout is less prevalent with less allocated clinical time, however, more 

research is necessary to identify the optimal balance between clinical duties and academic pursuits. As a future 

direction, we intend to obtain payroll records in order to more rigorously assess the role clinical FTE and burnout as 

well as examine different combinations of clinical FTE and full FTE.   
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Table 1. Respondent Demographics 

 

Table 2. Regression Results  

 Coefficient Standard 

Error 

p value 95% Confidence 

Interval 

Closed Office Visits      

Burnout -22.46 8.17 0.008** -38.81 -6.11 

Clinical FTE 2.05 3.14 0.515 -4.22 8.33 

Constant 62.72 10.43 0.00 41.85 83.59 

 R-squared = 0.1093 

Patient Call Messages Incomplete  

Burnout 2.11 0.961 0.030** .194 4.03 

Clinical FTE - 0.33 0.37 0.370 -1.07 0.40 

Constant 2.55 1.23 0.04 0.102 5.00 

 R-squared = 0.0730 

Results Messages Incomplete   

Burnout 3.63 1.13 0.002** 1.37 5.89 

Clinical FTE - 0.319 0.435 0.466 -1.19 0.55 

Constant 2.54 1.44 0.084 -0.35 5.42 

 R-squared = 0.1437 

After hours EHR Time 

Burnout 10.08 5.54 0.074* -1.007 21.17 

Clinical FTE -17.98 5.46 0.02 -28.91 -7.04 

Constant 36.99 8.13 0.00 20.73 53.25 

 R-squared = 0.1620 
*,** Indicates significance at the 90% and 95% level, respectively 
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Figure 1. Self-Reported Burnout and Clinical Full Time Equivalents 

 

Figure 2. Self-Reported Burnout and Number of Years Practicing at Current Clinic 

 

Figure 3. How do providers spend their time in the EHR?  

 

Figure 4. Time spent in EHR per appointment  
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Figure 5. Percent of Same Day Chart completion  

 

Figure 6. Median time spent managing inbox for each scheduled day.  

 

Figure 7. Inbox Management – Results Messages  

 

Figure 8. Inbox Management – Patient Call Messages  
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Abstract 
Electronic health records (EHR) are valuable to define phenotype selection algorithms used to 
identify cohorts of patients for sequencing or genome wide association studies (GWAS). To date, 
the electronic medical records and genomics (eMERGE) network institutions have developed and 
applied such algorithms to identify cohorts with associated DNA samples used to discover new 
genetic associations. For complex diseases, there are benefits to stratifying cohorts using 
comorbidities in order to identify their genetic determinants. The objective of this study was to: 
(a) characterize comorbidities in a range of phenotype-selected cohorts using the Johns Hopkins 
Adjusted Clinical Groups® (ACG®) System, (b) assess the frequency of important comorbidities 
in three commonly studied GWAS phenotypes, and (c) compare the comorbidity characterization 
of cases and controls. Our analysis demonstrates a framework to characterize comorbidities using 
the ACG system and identified differences in mean chronic condition count among GWAS cases 
and controls. Thus, we believe there is great potential to use the ACG system to characterize 
comorbidities among genetic cohorts selected based on EHR phenotypes. 
Introduction 
Electronic health records (EHR) are rich resources to identify patients with specific conditions for 
inclusion in genetic studies. Within the NHGRI-funded electronic MEdical Records & GEnomics 
(eMERGE) Network1-3, for example, EHR phenotyping methods are used to identify cohorts with 
linked DNA samples used to discover new genetic associations. Given the variability in 
approaches to implement EHR phenotypes (e-phenotypes) among institutions, documentation is 
often shared as “pseudocode” and made accessible using the Phenotype KnowledgeBase4, 5.  
Several genome-wide association studies (GWAS) have been completed for a range of e-
phenotypes defined by eMERGE institutions, such as dementia, cataracts, peripheral arterial 
disease, type 2 diabetes and cardiac conduction defects6-9.While GWAS are generally carried out 
for one phenotype at a time, for complex diseases, the existence of secondary (comorbid) 
phenotypes can influence results. For example, we can find significant overlap in genetic 
associations among related conditions10. One approach to consider comorbidities in GWAS is to 
stratify results by suspected or known comorbidities e.g., assessing whether common variants 
interact with hypertension to modify the risk of atrial fibrillation11. Comorbidity indices are often 
used in health research12, but GWAS analyses have not typically assessed comorbidities in ways 
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that would distinguish whether observed variant-trait associations are with the primary phenotype 
or co-occurring “comorbid” phenotypes. Thus, the extent of the influence of comorbid phenotypes 
on GWAS findings is an area that often cannot be studied. This work proposes to comprehensively 
characterize comorbidities among GWAS cohorts to enable assessing the influence of those 
comorbidities on the GWAS results. The specific objectives of this study were to: (a) characterize 
comorbidities in a range of eMERGE phenotype-selected cohorts using the Johns Hopkins 
Adjusted Clinical Groups® (ACG®) system13, (b) assess the frequency of important comorbidities 
in three commonly studied GWAS phenotypes and (c) compare the comorbidity characterization 
of GWAS cases and controls. We also discuss the potential for sharing measures of comorbidity 
identified using the ACG software as part of genomic datasets. 

Methods 
Data source and preparation 
De-identified EHR-derived electronic phenotype (e-phenotype) data and raw diagnostic codes 
were provided by the eMERGE Coordinating Center. The full dataset includes well-validated and 
published e-phenotypes4. For this analysis we used only the International Classification of Disease, 
Ninth Revision, Clinical Modification (ICD-9-CM), and International Classification of Disease, 
Tenth Revision, Clinical Modification (ICD-10-CM) codes for service dates ranging from 1978 to 
2017 from the EHR of twelve eMERGE institutions.  
We analyzed data for eMERGE Network study participants classified as a case or control for three 
eMERGE e-phenotypes including: Angiotensin converting enzyme (ACE)-inhibitor induced 
cough14, peripheral arterial disease (PAD)15 and heart failure (HF) (including both preserved and 
reduced ejection fraction subtypes)16. Two of the eMERGE e-phenotypes have led to published 
GWAS studies (ACE-inhibitor induced cough and peripheral arterial disease)6, 7. We report the 
number of eMERGE institutions that implement each e-phenotype, the number of e-phenotype-
selected cases and controls for GWAS, and the proportion of males and females among e-
phenotype-selected cases and controls.  

Analysis of comorbidities among phenotype-selected cohorts  
Comorbidities were captured for eMERGE Network study participants using the Expanded 
Diagnosis Cluster (EDC) condition markers generated by the Johns Hopkins ACG system (version 
11.2)13. For each study participant, overall ICD-9-CM, and ICD-10-CM codes from EHRs are 
used. The ACG system assigns all ICD codes to one or multiple of 282 EDCs. The ACG system 
also calculates the number of chronic condition comorbidities present for each individual (i.e., 
chronic condition count, CCC). For selected eMERGE phenotypes, we summarize the frequency 
of the top ten EDC chronic condition markers present in cases and controls. We also report the 
number of chronic conditions among cases and controls. In order to enable comparison of GWAS 
cases and controls for three eMERGE phenotypes, we report a t-test of the mean CCC among cases 
and controls. Statistical analyses were performed using SAS version 9.4. 
Results 

Study population 
The representation of eMERGE institutions for each of the three selected e-phenotypes are 
summarized in Table 1. The case:control ratios were roughly 1:4 for ACE-inhibitor induced cough, 
1:7 for PAD, and 1:3 for HF. 
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Table 1. Study population 
 ACE-inhibitor induced 

cough 
Peripheral Arterial 
Disease 

Heart Failure 

# eMERGE institutions 7 5 8 
# Cases (% Female) 1714 (62% female) 2492 (37% female) 3836 (46% female) 
# Controls (% Female) 7729 (47% female) 18131 (61% female) 13138 (60% female) 

Summary of comorbid conditions among eMERGE cohorts 
After filtering out non-disease conditions (e.g., preventive care), we reported the top ten comorbid 
conditions (see Table 2). Nine of ten, four of ten, and five of ten of the conditions for ACE-inhibitor 
induced cough, PAD and HF are the same between cases and controls, respectively. For all three 
conditions, the rank order of the top ten comorbid conditions differ between cases and controls. 
The number of chronic conditions identified by the ACG software for cases and controls are 
summarized in Figures 1-3. We found no significant differences in CCC for ACE-inhibitor induced 
cough cases and controls (p=0.1425). There are significant differences in CCC for PAD and HF 
cases and controls (p<0.0001), both of which CCC was lower in controls when compared to cases. 
 

 
Figure 1. Chronic conditions among eMERGE ACE-inhibitory induced cough cases and controls. 
 

p=0.142
6 
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Figure 2. Chronic conditions among eMERGE Peripheral Arterial Disease cases and controls. 

 
Figure 3. Chronic conditions among eMERGE Heart Failure with differentiation between 
preserved and reduced ejection fraction cases and controls. 

p<0.0001 

p<0.0001 
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Table 2. Top ten EDC condition markers among eMERGE e-phenotype cases and controls. 
NOTE: EDC condition markers that are not chronic conditions are excluded. Chronic conditions 
unique to cases or controls among the top ten EDC condition markers for the e-phenotype are 
bolded and italicized. 
ACE-inhibitor induced cough Peripheral Arterial Disease Heart Failure 
Cases (%) 
(N=1,714) 

Controls (%) 
(N=7,729) 

Cases (%) 
(N=2,492) 

Controls (%) 
(N=18,131) 

Cases (%) 
(N=3,836) 

Controls (%) 
(N=13,138) 

Hypertension, w/o 
major 
complications 
(97%) 

Hypertension, w/o 
major 
complications 
(96%) 

Generalized 
atherosclerosis 
(86%) 

Hypertension, w/o 
major 
complications 
(68%) 

Congestive heart 
failure (98%) 

Disorders of lipid 
metabolism (72%) 

Disorders of lipid 
metabolism (84%) 

Disorders of lipid 
metabolism (84%) 

Disorders of lipid 
metabolism (85%) 

Disorders of lipid 
metabolism (61%) 

Hypertension, w/o 
major 
complications 
(93%) 

Benign and 
unspecified 
neoplasm (66%) 

Benign and 
unspecified 
neoplasm (69%) 

Benign and 
unspecified 
neoplasm (65%) 

Peripheral 
vascular disease 
(81%) 

Benign and 
unspecified 
neoplasm (53%) 

Cardiac 
arrhythmia (87%) 

Hypertension, w/o 
major 
complications 
(66%) 

Degenerative joint 
disease (59%) 

Cardiac 
arrhythmia (60%) 

Ischemic heart 
disease 
(excluding acute 
myocardial 
infarction) (71%) 

Gastroesophageal 
reflux (42%) 

Disorders of lipid 
metabolism 
(82%) 

Musculoskeletal 
disorders, other 
(53%) 

Musculoskeletal 
disorders, other 
(58%) 

Iron deficiency, 
other deficiency 
anemias (59%) 

Cardiac 
arrhythmia (65%) 

Iron deficiency, 
other deficiency 
anemias (38%) 

Ischemic heart 
disease 
(excluding acute 
myocardial 
infarction) (81%) 

Bursitis, 
synovitis, 
tenosynovitis 
(53%) 

Iron deficiency, 
other deficiency 
anemias (57%) 

Degenerative joint 
disease (56%) 

Cardiovascular 
disorders, other 
(63%) 

Musculoskeletal 
disorders, other 
(38%) 

Iron deficiency, 
other deficiency 
anemias (76%) 

Degenerative 
joint disease 
(51%) 

Bursitis, synovitis, 
tenosynovitis 
(55%) 

Cataract, aphakia 
(55%) 

Iron deficiency, 
other deficiency 
anemias (56%) 

Degenerative 
joint disease 
(38%) 

Respiratory 
disorders, other 
(74%) 

Dermatitis and 
eczema (46%) 

Gastroesophageal 
reflux (54%) 

Musculoskeletal 
disorders, other 
(55%) 

Cerebrovascular 
disease (55%) 

Bursitis, synovitis, 
tenosynovitis 
(36%) 

Cardiovascular 
disorders, other 
(71%) 

Gastroesophageal 
reflux (44%) 

Cardiac 
arrhythmia (53%) 

Ischemic heart 
disease (excluding 
acute myocardial 
infarction) (54%) 

Benign and 
unspecified 
neoplasm (54%) 

Obesity (36%) Benign and 
unspecified 
neoplasm (67%) 

Peripheral 
neuropathy, 
neuritis (42%) 

Ischemic heart 
disease (excluding 
acute myocardial 
infarction) (52%) 

Bursitis, synovitis, 
tenosynovitis 
(52%) 

Respiratory 
disorders, other 
(51%) 

Other skin 
disorders (35%) 

Musculoskeletal 
disorders, other 
(62%) 

Iron deficiency, 
other deficiency 
anemias (40%) 
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Discussion 

Findings from this study demonstrate use of the Johns Hopkins ACG System to characterize 
comorbidities among GWAS cohorts. In summary, we show that use of the software enables 
comparing the prevalence of multiple comorbid chronic conditions (Figures 1-3) and of specific 
comorbid chronic conditions (Table 2). For two of the e-phenotypes, PAD and HF, the average 
number of chronic conditions present appears to be higher for cases when compared to controls. 
We also found differences in the ranking of four to nine of the top ten comorbid chronic conditions 
present in both cases and controls of selected eMERGE cohorts. Knowledge of such differences 
can help to inform unbiased control selection. It may also be possible to match cases and controls 
based on their overall burden of comorbidities for the purpose of genetic case-control analysis. 
Bias and noise are well-known challenges to working with EHR data. Without understanding the 
complex processes under which the data were collected, incorrect conclusions can be drawn. For 
example, community-acquired pneumonia can simply be counted as healthy patients with high 
probability to have disease17. Some have explored approaches to factor out bias and noise18. The 
approach reported here comprehensively assessed e-phenotype-identified cohorts for a range of 
comorbid conditions using the ACG software. Providing summary data on the distribution of 
comorbid conditions has potential to guide actions for avoiding some forms of bias, and thus has 
implications for genomic data sharing. Currently eMERGE submits de-identified genetic and 
phenotype data to NIH’s database of Genotypes and Phenotypes (dbGap) for individual subjects. 
Measures of comorbidity identified using the ACG software has potential to be included as part of 
genomic datasets. 
 

Limitations and future work 
 

Our research has some limitations and areas for further investigation. First, there may be site bias 
due to our approach toward developing and validating eMERGE e-phenotype definitions used for 
case and control selection5. While e-phenotypes are often developed by one institution and used 
more broadly, there may be opportunities for approaches to select cases and controls in a way that 
is more tailored to each institution in order to optimize yield for the combined cohort. Second, 
more exploration is needed to understand where occurrences of gender and age imbalances exist 
and the impact on observed differences in CCC among cases and controls. In addition, differences 
in CCC among cases and controls for PAD and HF may be due in part to the major risk factors for 
the condition. For example, smoking, hypertension, diabetes and hyperlipidemia are risk factors 
for PAD. Third, within the top ranked comorbid chronic conditions, there is some confounding by 
the indication. For example, patients receiving ACE-inhibitors will almost always have 
hypertension. Chronic conditions identified may also be part of the definition itself. For example, 
PAD cases by definition have hypertension with major complications.  Further investigation is 
needed to understand the extent to which differences between cases and controls remain after 
removing conditions known to be associated with the indication and e-phenotype definition. 
Fourth, the types of data we use influences our results. Administrative claims data are not currently 
included in the eMERGE datasets but could potentially augment the EHR-derived ICD data.  For 
example, others have found that including claims data with EHR data rather than from the EHR 
alone has potential to improve sensitivity of detection19 and to improve the predictive power of 
risk stratification models20. In addition, laboratory data are captured for eMERGE cohorts but are 
not used by the ACG software in this analysis. There is work underway to expand the use of the 
ACG software to consider laboratory tests21, which may improve the identification of 
comorbidities. Last, further research is needed to compare the Johns Hopkins ACG software with 
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other comorbidity definitions. While the specific focus of this work was on broad characterization 
of comorbid conditions using the Johns Hopkins ACG software, there are several other definitions 
of comorbidity that exist (e.g., Charlson comorbidity definitions22, 23). Previous efforts comparing 
different definitions for chronic conditions found that the types of conditions included in different 
definitions may be important factors influencing analyses (e.g., estimating health care costs24, 
identifying individuals25, etc). 

Conclusion 
We characterized comorbidities in eMERGE datasets using the Johns Hopkins ACG system and 
compared the mean chronic condition count (CCC) among GWAS cases and controls. This study 
applied the ACG system to three eMERGE phenotype-selected cohorts: ACE-inhibitor induced 
cough, peripheral arterial disease (PAD) and heart failure (HF). Our analysis identified statistically 
significant differences in CCC among cases and controls for PAD and HF cohorts, suggesting that 
our framework for characterizing comorbidities among GWAS cohorts may enable improved 
selection of controls. 
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Abstract 

Electronic health records (EHRs) linked to extensive biorepositories and supplemented with lifestyle, behavioral, and 

environmental exposure data, have enormous potential to contribute to genomic discovery, a necessary step in the 

pathway towards translational or precision medicine.  A major bottleneck in incorporating EHRs into genomic studies 

is the extraction of research-grade variables for analysis, particularly when gold-standard measurements are not 

available or accessible.  Here we develop algorithms for age-related macular degeneration (AMD), a common cause 

of blindness among the elderly, and controls free of AMD.  These computable phenotypes were developed using 

billing codes (ICD-9-CM and ICD-10-CM) and Current Procedural Terminology (CPT) codes and evaluated in two 

study sites of the Veterans Affairs Million Veteran Program:  Louis Stokes Cleveland VA Medical Center and the 

Providence VA Medical Center.  After establishing a high overall positive and negative predictive values (93% and 

95%, respectively) through manual chart review, the candidate algorithm was deployed in the full VA MVP dataset 

of >500,000 participants.  The algorithm was then optimized in a data cube using a variety of approaches including 

adjusting inclusion age thresholds by examining previously-reported genetic associations for CFH (rs10801555, a 

proxy for rs1061170) and ARMS2 (rs10490924).  The algorithm with the smallest p-values for the known genetic 

associations was selected for downstream and on-going AMD genomic discovery efforts.  This two-phase approach 

to developing research-grade case/control variables for AMD genomic studies capitalizes on established genetic 

associations resulting in high precision and optimized sample sizes, an approach that can be applied to other large-

scale biobanks linked to EHRs for precision medicine research.          

 

Keywords:  age-related macular degeneration, electronic health records, Million Veteran Program, genetic 

association study 

 

Introduction 

153



 
 

The Department of Veterans Affairs Veterans Health Care Administration (VHA) established the Million Veteran 

Program (MVP) to facilitate large-scale analysis of combined genetics and electronic health records (EHRs)1.  MVP 

has enrolled >500,000 Veterans from over 50 sites in the continental United States and Puerto Rico.  MVP currently 

provides a text version of the VA EHR, genome-wide data from a custom Affymetrix Axiom Biobank Array, and two 

survey instruments.  Future genomic data will include imputed genome-wide data as well as whole-exome and whole-

genome sequencing data.  MVP thus provides a rich dataset for analysis of genomic contributions to disease, response 

to treatment, and related questions. 

Age-related macular degeneration (AMD) is a leading cause of irreversible blindness in the developed world2.  

AMD has a substantial genetic component, with 52 independently-associated variants across 34 genomic or locus 

regions identified in the largest genome-wide association study (GWAS) to date for AMD3.  These variants 

collectively explain 27.2% of AMD disease risk and more than half of the risk attributed to genetics3.  While much of 

the genetic architecture of AMD has been revealed since its first GWAS in 20054, gaps remain including the 

identification of additional variants (including rare variants) and the inclusion of diverse populations to identify 

population-specific associations. 

With its size and diversity, MVP offers an important opportunity to expand our understanding of AMD 

genetics within and between populations.  A major challenge to this goal is the accurate identification of cases (patients 

with AMD) and controls (patients without AMD) using a data repository of EHRs without access to the gold standard 

clinical images used for AMD diagnosis (fundus photography, optical coherence tomography imaging).   With access 

to extensive structured clinical data in the form of International Classification of Diseases (ICD) codes and Current 

Procedural Terminology (CPT) codes, we examine here the extent to which billing codes and other criteria relevant 

to AMD provide an accurate identification of AMD cases and controls within the VA Computerized Patient Record 

System (CPRS)5 for downstream genomic discovery studies. 

 

Methods 

Study population 

The MVP is a national research program launched in 2011 by the Department of Veterans Affairs Office of Research 

& Development.  The rationale, study design, and data collection for the MVP have been previously described1.  In 

brief, upon informed consent, veterans provide biospecimens, access to their EHR, and contribute lifestyle, behavioral, 

and other health-related data via a baseline survey and an optional lifestyle survey 

(https://www.research.va.gov/MVP/).  The present study was approved by Institutional Review Boards of the Louis 

Stokes Cleveland VA Medical Center (LSCVAMC) and Providence VA Medical Center (PVAMC). 

MVP intends to recruit at least one million participants.  As of 2016, 504,027 MVP participants were 

available for study with accessible EHRs and of these, 352,953 had genome-wide genotype data available.   Genome-

wide data were generated using the Affymetrix Axiom Biobank Array (~723,000 markers) by two contracted vendors1.  

Basic quality control was performed by the two vendors followed by additional quality control as part of the MVP 

Genomic Working Group.  Standard quality control metrics6, 7 included testing for batch effects; calculating 

missingness by batch, sample call rates, duplicate sample concordance, minor allele frequencies; and performing sex 

checks and sample contamination checks.  Imputed data were not available at the time of algorithm development but 

are now available for genetic associations within MVP8. 

 
Statistical analyses 

Among non-Hispanic European Americans in the MVP, we performed tests of association between AMD case status 

and two common variants consistently and strongly associated with AMD in European-descent populations:  CFH 

rs10801555 (a proxy for rs10611709 with r2=1 in the 1000 Genomes Project Phase 3 European subset10) and ARMS2 

rs10490924.  Both variants have been associated with AMD with large genetic effect sizes (odds ratios) ranging from 

1.5-3.0 in most populations of European-descent11.  Tests of association were performed in PLINK v1.90b4.412, 13 

using logistic regression assuming an additive genetic model and adjusting for sex and 10 principal components to 

account for population structure14, 15.  Prior to performing the tests of association, we characterized genetic ancestry 

from global admixture proportions determined by ADMIXTURE16; only samples with < 10% non-European ancestry 

were included in these analyses. 

 

Results 

To classify participants as definite/probable cases, controls, or unknown for AMD, we developed algorithms utilizing 

structured data [International Classification of Diseases, 9th and 10th Revisions, Clinical Modification (ICD-9-CM 

and ICD-10-CM) and CPT codes] in the EHRs.  Imaging data are not yet available in MVP; consequently, these 
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algorithms do not include fundus photography, optical coherence tomography, or other gold-standard tools that define 

AMD.   

 

Table 1.  Million Veteran Program study population.  Samples sizes available for the current study, presented as 

total (and genotyped) participants by race/ethnicity. 

 Not Hispanic 

(with genotypes) 

Hispanic 

(with genotypes) 

Unknown 

(with genotypes) 

African American 94,891 

(65,983) 

1,279 

(861) 

695 

(457) 

Native American /Alaska Native 4,562 

(3,101) 

962 

(647) 

29 

(18) 

Asian 4,884 

(3,132) 

251 

(167) 

38 

(21) 

Pacific Islander 1,778 

(1,126) 

474 

(307) 

54 

(27) 

White 350,142 

(247,301) 

23,227 

(16,171) 

1,814 

(1,171) 

Other 2,951 

(2,170) 

3,966 

(2,909) 

21 

(16) 

Unknown 4,462 

(2,936) 

2,775 

(1,706) 

4,772 

(2,726) 

TOTAL 463,670 

(325,749) 

32,934 

(21,949) 

7,423 

(4,436) 

 

Phase 1:  Local algorithm development 
We developed an initial algorithm and test sets of cases and controls at the LSCVAMC via detailed chart and imaging 

reviews by retinal specialists.  Based on the chart reviews from identified cases, the initial algorithm was refined and 

subsequent versions were developed and tested at both VA medical centers (LSCVAMC and PVAMC). 

 

Table 2.  Revised algorithm (Algorithm 1) to identify AMD cases and controls in electronic health records. 

AMD case definition AMD control definition 

≥65 years of age ≥65 years of age 

AND AND 

At least one mention within the last two years of 

 CPT code 92004 

or 

 CPT codes 92014 

At least one mention within the last two years of 

 CPT 92004 

or 

 CPT 92014 

AND AND 

At least two mentions (on separate clinic visits) or only at 

the most recent visit to the Eye Clinic of 

 ICD-9-CM codes 362.51 or 362.52 

or 

 ICD-10-CM codes H35.31 or H35.32 

Absence of 

 ICD-9-CM codes 362.51 and 362.52 

or 

 ICD-10-CM codes H35.31 and H35.32 

AND  

Absence of 

 ICD-9-CM code 362.55 

or 

 ICD-10-CM code H35.389 

 

 

For the initial algorithm, we identified cases and controls (≥65 years of age) among those with comprehensive 

eye exams (CPT codes 92004 or 92014) within the last two years.  Age was defined by date of birth and calculated in 

years at the time the data were accessed.  Cases were identified based on the presence of one mention of ICD-9-CM 

362.51 (nonexudative senile macular degeneration) or 362.52 (exudative senile macular degeneration) or ICD-10-CM 

H35.31 (nonexudative AMD) or H35.32 (exudative AMD) and the absence of ICD-9-CM 362.55 (toxic maculopathy) 
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or ICD-10-CM H35.389 (toxic maculopathy, unspecified eye).  Controls were defined as absence of AMD-related 

ICD-9-CM codes (362.51 and 362.52) and ICD-10-CM codes (H35.31 and H35.32).  The initial algorithm was 

implemented at LSCVAMC, and a chart review of 50 identified cases revealed nine false positives, resulting in a low 

preliminary positive predictive value (PPV; 82%).  Likewise, a review of 50 identified controls reviewed seven false 

negatives (one wet AMD and six dry AMD cases), resulting in a low preliminary negative predictive value (NPV; 

86%). 

In the first revised algorithm (Algorithm 1, Table 2), we required two mentions of AMD-related ICD-9-CM 

or ICD-10-CM codes.  We then implemented both the case and control revised algorithms at the two VAMCs 

(Cleveland and Providence) and reviewed a fraction of identified cases and controls from each site (Table 3).  The 

PPV ranged from 92% to 94%, with an overall PPV of 93% (standard error = 0.017).  The NVP ranged from 89% to 

99%, with an overall NPV of 95% (standard error = 0.014.  Total sensitivity and specificity were both high:  95% and 

93%, respectively. 

 

Table 3.  Algorithm 1 performance, by VHA study site.  Abbreviations:  Louis Stokes Cleveland VA Medical 

Center (LSCVAMC), negative predictive value (NPV), positive predictive value (PPV), Providence VA Medical 

Center (PVAMC). 

 Number of AMD 

cases 

Number of 

controls 

Number of false 

positives 

Number of false 

negatives 

PPV NPV 

LSCVAMC 138 126 11 1 92 99 

PVAMC 100 100 6 11 94 89 

Total 238 226 17 12 93 95 

 

To capture additional cases of AMD and controls free of AMD, we varied 1) the billing codes for exclusion (Algorithm 

2), 2) the billing codes for inclusion (Algorithm 3), and/or 3) the requirement of a recent eye exam (for control 

definition only; Algorithm 4).  For Algorithm 2, we expanded the list of case exclusion codes representing other eye 

diseases (primary open angle glaucoma and diabetic retinopathy; Table 4) and applied these exclusions to Algorithm 

1.  For Algorithm 3, we added ICD-9-CM codes 362.50, 362.51, and 362.52 and ICD-10 codes H35.30, H35.31%, 

and H35.32% to the case inclusion list.  We also expanded the CPT codes list representing ophthalmological services 

received (92002, 92012, 92004, and 92014).  Finally, Algorithm 4 used the case definition from Algorithm 3 and 

relaxed the control definition to include patients without evidence of an eye exam. 

 

Table 4.  ICD-9-CM and ICD-10-CM codes added as exclusions for AMD case status.  The list of billing code 

exclusions for primary open-angle glaucoma and diabetic retinopathy was applied to Algorithm 1 to create Algorithm 

2.  The list of exclusions was developed to reduce the number of false positive cases, particularly in African American 

patients where both primary open-angle glaucoma and diabetic retinopathy are more prevalent compared with other 

racial/ethnic groups17, 18. 

ICD-9-CM ICD-10-CM  

250.5*  

Diabetes 

with ophthalmic 

manifestations 

361 

Retinal 

detachments 

and defects 

361.0* 

Retinal 

detachment 

with retinal 

defect 

361.1* 

Retinoschisis 

and retinal 

cysts 

H33  

Retinal detachments and breaks 

H33.0  

Retinal detachment with retinal break 

H33.001, .002, .003, .009  

Unspecified retinal detachment with retinal break 

H33.01, .011, .012, .013, .019  

Retinal detachment with single break 

H33.02, .021, .022, .023, .029  

Retinal detachment with multiple breaks 

H33.03, .031, .032, .033, .039  

Retinal detachment with giant retinal tear 

H33.04, .041, .042, .043, .049  

Retinal detachment with retinal dialysis 

H33.05, .051, .052, .053, .059  

Total retinal detachment 

H33.1  
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ICD-9-CM ICD-10-CM  

361.2 

Serous 

retinal 

detachment 

361.3* 

Retinal 

defects 

without 

detachment 

361.8* 

Other forms 

of retinal 

detachment 

361.9 

Unspecified 

retinal 

detachment 

362 

Other retinal 

disorders 

362.0  

Diabetic 

retinopathy 

362.1* 

Other 

background 

retinopathy 

and retinal 

vascular 

changes 

362.2 

Other 

proliferative 

retinopathy 

362.20* 

Retinopathy 

of 

prematurity, 

unspecified 

362.3* 

Retinal 

vascular 

occlusion 

362.7 * 

Hereditary 

retinal 

dystrophies 

362.8* 

Other retinal 

disorders 

362.9 

Unspecified 

retinal 

disorder 

convert 

Retinoschisis and retinal cysts 

H33.10, .101, .102, .103, .109  

Unspecified retinoschisis 

H33.11, .111, .112, .113, .119  

Cyst of ora serrata 

H33.12, .121, .122, .123, .129  

Parasitic cyst of retina 

H33.19, .191, .192, .193, .199  

Other retinoschisis and retinal cysts 

H33.2, .20, .21, .22, .23  

Serous retinal detachment 

H33.3  

Retinal breaks without detachment 

H33.30, .301, .302, .303, .309  

Unspecified retinal break 

H33.31, .311, .312, .313, .319  

Horseshoe tear of retina without detachment 

H33.32, .321, .322, .323, .329  

Round hole of retina without detachment 

H33.33, .331, .332, .333, .339  

Multiple defects of retina without detachment 

H33.4, .40, .41, .42, .43  

Traction detachment of retina 

H33.8  

Other retinal detachments 

E10.3/E11.3  

Type 1/ Type 2 diabetes mellitus with ophthalmic complications 

E10.31/E11.31, .311, .319  

Type 1/ Type2 diabetes mellitus with unspecified diabetic retinopathy 

E10.32/E11.32  

Type 1/ Type 2 diabetes mellitus with mild nonproliferative diabetic 

retinopathy 

E10.321/E11.321, .3211, .3212, .3213, .3219  

Type 1/ Type 2 diabetes mellitus with mild nonproliferative diabetic 

retinopathy with macular edema 

E10.329/E11.329, .3291, .3292, .3293, .3299  

Type 1/ Type 2 diabetes mellitus with mild nonproliferative diabetic 

retinopathy without macular edema 

E10.33/E11.33  

Type 1/ Type 2 diabetes mellitus with moderate nonproliferative diabetic 

retinopathy 

E10.331/E11.331, .3311, .3312, .3313, .3319  

Type 1 / Type 2 diabetes mellitus with moderate nonproliferative diabetic 

retinopathy with macular edema 

E10.339/E11.339, .3391, .3392, .3393, .3399  

Type 1 / Type 2 diabetes mellitus with moderate nonproliferative diabetic 

retinopathy without macular edema 

E10.34/E11.34  

Type 1/ Type 22 diabetes mellitus with severe nonproliferative diabetic 

retinopathy 

E10.341/E11.341, .3411, .3412, .3413, .3419  

Type 1/ Type 2 diabetes mellitus with severe nonproliferative diabetic 

retinopathy with macular edema 

E10.349/E11.349, .3491, .3491, .3493, .3499  
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ICD-9-CM ICD-10-CM  

362.9 to 

ICD-10-CM 

Type 1 / Type 2 diabetes mellitus with severe nonproliferative diabetic 

retinopathy without macular edema 

E10.35/E11.35  

Type 1/ Type 2 diabetes mellitus with proliferative diabetic retinopathy 

E10.351/E11.351, .3511, .3512, .3513, .3519  

Type 1/ Type 2 diabetes mellitus with proliferative diabetic retinopathy with 

macular edema 

E10.352/E11.352, .3521, .3522, .3523, .3529  

Type 1 / Type 2 diabetes mellitus with proliferative diabetic retinopathy with 

traction retinal detachment involving the macula 

E10.353/E11.353, .3531, .3532, .3533, .3539  

Type 1/ Type 2 diabetes mellitus with proliferative diabetic retinopathy with 

traction retinal detachment not involving the macula 

E10.354/E11.354, .3541, .3542, .3543, .3549  

Type 1 / Type 2 diabetes mellitus with proliferative diabetic retinopathy with 

combined traction retinal detachment and rhegmatogenous retinal detachment 

E10.355/E11.355, .3551, .3552, .3553, .3559  

Type 1 / Type 2 diabetes mellitus with stable proliferative diabetic retinopathy 

E10.359/E11.359, .3591, .3592, .3593, 3599  

Type 1 / Type 2 diabetes mellitus with proliferative diabetic retinopathy 

without macular edema 

E10.36/ E11.36 

Type 1/ Type 2 diabetes mellitus with diabetic cataract 

E10.37/E11.37, .37X1, .37X2, .37X3, .37X9  

Type 1 / Type 2 diabetes mellitus with diabetic macular edema, resolved 

following treatment 

E10.39/E11.39 

Type 1/ Type 2 diabetes mellitus with other diabetic ophthalmic complication 

H40.11  

Primary open-angle glaucoma 

H40.1110-.1114  

Primary open-angle glaucoma, right eye 

H40.1120-.1124  

Primary open-angle glaucoma, left eye 

H40.1130-.1134  

Primary open-angle glaucoma, bilateral 

H40.1190-.1194  

Primary open-angle glaucoma, unspecified eye 

H34  

Retinal vascular occlusions 

H34.00-.03  

Transient retinal artery occlusion 

H34.10-.13  

Central retinal artery occlusion 

H34.2  

Other retinal artery occlusions 

H34.211, .212, .213, .219  

Partial retinal artery occlusion 

H34.231, .232, .233, .239   

Retinal artery branch occlusion 

H34.8  

Other retinal vascular occlusions 

H34.81  

Central retinal vein occlusion 

H34.8110-.8112  
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ICD-9-CM ICD-10-CM  

Central retinal vein occlusion, right eye 

H34.8120-.8122  

Central retinal vein occlusion, left eye 

H34.8130-.8132  

Central retinal vein occlusion, bilateral 

H34.8190-.8192  

Central retinal vein occlusion, unspecified eye 

H34.821, .822, .823, .829  

Venous engorgement 

H34.83  

Tributary (branch) retinal vein occlusion 

H34.8310-.8312  

Tributary (branch) retinal vein occlusion, right eye 

H34.8320-.8322  

Tributary (branch) retinal vein occlusion, left eye 

H34.8330-.8332  

Tributary (branch) retinal vein occlusion, bilateral 

H34.8390-.8392  

Tributary (branch) retinal vein occlusion, unspecified eye 

H34.9 

              Unspecified retinal vascular occlusion 

 

Phase II:  Sample size optimization for genetic association studies 

We further evaluated algorithms using various case and control age thresholds and well-established genetic 

associations to maximize sample size and statistical power.  To do this, we created a data cube of cases and controls 

defined by a total of eight algorithms based on the Algorithms 1-4 described above and two age thresholds (Table 5).  

These algorithms were then applied to the MVP EHRs hosted by Veterans Informatics and Computing Infrastructure 

(VINCI), a partner of the VHA Corporate Data Warehouse5.   

 

Table 5.  Algorithms included in the data cube for AMD case and control sample size optimization.  The data 

cube contains Algorithms 1-4, with each represented by two different age thresholds as specified.  Potential cases only 

have one mention of an AMD-qualifying ICD-9-CM or ICD-10-CM code compared with the required two mentions 

of AMD-qualifying codes. 

Algorithm Case age 

threshold 

Control age 

threshold 

Case count 

(Potential cases) 

Control count Excluded 

1 65 65 14,453 

(6,717) 

131,075 351,782 

1 50 60 19,351 

(9,503) 

237,546 237,627 

2 65 65 14,375 

(6,674) 

131,075 351,903 

2 50 60 19,216 

(9,429) 

237,546 237,836 

3 50 65 28,609 

(15,143) 

173,500 286,775 

3 50 60 28,609 

(15,143) 

225,172 235,103 

4 50 65 28,609 

(15,143) 

267,581 192,694 

4 50 60 28,609 

(15,143) 

322,539 137,736 

 

Table 6.  Data cube algorithm assessment using well-established AMD genetic associations.  We tested for an 

association between AMD case status and rs10801555 and rs10490924 using logistic regression adjusted for sex and 
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10 principal components and assuming an additive genetic model.  For each test performed, odds ratios and p-values 

are shown by algorithm when two mentions of case-defining billing codes are required (a) and when only one mention 

of case-defining billing codes is required (b).  P-values for rs10801555 were estimated using the approximation for 

the extreme tail of the normal distribution from Karagiannidis and Lioumpas19.  The final algorithm and case/control 

age-thresholds selected for MVP AMD genetic association studies going forward is bolded. 

 

a) Requiring two mentions of case-defining codes 

Algorithm Case/control 

age 

threshold 

CFH 

rs10801555 

odds ratio 

CHF rs10801555 

p-value 

ARMS2 

rs10490924 

odds ratio 

ARMS2 

rs10490924  

p-value 

1 65/65 1.775 1.81x10-290 1.680 5.57x10-201 

2 65/65 1.775 6.90x10-289 1.681 8.91x10-201 

1 50/60 1.746 5.85×10–374  1.659 5.47x10-259 

2 50/60 1.747 2.42×10–372 1.663 1.49x10-259 

3 50/65 1.689 2.73×10–428 1.613 5.91x10-293 

3 50/60 1.667 6.40×10–423 1.607 2.59x10-298 

4 50/65 1.661 2.25×10–431 1.600 2.26x10-303 

4 50/60 1.647 4.56×10–424 1.588 2.36x10-299 

 

b) Requiring only one mention of case-defining codes 

Algorithm Case/control 

age 

threshold 

CFH 

rs10801555 

odds ratio 

CHF rs10801555 

p-value 

ARMS2 

rs10490924 

odds ratio 

ARMS2 

rs10490924  

p-value 

1 65/65 1.629 5.37×10-287 1.548 1.92x10-188 

2 65/65 1.629 4.71×10-286 1.548 1.18x10-187 

1 50/60 1.593 7.54×10–365 1.534 1.09x10-249 

2 50/60 1.595 7.54×10–365 1.536 1.84x10-249 

3 50/65 1.524 1.82×10–378 1.472 1.08x10-250 

3 50/60 1.505 3.06×10–373 1.465 1.59x10-256 

4 50/65 1.501 2.83×10–384 1.459 1.30x10-262 

4 50/60 1.488 7.70×10–377 1.448 1.47x10-258 

 

We then used the known genetic associations between AMD and CFH (rs10801555, a proxy for rs1061170)9 

and ARMS2 (rs10490924) to examine the impact of age threshold, case/control-defining code lists, and number of 

code mentions have on sample size and resulting genetic effect size and statistical significance.  To do this, we 

accessed the Axiom genotype data for all MVP samples through The Genomic Information System for Integrative 

Science (GenISIS) and performed standard tests of association assuming an additive genetic model.   

In general, the requirement of two case-defining codes yielded stronger genetic effect sizes for both loci 

tested (Table 6a) despite the smaller sample sizes compared with relaxing this requirement to only one mention (Table 

6b).  The stricter case definition also resulted in smaller p-values compared with the more permissive case definition.  

Across the four algorithms, Algorithm 4 consistently yielded genetic associations with the smallest p-values regardless 

of case/control age threshold (Table 6).  Within Algorithm 4, the lower case (50 years) and higher control (65 years) 

age thresholds yielded the smallest p-values, and thus was the optimal algorithm for downstream MVP AMD genetic 

association studies.     

   

Discussion 

We accessed the MVP structured data available in the EHRs to extract cases and controls for downstream genetic 

studies of AMD.  Here we demonstrate that cases and controls for this complex ocular disease can be extracted with 

high PPV and NPV despite the lack of availability of imaging data considered gold-standard for AMD phenotyping.  

We further demonstrate that the algorithms initially developed can be optimized using known, strong established 

genetic associations. 

Few EHR-based AMD algorithms are available in the literature or in public repositories.  The Marshfield 

Clinic’s Personalized Medicine Research Project (PMRP) as part of the electronic Medical Records and Genomics 

network (eMERGE) developed a basic AMD algorithm, which is available in the phenotype knowledgebase 
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(phekb.org) repository20.  The algorithm uses ICD-9-CM codes only and has been minimally validated within a single 

patient population that was uniformly European-descent21-23.  Another eMERGE study site at Northwestern University 

developed an ICD-9-CM-based algorithm to extract AMD cases and controls free of AMD with high PPV and NVP24.  

Similar to the present study, imaging data were not included in the respective algorithms from the individual eMERGE 

study sites.  Other ocular disease algorithms have been developed for primary open-angle glaucoma25 and diabetic 

retinopathy26.  Like the eMERGE study sites’ AMD algorithms22, 24, these are limited to ICD-9-CM codes and lack 

the gold-standard imaging data.   

The present study has both weaknesses and strengths.  In addition to the lack of imaging data for the MVP 

cohort, we did not have access to the clinical notes or communications between specialists (e.g., 25) that could be used 

to confirm potential cases or to rule out patients as controls.  Indeed, phenotype misclassification potentially accounts 

for the smaller-than-expected odds ratios observed for the known AMD loci (1.6 versus ~ 2.5 to 3.0)4, 11, 27-29.  A 

previous study of cataracts in the eMERGE network suggests natural language processing of clinical notes30, 31 has the 

potential to capture additional cases or controls as well as offer useful phenotypic granularity (e.g., severity) for the 

identified cases.  Another limitation is that the known genetic associations for AMD used for sample size optimization 

are limited primarily to European-descent populations32, 33. 

Despite these limitations, a major strength of the present study is the VA EHR, representing the largest 

integrated healthcare system in the United States with relatively uniform coding practices.  The large patient 

population ascertained through various VA Medical Centers provides opportunities to validate algorithms across 

different Centers as well as offers the sample size to optimize algorithm performance across the entire MVP EHR.  

The availability of genome-wide data, a resource that continues to grow with continuing ascertainment and 

investments om generating genomic data, is another major asset to MVP algorithm development for phenotypes with 

established genetic associations. 

In summary, we have developed algorithms and strategies to extract AMD cases and controls free of AMD 

accessing only structured data contained in EHRs from the MVP.  Evaluation between two independent VA Medical 

Centers coupled with genetically-guided optimization resulted in a large case-control dataset with high PPV and NPV 

suitable for downstream genomic downstream analyses such as the on-going genome-wide association studies in MVP 

for AMD.  The strategies outlined here are relevant to other national efforts such as All of Us accessing only structured 

data within the EHR for computable or electronic phenotyping34.     
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Abstract 

Adoption of electronic informed consent (eConsent) for research remains low despite evidence of improved patient 
comprehension, usability, and workflow processes compared to paper.  At our institution, we implemented an 
eConsent workflow using REDCap, a widely used electronic data capture system.  The goal of this study was to 
evaluate the extent to which the REDCap eConsent solution adhered to federal guidance for eConsent.  Of 29 
requirements derived from sixteen recommendations from the United States Office for Human Research Protections 
(OHRP) and Food and Drug Administration (FDA), the REDCap eConsent solution supported 24 (86%).  To the best 
of our knowledge, this is among the first studies to evaluate an eConsent approach’s support for federal guidance.  
Findings suggest use of REDCap may help other institutions overcome barriers to eConsent adoption, and that OHRP 
and FDA expand guidance to recommend eConsent solutions integrate with enterprise clinical and research 
information systems. 

Introduction 

Experts from academic medical centers and the biopharmaceutical industry have identified electronic informed 
consent (eConsent) as beneficial to research stakeholders including patients, healthcare organizations, and sponsors. 
(1,2) Studies have demonstrated numerous benefits of eConsent compared to the standard paper-based approach, 
including improved patient comprehension, usability, and workflow processes.(3–7) Despite these benefits, adoption 
of eConsent for research in academic medical centers is low due to barriers including funding and system 
selection.(8) In contrast, REDCap, an electronic data capture system maintained by Vanderbilt University, is free for 
use by academic medical centers and has seen widespread adoption at more than 2,500 institutions worldwide.  
 
To overcome common barriers to adoption of eConsent, our institution implemented a REDCap-based workflow 
intended to mimic an existing paper-based approach.  Although the literature describes use of REDCap for eConsent 
(7), to our knowledge no studies have evaluated REDCap for eConsent’s ability to replace paper and support federal 
guidance for electronic informed consent.(9) Because of the widespread adoption of REDCap, REDCap-based 
eConsent approaches have the potential to generalize broadly.  The goal of this study was to evaluate a REDCap-

based eConsent approach’s usage, support for local requirements, and adherence to federal guidance. 

Methods 

Setting 

Weill Cornell Medicine (WCM), located in New York City, consists of Weill Cornell Medical College, Weill Cornell 
Graduate School of Medical Sciences, and Weill Cornell Physician Organization. The WCM Physician Organization 
consists of over 900 physicians to serving more than 2 million patients at over 20 clinics across the metro area. 
Physicians have academic appointments in Weill Cornell Medical College and admitting privileges to NewYork-
Presbyterian Hospital (NYP), a teaching hospital with over 2,600 beds. In addition to its Clinical and Translation 
Science Center (CTSC) funded by the National Center for Advancing Translation Sciences (NCATS), WCM and NYP 
formed the Joint Clinical Trials Office (JCTO) to further clinical research by sharing infrastructure. The JCTO 
supports a large number of clinical trials, such as collaborating with the Center for Advanced Digestive Care (CADC) 
and the Division of Hematology and Medical Oncology (HemOnc).  

WCM Information Technologies & Services (ITS) supports clinical trials by providing a variety of services, such as 
maintaining a clinical trial management system (CTMS) (10) and a biospecimen information management system 
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(BIMS).(11) WCM physicians use EpicCare Ambulatory in outpatient clinics and Allscripts Sunrise Clinical Manager 
in inpatient settings, which are maintained by separate information technology teams from WCM and NYP, 

respectively. 

In 2016, CADC and HemOnc were conducting longitudinal registry studies, in their respective disease areas, that 
included the collection of biospecimens and request to contact for future studies. The paper-based consent workflow 
involved manual data entry of demographics and elections. To streamline processes, JCTO engaged ITS to determine 
if an electronic informed consent form (ICF) solution could be implemented in-house based upon their requirements. 
Key requirements included a static electronic ICF that mirrored the traditional paper ICF with an electronic signature 
and compliance with institutional (e.g., ITS security) and legal (e.g., HIPAA) guidelines. The ITS pilot using REDCap 

for electronic ICF began on June 1, 2016 and ended on November 30, 2016.  

System description 

To support CADC and HemOnc research consent requirements, we deployed a REDCap project for each study to 
enable patients to provide, update, and withdrawal consent, as well as study teams to track participant status and 
maintain versions of informed consent forms and approved research protocols.  The sections that follow describe the 
REDCap-based workflows. 

Providing initial consent 

Figure 1 illustrates the workflow for participants to provide initial consent to a study.  Of note, the workflow assumes 
that a physician and patient discussed study participation, the patient expressed interest in participating, and the 
physician notified the research coordinator to discuss initial consent with the patient based on the patient’s expression 

of interest.   

 

Figure 1. Workflow required by research coordinator and participant for informed consent using REDCap on a tablet. 

After logging into a tablet computer, a research coordinator opened a web browser and navigated to a REDCap survey 
for the study.  As shown in Figure 2, a survey form contained fields for a research coordinator to transcribe the patient’s 
medical record number (MRN) and name from the EHR into form fields and select the clinic site where the consent 
activity occurred. After entering the demographics, the research coordinator then handed the tablet to the patient for 
review.  Of note, the REDCap survey form displayed a stamp approved by the WCM Institutional Review Board 

(IRB) including study approval and expiration dates. 
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Figure 2. Initial screen displaying fields for participant demographics. 

The patient then read the consent form text, scrolling down as necessary, until reaching a section asking the participant 
to check a box indicating he or she has read the informed consent.  Upon clicking the “Submit” button, the browser 
then displayed a password-protected REDCap Survey Queue page, which prevented a participant from advancing 
without assistance from a research coordinator.  Clicking the “Submit” button also generated an automated email 
notification to a clinic site-specific email distribution list (determined by the clinic site selected in the survey form) to 
inform a research coordinator, who may or may not be in the same room as the patient depending on clinic workflow 
and patient preferences, that the patient completed reading the informed consent.  The participant then handed the 
tablet to the research coordinator. 

If the patient indicated he or she did not want to participate in the study, the research coordinator then requested 
removal of the patient’s record from the REDCap project by emailing research ITS support.  The process mimicked 
the paper shredding of an informed consent form for a patient who started the informed consent process and ultimately 

elected not to participate.   

If the patient indicated he or she wanted to participate in the study, the research coordinator then entered the password 
into the password-protected REDCap Survey Queue page.  With the correct password, the browser then displayed a 
new survey form consisting of the participant’s demographics (entered originally in the previous survey form) to 
facilitate identity verification followed by the informed consent form text, checkboxes for consent elections, and a 
signature field (Figure 3).  The research coordinator then handed the tablet to the participant, and the research 
coordinator and participant reviewed the informed consent form text together and the research coordinator answered 
questions from the participant.  Upon making elections and signing, the participant clicked “Submit,” which concluded 
input from the participant.  The research coordinator then generated a PDF of the participant’s signed informed consent 
form and printed or emailed a copy to the participant depending on participant’s preference. 
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Figure 3. Consent election options and signature. 

Updating consent elections 

After initially consenting to participate, a participant had the ability to change his or her consent elections. For 
example, a subject initially consented to all elections, but in subsequent clinic visits decided he or she no longer wanted 
investigators to share tissue or clinical data with researchers at outside institutions.  For a participant to update 
elections, a research coordinator navigated to a separate survey form via the password-protected REDCap Survey 
Queue page that displayed checkboxes elections and handed the tablet to the participant to make updates similar to 
the process described in Figure 1.   

Withdrawing consent 

To support withdrawal of informed consent, we configured an additional survey form within the REDCap project. In 
the event that a subject notified the study team that s/he wished to withdraw from the study, a research coordinator 
navigated to the survey form via the password-protected REDCap Survey Queue page, as shown in Figure 4. On the 
survey, the research coordinator then documented the participant’s decision to withdraw and reason for withdrawal, 
as well as the research coordinator’s identity and the date. Upon completion of the form documenting withdrawal of 
consent, the record became locked, preventing study coordinators from further editing. Completion of the 
withdrawal survey triggered an email to the clinic listserv as described above. 
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Figure 4.  Withdrawal decision and reason. 

Maintaining versions of informed consent forms 

When IRB protocol amendments, IRB continuing reviews, and IRB-approved informed consent form changes 
occurred, research team administrators and research IT staff coordinated to copy the contents of the REDCap project 
to maintain history of versions.  First, we copied the current REDCap project, which contained all existing consent 
records, into a new REDCap project, which we identified using the protocol name and date range of its validity.  
Second, we archived the new project in REDCap to maintain data integrity for the data range for which the consent 
was valid. Third, we updated the current REDCap project’s IRB stamp to reflect the new approval and expiration 
dates.  New study participants consented to the current project, not an archived project. The archived project copy 
served as a version of the prior ICF, as per the pilot’s workflow, while the current REDCap project was the location 
of the current ICF.  If a participant who consented to a now-archived version of the ICF wished to update his or her 
consent, the participant followed the previously-described update process using the current REDCap project; the 
archived project copy maintained a record of the initial consent. To determine the version of a protocol to which a 
patient consented, study team members compared the date when a patient consented as documented in REDCap 
against the date of the protocol revision, as documented in the name of the archived REDCap project. Subsequent 
updates to the ICF would yield further copies of current live REDCap project to become archived project copies.  

Hardware and security 

To access REDCap for consent, research coordinators and participants used Apple iPad tablets managed by WCM 
ITS.  All iPads had restricted settings through the MobileIron security management application and the web@work 
secure browser.  Of note, web@work ensured that bookmarks for the CADC and HemOnc REDCap survey links 
always appeared and that users could only visit REDCap URLs. 

Evaluation 

We measured REDCap for eConsent with regard to usage, support for local requirements, and adherence to federal 
guidance for electronic informed consent. To measure usage, we determined the number of initial consents, re-
elections, withdrawals, and projects created to support new versions of informed consent and IRB protocols during 
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the six-month pilot period. To measure support for local requirements, the pilot’s success was based on replicating the 
research team’s current paper ICF workflow, which includes following local best practices and adhering to federal 
guidelines. To measure compliance with federal guidance, two of the authors (CC, ES) identified 29 specific 
requirements derived from the sixteen questions in the the Office for Human Research Protection (OHRP) and the 
Food and Drug Administration (FDA) guidance on the use of electronic informed consent (9) and reviewed the 
approach to determine how our methodology adhered to or diverged from these specific requirements. We resolved 
disagreements through consensus.  In a prior investigation, the study team used a similar approach to study 
biospecimen information management system support for best practices (11). 

Results 

Usage 

During the first twelve months of system availability, a total of 434 patients enrolled in the two studies. Only one 
update of consent options occurred via the re-election process, and no withdrawals occurred.  New versions of the ICF 
and/or IRB protocol required the creation of five total new REDCap projects for archival purposes. Data dictionaries 
for both CADC and HemOnc projects are available on GitHub:  https://github.com/wcmc-research-
informatics/econsent_redcap 

Support for local requirements 

Table 1. Measures for supporting local requirements 

Requirement Description Adherence 

(yes/no) 

Researchers are able to successfully 
enroll participants 

yes 

Participants receive a copy of the 

completed consent form 
yes 

Participants are able to update elections yes 

Participants are able to withdraw yes 

IRB amendments are successfully 

implemented 
yes 

eConsent complies with local guidance 
(e.g., security) 

yes 

eConsent complies with federal 
guidance (e.g.,HIPAA) 

yes 

 

 

Adherence to federal guidance 

Of the 29 requirements we specifically identified as derived from federal guidance, the use of REDCap for electronic 
consent specifically adhered to 24 (86%), as detailed in Table 2.  

Table 2. Adherence to requirements derived from federal guidance on electronic informed consent 

Requirement 
Number 

Question and Requirement Description Adherence 
(yes/no) 

Q1: How should information in the eConsent be presented to the subject? 

1 eConsent must contain everything required by 45 CFR 46.116 (General 
requirements for informed consent) and 21 CFR 50.25 (Elements of informed 
consent) 

yes 

2 eConsent must be easy to navigate, allowing user to go forward and back and 
to stop and continue at a later time 

yes 

3 Subjects should have the option to use paper-based or electronic IC methods 
completely or partially throughout the process 

yes 
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Q2: How and where may the eConsent process be conducted? 

4 Process must be conducted at study site or remotely. If remote, must include 
mechanism to ensure person electronically signing is the person participating 
or their LAR.  

yes 

5 eConsent must be legally binding, regardless of onsite or off-site yes 

6 eConsent must include mechanism to ensure person electronically signing is 
the participant or their LAR 

yes 

Q3: How and when should questions from subjects be answered? 

7 Questions should be answered via in person discussions or combination of 
electronic messaging, telephone calls, video conferencing, or live chat with 
remotely located investigator or study personnel.  

yes 

8 eConsent should have methods in place to ensure the process allows subjects 
the opportunity to consider whether or not to participate and to ask questions 

yes 

9 When live chat or video is used, there should be reminders to conduct the 
discussion in a private location 

no 

10 Subjects should be given a description of how and when they will receive 
answers to their questions, and how they can communicate back in the event 
that they sustain a research-related injury 

yes 

Q4: What steps may be taken to facilitate the subject's understanding of the information being presented? 

11 eConsent content should be appropriate for intended audience based on age, 
language, and comprehension level 

yes 

Q5: What steps may be taken to convey additional information, including significant new findings, to the 
subject during the course of the research? 

12 eConsent must contain a statement that significant new findings or 
updates/amendements that may affect the subject's willingness to continue 
will be communicated to the subject or their LAR and that they'll have the 
opportunity to ask questions and sign an updated eConsent 

yes 

Q6: How can electronic signatures be used to document eConsent? 

13 eConsent must comply with all 21 CFR 11 (Electronic Records; Electronic 
Signatures) requirements 

yes 

Q7: What methods may be used to verify the identity of the subject who will be electronically signing an 
eConsent for FDA-regulated clinical investigations? 

14 eConsent must comply with 21 CFR 11 (Electronic Records; Electronic 
Signatures) 

yes 

Q8: What special considerations should be given to the use of eConsent for pediatric studies? 

15 eConsent must comply with 45 CFR 46 (General requirements for informed 
consent) and 21 CFR 50 (Elements of informed consent) 

no 

16 IRB must determine that there are sufficient provisions for soliciting the 
assent of children 

no 

Q9: Should subjects receive a copy of their eConsent and have easy access to the materials and information 
presented to them in their eConsent? 

17 Subjects must be given a copy of of the signed informed consent form unless 
requirement for documentation has been waived.  

yes 

18 If the eConsent uses multimedia to convey information related to research, 
hyperlinks should be provided on printed paper copies and accessible until 
study completion 

no 

Q10: What steps can be taken to ensure privacy, security, and confidentiality of the eConsent information? 

19 eConsent must be secure with restricted access as per 21 CFR 11 and should 
include methods to ensure confidentiality regarding identity, subject 
participation, and personal information after IC has been obtained 

yes 
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20 If the entity holding PII is a covered entity or BAA of one, eConsent must 
adhere to HIPAA rules regarding privacy, security, and breach notifications 

yes 

Q11: Can HIPAA authorizations for research, which are frequently combined with informed consent 
documents, be obtained electronically? 

21 When covered entities seek authorization forms, they must provide the 
participant with a copy of the signed authorization form 

yes 

Q12: What eConsent materials should the investigator submit to the IRB? 

22 All forms, electronic and paper, must be submitted to the IRB, along with any 
modifications 

yes 

23 Investigators should discuss plans for using eConsent with IRB before 
finalizing development 

yes 

Q13: What are the IRB's responsibilities in the eConsent process? 

24 IRB must review and have authority to approve, require modifications to, or 
disapprove all research activities. IRB must approve and review eConsent and 
any amendments 

yes 

25 IRB must approve and review eConsent and any amendments, as well as 
maintain/retain copies of any materials 

yes 

26 IRB should review any optional questions or methods used to gauge subject 
comprehension and ensure that eConsent materials are usable, as well as 
maintain copies of any study-related information 

yes 

Q14: What eConsent documentation does FDA require for submission with applications? 

27 eConsent documentation must be available for federal review for INDs. IDEs 
must include eConsent documentation. Documentation must be the same 
materials that will be presented to subjects. 

yes 

Q15: What steps can be taken to ensure the system archives the eConsent materials appropriately for FDA-
regulated clinical investigations? 

28 eConsent should incorporate procedures to ensure documents can be archived 
appropriate and retrieved easily in compliance with applicable FDA 
regulations. 

yes 

Q16: What materials or documents will FDA require during an inspection? 

29 When sites are inspected by FDA, FDA must be granted access to site-
specific versions of the EIC along with all amendments and subject-signed 
forms. 

yes 

 

Discussion 

We implemented a REDCap-based electronic informed consent methodology for research involving biospecimens 
and evaluated its usage, support for local requirements, and adherence to federal guidance. In an initial pilot period, 
the methodology saw extensive use with studies centered on biospecimen storage. The methodology supported all 
local requirements and adhered to 86% of federal guidance for electronic informed consent. 
 
To our knowledge, this case report is among the first to demonstrate use of REDCap as a replacement for traditional 
paper-based informed consent forms for multiple longitudinal studies in an academic medical center. While the 
initial requirements obtained from users may not constitute an exhaustive list of measures for an enterprise-level 
electronic consent tracking system, it offers a basis for measuring the validity and value of the approach. 
Additionally, to the best of our knowledge, this is the first description of how to use REDCap from the vantage point 
of a study coordinator and a participant. Combined with the REDCap resources posted on GitHub, this offers a 
comprehensive description that may be valuable to practitioners in other settings. The methodology described herein 
may generalize to other settings and spur adoption of electronic informed consent, addressing the low rates of 
adoption identified in a recent study (3). The method described in this report may serve as a “how-to” for others. 
 
As the goal of our pilot was to address implementation of the technology infrastructure, these requirements do not 
represent a failure of this technique to adhere to federal guidance but rather domains of guidance where compliance 
depends on the extent to which institutional policy and individual study workflows follow federal standards.  
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The CADC and HemOnc studies have continued to use the REDCap eConsent forms after the end of the pilot, and 
additional clinic locations have adopted the approach beyond the initial sites. While previous studies investigating 
the use of REDCap for electronic informed consent focused on short-timeframe intervention-based studies (7, 12), 
this study evaluated the use of a similar approach for longitudinal, biospecimen-oriented studies, necessitating a 
focus on implementing robust techniques for tracking and maintaining consent and withdrawal over extended time 
periods. Moreover, the approach’s ability to support changes in elections and protocol amendments over time is a 
key strength for registries in contrast to time-sensitive clinical trials with few likely changes after initial consent 
(12).  In addition to being highly customizable, REDCap logs all record creation and removal as it is designed to be 
21 CFR Part 11 capable.  Based on results of this pilot and others (7,12), REDCap appears capable of supporting 
research consent needs for prospective clinical trials and longitudinal studies as well as retrospective studies .   
 
This study had limitations. First, we did not seek to evaluate the multimedia interactivity of the REDCap-based 
eConsent format with regard to participant comprehension, usability, and engagement (4,5,13,14). However, our 
objective was to mimic the existing paper-based ICF workflow using REDCap – not to create or evaluate an 
interactive multimedia experience for consent – as well as to assess REDCap’s support for local requirements and 
adherence to federal guidance. Second, the development of our evaluation methodology had intrinsic limitations; the 
interpretation of the sixteen questions provided in federal guidance documentation to a yes/no format may have 
involved a loss of nuance.  Future work will evaluate how to address areas where the REDCap-based solution failed 
to satisfy federal guidance as well as usability of the eConsent approach for patients and staff. 
 
A vital element of the development of the REDCap eConsent approach was the close collaboration between the 
JCTO, HemOnc, CADC, and ITS personnel. The development of the initial set of requirements involved weekly 
meetings and there were monthly status update meetings during the duration of the pilot. This provided a forum for 
continuous improvements of the approach.  
 
The results described here suggest that REDCap is well-suited to the development and implementation of an 
electronic informed consent platform. It is possible that the REDCap consortium may, based on the proof of concept 
described here, wish to create dedicated functionality to support electronic informed consent. However, some 
institutions may find this impracticable; for example, institutions with 21 CFR Part 11 validation of their current 
REDCap instance may be unable to upgrade to a new version without losing validation. These institutions may be 
able to adopt some or all of our approach, and the cost of building new or extending existing REDCap infrastructure 
may be a lower cost alternative compared to investment in a dedicated research consent management system. Future 
cost-benefit analyses can determine the value of REDCap versus other options for expanding eConsent to more 
studies at an institution.   
 
To further the extent to which this platform addresses these challenges, a potential benefit of developing REDCap as 
an enterprise-level electronic consent tracking system is leveraging the existing capabilities for importing and 
exporting data. We plan to extend our existing implementation of the REDCap Dynamic Data Pull (DDP) plugin to 
automatically retrieve data from the EHR, such as patient demographics based on entry of an MRN into the live 
REDCap eConsent project, to reduce research coordinator data entry and improve participant identity management 
(15). Future work also includes automated transmission of the participant enrollment status from REDCap to our 
institution’s clinical trials management system (CTMS) and the EHR. These system integrations have the potential 
to streamline workflows and increase efficacy of the research consent process.  
 
Acknowledgements 

This study received support from NewYork-Presbyterian Hospital (NYPH) and Weill Cornell Medical College 
(WCMC), including the Clinical and Translational Science Center (CTSC) (UL1 TR000457) and Joint Clinical Trials 
Office (JCTO).  This study also received support from the Michael Wolk Heart Foundation. 

References 

1.  TransCelerate BioPharma Inc. eConsent: Implementation Guidance [Internet]. 2017 [cited 2018 Aug 8]. 
Available from: http://www.transceleratebiopharmainc.com/wp-content/uploads/2017/11/eConsent-
Implementation-Guidance.pdf 

2.  Clinical Trials Transformation Inititative. CTTI Recommendations: Informed Consent [Internet]. 2015 [cited 
2018 Aug 9]. Available from: https://www.ctti-clinicaltrials.org/files/ctti-informedconsent-recs.pdf 

171



   
 

  

3.  Simon CM, Klein DW, Schartz HA. Traditional and electronic informed consent for biobanking: a survey of 
U.S. biobanks. Biopreserv Biobank. 2014 Dec;12(6):423–429.  

4.  Friedlander JA, Loeben GS, Finnegan PK, Puma AE, Zhang X, de Zoeten EF, et al. A novel method to 
enhance informed consent: a prospective and randomised trial of form-based versus electronic assisted 
informed consent in paediatric endoscopy. J Med Ethics. 2011 Apr;37(4):194–200.  

5.  Rowbotham MC, Astin J, Greene K, Cummings SR. Interactive informed consent: randomized comparison 
with paper consents. PLoS One. 2013 Mar 6;8(3):e58603.  

6.  Chalil Madathil K, Koikkara R, Obeid J, Greenstein JS, Sanderson IC, Fryar K, et al. An investigation of the 
efficacy of electronic consenting interfaces of research permissions management system in a hospital setting. 
Int J Med Inform. 2013 Sep;82(9):854–863.  

7.  Frelich MJ, Bosler ME, Gould JC. Research Electronic Data Capture (REDCap) electronic Informed Consent 
Form (eICF) is compliant and feasible in a clinical research setting. Int J Clin Trials. 2015 Aug 13;2(3):51.  

8.  Schwartze J, Haarbrandt B, Rochon M, Wagner M, Haux R, Kleinschmidt T, et al. Design and 
implementation of an informed consent process for a standardized health information exchange solution on 
the example of the lower saxony bank of health. Stud Health Technol Inform. 2013;192:318–322.  

9.  U.S. Department of Health and Human Services, Office for Human Research Protections (OHRP), U.S. 
Department of Health and Human Services, Food and Drug Administration (FDA). Use of Electronic 
Informed Consent: Questions and Answers Guidance for Institutional Review Boards, Investigators, and 
Sponsors  [Internet]. 2016 [cited 2018 Jul 10]. Available from: 
https://www.fda.gov/downloads/drugs/guidances/ucm436811.pdf 

10.  Campion TR, Blau VL, Brown SW, Izcovich D, Cole CL. Implementing a clinical research management 
system: one institution’s successful approach following previous failures. AMIA Jt Summits Transl Sci Proc. 
2014 Apr 7;2014:12–17.  

11.  Chen C, Wulff RT, Sholle ET, Roboz GJ, Kraemer DA, Campion TR. Evaluating generalizability of a 
biospecimen informatics approach: support for local requirements and best practices. AMIA Jt Summits 
Transl Sci Proc. 2018 May 18;2017:55–62.  

12.  Haussen DC, Doppelheuer S, Schindler K, Grossberg JA, Bouslama M, Schultz M, et al. Utilization of a 
smartphone platform for electronic informed consent in acute stroke trials. Stroke. 2017 Oct 6;48(11):3156–
3160.  

13.  Abujarad F, Alfano S, Bright TJ, Kannoth S, Grant N, Gueble M, et al. Building an Informed Consent Tool 
Starting with the Patient: The Patient-Centered Virtual Multimedia Interactive Informed Consent (VIC). 
AMIA Annu Symp Proc. 2017;2017:374–383.  

14.  Simon CM, Klein DW, Schartz HA. Interactive multimedia consent for biobanking: a randomized trial. Genet 
Med. 2016 Jan;18(1):57–64.  

15.  Campion TR, Sholle ET, Davila MA. Generalizable middleware to support use of redcap dynamic data pull 
for integrating clinical and research data. AMIA Jt Summits Transl Sci Proc. 2017 Jul 26;2017:76–81.  

 

172



Determining Onset for Familial Breast and Colorectal Cancer from Family
History Comments in the Electronic Health Record

Danielle L. Mowery PhD1,4,5,6, Kensaku Kawamoto MD PhD MHS1, Rick Bradshaw PhD1,
Wendy Kohlmann MS CGC2, Joshua D. Schiffman MD2,3, Charlene Weir PhD RN1,

Damian Borbolla MD1, Wendy W. Chapman PhD1,4, Guilherme Del Fiol MD PhD1

1Biomedical Informatics, 2Huntsman Cancer Institute, 3Pediatrics, University of Utah,
4Informatics, Decision-Enhancement, and Analytic Sciences (IDEAS) Center,

Veterans Affairs Salt Lake City Health Care System, Salt Lake City, UT;
5Biostatistics, Epidemiology, & Informatics, 6Institute for Biomedical Informatics,

University of Pennsylvania, Philadelphia, PA

Abstract

Background. Family health history (FHH) can be used to identify individuals at elevated risk for familial cancers. Risk
criteria for common cancers rely on age of onset, which is documented inconsistently as structured and unstructured
data in electronic health records (EHRs). Objective. To investigate a natural language processing (NLP) approach to
extract age of onset and age of death from free-text EHR fields. Methods. Using 474,651 FHH entries from 89,814
patients, we investigated two methods – frequent patterns (baseline) and NLP classifier. Results. For age of onset, the
NLP classifier outperformed the baseline in precision (96% vs. 83%; 95% CI [94, 97] and [80, 86]) with equivalent
recall (both 93%; 95% CI [91, 95]). When applied to the full dataset, the NLP approach increased the percentage
of FHH entries for which cancer risk criteria could be applied from 10% to 15%. Conclusion. NLP combined with
structured data may improve the computation of familial cancer risk criteria for various use cases.

Introduction

Despite greater implementation of clinical genetics and genetic testing, family health history (FHH) continues to be
one of the most effective tools for identifying those at increased risk for cancer [1]. FHH provides unique insights
into the interactions between genetic, environmental, and lifestyle factors that contribute to disease risk [2, 3, 4]. For
example, estimates based on FHH indicate that the prevalence of individuals with moderate or high familial risk is 7%
and 5% respectively for breast cancer and 4% and 1% respectively for colorectal cancer [2]. Guidelines for selection
of candidates for genetic counseling and testing also continue to require ascertainment and documentation of FHH
including the number of affected relatives, degree of relationship, lineage, and age of onset [5, 6]. However, as the
spectrum of cancer risks associated with certain genes continues to expand, criteria for genetic risk assessment also
become more complex in order to account for the types of cancer to be included in risk assessment. For example,
recent studies have shown that metastatic prostate cancer can be a sentinel cancer for identifying families with genetic
mutations associated with breast cancer risk [7].

Wide adoption of electronic health record (EHR) systems could allow for electronic FHH documentation to be used
to automatically identify individuals with elevated risk to develop certain conditions, such as breast and colorectal
cancer. However, secondary use of FHH available in the EHR has been limited in practice because of inconsistent
documentation practices, leading to variation in the form of the data throughout the EHR, such as structured data within
a dedicated FHH module and unstructured data in free-text clinical notes. Specialized FHH modules allow clinicians
to capture data in structured format, including discrete fields for the condition of interest, degree of relationship, age
of onset, and age of death. Yet, these same data items can also be recorded in free-text comment fields and are not
readily accessible to computer algorithms [8]. For example, a particular FHH entry may have “breast cancer” and
“sister” captured as structured data, but “in her 40s” as the age of onset entered in a free-text comment field.

Natural language processing (NLP) may be an effective method for extracting and encoding supplemental FHH from
free-text comment fields. In particular, high risk criteria for familial cancers such as breast and colorectal cancer often
rely on the age of onset (see Table 1 for examples).
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Table 1: Examples of familial cancer risk criteria for breast and colorectal cancer based on degree of relationship,
cancer type, and age of onset (adapted from the National Comprehensive Cancer Network [NCCN] guidelines [6]).

Familial risk criteria for breast cancer
1st or 2nd degree relative with breast cancer and age of onset <= 45
Familial risk criteria for colorectal cancer
1st or 2nd degree relative with colorectal cancer and age of onset <= 50
1st or 2nd degree relative with endometrial cancer and age of onset <= 50

Although the information recorded in FHH comment fields is very short and specific, extracting key requirements for
risk criteria, such as an estimated age of onset, is not trivial. Several factors can complicate extraction and estimation
of age of onset. First, patients often do not know exactly when a family member’s diagnosis was made, so health
professionals may document fuzzy ranges (e.g., “in her early 50s”, “~40 yo”) or document a non-numeric descriptor
(e.g., “postmenopausal”). Second, documentation may include the age of death, but not the age of onset; however, a
rough estimate for the age of onset could be obtained from the age of death (e.g., from “died at 40 from breast cancer”
one can infer age of onset on or before 40 years of age). Third, other types of FHH information (e.g., year of death,
year of diagnosis, number of affected individuals) are also documented as free-text comments and can be a source of
error for the NLP extraction process.

In the present study, we investigated an NLP-based approach to extract age of onset and age of death from supplemental
comment fields of a dedicated FHH module available in a widely used commercial EHR system (Epic®, Verona, WI)
in use at the University of Utah Health network. The NLP algorithm was guided by available structured FHH data,
so that age of onset and age of death were extracted only when this same information was not available as structured
data. Overall, the study presents an NLP approach that can be extended to other similar and high-value use cases that
require extracting information from short free-text fields in the EHR.

Background

Previous research has shown that pertinent family history details such as age of onset and age of death can be docu-
mented in the free-text comments associated with FHH structured data fields. For example, Chen et al. proposed a
semantic model to represent ambiguity in age-related information such as different age events (e.g., onset and death),
general age groups (e.g., “childhood”), and non-specific age ranges (e.g., “40-45”), which were largely missing from
previous specifications [9]. Based on this work, Chen et al. reviewed 3,358 unique cancer-related FHH entries con-
sisting of a problem, family relation, age of onset, and free-text comments field from a commercial EHR [8]. They
developed a detailed coding scheme with groups and subgroups, then automated this encoding using a pre and post-
processing script and MetaMap. They observed that onset age patterns varied from 0.02% for onset date (e.g., “onset
10/2011”) to 9% for onset age – fuzzy (e.g., “dx in 70s”) to 17.4% for onset age – exact (e.g., “onset age 60”). However,
no formal evaluation was conducted to assess the accuracy of extracting this age-related information.

Our study builds upon these works by developing and assessing the performances of an NLP age classifier compared
with a pattern-based baseline approach for encoding age of onset and age of death from the associated unstructured
comments of structured FHH entries related to breast and colorectal cancer. Furthermore, the implementation of
our NLP age classifier is guided by structured data, i.e., the classifier only encodes the age of onset and death for
unstructured comments when the age of onset structured field does not contain a value. Although the NLP methods
used in the present study are not novel, the combination of NLP and structured data to improve the computability of
FHH is novel and potentially useful for various use cases.

Methods

Overall, we aimed to 1) develop and evaluate an NLP age classifier that encodes age of onset and age of death from an
unstructured comment field available in the FHH module of a commercial EHR and 2) compare the number of FHH
entries with versus without NLP extraction that provide complete data to evaluate risk criteria for breast and colorectal
cancer. We compared the NLP classifier with a pattern-based baseline in terms of precision (primary outcome) and
recall for extracting age of onset and age of death. The study was approved by the University of Utah Institutional
Review Board under protocol number IRB 00105797.

174



Dataset

We queried the University of Utah Health Enterprise Data Warehouse for all patients between the age of 25 and 50
seen at least once at a University of Utah Health primary care clinic from June 26th, 2014 through June 26th, 2018
(4 years). The population age range includes patients before they are recommended to receive routine breast and
colorectal cancer screening, i.e., 40 years and older for female breast cancer screening and 50 years and older for
colorectal cancer screening in both males and females. We selected the most current FHH module entries for each
patient in our cohort, including structured data fields for the condition of interest, degree of relationship, and age of
onset, as well as unstructured comments.

Family History Annotation

To build a reference standard to develop and evaluate our age classifiers, we queried entries for each cancer (i.e., breast,
colorectal, endometrial) and relationship type combination (e.g., cancer type: BREAST and relation: SISTER) with
a non-null COMMENT field and a null discrete AGE OF ONSET. For combinations with more than 50 entries, we
randomly sampled 50 entries; otherwise, we utilized all entries. Author DM encoded comments according to age type
(i.e., age of onset [onset] and age of death [deceased]) and subtype (i.e., age and range) combinations resulting in four
age classes: onset age, onset range, deceased age, and deceased range. To estimate inter-annotator agreement (IAA),
a random subset of 200 entries were selected from 4 cancer-relationship pairs and then manually reviewed by Author
GDF. We measured the inter-annotator agreement for each class and compared entry classifications between each
annotator according to age type with subtype. We defined IAA as F1-score which converges on Kappa as the number
of unmarked comments becomes large [10]. Annotations were marked using a tool called the extensible Human Oracle
Suite of Tools (eHOST) [11]. In Figure 1, we present the proposed age-related classes that were encoded for each
exemplar entry within the eHOST interface.

Figure 1: eHOST annotation tool with fictitious, exemplar entries for onset age (aqua), onset range (blue), deceased
age (brown), and deceased range (orange).
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Extraction of Age of Onset and Death

We randomly split our annotated entries into development (50%) and evaluation (50%) sets maintaining an equal
distribution of entries according to cancer and relationship type. We leveraged these datasets to develop and evaluate
the NLP classifier and the pattern-based baseline. Both classifiers were developed using hand-crafted rules.

Pattern-based Age Classifier (Baseline): Using the development set, we aimed to generalize and characterize the most
frequent patterns that clinicians used to document age type and subtype in the COMMENT field. We encoded the
lexical patterns for extracting age types and subtypes, then determined the rank and distribution of all unique patterns.
We selected the top two most common patterns for each age class to encode comments (see Table 2).

Table 2: Most common phrases used to denote age of onset and death by age subtypes.

Onset Deceased
Age Range Age Range

## , age ##, ##s, ##’s, died age ##, died at ##, died in ##s, died ##s

NLP Age Classifier: We developed and evaluated an NLP-based age classifier as a method to improve the coverage of
entries encoded for age of onset and death while maintaining high precision. Upon reviewing the literature, we noted
that most open-source, temporal taggers encode the Time Markup Language (TIMEML) standard which does not
support encoding age [12]. Furthermore, we would need a general-purpose NLP system to encode both fully specified
ages (e.g., “age 45” = age exact) and under specified ages (e.g., “early adulthood” = age range) with contextualizing
events (e.g., “died” = deceased, “diagnosed” = onset) while filtering out semantic information (e.g., “1990” = year,
“testing” = procedures) that could generate false positives.

We leveraged the ConText algorithm, a regular expression-based approach that has proven to be easy to train and
effective for encoding a variety of contexts (e.g., historicity [13], experiencer [14], negation/uncertainty [15], severity
[16], and anatomic location [17]). Specifically, we trained ConText to encode facts — targets (e.g., cancer type) and
modifiers (e.g., age exact, age range, death, onset, dates, procedures) — then to apply rules for filtering and classifying
each entry according to age class. For example, if an entry was encoded for an age range and death, the entry was
classified as deceased range; conversely, if the entry was encoded for age range only, the entry was classified as onset
range. A hash table-based version of this algorithm, FastConText [18], is currently integrated with the health system’s
enterprise data warehouse to support hospital operations and could be leveraged easily for future implementation and
dissemination. For each entry, we identified one or more sentences. For each sentence in an entry, we applied ConText
to encode the sentence and assert one or more age class labels based on the encoded facts. We aggregated all generated
age class labels for the entry before comparing the predictions to the reference standard.

Age Classifier Evaluation

Using the evaluation set, we compared the precision (primary outcome), recall, and F1-score of the NLP classifier and
the baseline for encoding age subtype – onset age, onset range, deceased age, and deceased range – for each entry.
Two entries were considered a match if they were encoded with the same age type with subtype. We defined a true
positive (TP) as a correctly identified entry, a false positive (FP) as a spuriously flagged entry, and a false negative (FN)
as a missed entry. All measures were converted to percentages then rounded to nearest whole number and reported
with 95% confidence intervals (CI) at α=0.05 using Stata.

Completeness of Family History Entries with and without NLP

We assessed and compared the frequency of complete FHH entries before and after applying NLP on the study dataset.
Complete FHH entries were those that contained information about the cancer type, degree of relationship, and either
age of onset or age of death. After applying NLP, a FHH entry was considered to be complete if either the age of onset
or age of death was extracted.
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Results

A total of 89,814 patients met the study inclusion criteria: 35,202 (39%) male, 54,582 (61%) female, and 30 (<1%)
with an unknown sex. Median age was 36 with an average of 36.4 years (SD=7.3 years). We identified 474,651 FHH
entries including 17,872 (4%) breast, 10,278 (2%) colorectal, and 589 (<1%) endometrial cancer.

Family History Annotation

The full resulting annotated dataset consisted of 2,766 entries: development set (n=1,389 entries) and evaluation set
(n=1,377 entries). The development set contained 278 annotations: 113 onset age, 106 onset range, 48 deceased age,
and 11 deceased range; the evaluation set contained 269 annotations: 95 onset age, 104 onset range, 41 deceased age,
and 19 deceased range. IAA ranged from an F1-score of 98% (onset age) to 100% (onset range, deceased age, and
deceased range).

Extraction of Age of Onset and Death

As shown in Table 3, the precision of the NLP age classifier was significantly higher than the baseline for age of onset
(96% – 95% CI [94, 97] vs. 83% – 95% CI [80, 86]) and significantly lower for age of death (91% – 95% CI [88, 93]
vs. 100% – 95% CI [99, 100]). The recall of the NLP classifier was equal to the baseline for age of onset (93% – 95%
CI [91, 95]) and significantly higher than the age of death (97% – 95% CI [95, 98] vs. 37% – 95% CI [33, 41]). Table
3 provides subgroup analyses per age pattern.

Table 3: Precision, recall, and F-measure of the NLP classifier and baseline method for age of onset and age of
death overall and per age pattern. 95% confidence intervals shown in brackets. Bold indicates statistically significant
differences according to 95% confidence intervals.

Class Type Precision (%) Recall (%) F1-score (%)

Age of Onset Baseline NLP Baseline NLP Baseline NLP
Age 65 92 76 90 91 87

[61, 69] [90, 94] [72, 79] [87, 92] [88, 93] [84, 89]
Range 88 94 82 93 77 92

[85, 90] [92, 96] [79, 85] [91, 95] [73, 80] [90, 94]
Both 83 96 93 93 88 95

[80, 86] [94, 97] [91, 95] [91, 95] [85, 90] [93, 97]

Age of Death Baseline NLP Baseline NLP Baseline NLP
Age 100 84 61 88 44 93

[99, 100] [81, 87] [57, 65] [85, 90] [40, 48] [91, 95]
Range 100 84 35 84 21 84

[99, 100] [81, 87] [31, 39] [81, 87] [18, 24] [81, 87]
Both 100 91 37 97 54 94

[99, 100] [88, 93] [33, 41] [95, 98] [50, 58] [92, 96]

Completeness of Family History Entries with and without NLP

Of the total 28,739 entries for all three cancers, 28,644 were attributed to either a first or second degree relative. Of
those 28,644 entries, 2,872 (10%) had age of onset in the structured data. Using NLP, we were able to obtain 1,336
(5%) additional FHH entries with complete data to apply NCCN criteria. Figure 2 provides subgroup analyses by
cancer type and degree of relationship.
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(a) Frequency (%) of entries with age of onset or age of death extracted from structured data and structured plus unstructured data

Cancer Type Degree Total Entries Structured only (%) Structured +
Unstructured (%)

Breast 1st degree 4,456 903 (20%) 1,149 (26%)

Breast 2nd degree 13,352 1,093 (8%) 1,716 (13%)

Endometrial 1st degree 238 38 (16%) 40 (17%)

Endometrial 2nd degree 351 19 (5%) 23 (6%)

Colon 1st degree 1,781 351 (20%) 516 (29%)

Colon 2nd degree 8,466 468 (5%) 764 (9%)

Total Both degrees 28,644 2,872 (10%) 4,208 (15%)

(b) Distribution counts (%) of entries encoded from AGE OF ONSET (structured) and COMMENTS (unstructured).

Figure 2: Frequency (%) of entries with age of onset or age of death according to cancer type and degree of relation.
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Discussion

We investigated an NLP classifier for encoding age of onset and age of death from unstructured comments recorded
in a FHH module of a commercial EHR. The NLP age classifier achieved high precision without the expense of recall
for both age of onset (precision: 96%; recall: 93%) and age of death (precision: 91%; recall: 97%). With the NLP
classifier, 1,336 (5%) additional FHH entries in the EHR contained complete data to apply NCCN criteria to identify
patients at elevated risk for breast and colorectal cancers. Our findings show the value of using a relatively simple
NLP approach guided by structured data to extract very specific and high-value pieces of information. The proposed
method can be applied in various uses cases that involve identifying individuals with elevated risk for familial cancers,
such as epidemiology research, clinical research, population health management, and clinical decision support. In
addition, various use cases using different kinds of EHR data could potentially benefit from a similar approach, such
as extracting the maximum daily dose from free-text dose instructions in medication prescriptions.

Extraction of Age of Onset and Death

The most prevalent age classes in the full dataset were onset age and onset range followed by deceased age and
deceased range. The precision of the NLP age classifier was significantly higher than the baseline (96% vs. 83%) for
age of onset, with equivalent recall (93% for both classifiers). Given that age of onset subtypes (age and range) are
more common than age of death, age of onset can be extracted directly from those subtypes more often than from age
of death, which provides only a rough estimate for the age of onset. The baseline and NLP classifier possibly achieved
similar recall because the age of onset is frequently implied due to the absence of contextual terms such as “onset”,
“diagnosis”, and “discovered”. The precision of the NLP age classifier was significantly lower for age of death (91%
vs. 100%), although the difference was relatively small and possibly still clinically acceptable. In addition, the recall
of the NLP classifier was over two times higher than the baseline (97% vs. 37%). We suspect the NLP classifier
achieved higher recall because age of death is often denoted with a range of contextual terms such as “fatal”, “passed
away”, “died”, and “deceased”, which were absent from our baseline patterns.

Error Analysis

We reviewed each entry that generated an error in an attempt to understand how we could improve the performance
of the NLP age classifier. We observed several themes. The sources of false-negative errors were often the result
of concatenated contexts (e.g., “age 7?” = onset range), unexpected punctuation (e.g., “died in her 40;s” = deceased
range), missing age (e.g., “had it as a teenager” = onset range), and missing range indicator (e.g., “maybe age 45
paternal” = onset range). These false-negatives could be identified by adding simple regular expressions and adding
terms into our lexicons to improve coverage. In a few false-positive cases, the age provided was given in another
context (e.g., “still living at age 70”). Such events (e.g., living) could be added to our contextual modifiers along with
rules to filter these cases. We also observed scoping issues (e.g., “mid to late 20’s – died at 26” = onset range and
deceased age), the algorithm encoded deceased range. For these cases, the baseline classifier could be applied first
to encode deceased ages/ranges, followed by the NLP classifier to encode the remaining, non-encoded text. Finally,
we observed cases of ambiguity (e.g., “dx age 60 and died 6 months later” = onset age, but could additionally be
interpreted as deceased age). Higher-level temporal inference rules may address this type of error [19].

Completeness of Family History Entries with and without NLP

Overall, using only the structured, non-null AGE OF ONSET field, about 10% of familial cancer FHH entries would
be complete and therefore suitable for applying cancer risk criteria. After applying NLP, the frequency of complete
FHH entries increased to 15% of entries, e.g., 1,336 additional complete entries (50% relative increase). This finding
suggests that simple NLP can be an effective method to supplement and achieve complete documentation of FHH
information in computable format. Although this proportion is relatively small, this represents 1,336 additional com-
plete entries for only three risk criteria and represents an important step toward applying familial cancer risk criteria
to a sizeable portion of the population. It is important to note that, for FHH entries to be fully computable, age of
onset and age of death range expressions need to be translated into numeric values. There are several challenges and
open questions related to estimating age of onset from the data extracted by the NLP classifier. First, lower and upper
bounds for common range patterns, i.e., ##s (e.g., “40s”) need to be defined. Second, lower and upper bound estimates
need to be derived for event-based ranges, i.e., “post-menopausal” and descriptive time periods, i.e., “childhood”.
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Limitations

This study has several important limitations. First, the algorithm design and analysis were limited to one EHR product
at one academic healthcare network. The generalizability of our findings may be reduced due to differences in EHR
products (e.g., lack of a dedicated FHH module, with structured field for date of onset, free-text options, or variations
in user interface) and FHH documentation workflows. Nevertheless, the EHR used at University of Utah Health is one
of the market leaders for US healthcare systems; hence, the NLP classifier could be implemented at other sites using
the same EHR. Second, the NLP classifier is focused on extracting ages of onset and death. However, risk criteria
for familial cancers also include data such as family member gender (e.g., breast cancer in a brother, father, uncle, or
son), genetic testing on a family member (e.g., positive BRCA1 or BRCA2 test), and other disorders with overlapping
genetic pathways (e.g., Lynch syndrome). We are currently investigating methods to encode these additional risk
criteria elements from FHH free-text comments.

Conclusion

In conclusion, we investigated an NLP classification approach that integrates structured and unstructured data from
FHH documentation in the EHR to extract cancer age of onset and death. Overall, the NLP classification approach
outperformed a pattern-based baseline, achieving high levels of precision and recall (above 90%). With the additional
information extracted from unstructured data, the NLP classifier allows applying familial cancer risk criteria to a larger
proportion of FHH documentation entries compared to structured data alone. Therefore, our findings demonstrate how
a simple NLP approach, integrated with structured data, might be leveraged to support personalized medicine based
on familial cancer risk criteria.
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Abstract

We describe an information extraction (IE) approach for knowledge base population of behavior change scientific
intervention findings. In this paper, we focus on building a system able to characterize the specific intervention
techniques that are undertaken within behavior change intervention studies. We have investigated three different
configurations of a general information retrieval based framework for information extraction: a) an unsupervised
approach that hinges on specification of a query for each attribute to be extracted and a few parameters for rule-based
post-processing; b) a semi-supervised approach, which uses a part of the ground-truth annotations as a training set to
automatically learn optimal representation of the queries; and c) a supervised approach that replaces the rule-based
post processing by a text classifier. To train and evaluate our system, we make use of a ground-truth data set annotated
by behavior science experts. This dataset consists of a total of 226 research papers on smoking cessation.

1 Introduction

Many global threats to human health and well-being can only be solved by people, organizations and governments
changing their behavior. For example, obesity, antimicrobial resistance, and hospital-acquired infections can be mit-
igated respectively by healthier eating, appropriate antibiotic prescribing, and improved hand hygiene. Behavioral
change interventions (BCIs) are policies, activities, services or products designed to cause people to act differently
from how they would have done otherwise. They involve attempting to change either members of the target popula-
tion (in terms of their knowledge, skills, beliefs, feelings or habits), or their social or physical environment.

Research findings have the potential to provide invaluable knowledge to help with developing or selecting BCIs but
such evidence needs to be synthesised and interpreted [1]. Since the scientific literature on behaviour change is vast
and accumulating at a rapidly accelerating rate, it is difficult to achieve this manually. An automated Information
Extraction (IE) approach that extracts relevant pieces of information from BCI reports is essential to provide navigable
interfaces that allow domain experts to easily find relevant pieces of information from previously reported studies.
The extracted information can also be used as features to develop predictive models capable of suggesting likely BCI
outcomes for planning of trial experiments. This is the objective of the Human Behaviour Change Project,1 the broader
research endeavor that motivates this specific study.

Extending on our initial approach which looked at a variety of attributes to be extracted [2], we report here our further
investigations related to the extraction of BCI descriptions. Specifically, a BCI represents the set of behavior change
techniques (BCTs) that are prescribed to influence the target behaviour, e.g., ‘Goal setting (behavior)’ is a particular
BCT which, in the context of smoking cessation, is about setting a quitting date for smokers who are ready to quit.
Table 1 shows a few additional examples of BCIs

Being able to describe a BCT accurately is a requisite to be able to reason upon which actions are effective at influ-
encing behaviors. In that context, we rely on the BCT taxonomy, which has been developed to provide a standardised

1www.humanbehaviourchange.org

BCT Type Examples

Goal Setting (behavior)
1) Individualised step count targets
2) Kept a diary to record the number of cigarettes smoked daily over one week.

Social Support
1) Smoking cessation counselling of at most 10 min.
2) Tailored support was offered for up to 1 month before and after quitting.

Table 1: Examples of BCT attributes from a collection of behavior change research reports.

182



method of classifying intervention techniques. Specifically, we leverage a taxonomy of 93 BCTs [3, 4], organised in
16 groups.2

Given the lack of readily available annotated corpus and the effort associated with annotations, our objective is to
develop a system that does not require a large set of annotations. For this reason, our starting point is an unsupervised
IE approach, where data is only needed for evaluation purposes.

Another aspect of the challenge lies within the quantity of attributes to be extracted which precludes application of a
hand-crafted approach for each single item but rather calls for a more holistic approach. Indeed, the full taxonomy of
BCTs contains more than 90 BCTs. It is thus essential that we design a system that is based on a general framework
and whose parameterization for each BCT is as lightweight as possible. Our exploration of semi-supervised and
supervised approaches from a small quantity of annotated data represents a further effort to reduce the amount of
manual input and increase scalability of the extraction approach.

The rest of this paper is organized as follows. After a review of the background literature in Section 2, we introduce
a general passage retrieval based framework of our system in Section 3, which is followed by a description of three
different methods of BCT prediction in Section 4. In Section 5 we describe our experimental setup including the
dataset and the evaluation metric. This is followed by 6, where we report the results of our experiments. Section 7
concludes the paper with directions for future work.

2 Related Work

Overall, research on information extraction from the medical literature is still in its infancy and faces a number of
limitations, such as lack of common benchmarking datasets, and of a general consensus on the class of approaches
that are reported to perform well on such benchmarks. The study in [5] provides an exhaustive survey of IE approaches
on BCI literature. The survey reveals a number of instances where variations are observed, such as:

• the document collection used for the experiments ranging from randomly chosen articles from clinical journals
[6] to manually chosen abstracts suitable to the study from PubMed [7];

• dataset used for the experiments, e.g. using the same corpus for training whereas a different one for testing; for
instance, while the ‘bmjcardio’ corpus was used for training supervised models in [7] and [5], the latter used a
different corpus of 44 articles as a test set instead of using the test set of [7];

• the text processed for the IE experiments, ranging from abstracts [8] to full articles [9];
• the approaches used in the experiments, ranging from unsupervised rule-based [8] to supervised approaches

involving sentence classification [9];
• the granularity of the approaches, some being a single step multi-class sentence classification, e.g. classes

corresponding to the PICO ontology [10], whereas others using classified sentences for further processing by
either rule-based [6] or supervised approaches [7].

Most of the methods described above are rule-based. We elected to follow an information retrieval (IR) based ap-
proach both unsupervised and supervised which presents multiple advantages over the rule-based one. First, it allows
provision for incorporating term importance (in the form of collection statistics) to assign more importance to a match
of a rare term than a match of a frequent one, which is not possible in a regular expression based matching. Secondly,
IR model parameters can be tuned, e.g. tuning the λ parameter in language modeling with Jelinek Mercer smoothing
(LM-JM) [11], to yield different rankings of retrieved passages, whereas regular expressions do not allow preference
matching. Thirdly, supervised approaches do not require handcrafted query so they can more easily be generalized.

Some work has been conducted on supervised approaches for medical information extraction. Some studies have
concentrated their efforts on medical abstracts. In [12], the authors propose a conditional random field (CRF) classifi-
cation method for labelling medical abstract sentences according to medical categories, such as outcome, intervention,
population. Hansen et al., 2008 [13] developed a Support Vector Machine algorithm for extracting the number of trials
participants from medical abstracts, while in [14], the authors use a machine learning approach for classifying abstract
sentences according to the PICO scheme.

2www.bct-taxonomy.com/
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Other studies have exploited the entire article, for the extraction of papers’ metadata as [15]: the authors propose
a preliminary system based on CRF for extracting formulaic text (authors names, email and institution) as well as
some key study parameters in a free text form, from PubMedCentral articles. They reach promising results for the
formulaic text, but only moderate success for the free text attributes. The study in [16] involves finding key-phrases
from scientific articles and then classifying them. However, these categories are much broader (coarse-grained), e.g.
‘process’, ‘task’ etc., than the fine-grained BCT categories in our task.

In contrast to previous work, we a) use the entire article for detecting the interventions applied in the study and b)
compare an unsupervised and a supervised approach for BCT extraction.

3 A focused passage retrieval framework

As we mentioned in Section 1, the set of possible BCTs one needs to consider for a particular behaviour change
type (e.g. smoking cessation) is pre-defined within the taxonomy. The aim of the extractor is thus to find sufficient
evidences within text which supports the presence of a particular BCT. A concrete example is detecting whether a
study prescribed the BCT ‘self monitoring of behaviour’ for the participants. The passage retrieval based framework
allows provision for extracting the evidence (in the form of a sentence or part there-of) that support our claim.

In contrast to the standard text classification task where the bag-of-words representation of whole documents are used
to determine its category, in the context of BCT extraction, the pieces of text potentially indicating the presence or
absence of a BCT is limited to small passages within a document. The first part of our work thus involves finding out
the passage from within a document which may potentially indicate the presence of a BCT. Our starting point is thus
a generic information retrieval (IR) extraction pipeline which is then parametrized for each BCT attribute.

In order to restrict our attention to relevant pieces of text for detecting BCT presence, the key idea is to associate a
query (manually specified or automatically constructed from a training set of annotations) with the BCT to be extracted.
Using this query, the next step is then to obtain a list of top K passages (small fragments of text from a document)
ranked in descending order by their similarities with the query. In particular, we use a standard retrieval model, namely
the language model with Jelinek-Mercer smoothing (LM-JM) [11], for computing the similarities between passages
and queries.

Given a query, the retrievable units comprise arbitrary passages of text defined by word windows of a pre-defined
number of words (which in particular was set to 20 for our experiments). The intention of retrieving passages is to
restrict extraction of factoid answers to potentially relevant small semantic units of text rather than the text of the
whole document. For our work of BCT extraction in this paper we set K (number of passages to be retrieved) to 1, i.e.
we retrieve only the top ranked passage.

From an implementation point of view, the system constructs an in-memory transient index of passages of text while
processing each document in turn. As components in our implementation pipeline, we employ the Apache Tika
(a text extraction tool)3 to extract text from pdf files and Apache Lucene (an indexing/retrieval tool)4 to index the
extracted text into separate fields. We employ standard pre-processing steps before indexing, i.e., stop-word removal
and stemming using the Porter stemmer.

3.1 Normalizing retrieval scores

Note that the retrieval scores from a standard retrieval model, e.g. LM-JM, are not normalized in the range [0,1].
However, to be able to make use of the retrieval scores for the BCT predictions, we need to normalize the scores
within a fixed range. To this end, we normalize the retrieval score for each retrieved passage r by dividing each
retrieval score with a value Z(r). The value of Z(r) is the LM-JM similarity score of a passage r with itself, which
is always higher than the LM-JM similarity of a subset of terms from r matching the query. This ensures that the
normalized values are in the range [0,1].

3tika.apache.org
4lucene.apache.org/core
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3.2 BCT prediction

We make the final prediction of absence or presence of a BCT based on a similarity threshold function. The function
equals to 1 if the similarity between the top retrieved passage and the BCT query, denoted by sim(p,q), is higher than
a threshold τ , which is a parameter as shown in Equation 1.

φ(p,q,a,τ) = 1, if sim(p,q)> τ,τ ∈ [0,1]
= 0, otherwise

(1)

When using values of K > 1 (i.e. retrieving more than one top ranked passage), one needs to compute an aggregate
score (e.g. average or maximum) over the normalized values of K passage scores. The threshold is then applied on the
aggregate score.

Overall, for each BCT to be extracted, we need to define two main parameters: i) a query q, and ii) a threshold for the
cosine similarity τ . After initial empirical investigations of tuning the parameter τ , we set the value of the similarity
threshold τ to 0.2.

4 Proposed Methods for BCT Extraction
4.1 Unsupervised Approach

In this approach, the query for retrieving the candidate passages for determining each BCT is manually configured
into the system. These queries are developed by domain experts and are structured with Boolean operators connecting
the constituent terms. As a particular example, the query for extracting the ‘Goal setting (behavior)’ BCT is ‘(goal OR
target) AND (quit OR plan)’, i.e. we are interested to retrieve passages that must contain the word ‘goal’ or the word
‘target’ while at the same time containing either ‘quit’ or ‘plan’.

4.2 Semi-Supervised Approach : Learning the Queries

The main limitation of our approach, proposed in Section 4.1, is that it requires specifying a query corresponding to
each BCT. In a completely unsupervised setting, this has to be specified manually. In a semi-supervised setting, we
seek to learn the query representation from a seed set of annotated data. The advantage is that there is no manual
intervention required for including a new set of target attributes. The drawback is that learned queries may not be
as effective as the ones provided by the domain experts, especially in the absence of a sufficiently large corpus of
annotated data.

To learn the query, we make use of a set of training documents (as shown by the green rectangle of Figure 1) from
which we compute multiple term frequency vectors. First, we compute the collection frequency CF(t) which denotes
the frequency of each term t in the collection. Second, for each BCT attribute i we tally the term frequency based
on the associated positive annotations of that attribute in our training set. We denote this vector T Fi such that T Fi(t)
denotes the number of times the term t appears in the annotated text associated with attribute i.

As a next step, for each attribute i, we select the top most informative terms by applying a language modeling with
Jelinek Mercer smoothing (LM-JM) term selection score [11],

w(t) = log
(
1+

λ

1−λ
× T Fi(t)

∑t ′ T Fi(t ′)
× ∑t ′CF(t ′)

CF(t)

)
(2)

where T Fi(t)
∑t′ T Fi(t ′)

denotes the maximum likelihood probability of sampling t from the set of terms in T Fi, CF(t) denotes
the collection frequency of t in the set Dtrain indicative of how discriminating the term is (normalized based on the
collection size ∑t ′CF(t ′), and λ is a linear combination parameter which controls the relative importance of the term
frequency and the collection statistics components.

An intuitive explanation of Equation 2 is that w(t) favours terms that are frequently highlighted and are relatively
rare in the collection, suggesting that these terms are likely to be more informative. The rationality behind selecting
relatively rare terms allows to filter out terms that frequently occur in the corpus indicating that they are less likely to
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Figure 1: Schematic flow of the semi-supervised (top) and supervised (bottom) approaches. The semi-supervised
approach exploits information only from the annotated documents in the training set (denoted by the green rectangle).
The supervised approach (bottom) exploits also the unannotated documents (denoted by the yellow rectangle) for
extracting negative examples. Positive and negative examples are then used to train a classifier. Once trained, the
classifier predicts the presence/absence of a BCT during the evaluation phase.

exclusively represent a particular BCT. Terms in T Fi are sorted in decreasing values of w(t) and the top-most M terms
are used to represent the query q of the associated information unit.

As a side-note, we mention that we selected LM-JM retrieval model in particular because after some initial experiments
with other retrieval models, such as BM25 and LM Dirichlet, we found out that LM-JM yielded the best results.

The parameters associated with the semi-supervised approach are λ and M, which influence the query learning pro-
cess, and τ which is used to evaluate whether the retrieved passages indicate the presence of the BCT with enough
confidence. A natural default value for λ is 0.5 which means equal importance for term presence and term discrimi-
nativeness.

4.3 Supervised Approach: Learning to predict BCTs without similarity threshold

This final variation of our general framework explores whether, despite the modest size of our annotated dataset, a
supervised approach can improve performance. To this end, we use a classifier to replace the threshold based method
to determine whether top retrieved passages provide sufficient evidence of the presence of a BCT, as illustrated in
Figure 1.

To train a text classifier to predict the presence or absence of a BCT, we need to have access, for each BCT attribute,
to both positive and negative examples. As mentioned previously, the annotations only provide positive examples, i.e.
evidences about the presence of a BCT. However, for papers that are not annotated with a BCT, there exists no explicit
evidence to support the absence of the BCT.

A solution is to automatically construct negative examples for the classifier training. We generate negative annotations
as follows. For each annotated document where a BCT is not present, we make use of the query learned from the
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# Papers 226
# Papers in training set 100
# Papers test set 126
# BCTs 10
# BCT annotation instances 642

Table 2: Dataset Characteristics.

positive examples (the green set of Figure 1) as described in Section 4.2, to retrieve a list of top-ranked passages from
the unannotated documents in the training set (shown by the yellow rectangle in Figure 1). Each such top-ranked
passage denotes a piece of text that is similar to the query (in terms of overlap in informative words). The fact that
these pieces of text was not annotated by a human assessor, during the annotation process, likely indicates that these
can potentially be treated as pieces of text indicating the absence of that particular BCT, i.e. as negative examples for
the classifier training.

For the supervised approach, the set of relevant parameters are thus λ and M for the query learning. For the classifier,
we conduct our experiments with the standard naive Bayes model, which is known to perform well on text data.

5 Experiment Setup
5.1 Data

The ground-truth dataset used for evaluation comprises a set of 226 published papers on BCI studies focused on
smoking cessation, as shown in Table 2. The papers were annotated by a team of 4 behaviour science domain experts.
Annotation (freely highlighting of a region of the text) corresponding to each attribute value for each document was
performed by two human annotators - coding between the annotators was reconciled and one version of annotations
was accepted as the correct data - using the EPPI tool5. Annotations have been carried out in four distinct sprints
associated respectively with 43, 57, 47 and 79 papers. A total of 10 different BCT types were annotated in the four
annotation sprints. The objective of our experiments is to correctly identify the BCTs annotated in a given paper by
an automated method. The annotation process involved highlighting relevant pieces of text of arbitrary length and
then assigning them to the corresponding attribute. Additionally, in order to disambiguate the highlighted text, the
annotators were asked to annotate the entire sentence containing the highlighted piece as the additional context.

For Boolean attributes, such as BCTs, the highlighted text comprises evidence in the text which supports a given
claim, e.g., the highlighted text ‘set a target quit date’ provides evidence of the presence of the BCT ‘Goal setting
(behaviour)’ within the reported intervention (see Table 1 for more examples). Note that when a BCT is absent from
a behaviour study article, there is no associated highlighted text. Indeed, most BCI studies describe interventions by
only listing the behavior change techniques that are present. The understanding being that if a BCT is not mentioned,
then it is absent from the intervention. This technicality is relevant when considering machine learning approaches
which requires both positive and negative examples.

5.2 Evaluation Metrics

For BCT attributes, our objective is to detect their presence in a given document d. We define y as the Boolean
indicating whether there is an annotation h for attribute i in document d and ŷ the corresponding predicted value. We
evaluate our model using the accuracy, which is a standard evaluation metric for classification.6

To allow fair comparison among our three variants (unsupervised, semi-supervised and supervised), we require a train-
test split. Instead of splitting the collection arbitrarily, we make use of the different annotation sprints to define the
train-test partition. A reason to split this way is to investigate how well the system will generalize to a document
collection (a test set from a different annotation sprint) that may have considerable differences with the training set. In
particular, we choose to use the set of papers from annotation sprints 1 and 2 for training (constituting a total of 100

5eppi.ioe.ac.uk/CMS/Default.aspx?alias=eppi.ioe.ac.uk/cms/er4&
6Accuracy is reported on the positive class, as we do not have explicit annotation of the negative class.

187



BCT Query Representation A A* τ

1.1 Goal setting (behavior) (goal OR target) AND (quit OR plan) 0.619 0.651 0.15
1.2 Problem solving cope overcome identify problem relapse 0.595 0.603 0.15
1.4 Action planning action plan intention quit 0.722 0.968 0.50
2.2 Feedback on behaviour patient feedback 0.976 0.984 0.25
2.3 Self-monitoring of behavior self monitor diary track 0.937 0.944 0.15
3.1 Social support (unspecified) quit instruction advice training 0.254 0.778 0.01
5.1 Information about health consequences hazard smoking 0.540 0.762 0.50
5.3 Information about social and environmental consequences harmful chemical environmental consequences 0.738 0.770 0.25
11.1 Pharmacological support nicotine gum patch NRT transdermal 0.579 0.651 0.10
11.2 Reduce negative emotions negative emotion stress 0.865 0.873 0.25

Mean Accuracy values 0.683 0.798

Table 3: BCT extraction effectiveness obtained with the unsupervised method (i.e. manually formulated queries with
fixed threshold values). Queries are shown alongside each BCT attribute. ‘A*’ represents an oracle-driven setting
where the value of the threshold is chosen optimally. These optimal values are reported in the last column.

papers), and the set of papers from annotation sprints 3 and 4 for testing (constituting a total of 126 papers). For all
experiments we define the retrievable units as passages comprising 20 words.

6 Results
6.1 Unsupervised BCT Extraction

Table 3 reports the accuracy scores associated with the 10 BCTs for smoking cessation. We report two sets of values
in Table 3, one with a fixed threshold (τ) value (which in this case is 0.2) denoted as ‘A’, and the other with an optimal
value of τ (optimized with grid search within a range of 0.01 to 0.5) denoted as ‘A*’. The optimal threshold value
results represent an optimal scenario that assumes the existence of an oracle which correctly chooses the optimal
settings (also reported in the table along the τ column). These results thus serve as an estimate of the maximum
performance gains that could be achieved with the proposed method of BCT extraction.

Overall accuracy levels with fixed a τ = 0.2 are satisfactory across the various BCTs with an average of 0.683. The
accuracy increases to 0.798 with the oracle based optimized τ settings. Naturally, the more deviated the optimized τ

values in ‘A*’ are from the fixed value of 0.2 in ‘A’, the higher are the gains in accuracy. For example, this is illustrated
by the BCT ‘3.1 Social support (unspecified)’, the accuracy of which increased from 0.254 to 0.778. The oracle-based
setting shows that an optimal selection of thresholds can lead to promising results, e.g. 3 BCTs out of 10 in ‘A*’
achieve higher than 95% accuracy.

6.2 Semi-supervised BCT Extraction

Table 4 reports the accuracy of the BCT extraction task for the semi-supervised approach where instead of manually
specifying the queries we learn them automatically from the annotated data in the training set. We report results with
different values of M (i.e. the number of query terms). Similar to the experiments reported in Table 3, the threshold
value (τ) was set to 0.2. The second column of Table 4 shows the top 10 query terms (ranked in decreasing order by
the term selection score of Equation 2) associated with each BCT. For M = 1, the query that was used corresponds to
the first term listed in that column, for M = 2 the first two terms and so on. Note that the query terms, that are shown,
corresponds to the word stems (Porter stemmer) instead of the original words.

Most importantly, we observe from Table 4 that the automated learning of the query proves to be useful in that
it outperforms the ‘A’ (fixed threshold) results of Table 3. This has an important implication from the scalability
perspective indicating that BCT extraction does not necessarily need to rely on human specified queries. Instead one
can learn an effective representation of the BCT from a set of annotated data (in our experiments less than 50% of the
data was used for obtaining the query representations).
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BCT Top 10 query terms M=1 M=2 M=5 M=10

1.1 quit date set smoke particip week target dai patient 2 0.651 0.579 0.429 0.381
1.2 quit smoke relaps strategi cope situat prevent develop plan skill 0.524 0.524 0.524 0.500
1.4 plan smoke quit reduct rst cigarett hardest set smoker al 0.968 0.968 0.968 0.960
2.2 smoke feedback includ assess patient quit report base baselin individu 0.984 0.984 0.889 0.540
2.3 smoke monitor diari record daili week alcohol number quit behavior 0.929 0.897 0.675 0.135
3.1 counsel quit support smoke session cessat intervent week social face 0.802 0.786 0.778 0.778
5.1 smoke quit health inform risk relat benefit cessat stop consequ 0.762 0.762 0.762 0.770
5.3 smoke quit cessat benefit effect discuss health inform provid motiv 0.770 0.754 0.619 0.429
11.1 nicotin patch week mg quit receiv smoke particip gum nrt 0.500 0.643 0.532 0.500
11.2 manag mood skill smoke stress quit behavior cope intervent neg 0.873 0.873 0.873 0.754

Mean Accuracy values 0.776 0.777 0.705 0.575

Table 4: Performance of the semi-supervised approach where queries are learned automatically. We vary the number
of terms included in the query.

Passage length (#words) of negative samples 10 50 100 150 200

1.1.Goal setting (behavior) 0.381 0.484 0.595 0.635 0.627
1.2 Problem solving 0.452 0.484 0.492 0.516 0.500
1.4 Action planning 0.056 0.135 0.198 0.286 0.357
2.2 Feedback on behaviour 0.040 0.111 0.206 0.333 0.373
2.3 Self-monitoring of behavior 0.071 0.214 0.357 0.468 0.619
3.1 Social support (unspecified) 0.706 0.294 0.230 0.222 0.222
5.1 Information about health consequences 0.270 0.595 0.714 0.754 0.770
5.3 Information about social and environmental consequences 0.246 0.444 0.556 0.675 0.690
11.1 Pharmacological support 0.667 0.675 0.595 0.556 0.532
11.2 Reduce negative emotions 0.421 0.500 0.587 0.667 0.722

Mean Accuracy values 0.331 0.394 0.453 0.511 0.541

Table 5: Effectiveness of the text classifier based supervised approach for BCT prediction with different passage
length for the negative samples.

Automatically formulated queries with M = 2 terms achieves the best overall accuracy of around 0.777, which is close
to the ideal accuracy obtained from the unsupervised system (i.e. the overall ‘A*’ result of Table 3). Apparently,
short queries tend to perform better than their longer counterparts which indicates that some query terms in manually
specified queries may in fact be redundant.

6.3 Supervised BCT Extraction

We now report the performance of the supervised pipeline, where in addition to learning the query from the positive
examples in the training set, we also use automatically constructed negative examples to train a text classifier for
BCT prediction instead of using a fixed threshold value (see Section 4.3). For retrieving passages from unannotated
documents in a training set, we used a variable number of words to define the retrievable units. In particular, we vary
the number of words defining a passage of negative evidence between 10 and 200 words.

It can be observed from Table 5 that the effectiveness of the supervised approach is lower than that of the unsupervised
and the semi-supervised approaches. This shows that a semi-supervised setting which only uses information from the
positive examples works better than a classifier based approach which uses automatically generated negative examples.
One of the reasons for the worse performance of the supervised approach is the small amount of training data (less
than 50% of the whole collection). However, this quantity of training data represents a more realistic scenario for BCT
extraction for the purpose of systematic reviews and justifies the use of semi-supervised methods over supervised ones
for this task.
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BCT Aunsup Asemi Asup Asemi/Aunsup Asup/Aunsup

1.1.Goal setting (behavior) 0.619 0.579 0.627 0.935 1.013
1.2 Problem solving 0.595 0.524 0.500 0.881 0.840
1.4 Action planning 0.722 0.968 0.357 1.341 0.494
2.2 Feedback on behaviour 0.976 0.984 0.373 1.008 0.382
2.3 Self-monitoring of behavior 0.937 0.897 0.619 0.957 0.661
3.1 Social support (unspecified) 0.254 0.786 0.222 3.094 0.874
5.1 Information about health consequences 0.540 0.762 0.770 1.411 1.426
5.3 Information about social and environmental consequences 0.738 0.754 0.690 1.022 0.935
11.1 Pharmacological support 0.579 0.643 0.532 1.111 0.919
11.2 Reduce negative emotions 0.865 0.873 0.722 1.009 0.835

Mean Values 0.683 0.777 0.541 1.138 0.792

Table 6: Comparison between the unsupervised (Aunsup with τ = 0.2) and the best performing settings for the semi-
supervised Asemi and supervised Asup methods.

System Avg. Precision Avg. Recall Avg. F-Score

Unsupervised 0.33 0.18 0.23
Semisupervised 0.32 0.35 0.33
Supervised 0.21 0.32 0.25

Table 7: Precision,Recall F-score of the three systems. We report the average value among the 10 BCTs.

Table 6 reports a comparison between the unsupervised approach with fixed threshold (set to 0.2) and the best per-
forming settings for the semi-supervised and supervised approaches. In addition to the absolute accuracy values for
each BCT, we also report two ratios for measuring the relative performance differences between the semi-supervised
and the supervised methods over the unsupervised one.

It can be seen from the Asemi/Aunsup ratios that the semi-supervised method mostly outperforms the unsupervised one.
This is encouraging because it implies that the system can scale to new BCTs in new domains with little supervision
(in the form of seed annotations) without manual specification of the queries. For some BCTs, the supervised method
shows improvement over the unsupervised one, e.g. BCT ‘1.1’ and ‘5.1’. However, the performance of the supervised
method is considerably worse as compared to the unsupervised case. In Table 7 we report the overall average Precision,
Recall and F-score of the system. Also in this case, it is clear that the semisupervised approach allows to reach better
performances.

7 Conclusions and Future Work

This paper presents initial results related to the development of an information extraction system for extraction of
relevant features (in the form of behaviour change techniques or BCTs) from behaviour change studies on smoking
cessation. In general, our proposed BCT extraction system first makes use of a passage retrieval framework to identify
pieces of text that are potential candidates for indicating the presence or absence of a BCT from a large document (be-
haviour change intervention report). We proposed three methodologies: a) an unsupervised approach, where queries
are handcrafted and the presence/absence of a BCT is determined by a threshold on the similarity between the retrieved
passage and the query; b) a semi-supervised approach, where queries terms are automatically constructed from a seed
set of annotated examples and the prediction is again based on the similarity threshold; and c) a supervised approach,
where queries are automatically constructed similar to the semi-supervised approach, but where the prediction is made
on the basis of a text classifier trained on the set of positive annotations and a set of automatically constructed negative
examples from the training set.

Experiments conducted on a set of 226 documents show promising results by demonstrating that the semi-supervised
approach outperforms the unsupervised and the supervised ones. This result indicates that the BCT extraction approach
can scale well for new attributes with the presence of a small set of seed annotations. Furthermore it also suggests
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that a supervised approach may not perform well with automatically constructed negative examples. Instead, it may
require explicit annotations about the absence of a BCT.

There are three different avenues along which we intend to extend our current work. First, we intend to evaluate
BCT extraction over the whole taxonomy of 93 BCTs, a task which requires annotation effort by the domain experts.
Second, we intend to investigate more involved supervised approaches (e.g. jointly learning to rank and extract from
the passages) using deep-learning based approaches. Third, we intend to make use of the extracted BCTs from selected
passages in the paper to construct a knowledge-base that will enable users to retrieve similar pieces of information (i.e.
the ones indicating the presence of similar BCTs) from other documents in the collection. This will potentially help to
conduct effective systematic reviews by facilitating query (in terms of BCTs) focused navigation through a collection
of behaviour change intervention studies.
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Abstract 

Admission and discharge diagnoses in hospitals are often in discord, and this has significant implications for the 
cost of care and patient safety. In this paper we used medical claims data to examine these differences for 
beneficiaries with respiratory conditions and quantified the degree to which specific respiratory conditions are 
mistaken for other ones, on admission. Since respiratory problems have seasonality, we performed two separate 
analyses, for summer and for winter admissions. The length of stay and hospital charges were compared between 
matching and non-matching {admission, discharge Dx} pairs, using independent samples t-test analysis. Results 
were integrated into a standalone application where physicians can select an admission diagnosis to see (i) the 
probability for this diagnosis to be correct (matching the discharge Dx), (ii) the probabilities for mismatch and 
(iii) pair-specific differential diagnosis criteria to consider reassessing the patient before confirming the admission 
diagnosis. 

 
 

Introduction 

Respiratory diseases affect the lungs and other parts of the upper and lower respiratory system. Hundreds of 
millions of people of all ages suffer from -often preventable- chronic respiratory diseases and respiratory allergies, 
globally. [1] Every year more than 3 million people die only because of Chronic Obstructive Pulmonary Disease 
(COPD), while it is estimated that 235 million people suffered from asthma in 2017 [2]. Respiratory diseases 
include conditions like asthma, COPD, pneumonia, bronchitis, and other upper and lower respiratory infections. 
People are more susceptible to some respiratory conditions during winter, rather than in the summer [3]. This is 
reflected to some extend in hospitalization rates [4]. Medical claims data for Medicare patients, for instance, 
inform us that patients discharged from US hospitals with a primary diagnosis (Dx) of pneumonia make up the 
4.6% of the total admissions in summer, versus 4.9% in winter months. In non-tropical climates, during winter, 
this vulnerability can be attributed to air dryness and to people being in closer quarters indoors, making it much 
easier to spread a contingent respiratory infection [5]. People who have already been diagnosed with such 
respiratory conditions are more likely to get affected by such diseases again [5]. 

Hospital admissions due to respiratory problems are very frequent. Newly admitted patients are assigned with an 
admission Dx code upon hospitalization. This code on the institutional claim indicates the beneficiary's initial Dx 
at the time of admission. The principal discharge Dx is the condition that occasioned the need for hospitalization 
and is determined after the patient has been thoroughly examined and completed the diagnostic examinations. The 
admission and discharge Dx’s are often in discord. Researchers have studied the discrepancy between admission 
and discharge diagnoses and its effect on outcomes and other hospital attributes [6]. Even since the 70s, 
researchers were interested to study these discrepancies and the characteristics of patients with high rates of 
admission-discharge Dx discrepancies. Leske et al. found that discrepancies existed in 26.8% of all hospital 
admissions, and that those were most frequent in neurological, medical and pediatric patients [7]. Austin et al. 
studied the coding accuracy of hospital discharge data for patients admitted to cardiac care units in Canada and 
found that the sensitivity of the diagnoses under study was only 60.7% [8]. Discrepancies between admission and 
discharge Dx may lead to unwanted medical examinations, incorrect treatments, or delays to deliver the 
appropriate care to the patient. There are also very important patient safety implications, and unwanted hospital 
outcomes including an increased hospital length of stay, increased cost of care, which may be transferred to 
patients and their payers in the form of increased hospital charges. 

The few aforementioned existing approaches for the quantification of {admission, discharge Dx} discrepancies 
do not specifically examine a subset of diseases or a specific system, but rather focus on identifying the overall 
effect on outcomes or patient profiles where {admission, discharge Dx} discrepancies are more common [6-8]. 
To our knowledge, no studies have been conducted with focus on respiratory conditions. Considering that 
respiratory Dx’s often share common symptoms and clinical manifestations, they may pose a challenge to clinical 
decision makers who correctly diagnose the patient at the point of admission. For this reason, we established an 
informed hypothesis that it is likely for respiratory Dx patients to be assigned with the incorrect admission Dx 
code. While respiratory diseases often share similar symptoms, there are specific attributes and small details that 
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may help clinical decision makers distinguish between them, during differential diagnosis. Table 1 compares 
shared and disease-specific symptoms for COPD, asthma and pneumonia, as outlined by Mayo Clinic [9]. The 
thorough and non-sporadic use of diagnostic protocols and differential diagnosis tools are very important for 
improved diagnosis accuracy [10, 11]. In addition, the seasonal aspect of diagnosis and misdiagnosis in hospital, 
is reasonable to be examined, considering how seasonality plays a role in the prevalence of many respiratory 
diseases. 

Table 1. Comparison of symptoms between asthma, COPD and pneumonia 
 Shortness 

of breath 
Difficulty 
breathing 

Wheezing Chest 
pain 

Cough Disease-Specific Symptoms 

 
Asthma 

 
[x] 

 
[x] [x] *when 

exhaling 
[x] *or 

tightness 
[x] *in 
attacks 

Trouble sleeping due to 
shortness of breath, coughing or 
wheezing 

 
 

COPD 

 
[x] *esp. 
during 

physical 
activities 

  
 

[x] 

 
 

[x] *chest 
tightness 

[x] 
*chronic, 

may 
produce 
mucus 

Frequent respiratory infections, 
lack of energy, weight loss 
(later stages), swelling 
(ankles/feet/ legs), need to clear 
throat in the morning due to 
excess mucus in lungs 

 
 

Pneu- 
monia 

 
 

[x] 

 
 

[x] 

  
[x] 

*during 
breathing 
or cough 

 

[x] *often 
phlegm 

producing 

Confusion/changes in mental 
awareness (age> 65), fatigue, 
fever, sweating, chills, low 
temp. (age>65 and with weak 
immune systems), nausea, 
vomiting or diarrhea 

Source: Mayo Clinic Diseases and Conditions online database (https://www.mayoclinic.org/diseases-conditions/index) 

The first objective of this research is to measure the degree of discrepancies between the admission and the 
discharge Dx’s for respiratory patients, and the degree that this initial misdiagnosis leads to increased hospital 
charges and prolonged hospital stay. Since a number of respiratory conditions share similar diagnostic criteria and 
are often confused with each other, we specifically investigated how patients are initially labelled with incorrect 
respiratory Dx’s, other than the correct one that would later be assigned on discharge. We also want to examine 
how the seasonal variation of these discrepancies vary between winter and summer months. The second objective 
is the development of an exemplar desktop utility that integrates research results to show to the user the probability 
for these discrepancies, when a presumed admission Dx is provided as an input, and provide differential diagnosis 
information, accordingly. 

This research aims to raise awareness on the importance of an evidence based and robust diagnosis triage process 
upon admission, and the uninterrupted and thorough examination of up-to-date diagnosis protocols during the 
clinical encounter, to increase the probability for the assigned Dx to match the discharge diagnosis. Such an 
accomplishment is anticipated to have significant implications on patient safety and the cost of care. There are 
numerous examples and reports regarding the importance of correctly diagnosing respiratory conditions, without 
delay. In a case study, a patient who visited the ED with cough, sweating, chest pain, was misdiagnosed with 
pneumonia and then was discharged. Days later he returned to the ED, coughing up blood and died from a delayed 
tuberculosis diagnosis. [12]. 

For the purpose of this study we transformed ICD-9 codes to Clinical Classification Software (CCS) codes 
developed by the Agency for Healthcare Research and Quality (AHRQ) [13], and studied all CCS categories of 
respiratory conditions, as classified by CCS. These conditions are asthma, COPD, bronchitis, pneumonia, 
tuberculosis, other lower respiratory infections. We decided to add the CCS category viral infections due to its 
often respiratory-related clinical manifestations. We also introduced two measures: Length of Stay (LOS) and 
Claims Payment Amount to study how the misdiagnosis of respiratory diseases is associated with increased 
hospital charges and prolonged hospital stay. 

 
Terminologies 
International Classification of Diseases: The International Classification of Diseases (ICD) is the nomenclature 
system for diseases standardized by World Health Organization (WHO) for reporting diseases and health 
conditions. Different diseases, injuries, disorders and other medical conditions are classified under ICD. The ICD 
version has different revisions, most recent being ICD 10. Both the admission and primary discharge Dx attributes 
in our dataset were coded using the 9th ICD revision [14]. There are more than 14,000 unique codes in ICD-9. 
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Clinical Classification of Software Codes (CCS): CCS classifies each ICD-9 code into broader disease categories. 
Since there are more than 14,000 different ICD-9 codes, we used the single level CCS to group the ICD Codes 
into a smaller number of exclusive categories of diseases. The CCS to ICD-9 mapping is available from the 
Healthcare Cost and Utilization Project (HCUP), which is a federal-state industry partnership sponsored by AHRQ 
[13]. The cardinality of the relationship between the ICD and CCS is N-1. For example: ‘481’ is the ICD 9 Code 
for ‘Pneumonia due to Streptococcus pneumoniae’ while ‘483’ is ICD 9 Code for ‘Pneumonia due to other 
specified organism’. Both would be grouped under the same CCS code (CCS=122). To transform our diagnosis 
attributes from the ICD to the CCS coding system, we used ICD2CCS, which is a standard crosswalk shared 
across medical organizations for this purpose. 

 
 

Methodology 

Data Sources 

We have used the SynPUF dataset that is publicly available from the Center for Medicare and Medicaid Services 
(CMS). This is a synthetic medical claims dataset that simulates real hospital admissions data but with blinded 
patient information. The data in SynPUF files include the same patterns and trends that can be found in non- 
synthetic datasets. These SynPUF datasets are made available to facilitate research effort while providing 
protection to sensitive personal health information. CMS makes available 20 different subsets of SynPUF data. 
We used the Inpatient Claims files of SynPUF, since our focus are the inpatient admissions, so as to study the 
nature of discrepancies between final and admission Dx for respiratory patients. Every sample consisted of 3 years 
of data for patients admitted between 2008 and 2010. These are the most recent SynPUF data made available by 
CMS. Each sample consisted of approximately 65,000 records and as we merged 10 datasets, the final number of 
records was approximately 650,000 records. The attributes that we used for this research are described below [15]. 

Admitting ICD-9 Diagnosis Code: This is the initial Dx code on the institutional claim indicating the beneficiary's 
initial diagnosis at the time of hospital admission, before any further patient investigation took place. In this paper 
we refer to this attribute as AD (Admission Diagnosis). 

ICD-9 Diagnosis Code 1: The main discharge Dx code identifying the beneficiary's principal diagnosis. While 
each beneficiary can have up to 10 different Dx codes in the dataset, positions 2 through 10 represent other 
comorbidities besides the beneficiary’s primary Dx code. The principal diagnosis typically represents the health 
problem that caused the need for hospitalization. In this paper, we refer to this attribute as PDD (Principal 
Discharge Diagnosis). 

Claims Admission Date: The inpatient Admission Date in YYYYMMDD format. This field refers to the date the 
beneficiary was admitted to the hospital or skilled nursing facility. 

Beneficiary Discharge Date: The date when the patient was discharged from hospital after the end of the treatment. 
This variable, combined with the aforementioned Claims Admission Date, was used to estimate the hospital length 
of stay per beneficiary. 

Claim Payment Amount: The amount of payment made from the Medicare trust fund for the services covered by 
the claim record. Generally, the amount is calculated by the FI or carrier and represents what was paid to the 
institutional provider, physician, or supplier. 

Approach 

Based on the admission date, the dataset was split into two subsets, one including admissions that occurred during 
the three summer months (June 1st through August 31st) and the second only including admissions that occurred 
during the three winter months (December 1st through February 28th/29th). Each analysis was conducted twice, 
on the ‘Winter’ and the ‘Summer’ dataset respectively. 

The two target datasets were firstly used for the calculation of conditional probabilities for AD → PDD pairs of 
respiratory conditions, for the summer and for the winter season. For instance, the formula: P (PDD=Pneumonia 
| AD=Asthma) is the probability that the PDD is pneumonia when an AD of asthma is initially assigned. For 
example, for ‘asthma’, an array of conditional probabilities as shown below are calculated: 

{P (PDD=Asthma | AD=Asthma)} (a) 

{P (PDD=Pneumonia | AD=Asthma), 
P (PDD=COPD | AD=Asthma), 
P (PDD=Bronchitis | AD=Asthma), 
P (PDD=Tuberculosis | AD=Asthma), 
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P (PDD=Other low resp. infection | AD=Asthma), 
P (PDD=Viral Infection | AD=Asthma), 
P (PDD=Other conditions | AD=Asthma)} (b) 

 
{P (PDD=non-Asthma | AD=Asthma)} (c) 

 
The result of (a) is the probability that AD of asthma is the correct one (matching the PDD). On the other hand, 
the results in array (b) are seven probabilities for the AD of asthma to finally be found, on discharge, to be one of 
the seven other conditions under study. A concatenated probability was finally calculated as shown in (c) which 
is the probability for the AD of asthma to be anything other than asthma (overall mismatch). Similar arrays of 
probabilities were calculated for all seven respiratory conditions under study. This collection of conditional 
probabilities provides information about the probability for an admission Dx to be correct. 

We also calculated the reverse conditional probabilities for the PDDà AD pairs under study. Examples for asthma 
are shown in (d), (e) and (f). These are the retrospective probabilities of ADs, given a known PDD. These 
probabilities inform us “What physicians initially thought when they were trying to diagnose a -later known- 
discharge diagnosis”. 

{P (AD=Asthma | PDD=Asthma)} (d) 

{P (AD=Pneumonia | PDD=Asthma), 
P (AD=COPD | PDD=Asthma), 
P (AD=Bronchitis | PDD=Asthma), 
P (AD=Tuberculosis | PDD=Asthma), 
P (AD=Other low resp. infection | PDD=Asthma), 
P (AD=Viral Infection | PDD=Asthma), 
P (AD=Other conditions | PDD=Asthma)} (e) 

 
{P (PDD=non-Asthma | PDD=Asthma)} (f) 

 
The next phase of the study was to estimate the mean and standard deviation of the length of stay and the hospital 
charges, for each of the aforementioned AD→ PDD pairs, so as to compare AD→ PDD discrepancies vs no 
discrepancies for the length of stay and the hospital charges. We furthermore conducted independent sample t- 
test analysis to examine the statistical significance of any differences. 

The results of our research were integrated into an SQL database. The database was used as the backend of a 
desktop utility that was developed using .net desktop app development framework. The application allows the 
user to select an AD and see the probability for this input to lead to a matching or a different respiratory PDDs. 
The user can opt to choose any of these candidate PDDs in order to see diagnostic criteria and recommendations 
that can be used to reassess the patient before confirming the admission diagnosis. We used the online Mayo clinic 
database of diseases and conditions [9] in order to organize the diagnosis criteria and develop the 
recommendations component. Figure 1 is an outline of our overall methodological framework. 

 
 

 
Figure 1. Methodological framework of the study 
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Results 

P (PDD| AD) 

“Probability for the correct discharge diagnosis” 

We found that approximately 25% of the patients that were thought to have asthma on admission are finally 
diagnosed with asthma on discharge. This percent was slightly higher for the winter admissions (Table 1). On the 
contrary, almost half of patients who were thought to have asthma on admission, were actually diagnosed with 
COPD upon discharge (44.708% in the winter and 42.809% in the summer). Furthermore, two thirds of patients 
that were believed to have COPD on admission would be actually be diagnosed with COPD on discharge. This 
percent is similar in both seasons. It was also found that approximately 12% of patients thought to have COPD on 
admission, would be eventually be with asthma upon discharge. Similar to COPD, almost two thirds of the patients 
who were believed to have pneumonia on admission were finally diagnosed with pneumonia on discharge. A 
significant proportion of patients that were believed to have pneumonia, on admission, were actually found to 
have another, non-respiratory condition, as discharge diagnosis. The rates for all discrepancies are presented on 
Table 2. 

 
 

Table 2. Seasonal comparison of correct and incorrect PDDs for the ADs of pneumonia, asthma, and COPD 
(AD→ PDD) 

 

 AD=Pneumonia AD=Asthma AD=COPD 
 Winter 

% (N) 
Summer 
% (N) 

Winter 
% (N) 

Summer 
% (N) 

Winter 
% (N) 

Summer 
% (N) 

Matches PDD 64.437 (3,816) 64.299 (3,930) 26.277 (144) 24.462 (148) 66.518 (2,245) 66.401 (2,419) 
Mismatch with discharge Dx that was found to be: 
Pneumonia   4.379 (24) 3.305 (20) 4.355 (147) 4.913 (179) 
Asthma 1.317 (78) 1.570 (96)   12.592 (425) 11.364 (414) 
COPD 4.930 (292) 4.924 (301) 44.708 (245) 42.809 (259)   
Bronchitis 0.793 (47) 0.474 (29) 13.868 (76) 15.867 (96) 0.266 (9) 0.192 (7) 
Oth. Low 
Resp. inf. 0.979 (58) 0.883 (54) 0.182 (1) 0.165 (1) 0.592 (20) 0.60 (22) 

Tuberculosis 1.063 (63) 0.719 (44) 0 (0) 0.165 (1) 0.266 (9) 0.466 (17) 
Viral Infection 0.067 (4) 0.130 (8) 0 (0) 0 (0) 0 (0) 0.027 (1) 
Other 
conditions 26.409 (1,564) 26.996 (1,650) 14.233 (78) 13.223 (80) 15.407 (520) 16.030 (584) 

 
P (AD | PDD) 

“What physicians initially thought when they were trying to diagnose a Dx”. 

This is the reverse conditional probability, which quantifies the retrospective probability of admission Dx’s, given 
a known primary discharge Dx. 

According to results, only a small proportion of patients with a PDD of asthma were initially identified as 
asthmatic on admission (11.419% of winter and 11.061% of summer admissions). On the contrary, about one 
third of patients with a PDD of asthma, were thought to have COPD on admission (33.703% of the winter and 
30.941% of the summer admissions). Additionally, approximately 27% of patients with a PDD of asthma, were 
thought to have a low respiratory infection, on admission. Half of the beneficiaries, in both seasons, with a PDD 
of pneumonia had been initially identified with pneumonia on the admission phase. On the other hand, about 18% 
of beneficiaries with a PDD of asthma, were thought to have the CCS code of ‘Other Low Respiratory Infection’ 
on admission. 

Finally, for COPD, approximately 45% of patients with a discharge Dx of COPD, were assigned with an admission 
Dx of COPD, on admission. A significant proportion of beneficiaries discharged with COPD, were thought to 
have another low respiratory infection on admission (28.522% for summer vs 29.211% for winter admissions). 
Finally, as it can be seen on Table 3, it is worth mentioning that of the three examined respiratory conditions, the 
PDD of pneumonia had the highest % of ADs of other non-respiratory conditions during the admission. Table 3 
shows the rates for all discrepancies. 
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Table 3. Seasonal comparison of correct and incorrect ADs when the PDD is pneumonia, asthma, and COPD 
 

 PDD=Pneumonia PDD=Asthma PDD=COPD 
 Winter 

% (N) 
Summer 
% (N) 

Winter 
% (N) 

Summer 
% (N) 

Winter 
% (N) 

Summer 
% (N) 

Correctly 
assigned on 
admission 

 
52.352 (3816) 

 
51.588 (3930) 

 
11.419 (144) 

 
11.061 (148) 

 
44.999 (2245) 

 
45.944 (2419) 

Mislabeled, on admission, as: 
Pneumonia   6.185 (78) 7.174 (96) 5.852 (292) 5.716 (301) 
Asthma 0.329 (24) 0.262 (20)   4.910 (245) 4.919 (259) 
COPD 2.016 (147) 2.349 (179) 33.703 (425) 30.941 (414)   
Bronchitis 0.178 (13) 0.157 (12) 3.806 (48) 4.633 (62) 0.761 (38) 0.626 (33) 
Oth. Low Resp. 
inf. 18.562 (1353) 18.469 (1407) 27.359 (345) 27.653 (370) 28.522 (1423) 29.211 (1538) 

Tuberculosis 0.178 (13) 0.144 (11) 0 (0) 0 (0) 0.040 (2) 0.037 (2) 
Viral Infection 0.054 (4) 0.013 (1) 0 (0) 0.0747 (1) 0 (0) 0 (0) 
Other conditions 26.327 (1919) 27.014 (2058) 17.525 (221) 18.460 (247) 15.514 (774) 13.542 (713) 

The bubble graphs below visualize the AD and PDD discrepancies for the three respiratory conditions asthma, 
pneumonia and COPD. Each bubble radius is analogous to the respective proportions. Clearly, from the graphs, 
COPD is confused with asthma very frequently. A PDD of asthma is rarely recognized correctly on admission. 
Also, on admission when decision makers believe that the Dx is asthma, they are proven incorrect, since they later 
on assign COPD as PDD on a significant portion of those beneficiaries. The bubble graphs also show that 
discrepancies are smaller when the AD or PDD of interest is COPD and pneumonia. 

 
 

 

  

   
 

 
 
 

Figure 2. Top Left: A small proportion of patients with a PDD of Asthma were identified as asthmatic on admission. Bottom 
left: Most patients identified as asthmatic on admission were finally diagnosed with COPD. Top middle: Most patients with a 
PDD of pneumonia were identified with pneumonia at the admission phase. Bottom middle: Most patients that were thought 
to have pneumonia upon admission were later actually diagnosed with pneumonia. Top right: Almost half of patients with a 
PDD of COPD were correctly identified as COPD patients on admission. Bottom right: Most patients identified with COPD 
upon admission were later found to be COPD patients, in most cases. 
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Comparison of mean LOS between matching and non-matching {AD, PDD} pairs 

Differences were found to the mean LOS between matching and non-matching {AD, PDD} pairs, for the majority 
of the respiratory conditions under study. In those cases where the PDD of asthma, was correctly found upon 
admission, the hospital LOS was almost 0.7 days lower from cases where the PDD of asthma was mistaken 
as non-asthma on admission, with the difference being bigger for the winter admissions. As it is shown on Table 
4, in the case on pneumonia, the LOS difference is even bigger, reaching almost one less day of hospital stay 
when pneumonia is correctly identified upon admission. Independent sample t-test was also conducted to 
test the statistical significance of the aforementioned differences. As shown on Table 4, the LOS differences 
between matching and non-matching {AD, PDD} pairs, were found to be statistically significant at the level 
of 0.05, for the PDDs of asthma, COPD, Other Low Respiratory Infections, pneumonia, and viral infections. 

Comparison of hospital charges between matching and non-matching {admission, discharge Dx} pairs 

Statistically significant differences were also observed to the mean hospital charges between matching and non- 
matching {AD, PDD} pairs, for most of the respiratory conditions under study. Specifically, for asthma, COPD, 
and pneumonia the total hospital charges are significantly lower when the Dx was correctly set at the time of the 
admission. The biggest difference was found to be in the case of asthma, and pneumonia, where the charges are 
on average $1,495 and $2,488 higher, respectively, when those PDDs matched the initial AD. As shown on Table 
4, the differences in hospital charges between matching and non-matching {AD, PDD} pairs, were found to be 
statistically significant at the level of 0.05, for the PPDs of asthma, COPD, pneumonia, and viral infections. 

 
 

Table 4. Comparison between matching and non-matching {admission, discharge Dx} pairs in terms of LOS and charges 
during winter 

 

  Length of Stay Hospital Charges 
  

N 
Mean 

LOS (St. 
Dev) 

 
t-score S.E 

Diff. 
2-tailed 
p-value 

Mean Charges 
$ (St. Dev) 

 
t-score S.E 

Diff. 
2-tailed 
p-value 

Asthma→ Asthma 144 3.916 
(4.258) 

 

1.994 

 

0.343 

 

<0.05 

3900.69 
(1755.05) 

 

4.478 

 

333.781 

 

<0.01 
Non-Asthma→ Asthma 1117 4.6 

(3.822) 
5395.64 

(3954.39) 

Bronchitis→ Bronchitis 60 3.4 
(2.732) 

 

1.016 

 

0.385 

 

0.310 

4250 
(2620.80) 

 

0.123 

 

404.135 

 

0.9016 
Non-Bronchitis→  Bronchitis 341 3.791 

(2.751) 
4200 

(2930.42) 

COPD→ COPD 2245 4.561 
(3.422) 

 

5.103 

 

0.109 

 

<0.01 

5623.17 
(3451.62) 

 

7.491 

 

129.205 

 

<0.01 
Non-COPD→ COPD 2744 5.118 

(4.142) 
6591.14 

(5265.95) 

Oth.low resp.→ Oth.low resp. 350 4.654 
(5.193) 

 

2.270 

 

0.401 

 

<0.05 

7307.14 
(7223.41) 

 

1.494 

 

561.662 

 

0.1356 
Non-Oth.low resp.→ Oth. low 
resp. 398 5.565 

(5.712) 
8146.35 

(8032.79) 

Pneumonia→ Pneumonia 3816 5.296 
(4.270) 

 

8.850 

 

0.114 

 

<0.01 

6252.05 
(4144.27) 

 

16.225 

 

153.27 

 

<0.01 
Non-Pneumonia→ 
Pneumonia 3473 6.307 

(5.454) 
8738.86 

(8412.72) 

TB→ TB 263 6.806 
(6.063) 

 

0.642 

 

0.415 

 

0.520 

13940.68 
(9165.55) 

 

0.69 

 

700.456 

 

0.4903 
Non-TB→ TB 1474 7.073 

(6.230) 
13457.34 

(10678.70) 

Viral Inf.→ Viral Inf. 431 4.169 
(4.010) 

 

2.830 

 

0.259 

 

<0.01 

5660.09 
(5825.18) 

 

4.254 

 

374.456 

 

<0.001 
Non-Viral Inf.→ Viral Inf. 1094 4.903 

(4.758) 
7253.10 

(6860.03) 
 
 

Admission Dx Recommender Utility 
A utility was developed that integrates the conditional probability P (PDD | AD) calculations, to serve as a 
recommender tool for clinical decision makers. The utility is intended to be used during the process of selecting 
an AD for the patient. By using the utility, physicians may select a respiratory AD that they believe their 
patient should be assigned to, on admission, and then they are informed about the probability for the 
selected Dx to be the correct one (matching the PDD), as well as the probabilities for mismatch with different 
respiratory PDDs. The utility was developed with the .net desktop app development framework. 
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Once the results are shown on screen, the physician is furthermore given the option to choose any of 
these candidate PDDs in order to see diagnostic criteria and recommendations that can be used to reassess 
the patient before confirming the AD. These diagnosis criteria and differential Dx information is specific to 
the {AD, PDD} under investigation. For instance, if the physician selects asthma as AD, he/she will learn 
about the increased probability for the PDD to be COPD, therefore reconsidering to review the patient 
information again. The system will provide {asthma, COPD}-specific differential diagnosis knowledge. Figure 
3 shows the system workflow with the user interaction elements. 

 
Figure 4. The functionality and interaction of the clinical decision maker with the prototype utility 

We used the online Mayo clinic database was used [9] in order to organize the diagnosis criteria and 
develop the recommendations component. Figure 4 shows one scenario of the application functionality. The 
authors acknowledge that this utility is not intended to be used as a verification system, in its current format. 
This is because there is a multitude of other parameters of care, such as the patient demographics, other clinical 
information and laboratory examination results which are not taken into account during the recommendation. 
Since the utility is probability based, the inclusion of additional parameters would increase its value and 
contextual usefulness. 

 

 
Figure 4. The user selects an AD to see the probability for this Dx to be the correct one, matching PDD or 
not (left image). Then the user can select any other candidate PDD to read pair-specific differential 
diagnosis information (right image). 

 
Discussion and Conclusion 

This study examined differences between ADs and PDDs for respiratory conditions and compared these 
differences in terms of the length of stay and hospital charges. It was found that asthma is very frequently mistaken 
for COPD or other low respiratory infections. A total of 60% of patients who received a PDD of asthma 
had initially been assigned with an AD of either COPD or the CCS code ‘Other Low Respiratory Infections’. 
COPD is characterized by decreased airflow over time, and inflammation of the tissues that line the airway. 
Asthma is a separate respiratory disease, often mistaken for COPD. The two conditions have similar 
symptoms, such as shortness of breath, cough, and wheezing, as well as quite similar comorbidities. It should 
be noted, though, that the two conditions have different causes and triggers. Especially, for the latter, asthma is 
made worse by exposure to allergens, cold air and exercise, while COPD aggravations are caused by 
respiratory tract infections and exposure to environmental pollutants. Other differences and diagnostic criteria 
do exist. We also found that COPD is frequently misclassified as ‘Other Low Respiratory Infection’ on 
admission. These two conditions are also of similar nature, but COPD is a chronic while the latter is an acute 
condition. Health systems are expected to be able to differentiate between these two candidate primary 
conditions, on admission. 

We compared, for each respiratory condition, the mean LOS between correct (AD matching PDD) vs incorrect 
diagnosis (AD-PDD mismatch). For all conditions under study, the LOS was lower when the PDD was 
set correctly, early, on admission. This difference was found to be up to 1.2 days, in the case of pneumonia. 
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After examining the statistical significance of the differences, using t-test, we found the LOS difference to be 
significant in the case of asthma, COPD, pneumonia, and the CCS code ‘Other Low Respiratory Infection’. 
Findings were similar when we compared the correct and incorrect Dx’s in terms of the hospital charges. 
The mean hospital charges were found to be almost 40% higher when asthma and pneumonia were 
misdiagnosed as different conditions on discharge. After examining the statistical significance of the 
differences, using t-test, we found the total charges difference to be significant in the case of asthma, COPD, 
and pneumonia. 

We also found that the observed patterns of discrepancies, were similar in winter and for summer admissions. 
An explanation may be that the diagnosis challenges are not affected positively or negatively by any 
prevalence differences of some respiratory conditions between the two seasons. Differential diagnosis 
challenges still remain similar. 

This was a secondary analysis with the use of medical claims data; our approach stresses out the importance 
of clinical and administrative data reuse in health analytics projects to understand patterns of care and to find 
inconsistencies or areas for improvements in terms of decision making. The authors believe that by utilizing 
the admission and discharge diagnosis information with this inherent uncertainty in mind, future clinical 
decision support system designs will provide more contextually relevant insights: For instance the admitting 
diagnosis information in diagnostic predictive models should be used cautiously as model input, in order to 
avoid ‘Historical Decision’ biases [16]. 

While the results of this research add to existing knowledge that there are significant discrepancies between 
admission and discharge diagnosis in hospitals, they also shed light on the quality characteristics of 
these discrepancies for respiratory conditions. Clinical decision makers who assign admission Dx’s and 
hospital administrators, should be aware that the correct early Dx identification, matching the final diagnosis, 
evidently translates to savings and reduced hospital stay. Admission diagnosis verification systems such as 
the exemplar application presented in this paper should be included to the functionality of clinical decision 
support systems and should not be limited to respiratory conditions. Those systems can integrate 
discrepancy-specific differential diagnosis information [17], in a fashion similar to our approach. For instance, 
physicians who select an admission Dx code that often leads to a different discharge Dx, would be presented 
with differential diagnosis resources and protocols that would pinpoint to aspects, patient history 
considerations and clinical manifestations that may be further examined. It is also important for future work 
to consider the reasons why decision makers opt for specific admission diagnoses over other ones, in a patterned 
way (such as in the asthma-COPD mismatch), and whether these patterns are a result of a systematic hospital-
level approach to initial diagnosing, or simply consistent errors due to similarities in symptomatology. The latter 
stresses the importance and value for robust differential diagnosis early on, during the hospital stay. 

Hospitals may also consider conducting cost-benefit analyses in order to consider investing on more thorough 
initial patient assessment systems and flows. Investment considerations may include the following four 
components: (i) the recruitment of specialty physicians for teleconsultation sessions during the initial patient 
assessment [18, 19], (ii) the availability of state of the art diagnostic equipment to improve the quality of diagnosis 
(iii) the integration of differential diagnosis protocols and verification systems to existing Electronic Medical 
Record Systems, (iv) development of advanced data analytics methods [20], which will model the patient 
demographics, patient history and clinical manifestations in order to provide assistive diagnosis output. Medical 
education and training should also be factored in, during these efforts. 
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Abstract 

As the appeal and use of mobile health (mHealth) technologies continues to grow, where does mHealth fit 

into clinical practice? This article explores the approach and obstacles encountered when integrating mHealth data 

into existing clinical frameworks and explores data visualization design tradeoffs. Specifically, this paper discusses 

the successes and challenges that arose when using commercial mHealth technologies, synthesizing multiple 

mHealth device data, and tailoring visualizations based on iterative feedback from type II diabetes mellitus patients. 

This research aims to influence the development of patient portals within electronic health records by understanding 

and addressing the challenges involved in acquiring, interpreting, and displaying this data set. In particular, we 

need to ensure that the presentation of these data is accessible and understandable by diverse populations. 

 

Introduction 

 Patients with chronic illnesses, including type 2 diabetes mellitus (T2DM), and their care providers are 

burdened with monitoring complex health data to manage illnesses effectively1. Patients with T2DM and their 

providers must monitor blood glucose and HbA1c, laboratory values, blood pressure, weight, medication adherence, 

and lifestyle behaviors for successful disease management2. Because T2DM is an illness that requires daily 

management, the majority of care must be performed by patients themselves. Patients with uncontrolled T2DM may 

see providers every three months and sometimes as infrequently as every six months, which makes self-management 

of the disease state imperative. When T2DM is not well controlled, the blood sugar and related complications can 

escalate dangerously in the periods between patient-provider contacts. These issues contribute to poor patient 

outcomes and are costly to the healthcare system.3 Mobile health (mHealth) technologies have the potential to 

revolutionize self-management and personalized care for T2DM patients by reducing the risk of escalations through 

constant data monitoring via smartphone apps and other mobile technologies. 

 Because nearly 80% of the U.S. population are now smartphone owners4, smartphones are the ideal means 

to capture and transmit diabetes-related data from patients. Additionally, devices such as Bluetooth glucometers, 

wrist-worn accelerometers, and wireless scales, are readily available and are becoming more affordable. These 

devices enable patients to transmit data via Wi-Fi, cellular, or Bluetooth to health care providers for analytics and 

integration into electronic health records. Moreover, the aggregation of data allows health care providers to give 

patients feedback5 that can help them adjust behaviors and environmental exposures. mHealth technologies enable 

patients to transmit health data to and from their health care providers regardless of their socioeconomic status (SES) 

or geographic location. It also gives providers a more holistic view of what a patient’s health is like between office 

visits and enhances clinical decision-making6. 

Nevertheless, the addition of mHealth technologies increases the amount of complex health data that 

patients and providers have to synthesize and interpret meaningfully. User-centered visualizations simplify the 

interpretation process by presenting information in an accessible way. However, when assessing a typical electronic 

health record, basic patient data is rarely visualized. There is a particular lack of intensive longitudinal data akin to 

the data generated by mobile health devices. Even when patient data visualizations are available, they tend to be 

provider-oriented rather than patient-accessible. To date, there are few existing guidelines and little precedent for 

how to optimize user interfaces for patients, providers, or both. Methodological approaches are needed to learn how 

to best present data back to patients with the goal of influencing the development of patient portals. Well-designed 

user interface features foster healthy patient decisions and positively influence the social determinants of health7.  

The purpose of this article is to describe our efforts in creating patient-centered data visualizations for 

multiple mHealth technologies as part of an observational trial called “Diabetes Mobile Care”. In particular, we 

focus on the advantages and disadvantages of two data visualization software packages: Tableau and R ggplot2. We 

also describe how we presented patient data and corresponding visualizations back to patients in an iterative fashion 
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to understand what visualizations would be most useful for them. Feedback from participants will be used to 

optimize visualizations for integration into the EHR and patient portal interface. 

 

Methods and Results 

 We obtained institutional review board approval and recruited 60 patients (age ≥ 18) with T2DM. Of the 

participants, 47 (78%) had uncontrolled diabetes defined as an HbA1c >7.0 (mean 8.18). Demographics indicated 

that 43 (72%) were female, 36 (60%) identified as Black or African American, 21 (35%) identified as White; and 46 

(60%) did not have a college degree. Informed consent was obtained. Participants were provided with a Fitbit Alta® 

(wrist-worn activity tracker), a wireless glucose monitor by iHealth®, and a cellular scale by BodyTrace®. 

Participants were also asked to participate in short bi-weekly text message-based surveys on their medication 

adherence. The Fitbit was bundled with a smartphone app and collected data on the number of steps taken in a day, 

distance travelled, level of activity, and sleep duration, all with a time-date stamp. Participants were instructed to 

wear the Fitbits 24 hours a day and remove the device only to re-charge the battery when indicated. The glucometer 

was bundled with a smartphone app, which logs and stores blood glucose readings and user notes, the date and time 

of readings, and whether the readings were before or after a meal. Patients were given a six-month supply of test 

strips for the glucometer. Patients were asked to measure their blood glucose as prescribed, which entailed at least 

once a day. The BodyTrace Scale sent the weight reading, time of reading, and date of reading to our database via 

cellular connection. Patients were asked to step on the scale daily while the Fitbit automatically tethered to their 

phone. Finally, the medication adherence surveys were scheduled at baseline and automatically texted to participants 

as a web link every other week. 

 There is a noticeable lack of infrastructure in the clinical world for the integration, aggregation and 

visualization of device data. Thus, our team used a custom-engineered software platform called Prompt©. Prompt is 

used by many studies that query Application Programming Interfaces (APIs) and store data in a usable database. 

Prompt was customized for this study to interface with each device’s API and store collected data in a single 

location. The research team is then able to view data across all participants (rather than having to log into each 

participant’s respective device to retrieve the information) or to view each participant’s device data separately. 

 We then used two different data visualization software packages and beta-tested their use via phone 

interviews with patients. The interviews were key to our iterative design process aimed towards discovering how to 

present each patient their visualizations and to refine those visualizations based on their feedback.  

 

Data Quality 

 The mobile devices presented significant challenges to users and made data collection and interpretation 

difficult. For example, Fitbit designates different levels of activity as “Sedentary,” “Lightly Active,” “Fairly 

Active,” “Moderately Active,” and “Very Active”. But Fitbit does not provide adequate definitions of these terms, 

rendering them clinically ambiguous. While Fitbit accurately measures steps and is an explicit indicator of activity 

level, it does not always present data in a timely fashion. While participants can see their real-time data, the Fitbit 

relies on a phone or a computer as a tether to the server to report data to the API. The necessary syncing between 

device and server is unreliable. So, most of the time daily scans attempt to retrieve the data, but often fail because 

the device is not synced by the designated scan time. Weekly scans are then performed to patch the missing data 

from the previous seven days. Because this data retrieval is not in real time, it does not always provide the desired 

immediate report and timely daily feedback.   

 The iHealth glucometer also relied on a phone to tether to the server to report data to the API. Again, the 

unreliability of real-time syncing between device and server poses a significant barrier to producing timely feedback 

from our servers or an electronic health record. Thus, weekly scans of the data are more useful for patching missing 

data and more reliable because hourly or even daily feedback is frequently not possible. Additionally, because 

participants are not required to indicate if the blood sugar value was taken before or after a meal, this creates 

limitations in the type of clinical feedback we are able to give to patients. For example, if blood sugar is high 

following a meal the recommended behaviors or prescribed medication is different than if blood sugar is high before 

a meal. 

 There were also challenges with the BodyTrace Scale. The scale is sensitive and requires some trial-and-

error in set-up (i.e., incorrect measures are reported if the scale is on an uneven surface). Consequently, the first 

weight reading a participant takes on the scale is often nonsensical. Another complication was that participants were 

supposed to be the only individuals using the scale. However, participants reported that other members of their 

households had stepped on the scale, and their readings were automatically reported. On the data cleaning side, we 

could not truly know which readings accurately captured the participants’ weights. To remedy this, a data-cleaning 

algorithm was applied to the BodyTrace Scale data. If the current weight recorded by the BodyTrace Scale was not 
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within 5% of the participant’s baseline or previous week’s average weight, it was replaced by that weight. The 

cleaning algorithm also corrected all measures repeated in a single day likely due to issues with device set-up. 

Cleaning kept the replacement of the repeated data point within 5% of the previous weight reading or if they were 

all within 5% of the prior weight reading, the data point was replaced by the average of the repeated measures.  

 Throughout data collection and visualization, data cleaning issues arose. The Fitbit sometimes reported 

zero steps for times when the Fitbit was on; either it detected no movement or was not synched to the phone app. 

The Fitbit reported “NA” steps for times when the Fitbit was powered off. There were numerous instances in which 

the Fitbit reported less than 500 steps in a day, indicating an incomplete reading. Either the participant failed to wear 

the device the entire day or the device did not function the entire day. Thus, values below 500 were deemed 

clinically meaningless and discarded as were the zero and NA values.  Device time stamping also required data 

manipulation. The time zone setting for the iHealth glucometer is not a user-defined setting and defaults to PST. 

Participants in this study were most often located in the EST time zone, necessitating time stamp conversion. 

Meanwhile, the Fitbit API sets a better precedent for time stamping, writing all timestamps in UTC and allowing 

users to convert to the correct time zone where the query for data is conducted. 

 

Data Visualization Process 

 After initial data cleaning was completed, data visualization experimentation began. Two visualization 

software tools were employed: Tableau and the R ggplot2 package in conjunction with R Shiny. Tableau is drag-

and-drop software that creates interactive data visualization and requires little programming experience (Tableau 

Inc., Seattle, WA). The R ggplot2 package is a static data visualization tool that requires more programming 

experience and familiarity with the R programming language8. R Shiny is an application builder that allows for 

creation of data visualization with flexible user-specifications and interactive functions (R Studio, Boston, MA). 

Customizability becomes increasingly important as visualizations are created with the patient instead of the 

provider in mind. Visualizations were considered for their accessibility and instructive value to patients and their 

utility for providers, as exemplified by the below Figures. We chose initial visualizations by examining the data 

type, looking at examples and best practices in the literature9,10, and group consensus for what we believed made the 

most intuitive sense. For example for the number of average steps by day of the week, we chose bar graphs instead 

of line graphs (Figure 1). We chose this because we felt it was easy to understand and the data we obtained from the 

Fitbit was daily counts of activity. A provider may find a distribution of blood glucose values on an infographic 

useful in understanding how often patients are falling in certain blood glucose ranges. At the same time, a T2DM 

patient may not understand what such a graphic indicates, nor would they necessarily need to. In certain patient 

populations, the emphasis is more on how often their blood sugar values are in a range specified by their providers 

rather than the numbers. A similar conclusion was reached when showing participants a plot of their Body Mass 

Index (BMI) over time against a plot of their weights over time. BMI was a meaningless value to patients, even with 

visual cues indicating the “Normal Weight,” “Overweight,” and “Obese” ranges11.  
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Figure 1. (A) Tableau average steps per weekday vs. (B) R ggplot2 average steps per weekday 

 

Figure 1 presents an interactive Tableau and R ggplot2 visualization depicting a participant’s average steps 

broken down by weekday. A bar graph was chosen to represent the cumulative nature of each data point. The 

average steps per weekday measure was emphasized for participants to understand where they have gaps in activity. 

During interviews, some participants were able to provide reasons for why one day of the week might have a lower 

step count than another and confirmed the utility of such a measure. For example, one participant said that on 

Sundays they go to church and they spend much of the day sitting at service and with family. 

To compare the visualization software, in Figure 1 the Tableau visualization has a default interface that 

displays further details when a user hovers over a data point. The averages presented above the R visualization serve 

a similar function. With intensive programming, the R ggplot2 package is more customizable than Tableau. For 

example, the placement of averages above the bars in the R plot would not have been possible in Tableau.  
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Figure 2. Panel A shows blood glucose in Tableau. Panel B shows R ggplot2  

 

Figure 2 shows the two platforms’ versions of blood glucose values plotted against a range band. The 

scatter plot was chosen to represent single data points and to avoid implications that the blood glucose readings are 

entirely dependent on one another. The range band was initially chosen as the best way to indicate “good” vs “bad” 

readings. 

When comparing the visualizations, the Tableau visualization has interactive capabilities allowing a user to 

select specific dates to evaluate. Users are also able to select discrete data points to retrieve more information about 

a particular blood glucose reading. Meanwhile, the R ggplot2 visualization is a static graph with no user interface.  
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Figure 3. Panel A Fitbit daily steps in Tableau and Panel B in R ggplot2  

  

Figure 3 displays the Fitbit daily steps over time with an average or moving trend line. These plots were 

designed as line graphs to best represent the long-term longitudinal data with some sort of trend line.  

The comparison between Tableau and R ggplot2 visualizations in Figures 3 and 4 demonstrates that 

visualizations created in R are far more customizable than visualizations created in Tableau. While Tableau has 

easy-to-use statistical analysis tools, they are not as meaningful as statistical analysis tools in R. In R, moving and 

weighted averages can be custom programmed into the visualization.  

Aesthetically, the figures are similar. However, the Tableau aesthetics are optimized by the software and 

very little customization is required. The R ggplot2 package12 requires specific programming for every feature of the 

plot to reproduce Tableau’s clean aesthetic. At first, this made Tableau far more appealing as a data visualization 

tool. However, the merits of the ggplot2 package became more obvious as visualization features needed more 

customization.  
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Figure 4. Blood Glucose Breakdown in Tableau 

 

 

 
Figure 5. Blood Glucose Animated Visualizations in R 

 

Figure 5 reinforces the fact that R allows for significantly more personalized visualizations than Tableau. 

This graphic was designed in Adobe InDesign® and integrated into visualizations using simple code in an R Shiny 

application. The Shiny code sets number ranges for each of the six categories displayed and adjusts the graphic 

accordingly, giving users a colorful meter to read rather than numbers. This was designed as an option for 

participants more interested in the summary of their health rather than getting bogged-down by the detailed 

depiction of data points.  

 

208



 
Figure 6. Tableau Visualization on iPhone 

 

As we began exploratory patient interviews (n=13), we discovered the level of accessibility participants 

would have to each visualization software. Although participants indicated that they had smartphones, many did not 

have home computers, even if they indicated that they had Wi-Fi at home. In one interview, the participant viewed 

interactive Tableau visualizations on an iPhone 5C screen, like the one depicted in Figure 6. Figure 6 depicts the 

same visualization as the one in Figure 4, but on an iPhone 5C screen. On the smartphone screen, the participant was 

not able to zoom or navigate as he would have on a computer. This pointed out a need for the visualizations to be 

adapted for smartphone use rather than for larger screens.  

 Due to the inaccessibility and impracticality of Tableau, as well as the customizability of visualizations in 

R, the final data visualizations were created in R using ggplot2 and R Shiny. To ensure access to the visualizations 

during the interviews, we decided to mail participants a printout of the visualizations rather than a computer file. 

This prevented challenges with speaking to participants on the same device that they were using to look at 

visualizations. These visualizations were used as a talking point during phone interviews to discuss both the design 

and interpretation of the visualizations as well as the social determinants that might be affecting their diabetes self-

management.  

A main purpose of this study was to determine what kind of data should be presented to participants and 

how the data should be presented. These considerations included the granularity of time variables, colors, shapes, 

and data formats. Before creating smartphone-accessible visualizations, we first focused on what information should 

be presented and how. After participants received printed versions of the data visualizations, they became more 

engaged in the interview phone calls. The interviews focused on questions about health, what the visualizations 

meant (colors, shapes, etc.), visualization time frames (e.g., 1 month data vs. 3 months of data), and how patients 

would prefer to receive health data in an electronic health record. 

As we iteratively changed the visualizations based upon feedback, we found that participants prefer simple 

visualizations that show what is “good” versus “bad”. In other words, when blood sugar is too high or too low, 

participants would prefer the colors to indicate this. Thus as shown in the above visualizations, a green, yellow and 

red coloring is acceptable and all participants seem to make sense of this, regardless of socioeconomic or 

educational background. Participants have indicated a desire to have the visualizations focus mostly on data within 

the past week or month and to have an option to view historical data over the past 6 months. Moreover, participants 

have expressed interest in predictive analytics embedded into the visualizations. Participants want to see what will 
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likely happen based upon current health data. For example, participants want to know how daily blood sugar 

predicts their next HbA1c. They would also like data to be combined into a simple presentation of what their health 

will be like in a specified future time frame. We are still determining what that future time frame should be, but we 

believe patients’ “next doctor’s appointment date” is likely the best target. The accountability assumed from what 

their doctor is going to see at a future appointment appears to be a significant motivator. 

 

Limitations 

 This observational study consisted of a sample size of 60 participants, thus clinical changes due to the self-

management aspects of the devices cannot be concluded. A larger sample of participants, including clinicians, 

warrants interviews in which additional and interactive visualizations are presented. Moreover, an implementation 

science trial is needed to discover how to optimally integrate these visualizations and data into an electronic health 

record (EHR). Despite these limitations, we are able to successfully retrieve near real-time data from diverse 

participants with a diagnosed chronic illness. Our future plans include interviewing clinicians in a similar manner 

and integrating these tools and data into the EHR to examine clinical utility in larger sample sizes. 

 

Discussion 

As electronic health records advance to incorporate data from emerging technologies such as wearables and 

smartphones, we need to understand how to optimally use these near real-time data tools13. This research aims to 

influence the development of patient portals within electronic health records by understanding and addressing the 

challenges involved in acquiring, interpreting, and displaying this data set. In particular, we need to ensure that the 

presentation of these data is accessible and understandable by diverse populations. 

 Our team had to discover how to merge mHealth data streams and visualize results in aggregate. Platforms 

for data integration do not readily exist yet in clinical practice; thus, custom development is still needed. Data 

streams often include non-deterministic gaps and contextual variables that may or may not be related to health. As 

this research demonstrated, the volume, variety, and velocity of streaming data facilitated by mHealth technologies 

contained significant errors, necessitating data cleaning and statistical algorithms to assure reported data accuracy. 

There are also limited guidelines on how to present these data back to diverse patients with chronic illnesses to 

inform their health decisions and behaviors.  

This is one of the first studies to collect these streaming data from diverse patients with T2DM, providing us the 

opportunity to identify how to return these data back to patients in a manner meaningful to them. We began this 

study with a priori assumptions about how to present data yet needed a systematic approach to test our assumptions. 

Experimenting with data visualization creation and adapting interfaces to this patient population were key to the 

study. Most importantly, we learned it is essential to engage the end user from the beginning of the design process to 

understand the data in context and to appreciate the user experience. 

Since usage of smartphones as a primary access point for mHealth data will continue to grow, our future 

research will focus on creating tailored smartphone visualizations and improving underlying algorithms. Emerging 

data science, including machine learning approaches, applied to mHealth data will better guide patients in making 

positive health decisions and behavioral changes. Additionally, predictive data analytics will inform clinical practice 

by characterizing the medical and social determinants14 of patient outcomes on a large scale, enabling timely, 

targeted provider interventions as needed for individual patients.  
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Abstract

Electronic Health Records contain a wealth of clinical information that can potentially be used for a variety of clinical
tasks. Clinical narratives contain information about the existence or absence of medical conditions as well as clinical
findings. It is essential to be able to distinguish between the two since the negated events and the non-negated events
often have very different prognostic value. In this paper, we present a feature-enriched neural network-based model
for negation scope detection in biomedical texts. The system achieves a robust high performance on two different
types of texts, scientific abstracts, and radiology reports, achieving the new state-of-the-art result without requiring
the availability of gold cue information for negation scope detection task on the scientific abstracts part of BioScope1

corpus and competitive result on the radiology report corpus.

Introduction

Negation detection in clinical notes is crucial for any practical medical decision support that utilizes unstructured natu-
ral language data. Similarly, accurate negation detection in biomedical research publications can lead to improvement
in a number of clinically relevant tasks: a short automatically generated summary of the negative versus positive results
mentioned in the paper would allow fast randomized controlled trial (RCT) matching, better information indexing and
more accurate paper summarization, reducing the time a medical professional spends to find information related to a
given clinical case.

Traditionally the negation detection task is divided into two subtasks: negation cue identification and negation scope
detection, where cue is defined as a word or a sequence of words that indicate the presence of a negation in the text
and scope is a sequence of one or more words that are being negated by a given cue2, 3. While detecting the presence
of negation in domain-specific texts can often be done by simple keyword matching2, the problem of identifying the
scope of negation is a significantly more challenging problem. Consider the sentence: Patient had not eaten for the
past two days, felt faint, and then collapsed. The sentence contains three medically relevant “event” that might be used
as an input to a clinical decision support system: eating behavior, feeling faint and loss of consciousness. Only one of
them (normal eating behavior) is negated while the other two constitute real observed symptoms that can be used as
an input for a number of downstream tasks.

The majority of state-of-the-art negation scope detection systems rely on the availability of the cue information at
inference time, limiting the applicability of the system to non-cue annotated texts4–6.

In this work, we present a Long Short-Term Memory (LSTM)-based system13 that effectively utilizes syntactic in-
formation and does not require any human-derived cue annotation at the inference time. In cases where the gold
cue annotation is available, the system allows its usage as an additional feature and achieves results on the BioScope
corpus comparable to state-of-the-art methods.

The main contribution of this work can be summarized as follows:

• We propose a syntactic feature-rich augmented hierarchical LSTM model for negation scope detection in Biomed-
ical texts without dependency on prior negation cue identification.

• The proposed work provides an extensive comparison with state-of-the-art approaches and demonstrates a sig-
nificant boost in performance, specifically in recall, on Biomedical abstracts.
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• We report on the domain transfer experiments, that tentatively support the partial transferability of the syntactic
induced recall gain for negation scope detection on unlabeled medical data.

Related Work

Negation scope detection algorithms can be categorized broadly into two categories: approaches that are mainly rule-
based and utilize both surface level rules (i.e., regular expressions defined for a set of surface input strings) and deeper
syntactic/semantic level rules, and statistical machine learning approaches that utilize surface level features as input.

Rule-based approaches: Several existing works demonstrated a viability of purely rule-based approaches for the
negation scope detection, especially for domain restricted texts: NegEx (Chapman et al.)2 and its extended version
(Harkema et al.)7 that rely on a set of regular expressions triggered by a set of dictionary terms and negation classifi-
cation system by Elkin et al.8. All these works reported high precision and recall on their respective test datasets.

Machine learning approaches: While rule-based approaches might achieve high performance on restricted datasets,
they do not generalize well for other documents types as they may require customization to adapt to the new corpus
criteria (i.e., new keywords). Such shortcoming led to the development of Statistical machine learning-based systems
that do not require active human expert participation to adapt for a new dataset. Earlier works exemplifying this
statistical approach for the negation scope detection include Morante et al.9 ensemble method combining Support
Vector Machine (SVM) and Conditional Random Field (CRF) to predict the starting and ending tokens of the negation,
a hybrid approach by Zhu et al.10 and CRF-based models by Agarwal and Yu11 and Councill et al.12.

More recently, several researchers adopted Neural Network-based approaches including: Convolutional Neural Net-
work (CNN)-based scope detection model by Qian et al.6 and cue embeddings LSTM model by Fancellu et al.4.

Data

This work uses data from a publicly available corpus referred to as BioScope1. The corpus consists of three different
types of text: Biological Papers abstracts from Genia Corpus (1,273 abstracts in total), Radiology reports from Cincin-
nati Children’s Hospital Medical Center (1,954 reports in total) and full scientific articles in bioinformatics domain
(nine articles in total). Each negated/speculative sequence of tokens in the corpus is annotated with a unique id and
contains a negation/speculation cue: a token or a set of tokens that indicate the presence of a negated or speculative
information in the text. Uncertainty annotation was not used in the current experimental setup. Every token is given
one of three choices of labels: in scope, outside scope and negation cue. Following the labeling schema used for the
BioScope dataset, the negation cue token is also included as a part of the negation scope.

In this work, we considered two parts of the BioScope corpus: abstracts and clinical sentences. We perform in-domain
training and testing for each of them, to highlight the differences between the distributional characteristics of the
domain specific texts. As shown in Table 1, corpus statistics differ significantly depending on the source of the text,
with abstracts corpus exhibiting longer sentences with a more complex syntactic structure and longer negation scopes.

Table 1: Corpus statistics for different types of documents

Clinical Texts Bio. Abstracts

Percentage of sentences containing negation 13.55% 13.45%
Percentage of sentences < 10 tokens 75.85% 3.17%
Percentage of sentences 11-30 tokens 23.99% 66.42%
Percentage of sentences > 30 tokens 0.16% 30.39%

Average length of a sentence 7.73 26.43
Average length of a scope 4.98 9.43
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Methods

We set up the task at hand as a token-level binary classification - for each given token in the input, we predict if it is
within the scope of the negation or not. Figure 1 demonstrates an overview of the proposed system for the negation
scope detection. Our final model is composed of the following high-level layers:

Figure 1: An overview of the proposed framework for the negation scope detection.

• A word embedding layer that takes a token as an input and retrieves a corresponding continuous fixed-dimensional
vector representation of the token.

• A Character level word embedding layer that collects all embedded characters of a given token, passes them
through a bi-directional LSTM and outputs a character-based token representation by concatenating the forward
and backward outputs of the layer for a given token as shown in Figure 2.

• A feature embedding layers, that integrates pre-computed syntactic features for each token into a continuous
vector space.

• A final bi-directional LSTM representation layer that takes a concatenation of pre-trained distributional em-
beddings, character-based word embeddings, and syntactic features embeddings and outputs the final context
dependent continuous representation of a token.

• A final representation layer optimized for label prediction. We pass the flattened LSTM-produced representation
through a fully-connected layer followed by a soft-max layer. This layer produces the probability of each token
in the sentence belonging to a certain class that is later used to make a classification decision.
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Figure 2: Character-based word-embedding representation generation using a bi-directional LSTM.

The main building block of the constructed model is a LSTM model. Given a sequence of vectors x1, x2, · · ·xn, at
each time step t1, t2, · · · tn, an LSTM takes input xt, ht−1, ct−1 and produces two outputs: (i) a hidden state ht and
(ii) a memory cell ct by applying the following set of transformations to the inputs:

it = σ(Wi[xt;ht−1, ct−1] + bi,

ct = (1− it)� ct−1 + it � tanh(Wc[xt−1;ht−1] + bc),

ot = σ(Wo[xt;ht−1;ht−1] + bo),

ht = ot � tanh(ct),

where Wi,Wc,Wo are trainable weight matrices and bi, bc, bo are bias vectors, the symbols σ(·) and tanh(·) represent
element-wise sigmoid and hyperbolic tangent, respectively, and � is the Hadamard product of two vectors.

Following Schuster and Paliwal13, we compute the representation for both forward and backward context of the token,
concatenating two representation into a single final one.

Given the fact that LSTM models tend to gravitate towards learning simple surface features as opposed to deep syntax
structures in absence of direct supervision14, we provide explicit syntax derived information to the system right before
computing the final LSTM based token representation. We compute the following syntactic features for every token
using spaCy toolkit.1

1. Part-Of-Speech (POS) of a given token as defined by Penn Treebank tagging scheme;16

2. Depth of the token in the syntactic dependency tree;

3. A string of Google Universal POS tags17 of the three direct ancestors of the token in the dependency tree: this
feature means to capture local constituent-like information about the token;

4. Type of dependency between the token and its parent, representing limited dependency tree information about
token.

Consider the following sentence: 10-years-old female with cough. After parsing, the dependency tree of this sentence
is derived as shown in Figure 3. The token 10-years is marked as a cardinal number (POS = CD); the path from the
token to the root node is two ancestors apart (DEPTH = 2); the immediate ancestors of the token are an adjective
and a noun (PATH = ADJ −NOUN ); and the type of the dependency between tokens 10-years and old is of the
adjectival modifier type (DEP = AMOD).

1https://spacy.io/
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Figure 3: Syntactic feature construction from the computed dependency tree.

To get a continuous representation of the features, we embed each of them into a 10-dimensional continuous vector
space. Unlike syntactic path features discussed in Qian et al.6, the features we provide do not depend on the presence
of the gold negation cue information in the original dataset and can be computed for unannotated texts, allowing the
system to run without requiring any human interaction.

Experimental Setup

To evaluate the importance of syntactic features for negation scope identification, we run our system with both syntactic
features embeddings as well as a pure character-word hierarchical LSTM. We also run our system with the additional
gold-cue feature provided at both training and testing rounds to compare our system with other Neural Network-
based models and to test if the gold negation cue information confers the same information about the boundaries of
the negation scope as local syntactic information. The proposed model was implemented in Python using Pytorch
framework.15

Following the arguments of Reimers and Gurevich18, we refrain from using a single train/test set split evaluation and
instead perform 10-fold cross validation training/prediction experiments with three random seeds to obtain a more
reliable estimate of the model’s performance and report mean and standard deviation across all folds for each dataset
type. As we do not perform any hyper-parameter tuning of the model selection based on the validation fold results,
our scores can be considered to be the true proxy for the unknown data. We run our model with the following setting
of hyper-parameters.

• Character embedding dimension: 20

• Pretrained word embedding dimension: 100

• Pretrained word embedding type : Glove19

• Character-based word embedding LSTM dimension: 25

• Syntactic features embeddings dimension: 10 for each feature

• Final LSTM embedding dimensionality: 100

• Learning rate: 0.1

• Number of Epochs: 40

The current hyper-parameter setting is adopted from prior works20,21. And judging by our results, such choice of
parameters also results in a competitive performance on the negation scope detection task for the current study.

Due to the class imbalance issues (the number of negated tokens is quite smaller than the number of non-negated
tokens), we conduct the evaluation using the negative class per token.
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Results

The performance of the negation scope detection is measured in terms of the Precision, Recall, and F1-score. True
positive is defined as a match between the predicted label (in or outside scope) and the ground truth label for every
token. The outcome of the prediction is counted as false positive or false negative if the predicted label for a given
token is in scope but the ground truth label is outside scope or vice versa, respectively.

Tables 2 and 3 summarize the performance of our system versus the performance of the previously proposed methods
for the negation scope detection task on BioScope corpus, without and with accessing gold negation cue, respectively.
Reported results from the prior works in the table are gathered from the corresponding publications. Among all prior
works, we were only able to re-run the evaluation using the same training/testing breakdown as used for our model on
the work by Fancellu et al.5 as authors provided access to their code.

As can be observed from the tables, our model achieves competitive performance on both corpora of the BioScope
dataset in terms of F1-scores, with the best performance on pure scope detection with no gold negation cue information
available task for biological abstracts data.
Table 2: Performance comparison of the proposed work versus state-of-the-art systems on the BioScope corpus as
reported in the literature. All systems did not have access to “gold negation cues” inputs during training and testing.
Unk. split: Unknown split; CV: Cross-validation; w/o: without.

Clinical Text Bio. Abstract
Model Test. Schema Precision Recall F1 Precision Recall F1

NegEx2 Unk. split 90.8± 5.4 85.9± 6.9 88.0± 4.0 63.8± 4.7 72.7± 3.8 67.8± 3.6
Morante (2009)9 10-fold CV 86.4 82.1 84.2 81.7 83.5 82.6

Zhu (2010)10 10-fold CV 82.2 80.6 81.4 78.2 78.8 78.5
Agarwal (2010)11 Unk. split. 94.7± 4.2 95.0 ± 3.2 94.8 ± 3.2 84.7± 3.5 84.1± 3.8 84.3± 3.2

Ballestros (2012)22 Unk. split 95.8 90.6 93.1 73.5 80.7 84.8

Our model
(w/o synt. features) 10-fold CV2

94.4± 4.7
CI 95

[89.9− 97.5]

93.7± 4.5
CI 95

[92.5− 100]

94.0± 2.5
CI 95

[92.6− 96.2]

85.9 ± 5.2
CI 95

[80.7− 90.5]

84.1± 4.2
CI 95

[81.3− 89.0]

85.1± 3.3
CI 95

[82.3− 86.0]

Our model
(with synt. feature) 10-fold CV2

95.1 ± 4.4
CI 95

[92.0− 98.4]

93.8± 6.0
CI 95

[90.1− 99.7]

94.4± 3.1
CI 95

[92.7− 95.8]

85.4± 6.7
CI 95

[80.1− 91.5]

90.8 ± 5.0
CI 95

[85.8− 93.6]

87.9 ± 4.5
CI 95

[85.6− 92.5]

Table 3: Performance comparison of the proposed work versus other state-of-the-art work on the BioScope corpus as
reported in the literature. All frameworks had access to “gold negation cues” inputs during both training and testing.
Unk. split: Unknown split; CV: Cross-validation; w/o: without.

Clinical Text Bio. Abstract
Model Test. Schema Precision Recall F1 Precision Recall F1

Morante (2009)9 10-fold CV 91.6 92.5 92.5 90.7 90.7 90.7
Fancellu (2016)5 Unk. split unk unk 97.7 unk unk 91.3

Qian (2016)6 10-fold CV 92.0 97.0 94.4 89.5 90.5 89.9
Fancellu (2017)4 Unk. split unk unk 97.9 unk unk 92.1

Fancellu (2016)5

re-run 10-fold CV2 97.3 ± 2.8 96.7± 3.2 97.2± 2.0 90.6± 3.2 83.7± 1.0 87.6± 2.3

Our Model
(w/o synt. features) 10-fold CV2

97.1± 3.9
CI 95

[94− 100]

96.1± 3.4
CI 95

[93.0− 97.0]

96.8± 2.3
CI 95

[95.7− 98.1]

90.8± 4.4
CI 95

[85.7− 92.7]

90.1± 2.5
CI 95

[88.6− 92.2]

90.4± 2.3
CI 95

[89.4− 92.4]

Our Model
(with synt. features) 10-fold CV2

96.8± 3.8
CI 95

[94.3− 100]

96.8± 3.7
CI 95

[93.0− 100]

96.8± 2.1
CI 95

[94.6− 98.0]

91.3 ± 4.7
CI 95

[86.7− 93.8]

93.9 ± 3.6
CI 95

[90.0− 93.8]

92.6 ± 3.4
CI 95

[89.9− 95.5]

2https://github.com/elensergwork/Bioscope-folds
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Discussion

Considering results reported in Tables 2 and 3, it is interesting to note that providing syntactic information resulted
in a consistently improved performance for the biological abstracts dataset but not for the clinical texts set. This is
consistent with the “high complexity” of the biological abstracts dataset previously reported: abstract sentences tend
to be longer and contain subclauses, while medical notes sentences are, as a rule, short statements. While low-level
morphological features are generally captured by the learned character embedding23, final context-aware LSTM-based
word representations do not appear to be learning syntax and mostly rely on the combinatorial skip-gram like context,
unless directly supervised for that particular objective14.

Furthermore, judging by the independent cumulative model performance, the improvement achieved by the inclusion
of the gold negation cue information and the syntactic information seem to represent different types of additional in-
formation, with gold negation cue information helping to detect the presence of the negation and syntactic information
providing additional clues for end-of-the-scope decision.

In order to facilitate future evaluations and comparisons, we provide the document split information publicly: unfor-
tunately the majority of previously published results are reported on unknown test split, which, considering the small
dataset size, might not reflect the model performance adequately (in our cross-validation experiments “easy” test split
results and “hard” test split results differ by about 2% to 3% in terms of F1-score, which constitute the difference
between state-of-the-art and the average model performance for the current dataset. We also would like to encour-
age the community to report the tokenization algorithm and pre-processing pipeline explicitly, since the tokenization
schemes might influence the model behavior significantly, as exemplified by our re-run of Fancellu (2016) using our
tokenization algorithm.

The majority of high-performing cue-negation systems rely on the access to the cue phrase in the input text: Gold
negation cue information results in 3 to 5 percent higher F1-scores on average. Automatic cue phrase identification
is considered to be an “easy task” with most system achieving an F1-score of 95% or higher for the cue detection
on the scientific papers dataset9, 11 and 97% or higher on the clinical notes dataset9, 11. We have investigated whether
providing an automatic cue detection with very high accuracy instead of access to manually curated gold negation cue
affect the negation scope detection performance. We developed a cue detection framework using a hierarchal LSTM
model. Table 4 summarizes the performance of negation scope detection in three different scenarios: without access
to gold negation cue, with access to automatically detected negation cue and finally, with access to gold negation cue.

Table 4: Comparing the impact of automatic versus manual cue identification on negation scope detection.

Clinical Text Bio. Abstract
Model Precision Recall F1 Precision Recall F1

No Negation Cues 95.1± 4.4 93.8± 6.0 94.4± 3.1 85.4± 6.7 90.8± 5.0 87.9± 4.5
With Negation Cue Prediction 93.5± 4.5 94.7± 7.3 94.0± 3.9 85.6± 6.1 89.2± 5.0 87.7± 4.4

With Gold Negation Cues 96.8± 3.8 96.8± 3.7 96.8± 2.1 91.3± 4.7 93.9± 3.6 92.6± 3.4

As can be observed from the table, there is no significant difference in the performance of the negation scope detection
between the system with no access to the gold negation cue and a system with access to automatically detected negation
cue. This suggests that the negation scope detection system already learns cue information to some extent, at least
as good as a cue prediction algorithm. On the other hand, providing the gold negation cue information results in
significant improvement in the performance in terms of both recall and precision. As expected, due to the inclusion
of gold negation cue, the model has an “easier” job in identifying negated sentences and making less mistakes in
determining scopes.

In order to evaluate the generalizability of the proposed framework, we have conducted an additional series of exper-
iments where we trained our model on the BioScope corpus (including both clinical texts and biological abstracts)
and tested on an independent test set of medical texts extracted from the publicly available dataset included with the
NegEx work2. This corpus was manually annotated for the negation cue and scope. The NegEx corpus has a differ-
ent distribution (different hospital, general clinical notes) than the training set. We considered the following training
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scenarios:

1. Train without syntactic features (Baseline) referred to as NO FEAT;

2. Train with syntactic features referred to as ALL FEAT;

3. Train with syntactic features and the gold negation cue referred to as ALL FEAT + Gold Cues.

Consider results reported in “40 epochs” column of Table 5. FEAT + Gold Cues model still demonstrates high recall;
however, the precision dropped significantly compared to results reported on the BioScope data, resulting in signifi-
cantly lower F1-score. Furthermore, comparing results between ALL FEAT and ALL FEAT + Gold Cue demonstrates
that there seems to be a significant boost in recall due to the inclusion of gold negation cue as an additional feature;
however, the precision seems not to be affected the same way. This is inconsistent with our observation from Table 4.
After reviewing false positives and false negatives, it became clear that a significant portion of the errors is due to the
sentence parsing errors. Here is an example:

<<PROCEDUREIMAGES>> COMPLICATIONS: None POSTOPERATIVE DIAGNOSIS(ES): 1) INTERNAL HEMORRHOIDS.

In this string, “None POSTOPERATIVE DIAGNOSIS(ES)” was parsed as one sentence due to lack of sentence
delimiters such as new lines. As a result, the negation cue, None, was considered for the proceeding phrase for
the scope detection. The majority of non-preprocessing dependent errors are, as expected, produced by the systems
inability to find the end of a given scope: training data is much cleaner and (as noted by Fancellu et al.4), all systems
learn to rely on the proper punctuation for scope closure at least to some extent. As such, we focus on completely or
almost completely “missed” scopes to test our hypothesis on cue discovery nature of the recall gain. For the sake of
comparison, we have also included the performance of the algorithm proposed by Fancellu (2016), similarly trained
on the BioScope corpus and tested on the NegEx corpus. Despite the high recall, this algorithm suffers from very low
precision.

In Table 5, we report two training scenarios: First, a typical scenario in which the training is performed for a fixed
number of epochs (typically 40 epochs). The 40 epochs scenario represents the model that is effectively overfitting on
the training data, and as such expected to result in worse generalization on an independent test set with different texts
distribution (target dataset). Second, the best performing model, which is determined by selecting the model among
40 epochs that yields the best result on the test set (in our use case, the best performance was achieved at the fourth
epoch). The first and second scenarios are referred to as ‘know when to stop” and “train till convergence”, respectively.
Results are summarized in Table 5. Considering ALL FEAT + Gold Cue model, an interesting observation from the
table is that there seems to be no gain in recall between “know when to stop” and “train till convergence” scenarios;
however, overfitting to the training corpus resulted in significantly lower precision.
Table 5: Performance of the negation scope detection on an independent negation dataset: a subset of the NegEx
corpus. NO FEAT: without syntactic features; ALL FEAT: with syntactic features

Best Performance Converges To (40 epochs)
Model Precision Recall F1 Precision Recall F1

NO FEAT 74.6% 83.1% 78.6% 63.8% 76.3% 69.5%
ALL FEAT 73.7% 89.0% 80.7% 64.7% 85.8% 73.8%

ALL FEAT + Gold Cues 74.9% 93.6% 83.0% 60.9% 92.1% 73.4%

Unknown negation cues remain challenging to detect for all three systems mentioned in Table ; however, ALL FEAT
model appears to be better at unknown cue prediction for more regular negation patterns. Consider the following set
of examples (negation cue is shown with bold font and the negation scope is distinguished with italic font):

She denies any ear pain, sore throat, hemoptysis, shortness-of-breath, dyspnea on exertion, chest discomfort anorexia
, nausea, weight-loss, mass, adenopathy or pain. 2325-2328-examplesFromLiterature
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He denies any tobaco, alchohol, or drug abuse although he occasionally drinks beer.2549-2551-examplesFromNegex08

He denies any orthopnea, lower extremity edema, or calf pain 1430-1432-examplesFromNegex11

Token “denies” has very low occurrence in the training dataset (BioScope corpus). As a result, NO FEAT model failed
to detect the negation entirely, while ALL FEAT was able to both detect a negation and label the scope boundaries in
all three examples given above correctly. ALL FEAT appears to be relying on the syntactic patterns of the sentence
as well as implicitly predicted cue information when determining the scope of the negation, as such it is able to “fall
back” to syntactic enhances scope discovery when the gold cue information is unavailable, unlike the systems that do
not have the syntactic information available.

Conclusions

In this work, we present a gold negation cue independent hierarchical LSTM based model that utilizes local syntactic
features for negation scope detection in biomedical texts, Our comparison with state-of-the-art approaches utilizing
gold negation cue demonstrated promising performance on a publicly available corpus referred to as BioScope.

Syntactic information appears to facilitate the cue discovery process that boosts the models recall and results in a
general improvement on the datasets that does not rely on the explicitly annotated gold negation cue information. This
improvement appears to hold in the naive domain transfer settings, though more experiments are required.
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Abstract

The rapid growth of electronic health records (EHRs) facilitates the use of clinical pathways, an actionable plan
for patients which is represented as sequences of diagnostic records ordered by visit dates. We propose to extract
discriminative and representative clinical pathways from EHRs using sequential pattern mining. However, existing
sequential patterns cannot efficiently extract patterns due to patient variations in length and time period between
visits. To resolve this problem, we propose FuzzyGap, a sequential pattern mining-based framework that extracts a
discriminative subsequent pattern from the proper representation of the sequence of encounters which also emphasizes
the last visit that is more significant than others. We demonstrate FuzzyGap using a case study of heart failure and
show the effectiveness of sequential pattern mining.

Introduction

The rapid growth of electronic health records (EHRs) and their availability provides great opportunities to design
data-driven approaches to improve clinical decisions1. One important source for decision-making process is clinical
pathways, a sequence of medical evidence and actions taken for treatment intervention2. Clinical pathways are imple-
mented internationally to support physicians to diagnose diseases and determine appropriate treatment as well as to
reduce the medical expenses2. More than 80% of the hospitals in the US use clinical pathways for the intervention and
to improve the decision-making process3.

Based on the clinical practice guidelines, clinical pathways translate the recommendations into an actionable plan
for patients2. Thus, the sequence of diagnoses that are recorded when a patient visits a healthcare provider can be
considered as a potential clinical pathway. In this paper, we define the clinical pathway as a sequence of diagnoses as
described in Figure 1. In each visit (or claim), patient’s conditions or diagnoses codes such as International Classifi-
cation of Disease (ICD-9) codes are recorded and describes patient’s disease or medical condition. However, clinical
pathways vary in length such as outpatient visiting the physician a few times, while inpatient getting diagnoses regu-
larly. Figure 1 illustrates two patients with different number of claims and different time periods between two visits.

The use of machine learning and data mining models for clinical pathway extraction is based on the idea that patients
with similar medical conditions have similar patterns (or clinical pathways). Thus, clustering or disease-based efforts
can be used to find diagnostic pathways. Zhang et al4 proposed a method to cluster patients using clinical pathways
derived from EHRs as they contain patients’ biochemical conditions that are reflected by their laboratory observations.
Lee et al5 predicted 7-day heart failure mortality in emergent care using vital signals, and clinical features. Yet,
these algorithms are reliant on specific conditions, they cannot generalize readily to varying observation lengths and
incorporate multiple sources of information.

An alternative data mining methodology is to use temporal pattern mining approaches. The extracted patterns can be
exploited as significant features for analyzing or classifying patients. For example, Batal et al6 proposed a temporal
pattern mining approach based on Allen’s temporal logic7 to classify cardiac surgical patients. However, Allen’s
temporal logic requires continuous diagnostic records (e.g., blood pressure or heart rate measurements). Thus, they do
not readily encapsulate the structured data that is commonly present in EHRs. Moreover, data can vary across patients
in terms of frequency and length (see Figure 1). As two extreme examples, Khoshnevisan et al8 extracted clinical
pathways based on minute resolutions from the arrival of emergency patients to predict septic shock using Blood
Pressures and Lactate, whereas Zhang et al9 extracted clinical pathways for 4 years using drug classes and diagnoses
to cluster chronic kidney disease patients.

Instead, we posit that sequential pattern mining can be used to extract discriminative and representative clinical path-
ways from EHRs. Sequential pattern mining identifies interesting subsequences in a set of sequence, similar to frequent
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Patient 1

claim claim claim claim

11.16.09

Patient 2

claim claim

Patient 3

claim claim claim

11.26.09 12.06.09 12.16.09

10.12.09 12.10.09

11/10/09 11/24/09 12/24/09

Figure 1: Example of the sequence of encounters for two patients.

itemset in the database10. For a time-series dataset, sequential pattern mining can be used by converting timestamps
into a sequence by using a discretization technique11. There are numerous algorithms for sequential pattern mining10–13

where the basic idea is to find these subsequences that exceed a user-specified minimum support count (number of se-
quences that contains the pattern). The main difference between the variants lies in the utilization of the data structure
they use to scan through the dataset for finding patterns efficiently. Yet, even the state-of-the-art fast sequential pattern
mining algorithms cannot readily scale to large patient cohorts and are limited by the patient representation.

In this paper, we present FuzzyGap, a sequential pattern mining-based framework to extract discriminative clinical
pathways. As patient encounters vary in length and frequency, we propose a FuzzyGap-based patient representation to
extract the sequential patterns. Without this representation, the extracted patterns are either too unique or too common
to distinguish the two patient populations (e.g., heart failure vs. non-heart failure). A pattern that is too unique will
not generalize well to other patients while common patterns will offer limited discriminative power. Moreover, the
most recent visits should be more significant and visits that are close in time should be modeled using a similar
representation14. In other words, two visits in a short time period may be more suitable in a single visit representation,
and thus have less impact on the prediction process. We also introduce a simple filtering process that can lead to better
patient representation and consequently improved predictive accuracy. We demonstrate our model using a case study
of heart failure prediction in diabetic patients. We show that sequential pattern mining can improve the predictive
power over non-temporal models.

Methods

A Case Study of Chronic Heart Failure in Diabetic Patients. Diabetes is an epidemic, affecting approximately 11%
of the U.S. population in 201515. Diabetic patients are at risk of a wide spectrum of comorbidities, which may lead
to complications in care and result in a heavy economic burden16. HF is also a leading cause of healthcare use with a
projected medical cost in 2015 of $32.5 billion17. HF affects roughly 5.7 million people in the US and is mentioned
as the contributing cause for 1 out of every 9 deaths18. There exists a particularly strong correlation between HF ad
diabetes with at least 68% of elderly diabetics (age 65 or older) dying from some form of heart disease19. Not only is
the healthcare expenditure and resource utilization exceptionally high in diabetic patients with HF, but early intensive
intervention in high–risk HF patients can be cost–effective and lead to favorable health outcomes20. Thus, we focus
on diabetic and predict whether the patient will develop HF in the future by using their clinical pathways.

FuzzyGap Overview. We propose a sequential pattern mining-based framework to extract discriminative, and repre-
sentative clinical pathways from a large cohort. FuzzyGap consists of the 3 steps as depicted in Figure 2. The first step
is to restructure the sequence of encounters to be coherent with the sequential pattern mining representation. Next,
our framework extracts clinical pathways from each class (i.e., case and control) and determines the discriminating
patterns for each class. Finally, these representative patterns are used to construct a new patient feature representation.
A statistical model is then learned on this feature representation to predict the risk of heart failure for each patient. For
the purpose of our study, we construct clinical pathways using the Clinical Classifications Software (CCS) codes, a
categorization scheme for the International Classification of Diseases, Ninth Revision (ICD-9) codes that are used in
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Clinical Pathways

Sequence representation

HF Pattern

non-HF Pattern

CCS code features

Pattern features

+

non-HFHF

Sequence of encounters representation Discriminative clinical pathways extraction Risk prediction

Figure 2: An overview of FuzzyGap for chronic heart failure prediction which has three steps.

disease-specific studies21. However, FuzzyGap can be used for any structured information found in EHRs.

Sequence of Encounters Representation. Proper representation of the sequence of encounters is an important step as
using the encounter data directly can pose problems for sequential pattern mining. We propose 5 different patient
representations to capture a range of temporal information present in the claims data. A toy example of each vari-
ation is illustrated in Figure 3. Figure 3(a) is the original encounter sequence and Figures 3(b)-(e) are the different
representations, which are further described below.

1. Flattened Encounter Sequence. One simple method for patient representation is to remove all the temporal informa-
tion by flattening all the encounters into a single claim (or set). Thus for each patient, the set contains the combination
of CCS codes present in all their codes. While a single CCS code itself may or may not represent the patient’s con-
dition, the combination of CCS codes can provide an improved representation of the medical condition of the patient.
From Figure 3(a), we can see four patients each with 3 encounters and each encounter has a different number of CCS
codes with some duplicates such as 86 in ‘Patient 3’. Any duplicate codes are removed for the patient, and thus the
flattened representation is simply the union of all CCS codes, shown in Figure 3(b). With this representation, the
dataset is similar to the “transaction-style” representation that is used in frequent itemset mining. Therefore, using this
representation we can extract the combination of frequent CCS codes that are representative of each class. A major
limitation of flattening the sequence of encounters is the loss of information both in the number of occurrences of a
CCS code as well as the order of the CCS codes, which can play an important factor in clinical pathways.

2. Event-Preserving Sequence. An alternative to the flattened representation is to encode the sequence of events. The
encounter for each patient can be viewed as a list of visits ordered by the date. Therefore, each visit (or date) is simply
a new event. Unfortunately, the number of visits is not uniform across all the patients and can cause alignment issues
for sequential pattern mining. To resolve this issue, we propose to shift all events to be right aligned. This is because
more recent visits are more important than previous ones14, thus extracting representative patterns from the start may
not yield as discriminative patterns as those extracted based on the last visit. As shown in Figure 3(c), since Patient
2 has only 2 visits, there is an empty cell in this alignment scheme. Therefore, all the patterns will always include
information from the last visit.

3. Interval-Based Sequence. The number of visits for each patient can vary drastically and lead to low support counts
for sequential pattern mining. Extracted patterns maybe too unique and not representative of other patients. Moreover,
patients with a small number of visits are ignored due to their short sequences. Thus, we propose an interval-based
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CCS codes

Patient 1 49, 98, 101, 163, 158, 88, 91, 87

Patient 2 97, 101, 133, 87

Patient 3 91, 86, 212, 204, 101, 212, 205, 87

Patient 4 101, 252, 203, 211, 204, 87

Date 1 Date 2 Date 3

Patient 1 49, 98, 101 163, 158 88, 91, 87

Patient 2 97, 101, 133 87

Patient 3 91, 86, 212 204, 101, 86 212, 205, 87

Patient 4 101, 252 203, 252 211, 204, 87

Interval 1 Interval 2 Interval 3

Patient 1 49, 98, 101 163, 158 88, 91, 87

Patient 2 97, 101, 133 87

Patient 3 91, 86, 212, 204, 101 212, 205, 87

Patient 4 101, 252 203, 252 211, 204, 87

08.18.2009

163, 158

07.27.2009

49, 98, 101

09.05.2009

88, 91, 87

07.15.2009

97, 101, 133

09.03.2009

87

07.28.2009

204, 101, 86

07.17.2009

91, 86, 212

09.20.2009

212, 205, 87

(a) Clinical pathways

Patient 1

Patient 2

Patient 3

Interval 1 Interval 2 Interval 3

Patient 1 49, 98, 101 49, 98, 101, 163, 158, 88, 91, 87 88, 91, 87

Patient 2 97, 101, 133, 87 87

Patient 3 91, 86, 212, 204, 101 204, 101, 86, 212, 205, 87

Patient 4 101, 252 203, 252 211, 204, 87

(b) Flatten encounter sequence (c) Event-preserving sequence

(d) Interval-based sequence

(e) FuzzyGap sequence

08.20.2009

203, 252

07.10.2009

101, 252

09.11.2009

211, 204, 87Patient 4

Figure 3: A toy example of sequence of encounters representation.

method that merges the encounters into a single visit within a specified interval. Figure 3(d) provides an example of
setting the interval to be within the same month. Any duplicating CCS codes are removed such that a CCS code only
appears once in each interval. Thus, the first two claims in ‘Patient 3’ are merged into the same group.

4. Gap-Sensitive Interval-Based Sequence. Given an interval-based sequence, there can be two approaches to obtain
the pattern. Gap-sensitive models allow gaps to occur within the pattern while non-gapped models do not explicitly
model the gap between the sequential events. As an example based on ‘Patient 1’ and ‘Patient 4’ from Figure 3(d),
a non-gapped approach will receive the pattern [{101}, {87}]. Thus, it doesn’t matter if CCS 101 occurs in the
interval immediately preceding CCS 87 or several intervals before. However, a gap sensitive model would retrieve
the pattern [{101}, {}, {87}] which specifies that there needs to be a gap between 101 and 87. Gap-sensitive pattern
mining models are useful in some tasks such as DNA sequence analysis or clickstream analysis22. Similar to these
applications, in clinical pathways, modeling the gaps between each interval is important.
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5. FuzzyGap Sequence. One problem with the gap-sensitive interval-based sequence representation is the hard con-
straints imposed by the specified interval. This is important as events close to the borderline of two intervals are forced
into a specific interval. Moreover, claims that are close to each other can be considered as a single claim because of
insufficient information14. Therefore, we propose a fuzzy interval representation. Given a user-specified boundary
range, events within this value of the boundary between two intervals will be added to both intervals. For example,
if we set the fuzzy range to 7 days, events within a 7 day period from the boundary will be added to both intervals.
‘Patient 1’ in Figure 3(a) illustrates this representation, where the last claim is close to the boundary when we set the
interval to be in the same month. Thus, CCS codes 88, 91, and 87 are added to both ‘Interval 2’ and ‘Interval 3’ of
‘Patient 1’.

Discriminative Clinical Pathways Extraction. Given an appropriate patient representation, the next step is to extract
sequential patterns for each class (i.e., case and control). While there are several fast pattern growth algorithms that
can discover sequential patterns11, our preliminary experiments using several of these algorithms implemented in the
SPMF library23 either ran out of memory or failed to find any patterns. Thus, we discovered patterns by performing a
sequential pairwise comparison between two patients and recording the intersection of their sequence representations.
We also required that the pattern contain at least one CCS code from the last interval (or event). Although this can be
computationally expensive, our algorithm can extract patterns from a large cohort (> 1000 patients).

Once the patterns are extracted from both classes, they are filtered to obtain only the discriminative patterns. This
process is done by checking the existence of patterns from the dataset of the other class. There are two filtering
options: (1) obtaining only pure patterns, or (2) specifying a ratio (threshold) which the patterns must exceed. Pure
patterns mean selecting patterns that only exist in one class. While this is more discriminative, the number of pure
patterns is limited as many of the discovered patterns exist in both classes. Thus, there can be no patterns returned
at all in the worst case. Instead, we can set a threshold and allow some patterns to exist in the other class but have
higher support count. While these patterns will be less distinctive than the pure patterns, it will return more patterns.
For example, if there is a pattern in heart failure class with support count 100, and 25 in the non-heart failure class,
if we set the threshold to 4, then the pattern will survive in the filtering process, and be a representative pattern in
heart failure class. Usually, representative patterns have low support count, and most of the patterns with high support
counts are filtered because of their commonness.

Risk Prediction Model. Once the discriminative patterns are extracted from the patients, we construct a new feature
representation based on the patterns. The pattern itself may not represent the entire class, however, the combination
of patterns can represent the class. Thus, we use the pattern existence as the features for a machine learning model.
Suppose 4 patterns were extracted, [p1, p2, p3, p4], then for each patient the feature is set based on the existence of that
pattern. If the patient contains patterns p2 and p4, then the patient’s new features will be [0, 1, 0, 1]. For pure patterns,
patients in heart failure classes will only have 1’s in heart failure patterns. However, if a threshold is used during the
extraction process, the patient will have 1’s in patterns from both classes.

Unfortunately, there are scenarios where patients may not exhibit any of the extracted patterns. In other words, the
patients will have all features set to 0. Consequently, no machine learning model will be able to predict accurately as
there is not enough information to determine whether the patient will have heart failure. Thus, for these patients, we
use a different set of features which is the presence of the CCS codes. Similar to pattern features, we check whether the
patient contains the CCS code, and set the feature as binary. For example, if there are 5 CCS codes, [c1, c2, c3, c4, c5],
and the patient has c1, c2 and c5, then we set the feature as [1, 1, 0, 0, 1]. Thus two separate machine learning models
are learned, one for patients that have at least one pattern, and another based on patients who do not exhibit any
patterns. For comparison purposes, we use a decision tree but note that the predictive model can potentially be any
off-the-shelf machine learning technique.

Experiment Design

Dataset. We adopted a publicly accessible dataset provided by the Centers for Medicare and Medicaid Servicesa

(CMS). CMS dataset is a synthesized data that was taken from 5% random sample of Medicare beneficiaries from
ahttps://www.cms.gov/Research-Statistics-Data-and-Systems/Downloadable-Public-Use-Files/

SynPUFs/DE_Syn_PUF.html
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2008 and their claims from 2008 to 2010. CMS dataset is split into 20 random samples and each sample contains 5
different parts, summary, inpatient, outpatient, carrier, and prescription. Since we are only focusing on CCS codes
(obtained from ICD-9 codes), we use only the first four files. The summary file, while it does not contain ICD-9 codes,
contains information about the chronic disease diagnosis for diabetes and heart failure. For example, if a patient was
diagnosed with Heart Failure in 2010, then the summary file captures this information. The other three files contain the
ICD-9 codes associated with a patient’s encounter. Instead of fine-grained ICD-9 codes, CCS codes are used to group
ICD-9 into broader categories to yield better interpretability of the patterns. For evaluation purposes, we created two
training sets and one test set. The first training set contains 1000 randomly sampled patients from CMS with a 50-50
split for each class (heart failure or not heart failure) and is used to compare against existing sequential pattern mining
algorithms. The second training set contains 20,000 randomly sampled patients with a balanced split to evaluate the
computational feasibility on a large dataset. Patterns are only extracted from the training set. The test set contains
4000 randomly sampled patients with 2000 patients in each class.

Data Preprocessing. Our classification task was to predict diabetic patients who would develop HF in 2010. We first
filtered the dataset to find patients with diabetes, before splitting them into two classes, HF, and non-HF. Patients who
had HF prior to 2010 were omitted from this study. The remaining diabetic patients were labeled as HF if they were
diagnosed with HF in 2010, otherwise, they were considered non-HF.

After labeling the patients, all the ICD-9 codes were collected from the claims dataset. For the HF patients, any
events after the first encounter of an HF-related ICD-9 code (including that encounter) were removed. Once the post-
HF events have been removed, all the ICD-9 codes are mapped to CCS codes to cluster similar ICD-9 codes into a
category. The main reason for this grouping is that the diversity of ICD-9 codes is computationally prohibitive for
pattern mining purposes.

Baseline. The 5 different patient representations are evaluated and compared against the results with the CloFast24

algorithm. CloFast was chosen as it is the latest, fast pattern growth algorithm24. We used the implementation in the
SPMF23 library and note that the small training set (1000 patients) was based on CloFast’s computational and memory
footprint. To evaluate and compare between 5 different patient representations, we use a large training set (20000
patients). For sequential pattern mining, only data from the training set is used. Once patterns were extracted from
each class, they were filtered based on the two options. All models are tested using decision tree in scikit-learn25

library, and the prediction results are evaluated by AUC score. We provide additional details on the 8 different pattern
extraction techniques:

• Flatten representation: We take the union of the CCS codes for each patient, and extract the patterns by finding
the interaction of the codes between the patients. We also extract only the pure patterns.

• Date representation: The patients are right-aligned based on their last visit date. We use our extraction process
to find patterns that contain at least one CCS code from the last visit and filter the patterns to be pure.

• Interval sequence (non-gapped): The interval is set to one month, where claims within the same month are
recorded into a single event. A non-gapped pattern mining algorithm is run to extract the patterns and use only
the pure patterns.

• Interval sequence (gap-sensitive): Similar to the non-gapped interval, a month interval is used. However, a
gap-sensitive algorithm is used to model the gaps between the events, and only pure patterns are used.

• FuzzyGap: We use a one-month interval and a 7-day fuzzy window to construct the patient representation. Thus,
if an encounter is within 7 days (before or after the 1st of the month), the CCS code for that encounter is included
in both intervals. Only pure patterns are found.

• FuzzyGap+ threshold: Same as the previous setting, FuzzyGap, however, the threshold for filtering the patterns
is set to 2 (at least 66% of the patients must be from HF or non-HF).

• CloFast + Fuzzy + threshold: We used CloFast algorithm on the Fuzzy gap representation. For the initial pattern
search, we used 15% support count because CloFast algorithm searches for all non-gapped closed sequence
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Table 1: Prediction results in AUC score and extracted subsequent patterns in each class using randomly sampled
1000 patients as train set and 4000 test set. In the model column, thr refers to the threshold which is set to 2. M1
is the model introduced in Figure 2, and M2 is the model that used both pattern features and CCS codes together
for training. # of patterns summarizes the number of extracted discriminative patterns and the numbers inside the
parenthesis indicates the total number of patterns found before the setting the threshold. # patients indicate the number
of patients used in each model (pattern features or CCS codes features) in the test set.

Model AUC # of Patterns # of Patients
M1 M2 HF non-HF Pattern CCS

CCS code 0.5277 - 0 (0) 0 (0) 0 4000
Flatten 0.5328 0.5289 4 (794) 34 (395) 258 3742
Event-based 0.5331 0.5289 26 (7039) 111 (8827) 1124 2876
Interval-based (non-gapped) 0.5337 0.5277 5 (5646) 20 (5975) 245 3755
Interval-based (gap-sensitive) 0.5281 0.5314 71 (2537) 54 (1423) 810 3190
FuzzyGap 0.5439 0.5225 10 (672) 4 (223) 110 3890
FuzzyGap + thr 0.5454 0.5396 21 (672) 7 (223) 322 3678
CloFast + thr 0.5669 0.5401 0 (610098) 201806 (1233540) 4000 0
FuzzyGap + CloFast + thr 0.5784 0.5421 21 (610770) 201813 (1233763) 4000 0

patterns, which returns a huge amount of patterns. Since most of the patterns with high support counts are
common patterns, we used threshold = 2 to filter and retrieve the final patterns for each class.

• FuzzyGap+ CloFast + threshold: Both extracted patterns from CloFast and FuzzyGapwith threshold = 2 are
used to set the patient representation.

Results

First we evaluated the impact of the different patient representations and two different feature sets. Throughout our
experiments, no other features are used besides pattern features and CCS codes feature to see the impact of our model.
M1 is the model introduced in Figure 2, and M2 is the model that used both pattern features and CCS codes together
for training. We tuned the decision tree parameters for each representation and pattern extraction combination via
cross-validation to find the optimal depth, splitting criteria, and minimum number of samples per leaf.

Table 1 summarizes the predictive performance of the different representations and sequential pattern mining ap-
proaches on the 1000 patients in the train set and 4000 patients in the test set. For the different patient representations,
FuzzyGap with a threshold of 2 provides the highest AUC whereas the CCS features only has the lowest AUC score.
Also, the M2 column shows that using the combined features (CCS and the patterns) did not yield better predictive
performance that using a separate model for patient with patterns and patients with only CCS features (M1). To de-
termine the statistical significance of the AUC improvements, we performed multiple paired t-tests based on the M1
AUC scores. Using the null hypothesis that our model did not improve the predictive performance, we obtained the
following results for each pair: (FuzzyGap + thr, FuzzyGap) = 1.17× 10−7, (FuzzyGap + thr, gap-sensitive) = 0.3122,
(FuzzyGap + thr, non-gapped) = 1.04× 10−9, and (FuzzyGap + thr, event-based) = 7.15× 10−10. These results show
that there is a performance improvement between FuzzyGap and other representations. We note that although the AUC
score is low (0.5784), this is due to the size of the training set (illustrated later in this section) as well as the noisy
nature of the CMS synthetic dataset.

Table 1 also summarizes the number of extracted discriminative patterns, with the values inside the parenthesis indi-
cating the total number of patterns that are found before setting the threshold. For example, in HF column, 4 (794)
means 4 patterns that satisfy the threshold are found out of 794 patterns. If the extracted patterns, 4 + 34 in the case
of Flatten, are not found in the test set, instead of the pattern feature, only CCS features are used to learn the model.
The numbers of patients that use the pattern feature are shown in “Pattern” column and the number of patients that
only use CCS features is shown in CCS column. Although not shown in Table 1, CloFast without setting a threshold
above 0 returns no patterns after filtering. This indicates that no discriminative patterns are found. However, with a
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Table 2: Prediction results in AUC score, and extracted subsequent patterns in each class using randomly sampled
20000 patients as train set and 4000 test set. M1 refers to the model explained in Figure 2.

Model M1 # of Patterns # of Patients
HF non-HF Pattern CCS

Flatten 0.6282 960 (832721) 4114 (497681) 668 3332
Event-based 0.6206 1211 (1085910) 5743 (1279032) 1492 2508
Interval-based (non-gapped) 0.6206 633 (2091671) 2656 (2230431) 992 3008
Interval-based (gap-sensitive) 0.6273 21432 (1462878) 13077 (1070761) 3113 887
FuzzyGap 0.6321 2561 (558953) 967 (263550) 961 3039
FuzzyGap + thr 0.6472 5914 (558953) 2161 (263550) 3923 77

threshold set to 2, a large number of patterns are found from the non-HF patient cohort, while no patterns are found
for HF. Moreover, the large number of patterns yields more features than samples, which suggests the potential for
overfitting.

We note that our model (FuzzyGap) with a threshold yields a higher percentage of discriminative patterns. FuzzyGap +
threshold model only uses 28 features, while CloFast + threshold uses 201,813 features. Once we add patterns from
FuzzyGap + threshold with CloFast + threshold, which is only 28 patterns, it gives us about 1% increment in AUC
score, which shows our models ability to identify distinct and unique patterns. The number of patterns of FuzzyGap are
less than Interval (gap-sensitive) model because it is capturing unique patterns that are more representative. Even
though FuzzyGap or FuzzyGap + threshold model uses less number of patterns as a feature, the AUC score is greater
than Interval (gap-sensitive) model which uses more number of features. Thus, our representation helps find patterns
with more support counts, mitigates against the consequences of setting a hard constraint for the boundary and can
capture patterns that cover patients with a limited number of encounters. By relaxing the filtering to include less
discriminative patterns, the pattern features are able to capture more patient information.

Table 2 summarizes the predictive performance on 20,000 patients in the train set and 4000 patients in the test set.
In this experiment, CloFast was not able to extract patterns due to insufficient memory (on a machine with 32GB
of RAM), and therefore not included in this experiment. For the different patient representations, similar to Table 1,
FuzzyGap with a threshold of 2 provides the highest AUC. The AUC scores in Table 2 shows a significant improvement
in AUC scores in all representations compare to Table 1. This is potentially due to the extraction of more patterns that
allowed the framework to use more pattern features than CCS codes features. FuzzyGap with threshold in Table 1 has
322 patients in pattern feature model and 3678 in CCS codes feature model while Table 2 has 3923 patients in pattern
feature model and 77 patients in CCS codes feature model. This result shows the effectiveness and the importance of
using pattern features in the prediction process. Thus, FuzzyGap with threshold filtering not only is computationally
efficient (from a pattern mining perspective) but can find discriminative patient features.

Figure 4 provides a visualization of the top two levels of the learned decision tree based on the FuzzyGap + CloFast
+ threshold representation. For ease of understanding, we have converted the CCS codes to their shorthand category
description. The root node is the pattern that is one of the most important feature (or pattern) that is used for the initial
split of the model. From the figure, we observe that the first pattern feature used consists of 7 CCS codes that span
7 months. According to the pattern, two “DiabMel no c” (diabetes mellitus with no complications) and three HTN
(Hypertension) occur in a row with “Other screen” at the end. We also observe that back problem is a common pattern
found in the second level, where the left node contains back problem at the beginning of the pattern while the other
side is at the end of the problem.

Discussion and Conclusions

In this paper, we propose FuzzyGap and shown the effectiveness of our method. However, one major challenge is the
computation cost of pattern extraction. Although patterns with low support count are preferred, existing algorithms
are unavailable to extract patterns with low support count on a large cohort. Thus, in our work, we introduce a simple
pairwise comparison between patients that are significantly cheaper in our training set for 1000 patients. As the number
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[{DiabMel no c}, {DiabMel no c}, {HTN}, {HTN}, {HTN}, {HTN}, {Other screen}] <= 0.5

gini = 0.5

samples = 1000

value = [2000, 2000]

class = non-HF

[{Back problem}, {HTN}, {HTN}, {OT conn tiss}, {OT aftercare}, {HTN}, {HTN}] <= 0.5

gini = 0.482

samples = 2556

value = [1036, 1520]

class = HF

[{OT conn tiss}, {HTN}, {DiabMel no c}, {Cataract}, {Back problem}] <= 0.5

gini = 0.444

samples = 1444

value = [964, 480]

class = non-HF

True False

(…) (…) (…) (…)

Figure 4: Visualization of top 2 levels of FuzzyGap + CloFast + threshold model.

of patients increases, the computational cost of pairwise comparison will increase, Therefore, a more computationally
efficient method is necessary to extract discriminative patterns.

Furthermore, for a fair comparison, we evaluate our models with fixed training size in the experiment. However, there
is a chance to increase or decrease the number of discriminative patterns extracted as the training set increases. An
increased in the number of extract patterns can yield more discriminative patterns from the filtering process. Therefore,
verifying the impact of changing the training size is also an important task.

One limitation of our case study is the use of the single source of patient information (ICD-9 code). One possible
extension is to use more information that is available such as procedure coding and prescriptions. While there is
nothing to restrict the use of FuzzyGap on multiple sources, the pattern extraction process will be significantly much
more extensive. Nevertheless, FuzzyGap shows promising results, thus we leave this as a future work.

In conclusion, we presented FuzzyGap, a chronic heart failure prediction model by extracting discriminate patterns
in clinical pathways. To resolve issues of patients encountering various length in clinical pathways, we propose a
sequence of encounters representation to emphasize the last claim while merging or separating claims based on the
time period of two visits. Overall, the prediction results show the effectiveness of discriminative patterns extracted
from the proper sequence of encounters representation.
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Abstract

During a radiology reading session, it is common that the radiologist refers back to the prior history of the patient
for comparison. As a result, structuring of radiology report content for seamless, fast, and accurate access is in high
demand in Radiology Information Systems (RIS). A common approach for defining a structure is based on the anatom-
ical sites of radiological observations. Nevertheless, the language used for referring to and describing anatomical
regions varies quite significantly among radiologists. Conventional approaches relying on ontology-based keyword
matching fail to achieve acceptable precision and recall in anatomical phrase labeling in radiology reports due to such
variation in language. In this work, a novel context-driven anatomical labeling framework is proposed. The proposed
framework consists of two parallel Recurrent Neural Networks (RNN), one for inferring the context of a sentence and
the other for word (token)-level labeling. The proposed framework was trained on a large set of radiology reports
from a clinical site and evaluated on reports from two other clinical sites. The proposed framework outperformed the
state-of-the-art approaches, especially in correctly labeling ambiguous cases.

Introduction

In today’s image-driven care practice, radiology reports are commonly used to capture and store clinical observations
and the corresponding interpretations by radiologists and to communicate relevant information to the primary care
physicians (PCP) and patients. A typical radiology report contains information about abnormalities and disorders
observed in the image, which may correspond to multiple organs and anatomical structures. Structuring report content
helps with appropriate ingestion of information at every step of the clinical care workflow and eventually, improve the
quality of care. As a result, during the last decade, there has been significant interest in the automatic structuring of
report content.

Every observation within the medical image(s) has a corresponding anatomical site of reference. Therefore, a promis-
ing approach for the automatic structuring of radiology report content is based on identification and sorting of the
observations according to their corresponding anatomical site. Nevertheless, the language used for referring to and de-
scribing anatomical regions varies significantly among radiologists. Sometimes, the radiologist describes the anatomi-
cal site with an elongated phrase (e.g., ‘inferior aspect of the glenohumeral joint space, adjacent to the scapular body’).
Often, radiologists refer to anatomical regions using custom generated abbreviations (e.g., ‘semi. vesc.’ referring to
‘seminal vesicle’). In other occasions, the transcribed anatomical phrase refers only to a part of an anatomical re-
gion without explicitly mentioning the site itself, such as ‘wall’, ‘left lobe’, or ‘right segment’. This may result in
ambiguities to resolve for a machine learning method as it could refer to multiple organs.

Anatomy inference in radiology reports can be performed at word/token, sentence, or document level. The desired
level varies based on the application. For example, in order to determine relevant prior imaging studies, a radiologist
can take advantage of a solution that could determine the target anatomy of the study at the document (report) level.
On the other hand, sentence-level labeling can be used to help with co-referencing problems, such as linking diagnoses
to observations that may be found in different sections of the radiology report. Finally, token-level annotations can be
used for structuring report context into a searchable database.

The aim of the proposed work is to develop a solution for automatic labeling of anatomical phrases in radiology reports
at the token level. Figure 1 demonstrates a snippet from a radiology report with highlighted and labeled anatomical
phrases.

Previous efforts for concept labeling can be categorized into three types of approaches: 1) dictionary/ontology lookup;
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Figure 1: A snippet from a radiology report with labeled anatomical phrases. The figure is generated using the BRAT
annotation tool.1

2) rule/grammars/pattern matching; and 3) data-driven machine learning. As the name implies, dictionary-based
approaches rely on existing domain knowledge resources such as ontologies to build keyword dictionaries and the
labeling is achieved via string matching. RADA2 (Radiology Analysis tool), and cTAKES3 (clinical Text Analysis
and Knowledge Extraction System) are among common dictionary-based entity labeling tools. In grammar-based
approaches, rules are learned and generated based on repeatable patterns, and morphologies and semantics. In order
to provide standard labeling, grammar matching approaches are guided by standard ontologies. MedLEE4, 5 (Medi-
cal Language Extraction and Encoding System) and Metamap6 are among the earliest proposed grammar-based ap-
proaches.

Machine learning-based annotators refer to classification models that are learned from clinical text datasets. The
anatomical annotation problem is intrinsically related to the Named Entity Recognition (NER). The aim of NER al-
gorithms is to identify and classify target concepts such as anatomical phrases, morphological abnormalities, etc.
Deployment of deep learning models for NER-related problems has demonstrated promising results. Deep learning
for NER has been successfully proposed for different applications in the medical domain including de-identification,7

medical events labeling,8 and clinical concept extraction.9 Typical architectures proposed for NER applications, es-
pecially for sequence labeling problems, include bidirectional Recurrent Neural Networks (RNN) models10, 11 and
bidirectional RNN-based Conditional Random Field (CRF) variants.12, 13

Despite the promising performance of RNN models for different sequence labeling tasks, capturing the long-term
dependency is a remaining shortcoming. This is a major limiting factor for anatomy labeling task. Consider the
following sentence: ‘The right lobe of the lung is clear, but the 5mm ground glass nodule in the upper left lobe may
require further follow up’. It is straightforward to determine the anatomical label for ‘right lobe of lung’ as it contains
the organ name; however, in order to determine the label for ‘upper left lobe’ at the end of the sentence, the anatomy
cue existing in ‘right lobe of lung’ in the beginning of the sentence should be taken into account. Such distance relation
would be difficult for an RNN model to learn through its memory-based architecture.

In this work, we propose a context-driven approach for automatic labeling and normalization of anatomical phrases
in radiology reports. The proposed framework consists of two parallel RNNs. Given a sentence from a report, the
first RNN model is used to determine the anatomical context at the sentence-level. The second RNN generates token-
specific feature vectors. Finally, the sentence-level feature vector and the token-specific feature vectors are combined
to derive the most appropriate anatomical label for each token in the sentence. The proposed framework enforces
decision-making using the context of the sentence for anatomy annotation.

The main contributions of the proposed work is as follows:

• A context-driven deep learning approach is proposed for anatomical phrases labeling in radiology reports. Given
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the complexity of the NER tasks in radiology informatics due to the specific language found in radiology reports,
context is proven to play a significant role in achieving an acceptable performance. To the best of our knowledge,
this is the first work proposing to utilize context to improve a NER tool performance for a clinical application.

• The proposed study highlights an important finding regarding memory capacity of the RNN models: In this
study, we demonstrated that despite the expectations, the long short-term memory architecture of RNN models
is not sufficient to guarantee context learning even within the same sentence and as a result, we propose an
additional RNN encoder dedicated to solely capture and learn the context.

Clinical Data

Radiology reports from two different clinical sites, University of Washington (UW) and University of Chicago (UC),
as well as reports from a publicly available database, referred to as MIMIC-III14, were used for training and testing.
Radiology reports from UW and UC were collected with Institutional Review Board (IRB) approvals. All reports
were de-identified by offsetting dates with randomly generated numbers. All other HIPAA protected patient health
information including name, date of birth and address were removed. The following describes the distribution of the
data:

• Word embedding model training: 1,567,581 radiology reports for examinations performed between January
1, 2010, and February 28, 2017, from the radiology information system at UW were extracted, processed and
used for training the word embedding model.

• Anatomy labeling training set: 560 radiology reports from UW (referred to as UW560), excluded from the
word embedding training set, were randomly extracted and manually labeled using eight anatomical labels as
follows: Brain, Breast, Kidney, Liver, Lung, Prostate, Thyroid, and Other referring to all other anatomical sites
(e.g., Spine, Heart). The remaining non-anatomical tokens in the report were automatically labeled as Null. The
reason for selecting such seven class labels is to simplify the manual ground truth generation for a relatively large
corpus to be used for training and validation as the manual labeling for the whole human anatomy would require
a significant amount of time and effort. 70% of this set was randomly selected for training (UW560-70%) and
the remaining 30% was used as the development set to determine the optimal set of parameters (UW560-30%).

• Anatomy labeling test set: In order to avoid any bias due to the training corpus, 200 radiology reports from
two different clinical sites were considered and manually labeled using the same labeling schema as mentioned
above and used as the test set: 100 reports randomly selected from the UC database (UC100); and 100 reports
randomly selected from the MIMIC-III database (MIMIC-III100).

Ground Truth

Manual labeling was performed by human annotators (not domain experts) based on the eight aforementioned labels
using BRAT annotation tool1. The annotators referred to SNMOED CT15 ontology for determining the classes of
anatomy named entities. The UW560 training set was labeled by two annotators. No Inter-Annotator Agreement (IAA)
measure was calculated for this round. The testing set was manually labeled by four human annotators. Identified
phrases with more than two disagreement between annotators in terms of selecting a class label were further reviewed
by a radiologist for determining the appropriate label. The overall IAA in terms of average Kappa16 over each annotator
pair was 90.1%, 87.4% for UC100, and MIMIC-III100, respectively.

Methods

Figure 2 demonstrates an overview of the proposed framework. The following sections detail each step as depicted in
the figure.
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Figure 2: A overview of the proposed framework for anatomical phrase labeling in radiology reports.

Preprocessing

A sentence parsing is firstly performed using spaCy1 to extract sentence boundaries in a given radiology report. Each
extracted sentence is then processed for removing special characters (e.g., HTML tags), unnecessary white space, and
new lines. Next, tokenization is applied to partition each text string into individual words. Finally, a normalization
step is considered for specific types such as case (lowercase alphabetic), dates and times (make all identical), and
numerical values (replace each labeled token with ‘9’). The whole framework is implemented in Python.

Word Embedding

The input to RNN architecture is the word embedding representation of tokens. Word embedding refers to the trans-
formation of a string representation of tokens into low-dimensional real-number vectors derived through a set of unsu-
pervised language modeling and feature learning techniques. A few of the most popular word embedding generation
approaches are continuous bag of words (CBOW), skip-grams (SG)17, GloVe18, and Swivel (SW)19. Word embeddings
are desired for their ability to capture similarity between words with respect to semantic relationships and are purely
learned from unlabeled data. Word embeddings have been used as input feature vectors for many deep learning-based
sequence labeling approaches.

Through an exhaustive search, four different word embedding approaches (CBOW, SG, GloVe, and SW) and the
corresponding hyper-parameters (including embedding vector size, and context window size) were considered and
compared for word embedding model creation. A large corpus of radiology reports from UW (as described before)
was used as the training set. The best performing model was determined as: Method: SG, window size: 10, vector size:
50020. Since the word embedding model is trained on the radiology reports, we observe very few Out-Of-Vocabulary
(OOV) cases in the training and test corpora.

Sequence Labeling Model

Figure 3 depicts the architecture of the proposed context-driven sequence labeling. The aim of the sequence labeling
is to provide a label for every token within a sentence.

To overcome one of the known limitations of the RNN architecture, referred to as fading memory, this paper proposed
a framework consisting of two parallel RNN architectures: The first RNN (shown on the left side of Figure 3) is
considered to derive a feature vector capturing the anatomy of reference based on the context of the target sentence.
A second RNN (shown on the right side of Figure 3) is considered to derive token-specific features. The input to both
RNNs is the word embedding vectors for every token within a sentence. The word embedding vectors are provided
from the skip-gram model as described before.

The output from the last hidden state in the left RNN (Figure 3), referred to as the sentence encoder, provides a
feature vector that captures the context information (in terms of the anatomy of reference) at the sentence-level. Since
a sentence may contain multiple anatomical phrases referring to different anatomical sites (e.g., ‘No abnormality is
observed within the urinary system including prostate and kidney.’), a multi-label classification schema is considered
for the sentence encoder. The sentence encoder feature vector is passed to a fully-connected layer with nine hidden
neurons corresponding to nine class labels and a sigmoid activation function. The output of the fully-connected layer

1https://spacy.io/
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Figure 3: The proposed context-driven sequence labeling architecture. The sentence encoder, shown in the left,
provides the prediction of the context at the sentence-level. The feature vector from the sentence encoder (shown with
green-color circle) is used as an additional feature for the sequence labeling model as shown in right. For the given
example, the sentence-level label is determined as Lung as shown with gray-color box.

provides the probability of the sentence referring to each of the nine class labels. A cross-entropy loss function is
considered for the training by enforcing the sentence encoder to contain anatomical context information.

The second RNN, shown on the right side of Figure 3, has a similar architecture as the first one except that the output
of the RNN at every time step (corresponding to every token in the sentence) is used to derive the feature vector for
every token in the sentence. Token feature vectors from the second RNN are then concatenated with the sentence
encoder feature vector to derive a new higher dimension vector per token. The output of the RNN is then passed to a
fully-connected layer with a softmax activation or a linear-chain CRF-layer12 for predicting the label. For a softmax
layer, a cross-entropy loss function was considered for the classification of each token.

Results

The number of token occurrence for each class label within the training and test sets are given in Table 1. As expected,
Null class has the highest frequency of occurrence followed by the Other class. Also, it can be observed that among
the seven anatomical classes, Lung has the highest and Prostate has the lowest frequency. It is expected that such
imbalanced representation of classes pose an impact on the word embedding vector representation as well as sequence
labeling using RNN architecture as both approaches are shown to be heavily biased based on the training data.

Table 1: Number of token occurrence per anatomical class.

Anatomy Class UW560 UC100 MIMIC-III100

Brain 1,317 235 356
Breast 557 198 2
Kidney 1,678 120 131
Liver 2,427 129 185
Lung 3,836 291 425

Prostate 220 6 7
Thyroid 269 32 0
Other 23,636 2,385 1,784
Null 152,195 21,622 19,108

A number of the most well-known conventional and the state-of-the-art sequence labeling techniques were considered
and implemented for the evaluation and comparison as described below. cTAKES3, as the most common NLP tool
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for clinical applications, is used as the baseline system for the anatomy labeling task. In current implementation of
cTAKES, the labeling is achieved by first running the clinical pipeline to label all appropriate entities at phrase level,
followed by matching AnatomicalSiteMention entities with a pre-defined set of SNOMED CT codes (see Table 2)
corresponding to the seven anatomical classes in the following fashion: A relation tree is firstly built based on the
SNOMED CT relationship is a with roots defined as in Table 2. The depth of the tree is limited to be 7. The phrases
matching any of the SNOMED CT codes within the trees are labeled with the corresponding root node anatomy, while
the non-matching phrases are labeled as Other. The final output is labels at token-level.

Table 2: SNOMED CT root node per anatomical class.

Anatomy SNOMED CT root node

Brain 1101003
Breast 76752008
Kidney 304582006
Liver 10200004
Lung 699594007, 400141005

Prostate 41216001
Thyroid 297261005

In addition, vanilla bi-directional RNN models as well as bi-directional RNN-CRF models12 are implemented and
compared with our model. The RNN architectures are similar to the model in Figure 3, except for the sentence
encoder part. Two options were considered for the input to the model: 1) passing entire report content at once; 2)
pass one sentence at a time. The reason for such choices is to investigate whether providing more content (full report
content) helps in achieving more accurate token labeling.

The Adam optimizer21 was used with step size of 10−3 for 300 epochs. The dropout approach22 was considered to
prevent overfitting. The following parameters and the corresponding range of values were considered and compared
to determine the best performing model. This process was performed for all baseline models as well as the proposed
model.

• RNN cell type: LSTM23, and GRU11;

• RNN depth: 1, and 2;

• Number of hidden states: 32, 64, 128, and 256;

• Keep probability in the dropout layer: 0.1, 0.3, 0.5, 0.7, and 0.9.

The F1-score was used as the metric for evaluating and comparing the performance of different classification models.
The F1-score is calculated as the micro-average of the F1-scores from all eight anatomical classes (excluding the
Null class) at the token-level. In total, 80 different models (two possibilities of RNN model, two choices for RNN
depth, four choices for the number of hidden states and five choices for keep probability in the dropout layers) were
trained using the UW560-70% dataset. UW560-30% was used to determine the best performing architecture and the
corresponding set of hyperparameters. The best performing model was determined as: one-layer LSTM model with
256 hidden neurons and keep probability of 0.3 for the dropout layer.

Table 3 summarizes the performance of different approaches in terms of F1-score tested on two test corpora, UC100
and MIMIC-III100. As can be observed from the table, the proposed context-driven approach outperformed vanilla
RNN models by an average of 1.2% in F1-score. As expected, adding the context information improved the per-
formance of the sequence labeling. Precision, Recall, and F1-score of the best performing model (context-based
bidirectional RNN) for each anatomical label are given in Table 4. As can be observed from the table, the proposed
model consistently yields high performance for all seven anatomical classes and across two different corpora except
for Prostate. The lower performance on the Prostate class could be due to a low occurrence in the training corpus.
Finally, comparing performance between two testing corpora, it can be observed that UC100 yielded higher F1-score
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Table 3: Comparison of Precision (P), Recall (R), and F1-score (%) among different models. Metrics are defined at
token-level.

UC100 MIMIC-III100 Combined
Model P R F1 P R F1 F1

cTAKES3 86.2% 63.2% 73.0% 82.8% 48.3% 61.0% 67.7%

Bi-directional RNN (sentence-level) 84.9% 88.9% 86.9% 86.6% 83.5% 85.0% 86.0%
Bi-directional RNN (report-level) 86.0% 89.8% 87.8% 89.2% 82.7% 85.8% 86.9%

Bi-directional RNN-CRF12 (sentence-level) 85.4% 89.0% 87.2% 85.2% 83.6v 84.5% 85.9%
Bi-directional RNN-CRF12 (report-level) 86.7% 90.5% 88.6% 88.9% 84.0% 86.3% 87.6%

Our proposed bi-directional RNN 88.3% 92.7% 90.5% 88.9% 84.8% 86.9% 88.8%
Our proposed bi-directional RNN-CRF 88.6% 92.3% 90.4% 88.4% 83.3% 85.8% 88.3%

Table 4: Per-class Precision (P), Recall (R), and F1-score (F1) of the best model (our proposed context-based bi-
directional RNN) on two test datasets: UC100 and MIMIC-III100.

UC100 MIMIC-III100
Class label P R F1 P R F1

Brain 83.3% 80.4% 81.8% 93.5% 68.5% 79.1%
Breast 97.2% 86.4% 91.4% 100.0% 100.0% 100.0%
Kidney 97.0% 80.8% 88.2% 95.5% 80.2% 87.1%
Liver 86.5% 94.6% 90.4% 88.5% 87.0% 87.7%
Lung 86.6% 97.9% 91.9% 92.5% 89.4% 90.9%

Prostate 42.9% 100.0% 60.0% 75.0% 85.7% 80.0%
Thyroid 90.3% 87.5% 88.9% N/A N/A N/A
Other 88.1% 92.5% 90.2% 86.8% 85.0% 85.9%

micro-average 88.3% 92.7% 90.5% 88.9% 84.9% 86.8%

compared to MIMIC-III100. This could be due to the fact that MIMIC-III reports are only from the intensive care
unit; however, reports of the UC100 are from a random mixture of different departments, which is more similar to the
training corpus.

Discussion and Conclusions

Recently, RNN-based architectures have demonstrated promising performance for sequence labeling tasks mainly due
to the capability to use its internal memory structure to take into account past and future data in the decision-making.
For the token labeling task, this means taking into account the information from words occurring before and after of
the target word. Nevertheless, if the desired context cannot be inferred from the immediately surrounding context, an
RNN model may not yield the correct labeling.

(a) Best vanilla RNN-CRF model. (b) Our best context-based bi-directional RNN model.
Figure 4: Comparing the output of the best vanilla RNN model and our proposed context-driven RNN model shown
for a specific anatomical phrase, ‘left lobe’, but with different anatomy of reference. Snapshots are generated using
the BRAT annotation tool.
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In this work, we propose an RNN-based approach for token annotation in radiology reports utilizing sentence-level
context to influence the labeling based on a wider context than the immediately surrounding words. This is achieved by
adding a second RNN architecture to exclusively learn the context of a given sentence and incorporate that information
into the labeling task. To better demonstrate the capability of the proposed framework in utilizing context for labeling,
consider examples shown in Figure 4. As can be observed from the figure, given a fixed phrase ‘left lobe’ but different
reference anatomies, the proposed approach is able to yield correct labeling by taking the surrounding context into
account. On the other hand, the vanilla RNN-based approach yields incorrect labels. The incorrect labeling by
vanilla RNN approach (i.e., Liver) could be due to the fact that ‘left lobe’ occurs most frequently with Liver anatomy
within the training corpus. As a result, in lack of explicit presentation of an anatomical reference within the vicinity
of the target word, the algorithm tends to choose the most frequent label based on the co-occurrence within the
training data. Here is another example: “IMPRESSION: Mildly heterogeneous and increased hepatic echotexture,
suggestive of parenchymal dysfunction.” The only model that yielded the correct label, Liver, for parenchymal was
our proposed context-based RNN. All other models label this term as Kidney, which again could be due to the co-
occurrence frequency of parenchymal and Kidney within the training corpus.

One of the major shortcomings of the proposed framework is the lack of a strategy to deal with imbalanced training
data. As can be seen from Table 1, there is a large difference between Other and Null and the rest of the anatomical
classes. This may have a direct impact on the performance of the proposed classifier. One approach to deal with such
imbalanced data is to use a regularization term in the optimizer to take into account the frequency of occurrence as
a weight. Another limitation of the proposed framework becomes obvious when the target sentence context does not
contain relevant and sufficient information to help with narrowing down the decision-making. For example, consider
the following sentence: ‘There is a small lesion in the left lobe.’ The target anatomical phrase is ‘left lobe’. Even a
human expert cannot determine the correct anatomical label without taking more context into account. If the preceding
sentences are also provided as: ‘Brain: The right lobe is clear.’, it becomes clear that the target sentence is also referring
to the Brain anatomy. As hinted by the example, one approach to overcome such limitation is to use a few sentences
before and after the target sentence as the input to the context-based RNN architecture to help with creating the most
appropriate context related features.

Overall, the proposed framework demonstrated promising performance for anatomical phrase labeling in radiology re-
ports for a specific list of anatomical class labels. In the future, we are planning to extend the scope of the classification
to the whole human anatomy rather than seven classes by utilizing one-shot or few-shot learning algorithms24, 25.
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Abstract 

Healthcare providers make time-sensitive care decisions based on EHR data. As systems of record, the EHR is often 

not configured to optimally surface timely information. For patients awaiting admission, infection control concerns 

that potentially require private rooms can prolong stays in the Emergency Department. We aim to determine if an 

event-based notification platform connected with a commercial EHR can help prioritize timely information and 

improve patient flow in the emergency department.  

We undertook a pre-post analysis for patients being admitted from the emergency room who were tested for influenza. 

We used a primary outcome of mean time from negative test result to inpatient transfer. The median time decreased 

by 27%, from 4.1 hours to 3.0 hours. The distribution of transfer times pre and post-intervention were significantly 

different with a p-value of <0.001. Our findings support the use of event-based notification systems to improve patient 

flow in the emergency department. 

Introduction 

Widespread adoption of electronic health records (EHRs) has increased the availability of real-time information for 

frontline healthcare providers [1]. Though promising, electronic access to patient data poses its own challenges of 

data overload and challenging workflow changes [2–4]. EHRs are systems of record, displaying all available patient 

information. However, EHRs often require the user to identify time-sensitive patient data amidst hundreds of data 

elements. Providers typically access the record in a “pull” mode in which users seek out data elements of interest by 

occasionally reviewing the chart for new updates. Physicians spend as much as half of their time interacting with the 

EHR, and 12% of their time reviewing test results alone [5,6]. These are two of many challenges that limit the 

otherwise promising potential for digitalization to improve the quality and efficiency of care [7–9].    

 

Real-time notifications help turn a “pull” mode of data review into a “push” mode in which specified data is actively 

presented to individuals for time-sensitive decision making. A large literature has examined the impacts of such 

notifications, particularly for critical laboratory results [10–12]. Critical result notifications create their own 

challenge of “alert fatigue”, although there is evidence that alert-based decision support systems can meaningfully 

improve patient care [8,13]. Push notifications of troponin results to emergency department (ED) physicians, for 

example, have reduced the time to discharge among patients presenting with chest pain [14].     

 

A complement to the “pull” mode inherent in a system of record is a customizable notification system. We 

previously implemented a general notification platform for clinical data using software offered by a commercial 

vendor (Herald Health, Cambridge, MA) and have been used for alerts about critical lab results, radiology results, 

home care needs, and care pathways. During the winter and early spring of 2018, operational leadership at the 

hospital became interested in using Herald for improving patient flow within the hospital. A severe influenza season 

created a high volume of patients who could need single-occupancy rooms. Before transferring to an inpatient bed, 

patients with suspected flu would stay in the ED until an influenza test revealed whether the patient was appropriate 

for single or double occupancy. Given the high hospital census during influenza season, more timely communication 

of negative flu to the operations personnel responsible for bed assignment could improve patient care and efficiency.  

 

Our objective in this study is to evaluate the impact of real-time notifications beyond the traditional focus on critical 

lab results. We hypothesize that a customizable notification platform such as Herald can significantly improve 

patient care by accelerating decisions made by frontline staff. Here, we examine the impact of a protocol for 

influenza test results on transfer times from the ED to an assigned bed.  
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Methods 

In this retrospective observational study, we used a pre-post methodology to analyze data about patients admitted to 

the Brigham and Women’s Hospital (BWH) through the emergency department (ED). Specifically, we focused only 

on patients for whom a rapid Influenza test (known as a “flu swab”) was collected while they were in the ED, and the 

result of the swab was negative for Influenza A and Influenza B. These patients are automatically put on droplet 

precautions when the flu swab is ordered. If they require an admission to the inpatient units, they will need to be 

admitted to a single-occupancy room because of the droplet precautions. However, if the result of the flu swab is 

negative, assuming the patient does not have any other conditions requiring isolation, the patient can be admitted to a 

shared room (most rooms in the hospital units are shared rooms with two patient beds). Because the negative result is 

not an “abnormal” result requiring immediate medical intervention, it is not communicated to the providers. 

Consequently, many patients remain on “droplet isolation” status in the ED and are ineligible for a shared room, 

delaying their admission and transfer to inpatient units. 

The Herald Health notification platform connects to a variety of real-time clinical data sources and monitors those 

data sources according to a set of protocols defined by frontline users or hospital administrators. Protocols can be 

simple rules—for example, a final imaging report is available—or contain complex logic, requiring a variety of 

patient data elements to be met before triggering (e.g. a physical therapy consult has been ordered for a patient on 

Medicare that lives within 5 miles of the hospital). If the conditions for a protocol are met, the software sends a 

notification to a frontline staff member according to their preferred communication channel, such as a pager, email, 

or web-based feed of events. The software had previously been deployed at Brigham and Women’s Hospital for 

alerts about critical lab results, radiology results, home care needs (notifying care coordinators that an order was 

placed for home physical therapy), and care pathways (identifying patients eligible for a home hospital program). 

 

For the protocol we study here—alerting operations staff when flu test results are available for a patient waiting to be 

admitted to the hospital—the Herald software receives the lab test results via HL7 v2 message and patient location 

and bed status information available via additional application programming interfaces (APIs). The software processes 

these data in real time and checks whether the protocol logic is satisfied for each set of flu tests received. If the protocol 

is satisfied, the software automatically sends a page with the test result and patient information to the designated 

operations associate in charge of bed assignment via the hospital’s in-house paging system.  

We collected data about patients with negative flu swab results who visited the BWH ED from three months before 

the software was deployed until three months after its implementation. We identified the timestamps associated with 

the flu swab order, flu swab result, droplet isolation order start and end time, and the date and time of patient’s transfer 

from the ED to an inpatient unit. 

The primary outcome of our study was time from when the flu swab negative result was available until the patient 

was transferred to an inpatient unit. We excluded patients who were not admitted to an inpatient unit, patients whose 

flu swab result was only available after their transfer to an inpatient unit, and patients who remained on droplet 

isolation for more than 48 hours (i.e. had other indications for droplet precautions). Secondary outcomes included 

time from flu swab result until the time the precautionary droplet isolation order was discontinued and ED length of 

stay (LOS). ED LOS was defined as time from arrival at the ED until the patient arrived at their assigned bed in the 

inpatient unit. Therefore, it included the actual stay in the ED plus the “boarding time” for those patients who did not 

get directly transferred from the ED to their inpatient bed. 

We anticipated that all outcome measures would be continuous variables with a significant skew, therefore we 

compared them using the Mann-Whitney U test for comparison of means. All analyses were done using R version 

3.4.3 [15] and the study was approved by the Institutional Review Board of Partners Healthcare. 

Results 

A total of 917 cases with negative flu swab results were considered for this study, and 814 were included in the final 

analysis (the rest were excluded because their isolation status lasted more than 48 hours after the flu swab was 

resulted). Table 1 summarizes the key demographic features of the two study arms. Overall, no significant difference 

was observed between the two study arms with respect to these demographic characteristics.  

Figure 1 shows the distribution of the three main outcomes before and after the implementation of the flu test result 

notification protocol. The distribution of all three outcome variables shifted to shorter time intervals after 

implementation of the notification protocol. 
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Table 2 compares the mean, standard deviation, median, and interquartile range of each outcome across the two 

periods. The time from flu swab negative result was available until the patient was transferred to the inpatient unit 

was statistically significantly shorter after the notifications were implemented (decreasing from a median of 4.1 hours 

to 3.0). The time from flu swab negative result was available until the isolation order was discontinued decreased by 

a similar amount (from 2.8 hours to 2.0). Similarly, the ED LOS was shorter in patients with negative flu swabs after 

the notifications were implemented compared to the historical control (from a median of 7.1 to 6.2). The distribution 

for each outcome was significantly different pre versus post-implementation of the protocol (with p-values of < 0.001, 

0.006, and <0.001 respectively). For all three outcome measures, outliers existed in both arms of the study. However, 

removing those outliers did not change the directionality or statistical significance of the results. 

 

Table 1. Distribution of patient characteristics across the two study arms.  The last row shows the p-value for the 

Mann-Whitney U test. 

 

 Before After 

Number of encounters 404 410 

Number of patients 392 401 

Sex = female (%) 225 (56%) 211 (51%) 

Age (mean ± SD in years) 64.1 ± 17.2 61.1 ± 16.9 

Race (%) White 260 (64.4%) 261 (63.7%) 

Black 68 (16.8%) 77 (18.8%) 

Hispanic 24 (5.9%) 24 (5.9%) 

Asian 21 (5.2%) 22 (5.4%) 

Other/Unknown 31 (7.7%) 26 (6.2%) 

Primary Insurance (%) Medicare 215 (53.2%) 204 (49.8%) 

Medicaid 42 (10.4%) 36 (8.8%) 

Commercial 135 (33.4%) 157 (38.3%) 

Other 12 (3.0%) 13 (3.1%) 

 

 

   

a. Time from flu swab 

negative until transfer of 

patient to inpatient unit 

b. Time from flu swab 

negative to cancelation of 

isolation order 

c. ED length of stay 

   

Figure 1. Distribution of the main outcome variables across the two study arms. All outcome measures are reported 

in hours. See text for explanation regarding the outlier values. 
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Table 2. Distribution of the main outcome variables across the two study arms. All outcome measures are reported 

in hours. 

 

 
Time from flu swab 

negative until transfer of 

patient to inpatient unit 

Time from flu swab 

negative to cancelation 

of isolation order 

ED length of stay 

 Before After Before After Before After 

Mean (SD) 6.2 (6.7) 5.4 (6.3) 7.2 (10.8) 5.3 (8.5) 9.5 (6.8) 8.9 (7.1) 

Median (IQR) 4.1 (5.2) 3.0 (3.9) 2.8 (6.4) 2.0 (5.3) 7.1 (5.2) 6.2 (4.2) 

P-value < 0.001 0.006 < 0.001 

 

Discussion 

We observed that a push notification of negative flu test results for patients admitted from the ED with suspected 

influenza awaiting inpatient bed resulted in approximately one-hour median declines for time to cancellation of 

isolation order, time to transfer to inpatient unit, and ED length of stay. These results are both clinically and statistically 

significant. 

Increased boarding hours in the ED are associated with worse patient outcomes.  Creation of new more available bed-

hours in an ED during peak demand periods will increase more timely evaluations for other patients waiting for care.  

Scarce inpatient isolation rooms are also preserved for the most appropriate patients. More broadly, our results 

demonstrate that a tailored push notification system can have impact not just in clinical care, but also in hospital 

operations.  While the study did not formally assess patient satisfaction, prolonged ED length of stay is known to 

negatively affect patient experience. 

Both critical lab result notifications and adverse drug interaction alerts have received significant attention for their 

potential impacts on physician behavior and patient safety [16–18]. The opportunity to use real-time data from 

EHRs to improve the quality and efficiency of care may be broader [19] . A variety of frontline providers—from 

physicians and nurses to care coordinators and operations associates—make daily decisions that depend upon real-

time data.  That patient data can take many forms, including laboratory results, location, drug administration, 

demographics, and imaging studies.  The typical “pull” mode of reviewing the system of record for updates can 

create delays in decision making, or worse, risk overlooking important changes to patient status. Data overload and 

poor EHR usability impede quick action.   

 

Our study has limitations. A pre-post design is not ideal to assess causal relationships, and it is likely that unmeasured 

or unmeasurable factors external to this study may have contributed to the change observed in the outcome measures. 

Of note, the implementation of the notification system for flu negative patients was part of an operational decision on 

improving the flow of such patients, and it is likely that this operational push itself may have contributed to the 

outcome. Also, ED volume is affected by other seasonal factors, and a pre-post design cannot account for such factors. 

Nevertheless, the fact that our secondary outcome (time to discontinue isolation order), which is not impacted by 

temporal trends in hospital capacity, also declined in the same period suggests that these results are not exclusively 

due to seasonal trends. We also did not specifically study the potential for alert fatigue, which is a concern with all 

electronic notifications. However, we believe the potential for alert fatigue was minimal, because the notifications 

were purposefully designed in collaboration with the designated operations associates in charge of bed assignment, 

and because of the small number of cases that would qualify for these notifications (less than 5 a day, on average). 

Lastly, our analysis is limited to influenza testing only, and this may limit its generalizability. However, there are 

other use cases for infection control (such as resistant bacteria) that may present much larger opportunities, without 

seasonality. All in all, our findings support our original hypothesis that such a customizable notification system can 

play a significant role in facilitating hospital operations. 
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Conclusion 

We demonstrated that a customizable, real-time notification system can significantly impact the efficiency of patient 

flow in the emergency department when tailored to the workflows of operations personnel responsible for bed 

assignment. 
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Abstract We study the problem of privacy-preserving machine learning (PPML) for ensemble methods, focusing
our effort on random forests. In collaborative analysis, PPML attempts to solve the conflict between the need for
data sharing and privacy. This is especially important in privacy sensitive applications such as learning predictive
models for clinical decision support from EHR data from different clinics, where each clinic has a responsibility for its
patients’ privacy. We propose a new approach for ensemble methods: each entity learns a model, from its own data,
and then when a client asks the prediction for a new private instance, the answers from all the locally trained models
are used to compute the prediction in such a way that no extra information is revealed. We implement this approach
for random forests and we demonstrate its high efficiency and potential accuracy benefit via experiments on real-world
datasets, including actual EHR data.

Introduction

Nowadays, machine learning (ML) models are deployed for prediction in many privacy sensitive scenarios (e.g.,
personalized medicine or genome-based prediction). A classic example is disease diagnosis, where a model predicts
the risk of a disease for a patient by simply looking at his/her health records. Such models are constructed by applying
learning methods from the literature to specific data collected for this task (the training data,—instances for which the
outcome is known—in the preceding example these are health records of patients monitored for the specific disease).
Prior experience in ML model training suggests that having access to a large and diverse training dataset is a key
ingredient in order to enhance the efficacy of the learned model1. A training dataset with these feature can be created
by merging several silos of data collected locally by different entities. Therefore, sharing and merging data can
result in mutual gain to the entities involved in the process and, finally, to the broader community. For example,
hospitals and clinics located in different cities across a country can locally collect clinical data that is then used to run
a collaborative analysis with the potential to improve the health-care system of the entire country. However, in privacy
sensitive scenarios, sharing data is hindered by significant privacy concerns and legal regulations (e.g., HIPAA laws in
the United States and GDPR for the European Union). In the example described before, sharing clinical data directly
competes with the need for healthcare providers to protect the privacy of each patient and respect current privacy
policies and laws.

Based on the preceding discussion, we often face the following dilemma: share data to improve accuracy or keep data
and information secret to protect privacy? Notice that de-identification cannot resolve this standoff: several works2, 3

demonstrated that sharing de-identified data is not a secure approach since in many contexts the potential for re-
identification is high. More sophisticated anonymization criteria (e.g., k-anonimity, l-diversity, t-closeness, etc.) were
proposed by the database community. While arguably better than de-identification, all such “syntactic” approaches
work only in presence of assumptions regarding the adversary’s background knowledge. Conversely, cryptographic
tools can guarantee perfect privacy of shared data in more general situations. For example, a number of privacy-
preserving training algorithms have been proposed since the seminal paper of Lindell and Pinkas4 introduced this
concept in 2000. These algorithms use advanced cryptographic tools in order to allow different parties to run known
learning algorithms on the merge of local datasets without revealing the actual data. This approach guarantees privacy
at the price of high communication and computation overhead. Once the model is learned, we face another privacy
problem: using the model to compute a prediction for new instances while both the model and the instances data are
sensitive information privately held by different parties. This problem can be solved using again cryptographic tools,
and an algorithm designed for this task is called privacy-preserving scoring. In conclusion, a solution that uses the
current tools to guarantee privacy at all levels (e.g., for the data providers, model providers, model users) deploys two
privacy-preserving systems, a first one for training and a second one for scoring.

In this work, we notice that for ensemble methods, for which the learned model is formed by a set of more basic models
and the prediction for a new instance is computed by blending together the basic predictions, there can be an easier and
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more efficient solution that needs only one system; we refer to this solution as the “locally learn then merge” approach.
Each entity with a local data silo (i.e., providers) can train its own local model Mi, and then the prediction given by
these models can be merged at the moment when the scoring for a new (eventually private) instance is computed. That
is, a user with input x gets y = Φ(M1(x), . . . ,Mt(x)) for a specific merging function Φ. Here Mi(x) indicates the
prediction of the local model Mi for the instance x. In this approach, privacy concerns coming from data sharing
in the training phase are not present since, clearly, local training does not require data sharing. Moreover, there is
no overhead for the training phase (this is run as in the standard ML scenario), while the final prediction can benefit
from merging the local predictions via the function Φ. On the other hand, accuracy loss (with respect to a model
learned from the merged data) and information leakage can happen during the merging/scoring phase. In particular,
a challenge remains with this simple and elegant approach to collaborative ML: if we want to guarantee model and
user’s input privacy (i.e., the user learns y and no other information on the models Mi, the providers learn nothing
about x), then even after the training phase each provider must maintain its own on-line server and communicate
with the client and the other providers each time a new prediction is requested. Since in a real-world scenario (i.e.,
healthcare environment), this requirement can be cumbersome to implement, we design our system in the cloud model,
where the computation of the prediction from the local models is outsourced to a central server and providers are not
required to be on-line during the scoring process (Fig. 1). Since we do not require the server to be trusted, each model
Mi is sent to the server in encrypted form (i.e., [Mi]). Once this is done, the providers (e.g., clinics) can go off-line
and when a user (e.g., medical research institution) requires access to the models to compute predictions for new data,
the server communicates with it and computes the answer from the encrypted models.

provider 1
data1 →M1

provider 2
data2 →M2

· · ·
provider t

datat →Mt

untrusted
server

user

prediction
for x?

It is y

[x]

[y]

[M1]

[M2]

[Mt]

Figure 1: Overview of the new “locally learn then
merge” approach in the cloud model. The providers
upload the encrypted models to the server and then
go off-line. The server is on-line to answer to the
prediction requests of the user.

In this work, we specify and evaluate the “locally learn then
merge” paradigm in the cloud model for a widely-used en-
semble method: random forests. Random forests5 are among
the most accurate and widely-used ML ensemble models and
are employed across a variety of challenging tasks, includ-
ing predictive modeling from clinical data6, that are charac-
terized by high dimension and variable interactions, or other
non-linearities in the target concept. A random forest is a col-
lection of simple decision trees. By the use of different trees,
a random forest can capture variable interactions without the
need for the learner to know or guess all relevant interactions
ahead of time in order to represent them with new variables
(interaction terms); by their ensemble nature, random forests
effectively reduce the over-fitting often observed with ordinary
decision tree learning. A less-recognized advantage of random forests is that they can be learned in a distributed man-
ner. In this circumstance, separate random forests can easily be learned locally by entities with data silos, and then the
prediction for a new instance is computed as the arithmetic mean of the predictions of all the trees in the locally trained
random forests (i.e., the merging function Φ is the arithmetic mean). We design a system implementing this approach
for random forest using standard and fast cryptographic primitives. While our scheme is efficient even for forests of
many trees, not surprisingly its run-time and communication complexity grow exponentially with maximum tree depth
in a forest. Therefore we also provide empirical evidence that across a variety of data sets and tasks, increasing the
number of trees can effectively make up for any accuracy or AUC lost by incorporating a stringent limit on tree depth,
such as 8 or even 6.

Related Work: There is an extensive research that propose privacy-preserving training7 protocols and few of them
focus on training decision tree. After that Lindell and Pinkas4 in 2000 presented a system for two data-providers,
Xiao et al.8 and Samet and Miri9 considered the case of more than two providers. While the former works consider
horizontally partitioned data, another line of work10, 11 assumes data that are vertically partitioned among two or more
data holders. Lastly, in 2014 Vaidya et al.12 proposed a method to learn and score random trees in a privacy preserving
manner. Like our approach, their approach requires encryption-based collaboration to make predictions. Unlike our
approach, their approach also requires interaction and collaboration at training time. One party proposes a random tree
structure, and all parties must contribute information to the distributions at the leaf nodes. In our approach, learning
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is completely independent for each party, and hence training is much faster. An advantage of Vaidya et al. is the
ability to also address vertically partitioned data. Privacy-preserving scoring protocols for decision trees have been
designed using different cryptographic tools (e.g., levelled homomorphic encryption13, LHE14, secret-sharing15, OT-
channels16). In 2017, Backes et al.17 improved and extended to random forests the algorithm presented by Brickell et
al.18 Another line of research focuses on constructing differentially private decision trees, see for example the work of
Jagannathan et al.19 and Rana et al.20 Our approach is orthogonal to differential privacy since we consider a different
threat model.

Methods: decision trees (DTs) and random forests (RFs)
N1

N2

`1 `2

N3

`3 `4

P2,1(x1, x2) = (x1 − 1)(x2 − 1)

P2,2(x1, x2) = (x1 − 1)(x2 + 1)

P2,3(x1, x3) = (x1 + 1)(x3 − 1)

P2,4(x1, x3) = (x1 + 1)(x3 + 1)

Figure 2: Polynomial represen-
tation of a depth 2 complete DT.

Decision trees (DTs) are a nonparametric ML model used for both classification
and regression problems. While there are a myriad of algorithms for construct-
ing DTs, we focus here on describing the model representation of the scoring
procedure. A decision tree (DT), T , can be viewed as mapping a column vector
x = (x[1], . . . ,x[n])> of features to a prediction value y. In practice, we assume
that T is represented as a directed acyclic graph with two types of nodes: splitting
nodes which have children, and leaf nodes which have no children. Moreover, T
has a single root node, which is also a splitting node, that has no parents. For an
input x ∈ Rn, we traverse the tree T starting from the root and reach a leaf. Each
splitting node Ni is defined by a pair (ji, ti) where ji is an index in {1, . . . , n}
and ti ∈ R is a threshold value. In the root-leaf path, at node i we take the right
branch if x[ji] ≥ ti. Otherwise, we take the left one. Thus, each splitting node Ni is associated with the function
Ni(x) = e>ji · x − ti and the value ni = sign(Ni(x)) (where · is the standard row-by-column multiplication). Here
the vector ei is the column vector in Rn with all zeros except for a 1 in position i and e>i is its transpose. Moreover,
if x ∈ R, then sign(x) = 1 if x ≥ 0 and sign(x) = −1 otherwise. In this way we traverse the tree and we reach a leaf
node. The i-th leaf node is associated with the label `i, which is defined to be the prediction of the query x that reaches
the i-th leaf (i.e., y = T (x) = `i). The format of the labels {`i}i depends on the specific ML problem (regression,
multiclass classification or binary classification). In this work, we assume `i ∈ [0, 1] representing the probability of
x being classified as + in a binary classification problems with labels {+,−}. The depth of a tree is the maximum
number of splitting nodes visited before reaching a leaf. In general, DTs need not be binary or complete. However,
all DTs can be transformed into a complete binary tree by increasing the depth of the tree and introducing “dummy”
splitting nodes. Without loss of generality, here we only consider complete binary DTs. A complete binary tree of
depth d has 2d leaves and 2d − 1 splitting nodes. Random forests (RFs), proposed by Leo Breiman5, are an ensemble
learning algorithm that are based on DTs. An ensemble learner incorporates the predictions of multiple models to
yield a final consensus prediction. More precisely, a random forest RF consists of m trees, T1, . . . , Tm, and scoring
RF on input x means computing y = 1

m

∑m
i=1 Ti(x). Let d be the maximum of the depths of the trees in RF , we

refer to d and m as the hyperparameters of the forest.

Polynomial representation: We can represent a tree using polynomials. Let T be a complete binary tree of depth d,
then we associate each leaf with the product of d binomials of the form (xi−1) or (xi +1) using the following rule: in
the root-leaf path, if at the node Ni left turn is taken, choose (xi−1) otherwise choose (xi + 1). We indicate with Pd,i

the polynomial of degree d corresponding to the i-th leaf. Notice that Pd,i contains only d variables, out of the 2d − 1
total possible variables (one for each splitting node). We call Id,i the set of indices of the variables that appears in Pd,i

and we write Pd,i((xj)j∈Ii) to indicate this; in Fig. 2, I2,1 = I2,2 = {1, 2} and I2,3 = I2,4 = {1, 3}. Now T (x) can
be computed by evaluating the polynomials {Pd,i((xj)j∈Ii)}i=1,...,2d on the values {nj}j=1,...,2d−1. Indeed, if i∗ is
the unique value for the index i for which Pd,i((nj)j∈Ii)) 6= 0, then T (x) = `i∗ .

Methods: cryptographic tools

A linearly-homomorphic encryption (LHE) scheme is defined by three algorithms: The key-generation algorithm Gen
takes as input a security parameter and outputs the pair of secret and public key, (sk,pk). The encryption algorithm
Enc is a randomized algorithm that takes pk and an input x, and outputs a ciphertext, c← Encpk(x). The decryption
algorithm Dec is a deterministic function that takes sk and c, and recovers the original input x with probability 1
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over Enc’s random choice. The standard security property (semantic security) states that it is infeasible to gain extra
information about an input when given only its ciphertext c and the public key. Moreover, we have the homomorphic
property: informally, linear functions of encrypted data can be computed without decrypting (e.g., from Encpk(x1)
and Encpk(x2) we can compute Encpk(x1+x2) without knowing x1 and x2). Efficient instantiations of this primitive
are known21. In the design of the privacy-preserving system presented later on in this work, we will deploy the secure
comparison protocol ΠSC. The latter22 is a modification of the protocol presented by Kerschbaum and Terzidis23 and
has the following structure: party 1 has an encryption of an integer a, while party 2 knows the corresponding secret key.
They run the protocol and the output is a multiplicative sharing of the sign of a and no extra information about a. In
particular, party 1 receives a share α ∈ {−1,+1} and party 2 receives a share β ∈ {−1,+1} such that αβ = sign(a)
and the knowledge of only one share gives no information on sign(a).

Results: the proposed system

In this section we describe our system, where the prediction for a new instance is computed using the RFs trained by
different and mutually distrustful parties on their local data silos. We start by describing the role of the parties involved
and the security model.

Providers: There are t providers, the k-th one, Pk, has a forest RFk = {T k
1 , . . . , T

k
mk
} with mk DTs; we assume that

the forest hyperparameters (mk and maximum tree depth dk) are public values, while the description of the trees is the
secret input of Pk to the system. The providers have no output.

Server: The server has no input and no output; it is not trusted to handle private data neither proprietary models.
Its function is providing reliable software and hardware to store encrypted version of the models RFk and handling
prediction request from the user in real-time.

User: Its secret input is an instance x ∈ Rn and the output is the prediction for x according to all the trees T k
j (n is

public); more precisely, the user’s output from the system is y = 1
m

∑t
k=1

∑mk

j=1 T
k
j (x) with m = m1 + · · ·+mk.

We assume that all the parties involved are honest-but-curious (i.e., they always follow the specifications of the protocol
but try to learn extra information about other parties secret input from the messages received during the execution of
the protocol) and non-colluding (e.g., in real world applications, physical restrictions or economic incentives can be
used to assure that the server has no interest in colluding with another party). Using the cryptographic tools described
before and other standard tools, we design a system where only the user gets to know y and it gets no other information
about the private models held by the providers. Moreover, the providers and the server gain no information about the
input x. The system we present has two phases: an off-line phase, during which each provider uploads an encrypted
form of its forest to the server, and an on-line phase, during which the prediction for a specific input x is computed
by the server and the user. Notice that the off-line phase is independent of the actual input of the user and needs to
be executed only once (i.e., when the providers join the system). After that, the providers can leave the system and
the server will manage each prediction request. In particular, for each request, a new on-line phase is executed by the
server together with the user making the request (it is possible to have more than one user requesting predictions).
Each phase is described below:

Off-line Phase: The goal of this phase is to transmit all the trees to the server, but in encrypted form. That is, the
server will know the public hyperparameters of each locally learned forest but have no knowledge about the specific
structure of the trees in the forests (i.e., it does not know the indices ij , the thresholds ti, or the leaf values `i). This is
achieved by having each provider execute a new model-encryption procedure we design22. Using this, the Pk encrypts
the thresholds and leaf values and hides the vectors eji using a standard PRF (pseudorandom function); then it sends
the encrypted forest to the server; after this Pk can leave the system. We indicate the encrypted forest, which is a
collection of encrypted trees, with the notation {[T k

j ]}j=1...,mk
.

On-line Phase: For each prediction request, this phase is executed. A user with input x joins the system sending
Encpk(x) to the server. Now, the user and the server run the tree evaluation protocol ΠTE for each encrypted tree
[T k

j ] of the forests that were uploaded to the server. This protocol returns an additive sharing of T k
j (x) (i.e., the server

gets the share rkj ∈ [0, 1] and the user gets the share skj ∈ [0, 1] such that T k
j (x) = skj + rkj and the knowledge of

only one share does not reveal T k
j (x)). Finally, the server sends the sum r =

∑t
k=1

∑mk

j=1 r
k
j of its shares (one for
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each tree) to the user, which computes y as (s + r)/m, where s =
∑t

k=1

∑mk

j=1 s
k
j is the sum of the user’s shares.

The security of our system against a honest-but-curious server follows from the security of the encryption scheme: all
the messages received by the server are ciphertexts. Moreover, the user does not learn any extra information about the
local models since it does not see the individual predictions (i.e., for each tree the user only see the share skj ).

High level description of protocol ΠTE (more details in the full version22): Recall that, given a tree T and an input
x, finding the index i∗ such that the polynomial Pd,i∗ evaluates 0 on the values {nj}j is equivalent to compute T (x)
(i.e., T (x) = `i∗ ). Therefore, finding i∗ is sufficient in order to then compute an additive sharing of T (x). In the
privacy-preserving scenario, the main challenges in doing this are: 1) First of all, notice that neither the server or the
user can see i∗ in the clear, indeed knowing the index of the reached leaf can leak information about the inputs and
the tree structure (when more than a request is made). We solve this using a simple tree randomization stratagem that
hides i∗ for the user (i.e., the user gets to know i∗ for an tree T ′ equivalent to T but with nodes randomly permuted
by the server) and a standard cryptographic tool called oblivious transfer that hides i∗ for the server (i.e., once that the
user gets i∗ for T ′, the oblivious transfer protocols allows it to receive `i∗ without revealing i∗ to the server); 2) Then
observe that neither the server or the user can see the {nj}j in the clear, indeed also these values can leak information
about x or T . To solve this we use the homomorphic property of the underlying LHE a, the secure comparison protocol
ΠSC and an algebraic property of the polynomials {Pd,i}i. Since each nj = Nj(x) is a linear function of x, the server
can compute Encpk(Nj(x)) from Encpk(x) (assuming that the underlying scheme is an LHE scheme); then the server
and the user run protocol ΠSC: the server is party 1 with a = Nj(x) and the user is party 2; at the end they know αj

and βj , respectively and such that αjβj = nj . However, the value nj is kept secret. Finally, notice the following: for
each i = 1, . . . , 2d we have Pd,i((βj)j∈Ii)

∏
j∈Ii

αj = Pd,i((nj)j∈Ii) and therefore Pd,i((nj)j∈Ii) = 0 if and only if

Pd,i((βj)j∈Ii) = 0. This implies that i∗ can be computed locally by the user that knows {βj}j .

Complexity of the system in terms of cryptographic operations: During the off-line phase, the providers run the model-
encryption procedure to encrypt their models RF1, · · · , RFt. Assume that RFk has hyperparameters dk and mk,
then for Pk the model-encryption procedure costs Θ(mk 2dk) encryptions. Moreover, Pk sends to the server mk 2dk+1

ciphertexts. The complexity of the on-line phase is dominated by them repetitions of protocol ΠTE. The latter requires
Θ(n 2d) operations (Θ(2d) for the user and Θ(n 2d) for the server) and generates Θ(2d) ciphertexts exchanged among
the server and the user to score a tree of depth d on an instance with n features. Therefore, the on-line phase has
complexity proportional to nm 2d, where d = maxk dk. Finally, notice that many steps of our system can be easily
run in parallel. For example, the m needed instances of protocol ΠTE can be executed concurrently.

Discussion: random forest (RF) hyperparameters

Since the depth and number of trees (i.e. model hyperparameters) affect the efficiency of our system, we provide here
an empirical demonstration that bounding them can be done without adversely the prediction efficacy.

Bounded depth: Typically, during the training phase a RF is grown such that each tree may split in a greedy fashion
without concern for the depth of the trees. We provide here an empirical inspection of the effect of bounding the
depth to a maximum value d on the efficacy (AUC value) of the learned forest. We utilize the public Kent Ridge
Colon-cancer dataset from the UCI repository (reference in Table 2) and we looked at various combinations of d and
the number of trees in the forest,m. Specifically, we consider values of d in {1, 2, . . . , 28, 30} and 25 different choices
of m in {1, 5, 10, 25, 50, 100, 200, 300, . . . , 1900, 2000}. For each pair of values, we performed 30 replicates of a RF
model construction and evaluation process. For each model, the construction began with choosing a random 70% of
the data to serve as training data and the remaining 30% as testing data. A model was then built with the specified
hyperparamters and AUC was measured on the testing data. In Fig. 3 we present the results of this investigation
as a heatmap. For this task even a maximum depth of 6 was competitive with larger depth choices if 300 trees are
considered. This suggests that while the standard learning algorithm may greedily grow trees very deeply, the overall
performance is not substantially impacted by bounding the maximum depth.

Tuning methodology: Common practice for training ML algorithms involves some selection method for determining
a A party (different form the server) runs Gen(κ), makes pk public and safely stores sk. The user needs to authenticate itself with this party in

order to get the secret key sk. Notice that the role of this party can be assumed by the user itself or by one or more of the providers.
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a choice for the hyperparameters. One standard selection method is a grid-based search wherein a researcher will
predefine some set of choices for each hyperparameter and then compute the cross product of these sets and choose
the combination that maximized the AUC of the model. For example, for RF, we pick the hyperparameters as d∗,m∗ =
argmax(d,m)∈D×MAUC(RF (d,m)), where RF (d,m) is a RF trained with hyperparameters d and m, AUC(·) is
the AUC of a given RF on some held aside validation data and D,M are fixed sets. However, this procedure searches
all combinations of d and m, whereas we are interested in controlling the value m 2d because the overhead of our
system its directly proportional to it. Therefore, between two hyperparameters choices giving the same efficacy,
we are interested to choose the one that produces smaller overhead. In other words, our approach for tuning is the
following: we fix a value s and then we maximize the model efficacy constrained to choosing the hyperparameters d
and m in the set Qs = {(m, d) ∈ Z+ × Z+ | m 2d ≤ s}. The gray line in Fig. 3 depicts the boundary of Qs when
s = 215 and dictates that choices above it are too large, and choices below are of acceptable overhead. Even if the
number of acceptable choices is relatively small compared to the total number of combinations, it is worth noting that
we saw competitive performance as both depth and number of trees exceeded some minimum choices. This suggests
that we may be able to achieve both good performance and small overhead.

Figure 3: Heatmap of mean AUC values for various combina-
tions of d and m. The gray line indicates m 2d = 215. The
gold star indicates the best overall combination of d and m
(AUC=0.823), the silver diamond indicates the best overall com-
bination constrained bym 2d ≤ 215 (AUC=0.809). The silver di-
amond is also on the colorbar indicating the corresponding AUC.

Performance: efficacy

To conclude our work, we want to experimentally
validate our system. First, we study the effect of
the “locally learn then merge” approach on the pre-
diction accuracy. In particular, we want to com-
pare the accuracy of the proposed method with the
one of the standard “merge then learn” approachb.
We provide an empirical investigation of this in
two fashions: across three disease prediction tasks
using EHR data from the Marshfield Clinic in Marsh-
field, WI, and across five predictions tasks from the
UCI database.

Real EHR Data. We consider the tasks of predict-
ing three diseases 1 month in advance: Influenza
(ICD-9 487.1), Acute Myocardial Infarction (ICD-
9 410.4), and Lung Cancer (ICD-9 162.9). Each
dataset was comprised of up to 10,000 randomly
selected case-control matched patients on age and
date of birth (within 30 days), with cases having 2
or more positive entries of the target diagnosis on
their record and the control having no entries (rule
of 2). Data for each case-control pair were trun-
cated following 30-days prior to the case patient’s
first diagnosis entry to control for class-label leak-
age. Features were comprised of patient demographics, diagnoses, procedures, laboratory values and vitals. Unsu-
pervised feature selection was performed on a per-disease basis first with a 1% frequency-based filter to remove very
uncommon features and then followed up with principal component analysis to reduce the overall dimension of the
data to 1,000 (this was done to improve the performance speed of our algorithm). For each of the 3 diseases, we
constructed, as a performance baseline, a RF model with 500 trees, a maximum depth of 8, and 10% of features
considered at each split in the tree. Models were trained on 90% of the data and tested on a held aside 10%. We
compared these baseline models (i.e., “merge then learn” approach) with our “locally learn then merge” approach
by again constructing a forest with the same hyperparameters except the training data were partitioned between two
simulated providers each with 45% of the original data that were used to train two smaller forests of 250 trees each

bIf there are no privacy concerns, parties can simply share their data with one another and learn a single model. Otherwise a privacy-preserving
training algorithm can be used to achieve the same result.
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ICD-9 Disease Samples Features Base AUC LLM AUC Prediction Time (s)
487.1 Influenza 10,000 8,211 0.8011 0.7640 105.37±14.70
410.4 Acute MI 9,284 9,136 0.6797 0.6658 121.75±9.43
162.9 Lung Cancer 10,000 9,021 0.6313 0.5786 125.94±8.19

Table 1: Efficacy testing results for 3 EHR datasets. Number of features are calculated before applying PCA (post-
PCA selected the top 1,000 components). Base AUC refers to a forest learned on the whole dataset (“merge then
learn” approach) and LLM AUC refers to a forest learned in our “locally learn then merge” fashion. Prediction Time
refers to the mean±std time required for our system to return a prediction for a single patient query.

and then merged together. Model performance was measured using the area under the receiver operating characteristic
curve (AUC), a common ML accuracy metric. We present in Table 1 both the dataset information and results of our
experimentation. We find that the AUC achieved on partitioned data for these three tasks are less than the shared data.
While this efficacy loss is meaningful, it is possible that with the additional data providers it may be mitigated.

Figure 4: Effect of locally learning then merging compared to learn-
ing from a merged dataset. Subfigures B-F shows on the datasets
of Table 2 how AUC is impacted by the number of providers. The
dashed, solid and dotted lines shows AUC values for the locally learn
then merge, the zero-sharing and the merge then learn approach, re-
spectively. Subfigure A shows the AUC difference between the lo-
cally learn then merge and merge then learn (positive values indicate
an improvement using our approach).

UCI Datasets. We use five UCI datasets (ref-
erences in Table 2) to investigate the effect of
the number of providers sharing data on the
performance of a RF. To simulate a dataset be-
ing shared amongst t providers, we randomly
split each UCI dataset into t equal sized and
unique chunks, D1, . . . , Dt, with each chunk
belonging to a single provider. Each chunk
was then split into a training (70% of the
data) and testing set (30% of the data), i.e.
Di = Traini ∪ Testi. We then learned models
in three different ways. To simulate the ef-
fect of “zero sharing” (i.e., providers with silo
data do not share data or models), provider
i learns a forest on Traini and tests on Testi
achieving AUCi with the average silo AUC
taken as the mean across all t providers. Each
forest was learned with 50 trees of maximum
depth 8. To simulate the effect of “locally
learn then merge”, each provider learns a RF
on their own training data, the forests are
merged together, and the AUC is calculated
on the merged testing data, ∪iTesti. Again,
each provider learned 50 trees of maximum
depth 8 and the final merged forest being of
size 50 t trees. To simulate the effect of a
merged dataset (“merge the learn”) we learn
a single forest with 50 t trees and maximum
depth 8 from ∪iTraini and then evaluate the
AUC on ∪iTesti. This process was repeated
50 times to produce confidence intervals and
performed for each of the five datasets in Ta-
ble 2 across five choices of t ∈ {2, 3, 4, 5, 6}. We present the results of these experiments in Fig. 4. We see from it that
the effect of locally learning the merging has neither a strictly positive or negative effect on the quality of the model.
Indeed, our results indicate that the effect is dataset dependent. Therefore, we believe that it would be critical for a
provider to investigate how the quality of their predictions are impacted by merging their learned models with another
hospital system as compared to using their own data.
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Figure 5: Performance of protocol ΠTE on (50×# of Providers) trees of depth 8 for the datasets of Table 2.

Performance: efficiency size n Model-encryption
Time (s) Size (MB)

Australian 609 14 0.84 7.96
Breast cancer 569 30 0.90 9.6
Spambase 4601 57 1.01 12.35
Colon cancer 62 2000 10.57 210.54
Leukemia 72 7129 41.7 733.69

Table 2: References for the UCI datasets (n = num-
ber of features). The last two columns show the over-
head of the off-line phase of our system.

Implementation details. To test efficiency (i.e., bandwidth
and running time) we implemented our proposed system
in Python3.5.2. As underlying LHE we use Joye-Libert’s
scheme21 with M = Z264 and 100-bit security. We assume
all inputs are real number with absolute value less or equal to
2 · 103 and at most 3 digits in the fractional part. To convert
them into values inM, we multiply each value by 103. This
allows to represent all inputs with 21-bits values (we represent
negative values using the upper half of Z221 ) and avoid over-
flow in the secure comparison protocol. The

(
2d

1

)
-OT protocol

for 20148-bit strings is implemented24 using d calls to a standard
(
2
1

)
-OT protocol (i.e., emp-toolkit) for 100-bit strings

and 2d calls to a PRF (i.e., AES128). We provide an empirical investigation of the efficiency in two fashions: using a
commodity machine and using the HTCondor system.

Commodity machine. We report the performance of our system executed on a commodity machine (60GB memory
and 48core CPU, Intel Xeon CPU E5-2680 v3) for the UCI datasets of Table 2 in the setting described before (i.e.
each provider knows a RF with 50 trees of maximum depth 8). Several tasks in the implementation were parallelized
by multi-threading; all the timing values are averaged on five repetitions of the same experiment. Table 2 (last two
columns on the right) reports the running time of the model-encryption procedure executed by one provider during the
off-line phase; it also reports the size of the encrypted model obtained via this procedure. The number n of features
influences both results, however even for the high dimensional cases (i.e., thousands of features) the encrypted model
has size less than 1 GB and is produced in less than a minute. The on-line phase of our system consists of three steps:
first, the user submits its encrypted input to the server. Clearly, the performance of this step is influenced only by
the encryption scheme used and by the dimension of the input (i.e., number of features n). In our experiments, even
for the largest value of n, this step takes less than a second (e.g., 0.17 seconds for n = 7129). Then, the server and
the user execute m times the protocol ΠTE to evaluate each tree in the merge of all the forests. Fig. 5 illustrates the
performance of this part (the most expensive one in the on-line phase): The two graphs on the left depict the running
time of the protocol ΠTE run on 50 t trees as function of the parameter t, number of providers; the results are dataset
dependent since the server executes Θ(n 2d) cryptographic operations. The graph on the right of Fig. 5 reports the size
of the messages exchanged by the server and the user as function of t. This value is not influenced by n (dataset size)
and it only increases linearly with the number of trees; in our experiment, even for 300 trees the bandwidth required is
always less than 60 MB. In the last step of the on-line phase, the server and the user sum their shares; the overhead of
this step is independent of n and influenced only by the total number of trees (e.g., in our experiment this needs less
than 8 ms for 300 trees).

HTCondor. The experiments for the real EHR data were executed using the HTCondor system, a high-throughput
computing architecture that we utilized in a “master-worker” fashion. For each forest, one tree was learned as a
separate “job” exploiting the heavy parallelization available to RFs. Thus, both training and prediction were performed
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in a high-throughput manner. We report the running time of the on-line phase in this setting in the last column on the
right of Table 1. We find that this parallelized version of our algorithm allows us to provide near real-time interactions
as predictions are returned on average within two minutes of providing a query to the system. We believe that this
would be reasonably fast enough to support the workflow of a physician who wishes to query the model for a patient.

Conclusion

We propose a new approach for computing privacy-preserving collaborative predictions using random forests. Instead
of a system composed by a training algorithm, which usually has high overhead in the privacy-preserving setting,
followed by a scoring algorithm, we propose a system based on locally learning and then privacy-preserving merging.
To avoid the need for providers to be on-line for each prediction request, we instantiate the new approach in the cloud
model. That is, an untrusted server collects the locally trained models in encrypted form and takes care of scoring them
on a new private instance held by the user. Our system is secure in the honest-but-curious security model and extending
it to the malicious model, especially for a corrupted server, is an interesting direction for future work. We evaluate
the performance of our system on real-world datasets, the experiments we conducted show that (1) the efficacy of the
new approach is dataset dependent; this opens to future works that aim to characterize this dependency in terms of the
dataset parameters and distribution, (2) the efficiency is influenced by the forest hyperparameters, which we showed
we can control, and by the number of features n, which is given by the specific application; avoiding the dependency
on n is another interesting direction that may lead more efficient implementation of this new approach.
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Abstract 

Dietary supplement adverse events are potentially severe, yet knowledge regarding the safety of dietary supplements 
is limited. The CFSAN Adverse Event Reporting System (CAERS) contains records of adverse events attributed to 
supplements and is potentially useful for dietary supplement pharmacovigilance. This study investigates the feasibility 
of mining CAERS for dietary supplement adverse events as well as for monitoring the safety of dietary supplement 
products. Using three online resources, we mapped products in CAERS to their listed ingredients. We then ran four 
standard signal detection algorithms over the ingredient-adverse event and product-adverse event pairs extracted 
from CAERS and ranked the detected associations. Comparing 130 signals detected by all four algorithms with a 
dietary supplement resource, we found evidence for 73 (56%) associations. In addition, some detected product-
adverse event signals were consistent with product safety information. We have made a database of the detected 
adverse events publicly available at https://github.com/zhang-informatics/DDSAE. 

 
Introduction 

Dietary supplements (DSs) are commonly consumed in the United States and across the globe despite limited 
knowledge about their safety and efficacy. According to data from the National Health and Nutrition Examination 
Survey, the age adjusted consumption of DSs has gradually increased, both in male (28% to 44%) and female (38% 
to 53%) populations predominantly among adults aged ³60 years where 70% have reported using one or more DSs1-

3. Although DSs are regulated by the Dietary Supplement Health and Education Act of 1994, these regulations are less 
strict than those covering drugs and conventional foods4. Still, the adverse events (AEs) associated with the 
consumption of DSs could be severe and are implicated in approximately 23,000 emergency department visits and 
2,000 hospitalizations in the United States annually, according to 10 years of data from 63 hospitals5. Yet the use of 
DSs is often self-initiated rather than based on clinician recommendations. Because DSs do not undergo the same 
clinical trials as drugs, post-market surveillance is important for the identification of AEs for various products. 

In 2004, the US Food and Drug Administration’s (FDA) Center for Food Safety and Applied Nutrition (CFSAN) 
initiated the CFSAN Adverse Event Reporting System (CAERS) to monitor the safety of DSs, foods, cosmetics, and 
other products6. Like the Vaccine Adverse Event Reporting System (VAERS)7 and the FDA Adverse Event Reporting 
System (FAERS)8, which accept reports of AEs related to vaccines and drugs, respectively, CAERS is a main source 
for post-market safety surveillance for DS products. Reports can be submitted by manufacturers, health care 
professionals, and the public. The reported AEs encompass both major (e.g. death, hospitalization) and minor events 
(e.g. complaints about taste or color, defective packaging). 

Previous studies have demonstrated the feasibility of mining adverse event reports to detect AEs associated with drugs 
and vaccines. Sakaeda et. al. detected multiple statin-associated AEs in FAERS, suggesting the need for further clinical 
studies9. Xu and Wang detected around 200 cardiovascular AEs in FAERS that were not present in FDA drug labels10. 
Tatonetti et. al. developed two databases of drug AEs and drug-drug interactions, respectively, mined from FAERS 
reports11,12. For vaccines, studies by both Niu et. al. and Davis et. al. were able to successfully detect intussusception 
as an AE associated with rotavirus vaccines in VAERS, only a few months after cases were first reported13,14. For 
DSs, Timbo et. al. did an initial analysis of CAERS, showing that the reporting of dietary supplement adverse events 
was positively impacted by the 2006 Dietary Supplements and Nonprescription Drug Consumer Protection Act15. 
Wallace et. al. reviewed the AEs associated with a few common botanical supplements, finding that CAERS may 
underrepresent AEs associated with DSs16. Sharma et. al. developed a method for finding DSs in FAERS reports, in 
which some over-the-counter drugs contain similar ingredients to DSs17. Haller et al. investigated dietary supplement 
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adverse events by recording and reviewing calls to a poison control center, including laboratory analyses of implicated 
supplements and case reviews by an expert panel18. Also, Attipoe et al. developed a tool to allow consumers to estimate 
their risk of taking a given DS. Despite these studies, to our best knowledge, there is no prior study investigating the 
feasibility of using CAERS to detect dietary supplement adverse events.  

This study investigates the potential for mining CAERS for dietary supplement adverse events (DSAEs hereafter) 
both for individual ingredients ingredients and multi-ingredient products. For single ingredients, we used existing DS 
resources to map products in CAERS to their listed ingredients. Also using these resources, we developed a thesaurus 
of DS ingredients allowing us to map different synonymous ingredient strings to a standard form. We then ran standard 
signal detection algorithms over the CAERS database at both the ingredient and product level to detect significant 
DSAEs. We have made a dataset of the detected ingredient-adverse event and product-adverse event associations 
available at https://github.com/zhang-informatics/DDSAE. 

 

Methods 

Figure 1 gives an overview of the signal detection system. We merged three existing DS resources (details below) to 
create a mapping from DS products to their listed ingredients as well as a thesaurus of normalized DS ingredient 
names. We then mapped the DS products reported in CAERS to their normalized ingredients and generated a set of 
ingredient-AE candidate pairs from CAERS. We also extracted the DS product-AE candidate pairs directly from 
CAERS. We input both these sets of candidate pairs into a signal detection system, which finds significant associations 
among the candidates. We then evaluated a subset of these detected signals by manually comparing them with an 
evidence-based online DS resource, the Natural Medicines Comprehensive Database (NMCD)19. 

 
Figure 1: Overview of the signal detection process using the CFSAN Adverse Event Reporting System (CAERS). 
NMCD: Natural Medicines Comprehensive Database. DSLD: Dietary Supplement Label Database. LNHPD 
Licensed Natural Health Products Database.  

Preprocessing CAERS data: We used the publicly available CAERS dataset which contains reports from January 
2004 to September 2017. Each report contains the date filed, the age and sex of the patient, the name of the suspected 
product, the type of the product, and a list of adverse events coded according to the Medical Data Dictionary for 
Regulatory Activities (MedDRA)20. For this study we only used reports for DS products (industry code 54 in CAERS). 
While duplicate reports can cause spurious associations to be detected if not addressed, the FDA removes duplicates 
from CAERS prior to release and thus deduplication of reports was not necessary6. However, we did notice that in 
some reports the same AE was listed multiple times. We therefore preprocessed CAERS by removing these duplicated 
AEs.  

Using online resources to generate the DS ingredient thesaurus: To get the mapping from DS products to ingredients 
and to create the thesaurus of ingredient names, we used three existing DS resources: The Natural Medicines 
Comprehensive Database (NMCD)19, the Dietary Supplement Label Database (DSLD)21, and the Licensed Natural 
Health Products Database (LNHPD)22. These databases contain product information and ingredient monographs for a 
variety of DSs. While DSLD and LNHPD release publicly available data files, NMCD is only accessible via a web 
browser. Therefore, we built a web crawler to scrape product and ingredient data from the NMCD website. We merged 
the ingredient names in each source by matching the ingredient name strings and any synonyms listed by the source 
monographs to obtain a thesaurus of DS ingredients which map synonymous ingredient names to a standard form. 

Mapping DS products to ingredients: To get the mapping from DS products to ingredients, we merged the product 
information from the three aforementioned source databases by matching the product name strings. We used the 
existing links from the product information to ingredient monographs in each data source to create a mapping from 
DS products to their listed ingredients. We then normalized these ingredients using the ingredient thesaurus described 
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above. We noticed that the source DS databases occasionally list the same ingredient more than once for a single 
product. We therefore removed any duplicated ingredients from each product listing. We then searched for the DS 
products in CAERS that were present in our products database and mapped them to their listed ingredients. Many 
products in CAERS are listed as single ingredients, e.g. “Vitamin D”. We mapped these to their normalized form 
using the ingredient thesaurus, increasing the number of products we were able to map. 

Detecting DSAE Signals in CAERS: We employed four signal detection methods often used in pharmacovigilance: 
the Proportional Reporting Ratio (PRR)23, the Reporting Odds Ratio (ROR)24, the Gamma Poisson Shrinker (GPS)25, 
and the Bayesian Confidence Propagation Neural Network (BCPNN)26. All four methods compute the score of a given 
candidate pair from a 2x2 contingency table, which reports the counts of the cooccurrence of the given DS and the 
corresponding AE27. PRR and ROR are fundamentally frequentist methods, while GPS and BCPNN are Bayesian. 
BCPNN is a method for estimating the information component (IC), which is the log ratio of the actual to expected 
count for a given candidate pair28. We refer the reader to the literature for further details of each method23-26,28,29. All 
the signal detection methods were implemented in R using the PhViD package30. 

For PRR and ROR, a signal was detected if the lower bound of the 95% confidence interval (CI) (hereafter referred 
to as PRR05 and ROR05, respectively) was greater than or equal to 131,32. For BCPNN, the information component 
(IC) was estimated using 50,000 Monte Carlo simulations and a signal was detected if the 2.5% quantile of the 
posterior distribution of the IC (IC025 hereafter) was greater than 033. For GPS, a signal was detected if the lower 
bound of the 95% CI was greater than or equal to 2 (EB05 hereafter)34. For all methods, we required there to be at 
least 3 instances of a pair in the data for it to be considered32.  

We obtained candidate pairs for both the products as listed in CAERS and their ingredients as obtained via the product 
to ingredient mapping. We ran the four signal detection methods over both sets of candidate pairs and thus obtained 
two sets of detected associations, which were evaluated separately.  

Evaluation: A common issue with the evaluation of pharmacovigilance systems is the lack of a suitable gold-standard, 
making sensitivity and specificity impossible to compute35. While other studies address this issue by using FDA 
warning labels and literature review, such labels are not present for DSs and the body of literature is much smaller10,36. 
To evaluate the signal detection at the ingredient level, we obtained a sample of 130 ingredient-AE associations 
detected by all four methods and evaluated these against the AEs listed in NMCD ingredient monographs35. NMCD 
was chosen for the evaluation because it provides manually curated, evidence-based descriptions of AEs for a large 
number of DSs. Two physicians and health informaticists (RR and TA) with knowledge of the DS domain performed 
the evaluation. One of four labels were assigned to each detected association according to whether the given AE was 
present, implicit, not present, or contradictory in the NMCD monograph for the given ingredient. The definitions of 
each label are given in Table 1. The evaluation of DS product AEs is even more difficult than for ingredients, as AEs 
are often the result of contaminants in manufacturing and occur within a small timeframe. We therefore performed a 
qualitative evaluation of the detected product DSAEs by comparing them with FDA recalls as well as by doing a web 
search for any complaints about the product in question. We then compared the nature of any discovered product 
recalls and complaints to the AEs detected. 

Table 1: Definitions of the annotations labels for the detected ingredient-adverse event (AE) associations.  

Label Present (P) Implicit (I) Not present (N) Contradictory (C) 

Description The adverse event is 
explicitly mentioned 
in the NMCD 
monograph for the 
ingredient. This 
includes synonyms of 
the adverse event. 

The adverse event is 
not explicitly 
mentioned in the 
NMCD monograph, 
but its existence can 
be inferred from the 
information provided. 

The adverse event is 
not present either 
explicitly or implicitly 
in the NMCD 
monograph. 

The adverse event is 
listed in the NMCD 
monograph as an 
indication of the 
ingredient, rather than 
an adverse event. 

 

Results 

After preprocessing CAERS by removing reports that do not contain a DS and removing duplicated AEs, the data 
contained 49,253 reports, 22,664 unique DS products, and 3,648 unique AEs. From this data we extracted 199,897 
DS product-AE candidate pairs. Searching the products in CAERS for those in our DS products database, we found 
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1,688 unique products in 13,314 reports, which we mapped to 2,398 unique ingredients paired with 2,161 unique 
adverse events resulting in 389,909 ingredient-AE candidate pairs. 

Table 2 lists the number of signals detected by each method for the ingredient-AE candidate pairs. PRR and ROR 
detected a similar number of signals on both the ingredient and product levels. BCPNN detected the most signals: 
about 180% more than the other methods at the ingredient level and 25% more at the product level. 

Table 2: The number of detected associations, unique ingredients, unique products, and unique adverse events for 
each of the signal detection methods. 

Association Type  PRR ROR BCPNN GPS 

Ingredient - AE 

Number of detected 
associations (%) 

615 
(0.16%) 

615 
(0.16%) 

1,761 
(0.45%) 

149 
(0.04%) 

Number of unique 
ingredients (%) 

244 
(10.18%) 

238 
(0.92%) 

397 
(16.56%) 

48   
(2.00%) 

Number of unique 
adverse events (%) 

188 
(8.70%) 

191 
(8.83%) 

345   
(15.96%) 

51   
(2.36%) 

Product - AE 

Number of detected 
associations (%) 

1,693 
(0.85%) 

1,670 
(0.84%) 

2,120 
(1.06%) 

732 
(0.37%) 

Number of unique 
products (%) 

787 
(3.47%) 

753 
(3.32%) 

842   
(3.72%) 

372 
(1.64%) 

Number of unique 
adverse events (%) 

355 
(9.73%) 

358 
(9.81%) 

390 
(10.70%) 

243 
(6.66%) 

 

The Venn diagram in Figure 2 shows the overlap in detected ingredient associations between the four methods. All 
the associations detected by PRR, ROR, and GPS were also detected by BCPNN. Furthermore, all but 1 association 
detected by GPS were also detected by the other three methods. GPS did not detect 452 associations that were detected 
by the other three methods. 148 associations were detected by all four methods. 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2: Overlap of the ingredient-adverse event signals detected by each method. 

Of the 148 associations detected by all four methods, we found that 10 were actually product-AE associations due to 
a product-to-ingredient mapping error caused by DSLD. The ingredients for a further 8 associations were not present 
in NMCD. We removed these associations and thus used a total of 130 detected ingredient-AE associations for the 
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evaluation. Table 3 gives the number of detected associations for each label after evaluation. More than half (56%) 
of the ingredient-AE associations were evaluated as either present or implicit in the monograph. 
 
Table 3: Labels of detected ingredient-adverse event associations. 

Label N (%) 

Present 17 (13%) 

Implicit 56 (43%) 

Not Present 53 (41%) 

Contradictory 4 (3%) 

 
Table 4 lists example ingredient-AE associations detected by the four methods with their scores. All four metrics 
generally compute similar scores for each ingredient-AE pair. Note that the scores for Pygeum – Dysuria are high, 
ranging from 54.041 to 61.087, yet this pair actually represents an indication. 
 
Table 4: Selected examples of detected ingredient-AE signals, their labels, scores, and the corresponding adverse 
events in the NMCD ingredient monograph. 

Detected Ingredient – 
Adverse Event Label PRR 

(PRR05) 
ROR 

(ROR05) 
BCPNN 
(IC025) 

GPS 
(EB05) 

Corresponding 
adverse event term 

in NMCD 
monograph 

Tomato – Abdominal pain P 3.891 
(0.865) 

4.042 
(0.877) 

3.882 
(0.708) 

3.882 
(2.049) Abdominal pain 

Caffeine – Heart rate 
abnormal P 8.256 

(1.406) 
8.287 

(1.407) 
7.977 

(0.931) 
7.977 

(2.687) Tachycardia 

Free plant sterols –  

Prostate cancer 
N 7.714 

(1.341) 
7.749 

(1.342) 
7.517 

(0.890) 
7.517 

(2.365) 
AE not in 
monograph 

Hesperidin – Alopecia  N 3.809 
(0.935) 

4.044 
(0.962) 

3.801 
(0.828) 

3.801 
(2.473) 

AE not in 
monograph 

Boron – Hemorrhage I 7.427 
(1.768) 

7.628 
(1.787) 

7.159 
(1.686) 

7.159 
(5.615) Hematemesis 

Cocoa – Urticaria I 5.226 
(1.100) 

5.420 
(1.110) 

5.211 
(0.861) 

5.211 
(2.596) 

Allergic skin 
reactions and rash 

Green tea– dehydration I 4.753 
(1.043) 

4.894 
(1.053) 

4.735 
(0.855) 

4.735 
(2.588) 

Diuretics 

Zinc – Blood urine present I 4.091 
(1.262) 

4.159 
(1.276) 

3.818 
(1.193) 

3.818 
(3.359) 

Acute renal tubular 
necrosis and 
interstitial nephritis 

Pygeum – Dysuria C 54.591 
(3.342) 

61.087 
(3.375) 

54.041 
(1.775) 

54.041 
(7.782) 

People use this for 
dysuria 

Selenium – Urinary 
retention C 4.837 

(1.231) 
4.855 

(1.233) 
4.516 

(1.117) 
4.516 

(3.230) 

People us this for 
Benign Prostatic 
Hyperplasia (BPH) 
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We provide detected AEs for two DS products of interest in Table 5. The first product, Hydroxycut, was recalled in 
2009 along with 13 other products under the same brand name after reports of liver injuries, jaundice, and death37. 
AEs related to the liver made up the majority of AEs detected for Hydroxycut products. The second product, All Day 
Energy Greens, was found to be contaminated with bacteria that caused gastrointestinal injury, resulting in a class-
action lawsuit being filed against the product’s manufacturer in 2016 38. Again, related AEs made up the majority of 
AEs detected for this product. 

 

Table 5: The adverse events detected for two products. 

Product Detected AE PRR 
(PRR05) 

ROR 
(ROR05) 

BCPNN 
(IC025) 

GPS    
(EB05) Note 

Hydroxycut Hepatic 
Function 
Abnormal 

15.845 
(2.127) 

16.026 
(2.131) 

14.923 
(1.491) 

14.923   
(7.561) 

In 2009, 14 
Hydroxycut 
products were 
recalled by the 
manufacturer 
after reports of 
liver injuries, 
with one case 
resulting in 
death37. 

 
Hepatocellular 
Injury 

14.550 
(2.008) 

14.698 
(2.011) 

13.773 
(1.362) 

13.773   
(6.540) 

 
Jaundice 5.119 

(1.226) 
5.236 

(1.237) 
5.033 

(1.092) 
5.033     

(2.703) 

All Day 
Energy 
Greens Gastric Disorder 23.987 

(2.724) 
24.923 
(2.744) 

22.718 
(2.200) 

22.718 
(14.134) 

In 2016, a class 
action lawsuit 
was filed against 
the manufacturer 
of All Day 
Energy Greens, 
after it was 
found that the 
drink contained 
active bacteria 
that can cause 
gastrointestinal 
injury38. 

 

Diverticulitis 14.095 
(1.987) 

14.342 
(1.993) 

13.660 
(1.351) 

13.660   
(6.477) 

 
Abdominal Pain 
Upper 

6.757 
(1.611) 

7.273 
(1.658) 

6.664 
(1.514) 

6.664     
(4.936) 

 

Discussion 

We found that 13% of DSAEs evaluated were explicitly mentioned in the corresponding NMCD ingredient 
monograph and 43% were implicitly mentioned. Combined, more than half (56%) of the DSAEs evaluated were 
supported by evidence in the monograph, demonstrating the potential for mining DSAEs from CAERS using standard 
signal detection methods. However, we noticed that a substantial number of detected DSAEs were not simply 
synonyms of AEs reported in NM monographs: many AEs in CAERS were parent or child concept of AEs in NMCD. 
For example, abnormal heart rhythm was detected as an AE of Boron, which was matched to tachycardias and atrial 
fibrillation in the NMCD monograph. Also, the detected AE was often a cause or a manifestation of the AE given in 
NMCD. For example, convulsions (detected for taurine) can be matched to its potential cause or effect, 
encephalopathy. Urolithiasis (detected for silicon) could be mapped to its manifestations, dysuria or hematuria in 
NMCD. 

We found that there was a great deal of overlap between the associations detected by each method, despite varying 
numbers of detections. Similar results were reported in a study mining FAERS32. This suggests that the usefulness of 
each method depends on the context in which it is used: GPS, having the fewest number of detections, is the most 
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cautious and could be used when specificity is most important; BCPNN, with the greatest number, is the most lenient 
and could be used when sensitivity is most important. However, this study only evaluated pairs detected by all four 
methods, so it remains future work to evaluate if the signals detected by BCPNN are often false positives or if GPS 
misses true signals that are found by the other methods. 

We also found that it is possible to detect DSAEs at the product level. While a large number of DSAEs were detected 
by each method, we noticed that many related AEs for a given product or brand indicates a potential issue. As 
mentioned above, many of the AEs detected with Hydroxycut products were liver related and many of those detected 
with All Day Green Energy were gastrointestinal. Additionally, we found that DS products in tablet form are often 
associated with non-medicinal AEs such as choking, throat irritation, and difficulty swallowing. Leveraging this 
finding, future work could use MedDRA to group related adverse events together and weight signals according to the 
number of related adverse events for the same product in order to better rank the detected associations. 

A major limitation of this study was the lack of a proper gold standard against which to evaluate the detected 
associations. This is a limitation of pharmacovigilance studies in general. Knowledge of AEs, whether for drugs or 
DSs, can only be obtained by extensive clinical research. Nevertheless, the body of knowledge surrounding DSAEs 
is much less than that for drugs. While nearly half of the detected DSAEs were not found in our evaluation resource, 
this does not mean that they are not true, but further research is required to determine their status.  

Some of the DSAEs detected by our system are questionable.  We found 4 AEs that were given under “people use this 
for” or “effectiveness” sections NMCD ingredient monograph rather reported as an AE. For example, prostatomegaly 
is actually a use for selenium rather than an AE according to its monograph. Using stricter signal detection methods 
such as GPS could help alleviate this issue. Also, methods for filtering detected signals have also been shown to 
improve the precision of the signal detection algorithms. These could be employed in future work to remove these 
types of DSAEs10. 

Another limitation is that we did not employ any confounder control methods in our analysis. To account for 
potentially confounding variables, future work could employ the stratification of reports on age and sex or more 
advanced confounder control techniques as discussed in Low et al.39 However, the public release of the CAERS 
database provides limited information. Patient demographics are limited to age and sex and there is no information 
regarding concurrent use of other medications or DS nor regarding the presence of any comorbidities. In addition, the 
estimated reporting rate to CAERS is 2% for dietary supplement related adverse events15. This means that the reports 
are not necessarily representative of the population, which could also impact the reliability of the detected signals. 

 

Conclusion 

This study investigated the feasibility of detecting dietary supplement adverse events (DSAEs) and of monitoring the 
safety of DS products in CAERS reports. We evaluated 130 DS ingredient-AE associations detected by four signal 
detection methods against ingredient monographs in an online DS resource. 56% of these associations were mentioned 
in the monographs either explicitly or implicitly. We also found some detected product-AEs signals to be consistent 
with product safety information. These results show that it is possible to detect DSAEs in CAERS using standard 
methods. More work is required to better understand which signal detection method is most suitable for this data, both 
for mining ingredient AEs as well as monitoring the safety of DS products.  
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Abstract

There are many barriers to data access and data sharing, especially in the domain of computational research using health
care data. Legal constraints, such as HIPAA, protect patient privacy but slow access to data and limit reproducibility.
We provide a description of an end-to-end system called Kung Faux Pandas for easily generating de-identified or
synthetic data which is statistically similar to real data but lacks sensitive information. This system focuses on data
synthesis and de-identification narrowed to a specific research question to allow for self-service data access without the
complexities required to generate an entire population of data that is not needed for a given research project. Kung
Faux Pandas is an open source publicly availableb system that lowers barriers to HIPAA- and GDPR-compliant data
sharing for enabling reproducibility and other purposes.

1 Introduction

Independent reproduction and replication of results are critical components of scientific inquiry. Barriers to data access
and sharing are the most important impediments to reproducibility in health data science research. Health care research
has unique challenges because of necessary personal data privacy protections.

Several methods exist to de-identify (remove key identifiers, group individuals, and related anonymization techniques
[1]) and synthesize data (create data through algorithmic means, population level statistics, randomization, ideally with
preservation of multivariate relationships between records [2, 3, 4]). However, no pipeline currently exists with which
computational investigators can routinely anonymize or synthesize data to facilitate access and sharing. This work
addresses that gap.

We have created an open source software library called Kung Faux Pandas (KFP) which allows for the modular
combination of established privacy protection methods with the popular Python Pandas data science library[5]. KFP
also provides a Structured Query Language (SQL) interface which enables users to query a database and receive a data
set without personal information through either anonymization or synthetic data generation.

2 Background

Recent work has clarified the definition and importance of reproducibility and a closely related concept, replicability.
Leek and Peng have defined reproducibility as the "ability to recompute data analytic results given an observed dataset
and knowledge of the data analysis pipeline," and replicability as "the chance that an independent experiment targeting
the same scientific question will produce a consistent result."[6, 7] Others have used the terms in a reverse fashion[8].
Despite the semantic differences, there is broad agreement that an independent experiment with confirmatory results
is the strongest support of any experiment. One early influential paper on the topic of reproducibility in scientific
computing lists the key factors in reproducibility as: available data, input parameters, documentation, software code,
and an environment capable of running the provided software code. These items are difficult to completely convey in a
traditional research paper [9].

In the context of machine learning (ML), sufficient detail is required such that an independent investigator could create
the same hardware and software configuration, data used for all experiments, source code, documentation on data and
how to run/configure software, and tests that verify the software runs correctly. Once a result can be reproduced, new

aAuthors JK and SR contributed equally to this work
bhttps://github.com/CUD2V/kungfauxpandas
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researchers can then build upon the methods, gather new data for testing/validation, or discover alternative methods to
replicate a result.

Many domains in which health data science investigators work have legal barriers that make it difficult to enable
independent verification of ML models which frequently require enormous amounts of training data. As an example, in
the health care domain in the United States, a key law governing health data is the Health Insurance Portability and
Accountability Act (HIPAA). HIPAA is backed by significant civil penalties as well as specifics about data security
and what can and cannot be done with protected health information [10]. While there are other domain specific data
privacy laws, there are also some broad rules that affect entire countries such as the European Union’s General Data
Protection Regulation (GDPR). The GDPR puts in place new rules about data ownership and control in an attempt to
give individuals more control over their information.

The current legal environment creates a difficult situation for scientists in the health care domain. Early examples of
re-identification attacks [11] have created apprehension on the part of businesses and legal experts in data sharing [12].
Getting access to source health care data is slow and isn’t always granted [13, 14]. More recently, research in the data
sharing/privacy protection space has focused more on synthesis techniques such as in the case of the Synthea system,
a tool to generate an entire outpatient Electronic Health Record (EHR) based on population statistics [2]. Current
solutions are not without their drawbacks however as they frequently require significant configuration of metadata
before they can generate data or they attempt to solve the entire solution space and consequently are very slow to run.

3 System Details

One way around the difficulties of source data access is to separate the dependency between data and analysis in such a
way that analysis can be performed without the analyst having access to the source data. Such a process can be possible
if a sufficiently detailed description of the sensitive data is provided. Appropriate models can be developed and initially
validated before either being handed off to a data custodian who then runs the processes on protected data and returns
the results to the researcher or access to the protected data has been granted directly to the researcher. Solutions of this
form have been possible for some time, but are awkward in practice because activities such as data cleaning, exploration,
and model building are interactive and iterative processes that require more than just descriptions of data.

KFP addresses the issue of data access by generating data that is “statistically similar” to the real data but does not itself
contain any sensitive data. We collectively refer to de-identified data and synthetic data as faux-data. We use the term
faux as it is used in the fashion sense of the word: the use of man made materials that look and feel like real leather, fur,
etc., but without the problematic derivation from live animals and reliance upon limited resources. This faux-data can
be analyzed, cleaned, feature-engineered, etc. as if it were the actual source data. KFP provides a standard mechanism
for wrapping a privacy protection method into a plugin which integrates the method with the Pandas DataFrame model.
Two of these plugins are provided with full documentation for creating other plugins.

As the data generated through KFP has no protected component, it can be shared along with code or methods to
improve reproducibility as well as aid in replicability. To further the aim of reproducibility we have provided our code
and a randomly generated dataset for testing purposes through our GitHub repository in a range of formats: Python
environment files (conda and pip) to allow others to start with the same software libraries and specific versions that we
used, a Docker [15, 16] container with code and sample data installed and already configured, and all source code along
with version history so others can follow our development process. Also included in our GitHub repository are unit
tests for KFP using the Python library pytest. Unit tests helped to validate correct functioning of KFP and provides a
foundation from which to prevent regressions as new features are added.

KFP focuses on generating faux-data narrowed to a specific subset that a researcher is interested in rather than attempting
to generate an entire population of data such as an entire EHR or longitudinal patient record. By focusing on just the
data needed, performance is improved, the need for extensive modeling or metadata configuration is reduced, and the
amount of faux-data generated and stored is minimized. Although the plugin methods included for faux-data generation
have been shown to effectively replace source data for analysis, KFP facilitates a more through process that includes an
initial exploration with faux-data followed by a repetition of methods on original source data through query logging and
thereby aiding in replication.
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3.1 System Architecture

Ideally a computational investigator should develop, test, and validate models using all available data. This is most
easily accomplished when they have unfettered access to all data in the problem domain they are working in. Figure 1
shows the novel architecture of KFP: data access through an intermediary that can synthesize data on-demand. Items in
blue are features of KFP; items in grey or with dashed lines are not provided. KFP is designed to fit into an existing
infrastructure with a protected data source secured behind a firewall along with user authentication.

Figure 1: System Architecture.

Figure 2 shows the automated faux-data request/response process. Items in grey with dashed lines are not provided by
KFP but are either pre-existing or provided by the user. All queries submitted to the system are first pre-processed to
remove clauses such as "ORDER BY" which are made ineffective by the synthesis process. All queries are logged for
later analysis and results cached to optionally improve synthesis performance for repeated queries. Next the processed
query is executed against the protected data set and results are passed into the modular synthesis process. While the
current implementation only utilizes a couple of synthesis methods, data scientists or data warehouse owners can insert
their own custom method or modify existing methods. For additional details on the modular synthesis processes, see
the section "Included Synthesis Methods." Previously removed "ORDER BY" clauses are re-applied to the faux-data
before results are returned to the user. Finally, although not implemented in this version of KFP, synthetic results could
be held back until reviewed and approved for release by the data owner.

Figure 2: Data synthesis process.

KFP provides multiple methods by which a health data scientist can access on-demand faux-data. As shown in Figure 3,
a single page web application (SPA) allows for users to directly enter SQL queries, submit them to the connected
database, and receive faux-data according to the selected generation method. The SPA additionally allows for the
upload of csv files (not shown) to allow for ease of evaluation and testing of the provided data synthesis methods.
Faux-data can either be viewed directly in browser or downloaded in csv format for use in a health data science process.
In order to facilitate querying and understanding of the data model, the database metadata is presented to the user in a
collapsible section. The provided Hypertext Transfer Protocol (HTTP) Representational State Transfer (REST) service
[17], utilized by the SPA, allows for cross language compatible requesting and receiving of faux-data, again via SQL
query. Lastly, for Python based software or languages with an interface to Python, the kungfauxpandas.py file and
associated classes can be imported and called natively. This Python native API gives full control over all parameters
specific each synthesis plugin; the SPA and REST APIs use the default parameters associated with each plugin.
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Figure 3: User Interface.

3.2 Included Synthesis Methods

KFP provides a framework by which any number of methods for data privacy can be carried out. This framework is
comprised of base classes and methods that can be extended or overridden, several examples of plugins, and unit tests
for validation purposes. As of this writing we have implemented two plugins that use different techniques for data
synthesis: a kernel density estimator and DataSynthesizer. The kernel density estimator from scipy.stats.gaussian_kde
uses the method developed by Silverman [18] which handles ordinal and ratio data yet runs quickly on standard
consumer level hardware. Two methods for this plugin are provided: an independent attribute mode where each variable
is considered in isolation, and a correlated attribute mode where all variables are evaluated and synthesized together on
an observation by observation basis. The DataSynthesizer method, created by Ping et al. [19] is built on differential
privacy mechanisms and has multiple internal methods for data generation ranging from random generation based
on data type to Bayesian modeling of inter-relationships among columns of data. As a result of their methods, the
DataSynthesizer offers a unique contribution to the synthetic data generation space: it can work with no configuration
other than input data, or can be configured to provide more custom results. In DataSynthesizer, the authors show that
the synthetic data generated preserves privacy while still being useful enough for actual data analysis (see also [20]).

4 Experiments

In this section we evaluate the performance of the KFP plugins to see how closely the methods meet the stated goals
of ease of use, similarity to input data, and total time to run. Hardware for these performance and evaluation tests
was a 2017 MacBook Pro, 3.1 GHz Intel Core i7, 16GB 2133 MHz LPDDR3 with macOS 10.12.6. KFP software
is written in Python 3.6; all packages and dependencies can be installed with identical versions using the provided
requirements.txt, environment.yml file, or Docker container. Database queries were run against the relational database
PostgreSQL version 9.6.9. Data was generated using the notebook test_data_generator.ipynb available in our GitHub
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Table 1: Summary of Included Data Synthesis Methods

Method Source Notes

Kernel Density Estimator; in-
dependent attribute mode

scipy.stats.gaussian_kde Creates a Gaussian Kernel Density Estimator using
the Silverman method; fast but doesn’t maintain
correlation between variables of the same observa-
tion.

Kernel Density Estimator; cor-
related attribute mode

scipy.stats.gaussian_kde Creates a Gaussian Kernel Density Estimator
across all variables per observation using a
kde.factor of 0.01

DataSynthesizer; independent
attribute mode

Ping et al. A histogram is derived for each attribute, noise is
added to the histogram to achieve differential pri-
vacy, and then samples are drawn for each attribute;
fast but doesn’t maintain correlation between vari-
ables of the same observation.

DataSynthesizer; correlated at-
tribute mode

Ping et al. Data is generated through a differentially private
Bayesian network capturing the correlation be-
tween attributes. Computationally expensive and
requires larger input dataset compared to indepen-
dent attribute mode.

Table 2: Kung Faux Pandas data synthesis plugin timings (mean seconds)

Method 10 rows 100 rows 1000 rows 10000 rows 100000 rows

Trivial 2.5e-06 2.3e-06 2.3e-06 2.2e-06 2.2e-06
KDE Independent 0.086 0.079 0.074 0.074 0.122
KDE Correlated 0.017 0.021 0.027 2.43 120.8
DS Independent 0.044 0.050 0.103 0.268 2.608
DS Independent w/Config 0.045 0.040 0.064 0.120 0.799
DS Correlated 0.188 1.419 3.460 16.66 159.9
DS Correlated w/Config 0.172 0.627 1.393 342.7 2124

repository. The sample data population is composed of 100,000 patient encounters with various dimensions spread
across several tables, the largest of which contains 10,539,549 rows of data. The sample query generating the "real"
input data is composed of 8 total columns composed of IDs, categorical variables, and floating point numbers.

4.1 Timing Method

Table 2 documents results obtained from running the various plugins. Source code for running these performance tests
are available in the Jupyter notebook performance_tests.ipynb. The "Trivial" method provides a baseline comparison
for evaluating the overhead of Pandas and correct input/output of the plugin class and function overloading mechanism;
it returns the input data frame unmodified. The KDE methods leveraging scipy.stats.gaussian_kde act as an example of
how to create plugins. Additionally, the independent vs correlated KDE methods offer different accommodations for
performance with correlated vs non-correlated source data. A couple of DataSynthesizer (abbreviated DS in the table)
modes are used to demonstrate performance differences as well as generated synthetic data differences. "Independent"
mode generates synthetic data with each attribute being modeled independently from the others. "Correlated" attribute
mode finds inter-column relationships to more accurately generate synthetic data. Both DataSynthesizer modes are run
with no configuration and again "w/Config" by passing in some column-wise dataset specific configuration.

271



Figure 4: Sample of source data

Figure 5: Sample of synthetic data

4.2 Insights

Figure 4 provides a few rows of the source data for the synthetic plugins. Figure 5 provides a few rows of the synthetic
data generated by DataSynthesizer in "Independent" mode.

Fast generation of synthetic data is important in a self-service setting where researchers can generate their own data as
needed. As shown in the results, some methods are significantly faster than others as dataset size increases. Another
key desire is to have synthetic data be as close as possible to real data without compromising individual privacy. While
the KDE plugin is a simple method, it quickly generates data that looks similar to the input data and works well for the
range of data types used. DataSynthesizer in "Independent" mode is quick for the tested range of dataset sizes, but
without additional configuration, it doesn’t generate results that closely match the input dataset. As an example, the
"Code" column should contain valid International Statistical Classification of Diseases and Related Health Problems,
Tenth Revision (ICD-10) codes, but instead has random strings that are similar in length to actual ICD-10 codes that do
not line up with values in other columns. The DataSynthesizer "Correlated" attribute mode generates more realistic
synthetic data than the "Independent" mode as variables in a single observation that are correlated are modeled together.
The "Correlated" method does have a significant larger computational burden when generating synthetic data from
larger input dataset sizes.

In all cases, synthetic data generation is a CPU intensive task; no parallelization has been implemented by either KFP
nor the plugins used. While memory usage does increase as data size increases, at the 100000 rows seen here, memory
usage peaked at around 4.7GB for the Python process.

5 Discussion

KFP provides a unique contribution to the space of reproducible computational research. Through providing ad-hoc
faux-data, health data scientists can have lower barriers to accessing private data as well as reduced barriers to sharing
faux-data derived from private data. Although one clear area for further research would be to develop plugins for
additional faux-data methods, there are several areas that go beyond this simple step that could be researched further:
improved code sharing of KFP, addressing institutional specific privacy issues, and evaluation of this system in a ML
workflow.

While we have provided software code and a description of our methods, we believe that computational reproducibility
should go beyond just making source code available. Peng recommends making code available in any form as an
excellent first step towards reproducible research; the next step is to make code available "in a durable non-proprietary
format" [21]. This is a level of code sharing rarely achieved in computation based research. Currently there is no
standard long term format that works for all computational environments. For the Python ecosystem however, the
standard for sharing code is via a package on Python Package Index (PyPI). We intend to continue this research to make
KFP available as a Python package.

Another area that is open for further research is that of domain and institution specific data privacy needs. In the field
of education, statistical methods for calculating sample size based on probability of detecting a specific effect size
are commonly used [22] as the key method for privacy protection. However, it is not clear that these methods are

272



appropriate for general use in ML or domains other than education. Thus, in this work, no attempt has been made to
constrain data set sizes nor provide additional proofs of data protection. KFP could be modified to return no results if a
minimum threshold is not met or, alternatively, data boosting techniques in combination with data synthesis could be
used based on the risk profile of the data owner(s).

The last area recommended for further research is to deploy and observe the use of KFP in an active health data
environment where researchers are working with sensitive datasets. A key limitation that may be identified is that of
performance characteristics, particularly in a multi-user setting against a large relational database store. Additionally, as
no private data was distributed via this system, actual review by security and compliance groups or institutional review
boards may uncover additional requirements to reduce risk of data exposure that could require significant rework or
further study.

6 Conclusion

KFP removes barriers to data access and data sharing via self-service faux-data generation. Users of KFP do not
need to have access to a protected dataset nor does a human have to be involved in translating researcher’s data needs
into a non-protected dataset. This self-service data can be differentially private or meet other privacy needs based
on plugin capabilities. With faux-data, researchers can publicly share data upon which their research relies without
organizational fear of privacy breaches. KFP also facilitates a process by which evaluation, analysis, or model building
is first performed with faux-data followed by repetition upon private data.

Finally, instead of taking the computational and labor intensive step of full EHR de-identification or synthesis, KFP
takes the smaller and more easily implemented step of just-in-time data de-identification or synthesis. As shown in our
experiments, if the proper method is selected, data can be quickly generated based on real data that the requester need
not have direct access to. We surmise that this tool will improve data exploration and reduce dependency on complex
processes required for data access. The result of this system will be improved reproducibility in health data science.
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Abstract

Unstructured data from electronic health records hold potential for improving predictive models for health outcomes.
Efforts to extract structured information from the unstructured data used text mining methodologies, such as topic
modeling and sentiment analysis. However, such methods do not account for abbreviations. Nursing notes have
valuable information about nurses’ assessments and interventions, and the abbreviation use is common. Thus, abbre-
viation disambiguation may add more insight when using unstructured text for predictive modeling. We present a new
process to extract structured information from nursing notes through abbreviation normalization, lemmatization, and
stop word removal. Our study found that abbreviation disambiguation in nursing notes for subsequent topic modeling
and sentiment analysis improved prediction of in-hospital and 30-day mortality while controlling for comorbidity.

Introduction

Since the Health Information Technology for Economic and Clinical Health Act passed in 2009, health care systems
have increasingly implemented electronic health record (EHR) systems to improve communication and coordination
among health care teams1. Additional insight about providers and recipients of health care can be gained from the large
amount of data collected in EHRs1, 2. Mining such data using machine learning techniques has the potential to provide
early notification of adverse patient events3, and promising results in predicting hospital readmission, personalized
disease risk, and mortality have been reported on both publicly available and proprietary clinical datasets2.

However, such predictive methods primarily rely on structured EHR data, such as demographic information, procedure
codes, and administered medications4. Unstructured clinical text, a substantial portion of the EHR data, remains
relatively untapped, though it often contains important information, such as patients’ clinical conditions, plans of
care, and social considerations1. Some researchers have predicted structured medical codes using different types of
unstructured clinical data5–7. Other existing works have focused on concept detection and normalization of ontology8, 9.
Yet, these works assume the existence of structured and well-known medical concepts, which is not always true. In
particular, nursing progress notes may contain especially meaningful information, as nurses spend significant time
with patients and families during health care encounters, perform frequent surveillance, and coordinate care among
the interdisciplinary team10–12. These nursing notes may offer valuable information about patients beyond what is
captured in the structured data and formalized medical concepts12.

Topic modeling and sentiment analysis are popular text mining methodologies used to extract structured information
from clinical notes without necessitating labor-intensive annotations from domain experts13, 14. In topic modeling,
common topics in the corpus are learned, as words that appear together tend to describe similar concepts13. This
method has been used in predicting health outcomes, such as complications for premature infants15 and mortality
for adults requiring critical care16–18. Sentiment analysis is used to determine the emotional expression of words
and corpora19, 20. Studies have found that sentiments measured in clinical notes were associated with mortality21–23.
However, previous works fail to account for abbreviations during sentiment analysis or topic modeling.

Abbreviations and acronyms are pervasive in clinical text, especially nursing notes24, 25, with the shortened forms often
having multiple senses (i.e., meanings) depending on the context and the author26–30. As these abbreviations represent
some of the most commonly used concepts in health care, word-sense disambiguation adds meaning and accuracy
in clinical text analysis31, 32. In addition, lexicons for sentiment analysis typically do not account for abbreviations,
especially those used in health care, as they were developed in other settings (e.g., social media use)33. Thus, the
true sentiment may not be captured using existing sentiment analyzers. Despite the potential for disambiguation to
provide insight, this preprocessing step is rarely done for unstructured notes in risk prediction systems. This may be
due to the fact that current state-of-the-art clinical text normalization tools, able to detect and disambiguate shortened
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Figure 1: An overview of our process to extract structured information from nursing notes.

forms24, 31, 32, 34, require expert supervision or proprietary software. Utilizing open-source resources for normalizing
abbreviations may assist in extracting meaning from clinical text without requiring extensive resources.

We present a new process to extract structured information from nursing notes. Specifically, we propose a simple
nursing abbreviation resource that utilizes publicly available resources to disambiguate abbreviations for unstructured
notes. We compare our resource to the clinical abbreviation recognition and disambiguation framework, an open-
source resource32. Our software process includes two additional steps to reduce vocabulary size by removing common
words and inflectional forms of words to improve predictive performance. We also introduce the use of an additional
sentiment analyzer developed for social media to extract useful patient features. This study uses a novel preprocessing
pipeline and shows the value of nursing notes in predicting the outcomes of in-hospital mortality and 30-day mor-
tality after disambiguating common abbreviations used in health care with a simple nursing abbreviation resource in
conjunction with topic modeling and sentiment analysis. For reproducibility, our code is published on Githuba.

Methods

We developed a pipeline that performed simple disambiguation of abbreviations, applied standard preprocessing tech-
niques common in natural language processing, and then utilized dimensionality reduction and sentiment analysis to
construct useful features from clinical notes. Figure 1 illustrates the process of extracting structured information from
nursing notes through those steps. We briefly describe our data before discussing each step in the pipeline.

Data Extraction. This study was a secondary analysis of patient and nursing note data extracted from a database of
EHR data for a random sample of 107,433 patients who received care from a health care system in southeastern United
States during 2012-2018. Any protected health information was masked prior to data extraction. Patients’ International
Classification of Diseases-Ninth Revision diagnoses were extracted and used to measure patient comorbidity with the
recently enhanced Elixhauser Comorbidity Index35.

Reflective of nurses’ assessments and interventions, free-text nursing progress notes were extracted from the database.
Notes were discarded if they did not contain any relevant information. For example, a note was discarded if it only
contained “In Error” or “Date Time Correction.” Patients without nursing progress notes were excluded from this
study, thereby reducing the potential cohort to 4,618 patients. We also required that each patient contained at least one
ICD-9 code (to compute the Elixhauser Comorbidity Index), which further reduced our cohort to 3,036 patients.

In-hospital mortality outcomes were defined by discharge dispositions of “expired” for health care encounters (e.g.,
inpatient admissions and ambulatory surgeries). The 30-day mortality outcomes required additional calculation. While
some patients had recorded deaths, patients with unknown deaths were right-censored (i.e., they might be alive or
dead). Therefore, we required the presence of a follow-up visit (i.e., an inpatient or outpatient encounter following the
index inpatient encounter) within 30 days to determine an alive status for 30-day mortality outcomes. Our sample had
80 deaths among 3,036 patients for predicting in-hospital mortality and 124 deaths among 1,230 patients for predicting
30-day mortality (see Table 1).

ahttps://github.com/joyceho/abbr-norm
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Table 1: Summary statistics for the two mortality outcomes. For the number of words and unique words, the statistics
are the mean and the standard deviation for each patient.

Outcome # Deaths # Patients # Words # Unique Words

30-day 124 1230 52± 84 35± 44
In-hospital 80 3036 44± 72 31± 38

Figure 2: An example of the abbreviation normalization and lemmatization process. The left-most note is the original
note, the middle note is after the abbreviation normalization process, and the right-most note is after lemmatization.
The gray highlighted text are detected abbreviations and identified inflectional forms of base words.

Abbreviation Normalization. To construct a simple abbreviation normalization module that required minimal expert
supervision, we leveraged online resources. We scraped nursing abbreviations from Tabers Medical Dictionaryb and
Nurselabsc by using Scrapy 1.5, a Python application framework that crawls websites and extracts structured data. To
reduce ambiguity, only abbreviations with single senses were collected into our nursing abbreviation resource. Using
the compiled resource, our abbreviation normalization module first tokenized the free-text to single words before
replacing any occurrences of detected abbreviations with the long-form. Additionally, we compared the abbreviation
detection results of our nursing abbreviation resource with those of a readily available frameworkd.

Lemmatization and Stop Word Removal. As shown in Figure 2, two additional preprocessing steps were performed
on the abbreviation normalized text to (1) reduce inflectional forms of the words (e.g., “takes”, “took”, and “take”
all became the base word “take”) and (2) remove common words (i.e., stop words). We used WordNet’s morphy
functione (implemented in TextBlob) to obtain the lemma for words tagged as verbs or nouns. This process accounted
for plurality and verb tense and reduced the vocabulary size. Common words were also removed using the stop word
list in the Natural Language Toolkit (NLTK), a leading Python library for working with text data. Although Onix is
the most widely used stop word list, NLTK’s stop word list can provide better context36.

Table 2 summarizes the results of the three preprocessing steps: abbreviation detection and normalization using the
scraped nursing abbreviation resource, lemmatization via TextBlob to reduce inflectional forms of the words, and Stop
word removal to eliminate common words that will appear in many notes.

Table 2: Impact of our preprocessing steps on corpus size (i.e., number of words).

Outcome Original Abbreviation Normalization Lemmatization Stop Words

30-day 4909 4976 4306 4208
In-hospital 7178 7251 6333 6227

Dimensionality Reduction. Topic modeling is a popular machine learning technique to structure information from
clinical notes15–18. Latent Dirichlet Allocation (LDA)37 is the de facto standard for generating latent topic spaces.

bhttps://www.tabers.com/tabersonline/view/Tabers-Dictionary/767492/all/Medical_Abbreviations
chttps://nurseslabs.com/medical-terminologies-abbreviations-listcheat-sheet/
dOnly the abbreviation detection module of CARD was able to run on our corpus.
eAdditional details can be found at https://wordnet.princeton.edu/documentation/morphy7wn.
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Figure 3: The perplexity and coherence on the validation corpus for the 30-day mortality outcome. The two boxed
points (k = 25, 35) represent the Pareto frontier.

Patients’ topic distributions and topic-word distributions were learned on the nursing notes corpus using Gensim38, a
free Python library for extracting semantic topics from documents. For ease of comparison, we used the default setting
for the other LDA hyperparameters and only tuned the number of topics (k). We created 10 random samples using a
70%-30% train-validation split to assess a range of 20-100 topics. Unlike previous works where k was selected on the
predictive performance17, 18, we chose k based on the model’s ability to capture the notes and avoid potential overfitting
to the validation set. Thus, we used both perplexity and coherence, two common measures of topic models39.

Unfortunately, the multi-criteria measures did not yield a single optimal value of k. Therefore, we employed the notion
of Pareto optimality, used in engineering and economics, to find the best trade-offs between the different criterion. We
found the Pareto frontier (or set) by identifying values of k that were not dominated in both perplexity and coherence
by other values of k. Thus, each value in the Pareto frontier represented a trade-off in perplexity or coherence. Figure
3 illustrates the Pareto frontier selection process for the 30-day mortality outcome.

Another option for topic modeling is document-level embeddings, where each document is represented using a unique
vector. Unlike LDA, where the model is learned on an unordered collection of words, doc2vec (also known as para-
graph2vec) preserves the semantics of the words and remembers the current context40. Doc2vec builds on word2vec,
which uses neural networks to learn word vectors that represent the sense of the word. Similarly, doc2vec uses the
same concept at the document level to capture the topic of the paragraph. We use the Gensim implementation of
doc2vec and only tuned the dimensional representation of the documents (also denoted as k). The model is evaluated
on the self-similarity for all the training notesf. Self-similarity is evaluated based on the number of documents that
were self-ranked in the top 10, 25, 50, and 100. Based on these four criteria, the Pareto frontier was selected as the
optimal dimensional representation.

Sentiment Analysis. Given the descriptive nature of the nursing notes, we employed two different sentiment analyzers
to extract sentiment-related features: Pattern for Python41 and Valence Aware Dictionary and sEntiment Reasoner
(VADER)42. An algorithm implemented in TextBlob, Pattern for Python tokenized the text, tagged the part-of-speech,
and used the SentiWordNet lexicon43 to classify sentiment polarity and subjectivity. This has been used in previous
works for mortality prediction21–23. Designed for social media text, the VADER algorithm was implemented in NLTK
and produced four sentiment metrics when given a list of words42. The first three represented the portions of the text
that were positive, neutral, and negative. The last metric, a compound score, summed the lexicon ratings.

Experimental Setup. Variables were concatenated so that each patient had three sets of structured clinical features:
Elixhauser score, topics of the nursing notes (k), and two sets of sentiment-related features of the nursing notes (i.e.,

fIntroduced in the doc2vec tutorial on Gensim https://github.com/RaRe-Technologies/gensim/blob/develop/docs/
notebooks/doc2vec-lee.ipynb.
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Table 3: Counts of the top 11 abbreviations and their long-forms in nursing notes for 30-day and in-hospital mortality.

Abbreviations Long-Form 30-Day Count In-hospital Count

pt,Pt,pt.,Pt.,pt’ patient 2704 5593
Dr.,MD,Dr,md,dr,MD.,md.,m.d,dr. physician 813 1660
RN,RN.,R.N. registered nurse 261 503
AM,am.,a.m.,AM.,A.M. morning 188 414
c/o,C/O,C/o,c/o. complaint of 183 434
hr,hr. hour 182 521
VSS.,VSS,vss,vss. vital signs stable 176 370
BP,bp,BP.,b/p,bp.,b/p.,B.P. blood pressure 150 344
CT,CT. computed/computerized tomography 141 259
IV,IV. intravenous 140 324
lab,lab.,Lab. laboratory 139 284

polarity and subjectivity from Pattern and positive, neutral, negative, and compound metrics from VADER). Thus, the
patient feature vector v was constructed from these three sets, where each element represented the value of the feature f
of the patient. No additional normalization or standardization was performed on the features. A nested cross-validation
framework was used to learn a regularized logistic regression model for each of the mortality outcomes. A separate
`2 regularized logistic regression model was individually built for each outcome, and each set of model features was
evaluated. Five-fold cross-validation was used to split the data into five groups of train-test splits. For each fold, the
`2 regularization parameter was selected using five-fold cross-validation of the training data to determine the optimal
values with the area under the Receiver Operating Characteristic Curve (AUC) as the objective. The parameter was
then used to learn a model for the entire training set, and the predictions were evaluated on the test data.

Results

Effect of Abbreviation Normalization. There were 526 abbreviations detected in the nursing notes. Table 3 summarizes
the top 11 abbreviations and normalized long-forms in nursing notes for 30-day and in-hospital mortality cohorts. The
most common abbreviations describe individuals (e.g., “patient,” “physician,” “registered nurse’) and patients’ care
(e.g., “blood pressure,” “vital signs,” and “complaint of”).

The impact of our abbreviation normalization process was assessed using the predictive power of the learned topics.
For comparative purposes, we used the same k for both original notes and the abbreviation normalized notes over a
range of 10-50 topics. Table 4 summarizes the difference in predictive power between the topics learned from the
abbreviation normalized nursing notes versus the non-abbreviation normalized nursing notes. We observed that abbre-
viation normalization improves the AUC and is statistically significant. The table also suggests that the normalization
process is more beneficial for predicting in-hospital mortality and when used with the LDA model. This may be due
to the significant reduction in corpus size (i.e., number of words) from our preprocessing steps (see Table 2).
Table 4: The AUC difference from abbreviation normalized nursing notes to the original nursing notes and their
associated statistical significance from a paired t-test under the hypothesis that the difference is greater than 0.

Outcome Model AUC Difference p-value

30-day LDA 0.103 0.017
30-day Doc2Vec 0.027 0.001
In-hospital LDA 0.118 0.006
In-hospital Doc2Vec 0.054 0.007

We also analyzed the difference in abbreviations between our nursing abbreviation resource and the clinical abbrevi-
ation recognition and disambiguation (CARD) framework32. CARD detected 1,042 abbreviation candidates from the
nursing notes, of which 848 candidates were not detected using our normalization process. Similarly, our abbreviation
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process identified 332 (out of 526) abbreviations that were not flagged as candidates from CARD. Table 5 shows the
top 10 abbreviations based on occurrences that were unique to CARD and our process. Although CARD detected
almost twice as many abbreviations, many of them were noisy and difficult to disambiguate. For instance, the words
“TO,” “NO,” “a,” and “AT” can each have multiple senses or may not be abbreviations at all.

Table 5: Top 10 abbreviations that were uniquely detected by the CARD framework and our framework.

CARD Abbrs. Count Our Abbrs. Count

PAS 751 Dr. 515
TO 495 pt. 264
NP 444 Pt. 159
PAS=0 379 lab 136
a 368 post 134
NO 347 RN. 107
hrs 294 VSS. 100
PA 276 am 84
meds 230 pre 71
AT 230 med 57

Effect of Sentiment and Topic Modeling. Next, we evaluated the predictive power of the topic-based features and the
sentiment-based features for predicting mortality. Based on the general performance improvements from abbreviation
normalization, only the preprocessed notes were used for this purpose. For this study, the number of topics (k) was
identified using the Pareto frontier method. We then selected the best performing curve on the test set (i.e., based on
highest AUC across all features) for each outcome and topic model algorithm.

Table 6 summarizes the AUC for 5 different feature sets: (1) only the Elixhauser score; (2) Elixhauser score and topic-
based features; (3) Elixhauser, topic-based features, and sentiment analysis with Pattern; (4) Elixhauser, topic-based
features, and sentiment analysis with Vader; and (5) Elixhauser, topic-based features, and both sentiment analysis with
Pattern and Vader (or all). There is generally a noticeable performance improvement from the topic-based features and
sentiment-based features, with the lone degradation observed for in-hospital mortality trained on doc2vec topics. Ad-
ditionally, LDA performed better than doc2vec on the 30-day task, as there may not be sufficient examples to properly
learn the document-embedding representation. The results suggest that the VADER sentiment was particularly useful
for predicting 30-day mortality but not necessarily for in-hospital mortality. Similar trends were observed for the other
values of k in the Pareto set.

Effect of Learning Topics from Larger Note Corpus. Given the relatively small progress note corpus associated with
each task, we explored the effect of using all the progress notes from our database (without requiring an inpatient
encounter or a follow-up). This resulted in 5,129 patients with a total corpus size of 9,145 words, which were then
preprocessed to 8,015 words. Topic models were learned using the entire patient corpus with the test patients removed.
The topics were then inferred for the test patients. Figure 4 shows the boxplot of the AUC difference between using
all the progress nursing notes and just the progress notes associated with each mortality outcome (i.e., 30-day and
in-hospital) with only the Elixhauser and topic-based features. While the larger corpus marginally helped LDA learn
better topics, it had negligible effect for the doc2vec model.

Table 6: Predictive performance on the five different feature sets using the combination of the Elixhauser scores (Elix),
topic features (Topic), sentiment features with Pattern (Pattern), and sentiment features from VADER (Vader).

Outcome Topic Model Elix Elix+Topic Elix+Topic+Pattern Elix+Topic+Vader All

30-day LDA 0.7760 0.7961 0.7955 0.7961 0.7963
30-day Doc2Vec 0.7760 0.7719 0.7748 0.7807 0.7809
In-hospital LDA 0.7600 0.7945 0.7889 0.8014 0.8129
In-hospital Doc2Vec 0.7600 0.7574 0.7561 0.7593 0.7574
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Figure 4: The difference in predictive performance of learning topics using all the progress notes available in the
database compared to just the progress notes from those with mortality outcomes.

Discussion

Overall, disambiguating abbreviations in nursing notes used for topic modeling and sentiment analysis improves pre-
diction of in-hospital and 30-day mortality. In this secondary analysis of EHR data, we extracted International Classifi-
cation of Diseases-Ninth Revision diagnoses and nursing notes to predict outcomes of in-hospital and 30-day mortality.
The Elixhauser Comorbidity Index was calculated from the diagnoses. We preprocessed nursing notes through abbre-
viation detection and normalization, lemmatization, and stop word removal. Topic modeling with LDA and doc2vec
and sentiment analysis with Pattern for Python and VADER were then applied to the nursing notes. Predictive power
was assessed for models with and without abbreviation normalization while controlling for comorbidity. Compared
to non-abbreviation normalized nursing notes, abbreviation normalized nursing notes resulted in an improvement in
AUC. This may be due to the high prevalence of abbreviations in nursing note and the potential to provide better
context (i.e., more meaningful words) in short nursing notes.

Topic modeling improved prediction for both outcomes, with LDA performing better than doc2vec. Sentiment analy-
sis only improved 30-day mortality prediction, with VADER sentiment performing better than Pattern. Interestingly,
VADER was specifically designed for social media text, and these results indicate that this lexicon can be adapted for
another context. A possible explanation for VADER’s success is that a nursing note conveys a story in a few words,
similar to social media texts. Increasing corpus size resulted in marginal improvement for LDA but poorer performance
for doc2vec. We suspect the overall lack of improvement is due to the increased corpus size without a significant jump
in patient observations. Unlike LDA, which uses a bag-of-word representation, the document-embedding representa-
tion is more complex and thus requires more training samples. However, the performance improvement is negligible
for LDA and may not be worth the additional computational complexity.

Limitations of our study include the short length and restricted context of notes in our sample (i.e., we had an average
of ∼ 50 words per note). The short lengths potentially impacted the ability of the topic model algorithms (i.e., LDA
and doc2Vec) to learn more differentiating topics, and they made it difficult to use existing word sense disambiguation
software without additional expert annotation. Our simple nursing abbreviation resource was better suited to iden-
tify common abbreviations in our nursing notes compared to other resources that identified ambiguous abbreviations
with multiple senses. While our nursing abbreviation resource could be expanded to incorporate other abbreviation
resources, we found that scraping the two online resources was sufficient after inspecting a small random sample
of notes. We experimented with a more comprehensive medical abbreviation dictionary, but common words (e.g.,
“AND”) were replaced with inappropriate senses. We also explored adding other categories of free-text nursing notes
(e.g., care plans and observations about vital signs) but the predictive performance impact was negligible.

We also note the limitations from our selection of topic model algorithms and testing of our model. Since LDA uses a
bag-of-words model (i.e., unordered collection of words for patient representation)37, it can lose the inherent context in
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the nursing notes. While doc2vec preserves the semantics of the words using a deep-learning model, it has been well-
documented that the results can be difficult to reproduce44 and may not perform as well in specialized deep learning
models45. Furthermore, doc2vec does not capture negations or long-range dependencies across notes. However,
our limited corpus was insufficient to adequately learn the doc2vec parameters and thus did not outperform LDA.
Therefore, we do not expect specialized deep learning models to perform significantly better without more patients
and more extensive notes. Additionally, these clinical notes were written over multiple years at various facilities, and
it is unclear how institutional procedures and policies affected documentation practices. Finally, we were unable to
run multiple prediction tasks to verify our findings with other health outcomes.

Conclusion

Analyzing unstructured clinical data from EHRs provides opportunity for deeper insight into patient health outcomes.
In particular, nursing notes contain information about patients, such as clinical conditions and factors impacting health,
that can be used for prediction. We demonstrated that predictive models can be improved by extracting structured
information from nursing notes using abbreviation normalization, topic modeling, and sentiment analysis. This process
of incorporating unstructured text may assist earlier identification of at-risk patients who may, in turn, benefit from
early intervention. Future opportunities for research include assessing predictive value for other health outcomes,
utilizing clinical texts with increased variety and volume, and exploring other avenues of abbreviation disambiguation
in the presence of multiple senses.
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Abstract

Radiology reports contain descriptions of radiological observations followed by diagnosis and follow up recommen-
dations, transcribed by radiologists while reading medical images. One of the most challenging tasks in a radiology
workflow is to extract, characterize and structure such content to be able to pair each observation with an appropriate
action. This requires classification of the findings based on the provided characterization. In most clinical setups, this
is done manually, which is tedious, time-consuming and prone to human error yet of great importance as various types
of findings in the reports require different follow-up decision supports and draw different levels of attention. In this
work, we present a framework for detection and classification of change characteristics of pulmonary nodular findings
in radiology reports. We combine a pre-trained word embedding model with a deep learning based sentence encoder.
To overcome the challenge of access to limited labeled data for training, we apply Siamese network with pairwise in-
puts, which enforces the similarities between findings under the same category. The proposed multitask neural network
classifier was evaluated and compared against state-of-the-art approaches and demonstrated promising performance.

1 Introduction

Radiology reports contain descriptions of imaging findings and the corresponding diagnosis transcribed by radiologists
while reading radiology images. Criticality and significance of the findings vary based on the characterization of
the observation in terms of size, shape, texture, etc. Considering pulmonary nodular findings, the significance is
characterized by first determining whether the observation is a new finding or not. In the case of a prior finding
follow-up, it is important to evaluate the interval change in terms of worsening, improving, or remaining unchanged.
Radiologists typically provide a brief description of such characterization while transcribing a nodular finding. For
example, “Ground-glass opacities are unchanged in the upper lobes”. Extraction and classification of the findings
help determine and communicate the appropriate next care action more accurately and consistently. This is typically
performed manually, which is tedious, time-consuming, and prone to human error. With the increase in the volume
of imaging studies and consequently increase in the number of radiology reports, automatic structuring of radiology
report content in the form of pairs of findings and the corresponding appropriate actions has gained significant interest
during the last couple of decades. In this work, we propose a machine learning-based framework to classify findings
in terms of characterization of nodular change. The task is defined as a sentence-level multi-class classification.

Sentence classification has previously been applied for different clinical applications including assessment detec-
tion1–3, automatic report summarization4, and incidental finding/follow-up recommendation extraction5–7. The state-
of-the-art clinical sentence classification approaches use Natural Language Processing (NLP) techniques for parsing
unstructured textual data. The computerized NLP techniques feature efficiency and scalability compared to the con-
ventional approaches and are capable of processing large-scale data and obtaining results in near real-time, while the
latter are time-consuming, labor-intensive, and require specific expertise.

Conventional sentence classification methods can be categorized into two groups8: rule-based/pattern matching2, 3, 6, 9, 10

and statistical machine learning-based approaches1, 10–12. A rule-based approach is performed as a string-matching
using a set of keywords pre-defined by experts or available through standard ontologies (such as SNOMED CT*).
Rule-based approaches have been widely used for clinical tasks such as recommendation detection for incidental find-
ings in radiology reports6, and acute bacterial Pneumonia detection and related concept extraction from chest X-ray
reports9. A major drawback of rule-based approaches is the dependency of the performance on the completeness of

*https://www.snomed.org/snomed-ct
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the pre-defined keywords/patterns. On the other hand, machine learning-based approaches learn lexical and clinical
features from a set of pre-labeled report contents to achieve the classification. Castro et al. proposed a machine
learning-based classifier for automatic Breast Imaging Reporting and Data System (BI-RADS) categorization, using
Bag-of-Words (BoW) and BI-RADS annotation occurrence as features to train Naive Bayes (NB) and Support Vector
Machine (SVM) classifiers1. Solti et al. constructed a list of keywords and count their presences similar to BoW, and
used maximum entropy for detection of acute Lung injury from radiology reports10. Lexical features such as term fre-
quency - inverse document frequency (tf-idf)11, 12 and n-grams13–15 have also been widely used as features for similar
classification tasks. More recently, deep learning techniques, including Convolutional Neural Networks (CNN) and
Recurrent Neural Networks (RNN), have been applied to general purpose word/sentence embedding16–18 and clas-
sification19–22 tasks such as sequence tagging and sentiment analysis, and demonstrated promising results compared
with the conventional NLP approaches discussed above. More recently, the success of deep learning techniques in
NLP-related tasks inspires the recent applications in the clinical domain such as clinical decision-making23, 24, Name
Entity Recognition (NER)25, 26.

In this work, we present a multi-step framework for detection and classification of change characteristics in pulmonary
nodular findings described in radiology reports using state-of-the-art deep learning. The proposed classification prob-
lem was motivated by a recent work by Hassanpour et al. who proposed an NLP-based pipeline to categorize the
change and significance of clinical findings from radiology reports3, utilizing a keyword-matching algorithm. Never-
theless, this work suffers from similar shortcomings of keyword-matching approaches. Different from the conventional
feature extraction steps, we combine a pre-trained word embedding model with a deep learning based sentence encoder
to convert the text into dense vectors in a lower dimension. The word embedding (skip-gram) model is able to learn
a distributed representation for each word and capture its semantics16, 27. The obtained word embeddings are then fed
into the sentence encoder to learn vector representations of the sentences that are used as features for the classification.
The biggest challenge to apply deep learning approaches in clinical domain is the data scale as it requires large-scale
labeled data to train deep learning models without overfitting. Therefore, we apply Siamese network, which is a dual
network used to predict the similarity between a pair of input samples28, 29, in addition to the sentence classification
network to enforce the similarities between findings under the same category. We jointly learn the two neural net-
works in a multitask scheme. The proposed multitask neural network classifier was evaluated and compared against
state-the-art approaches and demonstrated promising performance on pulmonary nodular finding classification.

The main contributions of this work can be summarized as following:

• A multitask deep learning framework is proposed for classification of change characterization in pulmonary
nodular findings described in radiology reports with a robust high-precision/recall. To the best of our knowledge,
this is the first work utilizing multitask deep learning to tackle such problem and achieve promising performance.

• We utilize Siamese network in a multitask scheme to overcome a typical challenge in deep learning solutions for
healthcare tasks: lack of sufficient labeled data for training. This is achieved by considering all possible pairs of
input sentences.

• A thorough investigation and comparison is conducted and reported on an extensive selections of features and
methods including conventional machine learning and state-of-the-art deep learning-based approaches, which
resulted in insights and suggestions for future work.

2 Material and Methods

Figure 1 demonstrates an overview of the proposed framework. In summary, radiology reports are preprocessed
to extract finding sentences. Next, sentences with an indication of pulmonary nodular findings are automatically
identified. Finally, pulmonary nodular finding sentences are classified in terms of characterization of change. Details
on each step are provided in the following sections.

2.1 Preprocessing

Free-text radiology reports are processed to split into sentences using SpaCy*. The sentences are further processed to
lower case, removing redundant spaces, correcting incidental sentence chunking caused by punctuations, and fixing

*https://spacy.io/
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Figure 1: An overview of the proposed pulmonary nodular finding classification framework.

special characters and encodings. In the end, we obtain the word tokens of the cleaned sentences using SpaCy. The
tokens are further normalized based on the entity type such as measurements and dates: e.g., “3.0 x 2.0 x 3.0 mm” is
normalized to “9 x 9 x 9 mm”, and time formats such as “01/01/2001” and “Jan 1st, 2001” are converted to “9-9-99”.

2.2 Pulmonary Nodular Finding Detection

Pulmonary nodular finding detection was achieved in two steps: First, a previously proposed anatomical phrase label-
ing approach was applied for pulmonary sentence classification30. Next, sentences with pulmonary nodular findings
were automatically identified using a logistic regression-based binary classifier. The input feature vector consists
of TFIDF features as well as binary features based on regular expression-based keyword matching. Here is a list
of keywords extracted from SNOMED CT ontology: nodule, focus, mass, consolidation, lesion, focal opacity, cyst,
ground-glass, tree-in-bud, abnormality, carcinoma, focal density, and tumor.

2.3 Pulmonary Nodular Finding Classification

The basic finding classification model (denoted as encoder classifier) is a deep neural network including the following
components: (1) word embedding which converts input words/tokens into dense vectors, (2) sentence encoder which
reads embedding vectors and outputs highly abstracted features of the findings, and (3) fully-connected layers for
further classification tasks based on the encoded feature. In addition, since we have a relatively small labeled dataset,
we apply a Siamese network in addition to the encoder classifier in order to utilize pairwise data. The network
configuration is shown in Figure 2.

2.3.1 Word Embedding and the Pre-trained Model

We apply the skip-gram model for word embedding. The skip-gram works in an unsupervised fashion, and is proposed
to learn semantic representations of the words16. The underlying assumption of skip-gram is that the semantics of the
current word is distributed through the whole sequence or within a window of nearby words. For example, we have an
input word sequence T = {w1, w2, ..., wN} of N words where wt indicates the current word at step t, and let c denote
the window size, the objective function of skip-gram model is to maximize the likelihood of the occurrences of words
within the window range given the current word, as shown in Equation 1:

1

N

N∑
t=1

∑
−c≤q≤c,q 6=0

log p (wt+q|wt) (1)

where the conditional probability is calculated from soft-max. A word wt in the sequence T is mapped into a word
vector wt ∈ IRn×1, and used to construct the vector sequence T ∈ IRN×n to represent the input sequence where
T = [w1,w2, ...,wt]

ᵀ. The number of rows is fixed to be the maximum length among all the input sequences, and
zero-padding is performed for shorter sequences. The details on pre-training the skip-gram model is discussed in
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Figure 2: The proposed deep neural network for pulmonary nodular finding classification in a multitask scheme.

Section 2.4.

2.3.2 Sentence Encoder

Three one-layer architectures were considered for the sentence encoder: uni- and bi-directional Long Short Term
Memory (LSTM)31 and one-dimensional CNN23, 32. The learned features are fed into two layers of fully-connected
layers where we use a soft-max function as the activation function in the last layer. Given N samples and C classes in
total, let g(·) denote the encoder function including the first fully-connected layer, ŷi and yi denote the prediction and
ground truth of sample xi, the prediction loss Lpred is thus defined in Equation 2.

ŷi = softmax(Wg(xi) + b)

Lpred =
1

N
(−

N∑
i=1

C∑
c=1

yci log ŷ
c
i )

(2)

2.3.3 Siamese Network

Deep learning techniques typically require large-scaled labeled data. Nevertheless, it is always a significant challenge
to create large-scale labeled data. We utilize Siamese network in addition to the classification task in a multitask
scheme in order to overcome the shortcoming of limited training data. Siamese network was initially proposed to
tackle the one-shot and few-shot learning problem28, 29. The inputs to the Siamese network are pairwise samples from
different classes and the outputs are the probabilities of the input sample pairs belonging to the same class. The
intuitions of applying the Siamese network is two folds: (1) by creating pairwise inputs we are able to upsample
the data scale from O(N) to up to O(m · N),m ∈ [1, N/2] which is also controllable, and (2) the objective of the
Siamese network is to enforce the within-class similarity while maximizing the inter-class dissimilarities. In our case,
the Siamese network is constructed by the same sentence encoder as we introduced in the previous section. After we
obtained the features for the two input samples xi and xj , a joint distance layer dist (xi, xj) = |g (xi)− g (xj)| is
used to compute the absolute distance per dimension between the two layers. Then, by adding a fully-connected layer
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and sigmoid activation σ(·), we obtain the final prediction ŷi,j and the similarity loss Lsim following binary cross
entropy in Equation 3. Output labels for the Siamese network are created based on the following rule: output label is
set to “1” if the input sample pair belong to the same class, and “0” otherwise.

ŷi,j = σ (Wdist (xi, xj) + b)

Lsim =
1

N ′

∑
i,jv[1,N ]

[(1− yi,j) log (1− ŷi,j) + yi,j log ŷi,j ] + λ ‖W‖2
(3)

2.3.4 Multitask Learning

In order to achieve an end-to-end training where we can perform both the sentence classification and similarity pre-
diction at the same time, we construct a joint neural network in a multitask fashion as shown in Figure 2. The two
components of the multitask neural network share the same sentence encoder with the same weights. Therefore, during
the training process, the encoder learns to encode the findings under the same class close to each other as well as to
push the findings from different classes away from each other. The total loss function of the multitask neural network
is calculated as a weighted average of the classification loss and the similarity loss as defined in Equation 4, where α
is a scaler. We run validation after training for 10 batches each time and adjust the scaler α based on the loss values
obtained on the validation set.

Lsim = αLpred + (1− α)Lsim (4)

Table 1: Definition of pulmonary nodular finding type based on characterization of change and sample size.

Class Type Sample Size Definition
(no. of sentences)

New/Indeterminate 421 Nodular finding was not present in a prior study and/or cannot be assessed as any of the
other types

Worsening 87 Nodular finding has progressed
Unchanged 340 Nodular finding has not changed
Improving 90 Nodular finding has been partially or completely resolved

2.4 Clinical Data

Radiology reports from two different clinical sites, the University of Washington (UW) and the University of Chicago
(UC) were used in this study. Radiology reports were collected with Institutional Review Board (IRB) approvals.
All reports were de-identified by offsetting dates with randomly generated numbers. All other HIPAA patient health
information including name, date of birth and address were removed. The following section describes the break down
of the data:

Word embedding: 1,566,921 reports from the UW dataset as well as 334,486 unique terms extracted from SNOMED
CT ontology (version 20150731) were used for training the word embedding model. After applying preprocessing,
the training corpus contained 418,761,995 tokens with a vocabulary size of 270,015. Details are given in30.

Pulmonary nodular finding corpus: 2,000 radiology reports were randomly selected from the UC dataset and man-
ually labeled for pulmonary nodular finding types: New/Indeterminate, Worsening, Unchanged, and Improving. Such
choice of categorization is adopted from a previous work3 with a couple of differences: New and Indeterminate are
combined as one class and Worsening is considered as a separate class. Definitions of the classes and the correspond-
ing data distributions are provided in Table 1. The suggested class choice differences is based on recommendations
by radiologists from the collaborating sites to adapt to their current care workflow. From the selected 2,000 reports,
438 radiology reports contain sentences of pulmonary nodular findings (918 sentences in total) are detected by the
pulmonary nodular finding detection phase as discussed in Section 2.2. We further split the pulmonary nodular finding
sentences to 80% and 20% as the training/validation and testing sets.
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3 Results

Since our task is a multi-class classification and the classes are imbalanced, we apply the weighted average of the
precision, recall, and F1-score by the number of instances of each class33 to calculate the overall performances for
evaluating and comparing the classification approaches. In this case, the F1-score can be not in the range of the
precision and recall because it is a weighted average over the classes instead of a weighted average over the precision
and recall per class.

The proposed classifier is compared against a number of conventional and state-of-the-art approaches. In order to
conduct a fair comparison between our proposed approach and other methods, we incorporate the commonly used
hand-crafted features including BoW, tf-idf, n-grams (including bi-grams and tri-grams), and all possible combina-
tions, with various classifiers including NB, SVM, Logistic Regression (LR), and Random Forest (RF). All combi-
nations of the aforementioned features were considered for both training and testing. In order to obtain the optimal
performance for each feature set and classifier combination, we carefully run grid search within the training set on the
hyper-parameters and choose the best performing settings. The options of L1 and L2 regularization are also included
in the grid search to deal with the high dimensionality of the inputs. L1 regularization enforces the sparsity in the
coefficients and tends to perform better on high dimensional tasks, while L2 regularization is more commonly used
to prevent overfitting34. Additionally, we compare the proposed multitask finding classification model with Siamese
network and joint loss with the state-of-the-art deep learning models based on different sentence encoders but without
the Siamese network: Bi-directional LSTM (denoted as BiLSTM)35, uni-directional LSTM (denoted as LSTM)31, 36,
one-dimensional CNN29, 32, and the Deep Averaging Network (DAN), which is a deep neural network consist of two
fully-connected layers on top of the averaged word2vec features obtained from all the words in the input sequence37.
The proposed multitask neural networks with different encoders are denoted as Multitask CNN, Multitask LSTM,
and Multitask BiLSTM. All deep learning models are trained on batches with 64 samples. We also implemented the
rule-based approach proposed by Hassanpour et al.3 to solve a similar finding classification problem. Nevertheless,
we were unable to replicate the results on our test set using the provided keyword set3. The is due to the fact that: 1)
creating a comprehensive list of keywords is always a challenge; and 2) determining the class label solely based on
keywords may not be sufficient as in some scenarios, the hint to determine the appropriate class label is in the context
of the sentence1. Consider the following example: “The other nodule previously noted on the prior study cannot be
identified on the current examination”. By considering the context, one can simply conclude that the appropriate class
label for the nodule is Improving. However, there is no specific keyword that highlights the class label.

Table 2 summarizes the performance of different approaches in terms of precision, recall, and F1-score. From Table 2,
we can observe that the proposed Siamese network-based multitask CNN yields the best precision, recall, and F1-score

Table 2: Results on pulmonary nodular finding classification. The best performing results are shown as bold. NB:
Naive Bayes; SVM: Support Vector Machine; LR: Logistic Regression; RF: Random Forest; DAN: Deep Averaging
Network; CNN: Convolutional Neural Network; LSTM: Long Short Term Memory; BiLSTM: Bi-directional LSTM.

Models Evaluation
Precision Recall F1-score

NB + tf-idf 75.50% 75.54% 75.21%
SVM + All Features 88.65% 86.96% 86.65%
LR + All Featuers 88.24% 87.50% 87.47%

RF + tf-idf 82.86% 80.43% 81.10%
DAN 82.97% 81.52% 81.87%
CNN 88.93% 86.96% 86.34%

LSTM 88.37% 88.04% 87.97%
BiLSTM 87.24% 86.96% 86.72%

Our proposed Multitask CNN 90.65% 89.67% 89.69%
Our proposed Multitask LSTM 89.35% 88.59% 88.36%

Our proposed Multitask BiLSTM 90.64% 89.67% 89.44%

290



Table 3: Per-class Precision/Recall/F1-score using the proposed CNN-based Multitask Neural Network.

Class Names Precision Recall F1-score
New/Indeterminate 86.08% 97.14% 91.28%
Worsening 70.59% 92.31% 80.00%
Unchanged 98.61% 87.65% 92.81%
Improving 87.50% 70.00% 77.78%

outperforming the other state-of-the-art deep learning approaches by about 2%. Table 3 summarizes the performance
of the proposed multitask neural network with the CNN encoder on each class separately. As can be observed from
the table, the worst precision and recall belong to Worsening and Improving classes. We also present the confusion
matrix among different classes in Figure 3. As can be observed from Figure 3, class New/Indeterminate is confused
the most with other classes, specifically, the most confusion being with class Improving.

Figure 3: The confusion matrix of the proposed multitask neural network with CNN-based sentence encoder.

4 Discussion

Automatic identification and extraction of actionable information from unstructured radiology report content is a
challenging task due to the significant variation in radiologists’ language in transcribing such information. Consider
the following examples: “Previously described nodular opacity in the left upper lobe less conspicuous on current
examination.”; “Marked interval decrease in size of the nodular opacity within the left upper lobe”; “left upper lobe
nodular opacity has resolved since the prior examination.” All these sentences refer to an improving nodular finding
yet in quite different languages.

While achieving a high recall is desired for guaranteeing the detection of all actionable sentences within the report,
reaching a high precision is quite important for finding type classification to avoid confusions and mistakes in the
workflow and care management. The proposed classifier yields relatively high precisions and recalls for three out of
four class. Additionally, class confusion is quite an important factor in the evaluation of a classifier. However, not
all confusions will have the same impact on the overall performance which is special in the healthcare domain. In
other words, confusions between certain classes may result in higher costs in downstream applications. For example,
for the current use case, confusing worsening with improving or unchanged classes could have a dramatic impact on
the decision on the appropriate care action and as a result, pose a significant risk on patient’s health. Considering the
confusion matrix provided in Figure 3, the most confusion is between new/indeterminate and other classes. This is an
expected error considering a current limitation of the proposed framework. Consider the following example: “Small,
noncalcified nodules are seen in the right upper lobe on image 18/102. These are unchanged in the interim.” The
first sentence was labeled as new/indeterminate by the algorithm; however, by considering the following sentence,
the appropriate label seems to be unchanged. This is due to the fact that the proposed framework does not take any
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extra context beyond the target sentence into account for the classification. The most worrisome confusion is between
worsening and other three classes, as a patient falling under unchanged or improving classes may not require any
follow-up action, whereas a patient under worsening class most definitely requires short-term or immediate attention.
Fortunately, the proposed framework demonstrated no such confusion as can be seen in Figure 3.

Building a classifier that could reliably distinguish between different classes requires a significant amount of training
labeled data to capture as much of the variation in the data as possible. Nevertheless, creating such size of labeled
data is costly and requires a significant amount of effort, and time. To overcome such challenges, we incorporated
Siamese network in a multitask and end-to-end scheme to tackle the limitation of data scale, which often occurs in
deep learning applications. Such incorporation benefits the overall performance by constructing pairwise samples in
a large-scale and enforce the differences between findings from different categories. The proposed multitask neural
network framework can be potentially applied to other similar classification tasks in the clinical domain, where labeled
data is usually limited in scales and very expensive to obtain.

5 Conclusions

In this work, we present a deep learning approach to tackle the pulmonary nodular finding classification in terms
of characterization of change. To overcome the challenge of access to limited labeled data, we take advantage of
the Siamese network in a multitask scheme. The proposed architecture takes pairwise samples as inputs to increase
the number of training samples. Furthermore, the Siamese network is able to capture the similarities and subtle
differences for samples under the same and different classes. We compared the proposed framework against a number
of conventional machine learning approaches as well as a few state-of-the-art deep learning methods and demonstrated
that the proposed approach outperforms the other methods.
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Abstract

With the rapid development of computer hardware and software technologies, more and more electronic health
data from insurance claims, clinical trials and hospitals are becoming readily available. These data provide a rich re-
source for developing various healthcare analytics algorithms, among which predictive modeling is of key importance
in many real health problems. One important issue for data-driven predictive modeling is high dimensionality, and
feature selection is one effective strategy to reduce the number of independent variables and control the confound-
ing factors. However, most of the existing studies just pick one feature selection approach without comprehensive
investigations. In this paper, we investigate the issue of drug response heterogeneity for type II diabetes mellitus
(T2DM) patients using a large scale clinical trial data. Our goal is to find out the important factors that may lead to
the response heterogeneity for three popular T2DM drugs, Metformin, Rosiglitazone and Glimepiride. We imple-
mented 8 different feature selection approaches and compared their performances with various measures including
prediction error and the consistency of the identified important factors. Finally, we ensemble all factor lists picked by
different algorithms and obtain a final set of factors that contribute to the drug response heterogeneities and verified
them through existing literature.

1 Introduction

Diabetes is a problem with the human body that causes high blood glucose, which is also known as hyperglycemia.
Type 2 Diabetes Mellitus (T2DM) is the most common form of diabetes when the human body has insulin resistance.
According to statistics, Diabetes affects more than 285 million people globally1 with 90% of the cases diagnosed as
T2DM2.

T2DM is a progressive disease with a consistent and steady increase in glycosylated hemoglobin (HbA1c) over time.
T2DM patients are also associated with enhanced risk of micro- and macrovascular complications and a substantial
reduction in life expectancy. Three major pathophysiologic abnormalities associated with T2DM are impaired insulin
secretion, excessive hepatic glucose output, and insulin resistance in skeletal muscle, liver, and adipose tissue3. These
defects have been treated in clinical praxis by use of oral insulin secretagogues (sulfonylureas (SU)/glinides) or insulin
sensitizers (metformin and thiazolidinediones (TZDs)) respectively. Rosiglitazone is a insulin sensitizer in TZD family
and glimepiride is an insulin secretagogue in the SU family. Rojas and Gomes mentioned4 that metformin/glimepiride
combination results in a lower HbA1c concentration and fewer hypoglycemic events when compared to the gliben-
clamide/metformin combination. Metfomin/SU combination therapy was also associated with reduced all-cause mor-
tality. Studies have respoted that the use of rosiglitazone was associated with a 5%, non-significant, reduction in
mortality5, and Raef et al. found that6 rosiglitazone, when added to Metformin in type 2 DM patients, was effective
and well tolerated.

T2DM is a heterogeneous disease with large variation in the relative contributions of insulin resistance and beta
cell dysfunction between subgroups and individuals7. The response to treatment for T2DM typically varies among
individuals within a study population, which is known as heterogeneity of treatment response8. Many studies have
been reported for the investigation of the treatment response heterogeneity of T2DM patients, where the response
to pharmacological treatment was typically measured by HbA1c and/or fasting plasma glucose (FPG) levels during
follow-up. Many of these approaches are hypothesis driven, and one can refer to8 for a comprehensive survey.

The goal of this study is to investigate the application of machine learning approaches in identifying important factors
that contribute to the response heterogeneity of T2DM drugs. Different from conventional statistical hypothesis driven
approaches, those machine learning algorithms are data-driven and hypothesis free. Three important drugs mentioned
above, namely metformin, rosiglitazone and glimepiride, are investigated. The patient data are from the ACCORD
trial9.

295



From the language of machine learning, such factor identification problem can be tackled by feature selection ap-
proaches. Feature selection10 refers to the process of selecting a small subset of features from the entire feature set
according to some criteria. Typically feature selection approaches can be categorized as either filter methods or wrap-
per methods. The filter methods typically calculate a score (e.g., correlation with target variables) for each feature
and then rank the features according to the scores and pick the leading ones. Wrapper methods integrate the feature
selection process with a learner e.g., a classifier such as Support Vector Machines and the selected features are guar-
anteed to lead to better performance of the learner. Different feature selection algorithms have different assumptions
and advantages. For example, filter methods are computationally efficient, while wrapper methods are coupled with
endpoint learner and thus can lead to better performance. Therefore picking an appropriate feature selection algorithm
is not a trivial task for different applications.

In our study, we systematically investigate the different feature selection algorithms in the context of response het-
erogeneity of T2DM drugs with ACCORD trial data. We compared the prediction performance using the features
identified from those approaches to the response variable (change in HbA1c value), as well as the consistency of the
feature sets selected by different algorithms. Finally we come up with a strategy on ensemble the feature sets picked
by different approach and verify them with evidence from existing literatures.

2 Methods

The detailed methodologies we used in our research are introduced in this section.

2.1 Data

The data we used in our investigation are from Action to Control Cardiovascular Risk in Diabetes (ACCORD)
database, time-series data from baseline to follow up to 7 years, 84 months, for 10251 patients, each patient is under
intensive glycemia control or standard glycemia control. All the patients are grouped into 8 arms, each patient only
belongs to one arm, the time unit of record is month, in our analysis, subset of 10251 patients were used as input.

Figure 1: The graphical illustration of our setup on how to calculate ∆HbA1c

Three cohorts were initially constructed in our study, which are the patients who took metformin, rosiglitazone and
glimepiride (we call these drugs index drugs). To reduce the effects of combination therapies, we require the first time
the patient take the index drug should be before the patient takes insulin or any other drugs functioning similarly to
the index drug. We also exclude patients who took any T2DM drugs in three months before the first time they took
the index drugs. This results in 521 patients in the metformin cohort, 1,127 patients in the rosiglitazone cohort and
688 patients in glimepiride cohort. The difference between the HbA1c values on baseline and follow up time points
for each patient is used as the target. The baseline timestamp is set as the HbA1c value closest before the index drug
taking time. The follow up timestamp is set as the earliest HbA1c value appeared between 2 months and 10 months
after taking the index drugs. Figure 1 provides a graphical illustration on the details of our setup.

To compare the response heterogeneity measured by HbA1c change through the duration under different glycemic
control (i.e., intensive or standard), we chose to split each drug cohort into 2 subgroup, rendering 6 cohorts in total for
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further feature selection algorithms employment: metformin & intensive, metformin & standard, glimepiride & inten-
sive, glimepiride & standard, rosiglitazone & intensive, rosiglitazone & standard. In the next following experiments,
we would apply multiple feature selection algorithms on the top of the six cohorts to compare the performance and the
consistency of them. The overview information about datasets are summarized in Table 1 and Table 2.

We selected patients who take the drug and set their baseline HbA1c as the latest record right or before the date they
take the medicine, and set the first HbA1c record in the duration that from 2 month after they take the drug to 10
months after they take the drug as the follow-up HbA1c record. If someone who take several drugs together, they will
belong to the cohort that the first drug they take, excluding those who take the second drug in 3 months after they take
the first drug, thus avoiding the inter-related effect of combination of drugs

Table 1: Cohorts used in the study

Feature Metformin Glimepiride Rosiglitazone
Intensive Standard Intensive Standard Intensive Standard

#Sample 201 320 366 322 557 570
#Feature 139 135 140 138 140 138

Table 2: Mean and Std For Important Features In Multiple Datasets At Baseline

Feature
Metformin Glimepiride Rosiglitazone

Intensive Standard Intensive Standard Intensive Standard

LDL 115.97 (39.05) 107.84 (34.71) 104.54 (34.84) 101.08 (34.27) 101.01 (31.13) 92.91 (30.52)
VLDL 39.77 (36.32) 37.48 (24.3) 36.01 (22) 41.44 (29.91) 33.47 (19.12) 40.02 (44.76)
HDL 41.19 (11.75) 41.77 (10.78) 42.8 (11.05) 41.69 (10.46) 42.74 (12.14) 40.92 (11.11)
Trig 212.5 (257) 199.8 (162.37) 185.81 (124.68) 224.17 (200.63) 173.71 (114.59) 211.54 (262.25)
BMI 31.88 (5.66) 31.52 (5.38) 31.57 (5.64) 32.14 (5.23) 30.93 (5.09) 31.54 (5.15)

Female 42% 33% 39% 41% 38% 34%
Age 62.78 (6.84) 62.96 (6.68) 62.24 (6.58) 61.13 (6) 62.69 (6.86) 61.95 (6.21)
Chol 196.91 (49.39) 187.08 (41.36) 183.35 (43.24) 184.21 (46.32) 177.22 (38.06) 173.86 (53.15)
SBP 135.27 (17.39) 132.33 (16.6) 134.04 (16.79) 132.29 (18.08) 132.52 (16.77) 130.9 (17)
DBP 76.85 (10.59) 74.65 (10.69) 75.88 (10.78) 75.41 (10.23) 73.97 (10.56) 73.39 (10.13)
HR 70.85 (11.79) 70.21 (11.03) 72.05 (11.05) 73.51 (11.8) 71.59 (11.79) 72.39 (11.33)

Yrsdiab 5.6 (6.06) 6.07 (5.06) 5.8 (5.88) 6.47 (5.36) 7.12 (6.06) 8.76 (6.31)
Waist cir 104.71 (14.53) 105.06 (13.56) 104.37 (14.84) 106.03 (12.96) 103.59 (13.27) 105.57 (13.17)
Weight 92.54 (19.09) 92.22 (18.48) 90.95 (18.97) 92.81 (17.4) 89.45 (17.06) 92.02 (18.39)
Height 170.18 (9.99) 170.86 (10.23) 169.49 (9.24) 169.82 (9.5) 169.91 (9.47) 170.49 (9.53)
FPG 167.12(58.94) 181.09(51.75) 160.64(48.49) 189.96(58.68) 149.81(47.4) 188.11(51.04)
GFR 92.82 (23.51) 89.1 (23.76) 91.02 (24.28) 89.2 ( 25.86) 89.29 (26.74) 88.04 (22.53)

SCREAT 0.87 (0.21) 0.91 (0.21) 0.89 (0.23) 0.91 (0.28) 0.92 (0.24) 0.93 (0.25)
HbA1c 7.85 (1.15) 8.26 (1.05) 7.75 (1.2) 8.42 (1.02) 7.38 (1.16) 8.46 (0.95)

Number in the parenthesis is the standard deviation; LDL: Low density lipoprotein (mg/dL); VLDL: Very low density lipopro-
tein (mg/dL); HDL: High density lipoprotein (mg/dL); Trig: Triglycerides (mg/dL); BMI: Body Mass Index; Female: Gender;
Age: Age at baseline; Chol: Total Cholesterol (mg/dL); SBP: Systolic Blood Pressure (mmHg); DBP: Diastolic Blood Pressure
(mmHg); HR: Heart Rate (bpm); Yrsdiab: Years of diabetes; Waist cir: waist circumference (cm); Weight: Kg; Height: cm; FPG:
Fasting plasma glucose (mg/dL); GFR: eGFR from 4 variable MDRD equation (ml/min/1.73 m2); SCREAT: Serum creatinine
(mg/dL); HbA1c: Hemoglobin A1C

2.2 Experimental Setup

The goal of our experiment is to compare the feature selection methods on different cohorts, and also compare the
difference of the result of feature selection on both intensive and standard cohort of specific drug.

The outcome of our study is the HbA1c change through the duration, which is a continuous value, indicating our model
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employed later will be a regression model. The features for each cohort in table 1 vary, because we drop the features
with 20% or more missings. Eventually, there are 135 to 140 features for each cohort, pretty much the same. Features
include health status, medication log, demographic information, daily life, etc. There are continuous, binary and
categorical features in the features of cohort, categorical features are converted to binary ones using one-hot encoding
and we don’t do any discretization to continuous features.

However, there are still features with less than 20% missing, we adopted multivariate imputation by chained equations
(MICE)11 to impute the missing feature values. Then the pre-processed data were fed into different feature selection
algorithms. All of the work is done using R v3.4.3.

2.3 Feature Selection Algorithms
Table 3: Comparison between different feature selection approaches

Methods Single/Multiple
Feature Filter/Wrapper Complexity Subset

Generation Stability Used to
Eliminate

Correlation
Coefficient Single Filter O(1) Forward

Selection Stable Irrelevant
Features

Univariate
LM Single Filter O(N) Weighted Stable Irrelevant

features

MI Single Filter O(NlogN) Forward
Selection Stable

Redundant or
Irrelevant
Features

MRMR Single Filter O(N2) Forward
Selection Stable

Redundant or
Irrelevant
Features

Multivariate
LM Multiple Wrapper O(C2N) Weighted Not Stable Irrelevant

features

LASSO Multiple Wrapper O(C3+
C2N) Weighted Not Stable Irrelevant

features

GBM Multiple Wrapper Depends
on tree Weighted Stable Irrelevant

features
Random
Forest Multiple Wrapper Depends

on tree Weighted Stable Irrelevant
features

C denotes the number of features;

As we stated in the introduction, feature selection algorithms are typically categorized as filter or wrapper methods10.
In the study, we investigated eight different feature selection methods, including both filter and wrapper methods:
filter methods include correlation coefficient/statistical testing, univariate linear regression, Mutual Information (MI),
Maximal Relevance Minimal Redundancy (mRMR)12. Wrapper methods include Multivariate linear regression, Least
Absolute Shrinkage and Selection Operator (LASSO)13, Gradient Boosting Machine (GBM)14, Random Forest (RF)15.
Detailed implementation of each method are described as follows.

Table 3 provides a comprehensive comparison of the characteristics of those different methodologies in terms of
theoretical algorithm. In our work, we will evaluate the consistency and the predictive ability for all the algorithms.

Correlation based approach evaluate the importance of each feature with response variable by calculating their corre-
lations testing. In our case, the response variable is the change in HbA1c value. Therefore if the feature is continu-
ous, Pearson/Spearman Correlation test is performed, if the feature is categorical or binary, ANOVA/Kruskal-Wallis
test/Wilcoxon signed-rank test is applied. The p-value and correlation coefficient from the statistical model are used
to rank each feature. Note that before we do the actual test, we first check if the response value distribution and the
feature distribution are both normal, if at least one of them is not normal, nonparametric tests are employed to check
the dependency, otherwise parametric tests are performed.
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Univariate linear regression(ULR)16 is a typical generalized linear model, we considered a feature as input at a time,
and HbA1c change as the label for the univariate model. Thus, there will be a linear regression model for each feature,
which outputs a coefficient and also a p value for the corresponding feature, the p value will be the proof for its ranking
among all features in the method. The smaller the p value, the higher the rank.

Mutual information(MI)17 the mutual dependence between the two random variables, it measures the information that
two features share: how much knowing one of these variables reduces uncertainty about the other.MI is used as a
feature selection approach in Natural Language Processing area, especially search engine. The R package infotheo
and mpmi provides functions to calculate mutual information efficiently, each variable has mutual information with
HbA1c change.

Maximal Relevance Minimal Redundancy(mRMR)12 is also a feature selection algorithm frequently used in vari-
ous application. mRMR is shown to be more powerful than simple forward or backward selection, because it also
evaluates features that are mutually independent but still have high correlation or dependency with the response vari-
able. In mRMR, the feature redundancy and feature/response dependency are measured by mutual information. We
implemented this using the package mRMRe in R.

Multivariate Linear Regression (MLR)18 is the most common model for ordinary least square regression problem,
which aims to minimize the least square error between the linear prediction value and the true label. MLR can also be
utilized to select a subset of important features which are correlated to the label, whatever the direction that they have
influence on the label. Similarly, the multivariate linear regression model can also output a coefficient and p value for
each feature. The coefficient can be viewed as the weight for that feature, and p value indicates if the weight, which
suggests the contribution of the corresponding feature to the final prediction of the response, is significant. In our
implementation, all the features except HbA1c change are treated as independent variables, and HbA1c change is the
response variable. The model is implemented in 10 fold cross validation.

Least Absolute Shrinkage and Selection Operator (LASSO)13 is an extension of multivariate linear regression with a
`1 norm regularizer penalizing the sparsity of the coefficient vector. In our implementation, we set change of HbA1c
as target and all other features except HbA1c change as input, glmnet package in R was used, 10 fold cross-validation
were employed, hyperparameter λ was tuned from 0 to 10 , 0.001 as stepsize.

Gradient Boosting Machine (GBM)14 is one of the most popular and effective ensemble supervised learning methods, it
constructs a forward stage-wise additive model by implementing gradient descent in functional space. GBM computes
the feature importance based on the number of times a variable is selected for splitting, weighted by the squared
improvement to the model as a result of each split, and averaged over all trees.19 In our implementation, we used
caret package in R, we set HbA1c change as the label, and other features as the input, we evaluated the following
model hyperparameters are tuned with 10 fold cross-validation: the number of trees, from 100 to 1000, 100 trees as
step size; shrinkage parameter,from 0.001 to 0.6, 0.001 as step size; Minimum observation in each node, 10, and the
depth of the tree, from 4 to 12, 1 as step size. The optimal set of parameters varies depending on the data.

Random Forest (RF)15 is an ensemble of decision trees with the bagging strategy. It usually achieves accurate and
stable prediction results. RF measures the features importance by impurity index, which is the total decrease in node
impurities measured by Gini Index from splitting with the variable, averaged over all trees. The randomForest
package in R provides function for implementation. In the experiment, the number of trees is tuned through 10-fold
cross validation, the number of trees is mainly tuned from 10 to 1000, 10 as step size. The label is HbA1c change
while other features as input, Root Mean Square Error(RMSE) is also the evaluation metric in our experiment.

As different feature selection methods derive different results, an effective measure to investigate the heterogeneity of
those results is needed, which can indicate the most common and reliable feature selection methods. The most reliable
feature selection method can reduce the heterogeneity of the selected features, which are more reasonable for further
usage. In addition to prediction performance,we check the previous work20 to find effective measures for comparison
between multiple feature selection methods, and we derive the following consistency index to quantify the algorithm
consistency.
Let F =

{
f1,...,fc

}
be a set of c features,K be the number of features selected, andM =

{
M1,...,Mk} is a set of output

feature lists of k algorithms, and Mid,Mjd are the subset of features Mid, Mjd are subset of F ,where the cardinality
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Table 4: The Root Mean Square Errot(RMSE) of Wrapper Methods

Cohort Multi lm Lasso GBM RF
Metformin Int 1.119 0.678 0.697 0.697
Metformin Sta 1.253 0.894 0.889 0.926
Glimepiride Int 0.814 0.617 0.596 0.624
Glimepiride Sta 1.089 0.855 0.852 0.876

Rosiglitazone Int 0.685 0.629 0.603 0.630
Rosiglitazone Sta 1.117 0.956 0.952 0.958

Mean 1.013 0.772 0.764 0.785

of Mid and Mjd are d,then the consistency index can be calculated as

consistencyindex =
2

M

M∑
i!=j

|Mid ∩Mjd| · c− d2

d(c− d)
(1)

3 Results

In this part, we evaluate utility and consistency of the features selected with different algorithms. The feature util-
ities are measured by their prediction performance, and we also use the proposed consistency index to measure the
consistency of different feature selection approaches.

As the response variable, change in HbA1c value is continuous, we use Root Mean Square Error (RMSE) as the
measure for prediction performance. Our dataset was first split into training (80%) and validation (20%) sets, and the
algorithm hyperparameters were tuned via 10-fold cross validation on the training set. The results are summarized in
Table 4 , where we only showed the performance of the 4 wrapper algorithms as the performance of filter methods will
be dependent on the choice of predictors. From the table 4, we can observe that GBM always performs better than any
other wrapper methods employed, except in Metformin intensive cohort, and Multivariate linear regression performs
the worst. This is not surprising because of the nonlinear nature of GBM as well as its optimization based set up.

Table 5 lists the concrete consistency index values resulting from each algorithm in the six cohort with K = 10. From
Table 5 we can observe that GBM, correlation testing, univariate linear regression and random forest are the methods
are more stable than the other 4 methods. The consistency index for those 4 methods are pretty close, with a big gap
compared with the other 4 unstable models.

Table 5: Consistency Index For Each Algorithm In Multiple Cohorts When Top 10 Features Are Selected

Cohort Cor test Uni lm MI MRMR Multi lm Lasso GBM RF
Metformin Int 0.45625 0.42929 0.34843 0.267578 0.4023437 0.29453 0.40234 0.51015
Metformin Sta 0.345161 0.426209 0.26411 0.102016 0.237096 0.399193 0.29112 0.318145
Glimepiride Int 0.75329 0.75329 0.45697 0.67248 0.160658 0.430038 0.69941 0.64554
Glimepiride Sta 0.64429 0.59035 0.50944 0.45551 0.401574 0.37460 0.64429 0.50944

Rosiglitazone Int 0.51085 0.45697 0.56472 0.26841 0.5916666 0.24147 0.61860 0.56472
Rosiglitazone Sta 0.509448 0.482480 0.42854 0.29370 0.2397637 0.320669 0.59035 0.45551

Mean 0.536 0.523 0.428 0.343 0.339 0.343 0.5406 0.50

Table 6 corresponds to the results withK = 20, which shows that the consistencies of all 8 methods decrease, however,
GBM and statistical/correlation test are still fairly consistent compared to the others.

Figure 2 describes the consistency index for each algorithm in each cohort as the number of the features selected
goes up, the number of features selected K varies from 10 to 30. The more stable the algorithm, the higher the
consistency index. As the figure shows, Multivariate linear regression consistency is decreasing pretty fast on all
cohorts. GBM always achieves high consistency values; RF is also relatively consistent. Correlation testing normally
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Table 6: Consistency Index For Each Algorithm In Multiple Cohorts When Top 20 Features Are Selected

Cohort Cor test Uni lm MI MRMR Multi lm Lasso GBM RF
Metformin Int 0.44894 0.55127 0.30275 0.141949 0.1127118 0.25889 0.46355 0.34661
Metformin Sta 0.22192 0.25131 0.13377 0.1043859 0.01622 0.31008 0.31008 0.22192
Glimepiride Int 0.68413 0.47972 0.47972 0.47972 0.11890 0.34831 0.53813 0.45052
Glimepiride Sta 0.41805 0.38878 0.37414 0.25705 0.198504 0.31559 0.41805 0.41805

Rosiglitazone Int 0.61113 0.45052 0.55273 0.31911 0.18771 0.15850 0.64033 0.45052
Rosiglitazone Sta 0.13995 0.21314 0.28632 0.30096 0.02104 0.169230 0.37414 0.35950

Mean 0.421 0.389 0.354 0.267 0.105 0.26 0.457 0.372
Cor test: Correlation and Statistical test including Pearson correlation test, Spearman correlation test, ANOVA,
Kruskal-Wallis Test, Mann-Whitney U test; Uni lm: univariate linear regression; MI: Mutual Information; MRMR:
Maximal Relevance Minimal Redundancy; GBM: Gradient Boosting Machine; RF: Random Forest; Int: Intensive;
Sta: Standard

shows high consistency when K is small and then decreases, except in Rosiglitazone intensive cohort. Univariate
linear regression shows drastic change in all intensive cohorts, relatively smooth in standard cohorts.

It can be also noted that in datasets with most samples (Rosiglitazone standard), the range of consistency of all the
feature selection methods become smaller. Most of the methods share the same tendency as the number of features go
up. In general, it can be concluded that multivariate linear regression has the least consistency, GBM has the highest
and the consistency of RF, correlation test and univariate linear regression have relatively consistency tendency, which
is consistent with table 5 and table 6.

Therefore, in our setting, GBM, RF, Correlation testing, univariate linear regression are the consistent feature selection
methods, which means that they tend to pick features consistent with other approaches. GBM and RF are wrapper
methods and typically also achieve good prediction performance. Univariate linear regression and correlation testing
are all filter methods. They are computationally more efficient but less consistent.

4 Discussion

In this part, we evaluated the qualitative analysis for our findings, which are consistent with the previous literature.

As Huang et al. suggest21, they selected top 15 features as their best predictive features set, to make our results more
informative, we select Top 20 features from output of consistent models (GBM, RF, Statistical Testing, Univariate
linear regression) as our best predictive feature sets for each dataset. Each method has its own ranking, if there is a
feature appears top 20 rank in at least two feature selection algorithm, the feature is selected to be one of the predictive
features. Therefore, we have the following selected best feature sets for each cohort:

• For Metformin intensive cohort: hypoglycemic episodes, experience of shortness of breath, race(excluding His-
panic), had retinopathy, BMI, Cholesterol, HDL, Heart rate, height, weight, HbA1c level at baseline, FPG, GFR,
Urinary albumin to creatinine ratio, Urinary creatinine, Urinary albumin, SBP, triglyceride, waist circumference.
These 19 features are considered to be predictive according to the final ranking.

• For Metformin standard cohort: foot ulceration, number of oral agents taking, HbA1c at baseline, FPG, SBP,
visual acuity score of left eye, VLDL, weight, waist circumference.

• For Glimepiride intensive cohort: Age, BMI, feeling score, gender, number of hypoglycemic episodes, HbA1c
at base, HDL, height, GFR, triglyceride, waist circumference, weight.

• For Glimepiride standard cohort: Age, BMI, feeling score, vibration (perception at great toe), HbA1c at base,
height, ALT, FPG, GFR, race(excluding hispanic), vitamin.

• For Rosiglitazone intensive cohort: Age, BMI, DBP, average frequency of blood sugar check, hypoglycemic
episodes, HbA1c at base, LDL, FPG, GFR, Serum creatinine, race (black & white), SBP, triglyceride, vision
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Figure 2: Consistency versus number of selected features for six cohorts

loss, waist circumference.

• For Rosiglitazone standard cohort: BMI, smoked cigarettes, DBP, eye disease, HbA1c at base, family history of
heart disease; Aggregate score of sensation, mobility,cognition, self-care, emotion; Aggregate score of vision,
hearing, speech, ambulation, dexterity, emotion, cognition and pain; FPG, SBP, visual acuity score of left eye,
weight.

As the final feature sets show, the demographic features are the most common important features for all the six cohorts,
indicating no matter what drug they take, their demographic information is always important to the HbA1c changes.
For metformin cohort, intensive subgroup has many demographic features identified to be important compared with
the standard subgroup, including race, BMI, furthermore, we can also find that most of the physiological states are
important to intensive cohort, but very few for standard. For Glimepiride cohort, hypoglycemia status, HDL, triglyc-
eride and some demographic features (waist circumference, weight) found to be predictive in the intensive cohort, but
race, ALT play an important role in the standard treatment subgroup. For Rosiglitzone cohort, intensive subgroup are
still more sensitive to physiological state as standard group is more prone to health score or family history, which is
interesting.

Previous work can verify some of our discoveries21, for example, Age, BMI, SBP, DBP, triglyceride, proteinuria
are all in the top 15 predictive features. previous work22 also indicates that Age plays an important role in risk of
cardiovascular disease, intensive glucose lowering increased the risk of cardiovascular disease and total mortality in
younger participants, whereas it had a neural effect in older participants. Bujac23 proposed that fasting plasma glucose
was significant, it23 also applied meta analysis of nine studies to manage to confirm the effect of FPG. According to
work24, Age, BMI, and HGI(observed minus expected HbA1c derived from pre-randomization fasting plasma glucose)
may help individualize prediction of the benefits and harm from intensive glycemic therapy. Tyler25 also works on
comparison between intensive and standard arm to check the factors associated with the level of HbA1c at the end
point, younger age, female gender, higher BMI, longer duration of diabetes, higher baseline HbA1c, black race,
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history of cardiovascular disease event(s) were associated with a 12-month HbA1c >= 8.0%, while factors related
to failure to reach a 12-month HbA1c of <= 8.0% include: race, age, poorer baseline glucose control, insulin use,
severe hypoglycemia and weight gain. Luo26 suggests Age, diastolic blood pressure, high density lipoprotein, waist
circumference, sex, cholesterol, parental or sibling history, BMI and triglyceride as set of important features.

5 Conclusion

In this paper, we systematically studied the impact of different feature selection algorithms to the predictive modeling
problem.We specifically investigated the problem of response heterogeneity of popular T2DM drugs. Our results
demonstrated that among all the algorithms we picked, GBM cannot only achieve good prediction performance, but
also produce the most consistent feature set. We found a large overlap between the features picked by those approaches
and the features identified in the literature from domain knowledge, which implies the clinical validity of the selected
features.
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Abstract 

Absent a priori knowledge, unsupervised techniques identify meaningful clusters that can form the basis for               
subsequent analyses. This study explored the problem of inferring comorbidity-based profiles of complex diseases              
through unsupervised clustering methodologies. This study first considered the K-Modes algorithm, followed by, the              
self organizing map (SOM) technique to extract co-morbidity based clusters from a healthcare discharge dataset.               
After validation of general cluster composition for diabetes mellitus, co-morbidity based clusters were identified for               
pregnancy. The SOM technique was found to infer distinct clusterings of pregnancy ranging from normal birth to                 
preterm birth, and potentially interesting comorbidities that could be validated by published literature The              
promising results suggest that the SOM technique is a valuable unsupervised clustering method for discovering               
co-morbidity based clusters. 

 

Introduction 

The World Health Organization reports that approximately 830 women die daily from pregnancy complications20. In               
the United States, the CDC reports an annual death toll of 700 women16. The WHO and CDC report that many of                     
these complicating conditions are treatable; however, identifying the right time for a clinical intervention requires               
constant monitoring of the mother’s and the fetus’s condition. The utility of such monitoring systems remains                
challenged by the limited knowledge about the underlying causes of pregnancy complications. There is also a dearth                 
of data-driven predictive models to support the forecasting of potential complications a mother may have later in her                  
pregnancy. 

Traditionally, comorbidity analysis infers the effects of other diseases or conditions co-occurring with a primary               
condition by comparing patient diagnosis profiles. Recent studies utilized a network technique approach to obtain               
comorbidities, such as graph theory or social-network analysis12,22; however, these methodologies are often             
bottlenecked by extremely high dimensions. Unsupervised clustering algorithms can offer a general clustering             
method for analyzing such high dimensions. 
 
There has been research done in analyzing the effectiveness of K-Modes learning meaningful clusters in oncology19                
as well as Bayesian inference methods for psychiatric conditions given some prior domain knowledge21. Other               
unsupervised clustering methods have not been widely explored in finding meaningful comorbidities. This study              
explored the self-organizing map as an effective unsupervised clustering method for complex conditions such as               
pregnancy. 
 
The motivation for doing this analysis on pregnancy is because there has been minimal analysis of patient                 
co-morbidity profiles of pregnant women. This study explored whether unsupervised clustering methods such as the               
self-organizing map could be used to find distinct comorbidity profiles to distinguish between normal and               
complicated pregnancies. The hypothesis for this study was therefore that there is a different co-morbidity profile                
between normal and complicated pregnancies. 
 
This study examined two methodologies for unsupervised clustering: (1) K-Modes, and (2) A categorical variation               
of the self-organizing map. K-Modes is a categorical variation of the K-Means algorithm that was presented by Z.                  
Huang in 199811, and has been used previously for co-morbidity analysis. By using dissimilarity instead of distance,                 
K-Modes was shown to function similarly to K-Means on continuous data. Since its inception, this method has been                  
used in commercial software (e.g., Daylight Chemical Information Systems, Inc, http://www.daylight.com/). 
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The self-organizing map was proposed by Kohonen13 as an unsupervised neural network that projects high               
dimensional data onto a one or two dimensional space. It was shown that this projection maintains the topology of                   
the input data, and thus is very useful for inferring cluster structures. Since its inception, this method has been                   
widely applied in image processing4,7,23,24, speech recognition18, time-series prediction2,8, optimization17, and medical            
diagnosis5,14. The original algorithm, which was designed for continuous data, has not been shown to be effective                 
with categorical data. Similar to the modification used by K-Modes, a dissimilarity measure can be used instead of a                   
distance to learn from the datasets1,6,15. There has been other efforts to further generalize the self-organizing map9;                 
however, these methods often require prior domain knowledge to produce heuristics about the comparison.  
 
The aim of this paper was to use unsupervised clustering methodologies to evaluate their potential to identify                 
meaningful cluster structures from patient hospital discharge data, focusing on diabetes mellitus co-morbidities.             
Next, the techniques were used to develop clusters based on co-morbidities associated with pregnancy, with the goal                 
to see if there was a discernable difference between normal and complicated pregnancies. 
 
Methods 
 
The methodologies described here were used to analyze data from the healthcare cost and utilization project                
(HCUP), national inpatient sample (NIS) datasets from 2008 to 2012. Both algorithms were implemented in Julia                
v0.6.4. The clusterings were done based on Clinical Classifications Software (CCS) codes that were assigned to                
every patient mapped from their respective ICD-9-CM codes. Each patient had 1 to 25 unique CCS codes assigned                  
to them. In total, there were 252 unique CCS codes present in the dataset. Given, n CCS codes and m patients, the                      
input, , was constructed as a binary matrix like the following:0, } D ∈ { 1 m×n  
 

 
 

where 1 if has and 0 otherwise for As a data dij =   P i   CCSj      , i 1, , .., }, j 1, , .., }.dij ∈ D  ∈ { 2 . m  ∈ { 2 . n     
pre-processing step, the diabetes-related CCS codes (49 and 50) were first identified and then any patients that did                  
not contain at least one of these codes were discarded. CCS codes that were not present in any of the patients (i.e.,                      
the whole column in D was 0) were also removed. Ultimately, each patient was represented as a binary string where                    
each index of the string represented a specific CCS code. If the value was 1, then that patient was diagnosed with                     
that condition and 0 otherwise. We did a similar process for the 18 pregnancy-related CCS codes (177, 180-196).  
 
For every year, the two types of unsupervised clustering algorithms were used in attempt to identify co-morbidity                 
profiles. The first method was a categorical variation of the K-Means algorithm, K-Modes10,11, and the second                
method was a categorical variation of a Self-Organizing Map (Kohonen Map)6,13,15. The Hamming distance was               
implemented in the algorithms as the dissimilarity measure. Now, let be an indicator function that equals          {x x }1 1 =  2       
1 when and 0 otherwise. Given n CCS codes and two samples and  xx1 =  2            p , , .., p }P (1) = { 1

(1)  p2
(1) .  n

(1)  
 the Hamming distance is calculated as:p , , .., p },P (2) = { 1

(2)  p2
(2) .  n

(2)  
 

Hamming Distance = {p }∑
n

j=1
1 j

(1) = pj
(2)  

 
The K-Modes algorithm is a modification to the K-Means algorithm where instead of defining the K centroids as the                   
means of clusters, the mode is used. Let be the set of centroids where        c , c , .., }C = { (1)  (2) . c(k)       

and Now let denote the ith patient whose closest, 1 ,c(k) ∈ {0, 1} n  ≤ k ≤ K  C | .| = K   p , p , .., p }P (i)
c(k) = { (i)

1,c(k)  (i)
2,c(k) .  (i)

n,c(k)       
centroid is Then, the centroid is defined as.c(k)   
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for . Finally, in order to increase the efficiency of the learning, the clusters were initialized using the 1 ≤ j ≤ n                  
feature density based initialization described in Cao et al.3. The overall algorithmic procedure is as follows 
 

1. Initialize K centroids using the density based approach mentioned above 
2. For every sample, find the centroid that has the shortest hamming distance. Note that each sample is now                  

associated with a centroid as part of its cluster 
3. Update the centroid using the mode definition defined above 
4. Repeat steps 2 and 3 until error converges and no longer decreases 

 
The “elbow method” was used to determine the optimal number of clusters, K. This method plots the overall error of                    
the result to their respective K. The K that displays the most drastic drop in error is considered to be the best choice.                       
For HCUP NIS, it was determined that six was the optimal number clusters for the five years analyzed, as shown in                     
Figure 1. 

 
Figure 1: The plot of the average errors across years 2008-2012 for the various number of clusters. The star 
denotes the elbow. Note that the errors were calculated as the sum of all the Hamming distances between the 
cluster centroid and the cluster samples. 

 
The Self-Organizing map or the Kohonen Map algorithm employs competitive learning and a neural net to conduct                 
unsupervised learning. For the implementation, the neural architecture was similar to the one shown in Figure 2, but                  
with an 8x8 lattice rather than a 4x4 as shown below. 
 
 
 

Figure 2: (left) An example of a Self-Organizing 
Map architecture where the 2 dimensional inputs are 
mapped to a connected 4x4 lattice of nodes. Note 
that the study used an 8x8 lattice. (right) An 
example of the neighborhood function. Let the black 
node be , the area around it is the Gaussianvb  
Neighborhood Function, and let the nodes contained 
within it be . Note that as  gets closer to thev v  
edges of the neighborhood, the value of would beθ  
smaller as defined by the Gaussian decay. 
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Now let be the weight vector, be the learning penalty, and be the neighborhood function at iteration s  W (v)     αs      θs,v        
for node v. Moreover, let be the sample t and be the maximum number of iterations that the algorithm does.     D(t)      λ           
Given these variables, for each iteration, the update function is calculated as: 
 

     
 

The algorithmic procedure is as follows: 
1. Initialize the grid of lattices with random samples as the initial weights for the nodes, W 0

(v)  
2. For every sample, find the node that has the shortest hamming distance (the best matching unit/node,D(t)  

and update the weights by the update function) vb  
3. Repeat above steps for the maximum number of iterations λ  

 
Now, as defined by Kohonen et al.13 

 
 

where and are the initial learning rate and initial neighborhood radius respectively and is the type ofα0  θ0            f     
neighborhood function to be employed. For the implementation, a Gaussian Decay neighborhood function was used: 
 

 

where, is the best matching node for The effect of the neighborhood function is that we update the weight of v vb       .Dt               
less the further v is from the best matching node, . Figure 2 illustrates the neighborhood function for one iteration.vb  
 
Similarly to Lebbah et al.15, = 1 and = 1. As the number of iterations approach the maximum, both the     α0     θ0              
learning rate as well as the neighborhood function decrease in value, requiring updates to be done in smaller                  
increments. The update was modified to use the Hamming distance as described in Chen et al.6 and Lebbah et al.15.                    
A threshold, was defined to accommodate the learning rate and the neighborhood function consisting of a real  ,τ                 
number output. If a given feature has an update value less than , the weights would be changed to 0 and 1            τ           
otherwise. For the implementation used in this study, More formally, given ,        .5.τ = 0     w , w , .., w }W s

(v) = { (v)
1,s  (v)

2,s .  (v)
n,s  

threshold , and patient at iteration tτ D(t)  
 

 
 
The analyses for each year was done on 50 epochs once the error of the clusters converged. 
 
After the clustering, a PubMed query was constructed in order to verify all possible pairwise co-morbidities that 
existed within a cluster. The queries were made using the BioServices.EUtils library in Julia. This query was 
executed on every non-empty node in the self-organizing map lattice and was done for every year of our analysis. 
For example, given the pair 177 (Spontaneous Abortion) and 180 (Ectopic Pregnancy), the following  query was to 
be made: “Spontaneous Abortion” AND “Ectopic Pregnancy” AND “Pregnancy”[mh]. The resultant count of 
returned articles was then recorded for each pair. 
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Results 
 
There were no significant results from the K-Modes algorithm. For both conditions, the algorithm outputted               
uninteresting centroid modes that were mostly, if not all, zeros, mirroring the sparsity of the input data. When                  
analyzing the data points contained within each centroid, it was often the case that one centroid contained almost the                   
entire dataset with the other five centroids holding one to two samples each. This result repeated across all five                   
years. The latest version of the source code associated from this project is at: https://github.com/bcbi/ncSOM 
 
For Diabetes, Figure 3 shows the node activations of the self-organizing map at the end of the iterations. There were                    
one to two major clusters observed. 
 

 
                              (a) 2008                                                          (b) 2010                                                        (c) 2012 
 

Figure 3: Visualization of the final lattice. Note that the size of the nodes corresponds to the proportion of samples clustered 
in that node. Adjacent node activations can be inferred as one cluster. 

 
Given these clusters, the pairwise comorbidities suggested by the algorithm were visualized in two different ways as                 
shown in the chord diagram in Figure 4 and the radar plot in Figure 5. 

 
 
 
 
 
 

Figure 4: A chord diagram visualizing all of the pairwise,          
comorbidity correlations for diabetes in the 2008 dataset. the         
diabetes codes are colored differently and bold. Tracing the         
chords of each comorbidity of interest defines the comorbidities         
that exist in each cluster. Note the separation of clusters          
between CCS code 50 and 49 as there is no chord connecting            
them. 
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Figure 5: A radar plot demonstrating the       
comorbidities of condition 49 (Diabetes     
mellitus without complications) is associated     
with forming a cluster. Note the absence of        
overlap between the codes 49 and 50 within the         
cluster.  
 
 
 
 
 
 
 
 
 
 
 
 
 

PubMed Entrez queries were used to see the number of papers that mentioned both of these CCS codes with                   
Diabetes. From the query, it was found that all discovered comorbidities were reported in at least 3200 papers with                   
3204 papers mentioning all of the inferred comorbidities. 
 
For pregnancy, Figure 6 shows the node activations of the self-organizing map at the end of the iterations. There                   
were four to six major clusters observed.  
 

 
                              (a) 2008                                                          (b) 2009                                                        (c) 2011 

Figure 6: Visualization of the final lattice. Note that the size of the nodes corresponds to the proportion of samples clustered 
in that node. 
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Given these clusters, Figure 7 and Figure 8 visualizes the pairwise comorbidities. The PubMed Entrez query 
identified between 900 and 1500 papers for the reported comorbidities. 
 

Figure 7: A chord diagram visualizing all of the pairwise,          
comorbidity correlations for pregnancy in the 2008 dataset.        
Similar to the diabetes figure, the 18 pregnancy codes are          
uniquely coded and have bolded CCS labels. Moreover,        
starting from the top, the proportion of patients having this          
condition is decreasing counter-clockwise. Note that there are        
definitely multiple pregnancy codes that cluster together as        
well as normal pregnancy being the most common. There are          
no clusters that contain both normal pregnancy and a major          
complication such as pre-term birth. 
 

 
 

 
 
 
 

 
 
 

 
 
 
 
 
 
 
 

 
Figure 8: A radar plot demonstrating the       
comorbidities condition 196 (normal    
pregnancy without complications) is    
associated with forming a cluster. Note that       
this was the condition reported most common       
by the chord diagram. As shown in the chord         
diagram, there are no serious complications      
such as pre-term birth. 
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Discussion 
 
When Diabetes was used as a benchmark condition for the methodologies, it was found that K-Modes was not a                   
strong enough learner to determine meaningful co-morbidity cluster structures from patient diagnoses profiles. The              
self-organizing map, however, yielded promising results. The study found that all of the comorbidities inferred by                
the algorithm were supported by at least 3200 papers in PubMed. Moreover, the comorbidities learned on the                 
pregnancy dataset was supported by at least 900 papers.  
 
When visualizing the activation topology of our lattice like in Figure 3, two prominent cluster structures that each                  
align to either CCS 49 or 50 can be observed. Note that 49 is Diabetes Mellitus without complications and 50 is                     
Diabetes Mellitus with complications; displaying a learned distinction between the two states. Therefore, the              
benchmark analysis inferred the two prominent cluster structures of Diabetes. Similarly for Pregnancy, Figure 6               
shows four to six prominent cluster structures. The largest cluster for all of the years was associated with CCS code                    
196 or "Other pregnancy and delivery including normal". This is an expected result. The topology of the lattices                  
suggests that there is a clear cluster with a diagnoses profile that is associated with normal pregnancy. Moreover, for                   
2008 and 2011, other clusters that are close to the largest activation suggests that the comorbidities of pregnancy                  
with complications share many features with that of a normal pregnancy. Note that for both conditions, there were                  
smaller clusters far from the main activations that were associated with clusters that occurred in a small proportion                  
of the population, suggesting the presence of other potential phenotypes of pregnancy. These inferences are further                
supported by the chord diagrams in Figures 4 and 7. Notice that for the chord diagrams, distinct comorbidities                  
between normal and abnormal states can be observed. Furthermore, an even closer decomposition of the               
comorbidities for each condition can be analyzed through the radar plots. This can be portrayed in the radar plot for                    
CCS code 184 or "Early or threatened labor" and its comparison to the plot shown in Figure 8 of “Normal                    
Pregnancy”. 
 

 
 
 
 
 
 
 
 
 

 
  
 
 
Figure 9: A radar plot demonstrating the       
comorbidities for early or threatened birth.  
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For both of the methods, the Euclidean distance was replaced with the Hamming distance to account for the                  
categorical nature of the data. The Hamming Distance was used as the dissimilarity measure instead of other metrics                  
such as the Jaccard distance or the Sorensen-Dice distance. This decision was based on the metrics chosen by the                   
papers that also implemented these algorithms for categorical datasets. Possible future experiments may include              
exploring other dissimilarity options.  
 
For K-Modes, a density based initialization method suggested by Huang10,11 was preferred over a random               
initialization. The reason behind this choice was based off the observation that well initialized centroids often led to                  
the K-Modes algorithm learning better cluster structures3. This was important for us due to the sparsity of medical                  
profiles. Out of the 280 CCS codes, the data limits a patient to have at most 25 of these conditions; thus resulting in                       
a sparse data matrix. Given these profiles, the algorithm had difficulty converging in a reasonable amount of time                  
with a random sampling of K-centroids. In a compute environment of 20 core CPUs (2.2GHz, with 3.4GHz Max                  
Turbo Frequency) and 62 GB of RAM, the algorithm took on average 10 hours of training time per CPU. Further                    
performance gains could be made with GPU-hardware accelerations. 
 
For the self-organizing map, the data was projected onto a two dimensional, 8x8 grid. This decision was motivated                  
by Appiah et al.1 It was observed that the error did not decrease significantly for lattices greater than 8x8 when                    
applied to MNIST datasets. This seemed reasonable since for MNIST, one would expect at most ten clusters, and                  
from the initial look at the data, the elbow method identified around six clusters. Thus, it was decided that this lattice                     
architecture will be maintained. Along with the lattice size, there were three other hyperparameters: the initial                
learning rate , the initial neighborhood parameter , and the update threshold . The decision to set the initial  α0      θ0      τ        
learning rate to 1 was both motivated by the exploration done in Appiah et al. as well as an intuition about the                      
learning rate. Given no prior knowledge of the cluster structures, a greater learning rate was chosen so that the                   
weight updates were not initially penalized for a poor initialization. Similar to the learning rate, was set to be one               θ0       
so that the Gaussian neighborhood would encompass most if not all of the lattice in the earlier iterations. This                   
decision seemed to be the general practice among self-organizing map applications and was suggested by               
Kohonen13. Finally, was set to be 0.5 as done in multiple implementations6,15.τ  
 
Notice how, in Figure 9, there does not exist a co-occurrence between 184 and 196. It is clear that this diagnoses                     
profile is distinct from that of normal pregnancy. The primary emphasis of this study was to explore the potential of                    
unsupervised clustering techniques to generate potential co-morbidity profiles of interest. It was discovered that              
K-Modes was not able to render any clusterings, while the self organizing map technique identified potential                
clusterings of interest. This methodology is scalable to other high dimensional datasets encoded in terminologies               
other than ICD-9-CM, including ICD-10-CM. These clusters were validated based on a cursory evaluation using               
co-occurring morbidities in published literature which was used as proxy for validating the clusterings. Before               
suggesting clinical significance or utility of these groupings, future work must include validation by domain experts. 

 

Conclusion 

This study shows how the self-organizing map is a powerful unsupervised clustering method for hospital diagnoses                
datasets. The experiments confirm that the self-organizing map successfully learns meaningful cluster structures that              
other widely used methods such as K-Modes cannot. The ultimate purpose of this analysis is for this method to                   
become part of the pipeline for discovering the various patient diagnoses profiles that are associated with the                 
condition. Extensions to this research may include a more robust look at the effects of the hyperparameters on the                   
analysis. Naturally, the results of this algorithm should be further validated by domain experts to determine                
biological or clinical utility. 
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Abstract

Consistent and high quality medical decisions are difficult as the amount of literature, data, and treatment options
grow. We developed a model to provide automated physician order decision support suggestions for inpatient care
through a feed-forward neural network. Given a patient’s current status based on information data-mined and ex-
tracted from the Electronic Health Record (EHR), our model predicts clinical orders a physician enters for a pa-
tient within 24 hours. As a reference benchmark of real-world standard-of-care clinical decision support, existing
manually-curated order sets implemented in the hospital demonstrate precision: 0.21, recall: 0.48, AUROC: 0.75
relative to what clinicians actually order within 24 hours. Our feed-forward model provides an automated, scalable,
and robust system that achieves precision: 0.41, recall: 0.61, AUROC: 0.80.

Introduction

Background and Significance
Providing high quality medical care consistently involves a combination of clinical expertise and knowledge such as
derived from the published literature.1, 2 Yet, as the number of diagnoses, tests, and treatments increase, consistently
applying high quality medical approaches becomes more difficult to maintain, requiring larger amounts of time and
resources.3, 4 Only about 11% of recommendation guidelines are backed by high quality evidence.5 Thus, variability
in practice and adherence to clinical guidelines persist.6, 7 Information technology and clinical decision support tools
provide an approach to addressing knowledge synthesis, dissemination, and care variability.8, 9, 10

Recent policies in the United States such as the HiTech act (2009) and Medicare Access and CHIP Reauthorization Act
of 2015 have resulted in the widespread adoption of electronic health records (EHRs) in over 80% of hospitals.11, 12

EHRs can support computerized physician order entry (CPOE) such that physicians can enter prescriptions electroni-
cally rather than handwriting orders on paper.13 The adoption of EHRs creates new opportunities for clinical decision
support tools, both in deployment and in automating learning directly from the data.14, 15, 16

Currently, one form of clinical decision support already implemented within hospital systems involves human au-
thored order sets, which are predefined templates consisting of lab tests, medications, procedures, and other orders
for a given patient condition.17 When placing orders for a patient in the hospital, clinicians can search for and select
items from these preformed order sets for common conditions and processes to help inform and increase consistency
for their clinical decision-making process. These sets of clinical orders are manually developed by clinical commit-
tees, a time consuming and unscalable process.17 Prior literature demonstrates the potential of automated algorithms
such as probabilistic topic models or Bayesian networks to produce such decision support content with better perfor-
mance characteristics than manually authored decision support, however none of these leverage the usage of neural
networks.18, 19, 20, 21, 22, 23, 24, 25, 26 With the advent of increasing computing power and data availability, deep neural net-
works have been shown to be one of the most effective methods for many supervised learning tasks such as medical
image segmentation and predicting diagnoses, readmission, length of stay, and death.27, 28, 29 With some evidence of
deep neural network methods outperforming shallower machine learning architectures for health care decision making
problems, here we evaluate their potential for the task of inpatient clinical order suggestions.30

Objective
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The goal of this study is to develop a neural network based clinical order decision support model to predict inpatient
clinical orders. As a real-world reference point, we compare the performance of the model against existing, manually
curated order sets.

Dataset Representation

Data Source
Data was extracted from Stanford Medicine Research Data Repository (STARR) with Institutional Review Board
(IRB) and hospital approval from Stanford HealthRex Laboratory.31 In total, the data used for this project spans five
years from 2008-2014. This includes >74,000 patients with >55,000,000 entries of >45,000 distinct clinical items,
which consist of clinical orders placed for patients as well as features such as demographics, ICD9 diagnoses codes,
and lab results (Table 1).

Data Preprocessing
Processing was done to allow each patient to be modeled as a timeline of clinical item entries at discrete time points
(Figure 1). Every time a clinical item is inputted for the patient constitutes a new clinical item entry. For every clinical
item entry for a patient, we obtained the clinical items associated with that patient in five timepoints: within one day
prior to the entry, within seven days prior to the entry, within thirty days prior to the entry, any time prior to the entry,
and within one day following that entry. For the medication clinical orders, all medications were grouped according to
RxNorm mappings to active ingredient.32 In order to retain prevalent detailed codes and reduce sparsity of diagnosis
categories, we rebuilt the ICD9 coding hierarchy up to three digits such that an item coding for 768.05 would be
counted as 3 separate items (786.05, 786.0, 786).

To increase our computational efficiency, clinical items were then removed based on the 80/20 power law distribu-
tion.33 By removing any clinical item with <256 occurrences, the distinct number of items was reduced from 45K
to 4.6K (10%), while the total number of clinical item entries was reduced from 55.4M to 54.5M (98%). Decreasing
the sparsity of the dataset prevents our model from overfitting to noise introduced by rare items. To generate the
1,452 possible clinical orders used in our binary response vector, common process orders (e.g., regular diet, transport
patient, notify MD, check vital signs, as well as most nursing orders and all PRN medications) were removed from
the 4.6K clinical items previously. The ground truth is then generated to correspond to which of these 1,452 clinical
items are actually ordered 24 hours after a given patient event. To manage model training time, we randomly sampled
750K clinical item entries and trained models for 5 epochs. For numerical features (e.g., vital signs and lab results),
missing values were replaced by median imputation, and an indicator variable was added to reflect the count/presence
of the value within the feature matrix. The hope is that the neural network will learn a function which will take into
account whether certain values have been imputed or not (recognizing that clinical data is not missing at random, and
the missingness itself conveys information about patient care dynamics).34

Feature Extraction
Our neural network model uses patient-level features from the electronic health record (EHR) as inputs. As mentioned
previously, patients were modeled as a timeline of clinical item entries. Our feature vector contained all clinical items
and their associated timepoints: one day prior to the entry, seven days prior to the entry, thirty days prior to the entry,
and any time prior to the entry. The timepoint, one day following the clinical item entry, was reserved for the response
vector. Each timepoint contained a number specifying how many times the clinical item was associated with the
patient in the past. For example, if a patient had blood glucose levels checked twice within the past seven days of the
current clinical item entry, the ”blood glucose lab within the past seven days” feature would have a value of two. For
certain patient information features, such as patient’s race or sex, we used a single feature, which was one-hot encoded
if more than two categories exist, rather than multiple past timepoints. Such features only take on values of 0 or 1 (as,
unlike features such as lab orders, these clinical item entries associated with the patient more than once). Overall, this
resulted in 7,648 features for each of the 750,000 clinical item entries.

Prediction Task
We used the 750,000 by 7,648 feature matrix as the input for our feed-forward neural network model. For each of the
750,000 clinical item entries, we generated a 1 by 1,452 corresponding binary response vector for possible clinical
orders a patient will receive in the next 24 hours. See Appendix B if interested in the full list of features and response
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values.

Figure 2 shows how data was queried from the EHR, processed, and trained on.

Inputs: Feature matrix capturing the patient context within the hospital. We had 7,648 features including
demographic, lab, treatment, medical history, diagnosis, etc. every time an item is inputted for a patient, to
capture the patient context.

Outputs: A binary vector of 1,452 orderable clinical items in the next 24 hours, trained on what actually happens
in the hospital 24 hours later.

Figure 1: Modeling of patients as a timeline of clinical item entries. For a given clinical item entry (day 0), the clinical
items associated with that patient at various timepoints prior to that entry make up the feature vector while those within
one day after that entry make up the response vector.

Table 1: Examples of features used in our model. Our 7,648 features include clinical items retrieved from the EHR
associated with specific timepoints (1 day, 7 days, 30 days, any time) prior to a given clinical item entry.

Feature Category Examples Feature Time Points

Patient Info Sex (Male, Female) Any time onlyRace (Black, Hispanic, etc.)

Comorbidity
Renal comorbidity 1 day, 7 days,

30 days, any timeDiabetes comorbidity
COPD comorbidity

Treatment Team
Cardiology team 1 day, 7 days,

30 days, any timeTrauma team
Neurology team

Orders

Red blood cell transfusion
1 day, 7 days,

30 days, any time
Serum erythropoietin lab test
Mometasone (RXCUI: 108118)
Norepinephrine (Intravenous)

ICD-9 Diagnosis Codes 786.05 (Shortness of breath) Any time only611 (Disorders of breast)

Lab Results Low eosinophil and basophil count Any time onlyLow fibrinogen

Methods

Deep Feed-Forward Neural Network
We trained a deep neural network to automate order recommendations by predicting which clinical orders a patient
would receive in the next 24 hours. This is a multi-label prediction problem, as each patient can receive multiple of
the possible 1,452 clinical orders in the next day. A large majority of patients only receive a small proportion of the
total number of clinical orders available, which causes the dataset to have highly unbalanced classes. To account for
this, we used the following weighted cross-entropy loss function (1) during training to increase the penalty associated
with false negative predictions.
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Figure 2: Data from electronic health record is processed into a 750K by 7,648 feature matrix of clinical item events
and a 1 by 1,452 binary response vector containing possible clinical orders made 24 hours later in the hospital. We
then train neural networks on this feature matrix to generate a physician order decision support system.

Figure 3: Our feedforward network architecture consists of five hidden layers with 500, 475, 450, 425, and 400 nodes
respectively. The output layer contains a dense-layer of 1,452 nodes for each of the orderable clinical items, which are
each passed through a sigmoid activation function.
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In the loss function, m is number of training examples, w is the positive weight, yi is the true label for a given clinical
item post-24 hours, ŷi is the predicted label for a given clinical item post-24 hours, λ is the L2 regularization weight,
L is the total number of layers in the neural network, and wl are the weights of layer l in the model.

Model Training
Our neural network model was developed in Python 2.7 using the Keras library on top of TensorFlow,35, 36 and trained
on Amazon EC2 instances. The 750,000 clinical item entries were partitioned into training, development, and test sets
by 96/2/2 percentages. The development and test sets were created such that they only included instances where an
order set was used. This enables us to directly compare the performance of our model against the existing recommen-
dation system while also ensuring that the distribution of the development and test sets match real-world scenarios in
which an order set is used. Hyperparameters including the learning rate, dropout rate, number of layers, number of
neurons per layer, and the weight in the loss function were tuned using a coarse-to-fine approach. Each model was
trained for 5 epochs. After testing numerous models on a development set, it was determined that the best performing
model had five hidden layers with 500, 475, 450, 425, and 400 neurons, respectively (Figure 3). The final layer of the
neural network contains a dense-layer with 1,452 neurons, one for each of the possible clinical orders, where each raw
output from the final layer is passed through a sigmoid activation function. Therefore, each of the 1,452 outputs from
the final layer corresponds to the probability a patient will receive a specific clinical item in the next 24 hours.

Evaluation
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We compared our results to human authored order sets already being used within Stanford hospital. These custom
order sets are manually created by clinical committees. When a physician orders an item from an order set, they select
from a list of items within the order set recommendations to order. Since physicians oftentimes don’t utilize all the
items within an order set, we saw this as an opportunity for applying a neural network learning algorithm. Thus,
we constructed a baseline from human-authored order sets consisting of ∼30k events where a clinical item within an
order set was used. For each event, we created ”prediction” vectors by using the same binary vector of 1,452 orderable
clinical items used for our response vector, with 1s for any items within the order set, and 0s for any items outside of
the order set.

To fairly compare the order set’s binary prediction vectors to our model, we used a threshold of 0.5 to create a binary
1 by 1,452 dimensional output for our model’s predictions. This was used in all of our analyses.

Thus, we could generate model evaluation metrics by comparing these prediction vectors to the ”ground truth” re-
sponse vectors of what actually happens in the next 24 hours. We use various evaluation metrics to capture different
aspects of performance. True positives refer to predictions of orders that are actually ordered, while false positives
refer to predictions of orders that are actually not ordered. Similarly, true negatives refer to predictions of items that
are not ordered that are actually not ordered, while false negatives refer to predictions of items that are not ordered
that are actually ordered. We calculate precision (positive predictive value), the fraction of all identified positives (true
positives + false positives) that are true positives. This is equivalent to the average percentage of orders predicted
by the method that clinicians actually ordered within 24 hours. We also calculate recall (sensitivity), the fraction of
actual positives (true positives + false negatives), as measurements of the success of predictions. This is equivalent
to the average percentage of orders clinicians make within 24 hours that were captured in the method’s predicted list.
Finally, we calculate the area under the receiver operating characteristic (ROC) curve (AUROC) to summarize the
model’s predictive performance for sensitivity and specificity.

Results

To gauge the performance of our model, we compared the AUROC, precision, and recall to human authored order sets
(Table 2). We then calculated and counted the total number of true positives, false positives, true negatives, and false
negatives (i.e ”micro” averaged evaluation) to evaluate precision, recall, and AUROC. We also calculated a macro
averaged precision, recall, and AUROC for our model, where the precisions, recalls, and AUROCs were calculated for
each clinical item and then averaged, to demonstrate its robustness on a per clinical item basis (Table 3).

Table 2: Our feed-forward method achieves greater scores than human authored order sets on all evaluation metrics,
and in particular by a margin of ∼0.20 precision,∼0.13 recall, and ∼0.08 AUROC. Our method’s binary prediction
vector was calculated using a threshold of 0.5.

Model Precision Recall AUROC
Deep Feed-forward Neural Network 0.41 0.61 0.80

Human Authored Order Sets 0.21 0.48 0.72

Table 3: When macro averaging metrics on a per item basis, our feed-forward model continues to outperform human
authored order sets on all metrics, this time by a margin of ∼0.32 precision, ∼0.23 recall, and ∼0.12 AUROC. This
demonstrates the robustness of our model on different clinical items.

Model Precision Recall AUROC
Deep Feed-forward Neural Network 0.45 0.42 0.70

Human Authored Order Sets 0.13 0.19 0.58

Our model shows greater AUROC than human authored order sets. This improvement demonstrates the ability of
our model to use patient-level features to identify whether a patient should or should not be recommended any given
clinical order at a level higher than the current tools used in practice. Due to the sparsity of the response vector for
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this prediction problem (i.e few of the 1,452 possible binary outcomes will be non-zero for any given input), it is
arguably more important to consider precision-recall performance. Both precision and recall do not take into account
the number of true negatives, which makes the PR-AUC metric less prone to inflation by the class imbalance when
compared to the AUROC metric. Our model exceeds the human-authored order sets in terms of both precision and
recall. This indicates that the model produces clinical order predictions that are both more likely to be ordered by
physicians and less likely to be irrelevant distractors when compared to human authored order sets.

Without specifying a decision threshold, our model achieved an AUROC of 0.95, showing both high specificity and
high sensitivity (Figure 4a). It also achieved a precision-recall AUC of 0.50 (Figure 4a). Both graphs demonstrate
superiority over the order set baseline point.

(a) Clinical Item ROC Curve (b) Clinical Item PR Curve
Figure 4: Over a range of thresholds, the model demonstrates an AUROC of 0.95 and precision-recall AUC of 0.5, in
both cases outperforming the human authored order set benchmark.
To determine how well the model predicts clinical items even in cases that are heavily stacked in favor of the order
set benchmark, we examined the top 10 clinical items that were ordered within 24 hours of using an human authored
order set. The results are shown in table 4. Ultimately, we see comparable results, slightly in favor of our model.

One could argue that we are not performing well on the interesting or meaningful recommendations very specific to a
patient condition. Physicians may not necessarily find value in recommendations of items they order consistently or
less critical to the patients current context. To investigate this, we looked at our performance on the top possible clinical
orders that are associated with patient death the week prior (Table 5). We found these items using an association model
used in previous work.19 Because of their strong association with death, this may act as a heuristic for ’high stake’
clinical orders for patient care and well-being. As shown, our model outperforms the human authored order set on
predicting most of these clinical items. Though performance is lower in recall for certain items, one can lower the
threshold for our model from 0.5 and have greater recall and precision, however, to maintain consistency we report
results using a 0.5 threshold.

Furthermore, we also examined our results on a per clinical item basis (Figure 5). Figure 5(a) shows the difference in
AUROC performance between our model and the human authored order sets on each of the 1,452 individual clinical
items. We find that our model outperformed the order sets on 81.7% of the clinical items. Repeating this analysis
using precision and recall, we find that for precision, our model outperforms human authored order sets for 84.0% of
clinical items. (Figure 5b), and that for recall, our model outperforms human authored order sets for 76.0% of clinical
items (Figure 5c).

Discussion

Our model is able to predict real clinical decisions, which can provide a scalable and data-driven approach to automated
clinical decision support. Current methods for curating order sets are time consuming and not specific to a given
patient. By leveraging data from the EHR, we demonstrate how deep learning can be used as a potential way to
improve on the current standard of care.

Without the existence of a gold standard for clinical order decision making, we compare our work to human-authored
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Table 4: For the top 10 most commonly ordered clinical items 24 hours after the use of a human-authored order set,
our model outperforms human authored order sets in recall while achieving similar results in AUROC and precision,
despite being a metric stacked in favor of order sets.

Model Order Set Model Order Set Model Order Set
Clinical Item AUROC AUROC Precision Precision Recall Recall
Partial Thromboplastin Time 0.74 0.68 0.55 0.48 0.80 0.79
Sodium Chloride 0.65 0.64 0.47 0.48 0.88 0.74
Diet NPO (Non per os) 0.73 0.69 0.52 0.48 0.86 0.79
Pantoprazole 0.69 0.65 0.49 0.47 0.80 0.66
Prothrombin Time (PT/INR) 0.72 0.65 0.60 0.54 0.85 0.81
Complete Blood Count (CBC) 0.63 0.64 0.47 0.55 0.86 0.57
Metabolic Panel, Basic 0.64 0.70 0.66 0.74 0.93 0.77
Magnesium, Serum/Plasma 0.67 0.69 0.58 0.65 0.86 0.67
CBC w/ Differential 0.67 0.73 0.58 0.68 0.89 0.78
Physical Therapy (eval and treat) 0.71 0.70 0.50 0.54 0.89 0.74

Table 5: Prediction metrics of our model and human authored order sets for ”high stakes” clinical items most associ-
ated with patient death within 1 week. Our model outperforms for almost all items in AUROC (9/10), precision (9/10),
and recall (6/10). *CRRT = continuous renal replacement therapy

Model Order Set Model Order Set Model Order Set
Clinical Item AUROC AUROC Precision Precision Recall Recall
Partial Code 0.78 0.57 0.35 0.01 0.57 0.52
Do Not Resuscitate 0.70 0.64 0.50 0.03 0.42 0.58
Vasopressin (Intravenous) 0.73 0.72 0.49 0.13 0.47 0.54
Consult to Palliative Care 0.75 0.57 0.38 0.02 0.51 0.22
Referral to Spiritual Care 0.72 0.58 0.80 0.18 0.44 0.17
Calcium Chloride (Intravenous) 0.70 0.58 0.61 0.51 0.42 0.16
Lung Protective Ventilation Protocol 0.65 0.69 0.71 0.04 0.30 0.51
Citrate (Intravenous) 0.64 0.61 0.72 0.76 0.28 0.22
Sodium Bicarbonate (CRRT*) 0.67 0.66 0.35 0.27 0.41 0.41
Norepinephrine (Intravenous) 0.71 0.70 0.57 0.11 0.42 0.49

order sets which reflect current standard of care clinical decision support. Our model outperforms existing human-
derived order sets at predicting what clinical items a physician should order in the next 24 hours, despite being biased
in favor of human authored order sets (as evaluation time points are specifically chosen where an existing order set is
used, ignoring time points where clinicians could not find a relevant human authored order set but our model could
still generate personalized order sets). Obtaining high quality order sets can support physicians in identifying clinical
items that should be ordered for a patient under their care. In its current state, our model produces 1,452 clinical item
predictions, however, this number could be extended to include any number of desired items.

These results show that our model outperforms human authored order sets across the 1,452 possible clinical orders
in most cases, rather than just in a few commonly ordered clinical items, which could have inflated our performance
results. When compared against items most commonly ordered within 24 hours after using an order set, a comparison
stacked heavily in favor of the order set benchmark, our model is still able to perform comparably well to order sets.
Finally, we see that our model outperforms order sets in predicting clinical orders for a set of orders that are ”high
stakes”, or strongly correlated with death.

The success of the model in this task suggests it can infer patient context for individually specific predictions and
suggestions. These neural networks present a potential approach to support higher quality and consistency in medical
practice. Further exploration into time-gated recurrent neural networks or other machine learning architectures may
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(a) (b) (c)
Figure 5: Histogram of model compared to order set benchmark for each individual clinical order item. Rather than
performing well on a few very common clinical items, our model performs better on the vast majority of clinical
items when compared to human authored order sets using measurements of AUROC (82%)(a), precision (84%)(b),
and recall (76%)(c).

be worth further exploring as promising decision support algorithms

Limitations
One limitation is that the evaluation metric and objective function for training our neural network assumes that our
response vector, the 1,452 clinical items a doctor can order in the next 24 hours, reflects ”good” medical decision
making. However, in reality, it is hard to define a gold standard. Pointedly, one of the motivations for this approach
is that many clinicians are not consistently able to follow guidelines, as has been shown to be the case for certain
diagnoses such as cardiovascular disease.37 Thus, if physicians in the hospital are not following standard of care
guidelines, our neural network model will predict orders that further propagate this bias within the hospital system.
One solution for this problem is to have response vectors vetted by a panel of experts for training the algorithm. This
is an active area of ongoing research, which suggests that high accuracy in predicting clinical practices correlates
with both internal and external references such as practice guidelines.38, 39 Other evaluation standards may include
reference points like practice guidelines, evidence based medicine, or health outcomes, all areas of active research.

Though there have been many recent advances in understanding the contributions of features to the predictive out-
put40, 41, we are still unable to decode the logic and interactions between features within neural networks. Given this
limited interpretability, these models can be considered more an information retrieval ”search” mechanism to provide
clinicians with possible leads. It is still important for clinicians to integrate and apply the information from these sup-
port systems to their individual specific patient contexts. Ongoing and future research will continue to be important in
understanding the contribution of features to predictive output in addition to comparing neural network performance
to simpler, interpretable models.42, 43

Conclusion

Current human-authored clinical order sets provide a system for supporting clinical order decision making. We devel-
oped a deep neural network based model that outperformed standard of care human authored order sets in predicting
actual clinical practices. This model has the potential to provide information that could further inform physicians in
their clinical decision-making progress.
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Appendix A. Code Sharing, Features, and Response Variables

Code, as well as a list of features and response variables, is accessible to the public. Link to github repository is here:
https://github.com/HealthRex/CDSS/tree/master/scripts/DeepLearningRecommender

Appendix B. Feed-Forward Model Details
Table 6: Our model’s hyperparameter values.

Feature type Description
Number of Layers 5

Hidden Units
per Layer

500, 475
450, 425, 400

Learning Rate 5e-3
Dropout Rate 0.05

Positive Weight 6
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Abstract 

The use of diagnosis (DX) data is crucial to secondary use of electronic health record (EHR) data, yet accessible 
structured DX data often lack in accuracy. DX descriptions associated with structured DX codes vary even after 
recording biopsy results; this may indicate poor data quality. We hypothesized that biopsy reports in cancer care 
charts do not improve intrinsic DX data quality. We analyzed DX data for a manually well-annotated cohort of patients 
with brain neoplasms. We built statistical models to predict the number of fully-accurate (i.e., correct neoplasm type 
and anatomical location) and inaccurate DX (i.e. type or location contradicts cohort data) descriptions. We found 
some evidence of statistically larger numbers of fully-accurate (RR=3.07, p=0.030) but stronger evidence of much 
larger numbers of inaccurate DX (RR=12.3, p=0.001 and RR=19.6, p<0.0001) after biopsy result recording. Still, 
65.9% of all DX records were neither fully-accurate nor fully-inaccurate. These results suggest EHRs must be 
modified to support more reliable DX data recording and secondary use of EHR data. 

Introduction 
The secondary use of Electronic Health Record (EHR) data is a fundamental tool of learning healthcare systems1,2 and 
is essential to research endeavors including comparative effectiveness research3,4 and precision medicine.5–7 Patient 
Diagnosis (DX) data is a typical starting point of the cohort selection process for research studies that reuse clinical 
data.8,9 Thus, the accurate assignment of structured and accessible DX data within the EHRs is crucial to ensure reliable 
research outcomes.10 However, DX code recording has well-known limitations due to coding system11–15 definition 
challenges and their implementation in most common EHR systems.16 The challenges are compounded by EHR 
systems providing multiple descriptions for each individual DX code.17 Though this seems to facilitate DX code 
search, the large number of options may complicate selecting the most appropriate textual description. At its core, the 
problem stems from both unreliable DX recording practices within clinical workflows and ambiguity in the DX coding 
structures.11,15 
 
Informaticians have studied structured DX data limitations for decades, revealing alarming error rates in DX and 
procedure code assignment.10,18,19 Error rates have improved over time (e.g. ICD code inaccuracy rates went from 20-
70% in the 1970s to 20% in 1980s) but their reliability remains questioned. In response, secondary users of clinical 
data have sought to work around these DX data limitations20–22 by employing methods such as natural language 
processing for DX extraction from clinical notes and EHR phenotyping.22–27 Although these methods improve the 
precision and recall of particular sets of patients for cohort selection,28 they introduce an additional layer of uncertainty 
to secondary analyses.20,24 They also fail to take advantage of knowledge available on the clinical side, where the data 
is generated. Ensuring accurate input may be a more viable solution to produce reliable clinical data, which can also 
better support learning healthcare systems in the long run.  
 
Though this is a healthcare-wide issue, the problem is compounded in oncology informatics on both, DX recording 
practices within clinical workflows and DX coding structures. Typically, cancer care involves a team-based approach, 
which requires patients to interact with multiple specialties and units (e.g., scheduling, encounters, billing, diagnostic 
imaging, surgical procedures, radiotherapy, etc.). EHR systems rarely support recording accurate and precise DX 
codes in a consistent manner across workflows, making DX logging burdensome to oncologists.29–31 Moreover, 
standard DX code descriptions are not designed to support secondary use of clinical data,3 leaving useful DX 
information locked in progress notes, complicating fact retrieval.3 For example, ICD-10 codes C71.* correspond to a 
malignant neoplasm of the brain DX. Though these codes allow encoding of the neoplasm site (e.g., C71.1 represents 
a malignant neoplasm of the frontal lobe), they are not designed to provide information on neoplasm type (e.g. IDH 
mutant glioma, IDH wild type glioma, glioblastoma, etc.) that is crucial to treatment selection and patient 
classification, as opposed to ICD-O-3 codes.12 However, customized DX descriptions provided by EHR vendors do 
include neoplasm type information but present wide-varying levels of precision for a single DX code that complicates 
structured DX data recording.32 Both aspects may be may be partial causes of the structured DX data unreliability.3 

325



 

  

 
Our previous work shows that biopsy (BX) reports in oncology charts do not reduce variability in structured primary 
encounter DX descriptions, in an EHR with multiple textual DX descriptions per DX.32 This variability may be a 
consequence of variable accuracy in DX data due to no active support for concordant33,34 DX recording. We were 
unable to find other analyses shedding light on the impact of BX recording on DX data quality and accuracy in the 
literature. Thus, we hypothesized that recording BX reports in oncological EHR charts does not improve intrinsic 
data quality33,35 (i.e., high accuracy, low inaccuracy) in structured DX data. To test our main hypothesis, we assessed 
the validity of two sub-hypotheses: (I) Recording BX reports does not increase the number of fully-accurate DX codes 
and (II) Recording BX reports does not decrease the number of inaccurate DX records. In this study, we define full 
accuracy as the inclusion of a neoplasm type and neoplasm site within a DX description. We tested these hypotheses 
on EHR data from patients diagnosed with brain neoplasms (i.e., ICD-10 diagnosis code, C71.*). We selected this 
disease for its large number of textual diagnosis descriptions for a limited list of specific diagnosis codes, the 
availability of a clinician-generated patient cohort and each patient chart containing a definitive histopathology stating 
the most precise accurate DX description possible. We present descriptive and summary statistics and then present 
our results from statistical modelling for hypothesis testing. This analysis contributes to our current understanding of 
DX logging practices, limitations and pitfalls in EHR systems providing multiple DX description per DX code. This 
work suggests improvements to the current systems and practices that enhances the clinical data quality and 
correspondingly more reliable secondary uses of clinical data towards a functioning learning healthcare system.  

Methods 

We extracted structured DX data and relevant covariates from multiple EHR tables recording multiple clinical 
workflows from the Wake Forest Baptist Medical Center’s Translational Data Warehouse. We used a clinician-
generated manually extracted gold standard to identify the most accurate DX description for a set of 36 patients. We 
then used these descriptions to identify accurate and inaccurate DX descriptions attached to DX codes in our final 
dataset. We employed statistical modeling to test our hypotheses. Specifically, we built count regressions to predict 
the number of accurate and inaccurate DX based on a dichotomous pre/post-BX indicator variable and other covariates 
such as the number of clinicians logging DX descriptions. We first built both models for primary encounter DX data. 
We then verified the effect’s robustness by re-building the model with additional data from other clinical workflows 
such as DX attached to orders. We also included workflow provenance (i.e., primary encounter DX, encounter DX, 
problem list DX or order DX) as a predictor variable to assess differences across workflows. Lastly, we verified 
temporal robustness of the effect. Our study was approved by Wake Forest University School of Medicine’s 
Institutional Review Board (IRB) before any data extraction or analysis. 
 
Our DX accuracy gold standard was distilled from the electronic charts of 36 patients treated for brain neoplasm that 
were pre-selected during a previous clinician-initiated and led chart review. Comprehensive medical record review 
was performed of each patient by two independent reviewers. The primary post-operative diagnosis was determined 
based on a review of pathology report and clinician notes. All treating clinicians were available for consultation when 
needed. Discrepancies between the two reviewers were resolved by an independent neuro-oncologist. The DX data 
recorded in our standard represented the most accurate DX depiction at the highest achievable level of precision 
achievable from structured DX choices. Two features were used to define these DX descriptions: the neoplasm’s type 
(e.g., astrocytoma, oligodendroglioma, glioblastoma, etc.) and its location (e.g., frontal lobe, temporal lobe, parietal 
lobe, etc.). 
 
We compared the target DX description from our standard to each DX record for all patients in our dataset. Each DX 
could be deemed either accurate or inaccurate. To be accurate, a DX entry would have to match the neoplasm type 
and location attributed to the patient in our standard. An inaccurate DX would contradict the standard’s neoplasm type 
or location. For example, a DX describing a frontal lesion for a patient with a temporal lesion would be inaccurate; a 
DX describing an astrocytoma for a patient actually treated for a glioblastoma would also be inaccurate even if the 
description pointed at the correct anatomical site. Note that partially-accurate or sub-optimal DX descriptions were 
not classified as accurate or inaccurate, as they would not contradict the true DX and leave a chance for correct logging 
subsequently. In other words, some DX descriptions could be as generic as “neoplasm of the brain, site not specified”, 
which is not “fully-accurate” as fails to provide the most accurate description possible from structured DX descriptions 
available in the EHR but is not inaccurate either, as it does not misinform secondary analyses. We have termed such 
records “sub-optimal” DX descriptions.  
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Our final analytical dataset was extracted from our Translational Data Warehouse and contained 1,643 primary 
encounter DX observations of 31 patients, recorded from January 1st, 2016 to June 1st, 2018. This time frame was 
defined to ensure ICD coding version consistency (i.e., to include DXs after October 2015; ICD-10 implementation 
date). Four patients from the initial date did not have any neoplasm DX or BX data within the selected time window. 
One patient was excluded due to a confirmed neurofibromatosis DX, which would make the patient’s neoplasm DX 
history much more complex and not clinically comparable to other patients in the set. Our dataset also contained 2,075 
non-primary encounter DX, 44 problem list DX and 10,052 DX attached to procedure orders for the same 31 patients 
within the same time frame. Our initial dataset consisted of DX records with their corresponding timestamp and patient 
identifier. Each DX had a specific DX description and was associated with an ICD-10 code. Each patients’ initial BX 
result recording date was added to each DX record with the ‘PostBX’ indicator that served at the dichotomous 
independent variable for our regressions. Dichotomous variables were recorded to encode whether each DX was 
accurate or inaccurate. We also included the number of days before or after the BX each DX was recorded, the provider 
recording the DX and the department (i.e., care units involved in patient treatment such as oncology, surgery and 
neurology) where the DX was recorded. Summary statistics such as mean, median and extreme values were employed 
to screen the data for outliers, missing values and erroneous input. Dates were also reviewed for potential errors such 
as values being outside the study’s time window. We verified the normality of continuous variables using histograms. 
 
To test our hypotheses, we built count regressions36 to predict the number of accurate and inaccurate DX across patient 
charts using R’s generalized linear model (GLM).37 We tested for zero inflation using Van den Broek’s zero-inflation 
test38 and for overdispersion by comparing means and standard deviations in our main outcome variables (i.e., number 
of accurate and inaccurate DX) and using the AER package.39 We selected negative binomial regressions to best fit 
our overdispersed, non-zero-inflated datasets. For all our models, the number of accurate and inaccurate DX records 
was our main outcome variable. We predicted this outcome based on our ‘PostBX’ dichotomous variable that 
described whether each DX record group was recorded before or after BX results were recorded in the EHR. We 
explored model improvement by including covariates such as the total number of DX records, the number of district 
DX records and the maximum number of days from the BX in each DX record group as well as the number of 
departments and the number of clinicians contributing to the DX group. We tested for variable interactions in all 
models with more than one variable. We re-ran each regression using a time window of 90 days before and after the 
BX to confirm the effect’s temporal robustness.40  
 
Multiple software tools were used to carry out this analysis. Data extraction and preprocessing was done using a 
DataGrip software client (version 2017.2.2, JetBrains s.r.o., Prague, Czech Republic). Visual exploration and analyses 
were done using Tableau (version 10.2.4, Tableau Software, Inc., Seattle, WA). All statistical analyses and data 
manipulation such as data scrubbing and reshaping were done in R version 3.4.130 and RStudio (version 1.1.383, 
RStudio, Inc., Boston, MA). Statistical significance was set at p=0.05 for all models.  
Results  

The final analytical dataset contained 1,643 primary encounter DX records for 31 patients (Table 1). Our dataset also 
contained 2,071 encounter DX marked as non-primary and 10,052 DX entered with clinical orders. We also included 
44 distinct DX descriptions from Problem List EHR tables for 27 patients. Only site-specific descriptions 
corresponding to ICD-10 codes C71.0 through C71.4 appeared in the dataset. However, most DX were associated 
with C71.9, Malignant neoplasm of brain, unspecified (73.5% overall, 84.6% before BX and 72.0% Post BX). This 
was also the case for all three other DX sources with non-site-specific DX description rates of 69.6% for non-primary 
encounter DX and 70.3% for order-related DX and 70.4% for problem list DX descriptions. 42 standardized DX 
descriptions were associated with these 6 ICD-10 codes overall in the Primary DX data, with only 22 appearing before 
biopsy and 40 after. This was comparable to the order DX data, which contained 40 distinct DX descriptions for the 
same number of ICD codes with 20 and 37 distinct descriptions appearing before and after the BX respectively. 
Encounter and problem list had 37 (19 before and 35 after BX) and 22 (2 before and 21 after BX) descriptions for the 
same number of ICD codes respectively. The number of distinct providers interacting with a patient’s chart per 
workflow varied between 9 for the problem list data to 180 providers for order DX data.  The number of distinct 
departments contributing to the patient’s care and charting varied between 7 for problem list DX and 66 for non-
primary encounter DX data. The average number of days before and after biopsy varied between 251±312 for primary 
encounter DX and 303±314 for problem list DX data.  
 
Fully-accurate and inaccurate DX rates were fairly similar across workflows. Primary DX had an accuracy rate of 
18.32% overall, 15.42% pre-BX and 18.69% post-BX. Accuracy rates were comparable for other DX sources with 
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19.81% (20.68% pre-BX and 19.70% post-BX) for non-primary encounter DX, 18.89% (13.45% pre-BX and 19.77% 
post-BX) for order DX and 15.91% (0% pre-BX and 16.67% post-BX) for problem list DX overall. Inaccuracy rates 
for Primary DX were 12.90% overall, 0.53% pre-BX and 14.50% post-BX. Inaccuracy rates were also comparable 
across DX sources with 16.39% (0.84% pre-BX and 18.38% post-BX) for non-primary encounter DX, 15.28% (0.29% 
pre-BX and 17.70% post-BX) for order DX and 20.45% (50.00% pre-BX and 19.05% post-BX) for problem list DX 
overall. It is crucial to note that the largest portion of structured DX recordings was neither fully-accurate nor 
inaccurate and thus, sub-optimal. For example, 68.78% of Primary Encounter DX were sub-optimal. These rates were 
similar for other workflows as well with 63.81% for Non-Primary Encounter DX, 65.83% for Order DX and 63.64% 
for problem list DX. 

 
Table 1 – Descriptive statistics divided by data provenance.  

Clinical Workflow Primary Encounter DX Encounter 
DX 

Order 
DX 

Problem 
List DX 

Measures\Timeframe Overall Pre-BX Post-BX Overall Overall Overall 

Distinct Patients 31 19 31 31 31 27 

Number of DX Records 1,643 188 1,455 2,075 10,052 44 

Number of Accurate DX Records 301 29 272 411 1,899 7 

Number of Inaccurate DX Records 212 1 211 340 1,536 9 

Distinct ICD-10 Codes 6 3 6 6 6 5 

Distinct DX Descriptions 42 22 40 37 40 22 

Distinct Providers 131 41 121 162 180 9 

Distinct Hospital Department 33 13 31 66 62 7 

Days from Biopsy (Mean±Std.Dev.)  251±312 254±221 316±259 254±311 259±348 303±314 
 
 
We were only able to find limited evidence of a statistically-significant difference between the number of accurate 
DX records before and after the BX (Table 2). On one hand, we were not able to find a statistically-significant 
relationship between our PostBX indicator variable and the number of accurate DX using primary DX records alone 
(Table 2, Primary DX Model). However, the estimate suggested that DX records after the BX were likely to have 
close to 5 times the number of accurate DX controlling for the total number of DX with a p-value close to significance 
(b=1.61, p=0.079). None of the other covariates were clearly associated with the outcome. For this dataset, single and 
double-variable regression models failed to converge, potentially indicating insufficient data, for which we included 
DX from other sources (Table 2, All Workflow Model). On the other hand, our model including DX data from all DX 
data sources did reveal a statistically significant relationship between the number of accurate DX and the PostBX 
indicator. According to our model, PostBX DX description lists are likely to have close to 3 times the number of 
accurate DX compared to pre-BX lists (b=1.12, p=0.030). The number of distinct DX and the workflow were also 
predictive of the number of accurate DX. The number of distinct DX showed a rates ratio (RR) of 1.36 (b=0.331, 
p=0.020). We also found differences in the predicted number of accurate DX across workflows taking Primary 
Encounter DX as our reference category except for non-primary encounter DX (b=0.468, p=0.392). Order DX were 
much more likely to have higher accurate DX data after the BX (RR=6.832, b=1.92, p<0.0001), whereas problem list 
DX showed a RR indicating that an increase in accuracy after DX was much less likely (RR=0.067, b=-2.71, p=0.001). 
Interestingly, we found no relationship between the total number of DX, the number of providers, the number of 
departments and the number of days from the BX, all characteristics of the patient’s treatment and the care team 
generating the data. We were unable to reproduce these results with a 90-day time window indicating that these results 
may not be robust. In a simple model linking the number of accurate DX and our PostBX indicator we found a RR of 
2.77 (b=1.02, p=0.183).  No interactions were found to be significant in any of our accuracy regressions.  
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Table 2 – Accurate DX Count Regression Results. The Primary DX model shows a non-significant trend towards a 
larger number of accurate DX after the BX, whereas the All Workflows model shows a similar statistically-
significant effect describing a larger number of accurate DX after the BX with RR close to 3.  

Model Term Rates Ratio 
(exp(ß)) 

Estimate 
(ß) 

Std. 
Error 

Confidence 
Interval (95%) p-value 

Primary DX 

PostBX 4.988 1.607 0.916 -0.760 3.722 0.079 
Number of DX 0.953 -0.049 0.031 -0.130 0.051 0.121 

Number of Providers 1.187 0.172 0.126 -0.183 0.598 0.174 
Number of Departments 0.965 -0.035 0.219 -0.774 0.775 0.872 

Days from BX 1.000 0.000 0.002 -0.004 0.005 0.998 
Number of Distinct DX 1.397 0.334 0.220 -0.137 0.929 0.129 

All 
Workflows 

PostBX 3.070 1.122 0.517 0.142 2.052 0.030 
Number of Distinct DX 1.365 0.311 0.134 0.069 0.577 0.020 
Provenance - Primary 

Encounter DX 1 0 - - - - 

Provenance – Encounter 
DX 1.597 0.468 0.546 -0.614 1.558 0.392 

Provenance - Order DX 6.832 1.922 0.540 0.848 3.003 <0.0001 
Provenance - Problem 

List DX 0.067 -2.705 0.838 -4.327 -1.051 0.001 

 
We found much stronger evidence of a statistically-significant difference between the number of inaccurate DX 
records before and after the BX on three models, showing a seemingly robust effect of a much number of inaccurate 
DX after the BX (Table 3). First, our Primary DX regression (Table 3, Primary DX Model) revealed that a list of DX 
descriptions post-BX was likely to have almost 20 more inaccurate DX (RR=19.9, b=2.99, p=0.048). The number of 
distinct DX and distinct providers were predictive of the number of inaccurate DX with RRs of 30.7 (b=3.43, p<0.001) 
and 2.55 (b=0.937, p<0.001) respectively. We found an interaction between these two variables (RR=0.821, b=-0.197, 
p<0.001). Second, our final model and results were quite similar to the previous results for our multi-workflow dataset 
(Table 3, All Workflows Model). In this dataset, a list of DX descriptions was likely to have over 12 more inaccurate 
DX than its pre-BX section (RR=12.4, b=2.52, p=0.0001). The number of distinct DX and distinct providers were 
predictive of the number of inaccurate DX with RRs of 3.25 (b=1.18, p=0.001) and 1.29 (b=0.251, p=0.0001) 
respectively. We found an interaction between these two variables (RR=0.960, b=-0.041, p=0.012). We found no 
statistically-significant differences in the predicted number of accurate DX across workflows taking Primary 
Encounter DX with p-values of 0.090, 0.074 and 0.102 for non-primary encounter, order and problem list DX 
respectively. The interaction between the number of distinct DX and number of providers was also significant in this 
model (RR=0.960,  b=-0.041, p=0.012). Finally, our model built on our 90-day windowed data also showed very 
similar results (Table 3, Windowed Model). This model revealed similar RR to our primary encounter DX data 
suggesting that list of DX descriptions was likely to have over 19 more inaccurate DX than its pre-BX section 
(RR=19.6, b=2.98, p<0.0001). The number of distinct DX and distinct providers were predictive of the number of 
inaccurate DX with RRs of 1.48 (b=0.391, p=0.021) and 1.12 (b=0.112, p=0.0001) respectively. We found an 
interaction between these two variables (RR=0.960, b=-0.041, p=0.0002). We found no statistically-significant 
differences in the predicted number of accurate DX across workflows taking Primary Encounter DX with p-values of 
0.250, 0.158 and 0.750 for non-primary encounter, order and problem list DX respectively. We were unable to account 
for the interaction as its inclusion would prevent our model estimator to reach convergence; this was likely due to the 
data reduction caused by dataset windowing.  We explored the inclusion of covariates such as number of days from 
BX, total number of DX and number of departments for each of these models finding no significant relationship to 
the number of inaccurate DX.  
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Table 3 – Inaccurate DX Count Regression Results. The Primary DX model shows a statistically-significant effect 
describing a larger number of inaccurate DX after the BX (RR=19.9, p=0.048). This effect confirmed in the All 
Workflows model (RR=12.3, p=0.001) and then in the 90-day windowed model (RR=19.6, p<0.0001).  

Model Term 
Rates 
Ratio 

(exp(ß)) 

Estimate 
(ß) 

Std. 
Error 

Confidence 
Interval (95%) p-value 

Primary DX 

PostBX 19.904 2.991 1.511 -0.362 6.577 0.048 
Number of Distinct DX 30.759 3.426 0.808 1.139 6.267 <0.0001 

Number of Providers 2.553 0.937 0.221 0.297 1.721 <0.0001 
Number of Distinct DX * 

Number of Providers 0.821 -0.197 0.048 -0.375 -0.049 <0.0001 

All 
Workflows 

PostBX 12.373 2.515 0.755 0.676 4.201 0.001 
Number of Distinct DX 3.252 1.179 0.356 0.325 2.151 0.001 

Number of Providers 1.286 0.251 0.065 0.092 0.421 0.0001 
Provenance - Primary 

Encounter DX 1.000 0.000 - - - - 

Provenance – Encounter 
DX 3.381 1.218 0.719 -0.260 2.731 0.090 

Provenance - Order DX 3.891 1.359 0.762 -0.151 2.858 0.074 
Provenance - Problem 

List DX 6.083 1.805 1.103 -0.845 4.674 0.102 

Number of Distinct DX * 
Number of Providers 0.960 -0.041 0.016 -0.081 -0.001 0.012 

Windowed 

PostBX 19.648 2.978 0.743 1.382 4.514 <0.0001 
Number of Distinct DX 1.479 0.391 0.170 0.044 0.799 0.021 

Number of Providers 1.119 0.112 0.031 0.030 0.201 0.0001 
Provenance - Primary 

Encounter DX 1.000 0.000 - - - - 

Provenance – Encounter 
DX 2.247 0.810 0.703 -0.639 2.282 0.250 

Provenance - Order DX 2.855 1.049 0.743 -0.490 2.579 0.158 
Provenance - Problem 

List DX 1.351 0.301 0.944 -1.885 2.609 0.750 

 

Discussion 

We used statistical regressions to evaluate the effect of BX recoding on the subsequent number of accurate and 
inaccurate DX recordings. On one hand, we only found limited evidence that BX reports increase the number of fully-
accurate DX records (i.e., correct neoplasm type and correct anatomical location) in oncological charts; the effect 
seemed to vary across workflows. Hypothesis I was, thus, only partially rejected. On the other hand, we found that 
the number of inaccuracies was much larger after the BX across clinical workflows, strongly supporting hypothesis 
II. The results also show an effect dependency on the number of providers involved in DX recording and the number 
of distinct DX descriptions recorded. However, the largest portion of structured DX records seems to correspond DX 
descriptions that are neither fully-accurate or inaccurate (i.e., sub-optimal DX records). Our results suggest the validity 
of our main hypothesis stating that the presence of precise DX information (e.g., an unstructured BX report) alone 
does not necessarily translate to higher intrinsic quality in a patient’s oncological DX charts. 

Our study extends the existing literature by exploring aspects beyond DX code assignment accuracy1,15,41 such as 
assessing the impact of DX code descriptions on intrinsic data quality and the effect of unstructured BX data recording 
on structured data quality. We have evaluated DX descriptions with a focus on full descriptive accuracy and inaccuracy 
after each patient’s DX is available in the EHR (i.e. the BX report), finding potentially larger accuracy rates, but also 
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a much larger number of inaccurate DX records. These findings extend our initial work32 by showing the larger number 
of inaccuracies after the BX as well as the large proportion of sub-optimal DX recordings. Both findings are congruent 
with the previously-shown variability rates. Our overall inaccuracy rates are also congruent with our previous 
findings.10,18,19  It is concerning that the largest portion of structured DX seems to be neither fully-accurate or 
inaccurate (i.e., sub-optimal). However, it is possible that clinicians may be choosing DX codes to facilitate 
downstream processing rather than documenting care with the highest degree of precision.42 Our results also seem to 
indicate that initial DX records are rarely updated to reflect the conclusive DX resulting from the BX in structured 
data. We could not find this effect reported quantitatively for structured DX descriptions in other publications. We 
defined our DX accuracy definitions (i.e., accurate neoplasm type and anatomical site) as a proxy to test intrinsic 
accuracy dimension of data quality.33,34,43 This served as a means to investigate the potential effectiveness of the 
description-code relationship for semi-structured clinical data entry. Our analysis seems to reveal three pitfalls: 
variable accuracy rates previously and increased inaccuracies both often cited in the literature15,44 but also the large 
proportion of sub-optimal description, a much less broadly reported side-effect of such system.  

Our results demonstrate a core challenge to the reliable secondary use of clinical data and to the extraction of accurate 
semantically rich structured data. Sub-optimal or inaccurate structured DX descriptions in patient charts are a threat 
to cohort selection in clinical data warehouses9,22,28 and, by proxy, the secondary use of clinical data. Variable rates of 
accuracy across workflows hint at a major challenge in data logging systems integration. Specifically, accuracy rates 
did not seem to be related to the number of providers, departments, days and total DX records. This may signify that 
the system does not propagate fully-accurate DX selection over the patients care process or across workflows. It may 
be that clinicians are presented with inconsistent DX code selection options for distinct clinical workflows and are not 
shown previously-recorded data relevant to subsequent DX selection. This is a known threat to data quality but also 
patient safety.45,46 One may argue that the most accurate and precise DX is contained in the clinical progress note and 
can be used to determine a patient’s true DX, for which improving structured DX data quality is unnecessary. 
However, accessing such information programmatically or for a large number of patients remains a massive 
challenge.23,47 The literature often cites phenotyping,21,27,28 the use of complex algorithms21,48 and other technological 
solutions49–51 to address inaccurate DX logging problems but these technologies are still in development.  

Much current research aiming to support secondary analysis of clinical data aims at developing methods for data 
quality assessment and data curation in isolation from clinical practice.4,33,34,43,52–57 However, it may also be helpful, 
in the case of structured DX data, to unobtrusively support entry using real-time analytical methods to recommend 
potentially-accurate DX candidates automatically. This approach would tap into existing data available in each 
patient’s chart, but also each clinician’s understanding of patient’s clinical history. This may be a more viable approach 
to improve the quality of future data, as it takes advantage of the clinical knowledge available in the field that is lost 
once the data are warehoused.58,59 This approach is much more in tune with the ideal of the learning healthcare60 and 
its goal of merging structured and unstructured data to maximize data usefulness and usability.61 The main challenges 
of such endeavor will lie in making recommender systems unobtrusive to help clinicians work more efficient rather 
than further burdening them with data-entry tasks.29,30 In contrast, current DX code logging systems seem to not 
support consistent or precise DX logging, leaving clinicians the burdensome task of selecting the most accurate DX 
from a long list of potentially inaccurate codes and descriptions.30 In clinical practice, the issue is tightly linked to 
challenges in EHR interface design and usability usability.29,62,63  We believe that future EHR improvements to support 
fully-accurate and consistent DX could potentially address these problems. 

Our analysis presents four limitations mostly related to its preliminary nature. First, our study relied on a limited 
population of cancer patients (36 subjects). Some of these subjects met the inclusion criteria but returned no data 
within the study time window, which further reduced the set to 31 patients. However, we had a final dataset with 
thousands of DX belonging 31 patients has returned adequate statistical results to test some of our hypotheses. Our 
analysis also had to rely on a hand-curated dataset to ensure a patient population with a very specific clinical condition 
dictated by a BX report. This would have been very time-consuming and challenging to develop for a larger cohort. 
A related limitation is that we did not consider comorbidities, yet the preliminary nature of this study required focus 
rather than comprehensiveness. Hence, further analysis of data from a larger cohort will be pursued in the future to 
confirm our results. Second, we had a rather simple definition of accuracy that only accounted for neoplasm type and 
anatomical location. It is known that data quality dimensions such as accuracy and completeness can take multiple 
forms according to what is needed for secondary analysis.64,65 However, our accuracy definition was tuned to the 
purpose of recording structured DX data from the information available in the patient’s BX report. The information 
available in such reports that can be encoded in our system are fully described by the neoplasm type and the neoplasm’s 
location. Third, we only investigated the effects of BX on full DX accuracy and inaccuracy rather than sub-optimal 
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DX recording. Generally, accuracy is evaluated based on non-inaccuracy in DX data reliability analyses.10,18,19 
However, we found it more useful to evaluate desirable cases (i.e., fully-accurate DX descriptions) and undesirable 
cases (i.e., DX description inaccuracies). Our descriptive statistics confirm that these cases are not the most prevalent, 
yet they are the most threatening to the secondary use of clinical data. The causes of sub-optimal DX description 
selection will be investigated in future work. Finally, we only evaluated the effect of BX recording on DX recording 
quality for one type of cancer. Given the preliminary nature of this analysis and the lack of other literature in the field 
covering this topic, we compiled this initial series of statistical analyses showing the increase of inaccuracies after BX 
and the variability in DX accuracy increase across workflows. Generalizability will be tested with exhaustive analyses 
of other DX and workflows in future work.  

Future work will be divided into three segments: confirmatory analyses to verify the robustness of our conclusions, 
the exploration of root causes and the development of informatics solutions to increase DX data quality in oncological 
charts. First, we will reproduce this analysis for a different patient cohort to confirm the validity of our conclusions in 
a larger set of patients and patients diagnosed with a different disease. Then, we will carry out additional secondary 
analyses of EHR data and qualitative research such as interviews and focus groups to explore the underlying causes 
DX inaccuracies and sub-optimal DX recording. We will consider implementation, system and human factors such as 
prescribing habits, DX data entry interfaces, cognitive load, billing considerations and insurance claim transaction 
requirements. Finally, we will employ informatics methods to develop an intervention to support fully-accurate DX 
recording by leveraging fragmented data across EHRs.  

Conclusion 

Our results hint at larger numbers of fully-accurate DX descriptions (i.e., correct neoplasm type and anatomical site) 
after BX results are recorded in cancer patients’ medical record. However, the number of inaccurate results seems to 
also be much higher (rates ratios of 12 and 19 versus 3). There also seem to be large differences in accuracy counts 
across clinical workflows recording DX data. The largest portion of structured DX seems to be made of sub-optimal 
DX descriptions that are neither fully-accurate nor inaccurate. Interventions must be developed and adopted not only 
to minimize DX data inaccuracy but also to minimize partially-accurate data recording. This is likely to reduce 
uncertainty, misinterpretation and challenges threatening the reliability secondary analyses of clinical data. 
Overcoming such challenges may support the improvement of overall clinical data quality,33–35 reliability of secondary 
analyses of clinical data1 and the building of the learning system.66,11,67  
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Abstract

For the past 11 years, the year-in-review (YIR) keynote presentation at the AMIA Informatics summit has been a
perennial highlight. We hypothesized that the presented material from these keynotes could be used to assess both the
recent trajectory of topics in informatics—especially translational bioinformatics (TBI)—as well as the scientific merit
of the crowd-sourced process used to nominate, review, and select the papers presented at the YIR.

We compare YIR articles to a background set of non-YIR articles from informatics journals using structured metadata
and qualitative thematic analysis, paying specific attention to trends and popularity over time. These trends were
inspected both internally (comparing the YIR sessions to each other) and externally (comparing them to the overall
content of scientific literature for the same time period). In doing so, we identified some unexpected patterns that
suggest important opportunities for TBI research in the future.

Introduction

In 2005, NIH director Dr. Elias Zerhouni issued a call to bolster efforts in recruiting, mentoring, and training clini-
cal and translational bioinformaticians1. Three years later, in 2008, the American Medical Informatics Association
(AMIA) launched its first annual conference at the national level highlighting research work in translational bioin-
formatics (TBI)2. Dr. Russ Altman (Stanford University) presented the closing keynote of this inaugural conference3,
highlighting significant work in TBI in a year-in-review (YIR) format. That keynote, and its framework of reviewing
articles considered to represent some of the top work in the field, was highly successful. Over the past 11 years, the
YIR presentations have grown in popularity and are now one of the most anticipated and well-attended events in the
conference’s history.

To assemble the YIR presentation, AMIA community members working in TBI are invited to nominate top quality
papers from the previous year for possible inclusion in the keynote session. The primary aims of the YIR are to review
scientific trends, create a “snapshot” of the TBI domain for that year, celebrate progress made by the TBI community,
and shine a spotlight on exciting opportunities in the year to come. Beginning in 2016, student volunteers from
AMIA’s Student Working Group were recruited to help with the process, aiming to offset the workload on a single
curator while reducing bias due to incorporating the opinions of a diverse set of reviewers. Volunteers were provided a
scoring matrix and assigned nominations for the upcoming year’s presentation. Scores ranged from 0-9 and evaluated
attributes such as informatics novelty, application importance, and presentability (e.g., having vivid and interesting
graphics). Papers were then selected for final inclusion or exclusion by Dr. Altman based on both their rubric scores
and his subjective assessment of their quality and impact4.

Research has shown that expert mediated crowdsourcing can yield high quality output5–7. While no formal crowd-
sourcing model was specifically followed, 11 years of expert-curated presentations have generated a large corpus
of manuscripts that could potentially be used to provide insight to the trajectory of translational informatics as well
as provide some measure of the scientific merit of using crowdsourcing to select papers for YIR sessions. In this
manuscript, we analyze each of these using a mixture of quantitative and qualitative approaches that seek to highlight
longitudinal trends in the corpus of documents that were covered in the 11 YIR sessions. These trends are inspected
both internally (comparing the YIR sessions to each other) and externally (comparing them to the overall content of
scientific literature for the same time period).

Traditional metrics for evaluating the scientific impact of research are fairly well defined. Patel et al.8 conducted a sys-
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tematic review to identify which research indicators were most useful in measuring healthcare research performance,
and found the following indicators to be the most commonly used:

1. The sum total of publications from a researcher or research group.
2. The sum total of citations a manuscript receives.
3. The journal impact factor of the publication where the manuscript is accepted.
4. Research funding awarded to a researcher or research group.
5. Degree of co-authorship as a tool to measure collaboration occurring between researchers.
6. h-index as an approach to measure the quality and sustainability of a research line.

The challenge is that these indicators are largely tied to the researcher and are weighing scientific contributions from
the perspective of an individual or a research group at the micro level. This makes it difficult to see the larger macro
view of evolving trends and the waxing and waning of enthusiasm around certain topics.

There are no similar, predefined metrics to measure the scientific impact of an expert-curated and crowd sourced litera-
ture review. It is our hypothesis that the TBI YIR session themes follow emerging research trends, and correspondingly
summarize a diverse array of compelling research initiatives occurring in TBI. In order to test this hypothesis, we per-
formed both quantitative and qualitative analyses designed to highlight patterns related to subject matter (using MeSH
terms9) and media attention (using Altmetric Attention Scores10), using an algorithmic approach to model trends as
they occur over time.

Methods
Data retrieval, preprocessing, and MeSH frequencies

For all YIR sessions (from years 2008 through 2018), we downloaded the archived slideshows from Dr. Altman’s
personal website11. We then collected the PubMed IDs (PMIDs) for all articles, defining this set of articles as the ‘YIR
corpus’. We obtained a separate, non-overlapping control set of “background” documents for comparison by selecting
all PubMed articles from all journals that were represented at least once in the YIR corpus, excluding articles also
appearing in the YIR corpus. The rationale for restricting the background set to journals occuring in the YIR set was
to reduce confounding effects due to papers from disciplines that are unrelated to translational bioinformatics, and to
provide an opportunity to contrast themes appearing in the YIR with a subset of the informatics literature. In addition,
the background corpus was restricted to the same years as articles of publication as those in the YIR corpus.

For each of the two corpora, we retrieved the complete MEDLINE display format12 data records for all articles, which
includes elements such as authors, institutions, dates of publication, MeSH terms, journal information, and many
others. We also fetched complete records for each article from the Altmetric database10, made available through
Altmetric’s Researcher Data Access Program, which summarizes media mentions of the article and aggregates them
into a proprietary score known as the Altmetric Attention Score. We selected Altmetric to complement the citation
data provided by MEDLINE, by including mentions in news websites, social media, patents, Wikipedia, and others.

To summarize the subject matter included in the YIR corpus, we retrieved counts for all MeSH terms annotated to
documents in the corpus. To correct for terms that were widely used in the overall biomedical literature, we compared
the relative frequencies of MeSH terms by taking the log of the ratio of the frequencies for each term in the two sets
of documents:

log

(
fa
fb

)
where fa is the relative frequency of a MeSH term in the YIR corpus and fb is the relative frequency of the same
MeSH term in the background corpus.

To visualize changes in subject popularity over time, we computed monthly frequencies of MeSH terms over the time
period January 2000 through June 2018, normalized by the total number of occurrences of that term over the same
time period. To correct for noise resulting from the MeSH publication schedule, we smoothed the frequencies using a
12-month moving average window. Since this only provides a visual indication of periods of popularity, we performed
a more objective analysis of subject trends in the next section.
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Burst analysis of frequent MeSH terms

In order to assess the relationship between YIR articles and topics of intense popularity in the scientific community,
we evaluated the periods of time when different topics (coded as individual MeSH terms) experienced transient spikes
in activity, based on frequency of publications. These spikes in activity—which we refer to as ’bursts’—are similar
to trending topics on social media. Similarly, we define periods before and after bursts as ‘pre-burst’ and ‘post-burst’,
respectively.

In order to automatically determine burst periods for individual MeSH terms, we adapted Klineberg’s burst detection
algorithm13 to publication data. This algorithm consumes events that occur at distinct timepoints (in this case, dates
of publication), and returns a hierarchical representation of burst periods within that time series. Mechanistically,
Klineberg’s algorithm models bursts using an infinite-state Markov model, where states correspond to “gap sizes”
between successive events in the stream, and transitions are roughly equivalent to changes in the “burstiness” of that
stream at a given time point. Given a sequence of n + 1 events spread over a period of time T and separated by a
sequence of time gaps x = (x1, x2, . . . , xn), the algorithm finds a state sequence q = (qi1 , . . . , qin) that minimizes
the cost function

c(q|x) =

(
n1∑
t=0

τ(it, it+1)

)
+

(
n∑

t=1

ln fit(xt)

)
where it is the state of the model at time t, τ(i, j) is the cost of transitioning from burst state i to burst state j, and fi
is an exponential probability density function with rate αi =

nsi

T (s is a scaling parameter used to tune the sensitivity
of the algorithm). The full derivation for minimizing this cost function is detailed in the original paper by Klineberg13.

The Bursts library14 for the R programming language15 was used to identify burst periods for each MeSH term that
occurs 10 or more times in the YIR corpus. That threshold was arbitrarily chosen to filter out terms that only describe a
small number of YIR articles. We generated sets of publications by fetching all publication dates for articles annotated
with a given MeSH term between the years 2000 and 2018, and then ran these streams through Klineberg’s algorithm,
yielding time ranges that are considered ‘bursts’ for that given MeSH term.

Once we obtained burst periods for common MeSH terms in the YIR corpus, we then assessed two measures that
highlight the relationship between YIR articles and trending topics: (1) MeSH term counts during different time
periods relative to bursts, and (2) distributions of Altmetric attention scores in the same time periods. If an article’s
publication date occurs during a pre-burst period for the MeSH term being considered, that article is counted as ‘pre-
burst’ (and similarly for publication within the ‘burst’ and ‘post-burst’ periods).

For each MeSH term in the burst analysis, we used the NCBI Entrez API16 to retrieve publication dates for all articles
annotated with that term in each of the two document sets (YIR and background). We then used the boundaries for the
three burst-relative periods (early, burst, and late) for that MeSH term to count the number of times a document from
each set was published within each of those three periods. To determine the Altmetric Attention Score distributions,
we first used the Altmetric API17 to fetch the Attention Score for each document in the two sets. We then used the
previous procedure to bin the scores for each term according to the three burst-relative periods for that term. The lists
of scores in each bin are the empirical distributions of scores for those periods. For all terms that have at least one
count in 2 or more of the 3 time periods, we visualized the changes in Attention Score distributions over time, noting
if the scores tended to increase or decrease as they progressed through the 3 time periods.

Logistic regression model of YIR articles versus background

To further characterize the factors that are predictive of an article being included in the TBI YIR, we constructed a
logistic regression18 model that classifies documents as YIR or non-YIR based on the (binary) presence of MeSH
terms. More so than developing a classifier for future articles, our primary goal was to use β-coefficients from the
learned model to inspect features that tend to be either overrepresented or underrepresented in YIR articles. We built
the logistic regression model using the Scikit-Learn library19 for the Python programming language20, and applied
L1-regularization21 to select only the MeSH terms with the strongest predictive relationship to YIR status. We tuned
the regularization strength (λ) to yield the classifier that achieves the maximal F1-score on an unseen test set of YIR
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and background documents. For training purposes, we randomly assigned YIR/background articles into training and
testing sets (80%-20% split, respectively) that were balanced proportionally between the two corpora.

As a qualitative follow-up to the logistic regression model, we manually performed thematic coding22 on a random
sample of YIR articles and background articles. To highlight important patterns in the learned model, we randomly
sampled articles annotated with MeSH terms with the top-5 positive β-coefficients (for YIR articles) or the top-5
negative β-coefficients (for background articles). Furthermore, we made sure to balance the sampled articles among
the three burst-relative periods (early, burst, and late) as defined above. Using NVivo 1223—a qualitative data anal-
ysis tool—we coded the random sample of articles to identify themes that emerged from both the YIR corpus and
Background corpus.

Results
Data retrieval, preprocessing, and MeSH frequencies

At the time of writing, the TBI YIR session has occurred annually for 11 years, beginning in March 2007 and running
through March 2018. The total number of documents selected for presentation at the YIR across all years was 443,
and of those 441 were indexed in PubMed. The remaining two were preprint articles published in bioRxiv, and were
excluded from the analyses due to insufficient metadata (one has since been published in a peer-reviewed journal,
but since at the time of writing it has not been annotated with MeSH terms, we still excluded it from the analyses).
90 distinct journals are represented in this set of documents. The total number of non-YIR articles in these journals
(from the same time period encompassing YIR articles) was 730,404 at the time of this analysis. Figure 1a shows the
distribution of publication dates for articles selected for YIR, and seems to suggest an overall increasing trend in the
number of articles included for YIR with some years being especially prolific. The drop in YIR articles starting in
2016 was reflective of a conscious effort to reduce the number of articles being presented, allowing for more detail to
be discussed in a limited amount of time. The rather small number of publications from 2018 was a consequence of the
most recent YIR session occurring early in the year 2018. One article, published in 2003, was selected for presentation
in the first YIR session (in 2008); the context of this article being chosen from six years earlier is unclear.

Figure 1b shows the distribution of background articles according to publication date and highlights a growing body
of informatics literature, showing an overall increasing trend. As the data set used for this analysis was collected in
July 2018, the counts for that year were not complete. Figure 1c shows journals ranked according to the number of
articles contributed over all YIRs. The Journal of the American Medical Informatics Association (JAMIA) was the
source of most articles (n=39) over the 11 YIR presentations in this data set.

Figure 2a shows the top 20 MeSH terms used to index articles appearing in the YIR corpus after excluding the term
“Humans”, which would otherwise dominate the figure. Figure 2b shows the top and bottom 10 MeSH terms according
to the log ratio of term frequencies. Terms appearing more frequently in the YIR corpus have positive log-ratios while
terms appearing more frequently in the background corpus have negative log-ratios. The terms “Drug Repositioning”,
“Disease”, and “Precision Medicine” were among those that appeared more frequently (enriched) in the YIR corpus
as compared to the background corpus, while the terms “Animals”, “Mice”, and “Child” appeared more frequently in
the background corpus compared to the YIR corpus.

The smoothed MeSH term frequencies in Figure 2c show the rise and fall of subject popularity over time. Some
terms—such as “Metagenome”—experienced only brief and transient spikes in popularity, while other terms—such as
“Genomics” and “Single Nucleotide Polymorphisms”—experienced relatively constant popularity of the time range
shown.

Burst analysis of frequent MeSH terms

Burst periods were computed (using Kleinberg’s algorithm13) for each MeSH term present at least 10 times in the
entire YIR corpus. When the algorithm identified nested burst periods (due to the model’s hierarchical nature), we
only considered the outermost level burst (e.g., with the longest duration). We chose to compute burst periods using
data beginning in the year 2000, to avoid artificially limiting bursts to the relatively short (11 year) time range covered
by the TBI YIR sessions. Therefore, many burst periods ended before the first YIR session (2007).
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Figure 1: Total number of a) YIR articles and b) background articles published in a given year, as well as c) the
number of articles each journal contributed to the YIR corpus (truncated to include only journals contributing two or
more articles to the YIR corpus).

14 of the MeSH terms for which we computed burst periods were annotated to YIR articles published within at least
two of the three burst-relative periods (pre-burst, burst, or post-burst) for that term. Figure 3 shows the distribution of
Altmetric Attention Scores for articles that fall into each of these three categories, stratified by MeSH term. Although
a general increasing trend is clear for most of the terms, the differences between the empirical distributions do not
reach significance under Student’s t-test. In general, greater values (e.g., farther to the right) indicate greater media
impact for that MeSH term during that time period, and vice versa.

Logistic regression model of YIR articles versus background

The logistic regression model achieved 85.3% classification accuracy (F1-score = 0.921), when trained on a binary
feature matrix of MeSH terms that occur 10 or more times in the YIR corpus. Although this classifier could conceivably
be used to predict the similarity of new articles to previous YIR articles, this model was primarily built to highlight
which subjects (represented by MeSH terms) are substantially overrepresented or underrepresented in YIR articles.

When using L1-regularization with λ = 2.5, the β-coefficients corresponding to 18 MeSH terms (of 100 total)
were non-zero, as shown in Table 1. Many of the positive β-coefficients (i.e., characteristic of a YIR article) are
unsurprising—“Genome, Human” was the term with the largest coefficient, with positive values assigned to other
TBI-related terms, such as “Precision Medicine”, “Pharmacogenetics”, and “Electronic Health Records”. However,
some of the terms with negative coefficients (i.e., characteristic of a non-YIR article) were unexpected: “Gene Expres-
sion Profiling” and “Gene Expression” had the first and third most negative coefficients, respectively, and are topics
that are traditionally associated with TBI research. Some other terms with negative coefficients, such as “Software”
and “Mutation”, were general enough to likely describe many articles in the background (non-YIR) corpus. The 82
coefficients equal to zero (not listed in the table) include many terms—both relevant and irrelevant to TBI—but this
simply means that those terms occurred in similar proportions in the YIR and background articles.
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Figure 2: a) The 20 most frequent MeSH terms annotated to documents in the YIR corpus. b) The top 10 positive and
negative log-ratios between MeSH frequencies in the YIR corpus and background corpus, respectively. A negative
log-ratio represents depletion of a MeSH term in the YIR corpus, and a positive log-ratio represents enrichment in
the YIR corpus. c) Heat map of MeSH frequencies in all PubMed over the time period 2000-2018, normalized by the
total number of documents annotated with that term. Values are smoothed using a 12-month moving average to reduce
noise. The MeSH terms shown here are the 25 that occur 10 or more times in the YIR corpus with the greatest change
in frequency over the included time period.

However, MeSH terms do not fully encompass all research topics, which forces indexers to frequently cobble together
multiple terms to best approximate the themes found within a manuscript. As a qualitative check for the statistical
analysis, we randomly selected 33 articles for thematic coding (20 from the YIR and 13 from the Background corpus).
We aimed to sample 6 articles for each of the MeSH terms, balanced over the three time periods defined for that term:
2 pre-burst, 2 burst, and 2 post-burst. However, for some MeSH terms there was only 1 article for a given MeSH term
in a given period.

Figure 4 shows a Sankey diagram presenting the topics identified through the manual text coding and the frequencies
identified in either corpus. The results provided support for the findings from the regression model. For example,
“Precision Medicine” was found to have a positive beta-coefficient for YIR articles, and all 11 occurrences of the term
Precision Medicine were in the YIR sample. Similarly, the term “Gene Expression” was found to have a negative
beta-coefficient, and 6 occurrences of this theme occurred in the background corpus compared to only 2 found in the
YIR.

Discussion

In this study, we used the papers that were presented in the TBI YIR to determine whether that large corpus of expert-
selected publications could potentially provide insight to the trajectory of translational informatics. In this manuscript,
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Figure 3: Line plot showing the mean and interquartile range for Altmetric Attention Score distributions in YIR docu-
ments annotated with the given MeSH term, aggregated by the three burst-relative time periods (defined independently
for each term). The MeSH terms shown here are those that have at least one occurrence in 2 or more of the 3 time
periods within the YIR corpus.

we describe the results of both quantitative and qualitative approaches that seek to highlight longitudinal trends in the
corpus of documents that were covered in the 11 YIR sessions.

Some patterns in our results are consistent with procedures that were explicitly followed during the selection process
for YIR articles, providing encouraging evidence that other patterns reflect meaningful characteristics, rather than
random fluctuations in the data. For example, Figure 2b shows that the two MeSH terms that are most depleted in YIR
articles versus non-YIR articles are ‘animals’ and ‘mice’, respectively. The selection criteria for a TBI YIR article
includes the stipulation that studies must describe clinical outcomes in humans, rather than in mice or other model
organisms, so this finding clearly identified that criterion. Similarly, ‘humans’ was the most common MeSH term in
the YIR corpus, and it was used to annotate nearly 400 articles (of 441 total).

YIR sessions and trends in informatics

The TBI YIR sessions are highly popular among conference attendees and they are valued within the informatics
community as an aggregation of the most interesting research of the year, a forum that highlights current trends in
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Table 1: β-coefficients; YIR vs. background logistic regression classifier

MeSH term β-coefficient MeSH term β-coefficient
Genome, Human 0.928 Clinical Trials as Topic −0.150
Precision Medicine 0.655 Sequence Analysis, DNA −0.196
Data Mining 0.416 Oligonucleotide Sequence Analysis −0.279
Electronic Health Records 0.404 Internet −0.311
Disease 0.361 Software −0.343
Pharmacogenetics 0.160 User-Computer Interface −0.362
Databases, Genetic 0.013 Reproducibility of Results −0.432

Mutation −0.516
Gene Expression −0.582
Cohort Studies −0.697
Gene Expression Profiling −0.788

TBI, and a light-hearted prediction of future opportunities for research. The results we describe in this study provide
preliminary evidence of the YIR’s ability to capture trends in TBI.

The Attention Score distributions shown in Figure 3 illustrate striking differences, based on whether or not the subject
matter of the articles has undergone strong bursts in popularity within the larger scientific community. These results
depend strongly on the specific subject matter (here coded as MeSH terms). Some topics, such as “Reproducibility
of Results” and “Algorithms”, tended to attract more attention following a strong burst in popularity, while others
like “Antineoplastic Agents” and “Computer Simulation” tended to attract less attention following peak bursts in
popularity. Other terms, such as “Genome Wide Association Studies”, demonstrated a strong ability to attract attention
irrespective of bursts in popularity. These results may suggest specific areas of research, such as “Reproducibility of
Results”, that are gaining attention in the scientific community yet are underrepresented in YIR sessions. We believe
these observations demand further study to determine whether these patterns are specific to YIR articles or whether
they also apply to informatics as a whole.

Unexpected trends and opportunities for innovation

Some of the patterns that emerged from the regression analysis results were somewhat unexpected. For example, the
MeSH terms “Reproducibility of Results”, and “Cohort Studies” are anti-predictive of a YIR article. Both are common
themes in TBI, as well as in the field of informatics as a whole, yet these data suggest they are underrepresented in
YIR sessions. These findings could indicate that articles selected for the YIR simply are not focused on those topics,
that the research in those areas is not a good fit for a YIR session, or that there is simply less research in those areas.

Figure 4: Sankey diagram of topics identified and mapped to the sampled YIR and Background corpus. Specific
counts of the 4 most prevalent themes are provided.
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Surprisingly, the term “Software” was also anti-predictive of a TBI YIR article, raising the possibility that at least
some of the observed patterns may be artifacts of the MeSH annotation process.

Limitations and future work

Each of the phenomena described in this study is reliant on subjective processes: social media mentions, publication
trends, manual annotation of MeSH terms, and most substantially, the actual YIR selection process. Therefore, it is
important to consider that each of these may have an impact on our findings. Additionally, although 11 years of YIR
gives us substantial data to begin these analyses, larger sample sizes spread over a longer time period are needed to
increase the significance of—and confidence in—our findings.

Our results suggest many potential future analyses to further characterize patterns in the data, drawing on other data
sources. In particular, we would like to explore patterns in the authorship of YIR articles, such as coauthorship
networks, citation metrics, and the promotion of works published by AMIA members. Also, since MeSH terms
provide an incomplete view of research topics and subject matter, we intend to draw on other sources of topic data,
including those from Scopus and other bibliometric databases, to more fully characterize published articles. Lastly,
we plan to employ statistical topic modeling to improve the qualitative analysis of YIR vs. background documents.

Conclusion

After more than a decade as a prominent session in the AMIA TBI Summit schedule, the TBI YIR remains one of the
hallmark events of the conference. As the conference itself undergoes the natural process of evolution in response to
changes in the field, it is important to periodically consider how the YIR session could be used to contribute content
and value to the conference and to the wider TBI community. In this paper, we show that: (1) Most topics covered
by the YIR sessions maintain or attract attention after the topic has had a burst of popularity in the larger research
community; (2) some important topics (e.g., reproducibility of results and cohort studies) are underrepresented in YIR
presentations, indicating potential opportunities for innovative research; and (3) the papers presented at the YIR tend
to have MeSH annotations that align with translational research (e.g., a focus on evidence in humans rather than in
model organisms).

In this initial study, we sought to characterize the papers selected for presentation at the TBI YIR. Additional work
remains to be done to answer a number of crucial questions. Importantly, are the YIR sessions actually influential in
shaping the field of TBI driving research topics and lines of inquiry, or do they mainly reflect the major themes in
biomedical science? Future investigations with other rich data sources will allow us to approach these questions more
comprehensively.
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Abstract 

Anonymization of medical data helps protect patient identities. However, with conventional anonymized personal 

identifiers it is difficult to trace patients, which hinders longitudinal analyses in insurance claim database. Herein, 

we describe the development of a method to identify unique patients by using partial equivalence relationships of 

multiple anonymized personal identifiers. By using two conventional anonymized personal identifiers, we have 

developed virtual patient identifiers (vPIDs) to indicate unique patients. To verify the effectiveness of the developed 

identifiers, we have applied vPIDs to a six-year dataset of national-level Japanese insurance claims dataset and a 

prefectural-level insurance claims dataset with enrollee master data. In addition, we have applied vPIDs to practical 

analyses of medical expenditures and doctor consultations. vPID has enabled the continued tracing of patients 

throughout the six-year study period, and demonstrated the validity of our method. Therefore, the proposed method 

can be used to improve patient traceability in insurance claims database. 

1. Introduction 

As the world’s first super-aging society, Japan ranks 6th in terms of healthcare spending per gross domestic product 

and 14th in terms of healthcare spending per capita among the Organization for Economic Co-operation and 

Development (OECD) countries1. However, the country faces severe problems such as population decline and aging, 

falling birthrates, poor economic growth, and massive debt. In general, healthcare spending has increased in proportion 

to increases in national income2-4. As a part of healthcare reforms to control rising healthcare costs, the national 

government set several objectives in 1980 to ensure that increases in healthcare spending were contained within the 

national income. Despite the efforts, only a few of these objectives have been achieved.  

Formulation and implementation of evidence-based policy using evidence from national-level analyses of Japan’s 

healthcare conditions is a promising approach to guide policy reform. In 1961, Japan established a universal health 

insurance system for its citizens that covers almost all healthcare services5. For a long period, insurance claims were 

processed using paper-based methods, but they finally started to be digitized in 1999. In April 2009, with the enactment 

of the Act on Assurance of Medical Care for Elderly People6, Japan’s Ministry of Health, Labour and Welfare 

(MHLW) started collecting medical treatment records data into the National Database of Health Insurance Claims and 

Specific Health Checkups of Japan (NDB) 7-10. The NDB contains medical treatment information of over 100 million 

individuals in the Japanese population covered under the universal health insurance system. A database of this nature 

and size has not been created so far in any other country. In March 2018, the database had accumulated the data of 

over 14.8 billion claims11.  

To facilitate comprehensive utilization of this database, we have formed research teams comprising researchers from 

the medical and the informatics fields. In 2012, the MHLW authorized the NDB to provide six years of all available 

claims data, which has been hosted by Fast Medical Claims Data Analytical System (FMCDAS), an advanced data 

analytics platform that we developed for claims analytics. The system has enabled the claims data to be analyzed 

throughout Japan via collaborations between researchers and government officials.  

However, during this process, we encountered a major problem of poor patient traceability in the database. This 

problem was ascribed to the use of anonymized personal identifiers in the NDB to protect patient identities, as well as 

the lack of master data registers of insurance enrollees. Specifically, the direct identifiers of each patient’s (i.e., name 

and insurance identification number) were removed and replaced with the following two identifiers12:  

 ID1: a value obtained by applying a hash function to a combination of each patient’s insurance information 

(insurance identification number and insurance card code/number), gender, and birthdate.  

 ID2: a value obtained by applying a hash function to a combination of each patient’s name (in kanji characters), 

gender, and birthdate.  
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Longitudinal analyses require tracing of unique patients throughout various treatments by using personal identifiers. 

ID1 and ID2 were developed originally to enable patient identification in an anonymized database. Figure 1 shows 

the cases in which these identifiers can change. For example, changes in occupation (for patients enrolled in 

employer’s health insurance programs), residential address (for patients enrolled in municipality-administered health 

insurance programs), or dependency status can result in changes to ID1 owing to changes in insurance information. 

Similarly, marriage or adoption can change ID2 owing to changes in patient names. Moreover, misspelled names or 

erroneous kanji characters (Chinese characters for scripting Japanese language) during claims processing can also 

result in temporarily inaccurate value of ID2. In this way, the use of conventional anonymized personal identifiers 

reduced patient traceability and impeded longitudinal analyses.  

To enable the accurate and consistent tracing of patients within an anonymized claims database, we developed a 

method to identify unique patients by using partial equivalence relationships of multiple anonymized personal 

identifiers available in the insurance claims data. We have applied this method to the FMCDAS platform, and enabled 

the development of various analytical services. In this study, we describe this method and present the results of its 

application to two types of claims datasets, a six-year dataset of national-level insurance claims data provided by the 

NDB, a five-year dataset of prefectural-level insurance claims data plus insurance enrollee master data from 

municipality-administered health insurance programs in Mie Prefecture. By comparing the analysis results of the 

different datasets, we examine the validity of our method. In addition, we verify the effectiveness of the proposed 

method in case studies of longitudinal analyses.  

 

 

Figure 1. Examples of changes in personal identifiers owing to various life events. 

 

2. Methods 

The massive number of claims files in insurance claims databases precludes the identification of unique patients by 

using individual files owing to the extensive computational complexity and input/output volume involved. Therefore, 

we designed and implemented the algorithm shown in Figure 2 to process claims database in the FMCDAS platform. 

This process involved the following steps:  

(1) First, the system constructs a graph in which all combinations of anonymized personal identifiers from claims 

database are included as nodes (Fig. 3). Initially, no edges are connected to the patient’s node. In constructing 

the graph, the system concurrently builds indices to enable the efficient searching of nodes in the graph by using 

either ID1 or ID2 as a key.  

(2) By searching the indices built in Step (1), the system forms an edge link between nodes that have either the same 

ID1 or ID2 value. If the index were not used, the computational complexity could be O(N^2) (where N is the 

number of nodes) for the entire graph. However, with the assistance of the indices, it could be reduced to 

O(NlogN).  

(3) Finally, the graph can be divided into a number of disconnected graphs, in each of which the nodes represent 

combinations of the anonymized identifiers of the same patient. Therefore, for each disconnected graph, the 

system assigns a unique value called “virtual patient identifiers” (vPID), which can be utilized for identifying 

and tracing a patient in the claims database.  
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Figure 2. Algorithm for enabling patient traceability. 

 

 

 

Figure 3. Examples of graph processing for generating virtual patient identifiers (vPID). 

 

3. Results 

The proposed algorithm was implemented in the FMCDAS platform to examine a six-year dataset of national-level 

insurance claims data and a five-year dataset of prefectural-level insurance claims data with enrollee master data. 
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Below the paper presents statistical description of national-level insurance claims data, statistical comparison between 

vPID and real patient identification,  

Analysis of national-level insurance claims data 

In the six-year national-level insurance claims dataset, we identified 273 million instances of ID1, 228 million 

instances of ID2, and 138 million instances of vPID (Fig. 4). Table 1 presents the relationship between ID1/ID2 and 

vPID. Among the instances of the newly developed vPID, 25% (34.7 million) instances had no changes in terms of 

both ID1 and ID2 over the entire six-year study period. By contrast, 22% (29.8 million or 30.4 million) of the instances 

of vPID had changes in terms of either ID1 or ID2, and 31% (43.4 million) instances of vPID had changes in terms of 

both ID1 and ID2.  

In terms of the total number of identifiers, these results indicate that ID1 and ID2 hold more than 200 million instances. 

By contrast, vPID merely holds 138 million instances, which was exceptionally close to the actual population of Japan 

(127 million people). These results indicates that vPID allows the continuous tracing of patients over the six-year 

study period despite changes in both ID1 and ID2.  

 

 

Figure 4. Numbers of personal identifier instances in six-year national-level insurance claims dataset 

 

Table 1. Relationship between ID1/ID2 and vPID 

 

 

Statistical comparison with prefectural-level insurance claims data with master data  

In order to verify the property of the newly generated vPIDs, we studied the statistical investigation. Here we present 

a representative result. Figure 5 presents a cumulative distribution curve regarding how many ID1 instances are 

assigned to each patient. This was calculated from 230 thousand patients’ claims dataset and enrollee master data that 

were provided by 29 municipality-administered health insurance programs in Mie Prefecture. According to this curve, 

207 thousand (90.1%) patients hold only one ID1 instance, but 20 thousand (8.9%) and 2 thousand (1.0%) patients 

respectively hold two and three ID1 instances during the same period. Figure 5 presents another cumulative 

distribution curve regarding how many ID1 instances are assign to each vPID instance. This was calculated from 531 

thousand vPIDs that were registered in the MHLW’s NDB dataset and were recognized to have enrolled in any 

municipality-administered health insurance programs in Mie Prefecture. Similarly, 480 thousand (90.4%), 48 thousand 
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(9.2%) and 2 thousand (0.4%) of vPID instances were respectively assigned to one, two and three ID1 instances during 

the same period. These results indicate that vPID has a quite similar graph property with real patient identification. 

 

 

Figure 5. Cumulative frequency distributions of numbers of ID1 instances assigned to an identical patient 

 

Case studies of medical expenditure and doctor consultations using vPID  

Figure 6 shows the results of medical expenditure per capita, as obtained in an analytical case study conducted using 

vPID. Compared to the medical expenditure estimated using the conventional personal identifiers, namely, ID1 and 

ID2, the vPID-based estimates were found to be much closer to those of MHLW. 

Figure 7 shows the results of outpatient doctor consultations per capita in various OECD countries as another analytical 

case study. In an investigation of claims for outpatient consultations in 2011, we calculated the number of consultations 

per capita by using vPID. This revealed there were approximately 14 outpatient consultations per capita in Japan in 

2011, which was generally higher than the corresponding numbers in other OECD countries. 

These case studies demonstrate that vPID can be applied to insurance claims databases to obtain more accurate 

statistical information at a national level in Japan. In addition, the national-level estimates also enable international 

comparisons.  

 

 

Figure 6. Temporal changes in medical expenditure per capita 
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Figure 7. International comparison of annual doctor consultations (outpatient) per capita 

 

4. Discussion  

The main objective of this study is to facilitate patient traceability in anonymized health insurance claims data by 

using the proposed method of identifying unique patients using partial equivalence relations of multiple anonymized 

personal identifiers. Based on the assumption that changes in patients’ ID1 and ID2 values generally occur 

independently, we hypothesized that either an identical ID1 or ID2 value across different claims would be strongly 

indicative of the said claims originating from the same patient. This concept is similar to sessionization, which is 

widely used in e-commerce and security management systems13-15. We tested the proposed method by applying to the 

national-level anonymized claims database.  

In this study, we developed a method to identify unique patients to enable patient traceability in a six-year anonymized 

insurance claims dataset comprising all Japanese citizens. We determined there were 273 million instances of ID1 and 

228 million instances of ID2 for the conventional anonymized personal identifiers, but the proposed algorithm reduced 

these numbers to 138 million instances of vPID, which closely approximates the actual population of Japan. In the 

analysis of insurance enrollee master data from Mie Prefecture shows that vPIDs generated by the proposed algorithm 

can be used to trace patients better. Furthermore, the estimates of medical expenditure and doctor consultations based 

on our algorithm were consistent with the fundamental statistics estimated using conventional methods. These results 

demonstrate the effectiveness and utility of the proposed approach in a real-world setting. Abel Kho et al reported the 

verification of anonymization methods on multisite EHR datasets in the U.S16. 

In the United States, large-scale claims databases have been constructed such as the Administrative Claims database 

and many studies carried out using these databases17-19. Although these claims databases contains large amount of data, 

do not have a coverage for almost all healthcare services in their country. The NDB contains medical treatment 

information of over 100 million individuals in the Japanese population. Therefore, evidence-based policies will be 

formulated and implemented by analyzing the NDB. Currently, Japan’s fundamental statistics still partially rely on 

sampling surveys that are subsequently extrapolated to the entire population. However, as the use of big data 

repositories such as the NDB continues to evolve, the proposed method may enable the production of evidence that 

helps make precise international comparisons. In this way, the findings of this study may contribute to advancing the 

use of large-scale claims databases. 

Downstream analyses will be conducted on more in-depth case studies, and we plan to further develop the method 

and perform quantitative evaluations. For example, insurance identification numbers are not always assigned to 

individuals, but can also be assigned to family units. Because twins generally have the same birthdate, by using 

conventional anonymized identifier ID1, one would be unable to distinguish between twins within the same family. 

Unfortunately, the proposed method has this limitation. While this limitation may appear inconsequential from a 

general standpoint, it would have non-negligible effects when analyzing twins. Insurance enrollee master data includes 

0

2

4

6

8

10

12

14

16

United

States

France Germany Korea Japan

(MHLW)

Japan

(vPID)

Sweden

D
o

c
to

rs
 c

o
n

s
u

lt
a
ti

o
n

 p
e
r 

c
a
p

it
a
 (

ti
m

e
s
)

350



family attribute information that helps differentiate between twins. Moreover, we are investigating the addition of 

disease characteristics by using only claims data to improve this issue.  

 

5. Conclusion  

In this study, we developed a method for generating a new anonymized patient identifier called vPID. The new 

identifier demonstrated superior patient tracing performance relative to conventional anonymized personal identifiers 

in an insurance claims database, and its practical applications were confirmed. We will continue to explore the 

potential applications of this tool in national-level analyses with other researchers throughout Japan.  
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Abstract 

Medical insurance claims data is one of the most useful data sources that can offer a big-picture view of a nation-wide 

healthcare system. Form the viewpoint of medical policy planning, Japan’s Ministry of Health, Labour and Welfare 

has been continuously collecting claims data. However, claims data in Japan has an ordered nested tuple format, and 

a method for describing the logic to analyze this form in a simple and clear manner has not been established yet. In 

the present work, we construct a novel analytics framework based on previous analyses that we conducted with 

medical researchers and design a UI that facilitates the construction of the processing logic in a simple and clear 

manner. By showing the execution result of typical analyses of claim data, we demonstrate the effectiveness of the 

developed tool. 

1. Introduction 

In April 2008, with the enactment of the Act on Assurance of Medical Care for Elderly People, Japan’s Ministry of 

Health, Labour and Welfare (MHLW) started collecting anonymized insurance claims data of all insurer of japan from 

April 20092. Almost all medical services in Japan are covered under the universal health insurance system1. Because, 

National Database of Health Insurance Claims and Specific Health Checkups of Japan (NDB)  containing MHLW’s 

insurance claims data covers nation-wide healthcare services and of this nature and size has not been created so far in 

any other country3-5. In March 2018, the database had accumulated the data of over 14.8 billion claims6. To facilitate 

comprehensive utilization of this database, we have formed research teams comprising researchers from the medical 

and the informatics fields. In 2012, the MHLW authorized the NDB to provide six years of all available claims data, 

which formed the nucleus of an advanced large-scale database system. This system was designated the High-Speed 

Medical Claims Data Analytical System, and it was analyzed throughout Japan via collaborations between researchers 

and government officials. 

In this process, we had many opportunities to examine the logic for analyzing claims data in collaboration with 

researchers from the field of medicine. In these analyses, we found that claims data are of the ordered nested tuple 

data type and researchers in the field of medicine are unfamiliar with this type of data. Moreover, we found that a 

scheme for easily and clearly describing an analysis logic for claims data has not been established. Therefore, it is 

difficult for medical researchers to describe the analysis logic, especially, the analysis logic needed to extract the 

patient information pertaining to the time of change in long-term health condition from longitudinal claims.  

In the present study, we construct a novel analytics framework based on the result of previous analyses that we 

conducted with medical researchers and design a UI that facilitates design of the processing logic in a clear and simple 

manner. By presenting the execution results of typical analyses performed to extract patients’ healthcare status from 

longitudinal claims, we shows the effectiveness of the developed tool. 

2. Method for describing analytics logics 

To be exchanged between medical organizations and insurer organizations, digital claims are stored in a file 

expressed in as comma-separated values (CSV) formatted text, where each line is called a record. The first column 

(two alphanumeric characters) in each record represent a type of record. As described above, in a claims file, the claim 

data are stored in an ordered nested tuple format. That is, a claim is composed of multiple records that are led by a RE 

record (see Figure. 1). One of representative record is a SY record, where diagnosed disease information is stored. If 

multiple diseases are diagnosed, multiple SY records are generated. This format has a benefit of being able to flexibly 

describe treatment information. However, the state-of-the-art data analytics tools such as spreadsheet calculators or 

statistical analyzers have been designed based on simple relational data models. They are not directly applied to the 

claims dataset. In practice, medical analytics researchers need learn primitive-level programming skills or hire such 

skillful personnel. 
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In order to facilitate the analytics of claims 

dataset, this paper aims to formalize data 

format deployed in the claims dataset. 

Good formalization is a big first step to 

develop sophisticated software platform 

instead of tentative workarounds. At first, 

we define a single claim as c, which are 

composed of multiple records. In our 

experience, we often needed to aggregate 

claims containing the same values such as 

patient ID or gender. Formalizing 

aggregated claims looks helpful. We then 

define a set of aggregated claims as e and 

call it an ‘episode’. Also in our experience, such aggregated claims are often converted into a a spreadsheet, which 

can be processed in popular spreadsheets calculators and statistical analyzers. So we also define a relational tuple as 

t. The defined types are summarized below: 

 c: a claim, composed of multiple records. 

 e: a claim episode, composed of multiple records that are aggregated by one or more given key attributes. 

 t: a relational tuple 

In order to process multiple instances of those types, we define a set type of each. Let C be a set of claims, E be a set 

of episodes and R be a set of relational tuples. 

We have grouped typical data processing functions often performed in the process of claims data analytics as 

illustrated in Figure 2. 

 fa : inputs one or more claims from a claim set and outputs one ore more relational tuples into a tuple set. 

 fb : inputs one or more claims from a claim set and outputs one ore more episodes into an episode set.  

fc : inputs one ore more claims from a claim set and one ore more claims from another claim set and outputs one or 

more claims into further another claim set. 

 fd : inputs one or more episodes from an episode set and outputs one ore more relational tuples into a tuple set. 

fe : inputs one or more episodes from an episode set and one ore more episodes from another episode set and outputs 

one or more episodes into further another episode set. 

 ff : inputs one ore more tuples from a tuple set and outputs one ore more tuples into another tuple set.. 

In each function, you may define typical calculations, such as selection, conversion, merge, reduction and cast, to 

produce output data from input data. Examples are described below. 

 Selection: c.RE<age> = 75 specifies a filtering condition that passes a claim c having 75 year-old patient. 

 Conversion: c.RE<age> = c.RE<age> + 1 specifies a data modification to increment a patient age number 

described in a claim c.  

 Merge (×): E1.e.c[0].RE<patient_id> = E2.e.c[0].RE<patient_id> specifies a join condition to merge episodes 

having the same patient ID.  

 Reduction; E1: ∀e, E2: ∀e specifies a filtering reduction condition that all merged episodes into an episode e. 

 Cast: t.V1=c.RE<patient_id> specifies a process to pass an patient ID of a given claim c into a relational tuple t.  

 

Generally, a claims file is generalized for four types of medical services, namely, service in clinic or hospital 

(MED), service in diagnosis procedure combination (DPC)-based hospital, service in dental clinic (DEN), service in 

pharmacy. Each claim do not have information about which the type of medical services they belongs to. Therefore, 

in this research, to enhance analytical convenience, information about the type of medical service to which each 

claim belongs is given in the column <rezept type> in an RE record. 

IR record

claim

claim

GO record

RE record

Claim

information

SY record

Abstract

information

SJ record

HO record

KO record

SI record

IY record

TO record

CO record

claim

file

Figure 1 Example of data format of a claim file 
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Figure 2 Functions for five types of defined data formats 

 

Implementation of analytics framework 

It will takes a lot of time to build programs based on the analysis logic described using the above functions. 

Therefore, we developed a framework that executes processing according to the proposed analysis logic description 

method and designed a UI that can be used to specify analysis logic in clear and simple manner (Fig. 3). The proposed 

UI consists of a function flow panel, function parameter panel, and result preview panel. In the function flow panel 

area, parameters related to the number of functions used for analysis and the input/output destination of each function 

can be set. In the function parameter panel, parameters related to each process in each function can be set. Almost all 

parameters can be specified in the pull-down format, check box format, and other familiar formats to ensure that users 

can set the parameter values in an easy and intuitive manner. In the result preview panel, the analysis result is presented 

in tabular format. 

 

 

Figure 3 UI of Analytic frame work 

 

3. Result 

To demonstrate the effectiveness of the proposed tool, we present the results of the analysis carried out in collaboration 

with medical researchers by using the developed tool. As the first example of analysis, we present the result of an 

analysis in which we needed to extract values from each claim and aggregate the extracted values (totl medical 

expenditure by age group and medical service per capita). As the second example, we show the result of an analysis 

that we needed to extract information about patient health condition from multiple same-period claims (analysis of 

Function parameters

Function flow

Result preview
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number of patients with diabetes, hypertension and hyperlipidemia by year). As the third example, we present the 

result of an analysis in which we needed to extract information about the time of in patient’s long-term health condition 

from longitudinal claims (analysis of health state transition of non-diabetic patient group). 

 Analysis of total medical expenditure by age group and medical service per capita 

Figure 4 shows the theoretical underpinning of this analysis. As shown in the first line of Figure 4, the processing 

associated with this analysis is executed using two types of function, namely, fa and ff. The processing flow when 

using each function is as follows. (1) By using fa, patient id, medical service type, patient age category and medical 

cost values were extracted from each claim for which the value of fiscal year of <intervention year and month> of 

medical intervention equaled 2014. (2) Next, by using ff, the total medical expenditure and number of unique ids for 

each age group and medical service type were calculated. These parameters were input into the development tool and 

analysis was executed (Fig. 5). Figure 6 shows the execution result based on the values output by the tool. 

This result confirmed that by using the tool, we could execute the analysis needed to extract desired values from 

each claim and aggregate the extracted values. 

 

Figure 4 Theory for analysis of medical expenses by age group and medical service per capita 

 

 

Figure 5 Example of UI for execution of analysis of medical expenses by age group and medical service per capita 
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Figure 6 Result of analysis of medical expenses by age group and medical service per capita 

 

Analysis of the number of patients with diabetes, hypertension, hyperlipidemia by fiscal year 

The theoretical underpinning of the analysis is shown in Fig. 7. As shown in the first line of this figure, the processing 

is executed by using the fb, fd, and ff functions among the proposed analysis functions. The processing flow when using 

each of the functions is as follows. (1) Create data E by aggregating claims extracted using function fb and targeting 

medical services of the types medical outpatient or dispensing, considering fiscal year of medical examination and 

patient ID as aggregate keys. (2) Next, by using function fd, from multiple claims in each e included in E, the values 

expressing the patient ID, fiscal year of medical treatment for diabetes, hypertension, and hyperlipidemia are extracted. 

(3) Then, by using function ff, the total number of patients for each accounting year of medical treatment and the 

conditions diabetes, hypertension, hyperlipidemia is calculated. 

These parameters were input into the development tool and the analysis was conducted (Fig. 8). Figure 9 shows the 

graph created based on the value output by the tool. This result confirmed that by using the tool, we could execute an 

analysis that performs aggregation based on the information extracted from multiple aggregated receptions. 
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Figure 7 Theory of analysis for calculation of number of patients with diabetes, hypertension, hyperlipidemia by 

fiscal year. 

 

 

Figure 8 Example of UI for execution of analysis for calculating numbers of patients with diabetes, hypertension, 

and hyperlipidemia by fiscal year 
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Figure 9 Result of analysis for calculating numbers of patients with diabetes, hypertension, and hyperlipidemia by 

fiscal year 

 

Analysis of health state transition of non-diabetic patient group 

The theoretical underpinning of this analysis is shown in Figure 7. As shown in the first line of the figure, processing 

is executed by using two of fb, fd, fe, and ff from among the functions proposed earlier in the paper. The processing 

flow when using each function is as follows. (1) When using fb1, the medical examination date is set between 

2013/04 and 2013/09 for individuals who are 75 years of age or older, and the accounting year of medical examination 

and patient ID are used to create data E 1, in which receptions are aggregated as an aggregate key. (2) By using fb2, 

data corresponding to a claim with a medical examination date from 2013/10 to 2016/09are considered, and the claim 

are aggregated with the patient ID and the period of medical examination as the aggregate keys to create E2. (3) Next, 

with fe, by using the patient ID as the key, the e (i.e., e of non-diabetic patients) not associated with a receptor 

containing the diabetes disease code and the therapeutic drug code among the e contained in E1 are considered to 

create E, which combines the e included in E2. (4) By using fd, the stage of prevalence diabetes during the period of 

medical examination is calculated and combined with the patient ID from each e included in E. (5) Then, by using 

ff, the period of the medical intervention and the total number of patients in each diabetes morbidity stage are 

calculated (Fig. 10). 

These parameters should be input into the development tool before performing analysis (Fig. 11). Figure 12 shows 

the graph created based on the values output by the tool. This result confirmed that by using the tool, we could 

execute an analysis to extract and tabulate information pertaining to the time of change in long-term patient condition 

from multiple aggregated receptions. 
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Figure 10 Theory for analysis of health state transition of non-diabetic patient group. 
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Figure 11 Example of UI for execution of analysis of the health state transition of non-diabetic patient group 

 

 

Figure 12 Result of analysis of the health state transition of non-diabetic patient group 

 

In this way, the proposed tool can execute the analysis needed to extract patient information pertaining to time of 

change in long-term health condition from longitudinal claims. Additionally, we confirmed that it is possible to design 

and execute analysis logic in a clear and simply manner by using the proposed tool. 

Discussion 

In this research, we constructed a novel analytics framework based on the results of previous analyses that we 

conducted with medical researchers and designed a UI that helps design the processing logic in a clear and simple 

manner. We showed that the developed tool could execute three typical claim data analyses. As the first example, we 

analyzed medical expenses by age group and medical services per capita. By using the functions employed in this 

analysis, we can execute analysis tasks involving calculation of statistical values such as total medical expenses at the 

national scale or in specific areas and the total usage of medical equipment. As the second example, we calculated the 

number of patients with diabetes, hypertension, and hyperlipidemia by fiscal year. By using the functions employed 

in this analysis, we can calculate the number of patients with specific diseases. As the third example, we analyzed the 
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health state transition of the non-diabetic patient group. By using the functions employed in this analysis, we can 

extract information about the time of change in the long-term health condition of a patient from longitudinal claims. 

The execution results of these three typical analyses demonstrate the effectiveness of the developed tool. To perform 

analyses by using claim data, researchers in the fields of medicine and informatics have been expending considerable 

amounts of time in constructing analysis logic. By using the proposed tool, researchers in the field of medicine can 

construct analysis theories in a clear and simple manner and analyze claim data more effectively and rapidly.  

There are many claims databases constricted in other countries, such as the United States, United Kingdom, Korea 

and Taiwan7-9. Especially the claim file of South Korea and Taiwan has a format similar to claim file of japan9. 

Therefore, the proposed analytics framework could be applied to analysis their claims database. By using the proposed 

framework, analysis logic can be constructed in a common manner for claims databases that have similar data format. 

In this way, the findings of this study may contribute substantially to advancements in claim data analysis. 

As future work, for example, implementation of an optimization function for process execution is needed. Almost all 

popular database management systems contain an optimization function for deciding the most efficient processing 

method for execution. When the most efficient execution method is not selected during the analysis of a large amount 

of data (GB or TB scale and more), several hours or several days would be required for an analysis. The scale of claim 

data will continue to increase, and thus, the incorporation of an optimization function in our tool is necessary. To 

update our tool, we will implement an optimization function and other key functions required for claims data analysis. 

 

Conclusion 

In this research, we constructed a novel analytics framework based on the results of previous analyses that we 

conducted with medical researchers and designed a UI that facilitates the design of processing logic in a clear and 

simple manner. By presenting the execution results of typical analyses needed to extract a patient’s healthcare status 

from longitudinal claims, we demonstrated the effectiveness of the developed tool. 
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Abstract 

Patient stakeholders are getting increasingly involved in research health data networks, particularly as research 

partners. However, tools do not exist to help effectively orient, educate, and engage patient stakeholders as they take 

on these roles. Using a human centered design approach, we conducted a patient stakeholder needs assessment 

qualitative study to identify key user needs to drive design recommendations for development of an online education 

and engagement tool for research health data networks. We found three key needs related to multiple role identities, 

motivations and expectations for participation on research teams, and patient journeys. Design recommendations 

derived from the needs assessment are discussed that can support future tool design and testing.  

Introduction  

Electronic health record (EHR) data are increasingly being leveraged for health discoveries as we strive towards a 

Learning Healthcare System1. Large data sharing network efforts, such as PCORNet, Sentinel, eMERGE, and the 

NIH Collaboratory’s Distributed Research Network 2–7, have developed to support use of EHR data in research. 

These networks facilitate access to health data for efficient reuse for research and quality improvement purposes 

while preserving privacy of the individuals whose data are represented. To ethically protect and share these data, 

many proponents consider stakeholder engagement a pre-requisite to construction and operationalization of research 

networks8.  

Strategies to effectively engage stakeholders including patients, caregivers, community members, and clinicians in 

research network governance and activities are emerging9. Recent progress in this area includes engagement of 

stakeholders in communicating the importance of research, determining research priorities, effective recruitment, 

and network decision-making and governance10. Stakeholders are generally open to data sharing for research11,12. 

However, they are not well versed in these complex data sharing networks and need clear, hurdle-free ways to 

quickly and easily learn about them, particularly as they take on increasingly more engaged roles in developing 

research as partners. Many existing self-service data tools allow for exploration of data and content with 

functionality for cohort discovery and rudimentary data profiling13–16, but they lack freely available high level 

information to orient novices to the purpose of the network and general characteristics of the data being shared. In 

other words, stakeholders need not just information about the data in the networks, but key information about the 

network itself to contextualize the data in a way that is meaningful to them as they give input to and partner with 

research teams. In addition, these tools often require permissions to receive logins and training about privacy and 

research regulations, creating significant barriers to easy access for community stakeholders.  

The pSCANNER (patient-centered SCAlable National Network for Effectiveness Research) network is a 

stakeholder-governed clinical data research network (CDRN), as one of 13 national CDRN’s within the Patient 

Centered Clinical Research Network (PCORNet), that aims to make health data more accessible and usable for 

health research9. The pSCANNER network integrates data from health systems that represent 37 million patients, 

with patients and community stakeholders involved as members of scientific research teams. pSCANNER 

stakeholders actively contribute as co-designers and provide key voices and ideas on research teams. pSCANNER 
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stakeholders benefit from knowledge about the network, empowering them to contribute more deeply to the 

research. 

Online tools are needed to offer quick and easy access to stakeholders across large geographic regions, who often 

participate in these efforts remotely. Human centered design methods offer a structured approach to capture 

stakeholder input and ensure that designs of such online tools align with the needs of the targeted users17. 

Developing empathy for and understanding of the needs and current state of users’ experiences are key to 

developing a user-centric and highly successful tool.  

As part of a human centered design approach to build such a tool for pSCANNER, we conducted a qualitative study 

to understand the user experiences of patient stakeholders and assess the needs they have in understanding health 

data and gaining knowledge about a data research network. Our study aimed to discover key user experiences and 

needs that will guide the design of a future stakeholder-centric online tool that shares knowledge about and promotes 

engagement as a partner in the data network and with research teams leveraging the network. 

Methods 

Recruitment. This study was conducted with stakeholders within the pSCANNER network. From 2014 - 2017 

pSCANNER engaged almost 400 adult patient, caregiver, clinician, and research stakeholders through governance 

committees, advisory boards, online consensus panels, and research co-design teams, all of whom either had a 

condition related to heart failure, weight management/obesity, or Kawasaki Disease or were caregivers or clinicians 

caring for those who do. As previously reported, these stakeholders were recruited nationally through online patient 

and clinician groups, personally through pSCANNER investigators, and through snowball sampling from existing 

board and committee members18. Participants in the current study were recruited from this stakeholder group, as 

they were already familiar with research networks and had received an orientation to patient-centered outcomes 

research, but were not experts in either. In order to participate, individuals had to be 18 or older and self-identify as 

a patient in the heart failure or weight management/obesity groups.  

One team member, a human centered design researcher, conducted 13 interviews between July and September, 2016 

using a semi-structured interview guide. Participants were recruited by emailing stakeholders from existing lists of 

patient stakeholders maintained by pSCANNER. A majority of interview participants were age 45 or older and 

female (62%). Interviews took place via phone or video conference, lasted between 45-60 minutes, and were audio 

recorded and transcribed. Topics covered during the interview included motivation, methods, various attitudes, and 

desires for using data (see Table 1). Interviewees received $30 for participation in our study. All data collection 

activities were approved by the University of Washington Human Subjects Division’s Internal Review Board (IRB).  

Table 1. Topics covered in the semi-structured interviews with stakeholders. 

 Motivation for taking part in pSCANNER 

 Engagement in other health research groups 

 Healthcare/patient interaction expertise 

 How health-related information is sought 

 

 Attitudes toward technology/comfort using 

technologies 

 Perceived value of electronic health record data 

 How they might use a tool that visualizes data 

 Types of health information desired from 

pSCANNER data visualizations 

 

Two team members, a human centered design researcher and communication and qualitative analysis expert, 

conducted qualitative analyses to identify relevant themes by independently reading transcripts and collaboratively 

developing a codebook to code each transcript using qualitative analysis steps guided by grounded theory19. Each 

coder served as the primary coder for half of the transcripts and validated coding on the other half. A list of crossed 

validated emerging themes was presented to the broader research team consisting of human centered design 

engineers, clinicians, and researchers for further refinement and conflict resolution.  

 

Results 
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Three thematic areas of stakeholder needs emerged from interviews with patient stakeholders: 1) patient 

stakeholders’ multiple roles; 2) patient stakeholders’ motivations and expectations to participate in research 

networks; and 3) patient stakeholders’ journeys.  

1. Patient Stakeholders’ Multiple Roles – More than Just a Patient 

We found that participants often identified with multiple roles. For instance, they saw themselves as 

patients and patient advocates at the same time. Some were often patients themselves, family members and 

caregivers of patients, and professionals with community roles that they felt were key to being a 

stakeholder. One patient described how multiple perspectives contribute to their identity and level of 

engagement. 

“As a patient, I have some of those experiences that the only way you could actually experience 

them is to live them as opposed to watch them and observe them and study them. I bring that to the 

table, and the fact that I'm a retired science teacher I think helps as well. I see the educational 

aspect, at least in my treatment and in my case, has been the number one piece that's allowed me 

to be able to stay at the level that I'm at right now.” – P1011 

As patients discussed how they would use an online resource for pSCANNER, they evaluated this 

experience from the perspective of multiple roles, often toggling between them. 

2. Patient Stakeholders’ Motivations and Expectations for Participating on a Research Team 

Stakeholders expressed three primary motivations and expectations for participating on research teams: 

social support, empowerment, and education. The motivations and expectations expressed by each patient 

generally had many facets and were complex. They expressed strong desires to positively engage and 

impact many levels of the health community.  

2.1 Social Support – Giving and Getting  

Stakeholders expressed interest in both getting social support from a research network, while they also 

helped others through their participation and contributions on a research team. They expressed expectations 

that their own health data and experiences would help others that were experiencing similar issues. They 

wanted to build and contribute to a community focused on their health concerns. Many patients cited that 

their drive to be engaged in research came from a desire to help people. Other patients found value in the 

support of the community as this patient describes: 

 “I think those kinds of events, those kinds of gatherings with other people who've had similar 

experiences, is really key to help educate yourself but also to feel like you're part of a community of 

people that suffer from the same condition.” – P1003 

2.2 Empowerment – Shifting Healthcare to be Patient-Centric 

Stakeholders expected their involvement in research would be empowering to themselves and to other 

patients. Specifically, they wanted to help healthcare become more patient-centric, more clearly focused on 

their needs, and more supportive of patient autonomy. As stakeholders they were in a position of having 

data and experiences that were valuable to others. In one patient’s words: 

“It was…a huge sense of empowerment... It's almost humbling that these guys wanted to know what we 

wanted.” –P1012   

Many stakeholders talked about thwarting current hierarchical power dynamics between clinicians and 

patients by arming patients with information to join decision-making processes and increase their self-

management and self-reliance. One patient expressed a sense of empowerment in sharing access to data 

with experts. 
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 “I may not understand [the data] completely but if I start receiving it I can start to understand it. I can 

start working out the understanding part, so first I got to see what does the data look like? What you 

make your decisions on if you were a professional? And I'm a professional patient now, so I want to be 

…an informed patient.” – P1004 

Stakeholders also described the value of empowerment through a collective patient voice. They envisioned 

participation with pSCANNER was one way to register the concerns and priorities of collective groups of 

patients and patient advocates.   

“There's more of a voice than we would have singularly, collectively we might have more of a voice, 

get some more attention and start partnering more with the doctors rather than they tell us to do stuff 

and we go yes, but we don't really. It doesn't feel like a partnership.” – P1004 

2.3 Education – Getting Reliable and Useful Information 

Stakeholders were driven to get key information about their conditions of interest, feeling like it was often 

too difficult to access. They were interested in several types of health information resources including 

clinical recommendations, summaries, and best practices. They specifically wanted easily interpreted, 

consumable, and synthesized answers to questions relevant to them. One patient described the 

overwhelming feeling of not knowing how to navigate or interpret information.  

“There's a bunch of information out there, but it's like I'm not sure which one to go by.” – P1006 

Stakeholders wanted key clinical information like how to best self-manage their condition and to be able to 

trust that information. The desire for more information was often shared in the context of frustration with 

navigating large amounts of health information coming from unofficial sources that may not be credible. In 

one patient’s words: 

 “The problem is that so little information is available to the patient, at least when they first are 

diagnosed. I'm looking at pSCANNER as being able to be the vessel for the education that new patients 

need in order to start managing their own care.” –P1011 

3. Journeys – Evolving and Life Changing 

Stakeholders were on a journey, often involving discovery and acceptance about their health conditions. 

These journeys often involved complex navigations through healthcare systems and health information and 

were emotionally charged. Stakeholders expressed confusion, deep senses of discomfort and amazing 

change and acceptance, as well as deep desires to reduce the pain of these journeys for others. Engagement 

in research was deeply personal, complex, and with high stakes. One patient characterized the dynamic 

information needs based on their healthcare journey. 

“There's such a difference between the kinds of educational materials that are available to patients up 

on first diagnosis, which can have a long term effect on their lives because they're following different 

things. They don't know where to look for the information. They don't even know what the questions 

are.” – P1011 

For many of the stakeholders, the engagement with the community was also part of the journey, which 

added a new value to their experience in research. 

 “I don't want other people to have to go through some of the stuff that I've gone through and some of 

the other people have. Also one of the really unique things about pSCANNER when we got into the 

RAM part, listening to other people who had my condition and their priorities and their problems and 

their experiences, I was not unique. This experience was not needless.” – P1011 

Discussion 
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We successfully identified key experiences of patient stakeholders that infer needs they had as they oriented as 

stakeholders with research teams, working as part of a large data network. Human centered design includes a needs 

assessment of the user, to develop an understanding and empathy for their needs as a key step in developing a user 

centered tool. In this case, these findings serve as that needs assessment, with an aim towards guiding key design 

features for online tools that help patient stakeholders gain information about research data networks and the data 

they aim to share, as they onboard as new partners. Overall, stakeholder experiences and needs are complex. 

Developing tools to more effectively engage stakeholders in research teams will require deep appreciation and 

consideration of their life-changing experiences as both patients and advocates.  

Several specific recommendations for design features for online tools can be derived from these findings. Online 

tools must acknowledge that stakeholders will be relating to content and messages in the tools from multiple roles, 

multiple points within their journeys, and with multiple motivations and expectations. The following are specific 

design recommendations for online, hurdle-free tools designed to help educate and engage stakeholders in health 

data networks: 

 Education: Provide basic educational information about the definition of research (i.e., asking scientific 

questions and using the “right” data to answer them), to give context to why the data in the network are 

important and play a role; provide basic information about the data in the network (i.e., high level 

descriptions of the types of data in the network); provide basic education about the limitations of raw data 

within these networks (i.e., they help find answers, but do not provide direct clear answers on their own – 

that is what research is for).  

 Clear and Simple Content: Content should be succinct, to the point, and respectfully delivered with a 

meaningful and intentional design to the flow of the information. When people have high emotions, the 

content needs to be presented as simply as possible in order to maximize comprehension at this difficult 

moment in time. Key points of information can include: 

o What the network does and why 

o Who the network does it with (who are the partners) 

o What the data are – high level only and with no room for misinterpretation (i.e., simple 

visualizations that can be understood quickly and cannot be mistaken for conveying population 

health or treatment erroneously) 

o Clear ways to get involved as a stakeholder 

o What makes the network credible 

 Start Basic: Make sure to orient the user to basic information with adequate context before moving to 

other topics. 

 Multiple Pathways: The design should provide multiple pathways to access information. 

 Empower: Lay out clear ways stakeholders can contribute or connect; these communities may be other 

research related groups or advocacy groups. 

The generalizability of the study is limited because participants included only patient stakeholders from 

pSCANNER’s stakeholder community, which may not be representative of all patient stakeholders. Generally the 

participants were well educated professionals, many of whom had other connections to healthcare organizations and 

who have investment and continued interest in helping to shape research. However, participants offered diverse 

perspectives and were well represented across gender, age, and health condition.  

Conclusion 

Hurdle-free tools are needed to help orient novice patient stakeholders to growing health data networks as they 

partner to guide research. We identified key patient stakeholder experiences that infer user needs the tools must 

address, namely consideration of their multiple roles, motivations and expectations for participating in research, and 

life journeys related to their health conditions of interest. Several design recommendations derived from the user 

needs are suggested can be used to develop and test a prototype of an online tool to ultimately serve as a “front 

door” to health data networks for patient stakeholders. 
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Abstract  

The wide gap between a care provider’s conceptualization of electronic health record (EHR) and the structures for 
electronic health record (EHR) data storage and transmission, presents a multitude of obstacles for development of 
innovative Health IT applications. While developers model the EHR view of the clinicians at one end, they work 
with a different data view to construct health IT applications. Although there has been considerable progress to 
bridge this gap by evolution of developer friendly standards and tools for terminology mapping and data 
warehousing, there is a need for a simplified framework to facilitate development of interoperable applications. To 
this end, we propose a framework for creating a layer of semantic abstraction on the EHR and describe preliminary 
work on the implementation of this framework for management of hyperlipidemia and hypertension. Our goal is to 
facilitate the rapid development and portability of Health IT applications. 

 

Introduction 

There exists a substantial gap between how care providers conceptualize electronic health record (EHR), and how 
the data is stored in the EHR system. This presents a multitude of obstacles for development of innovative Health IT 
solutions.  
 
First the data is generally stored using proprietary formats and requires special knowledge to convert to standard 
formats.1 The adoption of interoperability standards like Fast Health Interoperability Resources (FHIR) Application 
Programming Interface (API) holds the promise to resolve this issue. 2,3 However, EHR vendors are slow to 
implement such APIs. Additionally the FHIR standard only defines the syntax for sharing health data, and prescribes 
use of standard terminologies for semantic interoperability.4 Consequently, the scope of the FHIR standard is limited 
to the syntactic transformation of EHR data.  
 
Second the EHR data is stored using proprietary coding systems, and an elaborate mapping is required to transform 
the data into a standard coding system, which may not be easily accessible to developers. 5,6 For instance many EHR 
systems have their own coding system for medications, while RxNorm in a standard coding system for medications. 
A mapping from the local medication code to RxNorm would be required to translate the medication data from that 
site to RxNorm.7 
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Third, care providers often combine multiple EHR elements to derive facts during clinical decision making. 8 These 
derivative variables range from simple calculations such a deriving body mass index (BMI) using age and height to 
computing complex scores like 10-year risk of developing atherosclerotic cardiovascular disease (ASCVD).9 
Developers address this by implementing the derivation logic in their application layer, which increases the 
complexity of the application and hinders reuse of the logic across applications. 10 Consequently, healthcare 
innovators spend disproportionate efforts to synthesize the EHR data into readily useful concepts needed to drive 
their applications.11  
 
To address these obstacles, we propose a framework for creating a layer of semantic abstraction on the EHR. 
Furthermore, we describe our preliminary work on implementation of the framework and application to a use case of 
management of hyperlipidemia and hypertension. Our goal is to facilitate rapid development and portability of 
Health Information Technology (IT) solutions. 
 

Methods 

Our framework builds on the Integrating Biology and the Bedside (i2b2) open source clinical data analytics platform 
that is used at more than 150 health care institutions for querying patient data. 12,13 The platform is composed of several 
i2b2 cells that provide different services, and the cells communicate with each other using XML web services.  

The methodology for creating the semantic abstraction is described in Figures 1 and 2.  
 

 
 

Figure 1. Methodology for implementing the framework 
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1.  The first step is for the knowledge engineer to work with the clinical team to model the information needed at the 
point-of-care. The engineer uses a canonical form to provide semantic context for the concepts. For example. the 
concept of Low-Density-Lipoprotein (LDL) test and Diabetes Mellitus are represented in Table 1. The concept 
hierarchy serves as a central place for team members to unambiguously find the concepts for the project. 
 
2. Next, the concept hierarchy is imported into i2b2 concept dimension and metadata table as shown in Table 2. 
Additional rows are needed in the concept dimension table for parent paths of the concepts. 
 
3. The site data is converted into a tabular form, such that each row has elements needed to construct a fact in the 
i2b2 data model. It includes the 7 elements that form a composite primary key: time-stamp and identifiers for 
patient, provider, encounter, concept and modifier, and an instance number. The latter correspond to patient_num, 
provider_num,encounter_num, time_stamp, concept_cd, modifier_cd and instance_num column in the fact table.  
The concept code is the site specific identifier or proprietary code for the concept.  Instance num allows facts with 
more than one modifier to be grouped together  (the facts with different modifier nums are related by using the same 
instance_num). For example, a medication order can be represented in the fact table as shown in Table 3. In addition 
to these columns, the table includes the numeric or text values and/or units associated with the concepts, that 
correspond to the num_val and char_val fields in the i2b2 observation_fact table. For disparate sources or data types 
multiple fact-table like tables are created. 
 
4. Next the fact-tables are imported into the observation-fact table in the i2b2 database, with the table name 
appended as source_name of the facts from each table (see Figure 2) 
 
 

Table 1. Concept definitions by the knowledge engineer 
 

Standard-Code Path Description 

LOINC:57698-3 /Labs/Blood/Chemistry/Lipid_Profile/LDL Lipid Panel with Direct LDL 

ICD-10:E10 /Diagnosis/Endocrine_nutritional_and 
metabolic_diseases/Diabetes_mellitus/Type1 

Type 1 diabetes mellitus 

 
 

Table 2. Rows in the concept dimension table for creating hierarchy for LDL. 
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Figure 2. Framework construction proceeds from left to right, beginning with definition of clinical variables needed 
at the point-of-care, and decomposing them into granular concepts that can be expressed in the form of codes using 
standard coding systems. For instance, the concept of Body Mass Index (BMI) is derived from weight and height 
concepts that are explicitly recorded in the EHR. The layer of concepts represented with standard codes is connected 
to a site-specific translation layer that includes the local/proprietary to standard code mappings and the logic to 
assemble data into meaningful facts. Although the framework is implemented from left to right, the data flows from 
right to left as shown in the figure. 
 
5. Next the site data analyst reviews the ‘observation-fact’ like tables along with site documentation to develop a 
many-to-one mapping from the site-specific codes to the standard codes for concepts identified by the knowledge 
engineer.  
 
6. The local to standard code map is imported into the i2b2 concept dimension table by appending the site-codes to 
the standard codes at the leaf nodes in the concept ontology, essentially adding an additional level to the ontology 
hierarchy. Effectively, the ontology now embeds the terminology mappings. 
 
7. Derived variables are implemented as SQL queries, or compute intensive processes using a programming 
language. For example, the following SQL expression gives age from date of birth –age int AS (SELECT 
DATEDIFF(DAY, date_of_birth, GetDate()) / 365.25.) 
 
8. The derived variables are asynchronously computed and imported into the fact table. 
 
9. The i2b2 webclient API can be now used to search on patients, or the i2b2 getPDO (get Patient Data Object) 
webservice API can be used to retrieve data for a patient. 
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Table 3. Medication information consists of name, dose and route. Rows are transposed to columns for readability. 
 

encounter_num 100 100 100 
patient_num 11612123 11612123 11612123 
concept_cd meds:antihtn meds:antihtn meds:antihtn 
provider_id 1000403 1000403 1000403 
start_date 02-15-2018  00:00:00 02-15-2018  00:00:00 02-15-2018  00:00:00 
modifier_cd MED:DOSE MED:FREQ MED:ROUTE 
instance_num 1 1 1 
valtype_cd N T T 
tval_char  Daily Oral 
nval_num 40 0 0 
units_cd mg   
end_date 02-25-2018  00:00:00 02-25-2018  00:00:00 02-25-2018  00:00:00 

 
 
Table 4.  Sample Rows for labs imported into fact table. The rows are transposed to columns here for readability. 
 

encounter_num 101 
patient_num 11612121 
concept_cd labs:blood:ldl 
provider_id 1000403 
start_date 2018-01-28 00:00:00 
valtype_cd N 
tval_char  
nval_num 84 
units_cd mg/dL 
end_date 2018-01-28 00:00:00 

 

Implementation 

We have partially implemented the proposed framework including the process of importing data from relational 
databases and the execution logic to derive variables that can be modelled as a SQL statement. The import module in 
the framework is implemented as a java process that parses the concept definitions in comma separated value (csv) 
format to create an i2b2 ontology table. It imports data into i2b2 from csv dumps from a relational table. The import 
module can ingest csv files containing concept definition and hierarchy to create concept dimension and metadata 
tables in i2b2. Next the import module monitors an ftp site for tables dumped in csv format and based on the schema 
imports data into i2b2 tables for observation_fact, provider and encounter dimensions. The i2b2 webservices and 
webclient are used to retrieve data needed at the point-of-care. Specifically, the webclient can be used to construct a 
cohort of patients for clinical intervention. We created the i2b2 installation using i2b2-docker images.13,14 

Case study 
Treating elevated cholesterol and blood pressure is known to reduce atherosclerotic cardiovascular disease 
(ASCVD) risk. With this goal, Brigham and Women’s Hospital (BWH) has developed a remote lipid and 
hypertension management program designed to provide patient education and support, effective LDL and blood 
pressure lowering treatment, and advanced lipid specialist management to a wide population of high cardiovascular 
risk patients through a navigator-driven program. This program entails manual screening of at risk patients from the 
patient population, which can be facilitated by an application that uses EHR data. We applied the above framework 
to create a semantic layer for developing an application for screening patients for the program. 
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The knowledge engineer from the study team collaborated with the clinical experts to define the concepts needed at 
point-of-care in csv files as described in the methodology section. The framework was used to automatically create 
the i2b2 ontology from these files. A data analyst obtained extracts from institutional data warehouse for a random 
sample of patients, in the ‘fact table like’ format. These were ingested into the i2b2 hive, using the framework’s 
import module that created rows in the fact tables with appropriate links to the i2b2 dimension tables. For testing the 
framework, we imported data for 20 random patients, and verified if the i2b2 interface can be used to successfully 
query these data. 
 

Results 

The study team was able to model 81 concepts needed at the point of care as shown in Figure 3. For 41% of concepts 
a code could be unambiguously identified from Unified Medical Language System (UMLS). Table 5 shows the wide 
variation in distribution one-to-many standard-to-local codes mapping of the concepts. Finally, the study team was 
able to successfully execute i2b2 queries using the i2b2 webclient for the random sample of patients. 

 

 

 

 

 

Figure 3. Clinical concept Hierarchy 
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Table 5. Distribution of local code mappings for a sample of clinical concepts 
 

Standard Concept Count of local 
concepts 

  diastolic blood pressure 2 

systolic blood pressure 6 

estimated glomerular filtration rate 33 

Hemoglobin A1c 159 

Antihypertensive Medications 635 

Blood LDL 693 
 
 
Discussion 

Our results demonstrate the feasibility of applying the proposed framework for a real-world use case of screening 
patients for management of hyperlipidemia and hypertension. Our proposed framework provides a clear separation 
between the syntactic and semantic parts of the data transformation. The semantic information is modelled in the 
ontology hierarchy, that acts as a single source of concept definition. The semantic component is further decomposed 
as ‘biological/clinical logic’ and logic required to translate standard concept codes to local concept codes. The synaptic 
component transforms input sources to a de-normalized star schema of i2b2. 

Our framework builds on the i2b2 platform, which is currently installed at over 150 institutions across the United 
States. While i2b2 is generally used for storing all data that is available in the EHR, our framework leverages the i2b2 
platform to serve data limited to a particular application. Second, before this work, i2b2 did not provide the built-in 
functionality to asynchronously perform compute intensive operations to ‘derive’ new facts/observations based on 
existing facts, which we have now implemented in our framework. Third, the i2b2 platform lacked tooling to assist 
with loading of the type of data described in this paper, which we have implemented in the framework. 

The framework includes syntactic translation that deals with various aspects of having the source data from 
organizations to be formatted in accordance with a particular standard. Source data has multiple channels of 
availability and transport, along with the format envelope. The syntactic transformation indicates the need for this 
source data to be de-constructed in a medium where it can be stored in a structure that i2b2 supports. Our framework 
provides a transformation tool and mechanism to store each source data category as a different table. The ingestion 
functionality translates each of the input tables into key value pairs that map to concept and fact tables respectively, 
thus adding the capability and flexibility of having as many attributes as may be needed, to fully and completely define 
that particular data entity. 

Semantic translation involves the mapping of organization specific codes, to align with standard reusable codes that 
will be predefined and created within the solution’s application layer. These are also referred to as concepts, and these 
concepts are essentially key attributes corresponding to clinical or biological variables needed to make point-of-care 
decisions. The underlying premise of this approach is that standard preexisting and in-built data structures (concept 
codes) within the semantic layer, are mappable to multiple organization’s diverse data using a mapping process so 
that differences in specific data codes from different organization still map to the standard structure within the semantic 
layer. This mapping configuration, helps avoid re-tooling and re-coding, and promotes re-use and easy configurability 
mechanism for adoption by multiple entities. This essentially is a the key promise of this approach, which been shown 
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to be previously effective in the deployment of Shrine networks, wherein a network concept is translated to site specific 
concept by a xml mapping file. 15 

However the semantic translation capabilities of our framework extend beyond terminology mappings, to allow 
modeling of logic for derived variables. e.g. the logic for computing body mass index (BMI) from height and weight 
can be stored as a SQL operation or a program logic that can be called asynchronously. This facilitates a focus on the 
reusability aspects of the underlying process and associated technology components, that once created and added to 
the library of available concepts, can be reuse for another application. A similar approach has been implemented in 
the Eureka tool.16 

Provenance aspects of data quality require the capture of traceability and time-stamp for each source data. Our 
framework captures provenance information, thereby helping trace the origin and time of creation for each fact. The 
timestamping helps to resolve any conflicts and overriding factors in case of any duplicate data scenarios.  

A limitation of our work is that we have tested the framework only on a sample of 20 patients, and only used relational 
tables from our own institutional data warehouse as the input source. We are currently using the framework to import 
a large sample of 100,000 patients, and plan to integrate it with Simple Object Access Protocol (SOAP) web services 
and Health Level Seven (HL7) version 2 (v2) message interfaces to synchronize the data with EHR in real time.  
Another limitation is that we have currently only partially implemented the asynchronous mechanism to compute 
derived variables (as described in steps 7 and 8 in Figure 1), which we plan to do the near future. 

Conclusion 

We have described a framework for a semantic layer between the EHR and the applications that facilitates a key step 
required for rapid development and portability of Health IT applications. Further we have partially implemented the 
framework and demonstrated proof-of-concept of its application for screening patients for management of 
hyperlipidemia and hypertension. Future work includes completing the implementation of the framework by 
allowing import of data from non-relational sources, use of standards like clinical quality language to model logic 
for derived variables, 17 and clinical pilot in the production setting.  
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Abstract

Identifying signs of Alzheimer’s disease (AD) in everyday situations has become increasingly important. Previous
studies have succeeded in quantifying language dysfunctions and identifying AD from speech data typically dur-
ing neuropsychological tests. However, no study has yet investigated atypical topic repetition within single daily-
conversations, although it was reported as a prominent characteristic by previous observational and descriptive stud-
ies. In this study, we analyzed daily conversational data collected from a monitoring service and compared topic
patterns in single conversations of seniors with and without AD. We first found that all features extracted from man-
ual transcription to measure topic repetition showed significant increases in the AD group. Moreover, these features
fully automatically extracted from voice data by using a speech-to-text algorithm could capture atypical topic repe-
tition with comparable and large effect sizes of those extracted from manual transcriptions. The results indicate that
quantifying atypical repetition could help automatically detect AD in everyday situations.

Introduction

The worldwide population is aging, and the number of people with dementia, including Alzheimer’s disease (AD),
has rapidly increased. According to a previous study, as of 2013, 7% of the world’s population over 65 years old
has dementia1. Meanwhile, healthcare costs have risen significantly, reaching over $818 billion USD in 20151. On
the other hand, diagnostic coverage worldwide remains so low that only 40 − 50% people with dementia have been
diagnosed even in high-income countries2. The low diagnosis coverage makes it more difficult for many patients
and their families to have a chance to receive appropriate support and care. Taking this into consideration, health
monitoring technology and services are expected to help increase diagnosis coverage by detecting signs of cognitive
decline resulting from dementia in everyday situations.

One of the clues for detecting cognitive decline resulting from dementia in everyday situations can be obtained by
identifying the evolution of a patient’s language as their dementia progresses. While the most typical symptom of
dementia is memory impairment due to the medial temporal lobe shrinking3, 4, both retrospective analysis and prospec-
tive cohort studies have shown that language dysfunctions prevail even from the presymptomatic period5, 6. Moreover,
studies on pathologically proven AD patients showed that they exhibited syntactic simplification and impairment in
lexical-semantic processing7, 8.

Previous computational studies attempted to determine these language dysfunctions in people with dementia on the
basis of such findings by using acoustic, prosodic, and linguistic features9–12. For example, the short-term memory
loss attributed to dementia often makes normal conversation difficult due to language dysfunctions such as difficul-
ties with word-finding and word-retrieving13, 14. These language dysfunctions have been measured as fillers, including
non-words and short phrases (e.g., ”umm” or ”uh”)11, 15, 16. The reduction in speech expressiveness is another language
dysfunction typically observed in dementia. This reduction is measured by the decrease in adjectives and indicators re-
lated to vocabulary richness (such as type-token ratio and Brunet’s index)9, 17. Such features for determining language
dysfunctions have been used to successfully identify dementia. However, these previous studies mainly investigated
speech data obtained while participants took part in neuropsychological tests and interviews given by medical profes-
sionals. Language dysfunctions resulting from dementia during everyday conversations remain largely uninvestigated.
In contrast, speech data recorded by using portable devices such as smartphones has garnered increasing attention
to make the technology developed in previous lab studies available in everyday situations and extend the range of
application18–22. Several field studies have already reported the usefulness of speech data recorded under conditions
that mimic everyday life to monitor health conditions for older adults20 and patients of mental illness and neurological
disorders such as bipolar disorder21 and Parkinson’s disease22. Thus, speech data collected in everyday situations also
holds promise for providing insights into how we can identify language dysfunctions resulting from dementia during
everyday conversations.

In terms of the language dysfunctions of dementia patients in everyday conversations, previous observational and
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descriptive studies reported atypical repetition of words and topics as a prominent characteristic23. In response, some
studies measured word repetition in the same conversation24, 25, while others quantified topic repetition in conversations
on different days by estimating the topics of each conversation25, 26. These studies showed that features related to
such atypical repetition are useful for identifying dementia. However, topic repetition in a single conversation has
received little attention, and few computational studies investigated whether atypical topic repetition within a single
conversation could be quantified with speech data from daily conversation. One of the reasons for this is due to the
technical difficulty in estimating topics appropriately from a small number of sentences by using conventional topic
models such as latent Dirichlet allocation (LDA)27–29. In contrast, several methods for estimating the latent topics of
short text have recently been proposed and applied to short text data28, 29. For example, a biterm topic model (BTM)
was used for estimating topics from Twitter and news headlines28. These methods might also be useful for analyzing
topic patterns in single, everyday conversations and extracting topic repetition.

In addition, whether and how we can automatically identify health states including disease conditions from speech
data has become a hot issue. In particular, recent advances in speech recognition using deep learning techniques has
enabled the possibility of extracting some linguistic and prosodic features even from automatically transcribed text
(ATT)30. Therefore, it is worth investigating whether such features can be useful for detecting dementia even when
extracted using automatic speech recognition technology.

In this study, we analyzed conversational data obtained from a regular monitoring service for the elderly and inves-
tigated whether atypical topic repetition in a single conversation involving seniors with AD could be automatically
quantified. We first analyzed manually transcribed text (MTT) by applying a BTM designed to extract latent topics
from a small amount of context. From the topic pattern in a single conversation resulting from the BTM, we extracted
features to capture topic repetition in terms of similarities and the frequency of the same topic and compared how
these features differed in AD patients. We found that all features extracted in this study showed significant increase
in topic repetition in the AD groups. Next, to test the possibility of automatic quantification, we investigated whether
we can fully automatically extract these atypical topic repetitions from voice data of phone calls. More specifically,
we obtained the text data from voice data by using an automatic speech-to-text algorithm and extracted the features in
the same manner as using MTT. Through the comparison between features by using MTT and ATT, we found that the
features extracted from ATT showed large effect sizes when compared to those extracted from MTT. Taken together,
we suggest that our approach to quantify atypical repetition could be useful for automatic identification of AD in
everyday situations.

Materials & Methods

Conversational data from regular monitoring service:

We used conversational data obtained during phone calls with a regular monitoring service for seniors provided by
Cocolomi Co., Ltd. In this service, communicators call and talk with older individuals once or twice a week, typically
for 10 to 20 minutes, and forward the transcribed texts to family members such as their children (Figure 1). The
service aims to help family members living apart catch up on the lives of older individuals, including updates on their

Figure 1: Overflow of regular monitoring service. A communicator calls an elderly customer once or twice a week,
transcribes the conversations, and e-mails the transcripts to family members.
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health condition.

We used audio and text data manually transcribed by communicators in a spoken-word format, omitting incomplete
words and fillers. The data were obtained from eight Japanese people (five females and three males aged 66-89, i.e.,
82.37 ± 5.91 years old, Table 1). Of these, two females had received the diagnosis of AD. Table 1 shows demo-
graphic information of each participant and statistical information about the MTT. All conversations were conducted
in Japanese. They used either home phones or smartphones.

Features related to topic repetition within single conversation:

As a first step in extracting topic repetition in a single conversation, we used punctuation marks to divide a text
document of a single conversation into sentences. Next, we applied a BTM to a set of all the sentences, extracted word
probability vectors for eachK topic, and obtained topic proportions allocated to each sentence. We then used the word
probability vector and topic proportion to calculate the features related to topic repetition.

In extracting features, we aimed to quantify two types of topic repetition, topic similarity and the frequency of the
same topic (Figure 2). We first extracted two variable sets, each of which included two variables. Next, we calculated
the statistics of these variables with functions of mean, minimum, maximum, and standard deviation and used them

Table 1: Specifications of conversational data of participants provided by regular monitoring service.

Data duration

Status Gender ID Age Start End # calls
Avg. # sentences

Mean (SD)
Avg. # nouns & adjectives

in a sentence

Control F C1 75-77 2015 Mar 2017 Apr 73 15.32 (4.55) 2.77 (0.37)
F C2 80-83 2014 Jul 2017 Apr 108 32.15 (8.70) 3.09 (0.30)
F C3 87-89 2016 Jan 2017 May 8 22.38 (3.70) 2.66 (0.18)
M C4 66-70 2014 Jul 2017 Apr 27 19.70 (5.35) 2.78 (0.28)
M C5 78-81 2014 Dec 2016 Mar 70 23.70 (5.97) 3.28 (0.44)
M C6 82-85 2014 Nov 2017 Apr 220 31.50 (13.99) 2.77 (0.37)

Alzheimer’s disease F A1 85-86 2014 Jul 2015 Nov 39 15.82 (7.92) 2.58 (0.30)
F A2 88-88 2014 Jul 2014 Nov 13 11.77 (5.04) 2.64 (0.31)

Figure 2: Concept for features to capture atypical topic repetition in single conversation. In this study, we attempted
to quantify topic repetition by focusing on topic similarity and frequency of same topic.
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Figure 3: Graphical representation of BTM. Each node in the graph denotes a random variable, where shading repre-
sents an observed biterm.

as features. We defined St as the t-th sentence (t = 1, · · · , T ) in a single document, zi as the i-th topic, and a
word ”representative topic” as a topic with maximum topic proportion in each sentence. The first variable set was
related to topic similarity, calculated by the sentence distance and pairwise topic similarity. The sentence distance of
St was the distance of the topic distribution between St and St+1. For the distance metric, we calculated city block
distance by using topic proportion. The pairwise topic similarity is the cosine similarity between two representative
topics, zi and zj (i 6= j), in a document, calculated using their word probability vectors. The second variable set
is related to the frequency of the same topic, calculated by the reappearance frequency and its ratio. Specifically, the
reappearance frequency of zi is the frequency with which zi appears discretely rather than continuously in a document.
The reappearance frequency ratio is calculated as the frequency divided by the number of sentences in a document.
Finally, we obtained 14 features by eliminating the minimum pairwise topic similarity and reappearance frequency
due to all the same values in each feature.

We used the BTM for estimating the topic in each sentence. In contrast to conventional topic models such as LDA27,
BTM attempts to directly model the generation of word co-occurrence patterns in the whole corpus to estimate topics
from a small amount of context in a document. The key concept is that if two words co-occur more frequently, they
would be more likely to belong to the same topic. The term ”biterm” denotes an unordered word pair occurring in a
short text. For example, a document with three distinct words generates three biterms:

(w1, w2, w3)⇒ {(w1, w2), (w2, w3), (w1, w3)}.

In general, a document containing n distinct words generates nC2 biterms. The biterms are typically extracted from
each sentence, and by combining them we get a corpus B for the target document as a set consisting of —B— biterms.
With the BTM, it is assumed that each topic is a multinomial distribution over the biterm (φ) and the whole corpus is
a mixture of these topics (θ). The process of extracting biterms can be conducted as follows (Figure 3):

1. Draw a topic distribution θ ∼ Dirichlet(α) for the whole corpus

2. Draw a topic-specific word distribution φk ∼ Dirichlet (β) for each topic k

3. For each biterm bi in the whole biterm set:

– (a) Draw a topic assignment z ∼Multinomial(θ)

– (b) Draw two words wi,1, wi,2 ∼Multinomial (φzi ).

Following the above procedure, the probability of biterm bi = (wi,1, wi,2) conditioned on the model parameters θ and
φ can be written as

p(bi|θ, φ) =
K∑

k=1

p(zi = k|θk) · p(wi,1|zi = k, φk,wi,1
)· (wi,2|zi = k, φk,wi,2

).

In this study, we set the number of topics K to 200.
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Results

We first analyzed text data transcribed manually from the conversation of seniors with and without AD. From the
text data, we obtained 23,602 sentences, 317,771 words, and 7,833 unique words from 558 transcribed texts of phone
calls. By applying the BTM to all the sentences, we extracted a word probability vector for each topic and obtained
topic proportions allocated to each sentence. With these vectors and proportions, we calculated 14 features as topic
repetition in a single conversation, quantifying the similarity between topics and frequency of the same topic.

We selected a single conversation of each AD and healthy control participants to help understand the results of esti-
mating topics from sentences and obtained heat maps that indicated the topic proportions in each sentence in a single
conversation (Figure 4). These heat maps show that the similarities in the words between representative topics were
higher for an AD participant than for a healthy control one. In addition, the appearance of the same representative
topics in the conversations of the participant with AD seemed more frequent than that in those of the healthy control
participants.

To quantitatively evaluate the differences observed in the heat maps, we investigated the discriminative power of
each feature related to topic repetition. By extracting features, we found that all 14 features indicated higher topic
repetition for the participants with AD than for the healthy control participants, and all had a significant difference
(t-test: p < 0.05). We calculated the effect size (Cohen’s d) of each feature as discriminative power31. For Cohen’s d,
the 0.8 effect size is thought to be large, while the 0.5 effect is medium, and the 0.2 effect size is small31. We found
the largest effect size in the maximum reappearance frequency ratio (effect size of 1.56, 95% confidence interval (CI)

Figure 4: Representative examples of topic patterns in single conversation. Words on the left represent the 5 most
frequent words of each topic. The shading of each square shows the topic proportion in each sentence. The red frame
shows the representative topic for each sentence. The conversations are ordered in time sequence from left to right.
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1.26− 1.86; Figure 5A) and the second largest effect size in the mean of pairwise topic similarity (effect size of 1.25,
95% CI 0.96 − 1.55; Figure 5B). These results indicate that these features could be useful for quantifying atypical
repetition of topics resulting from AD.

Next, we investigated whether we can automatically quantify atypical topic repetition of AD participants by extracting
the features from ATT. We used 78 conversations from phone calls, including 25 from the participants with AD and 53
from the healthy control participants, which were available in the form of both MTT and audio format. We converted
the audio data to text data using the IBM Watson Speech to Text service. As a result, we obtained an average word
error rate of 35.7%. These results indicate that automatic conversion from speech to text could not be achieved with
high accuracy. The low accuracy might be due to low-quality audio from the phone call and unclear utterances during
daily conversation. We next extracted the determined features related to topic repetition from ATT, and compared
the discriminative powers of each feature extracted from ATT and MTT. Consequently, the top five features were
shared with the MTT and ATT (Table 2). While the effect size of some features decreased from the MTT to ATT, all
five features remained at greater than 0.8 even when extracted from the ATT. The results indicate that atypical topic
repetition resulting from AD can be quantified even when extracting features from imperfect automatic transcription.

Finally, to determine whether these features can be used for identifying seniors with AD, we constructed a two-class
classification model by using MTT. We combined all the features related to topic repetition with linguistic features
typically used in previous studies as features in the model. As for linguistic features based on previous work, we

Figure 5: Comparison of features related to topic repetition between healthy control and AD participants. Boxes
denote the 25th (Q1) and 75th (Q3) percentiles. The line within the box denotes the 50th percentile, while the whiskers
denote the upper and lower adjacent values that are the most extreme within Q3+1.5(Q3-Q1) and Q1-1.5(Q3-Q1),
respectively. Filled symbols show outliers, and squares represent mean values.

Table 2: Top five features with large effect size.

Feature Effect size (95% CI)
MTT ATT

Max. reappearance frequency ratio −1.33(−1.89,−0.77) −1.17(−1.67,−0.68)
Avg. pairwise topic similarity −1.14(−1.69,−0.60) −1.05(−1.54,−0.56)
SD. reappearance frequency ratio −1.09(−1.63,−0.55) −1.01(−1.50,−0.52)
Avg. reappearance frequency ratio −0.96(−1.50,−0.43) −1.04(−1.52,−0.55)
Avg. sentence distance −0.82(−1.35,−0.30) −0.84(−1.33,−0.37)
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Table 3: Classification performance in differentiating senior AD participants from healthy control participants. Over-
all accuracy: 98.0%

Actual
AD Control

Estimated AD 46 6
Control 5 501

extracted a total of 28 features; 7 of vocabulary richness (such as type-token ratio and Brunet’s index), 2 of sentence
complexity (such as length of sentences), 13 related to parts-of-speech (such as noun ratio and verb ratio), and 3
as sentence similarity. As for the two-class classification model, we used a support vector machine (SVM) model
with a linear kernel function32, 33. To avoid over-fitting the model, we carried out feature selection through recursive
evaluation and selection, i.e., improved SVM recursive feature elimination34, 35. We evaluated the model accuracy in
terms of their average score after 10 iterations of 10-fold cross-validation.

Consequently, we obtained 98.0% accuracy (88.4% precision, 90.2% sensitivity; confusion matrix in Table 3) with
the model. Twenty-four of the 42 features were chosen as the most discriminative classifiers for detecting AD for the
feature selection process, and the process selected the six features related to topic repetition discussed in this study.
These results indicate that the features related to topic repetition can contribute to the model’s performance.

Discussion

In response to the increasing demand for detecting dementia in everyday situations, we aimed to quantify language
dysfunctions observed in dementia from conversational data in naturalistic conditions. Among them, atypical repeti-
tion of words and topics in everyday conversations was reported as one of the prominent characteristics by previous
observational and descriptive studies23. However, no study has yet investigated whether and how atypical topic rep-
etition within single conversation can be quantified, especially because previous topic analysis methods could not
appropriately estimate topics from a small amount of context. In this study, we used conversational data obtained
from a monitoring service and a recent topic analysis method, BTM, designed to estimate the latent topics of short
text, and investigated whether we can quantify atypical topic repetition of AD in single conversations. To quantify
atypical topic repetition, we determined 14 features related to topic similarity and the frequency of the same topic, and
compared them between seniors with and without AD. As a result, we found that all features significantly increased in
the AD group. We also found that such atypical topic repetition could be quantified even from ATT with comparable
effect sizes to MTT. Taken together, our results suggest that atypical topic repetition could be automatically quantified
and used for detecting dementia.

In contrast to previous studies focusing on detecting dementia from conversations during specific tasks such as neu-
ropsychological tests and interviews given by medical professionals, we aimed to identify dementia from daily conver-
sational data. Through the analysis of the data from the monitoring service, we suggest that quantification of atypical
topic repetition could be used for detecting AD in everyday situations. In addition, one of the advantages of this
approach is that it does not require an individual to perform specific tasks. Due to the increasing demand for early de-
tection of dementia, high-frequency cognitive assessments have become important. In contrast, conventional in-clinic
cognitive assessments have been typically designed to be used annually or even less often, and would be difficult to
use frequently, especially due to the learning effect. Thus, our approach focusing on daily conversations to detect
dementia may hold promise for developing a continuous health monitoring system or service.

We also found that some of our determined features related to topic repetition showed a large effect size between
seniors with and without AD. On the basis of this result, one interesting area of future work would be to investigate
whether these features could be used for detecting early stages of AD such as mild cognitive impairment. If these
features can capture gradual changes in language dysfunctions with progression to AD, they might help early detection
and intervention.

One of the limitations of this study was the small number of participants, although the period of data collection for
each participant was long. We need to conduct further research with more participants to verify our results. Another
limitation is the specific type of conversational data used. To extend the scope of our results, we will analyze other
data collected from everyday life situations such as face-to-face family conversations.
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To the best of our knowledge, this is the first computational study to attempt to quantify atypical topic repetition in a
single conversation in everyday situations. We hope the results of our study will help promote future efforts towards
early detection of dementia in everyday situations.
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Abstract

Outbreaks of pertussis have increased over the past few years, drawing the attention of health care providers. Un-
derstanding the transmission mechanisms of contagious disease is critically important, but depends on many intricate
factors including pathogen and host environment, exposed population, and their activities. In this work, we try to
improve upon the prediction model for the exposed population. The number of whooping cough reported cases in
Nebraska between 2000-2017 was gathered. The standard Susceptible-Exposed-Infected-Recovered (SEIR) model is
used to predict the infected numbers. The results show that the SEIR model prediction for the number of infected indi-
viduals is much higher than the actual number. To overcome this problem, the Network Based-SEIR model is proposed,
and is able to estimate the number of infected more accurately than the classic SEIR model.

Introduction

Bordetella pertussis is a highly epidemic bacterium that lives in the mouth, nose, and throat. It is life-threatening spe-
cially in infants. Also known as whooping cough, or simply pertussis, it can easily spread via air by cough and sneeze
of an infected individual. The disease is infectious to others on average for a period of three weeks; the cough itself
can last on average around 10 weeks. According to the Centers for Disease Control and Prevention (CDC)1vaccination
can reduce transmission of whooping cough. Although the disease is largely preventable by vaccination, it remains
a challenge to control. Vaccination against whooping cough started in the 1940s, when the number of reported cases
exceeded 100,000 per year1. The number of reported cases decreased dramatically to fewer than 1,000 in 1965 after
the introduction of the Global Vaccination Program from the World Health Organization. During the 1980s, the num-
ber of whooping cough reported cases increased gradually despite more than 90% vaccination coverage1. According
to Americas Health Ranking Annual Report in 2017, Nebraska had the highest number of infections for pertussis in
the United States at 27.2 cases per 100,000 population2. Figure 1 shows the number of infected in Nebraska from
1937-2017 (Per data retrieved and aggregated from CDC, HealthMap.org, and the TYCHO project by the University
of Pittsburg)1, 3, 4.

The increase in the number of infected individuals may be the result of multiple factors, including, incomplete vac-
cination, bacterial evolution, or other issues affecting infection rates. The Tdap vaccine provides protection from
potentially serious diseases caused by three types of bacteria: tetanus (lockjaw), diphtheria, and pertussis (whooping
cough). The Tdap booster is recommended for adolescents, preferably starting at age 11 or 12, who have completed
the recommended childhood diphtheria, tetanus, and acellular pertussis (DTaP) vaccine series1, 2.There are several
studies which consider the influence of incomplete vaccination on the resurgence of pertussis, duration of pertussis,
vaccine resistance, and its effects on epidemiology5–7. These studies examine three different factors in the resurgence
of whopping cough: (1) loss of vaccine efficiency due to evolution of B. pertussis strains (2) diminished vaccine-
induced immunity, and (3) low immunization rates. Besides the incomplete vaccination, spread of contagious disease
depends on various other factors. Riolo et al. proposed a mathematical model to explain the resurgence of pertussis
without referral to complex hypotheses about pathogen evolution, subclinical infections, or trends in surveillance ef-
ficiency. They claimed that the alarming revitalization of pertussis among adults in UK is a result of the incomplete
immunization of children6. In 2017, Nebraska reported an 86.8% immunization rate for the Tdap vaccine, ranking
34th out of all 50 states2.

A major global threat to public health is communicable disease. Understanding and predicting the short- and long-term
impacts of communicable diseases depends on many complicated factors including pathogen and host environment,
the exposed population, and their activities. Preventing and predicting the spread of contagious diseases involves
understanding the relationships between social structure, pathogenicity, and environmental factors of transmission.
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Figure 1: Weekly case notifications of whooping cough in Nebraska from 1937 to 2017, Data retrieved from CDC,
HealthMap.org, and the TYCHO project by the University of Pittsburg. Red point shows starting time of vaccination
program.

A broad category of contagion processes can be modeled by a network-based approach. In the proposed network
model, nodes represent individuals and edges represent close physical contacts between individuals. Using network
science as a framework to understand the role of contact patterns in epidemiological disease is known as the social
structure of transmission. Scale-free networks seem to be a best-fit description for real-world networks8, 9. Zhou et
al. claim that the spread of contagious diseases follows the scale-free network model10. Some studies5–7, 11–13 have
discerned that the spread and arise of whooping cough is random. Preferential attachment is a structural principle used
to simulate and generate networks with a scale-free structure8. Diffusion and communication processes in scale-free
networks are not random. Several studies9, 14 discussed that the neglecting of connectivity changes in finite scale-
free networks leads to a higher estimate for the epidemic threshold. Therefore, to model the transmission of disease,
we propose a Network-Based SEIR (NB-SEIR) model to simulate random transmission through social contact on
scale-free networks generated using preferential attachment (PA). The aim of this paper is to demonstrate that the
proposed NB-SEIR model increases the accuracy of prediction of infected individuals. Specifically, this information
can be used to quickly inform public health preparedness and prevention in states with low adherence to recommended
vaccine schedules. In this paper, we present a methodology to improve the accuracy of standard SEIR model. In this
methodology, we use scale free network to find the number of infected individuals for SEIR to improve its accuracy.
We utilize whooping cough case reports in Nebraska from 2000 to 2017 to measure accuracy. In the Methodology
section, we present our approach for data collection, SEIR prediction, and our novel approach, the Network-based
SEIR (NB-SEIR) model. The Results section will compare the two models and the strengths and limitations of NB-
SEIR.

Methodology
Standard Compartmental Models in Epidemiology

Understanding the spreading mechanisms of contagious disease is very important and timely. One can simulate the
spread of pathogens using compartmental epidemiological models, which investigate the transmission dynamics of
contagious disease in a host population. Standard epidemiological models are usually compartmental, where a popu-
lation is divided into different compartments15–17, and then predictions are made to see how these compartments will
change over time using fractional calculus. The mathematical model underpinning the description of these diseases
starts with the classic SEIR model, which groups individuals within a set population into different epidemiological
classes18:

• S(t) defines the class (compartment) of susceptible individuals. Initially, an individual/host is susceptible to
infection. The disease can be transmitted from any infected individual to any susceptible individual.Equation 1
shows the differential equation which govern the standard deterministic SEIR compartmental model.

dS

dt
= µ(N − S)βSI

N
− vS (1)
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• E(t) defines the class of exposed individuals. In early stages, the host or infected person may not exhibit obvious
signs of infection or abundance of pathogen may be too low to allow further transmission. An exposed individual
is any individual who is directly exposed to the infected disease but is not infectious.Equation 2 shows the
fractional calculus for exposed population in standard SEIR model.

dE

dt
= β

SI

N
− (µ+ σ)E (2)

• I(t) defines the class of infected/infectious individuals. Any infected person can transmit the disease to a sus-
ceptible or exposed individual. Equation 3 shows the fractional calculus for the I population in the SEIR model.

dI

dt
= σE − (µ+ γ)I (3)

• R(t) defines the class of recovered individuals. In the SEIR model, an individual in the recovered compartment
(1) was at one point infectious/infected and (2) is either no longer infectious (recovered) or removed (dead). In
the case of this application of the pertussis approach, anyone who is in the recovered class from the disease will
be immune re-infection (i.e., once an individual has moved from Infected to Recovered, they will not return to
the Susceptible, Exposed, or Infected compartments). Equation 4 shows the fractional calculus for Recovered
and resistant population in the standard SEIR model. Resistant phase refers to the phase in which individuals
become immune to an infectious agent in response to an antigen (i.e, vaccine) or being being exposed to a big
portion of the vaccinated population.

dR

dt
= γI − µR+ vS (4)

The population size, defined by N, is defined as S(t) + E(t) + I(t) + R(t) = N. Based on the disease nature and its spread
pattern, the compartmental models are divided into different classes:

1. Susceptible-Infected-Recovered (SIR): This model divides the population of size N into three subpopulations of
epidemiological overview; Susceptible, Infected and Recovered represented by variables S,I and R, respectively.
Birth , mortality and vaccination rate also can be add to this model. Individuals are born into the susceptible
class. Infected individuals spread the disease to susceptible,and remain in the infected class (the infected period)
and Individuals in the recovered class are assumed to be immune for life19.

2. Susceptible-Exposed-Infected-Recovered (SEIR): This model divides the population of size N into four subpop-
ulations of epidemiological overview; Susceptible, Exposed, Infected, and Recovered, represented by variables
S,E,I and R respectively. Birth rate, mortality rate, and vaccination rate can also be considered in this model
if known/applicable. This is an appropriate model for a disease where there is a considerable post-infection
incubation period in which an exposed individual is not infectious yet20.

3. Susceptible-Infected-Susceptible (SIS): Some infections, for example those from the common cold, do not con-
fer any long lasting immunity. Such infections do not give immunization upon recovery from infection, and
individuals become susceptible again. This model is appropriate for this scenario21.

4. Susceptible-Exposed-Infected-Susceptible (SEIS): This model can be used when there is no immunity to the
pathogen (implying that R class will be zero). One example for this model can be tuberculosis22.

Compartmental models in epidemiology have been successfully used in different studies to model the spread of nu-
merous contagious disease over time such as Ebola23, 24 and Chikungunya25, 26.A number of different studies have
used compartmental models to simulate the spread of pathogens using compartmental epidemiological models such as
SIR7, 11, 12 and SEIR13, 27. These studies discuss the effects of asymmetric transmission rate mainly based on vaccinated
and non-vaccinated populations. For example, Althouse et al. used wavelet analyses of whooping cough occurrence
in the United States and United Kingdom to explain the transmission of whooping cough. The SIR model shows bias
based on evaluation on the effect of vaccination7. In the same year, Dottori, M.,and Fabricius, G. proposed a SIR
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model on dynamic networks to analyze the influence of the network structural properties on parameters correspond-
ing to pertussis in the pre-vaccine era. Their results showed that network structure has strong influence on disease
dynamics, and disease transmission decreases if locality of the network increased12.

Data Collection

In this work, we retrieved the number of reported whooping cough cases (the number of infected persons per week
in Nebraska) from the Centers for Disease Control and Prevention (CDC), HealthMap.org, and the TYCHO project
by the University of Pittsburg for the period of January 1, 2000 through December 31, 20171, 3, 4 (shown in Figure
1). Weekly CDC reports were used as the number of reported infected. If any data was discovered as missing (not
0-valued, but missing) for any week in 2016 to 2017, the number of infected was determined by HealthMap query
(using a search for alerts for whooping cough in Nebraska as the location). Data for the years 2000 to 2015 are not
freely accessible via HealthMap. For missing CDC from 2000 to 2016, the TYCHO database was used.

SEIR Model Implementation

Compartmental mathematical models of contagious disease are standard tools in public health. These models can
help our understanding of specific aspects of infectious disease dynamics. The simplicity of this model facilitates the
clarity of interpretation, but makes extreme conclusions unavoidable. Thus, the proposed SEIR model describes the
transmission of the disease and the death rate of individuals depend on the population density28. For this work, we
define the following parameters:

1. Beta(β): The transition rate from susceptible to exposed.

2. Gamma(γ): The transition rate from infected to recovered/ resistant phase.

3. Sigma(σ): The transition rate from exposed to infected.

4. Mu(µ): The natural mortality rate; this may or may not be used to imply a population of a constant size.

5. Nu (ν): The vaccination rate, which moves people directly from susceptible to resistant.

Figure 2 exemplifies transmission between each group. We simulate the spread of whooping cough in Nebraska based
on the SEIR model as described and calculate the accuracy of the model. Several studies are used to find the most
accurate number for each of these parameters. Table 1 includes the value used for each parameter and their reference
from which it was derived.

Figure 2: Exposed, infection and recovery transmission in SEIR model. (A) Any susceptible can be exposed by rate
of per contact point. (B) Infection occurs at rate per contact and (C) recovery occurs at rate for infected population.
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Disease Parameter
Symbol Parameters Value References
β Infection rate 0.9 [29]
γ Recovery rate 365/14 [29]
σ Incubation rate 365/8 [29]
µ Mortality rate 85 ∗ 10−7 [2]
ν Vaccination rate 86.8∗ [2]

Table 1: Demographic inputs and disease parameters that are fixed in the model. *This number is for 2017, rate may change each year.

NB-SEIR Model Implementation

Mossong et al.30 suggested that different individuals have a different number of physical contacts for one day, and
this number can be varied based on multiple factors including age, sex, and location. They found that everyone has an
average of 13 contacts each day30. A scale-free network with a 13-minimum number of neighbors for each node was
made using barabasi.graph function, which uses a preferential attachment mechanism to generate random scale-free
networks8. To estimate initial SEIR values, we simulate infection by randomly choosing a node within the networks as
the original infected person, and find its neighbors to determine the number of exposed persons. Since the graph model
is unbalanced in edge distribution, we perform 1000 iterations of this process of random infection and exposure. The
average number of neighbors (average of exposed individuals for all 1000 runs) is then used as the exposed number for
the model. We then calculate the values of SEIR where N is equal to the population of Nebraska in the current year, R
= 0, I = the number of infected individuals as given by CDC/HealthMap/Tycho aggregates, E is equal to the average
exposed based on the network connectivity, and S is equal to N -(I + E + R). These initial values are subsequently used
to run our standard SEIR model and compare the accuracy of the SEIR and NB-SEIR approaches. The work flow is
illustrated Figure 3in the left and the Pseudocode can be found in Figure 3 in the right.

Figure 3: Left: work flow of SEIR and NB SEIR model. Right: Brief pseudo code for Network Base SEIR

Results

in this paper, we use our own methodology to improve the accuracy of predicted number of infected in SEIR model.
Accuracy was found by comparing differences between predicted number of infected (from the standard SEIR and NB-
SEIR model) and actual data aggregated from the CDC, HealthMap, and TYCHO. Evaluation measures used included
the Root Mean Squared Error (RMSE) and Mean Error (ME) to scale the differences between the actual value and
values predicted by the model. RMSE is the square root of the average of squared errors and is used to aggregate the
magnitudes of the errors in predictions, also known as accuracy. ME measures the average of errors or deviations and
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used to measure the quality of the estimator. Values closer to zero are better for both RMSE and ME. In Figure 4
(left), the predicted number of infected whooping cough with SEIR in 2015 is compared to the real number of infected
individuals we gathered based on aggregated the CDC, HealthMap, and TYCHO data. Because the difference between
the real number and the predicted number of infected individuals are very high, the plot cannot show it properly, the
real number of infected seems flat. Table 2 shows the predicted number of infection, RMSE and ME for SEIR model
years 2000-2017. It can be inferred from Table 2 that the standard SEIR model is inaccurate and the number of

Figure 4: Left:Comparison of SEIR prediction and real number of infected individuals in Nebraska 2015 (be-
cause of big difference between predicted numbers by SEIR and the real numbers, the actual numbers are seems
flat).Right:Comparison of NB-SEIR prediction and the real number of infected individuals in Nebraska 2015.

infected predicted is much higher than the real number of infected individuals. The SEIR model always starts with a
portion of the whole population as Exposed number and the number of Infected defined as the transmission of Exposed
individuals who have connections with an infected one at σ rate. The average number of neighbors calculated with the

Figure 5: Number of neighbors (i.e. predicted number of expected individuals) for 100000 random nodes per year

PA network is used in our NB-SEIR model as the number of exposed individuals. Figure 4 (right) shows the NB-SEIR
model for 2015, the comparison of predicted number of infected individuals in NB-SEIR model and the real number
of reported cases in 2015 (with 36 number of infected for first week in both models). Comparison of this two models
in Table 2 demonstrates higher accuracy in the NB-SEIR model when predicting the number of infected individuals in
whooping cough. Figure 4 (right) shows that the epidemiology network model predicts a peak of infection.

In order to be sure that the random number does not affect the accuracy of the model, we repeated this process 100
times and the box plot shows that the variance of RMSE of each year is not very big, so we can be sure that even
with 1000 different random nodes for 100 different random networks, the RMSE of NB-SEIR model still has a small
variance. Figure 6 results demonstrates that the RMSE of NB-SEIR model was not significantly affected by this
randomization.
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Standard SEIR NB-SEIR
Year Actual Number of Infected SEIR Prediction ME RMSE NB-SEIR Prediction ME RMSE
2000 16 849510 -16028.20 31437.19 107 -1.92 4.25
2001 5 851790 -16071.40 31521.66 111 -2.00 4.36
2002 9 855328 -16138.10 31652.58 115 -2.00 4.58
2003 12 859593 -16218.50 31810.37 111 -1.87 4.35
2004 85 863808 -16296.70 31966.34 119 -0.64 6.21
2005 177 868547 -16384.30 32139.08 177 0.00 5.17
2006 37 872855 -16468.30 32300.87 115 -1.47 4.38
2007 45 877551 -16556.70 32474.96 111 -1.25 4.70
2008 170 883528 -16667.10 32695.70 160 0.19 8.29
2009 91 890808 -16806.00 32963.82 120 -0.55 3.44
2010 163 907386 -17117.40 33578.49 126 0.70 6.03
2011 42 913469 -17234.50 33803.25 149 -2.02 5.08
2012 90 920105 -17358.80 34049.29 111 -0.40 4.94
2013 117 926467 -17478.30 34284.58 119 -0.04 5.27
2014 243 932753 -17594.50 34516.21 164 1.49 10.46
2015 393 939148 -17712.40 34739.33 309 1.58 6.42
2016 100 945615 -17839.90 34991.77 143 -0.81 4.04
2017 45 954391 -18006.50 35318.00 126 -1.53 4.76

Table 2: The predicted number of infection, RMSE and ME for SEIR and NB-SEIR model years 2000-2017

Figure 6: RMSE for 100 different NB-SEIR model for each year.

Discussion

A number of authors have speculated that the epidemic of whooping cough is based on randomness and may arise due
to nonlinear spread in transmission and seasonal change in contact rates21, 31–34. Additionally, several studies speculate
that the epidemiological and social contact patterns of diseases fit the structure of a scale-free network35–37. Zhou et al.
argued a fundamental connection between network traffic and network contagion on scale-free networks10. Based on
these, we simulated a scale-free network to estimate the number of exposed individuals to make a better estimation of
disease contagion. A number of authors have speculated that the epidemic of whooping cough is based on randomness
and may arise due to nonlinear spread in transmission and seasonal change in contact rates21, 31–34, several studies
speculate that the epidemiological and social contact patterns of diseases fit the structure of a scale-free network35–37.
Therefore, to model the transmission of disease, we propose a Network-Based SEIR (NB-SEIR) model to simulate
random transmission through social contact on scale-free networks generated using preferential attachment (PA). The
aim of this paper is to demonstrate that the proposed NB-SEIR model increases the accuracy of prediction of infected
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individuals. Specifically, this information can be used to quickly inform public health preparedness and prevention in
states with low adherence to recommended vaccine schedules. In this work, we utilize whooping cough case reports
in Nebraska from 2000 to 2017 to measure accuracy.

Having used the scale-free network to predict the number of exposed individuals and improve the SEIR accuracy in
predicting the number of infected people, we used the SEIR and NB-SEIR models to predict the number of reported
whooping cough cases in Nebraska from 2000 to 2017. We assume that instead of using a portion number of the
population as exposed individuals, using the network properties can help to define a better estimation of exposed
number. Mossong et al.30 argued each individual has 13 connections with others during the day. In this work, we
make an undirected network of the Nebraska population for each year with at least 13 connections for each node. For
this purpose, a Barabasi network model with m= 13 as the number of neighbors was made using R. A random node
in this network will be picked and the number of neighbors for this random node will be calculated. This process
repeated 1000 times and for 100 different networks for each year. Then the average number of neighbors is calculated
as an exposed number of individuals. In Figure 5, we show the number of neighbors for 1000 random nodes for each
year and in 100 different random networks.

Applicability to other Diseases

The SEIR model that was used for our predictions can be easily applied to other contagious diseases with similar
transmission patterns such as Influenza and Measles. Influenza is one of the most common contagious illness caused
by influenza viruses. Influenza spreads simply through coughs and sneezes and can cause severe diseases and even
death among high-risk populations, including the elderly, young children, and those with weakened immune systems
or chronic illnesses. The Number of infected individuals in Nebraska for influenza in 2015 was gathered from the
CDC1 to evaluate this model. Table 3 show the result of the SEIR and the NB-SEIR models influenza in 2015 and
reports the RMSE and ME for both models; once again, NB-SEIR outperforms SEIR.

Standard SEIR NB-SEIR
Actual Number of Infected SEIR Prediction ME RMSE NB-SEIR Prediction ME RMSE

811 561070 -10774.21 10783.33 143 12.84615 17.883

Table 3: The predicted number of infection, RMSE, ME for SEIR and NB-SEIR model in 2015 for influenza

Conclusion

Reliable prediction of contagious diseases could impact the allocation of public health resources in prevention and in
emergencies. In this study, we present an approach for predicting the number of infected individuals for whopping
cough in Nebraska. The method presented in this study is based on the idea of social network contacts to improve
the accuracy of prediction for the number of infected individuals. The database in used are aggregated from different
reliable resources(CDC, HealthMap and TYHCO). The proposed NB-SEIR model can estimate the number of Infected
more accurately than the standard SEIR model by better estimating the number of Exposed. This model shows a good
improvement on the standard SEIR model, and can also find the peak of infection of disease successfully in the
demonstrated case studies. As the next step, we are going to see how networks (social networks) changes over time
and then evaluate our model based on the changes of networks and therefore exposed individual. This initial idea
could be extended to more detailed models and observational studies.

Limitations

This is a preliminary method to improve the accuracy of the standard SEIR model. We can add several other important
factors to the model. We did not consider birth rate, differential vaccination coverage and rate, weather changes and
its’ effect on the epidemiology. There are some other studies, which improve the SEIR standard equation. We did
not consider those equations in our study because the focus of those papers was mainly to improve the number of
surveillance individuals while we are working on the exposed population.
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Supplementary files

All data and Codes we use for this paper is now available on line at:

https://github.com/kmcooper/SEIR
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Abstract 

Non-small-cell lung cancer (NSCLC) is one of the most prevalent types of lung cancer and continues to have an 
ominous five year survival rate. Considerable work has been accomplished in analyzing the viability of the treatments 
offered to NSCLC patients; however, while many of these treatments have performed better over populations of 
diagnosed NSCLC patients, a specific treatment may not be the most effective therapy for a given patient. Coupling 
both patient similarity metrics using the Gower similarity metric and prior treatment knowledge, we were able to 
demonstrate how patient analytics can complement clinical efforts in recommending the next best treatment. Our 
retrospective and exploratory results indicate that a majority of patients are not recommended the best surviving 
therapy once they require a new therapy. This investigation lays the groundwork for treatment recommendation using 
analytics, but more investigation is required to analyze patient outcomes beyond survival.   

Introduction 

Lung cancer is one of the most prevalent cancers worldwide for both men and women1, and accounts for nearly 15% 
of new cancer diagnoses2. Of the various types of lung cancer, non-small cell lung cancer (NSCLC) represents over 
80% of all documented lung cancer occurrences. Reductions in smoking have aided in the decline of death rates, but 
advanced stage diagnoses (IIIB and IV) continue to have an ominous 5-year survival rate2 (26% and 1% respectively). 
While improvements in survival will continue with the development of new treatments and therapies, large-scale 
patient analytics may provide the means for reinforcing or improving traditional recommendation methods with the 
currently available therapies.  

Traditionally, patients are administered a new line of therapy after either receiving a sufficient number of cycles or an 
unresponsive outcome to the prior treatment3. Clinicians are faced with the dilemma of selecting this new line. 
Considerable work has been accomplished in analyzing the viability of the treatments offered to NSCLC patients3; 
however, while many of these treatments have performed better over populations of diagnosed NSCLC patients, a 
specific treatment may not be the most effective therapy for a given patient. More recently, and with the growth of 
patient data digitization, the potential for performing large-scale patient analytics becomes more accessible. Patients 
are grouped together and viewed as collective target subgroups, where each patient shares the same genetic, 
demographic, clinical, and treatment profile with patients within the same group. This patient-centric, analytics 
approach allows for more patient–centric care.  

Patient similarity metrics are not a novel concept. They have been used to help quantify the relationship between 
patients, which provide practical applications and insight for a given patient based on the known outcomes of patients 
with comparable profiles. Applications utilizing similarity metrics for better patient health and well-being include the 
following: medical diagnosis4, mortality predictions5, treatment recommendations6,7 and more8. These studies 
however, do not leverage either the patients’ prior treatments or the ordering of these treatments. Prior line knowledge 
is integral in selecting the next therapy9, and has shown its value in studies beyond pure analytics applications. Using 
sequential pattern mining techniques to represent treatment features, Malhotra et al. were able to improve survival 
prediction models10. Wright el al. also used sequential pattern mining techniques on patient treatments to develop 
supervised machine-learning models to predict the next prescribed patient therapy11. These studies further prove that 
prior treatment knowledge should be considered when recommending the next treatment.  

Applying patient analytics in the treatment recommendation domain could potentially provide: 

• An analytics perspective and reference on therapy outcomes to complement traditional recommendation 
methods 

• A method for targeting clinical trial participants who may not be receptive to currently available therapies 

Perer et al has led the forefront on visualizing treatment outcomes for similar patients with the CareFlow application12. 
This data-driven, visual analytics tool recommends an entire care plan to a specific patient based from the outcomes 
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of similar patients. Using entire therapy lines, initial results for a group of similar congestive heart failure patients 
pointed to patients having a better outcome by following a care plan where the first line was different from the 
clinically recommended initial first line. While the approach is similar to our study, this work does not provide a 
detailed investigation over the impact of each line. We seek to recommend a single line of therapy based on the 
increased survival time each patient experiences using our proposed After Stem Patient Survival method (see Methods 
equation (1). To further our investigation, we varied parameters (similarity threshold and which line number is 
recommended) in the models to analyze their impact as well. Also, another key distinction is that we used genetic 
biomarker results in our study. Biomarkers are one of the most influential indicators for clinicians in recommending 
treatments and the CareFlow application provides no clear indication of using any biomarkers in their study. 

Other techniques including machine learning have been investigated in an effort to improve patient survival outcomes. 
In particular, Glioblastoma10 and NSCLC13 are two disease conditions where models were trained to predict overall 
patient survival using a myriad of patient features including therapy knowledge. Our data-driven approach using 
similarity metrics does not try to predict survival but rather investigates if better treatment recommendations exist for 
NSCLC patients using known outcomes from real world data.  

This paper proposes a novel method that incorporates not only features that are used in traditional patient profiling 
(genetic, demographic, clinical, etc…), but we also account for prior treatment history in selecting the next best 
treatment. 

Methods 

Data Source 

This study was conducted using the FlatIron® Advanced NSCLC proprietary dataset14, which aggregates genetic, 
clinical, and demographic information regarding each de-identified patient. All data available in FlatIron® dataset is 
in a structured and normalized format, including information extracted from medical notes by FlatIron® medical 
scientists. This dataset includes patients in stage IIIB or stage IV who are administered at least a single therapy on or 
after December 2010 and for which there is at least two documented EMR (Electronic Medical Record) visits during 
the same period. The FlatIron® advanced NSCLC dataset includes a geographically diverse sample of patients with a 
majority of patients treated at Community Oncology Hospitals and additional patients from Academic Centers in the 
United States.  This longitudinal study contains data from December 2010  through May 2018. The dataset includes 
the following attributes: encompassing demographic data, clinical diagnosis, laboratory data, biomarker tests and 
results, medication, line of therapy  (LOT), at the drug and class level, month and year of death, and patients’ clinical 
characteristics (i.e. stage of diagnosis, tumor histology, smoking status, and ECOG performance status). Note that this 
study does not qualify as human subjects research in accordance with the U.S. Code of Federal Regulations (CFR), 
45 CFR 46.102(f), and is thereby exempt from Institutional Review Board evaluation. 

Certain patients and lines of therapy were removed from consideration. Any therapy line begun three months before 
the official cutoff date (any line administered after March 1, 2018) was removed from the patient profile. This filtering 
ensures new therapies had a consistent amount of time to take effect. We also removed any patient who had the same 
dates for the start and end of their therapy. This uncommon occurrence results from only a single administration of 
the therapy. Our main outcome of this study is to analyze survival relating to each line and these types of 
administrations do not provide any survival duration, but are still considered a therapy administration in the FlatIron® 
database. For this reason, we removed any patient with this rare behavior. Following these exclusion criteria, 30,974 
unique patients remained. 

Feature Space 

All features listed in the dataset are partitioned into three categories: Genomic, Demographic/Clinical, and Treatment. 
The genomic features include results from well-regarded biomarker tests: ALK, EGFR, KRAS, ROS1, and PD-L115. 
The outcomes from these biomarker tests influence on the treatment decision process for clinicians, and these genetic 
features also play a critical role in our recommendation procedure. The demographic/clinical features include race, 
age, gender, presence of maintenance therapy, initial performance score, and site of metastasis. These features and 
their corresponding statistics along with the genetic biomarker tests can be found in Table 1. Altogether, there were 
23 features used in creating the patient profiles used for similarity (see non-treatment-based similarity). Although 
treatment information was used in this study, it was not included in the patient feature profile. These treatments 
generate the treatment similarity (see Treatment-Based Similarity). This study was performed at a class level analysis, 
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and each treatment was assigned a class using a hierarchy defined by FlatIron®. The line breakdown and the 
percentage of class representation across the dataset is shown in Table 2 and Figure 1 respectively.  

Table 1. Feature statistics for the genomic biomarkers and the demographic/clinical data  

Feature Feature Feature 
Gender 
-Female 
-Male 
-Unknown 
 
Race 
-White 
-Asian 
-Black/African American 
-Other 
-Hispanic/Latino 
-Unknown 
 
Time between Diagnosis and 
Advanced Diagnosis (mean) 
  
First Known ECOG 
-0 
-1 
-2 
-3 
-4 
-Unknown 
 
Region 
-Northeast 
-West 
-Midwest 
-South 
-Unknown 
 
1st Line Maintenance 
-0 
-1 
 
 

 
14547 (47.0%) 
16426 (53.0%) 
1 (~0%) 
 
 
21673 (70.0%) 
799 (2.5%) 
2566 (8.3%) 
2529 (8.2%) 
47 (0.2%) 
3360 (10.8%) 
 
5.6 ± 17.7 months 
 
 
 
7423 (24.0%) 
8428 (27.2%) 
3028 (9.8%) 
676 (2.2%) 
31 (0.1%) 
11388 (36.8%) 
 
 
6286 (20.3%) 
4502 (14.5%) 
5547 (17.9%) 
12233 (39.5%) 
2406 (7.8%) 
 
 
27929 (90.3%) 
2995 (9.7%) 
 
 
 

Biomarker Results 
-ALK Positive 
-ALK Negative 
-Unknown 
 
-EGFR Positive 
-EGFR Negative 
-Unknown 
 
-KRAS Positive 
-KRAS Negative 
-Unknown 
 
-PDL1 Positive 
-PDL1 Negative 
-Unknown 
 
-ROS1 Positive 
-ROS1 Negative 
-Unknown 
 
Stage at Diagnosis 
-Occult 
-Stage 0 
-Stage I 
-Stage IA 
-Stage IB 
-Stage II 
-Stage IIA 
-Stage IIB 
-Stage III 
-Stage IIIA 
-Stage IIIB 
-Stage IV 
-Unknown 
 
 
 
 
 
 

 
691 (2.2%) 
16882 (54.5%) 
13401 (43.3%) 
 
3222 (10.4%) 
16203 (52.3% 
11549 (37.3%) 
 
2522 (8.1%) 
6257 (20.2%) 
22195 (71.7%) 
 
1421 (4.6%) 
2778 (9.0%) 
26775 (86.4%) 
 
123 (0.4%) 
9360 (30.2%) 
21491 (69.4%) 
 
 
1 (~0%) 
1 (~0%) 
417 (1.3%) 
972 (3.1%) 
864 (2.8%) 
150 (0.5%) 
672 (2.2%) 
577 (1.9%) 
344 (1.1%) 
2152 (6.9%) 
3863 (12.5%) 
20029 (64.7%) 
932 (3.0%) 
 
 
 

Site of Metastasis 
-Liver Positive 
-Liver Negative 
 
-Lung Positive 
-Lung Negative 
 
-Brain Positive 
-Brain Negative 
 
-Adrenal Positive 
-Adrenal Negative 
 
-Lymph Node Positive 
-Lymph Node Negative 
 
-Bone Positive 
-Bone Negative 
 
-CNS Positive 
-CNS Negative 
 
-Other Positive 
-Other Negative 
 
Histology 
-Squamous 
-Non-squamous 
-Not Otherwise Specified 
 
Smoking History 
-Smoker 
-Non-Smoker 
-Unknown 
 
Age at First Line (mean) 
 
 
 
 
 

 
1642 (5.3%) 
29332 (94.7%) 
 
1323 (4.3%) 
29651 (95.7%) 
 
4287 (13.8%) 
26687 (86.2%) 
 
811 (2.6%) 
30163 (97.4%) 
 
1611 (5.4%) 
29313 (94.6%) 
 
8001 (25.8%) 
22973 (74.2%) 
 
264 (0.9%) 
30710 (99.1%) 
 
2539 (8.2%) 
28435 (91.8%) 
 
 
7618 (24.6%) 
21780 (70.3%) 
1576 (5.1%) 
 
 
26476 (85.5%) 
4092 (13.2%) 
406 (1.3%) 
 
66.9 ± 9.8  yrs 
 
 
 
 
 

 

Table 2. Number of patients having at least the 
number of lines in their TS 

Line Number of patients 
1 30974 
2 13579 
3 5345 
4 2111 
5 787 
6 290 
7 132 
8 52 
9 19 

10 5 
11 2 
12 2 
13 2 

 

Definitions 

Let D represent the set of drugs received by patients. A treatment, also referred to as a line of therapy (LOT), is an 
administration received by a patient over a specified time period. A treatment sequence (TS) is a series of LOTs 
received by a patient in a sequential manner to indicate the order in which the treatments were  administered. For 

Figure 1. Class percentage breakdown 
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example, a patient P that took a series of three therapies (A, B, and C) in D, patient P’s TS is defined and represented 
as the following:  “A BC” where A is the first LOT, B the second, and C the third. In this representation, all 
LOT’s are separated by arrows. 

Primary Outcomes 

Given a group of similar patients Simp to a patient P, recommend a treatment corresponding to the subgroup of patients 
having the “best” outcome following the same treatment stem sequence (prior treatments). More formally, the stem is 
the entire TS before the recommended LOT. For patient P, if we want to recommend a fourth LOT, the TS from the 
first line A to third line C would be considered the stem.   

This study uses patient line survival as the primary outcome. After Stem Patient Survival (ASPS) and its corresponding 
calculation, define the “best” outcome in our study. The following paragraphs provide more details on the ASPS 
definitions and how the method determines the similar patient subgroups and treatment stems. 

ASPS: Is defined as the percent time duration from the start of the next LOT after the treatment stem sequence until 
either death or last known treatment end date (computed in days) divided by the overall survival (also computed in 
days). More formally, given P and the set of similar patients Simp, let “t1 t2…tk” be the TS of patient P used as 
the stem treatment sequence to find patients with similar previous treatment as P.  

In the example of Figure 3, this treatment stem sequence corresponds to (AB). If Pi is a patient in Simp, then we 
define the treatment sequence of Pi as “ti1 ti2…tij…tik tik+1…tin”. In this case, the ASPS of patient Pi 
in Simp, noted ASPS (Pi) is defined by the following equation, where duration (tij) is the time duration of the LOT tij. 

𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴(𝐴𝐴𝑃𝑃) =
∑ 𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷(𝐷𝐷𝑖𝑖𝑖𝑖)𝑛𝑛
𝑖𝑖=𝑘𝑘+1
∑ 𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷(𝐷𝐷𝑖𝑖𝑖𝑖)𝑛𝑛
𝑖𝑖=1

                                                                 (1) 

In the example of Figure 3, ASPS (P1) is the ratio of the duration of the sum of the treatment durations of the LOTs  D 
and E (100 days) and the overall survival of patient P1 (250). 

Methodology Pipeline 

Given a “reference” patient P described by a set of demographic, genetic, clinical characteristics, and a set of already 
prescribed treatments, our approach is to recommend the next treatment for patient P by finding the treatment sequence 
administered to similar patients that led to the “best” outcome.  In this study, the best outcome is determined using 
line therapy survival. Figure 2 depicts the main steps involved in our approach. 

 
Figure 2. Proposed methodology pipeline  

Non-Treatment-Based Similarity 

We divide the set of patient features into two categories: genetic and clinical/demographic. We first compute the 
similarity between patients for each category and then combine the two similarity measures using a geometric mean 
calculation. A similar approach for combining multiple patient similarity metrics was used in a study by Gottlieb et 
al4. We compute the similarity between patients within each category using the Gower Similarity Coefficient16 given 
its design to incorporate both continuous and binary features. The resulting similarity matrix is then used to determine 
the set of similar patients above a pre-defined similarity threshold w.r.t a single reference patient. When calculating 
the similarity between patients, only features where both patients have valid entries are considered. If one of the 
patients has a null feature, this feature is ignored for the purposes of non-treatment-based similarity. 
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Treatment-Based Similarity 

Given a reference patient P, we first compute a set of similar patients Simp (determined from the genetic and 
clinical/demographic features). The next step is to filter from Simp the patients that do not share the same stem (prior 
treatments) as the reference patient. The objective is to consider only patients who share similar previous treatments 
in order to determine the next treatment for the reference patient. An example illustrating this filtering is depicted in 
Figure 3. Treatments are represented as letters, while arrows represent the sequencing of treatments. Patients 4 and 6 
are filtered from further consideration as they do not share the same treatment stem in their sequence as the reference 
patient. 

 
Figure 3. Example illustration of the algorithm recommending treatment D using line survival as the sole outcome 

Next Treatment Recommendation 

After the two-step filtering process, only patients who share a common treatment stem and have a similarity above a 
required threshold with the reference patient remain. From this subset of patients, we determine the percentage of each 
patient’s survival following the treatment stem. Once this value is computed, we average the percentage across all 
patients with the same next treatment following the stem. This process is detailed in Figure 3 and shows that the 
percentage of survival is only computed for the subgroup (Patients 1,2,3,5, and 7) that share the same treatment stem 
(AB).  All percentage of patients sharing the same next treatment after the stem are then averaged together (48% 
for D, 46.5% for F, and 43% for E), which results in the algorithm selecting treatment D as the best next treatment for 
the patient.  

To formally describe how we recommend the next treatment, consider the following definitions. Let Pt1, Pt2, …, Pti, 
… Ptm be m subsets of patients from Simp such that, patients in subset Pti share the same next LOT ti following the 
stem treatment sequence. In the example of Figure 3, patients P1 and P3 belong to the same subset sharing the same 
next line of therapy D.  

The equation below details the method for averaging the ASPS for each m subset in Simp: 

Max
𝐷𝐷=1…𝑚𝑚

(
∑ 𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴(𝐴𝐴𝑖𝑖)

|𝑃𝑃𝑡𝑡𝑖𝑖|
𝑖𝑖=1

|𝐴𝐴𝑡𝑡𝑖𝑖|
)                                                                        (2) 

The next treatment belonging to the subset of patients containing the highest average ASPS is selected as the “best” 
next treatment. 

Evaluation 

To evaluate the performance of our approach, we propose to consider a portion of patients in the dataset as a reference 
patient. Given that the patient survival time is known, we can compute the number of times that the recommended 
treatment would have led to a longer survival than the reference patient’s original survival time. In our proposed 
implementation, we divide the dataset into ten random subsets (with replacement following the entire selection of a 
subset), compute the performance of the approach for each sample, and then average the performance across all 
samples. We also analyze the impact of previous (i.e. stem) treatment knowledge on the performance of the method 
and the selection of the similarity threshold. 
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Results 

Altogether, there were 30,974 patients considered in this study. First, we separated ten random 300 patient subsets 
with replacement (a patient may not appear more than once in a same subset but may or may not be represented in 
another subset). As a baseline, we evaluated each subset of patients using the methodology proposed above, but 
without any prior treatment knowledge (0-stem). Each patient in this subset was evaluated against the other 30,674 
patients. After each subset evaluation was complete, the results were aggregated together. We repeated this process 
with the 0-stem length five different times considering different minimum similarity thresholds each evaluation (0.65, 
0.7, 0.75, 0.8, 0.85). The results are displayed below. 

Table 3. Results from evaluating the treatment recommendation algorithm with five different thresholds for zero prior treatments 
(0-Stem). The similarity threshold is listed along with the percentage representing the likelihood where a reference patient in the 
random subset was recommended a better different therapy than the one the patient took. The most and least frequent 
recommendations are also listed.  

Similarity 
Threshold 

Percent of Patients 
Recommended a 

“better” treatment 

Most Common 
Recommended 

Treatment Class 

Least 
Recommended 

Treatment Class 
0.85 69.8% Clinical Study Drug 

(22.3%) 
PDL1 Therapies 

(1.7%) 
0.8 69.3% Clinical Study Drug 

(23.3%) 
PDL1 Therapies 

(0.9%) 
0.75 72.7% Other Therapies 

(27.0%) 
PDL1 Therapies 

(0.3%) 
0.7 72.7% Other Therapies 

(40.6%) 
PDL1 Therapies 

(0.2%) 
0.65 72.8% Other Therapies 

(44.3%) 
PDL1 Therapies 

(0.1%) 
 

After the 0-stem baseline, we then repeated the same process with all five similarity thresholds for both 1-stem and 2-
stem subsets. 1-Stem ensures all treatment recommendations are from therapies following whichever therapy was the 
first line of the reference patient. 2-Stem follows a similar format but with two therapies. Figure 3 above illustrates 
the evaluation for a 2-stem process. The results for both 1-stem and 2-stem are found below in Table 4 and Table 5. 

Table 4. Results from evaluating the treatment recommendation algorithm with five different thresholds with a single line prior 
treatment knowledge (1-Stem). The similarity threshold is listed along with the percentage representing the likelihood where a 
reference patient in the random subset was recommended a better different therapy than the one the patient took. The most and 
least frequent recommendations are also listed.   

Similarity 
Threshold 

Percent of Patients 
Recommended a 

“better” treatment 

Most Common 
Recommended 

Treatment Class 

Least 
Recommended 

Treatment Class 
0.85 66.5% Platinum-Based 

Chemo (17.8%) 
Other Therapies 

(2.6%) 
0.8 68.1% Clinical Study Drug 

(19.5%) 
Other Therapies 

(4.5%) 
0.75 72.1% Clinical Study Drug 

(22.3%) 
Single Agent Chemo 

(2.0%) 
0.7 71.6% Clinical Study Drug 

(26.3%) 
Single Agent Chemo 

(1.0%) 
0.65 71.2% Clinical Study Drug 

(22.3%) 
Single Agent Chemo 

(0.3%) 
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Table 5. Results from evaluating the treatment recommendation algorithm with five different thresholds with a two line prior 
treatment knowledge (2-Stem). The similarity threshold is listed along with the percentage representing the likelihood where a 
reference patient in the random subset was recommended a better different therapy than the one the patient took. The most and 
least frequent recommendations are also listed.   

Similarity 
Threshold 

Percent of Patients 
Recommended a 

“better” treatment 

Most Common 
Recommended 

Treatment Class 

Least 
Recommended 

Treatment Class 
0.85 62.9% PDL1 Therapies 

(21.6%) 
Other Therapies 

(0.9%) 
0.8 64.1% PDL1 Therapies 

(19.9%) 
Other Therapies 

(0.6%) 
0.75 68.5% Anti-VEGF 

Therapies (18.6%) 
Other Therapies 

(1.9%) 
0.7 74.9% Clinical Study Drug 

(19.6%) 
Other Therapies 

(3.9%) 
0.65 77.4% Clinical Study Drug 

(20.3%) 
Other Therapies 

(4.2%) 
 

Discussion 

Discussion of Results 

These results indicate a majority of patients are not taking the next best treatment once they need to switch to a different 
therapy. For all three stem lengths and five similarity thresholds, more than 50% of patients were recommended a 
better therapy for survival.  Moreover, the length of stem and similarity threshold impacted the likelihood in which a 
patient was recommended a better therapy. In particular, for all the three stems, we found that as the similarity 
threshold increased (the subgroups of patients providing recommendations collectively are more similar to the 
reference patient), the likelihood a patient was recommended a better therapy decreased. Only two thresholds at the 
1-stem length (0.7 and 0.75) produced an increase in the likelihood of recommending a better therapy. Additionally, 
larger stem lengths (more prior knowledge), decrease this likelihood. The likelihood of recommending a better therapy 
decreased for all stem lengths and similarity thresholds except for the 2-stem length at the 0.7 and 0.65 thresholds. 

These results are intuitive. We would expect to determine a better next treatment after already considering the 
outcomes of the prior therapies. In addition, as the similarity threshold decreases, the considerations for what 
constitutes as a similar patient is reduced, which in turn may produce recommendations that may not be the most 
appropriate for a given patient. However, there is a tradeoff with high similarity thresholds. Higher thresholds will 
produce more refined groups of patients to consider, but more refinement means less patients are considered in the 
analysis. In order to compensate for the lower amounts of patients, larger datasets should be used in determining the 
“best” treatment recommendation. 

The other takeaway from these investigative results is recommendations from the drug class of Clinical Study and 
Other Therapies reduced as the similarity threshold increased. This also indicates the grouping of patients are 
becoming more refined and following more consistent standards-of-care, as most of the therapies considered in these 
two classes are either unique, new, or not yet approved therapies. Moreover, Clinical Study was the most 
recommended therapy class throughout this investigation (eight of the fifteen studies recommended this class). The 
identity of the treatments in this class are unknown which hinder any further investigation that may provide insight 
into which clinical study drugs are providing the largest impact. However, this encouraging result supports many of 
the promising clinical study results, and offers hope for many of the potential treatments for NSCLC patients in the 
future. 

Limitations 

Certain limitations do exist with this study and must be considered. First, many patients did not have complete feature 
profiles. In particular, 10,190 of the patients used in the study had no record of any biomarker results, and out of the 
remaining patients, the average patient only had between two and three results of the five biomarkers (2.86 average). 
For the patients with no biomarker information, this proved challenging as there is no genetic similarity that can be 
determined with these patients. In these cases, the similarity was determined using only the demographic and clinical 
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features. Along with the lack of genetic features, 1,927 patients contained gaps in the lines of therapy. For most 
patients, once the end of the line occurs, the next line begins. For the few patients with gaps, the beginning of the next 
line may not occur until months after the end of the last line. In this study we accounted for these gaps in the overall 
survival computation of the ASPS, however it is not the same as a typical treatment sequence of many the other 
patients. Additionally, while certain demographic features such as race, gender, and region were included in the 
similarity computation, no formal analysis of potential cofounders was investigated. 

Second, there is no comprehensive knowledge of why certain patients were administered given therapies. In our model, 
we use survival time as the sole outcome, whereas with some patients, quality-of-life or even cost of treatment is more 
important than the potential to live longer. Future applications of this work should investigate collective outcomes. In 
addition, this is a retrospective analysis. Many patients at the beginning of the study may not have had access to newly 
approved therapies or promising clinical study treatments. This may be why the model appears to be very inclined to 
recommend clinical study drugs for all the tested stem lengths.  

Lastly, there is no effective way to represent living patients. If the living patients are removed, the data becomes biased 
to only represent deceased patients. On the other hand, if you keep the living patients, their total survival becomes 
underestimated, as they are yet to complete their entire treatment pathway. In the case of our study, we included the 
living patients and represented their ending survival as the last day of the data cutoff. Altogether, there were 9,765 
living patients in the study. Any future researcher interested in applying similar work must consider the impact of 
living patients.  

Future Work 

Future work will center upon developing a composite outcome that accounts for more than patient survival (quality 
of life, cost, etc…). This will aid in representing what the clinician believes is the best next treatment for a given 
patient. In addition, as more genetic biomarkers are discovered and reported, the model will be adjusted in order to 
account for any new discoveries.  

Conclusion 

Prior treatment knowledge plays a pivotal role in the selection of the next treatment for a patient. Using prior treatment 
knowledge along with patient similarity metrics, we proposed a methodology for recommending the next treatment. 
The “best” outcome for a given patient was determined by selecting the best percentage survival following the same 
administered treatment from a subgroup of similar patient. Our initial investigative evaluations indicated that while 
many patients are not taking the best next treatment for survival, the likelihood that a patient took the best next 
treatment increases as the subgroups are refined closer to the given patient or the target patient has a longer prior 
treatment history. Further investigation is necessary in order to validate these findings.  
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Abstract 

Heart disease remains the leading cause of death in the United States. Compared with risk assessment guidelines 
that require manual calculation of scores, machine learning-based prediction for disease outcomes such as 
mortality can be utilized to save time and improve prediction accuracy. This study built and evaluated various 
machine learning models to predict one-year mortality in patients diagnosed with acute myocardial infarction or 
post myocardial infarction syndrome in the MIMIC-III database. The results of the best performing shallow 
prediction models were compared to a deep feedforward neural network (Deep FNN) with back propagation. We 
included a cohort of 5436 admissions. Six datasets were developed and compared. The models applying Logistic 
Model Trees (LMT) and Simple Logistic algorithms to the combined dataset resulted in the highest prediction 
accuracy at 85.12% and the highest AUC at .901. In addition, other factors were observed to have an impact on 
outcomes as well. 

Introduction 

Heart disease is the leading cause of death in the United States. About half of Americans have at least one of the 
three most common risk factors for heart disease: high blood pressure, high low-density lipoprotein (LDL) 
cholesterol, and smoking. Other factors that contribute to cardiovascular health are physical activity, diet, weight, 
and glucose control. By 2035, it is estimated that almost half of adults in the United States will have some form of 
heart disease, with the cost exceeding $1.1 trillion.1 Around 720,000 Americans will have their first hospitalization 
due to acute myocardial infarction (AMI) or coronary heart disease, and around 335,000 will have a recurrent event, 
in 2018.1 It was suggested that one in every 7.4 Americans will die of an AMI.1 Moreover, 170,000 AMI incidences, 
out of approximately 805,000 every year, are silent or without the classic symptoms such as chest pain, shortness of 
breath, and digestive issues.1 Most treatment plans involve lifestyle modification and medications that require a high 
level of patient participation, compliance, and agreement with the treatment plan. Non-compliance has been studied 
and the results remain consistent that compliance is key to reduced cost-benefit, lower readmission rates, and 
reduced mortality.2–4 An accurate prediction model for AMI mortality can inform the design of treatment plans and 
promise to improve patient compliance with the plans, thereby reducing costs, readmission, and mortality rates. In 
addition, it can set realistic expectations for medical staff, patients, and families at a time when emotion and 
judgment conflict. An acute medical illness that requires hospitalization often results in a high mortality rate during 
the year after discharge, especially for elderly patients. This is due to progressive physical decline.5 Considering 
severely ill patients, who are usually prone to unnecessary interventions, communication about end-of-life planning 
(EOLp) becomes critical to the hospitals. A timely and reasonable discussion on EOLp is possible when there is an 
accurate estimation of patient’s risk of death.6  

Currently there are a variety of score-based risk assessment guidelines and systems associated with mortality 
prediction for outcomes of AMI and other heart diseases. CADILLAC (Controlled Abciximab and Device 
Investigation to Lower Late Angioplasty Complications) risk score is used to predict mortality for patients that 
suffered from an ST-segment-elevation myocardial infarction (STEMI) with percutaneous coronary intervention 
(PCI) as the primary treatment.7 CRUSADE (Can Rapid risk stratification of Unstable angina patients Suppress 
ADverse outcomes with Early implementation of the ACC/AHA guidelines) is a risk assessment scoring system that 
measures bleeding risk in patients with non-ST-segment-elevation myocardial infarction (NSTEMI).8 Global 
Registry of Acute Coronary Events (GRACE) is used to predict in-hospital and six-month mortality risk following 
an AMI.7 Korea Acute Myocardial Infarction Registry is a prediction model for long term outcomes related to 
NSTEMI.9 The Ontario mortality prediction scores can be used to predict 30-day and one-year mortality rates 
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following an AMI.10 The Primary Angioplasty in Myocardial Infarction (PAMI) mortality risk score, which is 
similar to CADILLAC but uses different variables, is specifically used when primary PCI was the treatment of 
choice for patients who suffered from a STEMI.11 The Soroka Acute Myocardial Infarction (SAMI) score predicts 
one- and five- year mortality following an AMI.12 The Seattle Post Myocardial Infarction Model (SPIM) can predict 
survival following an AMI with left ventricular dysfunction.13 Thrombolytic In Myocardial Infarction (TIMI) risk 
score is to predict in-hospital and one-year mortality in STEMI patients.7 The Zwolle risk score is used for early 
discharge of low-risk patients following primary PCI for patients that suffered from a STEMI.14  

There is not one go-to risk scale for all AMI patients, since it depends on the specific situation of the patient. In 
addition, different kinds of information are required for different risk scores. Though calculators do exist for some of 
these scales, the required information may not always be readily available. For example, Killip class is not readily 
available in the electronic health records (EHR), but is needed for calculating a majority of aforementioned scores. 
Killip class, is a major factor considered in many scores, where classes are based on physical examination of the 
patient to gauge the level of heart failure.15 Other factors used in these different scoring systems include 
demographic information such as age, gender, weight, ethnics; chart values such as heart rate and systolic blood 
pressure; lab values such as hematocrit, creatinine clearance, serum and creatinine; test results such as 
echocardiography results, TIMI flow rate, and left ventricular ejection fraction; type, timing, and location of AMI; 
treatment decision; cardiac health information including presence of triple vessel disease, cerebrovascular disease, 
pulmonary edema, cardiac dysrhythmias, angina, hypertension; and information regarding comorbidities and overall 
health such as diabetes status, anemia, renal health, cancer status, smoking status, and obesity.7-14  

With the wide adoption of EHR systems in the US, the rich EHR data have been recognized as a promising resource 
for comparative effectiveness research, outcomes research, epidemiology, drug surveillance, and public health 
research.16 On the other hand, machine learning has become a popular approach for building models using EHR data 
to predict mortality rates, as well as a variety of other disease outcomes such as progression to Type 2 diabetes,17 
intensive care readmission,18 and development of Alzheimer’s disease.19 There are other examples of predicting 
outcomes for radiation therapy20 and acute ischemic stroke.21 Lately, multiple studies have used machine learning 
and EHR data to predict mortality for patients diagnosed with diabetes,22 breast cancer,23 burn injury,24 and sepsis or 
septic shock.25-26 The information availability and ease of access to information within EHR has allowed for this 
newer technology to move to the forefront. When previous predictive models were built, they were done so when 
paper files were still the standard. Since EHRs have now become the de facto data source for health-related research, 
it follows that utilizing machine learning to build prediction models would also become the new standard. 

This is especially true, in cardiology, as practitioners become required to utilize large amounts of data from different 
sources and practice more personalized medicine instead of a one-size fits all approach.27,28 In addition, the 
complexity of these patients can create an environment well suited for machine learning techniques. Recently, a few 
studies have used machine learning to predict cardiovascular issues. Goldstein, Navar and Carter29 worked 
specifically in the pros and cons of using machine learning versus regression models in cardiovascular risk 
prediction. They studied 1,944 patients with AMI admitted through the emergency room and utilized lab tests, 
demographics, and comorbidity information. Wallert et al.30 compared four different machine learning algorithms on 
51,943 patients to predict two-year survival following an AMI. They evaluated boosted C5.0 trees/rule sets, Random 
Forests, Support Vector Machines (SVM), and Logistic Regression. They utilized 39 different predictors, such as 
established risk indicators, survival factors, demographics, symptoms, echocardiography results, lab values, 
reperfusion, and pharmacology. Mansoor et al.31 studied in-hospital mortality in females with STEMI, using 
Logistic Regression and Random Forest algorithms. Their study consisted of 12,047 patients and utilized a different 
number of variables, including demographic information, comorbidities, treatment, health statics, zip code, primary 
payer, admission information, and hospital characteristics. Miao et al.32 predicted one-year mortality in cardiac 
arrhythmias. They studied 10,488 patients from MIMIC-II using 40 variables and Random Survival Forest 
classification. Their variables included demographics, clinical variables, lab values, and pharmacology. Deep 
learning and artificial neural networks, have recently been widely used in prediction tasks relating to healthcare due 
to their superior prediction accuracy.33,34 Auto-encoders have successfully been utilized to predict diagnosis. 
Recurrent neural networks (RNN) have been applied to handle temporal sequence of events.33  

The current study built and evaluated various machine learning models to predict one-year mortality in patients that 
were diagnosed with an AMI or post myocardial syndrome (PMS). One-year mortality was selected for this study as 
a starting point because it would allow for comparison to other studies and consider that there are patients that had 
multiple AMI admissions within a two-year period. In our study, the results of the best performing machine learning 
model are compared to a deep feedforward neural network (Deep FNN) with back propagation. There are some 
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overlapping characteristics compared to previous cardiac associated prediction models and some differences. For 
example, this study does not differentiate between NSTEMI and STEMI as many previous models do. In addition, 
this study does not use any interpreted data such as echocardiography, location of AMI, or Killip class. The goal is 
to build prediction models using different machine learning algorithms and datasets to determine which 
classification model(s) performs the best. As shown by Johnson et al. there are pros and cons in each of the 
algorithms.27 Based on the results from many recent studies, it is proved that machine learning models are more 
accurate in mortality prediction tasks compared to score-based systems. Contrary to score-based guidelines, which 
require physicians to manually calculate scores, machine learning-based models for predicting disease outcomes are 
based on complex algorithms with powerful analysis capability on large datasets.32	

Methods 

We obtained patient data from the Medical Information Mart for Intensive Care III (MIMIC-III) database.36 MIMIC-
III is a freely available database developed by the MIT Lab for Computational Physiology. It integrates deidentified, 
comprehensive clinical data of patients admitted to the Beth Israel Deaconess Medical Center in Boston, 
Massachusetts. It is released as a relational database comprised of 26 data tables of which 7 were used in this study. 
This database covers over 58,000 hospital admissions of approximately 40,000 patients spanning an eleven-year 
period.36 Waikato Environment for Knowledge Analysis (WEKA) is a freely available Java based software 
developed at the University of Waikato, New Zealand. It provides user-friendly and easy-to-use implementations of 
many machine learning algorithms.37 WEKA was used in this study to explore the performance of various machine 
learning algorithms on the obtained datasets. In WEKA, we used the default configuration of each algorithms with 
10-fold-cross-validation for model validation. TensorFlow is an open-source machine learning system released by 
Google Brain.38	 It is used in this study to implement a Deep FNN, utilizing packages from SciPy,39 including Scikit-
learn,40 NumPy41 and Pandas42 in Python,43 on a system with 2.2 GHz Intel Core i7 CPU. The implemented Deep 
FNN in this study has 2 hidden layers and 1 prediction layer for the classification task, using softmax cross entropy 
with logits for cost estimation, and gradient descent algorithm to optimize the cost. The size of each hidden layer 
was set as twice the input size. Rectified linear unit (ReLU) was used as the linear activation function. 10-fold-cross-
validation was considered for model evaluation since data is not very large.44  

Data and Variable Selection 

Data selection was initially based on features used in other similar studies and previous risk scales, and then further 
refined and limited by the data available in MIMIC-III. Interpreted data such as echocardiography and Killip class, 
certain specific comorbidity diagnoses, and pharmacology were not readily available in MIMIC-III and excluded 
because of that. Features related to admission, demographic, treatment, and comorbidity, were considered in this 
study. Regarding lab values, those evaluating both long- and short-term overall health, were taken into 
consideration. In addition, kidney and/or liver function have proven to be predictors of mortality,7–9,13,22,25,26 so 
values related to these were included. Lastly, since preferred cardiac markers changed over the eleven-year period, a 
variety of them were included as well. Any data value with multiple entries such as lab values were averaged and the 
average value was used. In this study, we created different real-world datasets (i.e., admission information, 
demographics, treatment information, diagnostic information, and lab & chart values) from MIMIC-III, and 
investigated which set of features would contribute to the most reliable prediction models. In addition, a 
combination of all datasets was created to see if it improves model performance. Details regarding the variables 
employed in this study are given in Table 1.  

Initially, there were 5037 subjects that met the criteria to be included in this study. These were patients who had an 
ICD-9 code of 410.0-411.0 (used for claims with a date of service on or before September 30, 2015) in MIMIC-III. 
Upon further review, it was determined that these subjects accounted for a total of 7590 admissions over an eleven-
year period, out of which only 5436 admissions had a diagnosis of AMI or PMS, because there were patients that 
had multiple admissions for AMI or PMS while others had multiple admissions with only one being for AMI or 
PMS. It was decided to look at the data based on admission, rather than the individuals, since there were cases in 
which an individual survived a year in one admission, but did not survive a year in another admission. We treated 
each admission as a separate instance because each admission presented set of circumstances. Though certain 
demographic features would remain the same if the same patient was readmitted, all of the other factors could be 
different.  
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Table 1. Variables included in each dataset 
Dataset Variables 

Admission 
Information 

Total days of admission, month of admission, discharge location, whether or not initial ER 
diagnosis was AMI or rule out AMI 

Demographics Age at admission, gender, religion, ethnicity, marital status 

Treatment 
Information 

Cardiac catheterization, cardiac defibrillator and heart assist anomaly, cardiac defibrillator 
implant with cardiac catheterization, cardiac defibrillator implant without cardiac 
catheterization, cardiac valve and other major cardiothoracic procedures with cardiac 
catheterization, cardiac valve and other major cardiothoracic procedures without cardiac 
catheterization, cardiac valve procedures with cardiac catheterization, cardiac valve 
procedures without cardiac catheterization, coronary bypass with cardiac catheterization, 
coronary bypass with cardiac catheterization or percutaneous cardiac procedure, coronary 
bypass with PTCA, coronary bypass without cardiac catheterization, coronary bypass 
without cardiac catheterization or percutaneous cardiac procedure, other cardiac pacemaker 
implantation, other major cardiovascular procedures, other permanent cardiac pacemaker 
implant or PTCA with coronary artery stent implant, percutaneous cardiac procedure with 
drug-eluting stent, percutaneous cardiac procedure with non-drug-eluting stent, percutaneous 
cardiac procedure without coronary artery stent, percutaneous cardiovascular procedure, and 
permanent cardiac pacemaker implant 

Diagnostic 
Information  

Cancer, endocrinology, gastroenterology, genitourinary, hematological disorder, infection, 
liver or kidney issues, neurological disorder, orthopaedic disorder, other cardiovascular 
disease, other comorbidities (DRG codes), respiratory disorder, and toxicity issues 

Lab & Chart 
Values 

Average lab values included a lipid profile (cholesterol ratio, LDL cholesterol, HDL 
cholesterol, total cholesterol, and triglycerides), liver and kidney function tests (alanine 
transaminase, aspartate transaminase, alkaline phosphatase, albumin, bilirubin, blood urea 
nitrogen, creatinine, gamma-glutamyltransferase, L-lactate dehydrogenase, and total 
protein), cardiac function tests (N-terminal prohormone of B-type natriuretic peptide, C-
reactive protein, creatine kinase, creatine phosphokinase-MB, cortisol, homocysteine, 
troponin I and troponin T), and electrolytes (bicarbonate, calcium, chloride, potassium, and 
sodium), glucose, hematocrit, hemoglobin, and white blood count;  
Average chart values include diastolic and systolic blood pressure, heart rate, and respiratory 
rate 

Combined All of the Above 

Data Preprocessing 

From the initial list of hospital admissions, there were admissions that had multiple diagnostic codes for AMI or 
AMI and PMS. Duplicates were removed to ensure that there was one admission per actual instance. Duplicate 
entries also existed in the treatment data and the comorbidities. In both cases, it was either due to multiple codes for 
the same treatment (due to multiple entries in different parts of the EHR) or due to multiple treatments or 
comorbidities for the same admission. In the latter case, both items were counted. For the demographics, one data 
item that needed to be corrected was the age and death age of anyone over the age of 89. These fields were changed 
in MIMIC-III to mask the age per HIPAA rules. The ages were changed back by subtracting 211 years from the 
values presented. The lab and chart values were reviewed to remove or correct entry errors. There were a few 
instances in the blood pressures where the numbers had been entered in reverse order. It was also realized that a ‘0’ 
value in the lab values occur when there is a ‘see comment’ entered at any time with that lab value, thus all 0 values 
were removed from the lab values. Any lab or chart values that seemed biologically invalid were also removed. 
Outliers in lab values were removed. The first and third quartile were calculated and any values that fell outside of 
the first quartile minus 1.5 times the interquartile range or the third quartile plus 1.5 times the interquartile range 
were removed. Classifications were run with both the outliers in place and without the outliers. Results were better 
with the outliers. This was potentially due to more abnormal lab results. 

Modeling and Evaluation 

The outcome of the prediction models is the mortality that occurred within one year after admission. Admissions in 
which the patient died within a year were considered as positive instances and those in which the patient did not die 
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within a year were considered as negative instances. The classification algorithms that were run for each dataset 
include AdaBoost, Attribute Selected Classifier, Bayes Net, Classification Via Regression, Decision Stump, 
Decision Table, Iterative Classifier Optimizer, Hoeffding Tree, J48, JRip, Logistic, Logistic Model Trees (LMT), 
LogitBoost, NaiveBayes, OneR, PART, Random Forest, Random SubSpace, Random Tree, Randomizable Filtered 
Classifier, REP Tree, Stochastic Gradient Descent (SGD), Simple Logistic, Sequential Minimum Optimization 
(SMO), and Voted Perceptron. As some algorithms performed poorly, not all results are reported here. The 
classification algorithms were compared to determine which models yielded the best results based on overall 
accuracy, precision, recall, and area under the curve (AUC) of the receiver operator curve (SROC). Precision 
measures positive versus negative results, while recall measures the percent of positive instances identified out of 
the total amount of positive instances in the dataset. F-measure is the harmonic mean of precision and recall. 
Machine learning algorithms were first applied on each dataset individually, and then on the combined dataset with 
predicted outcome as one-year mortality. Deep FNN was applied on the combined dataset and compared with the 
best performing shallow machine learning algorithm.  

Results 

Of the 5436 admissions included in this study, 1629 (30%) in which the patient died within one year of admission 
are positive instances and the remaining 3807 (70%) in which the patient survived past the one-year mark are 
classified as negative instances. Summary statistics for these instances can be found in Table 2. 

Table 2. Summary statistics of the cohort of patients 
  
 Characteristics 

Number of 
Instances 

Number and Percentage 
of Positive Instances 

Number and Percentage 
of Negative Instances 

P-value 

Gender 
 

Male 3308 877 26.5% 2431 73.5% <.00001 

Female 2128 752 35.3% 1376 64.7% <.00001 

Age when first 
admitted 

Under 30 13 4 30.8% 9 69.2% .949588 

30 to 49.9 420 58 13.8% 362 86.2% <.00001 

50 to 59.9 784 92 11.7% 692 88.3% <.00001 

60 to 69.9 1209 273 22.6% 936 77.4% <.00001 

70 to 79.9 1428 465 32.6% 963 67.4% .012632 

80 to 90 1524 708 46.5% 816 53.5% <.00001 

Over 90 58 29 50.0% 29 50.0% .000813 

Ethnicity 

Asian 87 23 26.4% 64 73.6% .468718 
Black 291 103 35.4% 188 64.6% .037736 

Hispanic/Latino 97 19 19.6% 78 80.4% .024348 

Other 108 25 23.1% 83 76.9% .118186 

White 3774 1144 30.3% 2630 69.7% .401699 

Initial ER 
Diagnosis MI? 

Yes 2061 470 22.8% 1591 77.2% <.00001 

No 3375 1159 34.3% 2216 65.7% <.00001 

With 
Comorbidities Total 1614 798 49.4% 816 50.6% <.00001 

 
Figure 1 shows the ROC for the datasets based on the classification that produced the highest accuracy for each 
dataset. The best performing models, in terms of AUC, were generated by applying Logistic Model Trees (LMT) 
and Simple Logistic algorithms on the combined dataset. Applying J48 and Logistic Regression algorithms, on the 
admission dataset, and the lab & chart values dataset, respectively, resulted in models with .80 AUC. Models that 
resulted from applying Random Forest, Attribute Select Classifier, and Decision Table algorithms on the treatment, 
demographics, and comorbidities datasets, respectively, did not perform well, all scoring an AUC under .70.  
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Figure 1. ROC of shallow models based on the highest accuracy with each dataset. 

 
Table 3 shows the results based on highest accuracy for each dataset, along with the shallow classification algorithm 
used. The model based on the combined dataset showed the highest accuracy of 85.12% applying LMT and Simple 
Logistic algorithms. The model developed from J48 algorithm on the admission dataset was closely behind at 
84.88% accuracy. These two models were not drastically different in other measurements as well. The model 
developed from J48 algorithm on the admission dataset, resulted in the highest precision, meaning it returned the 
most positive versus negative instances. The recall rates were low across the board meaning that none of these 
models were especially great at returning a high percentage of positive instances. In the case of the comorbidities 
dataset, modeled using Decision Table algorithm, the sensitivity is slightly higher than the specificity meaning that 
this dataset and model were slightly better at detecting the positive instances than the negative instances. 

Table 3. Summary of WEKA results based on the highest accuracy 
Dataset Best Performing 

Classification 
Algorithm 

Highest 
Percent 
Correctly 
Classified 

AUC Precision Recall F-Measure 

Combined LMT and Simple Logistic 85.12% 0.901 0.867 0.594 0.705 

Admission J48 84.88% 0.833 0.993 0.499 0.664 

Treatment Random Forest  83.73% 0.682 0.789 0.028 0.055 

Lab & Chart Values Logistic 78.46% 0.816 0.708 0.478 0.571 

Demographics Attribute Selected 
Classifier 

70.70% 0.645 0.524 0.238 0.327 

Comorbidities Decision Table 58.18% 0.590 0.566 0.660 0.610 

 
Table 4 shows the results of applying various shallow machine learning algorithms in WEKA and the deep learning 
algorithm implemented in TensorFlow, on the combined dataset. For the most part, the models based on machine 
learning algorithms performed similarly well with a few exceptions. LMT and Simple Logistic showed the highest 
accuracy of 85.12%. They also showed the highest AUC at .901. Decision Stump had the highest precision at 1 
meaning 100% of instances classified as positive were indeed positive. None of the machine learning based models 
showed recall rates that would be considered stellar, the highest rate being .744 produced by Bayes Net. This shows 
that none of these models were great at detecting a high percentage of positive instances in the dataset. This is where 
we examined Deep FNN. The model using Deep FNN, drastically outperformed all machine learning algorithms in 
terms of recall at .820, while maintaining precision at 0.831 and F-measure at .813. This means the Deep FNN 
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model outperformed the shallow machine learning algorithms in identifying a higher percentage of positive 
instances.	Since its AUC is .751, this model does not have a great sensitivity or specificity and its ROC curve would 
fall somewhere between the ones for lab & chart values and treatment in Figure 1.  
 

Table 4. Comparison of the performance of different models using the combined dataset  
Classification Algorithms Percent Correctly 

Classified 
AUC Precision Recall F-Measure 

AdaBoost 84.28% 0.849 0.981 0.484 0.649 
Bayes Net 81.55% 0.889 0.674 0.744 0.707 
Decision Stump 84.31% 0.730 1 0.476 0.645 
Decision Table 84.29% 0.865 0.923 0.519 0.665 
J48a 84.64% 0.843 0.97 0.503 0.662 
JRip 84.27% 0.737 0.985 0.483 0.648 
LMT 85.12% 0.901 0.867 0.594 0.705 

Logistic 85.06% 0.899 0.835 0.626 0.715 
Naïve Bayes 82.63% 0.862 0.768 0.603 0.675 
OneR 84.88% 0.749 0.993 0.499 0.664 
PART 84.58% 0.869 0.973 0.500 0.660 
Random Forest 84.60% 0.893 0.949 0.514 0.667 
Random Tree 76.77% 0.776 0.628 0.552 0.588 
REP Tree 83.61% 0.845 0.884 0.522 0.656 
SGD 84.90% 0.765 0.904 0.555 0.688 

Simple Logistic 85.12% 0.901 0.867 0.594 0.705 
SMOb 84.84% 0.751 0.972 0.509 0.668 
Voted Perceptron 70.70% 0.519 0.773 0.031 0.06 
Deep FNN 82.02% 0.751 0.831 0.820 0.813 

a: The implementation of C4.5 decision tree in WEKA 
b: WEKA’s implementation of John Platt's sequential minimal optimization algorithm for training a support vector classifier. 

Table 5 shows a comparison of the results of this study to similar cardiovascular studies. As shown, this study 
resulted in the highest AUC. It is interesting that no study utilized the same machine learning algorithm to obtain the 
highest AUC in their best model. This reflects a common understanding in data science that there is no universally 
applicable algorithm that outperforms all the other algorithms all the time. 

Table 5. Comparison of AUC to other Cardiovascular Studies 
Study Study Topic Classification Algorithm Highest 

AUC 
# of 

Variables 
Barrett et al. (This paper) 1-year mortality AMI Simple Logistic/LMT 0.901 79 
Goldstein et al.29 Cardiovascular Risk Boosting Tree Based 0.763 43 
Mansoor et al31. In-hospital mortality 

STEMI 
Logistic Regression 0.840 11 (with 

backward 
elimination) 

Miao et al.32 1-year mortality arrythmia Random Survival Forest 0.810 40 
Wallert et al.30 2-year survival AMI Support Vector Machine 0.845 39 

 
Discussion 

There are many factors that can affect mortality rates following a myocardial infarction. Figuring out a way to utilize 
the information regarding these factors will assist in accurately predicting possible outcomes. As seen from this 
dataset, there is not one specific factor that provides the needed predictability information, while being able to 
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include all relevant criteria leads to improved predictions. The various factors including comorbidities, treatment 
options, patient history, short-term and long-term overall health, and demographics can all impact outcomes in 
cardiac health, which makes it important to consider all of them when predicting cardiac outcomes. 

One interesting finding in this study, was the importance of initial diagnosis, as a “myocardial infarction” or “rule 
out myocardial infarction”. Of the 5436 admissions, 3375 of these were not tagged as either of these as the primary 
reason for admission. Of these, the percentage in the positive instances was higher than the percentage in the 
positive instances (34.3% versus 30%). Chi-square statistics was applied to compare the expected outcome with the 
observed outcome. The p-value was < .00001 and the result was significant at p < .05. This indicates the importance 
of recognizing myocardial infarction initially so that appropriate treatment can be used as soon as possible. Another 
possible explanation for this is when patient was hospitalized for a comorbidity, a significant number of AMI 
occurred. As there is no way to time stamp when the AMI occurred for patients who had AMI before admission, it is 
not possible to differentiate between those that occurred prior to admission and after admission. If that is the case, it 
indicates that an AMI that occurs during an admission may lead to a higher mortality rate. 

Two elements of the demographic dataset also appeared to be statistically significant. First off was gender. The 
percentage of female was higher than the percentage of male in the positive class. Chi-square statistics, considering. 
p-value < .00001 and significance at p < .05, indicate that gender does play a role in one-year mortality following a 
myocardial infarction. This may be attributed to differing symptoms in male and female patients. Because of the 
difference of symptoms in males and females, perceptional differences about these symptoms can play a role. This 
may cause female to seek treatment less proactively than male due to downplaying the symptoms or attributing the 
cause of the symptoms to something else. Another factor could be age, the average age of male in the positive class 
was 75.08 versus the average age of female in the same class at 77.65. In the negative class the gap is greater with 
males at an average of 66.02 and females averaging 72.09. The second element was ethnicity. Those that identified 
as White and Black had a higher percentage in the positive class than the overall cohort did. Those that identified as 
Asian and Hispanic/Latino had a lower percentage in the positive class than the overall cohort did.  

Admissions in the comorbidity dataset had a higher percentage in the positive class than the overall cohort did. 
Statistical analysis indicates that if patients have a comorbidity on the same admission, they are more prone to die 
within a year of a myocardial infarction than someone that does not have any treatment for a comorbidity on the 
same admission.  

Limitations and Future Opportunities 

A potential limitation of this study was the imbalanced dataset of positive and negative cases (30% vs. 70%). Future 
studies could be conducted in which there is closer to a 50/50 balance using some random sampling strategies. 
Another limitation was the availability of some lab values in MIMIC-III. Some patients did not have all lab values 
collected. In addition, some of the desired lab and chart values could not be easily obtained. Potentially, a different 
database would have different access to lab values and chart values allowing for more robust records to be used. 
Another limitation to this study is that none of the machine learning models and Deep FNN model were compared 
against the standard predictive scores to determine which were more effective and efficient. This would be an 
interesting further study if the variables needed for calculating the risk scores (e.g., Ontario, SAMI) are available in 
EHR. One last limitation to this study is the lack of information related to cause of death. We are unable to tell if 
cause of death was related to AMI, cardiac health, a comorbidity, or a completely unconnected occurrence. This 
additional information may provide helpful insight into improving mortality rates. 

Other opportunities for additional studies include those related to mortality rates as they relate to correct 
identification of AMI in the ER versus rates of those that have an AMI while already admitted for an unrelated 
comorbidity. Based on the data system in MIMIC-III, there is no specific timeline associated with when the AMI 
occurred so it is not possible to note if the diagnosis was associated with the initial admission or occurred during an 
unrelated ICU stay. In addition, studying the role of gender feature in mortality related to AMI would help. This 
study noted that the mortality rate in female was higher than male, thus discovering the reasons would be helpful to 
lowering those rates. Further studies could also use differing timelines related to mortality rates, for example 30 
days, six months, and two-years as done in other comparable studies. The deep learning architecture that was used in 
this study was a fully connected feedforward neural network. The non-linear activation function considered for 
hidden layers is usually logistic sigmoid, tanh, or ReLU. We chose ReLU which yielded the best performance 
results. During the training, the cross-entropy loss was optimized between the target output and prediction output. 
Another future study could investigate other deep learning algorithms’ performances on mortality prediction, like 
convolutional neural network (CNN), recurrent neural network (RNN), or long short-term memory (LSTM), 

414



incorporating more dense features (e.g., longitudinal data) and records, including clinical notes and temporal 
information related to patients. 

Conclusions 

This study examined multiple machine learning algorithms on multiple datasets obtained from MIMIC-III, to predict 
one-year mortality rate in patients diagnosed with AMI or PMS. In addition, the results of the best performing 
machine learning model on the Combined dataset, was compared to a Deep FNN model. Highest prediction 
accuracy and AUC was achieved by LMT and Simple Logistic algorithms, while Deep FNN had less accuracy and 
precision but higher recall. Correct diagnosis and treatment of AMI can have an effect on mortality as this study has 
shown. This emphasizes the importance of a few things. One, there needs to be more training to the public on 
reducing the risk factors associated with heart disease and AMI. Two, in order to lower the chances of a 
comorbidity, there needs to be more incentives to the public to maintain overall health when risk factors of heart 
disease exist. Three, there also needs to be more training to the public on recognizing the signs and symptoms of 
AMI, especially in women. Four, the improved predictability obtained by using machine learning can help at-risk 
patients strive for compliance to treatment plans to improve mortality risk.  
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Abstract

Medical records are text documents recording diagnoses, symptoms, examinations, etc. They are accompanied
by ICD codes (International Classification of Diseases). ICD is the bedrock for health statistics, which maps
human condition, injury, disease etc. to codes. It has enormous financial importance from public health
investment to health insurance billing. However, assigning codes to medical records normally needs a lot of
human labour and is error-prone due to its complexity. We present a 3-layer attentional convolutional network
based on the hierarchy structure of ICD code that predicts ICD codes from medical records automatically.
The method shows high performance, with Hit@1 of 0.6969, and Hit@5 of 0.8903, which is better than
state-of-the-art method.

Introduction

With the rapid increase of electronic medical records (EMRs) in China recently, precise analysis based on
these data has become urgent. ICD code assignment is one of the most valuable and challenging tasks.
ICD code has various usages, including medical reimbursement, administration and health service research1.
With the vigorously promotion of Diagnosis Related Groups (DRGs) in China2, higher attention has been
paid to ICD coding since ICD code is a key factor for DRGs. A little mistake in the code assignment can
lead to huge difference in insurance payment. In addition, it is also required to include ICD codes in the
first page of hospital medical record. Therefore, ICD coding is of great importance.

In China, the code assignment task still heavily relies on trained staff with good knowledge of medical ter-
minologies and coding rules3. However, Chinese DRG system has a short history comparing with developed
countries like US. Some hospitals just begin to pay attention to ICD coding in recent years. There is a big
lack in professional coders. Some of them even have no specialized coders. People who do the ICD coding job
also hold other post simultaneously. Even with enough professional coders in hospital, there are also other
problems. No third-party has enough resource to perfectly supervise the correctness of ICD codes. So some
hospitals tend to mis-code slight illness on purpose with ICD codes representing more serious diseases to get
higher payment from insurance. Another problem is that different provinces use different ICD standards in
China. These standards are similar, all based on ICD-10, but still have minor difference with each other,
which make it difficult to communicate among the whole country.

Therefore, it would be of great benefit to have a standard automatic method to assign ICD codes precisely,
efficiently and simple to use. There have been lots of research and attempts in this field. However, few of
them take use of the hierarchy structure of ICD code and these methods mainly focus on English dataset.
In this paper, we present a hierarchical method based on neural network which takes the hierarchy structure
of ICD code into account. The performance of our method is better than the state-of-the-art model on our
Chinese dataset.

Related Work

ICD code assignment is a long-standing task in the field of medical information. There have been lots
of methods including rule-based, similarity-based4 and traditional machine-learning-based methods such as
logistic regression and support vector machine5. Chen et al. (2017)4 use an improved Longest Common
Subsequence (LCS) to calculate the similarity between each diagnose and ICD code description, then chose
the most similar code. Ning et al. (2016)3 also use similarity-based method, but they do it in a hierarchical
way. There are 3-digit, 4-digit and 6-digit ICD codes. They begin the similarity calculation from 3-digit
codes. Only if the similarity of a 3-digit code is greater than a certain threshold, its child nodes (4-digit
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codes) will be calculated. The process is in a similar fashion for 6-digit codes.

With the rapid development of deep learning, several recent approaches employed deep neural networks have
also been put forward. Baumel et al. (2017)6 put forward HA-GRU (Hierarchical Attention- bidirectional
Gated Recurrent Unit), which uses both word-level and sentence-level GRU with attention mechanism. Shi
et al. (2017)7 use character-level and word-level recurrent neural network to obtain the representation of
diagnosis and use standard ICD descriptions to calculate attention weights for each diagnose. Prakash et al.
(2016)8 use the memory network architecture.

Among these methods, Mullenbach’s method9, which is based on convolutional neural network and attention
mechanism, achieves state-of-the-art performance on the MIMIC (Medical Information Mart for Intensive
Care) dataset10. They also claim that convolution-based models are more effective and more computationally
efficient than recurrent neural networks. In our method, we employ this model as a baseline model.

Methods
Dataset and Preprocessing

There are barely any public EMR datasets in Chinese, hence we use an internal dataset for our experiment.
In this section, the dateset will be introduced in detail. The dataset contains 242,877 semi-structured records
and 182,264 unique patients. Distributions of age and gender are illustrated in Figure 1 and Figure 2. For
each record, the main diagnose, which we mainly focus on, has already been extracted. One main diagnose
has exact exact one corresponding ICD code at all levels (one 3-digit, one 4-digit and one 6-digit). This
is due to the format of our data. All the corresponding ICD codes belong to ICD-1011. Among all the
records, there are 6,328 different codes covered in total. For example, one diagnose is ” 急性右侧脑桥梗塞”,
which means ”Acute right bridge cerebral infarction”. Its assigned code is I63.900, and the corresponding
description is ” 脑梗死”, which means ”cerebral infarction”. This is a relatively explicit and simple example.
There are lots of diagnosis containing wrongly written words, ambiguity and special characters, which makes
the code assigning process difficult.

Figure 1: Distribution of age in the dataset
During data preprocessing, we follow standard NLP (natural language processing) steps for Chinese language.
Chinese is different from English in that there is no delimiters between words in Chinese text, hence word
segmentation is required. We use a python library called jieba12, which means ”stammer” in Chinese. It is
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Figure 2: Distribution of gender in the dataset

one of the maturest Chinese word segmentation tools. We also use a dictionary containing about 100,000
medical terms to enhance the segmentation performance for EMR. In addition, we remove some characters
and stop words that could affect the performance. For example, in ”1、子宫内膜癌术后化疗后 �b 期 G2”,
”1、” is removed. In total, there are 1,958,463 tokens (words) and 14,824 types (unique words). After
preprocessing, we get a dataset with various-length diagnoses. The longest diagnosis has 95 words and
the shortest has only 1 word. We then split the dataset into train, test and validation set by the ratio of
0.8/0.1/0.1.

Besides the main diagnose, there are some other information in the original data that may be useful. We
choose age, gender and admission department as additional features. We concatenate the text of these
features with the text of main diagnose. For example, If the gender is ”male” and the diagnose is ”diabetes”,
we concatenate them together as ”male, diabetes”. We did experiment on both data with and without
features. The result turns out that these features can improve the performance, which will be discussed in
detail later.

Model Design

The neural network model we present in this paper is named Hierarchical Convolutional Attention for
Multi-Label classification (HCAML). It takes the hierarchy nature of ICD code into consideration by using
three modules. The three modules have similar architectures and they share parts of the parameters. The
architecture of each module is based on CAML (Convolutional Attention for Multi-Label classification)
introduced by Mullenbach et al. (2018)9, which mainly uses a convolution layer and attention layer.

CAML

We will first introduce the sub-model of our system - CAML. As can be seen in Figure 3, each word (in the
format of one-hot) is sent into the word embedding layer to obtain the corresponding word vector, which is
a low-dimensional, dense representation of the word. Then these word vectors are horizontally concatenated
into a matrixX = [x1, x2, ..., xN ], whereN is the total amount of words in a diagnose. After word embedding,
we use a 1d-convolution layer to combine adjacent word embeddings. We define k as the filter width, de as
the size of the input embedding and dc as the size of the output. It should be noted that the input matrix X
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Figure 3: Architecture of CAML

should be padded to ensure the output has the same length as N . The resulting matrix H = [w1, w2, ..., wN ]
has dimension Rdc×N .

Next step is calculating attention weights for each ICD label l. For each ICD label, for example Z51.102,
we assign a vector ul, where ul ∈ Rdc , to calculate the attention weights for this ICD label. ul is randomly
initialized at the beginning, and will be learned during training process. To get the attention weights, we do
the computation HTul. The resulting vector, which has dimension R1×N is then passed through a softmax
operator in order to obtain a distribution over each word in the diagnose:

αl = SoftMax(HTul).

αl is the attention weights vector for each ICD label l, where αl ∈ RN . αl shows the importance of each
word in the diagnose(one diagnose has N words). For example, αl,j means the importance of the jth word
in the diagnose. αl is then used to compute vector representations for each label:

vl =

N∑
n=1

αl,nwn.

After we obtain the vector representation vl, we can then compute the probability for label l using a linear
layer and a sigmoid activation function:

pl = σ(βT
l vl + bl),

where βl ∈ Rdc is the weights parameter and bl is the bias.

HCAML

HCAML consists of three basic CAML networks. The general structure is illustrated in Figure 4. There are
three modules, which are responsible for predicting 3-digit, 4-digit and 6-digit codes respectively.

The first module is same as CAML except that it predicts 3-digit code, which means smaller search space.
In our dateset, there are 1,222 different 3-digit codes in total. For the second module, we concatenate
the output of first module P1 ∈ R1×L3 to the output of the convolution layer. Suppose the output of the
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Figure 4: Architecture of HCAML

convolution layer is H = [w1, w2, ..., wN ]. We concatenate P1 to each wn. For whole H, we get H∗ =
[concat(w1, P1), concat(w2, P1), ..., concat(wN , P1)]. Then H∗ is passed through the attention layer and the
output layer to obtain the prediction of 4-digit code P2 ∈ R1×L4 . For the third module, we do similar thing
as the second module. P2 is concatenated to the output of the convolution layer.

These 3 modules share the same convolution layer, but each module has an independent attention layer and
output layer. The final output ŷ is the concatenation of each module’s output.

Training

The true label y is an one-hot representation. We concatenate 3-digit, 4-digit and 6-digit code together,
which means y contain all ICD labels including 3-digit ICD label, 4-digit ICD label and 6-digit ICD label.
y ∈ RL, where L = L3 + L4 + L6, where L3 means the number of 3-digit codes, L4 and L6 are similar. We
use ŷ and y for loss calculation,

Loss = −
L∑

l=1

yl log(ŷl) + (1− yl) log(1− ŷl)

During training, gradients are back-propagated in the order of module 3, module 2 and module 1. Parameters
of the convolution layer are updated three times, since the three modules share the same convolution layer.

Evaluation

We evaluate performance of the model on 6-digit codes. The metrics we use are Hit@1 (the prediction with
the highest probability is exactly the true label), Hit@5 (true label in the predictions with top 5 highest
probabilities) and AUC (area under the ROC curve). There are mainly two different application scenarios
for an automatic ICD Assignment tool. One is assigning codes automatically and the other is assisting
professional staff by narrowing the searching range. Since there are over 20,000 6-digit different codes in
ICD-1011. We evaluate HIT@1 for the first purpose and HIT@5 for the second purpose. AUC is a useful
metric for both purposes.

We also do experiments on various hyper-parameter settings. Detailed results will be discussed in the
following section.

Results and Discussion

We set CAML as our baseline model, and we also compared results between employing pretrained word
embeddings and random initialization. The pretrained word embeddings are trained using Word2Vec13 on
our data.
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MODEL FILTER_SIZE(k) FEATURE_MAPS(dc) L_R HIT@1 HIT@5 AUC
CAML 10 50 0.0001 0.6758 0.8739 0.9538
CAML 10 50 0.001 0.6739 0.8647 0.9186
CAML 5 50 0.0001 0.6870 0.8818 0.9376
CAML 7 50 0.0001 0.6704 0.8604 0.9354
CAML 10 250 0.0001 0.6449 0.8445 0.9549
CAML 10 500 0.0001 0.5548 0.7961 0.9489
HCAML 11 50 0.0001 0.6905 0.8893 0.9539
HCAML 11 50 0.001 0.6579 0.8585 0.9225
HCAML 5 50 0.0001 0.6893 0.8895 0.9487
HCAML 7 50 0.0001 0.6969 0.8903 0.9496
HCAML 11 250 0.0001 0.6729 0.8691 0.9588
HCAML 11 500 0.0001 0.6101 0.8256 0.9446

Table 1: Experiment results using features (L_R means learning rate)

We fine-tune various hyper-parameters, including learning rate (LR), filter size (k, the size of convolution
kernel) and number of feature maps (dc, the number of convolution kernels, which is also the output size of
the convolution layer). Other experiment configurations are listed in Table 2.

Device NVIDIA Tesla P100 * 1
Programming Language Python 3.6
Framework PyTorch 0.3.1
Embedding Size 200
Dropout Ratio 0.5
Batch Size 64
Optimizer Adam

Table 2: Experiment configurations

We feel that Hit@1 and Hit@5 are the most two important metrics, since Hit@1 means the ability of the
system to code automatically and Hit@5 means the ability to recommend a high confident small subset to
doctors for their further manual coding.

For plain CAML, it gets its best performance Hit@1 = 0.6870 and Hit@5 = 0.8818, when k = 5 and dc =
50. HCAML gets its best performance Hit@1 = 0.6969 and Hit@5 = 0.8903, when k = 7 and dc = 50

For both CAML and HCAML, the performance grows worse as dc grows. This means dc = 50 is enough to
catch the key feature of out data, and bigger dc will lead our model to over-fitted. As for parameter k, the
result is pretty interesting. k is the kernel size of the convolution layer, which means how many words in the
origin text will be involved in one element of the output matrix of the convolution layer. At the beginning
we thought the best k will be same for both CAML and HCAML, since the input text is same for them.
However they get the best performance at k = 5 and k = 7. The reason may be that since HCAML is more
complex than CAML, HCAML may need longer dependence of the origin text.

Comparing CAML and HCAML, we find that HCAML works better than CAML in all situations. The
best performance of HCAML is 1% and 0.9% higher than CAML in Hit@1 and Hit@5 respectively. Even in
condition of k = 5 and dc = 50, where CAML performs best, HCAML is still better than CAML. This means
that the hierarchy structure is very important to ICD coding. Encoding ICD in a hierarchy way, which is
also the human’s way to do ICD coding, can help improve the performance.
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MODEL HIT@1 HIT@5 AUC
CAML 0.6611 0.8432 0.9444
CAML+Features 0.687 0.8818 0.9376
HCAML 0.6974 0.8918 0.9514
HCAML+Features 0.6969 0.8903 0.9496

Table 3: Experiments results of using features and not using features for both CAML and HCAML under
their best hyper-parameters

For the experiments listed in Table 1, we use data with extra features (age, sex and admission department).
We also do experiments on data without features (only diagnosis) and the results are listed in Table 3.
We report results under both models’ best hyper-parameter settings. It turns out that adding additional
features significantly improve the performance of CAML with Hit@1 increased from 0.6611 to 0.687 and
Hit@5 increased from 0.8432 to 0.8818. However, adding features does not improve HCAML’s performance.

It also should be mentioned that although this task is a single-label classification task, our model can be
easily extended for multi-label task by setting a threshold to the output of final layer and choose those codes
with probabilities larger than it.

Conclusions and Future Work

To sum up, in this paper we present a hierarchical neural network (HCAML) for automatic ICD code
assignment, which uses the hierarchy character of ICD codes to enhance the performance of the baseline
model (CAML). By using this architecture, we can choose freely what to output among 3-digit, 4-digit and
6-digit codes. In addition, The result of shorter code can be used to increase the accuracy of longer code.
Our hierarchical model outperforms the baseline model, which is the state-of-the-art model, on our Chinese
dataset.

For future work, directions would be exploiting full text of EMRs and consider more useful information for
ICD code assignment task. When human experts assign ICD codes for EMRs, they normally consider not
only diagnosis, but also other information such as medical history and lab tests. In addition, it could also
be helpful to analyze grammar and syntax of the text of EMR and using it as additional features. In terms
of model structure, we could assign different punishment to code with different length. For example, if the
3-digit code is wrong, we can punish this result heavier, since the model classify the diagnose totally wrong.
If only the 6-digit code is wrong, we can punish this result lighter, since the model classify the code in a
correct direction, only the detail is wrong. Punishment could be fixed or dynamic which are updated through
training.
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Abstract

Estimating length of stay of intensive care unit patients is crucial to reducing health care costs. This can help physi-
cians intervene at the right time to prevent adverse outcomes for the patients. Moreover, resource allocation can be
optimized to ensure appropriate hospital staff levels. Yet the length of stay prediction is very hard, as physicians can
only accurately estimate half of their patient population. As electronic health records have become more prevalent,
researchers can harness the power of machine learning to accurately predict the length of stay. We propose a hid-
den Markov model-based framework to predict the length of stay using some of patients’ physiological measurements
during the first 48 hours of their admission to the intensive care unit. We show that this model can succinctly capture
temporal patient representations. We demonstrate the potential of our framework on real ICU data in consistently
outperforming most of the existing baselines.

Introduction

A firm grasp of the expected length of stay of an intensive care unit (ICU) patient is crucial for all players involved
in the health care industry. Given the high equipment costs and the large percentage of medical resources used by
ICU patients, having an accurate estimate of when each resource is likely to become available due to discharge or
alternative hospital stays, can lead to considerable optimizations for resource management1. Not only does this lead
to cost reductions for the hospital, but the patient as well. More importantly, once high-risk patients are identified,
hospital staff can assign highly trained and valuable specialists to specifically cater to those patients’ needs. An
accurate length of stay estimate can also help physicians intervene in a more timely manner and with better care plans.
This can lead to a rise in care receivers satisfaction, ultimately resulting in a higher reputation and credibility for
the hospital1–3.Yet predicting length of stay within an acceptable margin is difficult, as attending physicians fail to
accurately predict half of their cases1. Therefore, there is a great opportunity for machine learning methods to improve
the length of stay estimate.

A number of machine learning researchers have attempted to estimate the length of stay. Maharlou et al3, propose a
hybrid neuro-fuzzy method using decision trees and expert knowledge translated into logic rules, with MLP regression
neural networks, for predicting length of stay of cardiac surgery patients in ICU. Perez et al2 used hospital data gathered
in Columbia hospitals to develop different Markov models for each of the six primary reason for admission to ICU.
The learned model was reported to be helpful to the patient relatives and healthcare professionals. Recent works
have proposed the use of classification models by converting length of stay into a binary or multi-class problem.
Harutyunyan et al.4, introduced a recurrent neural network framework to predict the length of stay of patients as one
of the possible ten buckets. Using the same dataset, Gentimis et al.5, applied a neural network model to classify
patients into long staying patients and short staying patients and showed that neural network approaches do much
better than rule based and linear models. While the results have been promising, there are several limitations in the
existing models including the restriction to a multi-label classification problem or failure to leverage all of the patient’s
measurements for improved accuracy.

With the adoption of electronic health records (EHRs), a majority of an ICU patient’s physiologic measurements are
recorded in some form of structured data. The regular recording of vital signs indicate that these measures are deemed
as important indicators of patients’ status by the medical community. However, as human evaluators, physicians might
not be able to fully and accurately capture the history of changes of all measures and their complex interactions. We
believe that modeling the temporal dynamics of each patient can be used to more accurately estimate the length of
stay compared to the standard feature representation. Moreover, we posit that an accurate prediction of the patient’s
length of stay can be performed using just 48-hours of their physiological time series after their admission to the ICU.
Unlike several recent approaches4, 5, we predict the exact length of stay of patients. Although this is more challenging,
an estimate of the exact length of stay is substantially more valuable to health care staff, in terms of more accurate
planning and allocation of limited resources.
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We propose the use of the hidden Markov model (HMM) to track multiple physiologic measurements and their inter-
actions over time and succinctly summarize these trends in a sequence of states elegantly. To accurately learn the new
patient representation, we introduce the overlapping time window and ICU type aggregation technique to achieve ro-
bust and stable parameter learning of the HMM model. We demonstrate our model’s improved predictive performance
on a publicly available dataset of 4000 ICU patients. Our model not only achieves more accurate estimates, but can
still maintain similar model interpretability.

Method

We first provide an overview of the problem setup and then describe the general framework for our model as well as
the baseline models.

Dataset. We use the Physionet 2012 challenge dataset6, which contains 4000 ICU patients and their physiological
measurements during the first 48 hours after an ICU admission. This dataset has been chosen because it is publicly
available, has been preprocessed and thus is readily accessible for replication. The patients are admitted to four differ-
ent ICUs: Coronary Care Unit (Type 1); Cardiac Surgery Recovery Unit (Type 2); Medical ICU (Type 3); and Surgical
ICU (Type 4). The dataset contains general descriptors including age and gender as well as 37 different physiological
measurements. For the purpose of our study, we focus on the seven most commonly available measurements: non-
invasive diastolic arterial blood pressure, temperature, heart rate, Glasgow Coma Score, serum glucose, white blood
cell count and urine output. Based on previous work for this dataset and medical knowledge on ICU patients, the urine
output was aggregated up to each time point in the patients7, 8. We also use age and gender for clustering and missing
value imputation for the features. Table 1 summarizes the observation frequencies and percentage of missing values
for these seven variables.

Table 1: Summary statistics of the observation frequencies and percentage of missing values per patient

Feature Avg. update frequency (minutes) Average # of observations % of missing values

Glasgow Coma Scale 1039.85 13.26 1.6
Temperature 223.30 16.13 1.6
Heart Rate 63.29 46.48 1.6
White Blood Cell Count 1023.42 2.63 1.8
Serum Glucose 968.04 2.72 2.8
Urine output 113.54 28.65 2.9
NIDiasABP 112.21 21.73 12.7

HMM model. The Hidden Markov Model (HMM) assumes an underlying Markov process with unobserved (hidden)
states (denoted as Zt) that generates the output. HMMs have been used to analyze hospital infection data9, perform
gait phase detection10, and mine adverse drug reactions11. One computational benefit of HMMs (compared to deep
learning models) is the independence assumption where given only previous hidden state (Zt−1), the current (hidden)
state (Zt) is independent of the other previous states (Z1, · · · , Zt−2). Thus, the computation involved in learning
the state transition matrix (T ), the output probability distribution (p(xt|Zt), and the initial transition probabilities
(π) is simplified. While no closed form solution exists, the Expectation-Maximization algorithm is typically used to
estimate these parameters for a specified number of hidden states (S). Moreover, for continuous measurements, a
Gaussian HMM can be used where the output probability distribution is a multivariate Gaussian distribution.

We propose a new feature representation based on the HMM model that can capture the temporal sequences and
provide better prediction of the length of stay. Using a specified time resolution (e.g, 8 hours), a summary statistic for
each feature (e.g, average, most recent, maximum, etc.) is chosen based on the time window (see Figure 2). A Gaussian
HMM is then learned, which later will generate a series of states for each patient with its length corresponding to the
number of time windows. The probabilities of the states for the first time window and last time window are used to
form a new feature matrix. We hypothesized that HMM will be able to capture the latent underlying states of different
patients better than the raw time series features. First and last state were tried out with the intuitive rationale that
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patients’ beginning and end states can better explain the variance in their length of staya. This feature matrix is then
used as the input to a regression model to estimate the length of stay. A pictorial description of the steps involved in
an HMM model with five states and time resolution of every eight hours for a specific patient is shown in Figure 1.

Figure 1: Steps involved in the prediction of length of stay of a given patient using HMM model with 5 states, and
time resolution = 8 hours
Given the relatively small sample size, we also introduce preprocessing steps and aggregation techniques to achieve ro-
bustness, and improve learning of the parameters of the HMM model. Instead of mutually exclusive (non-overlapping)
time windows, we propose the use of overlapping time windows to learn better state transition probabilities. Additional
time frames are used that overlap with exactly half of the previous and next time windows. Thus, the time resolution
can be chosen such that each time window is likely to have at least one new observation. Moreover, it can smooth over
any sensitivity to the specified time resolution. A diagram of non-overlapping and overlapping scheme for a single
patient in the dataset is shown in Figure 2 for a time resolution of 8 hours.

It is well-known that there is a marked heterogeneity between different ICUs based on the patient distributions, severity
of illness, and durations of admission12. Yet, learning an individualized HMM model for each ICU may not be feasible
due to insufficient samples. For example, in the PhysioNet dataset, the Medical ICU had 1357 patients while Coronary
ICU only had 527 patients. Thus, instead of training a single HMM model for patients of all ice types, we propose
learning a different model for patients of each group of similar ICU units put together. This way, the learned parameters
will have more samples and can guard against overfitting.

Experiment Design

The Physionet dataset was split into an 80% training and 20% testing. To ensure approximately equivalent length
of stay distributions, the patients were binned based on their length of stay according to the intervals suggested in a
previous work4. As a result, there are similar distributions of long-staying and short-staying patients in both training
and test datasets. After the split, each feature was normalized to have zero mean and unit standard deviation on the
training set, with the same normalization process applied to the test dataset. We also observed that the length of stay
in days, as provided in the dataset, led to numerical imprecision in the HMM model. Thus, we converted the patients’
length of stay to hours to guard against numerical instabilityb. We also considered only using the first 12 hours or the

aWe explored the use of all the states, but preliminary experimental results did not yield significantly better results.
bGiven a linear regression model, this simply acts as a multiplicative factor on the coefficients.

427



(a) Non-overlapping time windows (b) Overlapping time windows
Figure 2: Example of time windows with time resolution = 8 hours for a given patient in the dataset

first 24 hour or the second 24 hour of data. The Root Mean Square Error (RMSE) for all these cases was lower than
using all the 48 hours, probably due to the low frequency of updates for measurements, that resulted in insufficient
data for the model to be able to learn a meaningful model.

Baseline Models. The predictive performance of our HMM model was evaluated against six common regression mod-
els: LASSO regression, ridge regression, Poisson regression, binomial regression, support vector regression (SVR)
and only using SAPS-II scores as linear regression features. For these models, the feature matrix consists of summary
statistics for each of the seven measurements noted in Table 1. The average, minimum, maximum, first, and last mea-
surements were computed to yield a total of 35 features. We performed correlation analysis of the 35 features using the
Pearson correlation coefficient and found some correlated features. Thus, we explored the application of PCA on the
feature matrix to reduce redundant features and remove noise. However, in most runs, the number of PCA components
needed to capture 95% of the variance was the same as the original features. Hyperparameter tuning for LASSO and
ridge were performed using cross-validation of the training data.

HMM Model. We performed several experiments to identify the best configurations with respect to the (1) number
of states (S); (2) overlapping or non-overlapping time windows; (3) aggregation of ICU types; (4) the summary
measure for each time window (average or last) and (5) selection of timewindows probabilities to include in the
final linear model. While there are two other parameters for our model, covariance structure and time resolution,
they were chosen based on preliminary experiments. Using the diagonal covariance for the features, we found the
HMM model performed better and the learned parameters were more stable. This is consistent with our exploratory
analysis, as the selected features had little correlation and thus would not benefit from the more complex spherical
covariance structure. Also, we chose the time resolution to match the availability of physiological measures while
also minimizing the length of the sequence. We explored using 4, 6, and 8 hours as the time resolution, but found
that 8 hours provided good predictive power and stable parameters. Thus, there were either 6 or 11 time frames for
non-overlapping and overlapping time windows. We performed multiple experiments using only probabilities of the
first time point, both first and last time point and all time points. Using both first and last time point probabilities gave
the best results in terms of lowest average and median RMSE, and lowest RMSE variance across 300 runs. Basing our
analysis on the same critera, we found that using last available measurement in an interval is better than using average
of measurements.
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For the purpose of this paper, we use an existing, open-source Python package hmmlearnc to train our HMM model.
Grid search was performed for the various parameters across five random splits of the training dataset. The best setting
was chosen based on three different criteria. In addition to the lowest value for the cost function associated with the
HMM optimization problem, we assessed the parameter value based on the LOS variance across all possible start and
end state pairs (greater is better), and variance within each possible start and end state pairs (lower means the patients
in that group were more similar).

For training the Gaussian HMM, a number of parameters are set randomly including the initial prior probability of
each state, initial transition matrix, mean and precision of the Normal prior distribution, tolerance, and number of
iterations. To mitigate the impact of the random initialization, we initialized multiple instances of the HMM model
for a given split of data, and observed that the transition matrix and the prior vector do not change significantly over
different parameter initializations (they only change in the order of 0.000001). Therefore, the number of iterations of
parameter initializations for the HMM model was set to five.

Missing value imputation. Our dataset included many missing values. If a patient had no measurement for any of
the seven features, the patient was not included in the experiment. For the baseline feature matrix, missing values
were imputed with the mean of that feature across all time points, later the feature matrix was normalizedd. A slightly
different approach was taken for the input to our HMM model. If the patient is missing a value for the very first time
point for any given feature, the value of the first time point is imputed based on its five nearest neighbors (based on
other patients available value). The value of k (k = 5) in the k-nearest neighbor algorithm was chosen as it yielded the
lowest mean squared error based on the validation set. Since the first time point for every patient will be present, we
used a push forward method to impute any other missing values.

Results

Number of States. A grid search was performed between 2 and 10 to find the optimal number of states while fixing
the other free parameters of the model. Figure 3 shows the likelihood value as a function of the number of states,
with higher value indicating a better “fit” to the observations. We observe a plateau in the log-likelihood for both the
overlapping and the non-overlapping time windows around 8. However, the log likelihood was not the only criteria
that we evaluated.

(a) Non-overlapping time windows (b) Overlapping time windows
Figure 3: Value of likelihood function vs number of states

The other criteria we used was to analyze the variance in the LOS of patients across the different start-end state pairs
and within each start-end state pairs. The idea is that if there is a high variance across the average or median LOS in
the start-end state pairs, this indicates that pairs have well captured the difference of short staying and long staying
patients. Similarly, if the average variance of the LOS within each start-end state pair was small, the patients in the

chttp://hmmlearn.readthedocs.io/en/latest/
dWe also tried normalizing non-missing values and then imputing the features with the mean, but the performance changes were insignificant.
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(a) Median LOS across start-end pairs (b) Mean LOS across start-end pairs (c) Avg. variance within start-end pairs
Figure 4: Variance of length of stay (LOS) of patients based on the start-end state groups for varying number of states

(a) Non-overlapping time windows (b) Overlapping time windows
Figure 5: Distribution of patients into possible start-end state pairs with time resolution = 8 and S = 8 in overlapping
and non overlapping cases

pair were homogeneous and may yield good predictors. Figure 4 shows an example of the plot for the overlapping
time windows. We analyzed the variance of the median (Figure 4a) and mean LOS (Figure 4b) of the patients across
the start-end state groups, and found that it reached a peak around 8 and 9. Moreover, the average variance within each
start-end-pair (Figure 4c) was lower for 8 and 9. In conjunction with the loss function, this suggests that S = 8 is the
optimal number of states for this dataset.

Overlapping Time Windows. We analyzed the impact of using overlapping time windows to train our HMM model.
Figure 5 shows the mean length of stay of the patients denoted by color and the number of patients that fall into that
group shown using radius of the circle. In overlapping case, we observe not only a more uniform distribution of the
patients into the different start-end state pairs but also a larger variance in the mean length of stay. Thus, overlapping
time windows can be more advantageous in terms of improving the predictive power.

Overlapping windows also provide more certainty about the chosen states for each patient. Given the larger number
of measurements per patient (6 vs 11), the HMM model can better estimate a patient’s sequence of states. Figure 6
shows the mean probability of the most probable state at that time point. For overlapping time windows, we observe
that the model is more certain about the state for each patient across all the time frames (shown by higher probability).

We further analyzed this effect on the patients who end up staying in the ICU for a long time, which even physicians
struggle to predict1. Figure 7 shows a violin plot based on the distribution of the probability of the most probable state.
We can see that there is less variance across the certainty of the chosen state for the overlapping time windows and
that the variance occurs for higher-stays.

We also investigated the robustness of the learned transition matrix and prior vector for the HMM model across
different splits of training and test data. Since the states in one model do not necessarily correspond to the same states
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(a) Non-overlapping time windows (b) Overlapping time windows
Figure 6: Certainty of chosen state with time resolution = 8 and S = 8 overlapping and non overlapping schemes

(a) Non-overlapping time windows (b) Overlapping time windows
Figure 7: Certainty of chosen state over time windows for long staying patients with time resolution = 8 and S = 8
in overlapping and non overlapping schemes

in other trained models, the Hungarian algorithm implemented in munkres packagee was applied on each possible pair
of the five models. Once the best assignment of states for any pair of models was generated, the transition matrix and
prior vector were permutated accordingly. The average amount of change in elements was then computed for each
possible pair. For the transition matrix, the probabilities of shifting from one state into another, on average for different
elements, changed only 0.07 and 0.04 on average from one model to another for non-overlapping and overlapping
schemes respectively. The prior vector changed only 0.05 and 0.03 on average, from one model to another, for non-
overlapping and overlapping schemes respectively. Thus, the learned parameters across different initializations with
overlapping time windows were largely stable.

Combining ICU types. We analyzed the effect of combining several ICU units together into the same HMM model.
This is compared against aggregating the patients together from all four ICU types and training a separate HMM
model for each unit. We evaluate the statistical significance of our HMM method over the other baseline methods
using a paired t-test across 30 runs. Table 2 summarizes the results of this experimentf. We observed that the best

ehttps://docs.scipy.org/doc/scipy-0.18.1/reference/generated/scipy.optimize.linear_sum_
assignment.html

fWhenever the actual p-value was 2.2E-16, we denote it as 0.
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Table 2: A performance comparison of different combination of ICU types. Two numbers are reported when two
HMMs are used

ICU types Combined p-value for RMSEs RMSEs mean of difference

Only 1 0 -1.97
Only 2 0 -9.39
Only 3 0 -7.56
Only 4 0 -6.07

All ICUs 1 6.58
(1,2) (3,4) 0 (0) -9.48 (-9.96)
(1,2,3) (4) 0 (0.0001) -12.44 (-4.66)
(1,2,4) (3) 0.1801 (0) -1.7 (-7.45)

Table 3: RMSE of baseline models and HMM model

Model RMSE

Lasso Regression 234.19
Ridge Regression 236.91
Poisson Regression 235.26
Negative Binomial Regresssion 235.01
Linear SVR 237.99
RBF SVR 236.97
HMM Method 228.12
SAPS-II 225.05

combination was obtained by developing a model for Coronary Care Unit and Cardiac Surgery Recovery Unit patients
(1,2), and another one for Medical ICU and Surgical ICU patients (3,4). This combination has the lowest p-value
for both subgroups and the greatest mean of differences. Moreover, although training a separate model for each ICU
yielded a low p-value, the mean of differences is relatively low compared to that of best combination. Also blindly
putting all the patients resulted in the worst case, a p-value of one, while also significantly increasing the average
RMSE compared to the best combination for both baseline RMSE and HMM RMSE (310.76 vs 247.76 and 317.34 vs
237.98 ). Thus, aggregating the similar ICUs helped stabilize the HMM learning and improved the predictive accuracy.

Predictive Performance. Our model and the six baseline models were evaluated based on the root mean squared error
(RMSE) for the test set. Five different train/test splits were performed and the average performance of the models are
summarized in Table 3. We observe that among the baseline methods, Lasso regression consistently performs the best.
However, our method consistently beats the baseline models across all different runs, except for the model based on
SAPS-II score, that takes into account additional features not included in our HMM models and other baseline models.
The best configuration of our HMM model used 8 states, overlapping time windows, 8-hour time resolution, diagonal
covariance and two separate models for ICU types (1,2) and (3,4), using last in time measurement of each feature in
any given interval as input of the HMM model, with its features being the probabilities of the first and last time points
for different states.

Model Interpretability. We explored the insights that can be drawn from the HMM-based model, namely for the best
performing setting. Figure 8 displays the transition matrices, T , that are learned, one for ICUs 1 and 2, and the second
for ICUs 3 and 4. From the two heatmaps, we notice that some of the diagonal values are large. This suggests that
patients who end up in these states are trapped in them (unlikely to transition to another state). Patients in trapped states
are neither getting better or worse and as such remain in the same state for all remaining time points. For example,
for patients in ICU 1 or ICU 2 (Figure 8a), if they transition to state 0 at any point in time during their stay, there is
very little chance of a transition to any other state. Further analysis comparing the average length of stay of patients
who start in state 7 (the most common starting state) and end in state 0 revealed that they had an unusually high LOS
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(a) ICUs (1,2) (b) ICUs (3,4)
Figure 8: Heatmap of transition probabilities matrix T for the best-performing HMM

compared to the patients who start in state seven and end up in any other state (6.43 days to 4.85 days respectively).

A similar phenomenon holds true for the HMM model trained for ICU 3 and 4. As shown in Figure 8b, the “trapped”
state is state one. For the patients who start in state six (the most common starting state), those who end up in state 1
have significantly higher LOS (9.60) compared to those who end up in the other seven states (6.07). This illustrative
example shows how the learned parameters can be presented to the physician to make an educated and informed
decision.

Discussion and Conclusion

In this paper, we presented an HMM approach to extract latent state features that are later used as regression features to
predict the length of stay of patients in ICU. The HMM is learned using irregularly-sampled, multivariate physiological
measurements. We introduced several design choices to improve the parameter learning of the HMM models. Our
results indicate that the proposed method consistently outperforms most of the existing baseline models. The code for
this paper can be found hereg.

While deep learning models can achieve better predictive performance4, they require considerably more training sam-
ples and can be difficult to interpret. We illustrated the interpretability of the learned latent states as well as the
probability transition matrix. Together, they can offer a better understanding of the underlying patient patterns and
trends. Moreover, the HMM-based model can succinctly represent the patient’s temporal trend and provide better
patient representation.

One potential limitation of our study is the limited number of samples. Although this was mitigated by combining two
similar ICUs together, the Physionet 2012 dataset is derived from a larger cohort of patients available in the MIMIC
III dataset13. Thus a natural step is to confirm our current findings on the entire MIMIC III cohort. We expect that
new insights and patterns will be learned through this process, potentially leading to developing a scalable, multi-task
HMM-based model for better estimation of the different ICU parameters.

We also note that the learned HMM may still not be dynamic enough, as around 33% of patients start and finish in
the same state. This problem also manifests itself in the presence of empty buckets for some start-end state pairs.
From the medical perspective, it is unlikely that many of these patients fall into the same group at the beginning given
their different health histories and trajectories. We can extend this work to consider a semi-supervision framework to
encourage more variability in start-end state pairs, or even auxiliary information (e.g., demographics, socioeconomic
status).

ghttps://github.com/manisci/HMMPhysionet
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Even though the length of stay prediction is an extremely difficult task1, we showed that an HMM can be used to
track multiple physiologic measurements and their interactions over time and elegantly summarize these trends. To
accurately learn the new patient representation, we introduced the overlapping time window and ICU type aggregation
technique to achieve robust and stable parameter learning of the HMM model. We demonstrated our model’s improved
predictive performance on a publicly available dataset of 4000 ICU patients. Future opportunities for improving the
estimation progress includes incorporating more samples, developing a multi-task HMM model, and leveraging other
patient information.
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Abstract  

Systemic lupus erythematosus (SLE) is a rare, autoimmune disorder known to affect most organ sites. Complicating 
clinical management is a poorly differentiated, heterogenous SLE disease state. While some small molecule drugs and 
biologics are available for treatment, additional therapeutic options are needed. Parsing complex biological 
signatures using powerful, yet human interpretable approaches is critical to advancing our understanding of SLE 
etiology and identifying therapeutic repositioning opportunities. To approach this goal, we developed a semi-
supervised deep neural network pipeline for gene expression profiling of SLE patients and subsequent 
characterization of individual gene features. Our pipeline performed exemplar multinomial classification of SLE 
patients in independent balanced validation (F1=0.956) and unbalanced, under-powered testing (F1=0.944) cohorts. 
A stacked autoencoder disambiguated individual feature representativeness by regenerating an input-like(A’) feature 
matrix. A to A’ comparisons suggest the top associated features to be key features in gene expression profiling using 
neural nets.  

Keywords: stacked autoencoder; network reversal; heterogeneous data; feature characterization; gene expression 
profiling; translational bioinformatics; deep learning; systemic lupus erythematosus 

Introduction and Background 

Introduction to scientific question: Systemic lupus erythematosus (SLE) is a rare, heterogeneous autoimmune disorder 
known to affect most organ sites1. The heterogenous disease state complicates clinical management and identification 
of actionable clinical subtypes1. SLE is B-cell based disorder, that uniquely shares etiologic characteristics with B-
cell maliginancies2. While small molecule drugs and biologics are available to treat SLE, including those more 
commonly utilized for therapeutic management of B-cell malignancies, they are often blunt in efficacy. While 
characterizing complex biological signals is critical to understanding etiology and clinical subtypes, SLE is ripe for 
therapeutic repositioning due to the availability of numerous biologics with known cell surface targets that are 
currently classified as orphan drugs3.  Treatment personalization also stands to gain from unpacking the complex 
biological signals contained within gene expression profiles. 

Neural nets background: While traditional deep learning approaches are known to produce high-performing 
classification algorithms, their broad applicability have often been hampered by their lack of interpretability due to 
the use of complex, high-dimensional networks4. Such complexity can limit description of model components 
(features) and interpretation of their importance5. In translational bioinformatics-led inquiry, model performance and 
biological interpretability are of simultaneous, critical importance6 – approaches with limited ability to describe their 
feature space (i.e. biological interpretability) are particularly problematic in guiding biological inference in gene 
expression profiling endeavors. New approaches are needed to access the features contained within the ‘memory’ of 
neural network hidden layers that are needed to make strong predictions in neural network classification.  

In this study, we introduce an approach for reversal of neural networks using a stacked autoencoder. Our corresponding 
pipeline allows for generation of high-performing gene expression profiles and characterization of individual 
biological features well-represented across the deep neural network.  We provide a first ever deployment of this 
pipeline with an application of gene expression profiling of SLE patients from bulk RNA-seq data. Our current study 
is a stand-alone innovative methodological application and constitutes a preliminary study within our larger project 
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focused on feature interpretation from deep neural networks. We aim for this current study to clarify the potential 
utility of this approach in classifying and regenerating the input feature matrix overall and amongst unbalanced classes 
with limited statistical power individually. The development of this pipeline represents an informatics innovation. The 
successful deployment performance of this pipeline suggests potential applicability in therapeutic repositioning and 
precision medicine discovery, were subgroups are commonly small and underpowered with limited pathophysiologic 
differences (i.e. weak signals) between treatment options in a heterogenous disease state. 

Methods 

Data sources: A compendium of gene expression observations (n=1,576) characterizing disease state of SLE patients7 
was used in this study. The dataset contained 15,838 features – encompassing SLE disease state classes, cluster of 
differentiation biomarker expression features8, and other gene expression features. These data were used for training, 
validation, and testing of pipeline modules, authentication of gene expression profiles, and statistical evaluation of 
feature uniqueness and individual feature importance. The SLE Compendium is deidentified and readily downloadable 
by external research teams for benchmarking purposes (In the event the link is found broken, please email a member 
of the research team to obtain access to the dataset): https://upenn.box.com/s/nujy0292vbwkohnrqtzqcerpcvue4mwu 

Pipeline overview: We have assembled a deep learning pipeline that generates biologically-interpretable gene 
expression profiles from highly-accurate neural network classifications. Outputs from intermediate layers of our neural 
nets are taken out and fed through an “reversal” pipeline, consisting of a stacked autoencoder9. This autoencoder 
regenerates the input matrix with an ‘input-like’ matrix, encompassing estimates of the original gene expression 
features and reflective of features that were well-represented (‘representativeness’) by our neural network classifier. 
Our pipeline currently allows for characterization of individual feature ‘representativeness’ within a gene expression 
profile ascertained deep neural network via 1:1 input matrix [A] to input-like matrix [A’] feature comparisons). Future 
work will build on this architecture, with plans that encompass development of individual feature uniqueness, feature 
importance, and profile stability evaluation approaches. An overview of our study and pipeline, termed as the ‘Neural 
Network Reversal Pipeline’, are provided below (Figure 1). The pipeline code has been publicly released on the 
Breitenstein Lab GitHub page: https://github.com/BreitensteinLab/NeuralNets_FeatureInterpretation.  

Figure 1. Overview of pipeline.  

Figure 1 Legend: Our pipeline consists of 3 distinct modules (i-iii) – The pipeline initiates with multinomial 
classification of SLE patients (module i) using multilayer perceptron deep neural networks.  This architecture consists 
of several hidden layers (i.e. transformation of matrices [A B C]) of far lower dimension than the inputted gene 
expression data (input matrix). Prediction (i.e. classification) of observations was performed by passing the output of 
the hidden layers through an output layer resulting in a 3 nodes output.  These are then passed through a softmax 
activation layer to obtain predictions of labels with associated probabilities. Module iii) The intermediate output of a 
hidden layer (in this case, the penultimate layer l2 from module i) was introduced as a latent data input into a decoding 
“generator” neural network, for input feature matrix regeneration. Module ii) The ADAM optimizer was applied 
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iteratively to both the classifier and generator neural networks. From there optimal hyperparameters were obtained 
using Bayesopt, a Bayesian optimization commonly used in hyperparameter tuning. Module iv) Statistical 
characterization of ‘representativeness’ was performed on the regenerated ‘input-like’ matrix (e.g. [A’ B’ C’]), which 
maps 1:1 (e.g. A:A’, B:B’, C:C’) with the original input matrix.  

Note: A key assumption of our pipeline is that provided a low-enough intermediate output dimension, only features 
deemed to be important by the classifier (module i) would be “remembered” and reasonably regenerated (i.e. reversed) 
by the generator (module iii). In effect, reversal of the network amplifies error accumulated across pipeline training, 
which manifests as generating less-representative estimates of the original feature expression values. The research 
team discloses a current mathematical limitation in disambiguating the source of error as attributable to a feature being 
placed into the null space (non-random error – our desired characteristic) or to standard random error accumulated in 
network training. Regardless of the source of error, the regenerated input-like feature matrix holds critical clues to 
understanding the relevance of individual features within the gene expression profile. 

Pre-processing: Observations were randomly subset into training (60%), validation (20%), and test (20%) cohorts. 
To overcome known class imbalance within our input dataset, Synthetic Minority Over-sampling Technique 
(SMOTE)10, was performed on the training as well as validation dataset using Python’s imbalanced-learn library. The 
dataset has been previously studied by the research team and has been previously studied via Relief-based machine 
learning11 and extensively characterized7. 

Table 1. SLE Compendium Characteristics 

 Cohort 112 Cohort 213 Cohort 314 Cohort 415 Cohort 516 Cohort 617 Overall 

Study PMID 18631455 23203821 24644022 25736140 27040498 26138472 --- 

Study GEO 
identifier GSE11907 GSE39088 GSE49454 GSE61635 GSE65391 GSE78193 --- 

Healthy control* 0 46 0 30 72 12 160 

median age (range) --- 34.5  
(19-50) --- --- 12 

(6-21) --- 16  
(6-50) 

gender - 
female/male --- 34 --- --- 57 --- 91 

SLE standard of 
care 37 21 177 99 924 32 1290 

median age (range) 14 
(8-17) 

43 
(20-50) 

40 
(18-71) --- 15 

(6-19) --- 16 
(6-71) 

gender - female 35 21 148 --- 817 --- 1021 
SLE experimental 

treatment 0 57 0 0 0 69 126 

median age (range) --- 36 
(19-50) --- --- --- --- 36 

(19-50) 
gender - 

female/male --- 57 --- --- --- --- 57 

 

Multilayer perceptron classifier (Module i): Our classifier module used a multilayer perceptron (MLP) approach18,19, 
whose structure allows for non-linear activation. Each linear threshold unit (LTU) in the hidden layers consists of 
Leaky ReLU activation with slope= 0.2. This activation function introduces non-linearity in the network. Leaky ReLU, 
being invertible, were used for the sake of a linear algebra approach for network reversal. The classifier network was 
trained using one input layer and 2 hidden layers, containing 256 (l1) and 128 nodes (l2), respectively. (Note: any 
number of divisible nodes can be used to a neural network). The number of nodes in the output layer (l3) is equal to 
the number of classes i.e. 3, and thus returns a 3-dimensional “logit” output.  

MLP utilizes a supervised backpropagation technique for classifier model training. To obtain predictions, the logit 
output obtained from our output layer (l3), is passed through a softmax activation, which results in prediction of class 
label probabilities20. In training the model, the cross entropy loss between the predicted predictions and true classes 
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was used. This scheme generated traditional statistical predictions. In order to avoid our model from overfitting the 
training data and improve its performance, L2 regularization was used to limit weight values.  

Stacked autoencoder (Module iii): The ill-posed problem of network reversal21 (mapping from intermediate output 
space to input space) was addressed using a decoding “generator”, a stacked autoencoder9. It was composed of 2 
hidden layers l1' and l2' consisting of 256 and 512 nodes respectively.  Leaky ReLU activation was used to introduce 
non-linearity in the generator network.  The output of these hidden layers was then passed through an output layer to 
obtain a generated gene expression data.  The process from input data to the generator output is structurally identical 
to an autoencoder; however, each section of the autoencoder is trained separately, with the encoder primarily being 
trained and used for the classification task, and the decoder only on the reversal task.  Furthermore, the decoder is 
penalized on both the fidelity of reconstruction, as well as the ability for the classifier to correctly identify the correct 
class from generated output.  The ratio of these two losses added together can be adjusted by an additional alpha 
hyperparameter to bias this towards generating outputs that ensure classification and outputs that have high fidelity. 

Pipeline optimization (Module iii): Bayesopt, a Bayesian hyperparameter tuning package, was used for 
hyperparameter tuning.  The optimal hyperparameters of the learning algorithm (learning rate, beta1 and beta2, 
epsilon, regularization scale, and number of epochs) were first determined using the Bayesian optimization technique. 
Following identification of optimal hyperparameters by Bayseopt, The ADAM (Adaptive Moment Estimation) 
Optimizer was used to update the parameters (weights) in our model with 31 iterations per epoch. An ADAM 
Optimizer is gradient-based optimization algorithm that has seen much success in training neural nets.  

Optimization was performed sequentially for both our classifier and generator networks. The performance of the 
generative network reversal module is optimized by minimizing the generator loss composed of two components:  
comparison loss between our input and input-like matrix and the classifier loss. A hyperparameter ‘α’ is introduced to 
represent the importance of the classifier loss in the overall loss. The optimum values for hyperparameters (learning 
rate, beta1, beta2, epsilon, alpha and maximum number of epochs) were obtained using Bayesian Optimization on the 
generator – following Bayesopt optimization, identified hyperparameters became fixed, whereas the ADAM 
Optimizer performed iteratively on neural networks as new data perspectives are passed through the pipeline – ADAM 
optimization was used to update the weights in the hidden layers of the generator. 

Network authentication (module iv) – subject of future directions: We suggest using the following measures to 
authenticate inclusion of individual features, and overall components of the network22,23: Feature Reproducibility 
associations (e.g. A’ to A) assesses the ability for additional (assumed to be latent) features to explain network 
variation as captured by an original feature (A) or reverse generated feature (A’). Feature independence via canonical 
correlations (e.g. A’ to B C ) to asses potential feature independence and uniqueness of a network features. Feature 
reliability via boot strap replication to generate confidence intervals for individual feature expression estimates. 

Note: Despite knowing SLE to have heterogenous gene expression profiles, the gene expression features are assumed 
to overlap due to bona fide interdependence of features within biological networks. As such, while independence 
might indicate the statistical uniqueness of an individual feature, this does not necessarily equate to importance of a 
feature within a network. In particular, interdependence of features might potentially point to a stronger meta-signal 
of biological features, a subject of our recent11 and ongoing research.  

Results 

A matrix of 1,576 observations and 15,838 features was available for analysis. Labelled patient classes consisted of 
160 healthy control observations (Class 1 – controls), 1,290 observations from SLC patients who received only 
standard of care (Class 2 – standard treatment), and 126 observations from SLE patients who were exposed to various 
experimental treatments (Class 3 – experimental treatment). Due to known class imbalance within the original dataset, 
upsampling was utilized to randomly select a balanced population (n=762) with 254 observations within each class 
for the training and validation cohorts. For parsimonious explanation of pipeline performance, we highlight accuracy 
and error measures for classification of the SLE standard of care group (class 2) from the other two observations 
classes. In interpretation of classification performance, it is important to note that pathophysiology of SLE standard 
of care patients and SLE experimental treatment patients (class 3) are posited to have only nuanced pathophysiological 
differences, whereas the healthy controls (class 1) will be very distinct from either class 2 or class 3 observations. 
Ability to classify observations as belonging to class 3 with high accuracy and low error is a noteworthy achievement 
of this pipeline. 
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Part 1: Pipeline Training – balanced data 

Bayesopt was used for hyperparameter tuning and included parameters needed for the ADAM optimizer to further 
tune (learning rate, beta1, beta2, epsilon), the number of epochs to train, and the scale of regularization (L2 penalty).  
Bayesopt was run for 250 iterations for the classifier and 75 iterations for the generator to achieve high-performing 
and robust training parameters across multiple seed values.  The variation in validation loss was estimated by training 
the model with tensorflow’s default ADAM optimizer parameters for 50 epochs and no regularization a total of 30 
seed values, and obtaining the standard deviation of the validation loss. Classifier training: Optimal classifier 
performance was achieved with 3,100 iterations, where Learning Rate=1.000e-2, 𝛽1=1.550e-1, 𝛽2=9.816e-5, 𝜀=8.355e-

1, Epoch=100, L2 penalty (regularization scale) = 1.057e-5 parameters were identified. These optimal parameters were 
applied for evaluation of classifier performance on the balanced validation cohort and underpowered, unbalanced 
testing cohort. Generator training: Optimal generator performance was achieved with 1,799 iterations, where 
(LR=2.783e-3, 𝛽1 = 2.124e-1, 𝛽2=3.404e-1, 𝜀=1.424e-1, Epoch=58 parameters were identified. These optimal parameters 
were also applied for evaluation of generator performance on both the validation cohort and testing cohorts.  

Part 2: Pipeline Validation – balanced data 

Classifier (module i): Overall, within our balanced validation cohort, our pipeline achieved strong performance 
(P>0.95, R>0.94, and F1>0.95) and produced minimal error (<0.02). Within our target class of standard of care SLE 
patients, the classifier model performed with high precision (P=0.972) and recall (R=0.941), and minimal error. Class 
3 observations achieved top balanced accuracy (F1>0.97). Corresponding confusion matrix and model performance 
characteristics are detailed below (Table 2a).  

Table 2a. Classifier network performance: Validation cohort (balanced data) 

True class (label)* 
Prediction Accuracy Error 

Class 1 Class 2 Class 3  P  R  F1 Type I Type II 
Class 1 (control) 247 7 0 0.9574 0.9724 0.9648 0.0144 0.0092 

Class 2 (SLE standard) 7 239 8 0.9715 0.9409 0.9560 0.0092 0.0197 

Class 3 (SLE experimental) 4 0 250 0.9690 0.9843 0.9766 0.0105 0.0052 
* Due to known class imbalance, up-sampling was used to introduce a balanced population (n=762) for classifier 
training. A confusion matrix noted predicted classes in comparison to true class labels. Precision (P), Recall (R) and 
F1 - the weighted harmonic mean of precision and recall – measures were used to describe training model accuracy. 
Estimates of model error were ascertained from false positive (Type I) and false negatives (Type II) rates.  

Generator (module iii): For all classes of observations our pipeline performed exemplar, suggesting that we can 
reliably achieve feature matrix regeneration for most observations on balanced data. Within our target class of standard 
of care SLE patients, the generator model performed with high precision (P=0.964) and recall (R=0.950), and minimal 
type I and type II error.  The corresponding confusion matrix and model performance characteristics are listed below 
(Table 2b). 

Table 2b. Generator network performance: Validation cohort (balanced data) 

True class (label) 
Prediction Accuracy Error 

Class 1 Class 2 Class 3  P  R F1 Type I Type II 
Class 1 (control) 245 9 0 0.9800 0.9646 0.9722 0.0066 0.0118 
Class 2 (SLE standard) 5 241 8 0.9640 0.9488 0.9563 0.0118 0.0171 
Class 3 (SLE experimental) 0 0 254 0.9695 1.0000 0.9845 0.0105 0.0000 
 
Part 3: Pipeline Testing – unbalanced data  

Overall, our pipeline characterized standard of care SLE observations with acceptable accuracy in both the classifier 
(F1=0.946) and generator (F1=0.944) Potential physiologic-driven errors were noted when classifying the nuanced 
differences between standard of care and experimental treatment SLE observations, with substantially attenuated 
performance observed for both classifier (F1 = 0.761) and generator (F1=0.757). Further, it is noteworthy that while 
both class 1 and class 3 are statistically underpowered, only Class 3 observations suffered from significant (T1=0.054) 
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error within the generator. Evaluation of feature representativeness is recommended to occur amongst only Class 2 
observations on unbalanced data. 

Table 3a. Classifier network performance: Testing cohort – unbalanced data 

True class (label) 
Prediction Accuracy Error 

Class 1 Class 2 Class 3  P   R  F1 Type I Type II 
Class 1 (control) 32 1 0 0.7273 0.9697 0.8312 0.0380 0.0032 
Class 2 (SLE standard) 10 229 15 0.9957 0.9016 0.9463 0.0032 0.0791 
Class 3 (SLE experimental) 2 0 27 0.6429 0.9310 0.7606 0.0475 0.0063 

Table 3b. Generator network performance: Testing cohort – unbalanced data 

True class (label) 

Prediction Performance Error 
Class 1 Class 2 Class 3 P R F1 Type I Type II 

Class 1 (control) 32 1 0 0.7619 0.9697 0.8533 0.0316 0.0032 
Class 2 (SLE standard) 9 228 17 0.9956 0.8976 0.9441 0.0032 0.0823 
Class 3 (SLE experimental) 1 0 28 0.6222 0.9655 0.7568 0.0538 0.0032 

A confusion matrix noted predicted classes in comparison to true class labels. Precision (P), Recall (R) and F1 - the 
weighted harmonic mean of precision and recall – measures were used to describe training model accuracy. Estimates 
of model error were ascertained from false positive (Type I) and false negatives (Type II) rates.  

Discussion 

Overview of findings: We developed a novel neural network reversal pipeline that is capable of recommending 
classical predictions while suggesting relative importance of specific features (in our study individual genes) needed 
to train a high-performing neural network. (1) Such an approach helps bring us closer to solving the vexing problem 
in deep learning of obfuscated networks, with little room for biological interpretability. This pipeline consisted of 
paired classifier and generator (network reversal) models that were (2) high-performing on balanced training data, and 
(3) high-performing on unbalanced testing data for large classes. (4) Our pipeline successfully reversed the classifier 
network to ascertain a gene expression profile of standard of care SLE patients. (5) Our pipeline successfully classified 
and regenerated an input feature matrix with minimal pre-processing and no prior dimensionality reduction. (6) Our 
pipeline is readily portable to other disease applications and biomarker expression data sources. Improvements to the 
generator model training are planned to allow for scaling to classification using substantially larger data matrices, such 
as choosing static optimization thresholds, with potential relevance to single cell RNA-seq applications. While results 
are stand-alone, this study is our initial application and serves as preliminary research. Fine-tuning of the model to 
optimize computational performance and validating measures for network authentication is a subject to our ongoing 
research. 

Potential Limitations: (1) Primary study findings were generated from secondary data, which were pooled and 
normalized to form a compendium of SLE patients. Despite our conspicuous labelling of study biomarkers and cohort 
characteristics, care should be taken not to over-interpret ascertained biological insights from this data source. 
Independent in vitro and vivo replication of findings is planned for future directions. (2) The study evaluated bulk 
RNA-seq to generate gene expression profiles of SLE. While we anticipate the pipeline can be readily adapted to 
single cell RNA-seq data, such a benchmark needed to make this claim with certainty is not contained within this 
study. (3) Hyperparameter tuning is a potential limiting (computationally intensive) step. (4) Mathematical 
advancements are needed to characterize model error contained within the regenerated feature matrix as belonging to 
random noise accumulated during model training or error attributable to a feature being pushed into the null space 
during network training – the latter of which is our desired source of error 

We demonstrated our pipeline to perform classification and regeneration with exemplar accuracy and minimal error 
on independent balanced validation data. Within an unbalanced testing dataset, also constrained by limited statistical 
power, the pipeline was successful in characterizing the largest class. However, performance was substantially 
attenuated for classification of smallest classes, suggesting these small classes are poor candidates for regeneration of 
the feature matrix via the stacked autoencoder. Together these findings suggest that gene expression profiling using 
deep neural nets might successfully be performed on both balanced and highly unbalanced data, for large classes. 
Limitations for classification of small classes, might be overcome by standard balancing approaches. Finally, the 
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underlying strength of deep neural nets allows with easily implementable tuning and balancing approaches allows for 
classification and regeneration of feature matrix between treatment classes with only nuanced pathophysiological 
differences. While additional mathematical and statistical enhancements will strengthen confidence in the regenerating 
matrix estimates of feature expression, being apparently robust to sample size and balance limitations highlight this 
approach as being of great value for future precision medicine applications and therapeutic repositioning endeavors. 
The potential generalizability of this pipeline for therapeutic repositioning via interpretation of the ascertained input-
like feature matrix is subject to our ongoing research. 

Conclusion 

We have developed a neural network pipeline with a stacked autoencoder that performs highly accurate multinomial 
classification and regeneration, both of which are needed for human interpretable gene expression profiles ascertained 
from deep neural networks. Our pipeline was robust to unbalanced data that also had limited statistical power and only 
nuanced differences in biological signals between therapeutic classes. Our findings suggest opportunity for application 
of similar deep neural network pipelines in evaluation of therapeutic response using real-world gene expression 
profiling data.  

References  

1. Lipsky PE. Systemic lupus erythematosus: an autoimmune disease of B cell hyperactivity. Nature immunology. 
2001 Sep;2(9):764. 

2. Scott AM, Wolchok JD, Old LJ. Antibody therapy of cancer. Nature Reviews Cancer. 2012 Apr;12(4):278. 
3. Kamal A, Khamashta M. The efficacy of novel B cell biologics as the future of SLE treatment: a review. 

Autoimmunity reviews. 2014 Nov 1;13(11):1094-101. 
4. Schmidhuber J. Deep learning in neural networks: An overview. Neural networks. 2015; 61:85-117. 
5. LeCun Y, Bengio Y, Hinton G. Deep learning. Nature. 2015; 521(7553):436. 
6. Miotto R, Wang F, Wang S, Jiang X, Dudley JT. Deep learning for healthcare: review, opportunities and 

challenges. Briefings in bioinformatics. 2017 May 6. 
7. Le TT, Blackwood NO, Breitenstein MK. Labels of aberrant Clusters of Differentiation gene expression in a 

compendium of systemic lupus erythematosus patients. bioRxiv. 2018 Jan 1:277145. 
8. Clark G, Stockinger H, Balderas R, van Zelm MC, Zola H, Hart D, Engel P. Nomenclature of CD molecules from 

the tenth human Leucocyte differentiation antigen workshop. Clinical & Translational Immunology. 2016; 5(1). 
9. Supratak A, Li L, Guo Y. Feature extraction with stacked autoencoders for epileptic seizure detection. 

Engineering in Medicine and Biology Society (EMBC), 2014 36th Annual International Conference of the IEEE 
2014 Aug 26 (pp. 4184-4187).  

10. Chawla NV, Bowyer KW, Hall LO, Kegelmeyer WP. SMOTE: synthetic minority over-sampling technique. 
Journal of artificial intelligence research. 2002 Jun 1;16:321-57. 

11. Le TT, Blackwood NO, Taroni JN, Fu W, Breitenstein MK. Integrated machine learning pipeline for aberrant 
biomarker enrichment (i-mAB): characterizing clusters of differentiation within a compendium of systemic lupus 
erythematosus patients. arXiv preprint arXiv:1803.04487. 2018 Mar 8 – accepted for publication in AMIA 2018 
Annual Symposium 

12. Chaussabel D, Quinn C, Shen J, Patel P, Glaser C, Baldwin N, et al. A modular analysis framework for blood 
genomics studies: application to systemic lupus erythematosus. Immunity. 2008 18;29(1): 150-64. (GSE11907) 

13. Lauwerys BR, Hachulla E, Spertini F, Lazaro E, Jorgensen C, Mariette X, et al. Down-regulation of interferon 
signature in systemic lupus erythematosus patients by active immunization with interferon α–kinoid. Arthritis & 
Rheumatology. 2013; 65(2):447-56. (GSE39088) 

14. Chiche L, Jourde-Chiche N, Whalen E, Presnell S, Gersuk V, Dang K, et al. Modular transcriptional repertoire 
analyses of adults with systemic lupus erythematosus reveal distinct type I and type II interferon signatures. 
Arthritis & Rheumatology. 2014; 66(6):1583-95. (GSE49454) 

15. Carpintero MF, Martinez L, Fernandez I, Romero AG, Mejia C, Zang Y, et al. Diagnosis and risk stratification in 
patients with anti-RNP autoimmunity. Lupus. 2015; 24(10):1057-66. (GSE61635) 

16. Banchereau R, Hong S, Cantarel B, Baldwin N, Baisch J, Edens M, et al. Personalized immunomonitoring 
uncovers molecular networks that stratify lupus patients. Cell. 2016; 165(3):551-65. (GSE65391) 

17. Welcher AA, Boedigheimer M, Kivitz AJ, Amoura Z, Buyon J, Rudinskaya A, et al. Blockade of interferon-γ 
normalizes interferon-regulated gene expression and serum CXCL10 levels in patients with systemic lupus 
erythematosus. Arthritis & Rheumatology. 2015; 67(10):2713-22. (GSE78193) 

18. Ruck DW, Rogers SK, Kabrisky M, Oxley ME, Suter BW. The multilayer perceptron as an approximation to a 
Bayes optimal discriminant function. IEEE Transactions on Neural Networks. 1990 Dec;1(4):296-8. 

441



 

  

19. Ramchoun H, Amine M, Idrissi J, Ghanou Y, Ettaouil M. Multilayer Perceptron: Architecture Optimization and 
Training. IJIMAI. 2016 Sep 1;4(1):26-30. 

20. Bentz Y, Merunka D. Neural networks and the multinomial logit for brand choice modelling: a hybrid approach. 
Journal of Forecasting. 2000 Apr;19(3):177-200. 

21. Kindermann J, Linden A. Inversion of neural networks by gradient descent. Parallel computing. 1990 Aug 
1;14(3):277-86. 

22. Saelens W, Cannoodt R, Saeys Y. A comprehensive evaluation of module detection methods for gene expression 
data. Nature communications. 2018 Mar 15;9(1):1090. 

23. Song L, Langfelder P, Horvath S. Comparison of co-expression measures: mutual information, correlation, and 
model based indices. BMC bioinformatics. 2012 Dec;13(1):328.

 

442



Deep Neural Architectures for Discourse Segmentation in E-Mail Based
Behavioral Interventions

Mehedi Hasan, BS1a, Alexander Kotov, PhD1a, Sylvie Naar, PhD2, Gwen L. Alexander,
PhD3, April Idalski Carcone, PhD4

1Department of Computer Science, Wayne State University, Detroit, Michigan
2Center for Translational Behavioral Research, Department of Behavioral Sciences and

Social Medicine, Florida State University, Tallahassee, Florida
3Department of Public Health Sciences, Henry Ford Health System, Detroit, Michigan

4Department of Family Medicine and Public Health Sciences, School of Medicine, Wayne
State University, Detroit, Michigan

Abstract Communication science approaches to develop effective behavior interventions, such as motivational inter-
viewing (MI), are limited by traditional qualitative coding of communication exchanges, a very resource-intensive and
time-consuming process. This study focuses on the analysis of e-Coaching sessions, behavior interventions delivered
via email and grounded in the principles of MI. A critical step towards automated qualitative coding of e-Coaching
sessions is segmentation of emails into fragments that correspond to MI behaviors. This study frames email seg-
mentation task as a classification problem and utilizes word and punctuation mark embeddings in conjunction with
part-of-speech features to address it. We evaluated the performance of conditional random fields (CRF) as well as
multi-layer perceptron (MLP), bi-directional recurrent neural network (BRNN) and convolutional recurrent neural
network (CRNN) for the task of email segmentation. Our results indicate that CRNN outperforms CRF, MLP and
BRNN achieving 0.989 weighted macro-averaged F1-measure and 0.825 F1-measure for new segment detection.

Introduction

The emergence of e-Health technologies has greatly expanded the reach of behavioral interventions. One such in-
tervention is email-delivered Motivational Interviewing (MI). MI is an evidence-based communication technique to
increase intrinsic motivation and self-efficacy for behavior change1, 2. MI is linked to behavior change through the
elicitation of patient “change talk”, or statements of intrinsic motivation expressing patients own desires, abilities, rea-
sons, need for, and commitment to behavior change3. However, communication science approaches to understanding
the efficacy of MI are inherently limited by traditional qualitative coding methods. The specific provider behaviors
responsible for the elicitation of change talk, however, are less clear and may vary by treatment context. Thus, current
MI research is focused on understanding which provider behaviors and in which contexts lead to patient change talk.
To date, no study has examined this process in email-delivered MI.

The study of patient-provider communication in MI relies on the behavioral coding of intervention transcripts, an
iterative, resource-intensive, and cognitively demanding process of qualitative analysis involving several iterations of
reading, comprehension and interpretation of interview transcripts. Rapidly developing computational technologies,
specifically, machine learning methods, offer an opportunity to dramatically accelerate this process. In particular,
machine learning methods have been successfully applied to a variety of analytical tasks involving textual data, such
as classification4 and sentiment analysis.5 In our previous work, we examined the utility of machine learning methods
for automated annotation6, 7 and predicting the outcome8 of in-person MI sessions. Experimental data utilized in
these studies were transcribed auto recordings of in-person MI sessions with a counselor, which were segmented into
counselor and client utterances during the transcription process.

In this study, we focus on the analysis of email-delivered MI, or e-Coaching, to promote healthy eating among young
adults. The e-Coaching dataset is composed of email correspondence between an MI counselor and the young adult
patient. Unlike transcribed in-person exchanges, email correspondence is not clearly segmented into codable speech
acts (i.e., utterances). Thus, the unstructured nature of e-Coaching exchanges poses a unique set of analytic challenges.
Segmentation of e-Coaching exchanges into textual fragments that correspond to distinct e-Coach and patient commu-
nication behaviors is a significant barrier to qualitative analysis of this type of clinical conversation. Automating this
task is a unique and challenging problem due to the following reasons:

aThese authors provided an equal contribution.

443



1. Emails are unstructured text containing informal information exchange in a non-traditional format. For example,
an e-Coach usually responds to several previous patient statements in one email. In contrast, in a traditional,
in-person MI session, each utterance is assumed to be a response to an immediately preceding utterance.

2. Discourse segments in e-Coaching do not have a clear breakpoint, such as the end of a sentence or a paragraph.
One sentence may be divided into fragments corresponding to multiple MI behaviors. On the other hand, an MI
behavior may comprise several sentences.

Figure 1: Example of an e-Coaching exchange segmented into fragments corresponding to MI behaviors of an
e-Coach and a patient
Figure 1 illustrates a segmentation of an e-Coaching exchange, in which the first sentence is segmented into 2 MI
behavior fragments, while the fourth and fifth MI behavior fragments comprise one and three sentences, respectively.
Segmentation of e-Coaching exchanges constitutes a special case of clinical discourse analysis10 aimed at better un-
derstanding the effective communication strategies specific to this type of behavioral interventions.

The goal of this study is to assess the effectiveness of deep learning methods for the task of automated segmentation of
e-Coaching emails into textual fragments corresponding to individual patient and provider behaviors. For this study, we
utilized the data from MENU GenY (Making Effective Nutrition Choices for Generation Y)11, a web-delivered public
health intervention with email-based coaching to encourage increased fruit and vegetable intake among young adults,
aged 2130. A secondary goal of the MENU GenY project was to identify the specific communication strategies used by
e-Coaches to elicit change talk for healthier eating among young adult patients. Segmentation of clinical conversation
in the context of electronically delivered interventions into groups of MI behaviors is traditionally performed manually
by MI researchers, which significantly slows down its qualitative analysis. This paper is the first work to evaluate the
empirical effectiveness of deep learning architectures in addressing the problem of discourse segmentation in the
context of email-based behavioral interventions.

Specifically, we evaluate the effectiveness of distributed representations (i.e. embeddings) of words and punctua-
tion marks as well as part-of-speech (POS) features in conjunction with both traditional supervised machine learning
methods, such as linear-chain Conditional Random Fields (CRF)12 and deep learning methods, such as Multi-Layer
Perceptron (MLP),13 Bidirectional Recurrent Neural Network (BRNN)14 and Convolutional Recurrent Neural Net-
work (CRNN),15 to determine the best performing method and feature combination for the task of segmentation of
e-Coaching emails into MI behaviors.

Related work

Prior work on textual segmentation in the biomedical domain primarily focused on sentence boundary detection15, 20, 21

and segmentation of clinical documents in patients’ electronic health records (EHR) into sections and headers.16–19 In
particular, maximum entropy models18 and Support Vector Machine (SVM) along with word vector similarity metrics
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and several heuristics16 have been applied to identify specific sections in EHR, such as general patient information,
medical history, procedures, findings, etc. Denny et al.17 proposed SecTag algorithm, which combined natural lan-
guage processing techniques, terminology-based rules and a Naı̈ve Bayes classifier to identify sections and headers in
EHR. Segmentation of e-Coaching emails, however, is different from segmentation of other clinical documents, since
the focus is on dialog acts in clinical conversation.

SVM in conjunction with prosodic and part-of-speech features21 and recurrent convolutional neural networks20 have
also been utilized for sentence boundary detection in general text. Liu et al.22 demonstrated that a linear-chain CRF
outperforms Hidden Markov and maximum entropy models for this task.

Segmentation of e-Coaching emails is also different from traditional shallow discourse analysis23, which besides
identification of speech acts, also aims to determine the types of transitions between speech acts and label speech
acts with the speakers who performed them in a multi-speaker conversation. The proposed methods will automate the
process of segmenting clinical exchanges into MI behaviors, which will significantly reduce the time and resources
required to perform such segmentation manually. Furthermore, these methods can be integrated with the automated
MI behavior coding methods6, 7 to create a software pipeline for fully automated analysis of email-delivered behavioral
interventions.

Materials and methods
Dataset

The experimental dataset for this work was constructed from 49 e-Coaching sessions, which include 330 and 281
emails by e-Coaches and patients, respectively. Various statistics of the experimental dataset are provided in Table 1.
Each e-Coaching session represents an MI intervention delivered via email. Emails were segmented into 3,138 text
fragments and annotated with the Minority Youth-Sequential Coding of Process Exchanges (MY-SCOPE),9 a quali-
tative coding scheme to characterize patient-provider communication during MI sessions with 115 distinct behavior
codes. Email segmentation can be considered as sequence tagging, which can be framed as a binary classification
problem, in which each word or punctuation mark is annotated with one of the two class labels (“new segment” or
“same segment”) to indicate whether it is a beginning of a new MI behavior segment or not. In total, the dataset
consists of 95,777 words and 7,140 punctuation marks and includes 3,138 “new segment” and 99,779 “same segment”
instances. In this study, we experimented with traditional machine learning methods, such as Conditional Random
Fields (CRF)12 and deep learning methods, such as Multi-Layer Perceptron (MLP),13 Bi-directional Recurrent Neural
Network (BRNN)14 and Convolutional Recurrent Neural Network (CRNN).15 In the case of MLP, training and testing
samples were created based on a sliding window of 2n words or punctuation marks over each position (which could be
a word or a punctuation mark) in a given input sequence, such that each sample consists of the n words or punctuation
marks after the current position and n words or punctuation marks prior to the current position, including the position
itself. In the case of CRF, BRNN and CRNN models, an e-Coaching email was taken as an input sequence, POS
tags and embeddings of each word or punctuation mark were used as input and binary labels corresponding to “new
segment” and “same segment” classification decisions were considered as the model output. In the gold standard,
words or punctuations within the same segment were assigned the label of 0 and the last word or punctuation mark of
a segment were assigned the label of 1 (an example of an input with the assigned labels is provided in the 2nd row of
Table 1).

Table 1: Summary of statistics of the experimental dataset and example of a segmented sequence

Sessions Instances Class labels Tokens Emails Annotation
new same words punctuations patient provider method codes

49 102,917 3,138 99,779 95,777 7,140 281 330 MYSCOPE 115
segmentation example: Hi[0] XXX[0] ,[0] its[0] good[0] to[0] hear[0] from[0] you[0] .[1] it[0] sounds[0] like[0]...

Features

We utilized three types of features in conjunction with CRF, MLP, BRNN and CRNN: word embeddings as lexical
features, punctuation and POS features. Syntactic abstractions of individual words, such as POS tags, have been
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previously shown to be effective features for similar natural language processing tasks.15, 22 To extract POS features,
we pre-processed e-Coaching emails using the NLTK POS taggerb. Punctuation marks, which correspond to one of
the symbols {‘.’, ‘,’, ‘!’, ‘?’, ‘:’, ‘;’} between a pair of words, were also used as a feature, since punctuation marks
designate the boundary of a sentence, clause or a phrase and often also correspond to a segment boundary.19 For
natural language processing (NLP) tasks, inputs are received as textual fragments, in which individual words are as
the basic lexico-semantic units. Therefore, it is important to represent a word in such a way that preserves all relevant
lexical and semantic information. Embedding is a form of distributed representation, when each word is associated
with a dense real-valued vector in low-dimensional space. Embeddings have been previously shown to effectively
capture semantic, syntactic and morphological properties of words.24, 25 For experiments reported in this paper, we
utilized word embeddings pre-trained on Google News corpus consisting of 1.6 billion words using word2vec software
package.c For words or punctuation marks, which do not have pre-trained embeddings, we utilized the embeddings of
the same dimensionality trained on the experimental dataset. CRF utilized lexical features, POS tags and the preceding
label.

Methods

We experimented with 4 different classifiers, including one traditional machine learning model (CRF) and three deep
learning methods (MLP, BRNN and CRNN). Since deep learning architectures provide a flexible mechanism for
constructing complex models, we take advantage of this flexibility to test different variations of MLP, BRNN and
CRNN models for the task of segmentation of e-Coaching emails.

Conditional Random Fields (CRF): CRF has been widely used in various NLP tasks that involve sequence an-
notation, such as part-of-speech tagging.12, 26 Unlike the maximum-entropy Markov model, which uses per-state
exponential models for conditional probability of the next state given a current state, CRF model directly estimates
a distribution of the entire output sequence conditioned on the observation sequence. A linear-chain CRF model is
defined as a conditional probability distribution p(y|x) of output sequence y, given input sequence x:

p(y|x) = 1

Zx
exp

(
T∑

t=1

∑
k

λkfk(yt−1, yt, x, t)

)
(1)

where Zx is a normalization factor, fk(yt−1, yt, x, t) is a feature function, and λk is a learned weight associated with
feature fk. The optimal output sequence y∗ for input sequence x, y∗ = argmaxyp(y|x), is obtained efficiently using
the Viterbi algorithm. In our experiments, the following features were utilized in conjunction with CRF: i) current
word or punctuation ii) next and previous 3 words or punctuations iii) binary feature indicating whether a word or
punctuation is a special character (’;’, ’?’, ’.’, ’,’, ’!’, ’:’, etc.) or not iv) binary feature indicating whether a word is a
title word or not (e.g. “The” is a title word but “the” is not) v) POS tags.

Multi-Layer Perceptron (MLP): MLP is a neural network, which consists of multiple fully connected layers that map
an input to one or several outputs.13 Figure 2 illustrates a multi-layer perceptron with a single hidden layer. MLPs
have no cycles or loops. Information in them flows only forward, from the input layer through the hidden layer(s) to
the output layer. The MLP in this study utilizes one hidden layer consisting of 128 neurons and rectified linear unit
(ReLU) as a nonlinear activation function. In order to prevent over-fitting, we applied dropout (random masking of
neurons)27 to fully connected layers during training. Dropout was also applied to a fully connected layer in CRNN.

Bi-directional Recurrent Neural Network (BRNN): BRNN is a neural network designed to capture sequential pat-
terns by considering both past and future inputs as well as complex relationships between input features and output
labels.14 The hidden state of BRNN is an aggregation of the hidden states of a forward and backward recurrent neu-
ral networks (RNNs). Gated Recurrent Units (GRU)28 capable of handling variable size input sequence and having
internal memory, which can be reset, were utilized as an RNN in this work.

Convolutional Recurrent Neural Network (CRNN): CRNN15 shown in Figure 3 is a deep neural architecture, which
bhttps://www.nltk.org/
chttps://code.google.com/p/word2vec/
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Figure 2: Multi-layer perceptron with a single hidden layer

combines convolutional and recurrent layers. Our implementation of CRNN consists of 5 layers: 1) input layer 2)
embedding layer 3) convolution layer with max pooling 4) BRNN layer 5) fully connected layer with dropout and
sigmoid output. E-coaching email exchanges are represented as a sequence of m words and punctuations, which are
fed into the input and embedding layers to produce a m × ne matrix after fetching the embeddings for words and
punctuations in the input sequence. This matrix is a distributed representation of an input email exchange, which
contains rich morpho-syntactic information that can be utilized for its segmentation. When POS tags are utilized
along with word embeddings, they are represented with a 10-dimensional vector, which is concatenated with 300-
dimensional word embeddings to obtain new embedding vectors ne = [nw;np] of size 310. The primary purpose
of a convolution layer is to extract new features for each word or punctuation mark based on the neighboring words
or punctuation marks. A one-dimensional (1D) convolution operation is utilized in this layer in our implementation
of BRNN. In 1D convolution, one filter is responsible for the extraction of one feature. After applying nf different
filters with zero-padding on both sides of the input text, nf features are produced by the convolution layer for each
word. A max pooling over time operation is then applied to find the most significant features in a textual fragment.
The bi-directional recurrent layer receives new features extracted from the convolution layer. Unidirectional RNNs are
typically utilized to capture long-range dependencies in a sequence of observations. Bi-directional RNNs, on the other
hand, are capable of capturing both past and future contexts through forward and backward traversals of a sequence.
The purpose of the fully connected layer in CRNN is to use the output of the bidirectional RNN layer for classifying
each word or punctuation into “new segment” or “same segment” classes. Since a fully connected layer has a larger
number of parameters, they are more likely to excessively co-adapt to other parameters in the network and result in
over-fitting. To prevent this, we utilized dropout by randomly ignoring 50% of the connections in the fully connected
layer of CRNN. Finally, logistic sigmoid outputs the probability of classifying or labeling each word or punctuation
mark with “same segment” class. We experimentally determined the optimal parameters using 5-fold cross-validation
and found out that the best performance is achieved when filter length in the convolution layer is 7, number of filters is
100, max pooling size is 3, ReLU is used as an activation function in the convolution layer, hyperbolic tangent is used
as an activation function in the bi-directional RNN layer and the number of dimensions in the hidden state of RNNs is
200. Adam29 with 50 epochs, the batch size of 32 and learning rate of 0.001 was used for optimization and the early
stopping strategy was applied.d

Evaluation metrics

We report standard metrics of precision, recall and F1-measure to evaluate the performance of the classifiers.30 Accu-
racy is not reported as a performance metric, since it is highly sensitive to the distribution of prior class probabilities,
which is skewed when datasets with unbalanced classes are involved. The results are reported based on 5-fold cross-
validation (one fold was used as a test set and the remaining 4 folds were used as a training set) and weighted macro-
averaging over the folds. We also report the area under the precision-recall curve (AUPR), due to its effectiveness in
measuring the performance of binary classifiers in the case of the datasets with imbalanced class distribution.31

dsource code of all methods is available at https://github.com/teanalab/eCoaching-Text-Segmentation
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Figure 3: Architecture of a convolutional recurrent neural network for automated segmentation of e-Coaching
emails into fragments corresponding to MI behaviors

Results

Our experiments spanned three dimensions. First, we determined the optimal sizes of word embedding vectors and the
sliding window of MLP. Second, we evaluated the performance of different methods with respect to detecting “new
segment” as well as the weighted average over “new segment” and “same segment” classes. Third, we assessed the
impact of different types of features as well as their combination on the performance of different machine learning
methods on the e-Coaching email segmentation task.
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Figure 4: F1-measure of CRNN on the task of e-Coaching email segmentation by varying the number of dimen-
sions in pre-trained and corpus-based GloVe and word2vec embeddings (left). F1-measure of MLP on the task
of e-Coaching email segmentation by varying the size of the sliding window (right).
Figure 4 (left) illustrates the performance of CRNN on the task of e-Coaching email segmentation by varying the
number of dimensions in pre-trained and corpus-based GloVe e and word2vec embeddings. We observed that the best
performance is achieved with pre-trained 300-dimensional word2vec word vectors, when three types of features are
used together. Therefore, we report the results for other deep learning models used in this study when 300-dimensional
word2vec embedding vectors are utilized. The input layer of MLP consists of a sum of embeddings of n words or
punctuation marks before and the sum of embeddings of n words or punctuation marks after the word or punctuation
mark, which is the center of a sliding window of 2n words or punctuation marks. Figure 4 (right) demonstrates the
performance of MLP on e-Coaching email segmentation by varying the size of the sliding window. It can be observed
that the best performance of MLP is achieved when the size of the sliding window is 4 (or n = 2). Therefore, MLP
results in the remaining experiments are reported when n is set to 2.

As follows from Table 2, CRNN outperforms all other methods in terms of recall and F1-measure achieving 0.797
recall and 0.785 F1-measure for new segment detection. CRNN also shows superior performance according to all
performance metrics calculated as a weighted average over “new segment” and “same segment” classes. BRNN had

ehttps://nlp.stanford.edu/projects/glove/
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Table 2: Performance of CRF, MLP, BRNN and CRNN on “new segment” detection as well as the weighted
average over “new segment” and “same segment” classes when only lexical features are used. The highest value
for each performance metric is highlighted in boldface.

Method New Segment Overall AUPRPrecision Recall F1-Measure Precision Recall F1-Measure
CRF 0.782 0.691 0.733 0.983 0.984 0.984 0.780
MLP 0.836 0.593 0.694 0.982 0.983 0.982 0.736
BRNN 0.606 0.680 0.641 0.977 0.976 0.976 0.655
CRNN 0.775 0.797 0.785 0.986 0.986 0.986 0.818

the lowest performance among all models in terms of precision and F1-measure. On the other hand, MLP had the
highest precision of 0.836 when lexical features are used to identify “new segment”. CRF achieves 0.733 F1-measure,
the second highest in identifying “new segment”. CRF also demonstrated the second best performance among all
models according to all metrics calculated as a weighted average over both classes. Experimental results indicate
that the performance of all classifiers according to all metrics calculated as a weighted average over both classes is
significantly higher than their performance on “new segment” detection, which is expected since 96.95% of instances
belong to the “same segment” class and 99.3% of them are correctly classified. For example, CRNN achieves 27.23%,
23.71% and 25.61% higher precision, recall and F1-measure calculated as a weighted average over “new segment”
and “same segment” classes, compared to the “new segment” detection.
Table 3: Performance of CRF, MLP, BRNN and CRNN on “new segment” detection as well as the weighted
average over “new segment” and “same segment” classes when all types of features are used together. The
highest value for each performance metric is highlighted in boldface.

Method New Segment Overall AUPRPrecision Recall F1-Measure Precision Recall F1-Measure
CRF 0.813 0.772 0.792 0.988 0.988 0.988 0.877
MLP 0.817 0.710 0.760 0.986 0.987 0.986 0.842
BRNN 0.683 0.820 0.745 0.985 0.983 0.984 0.770
CRNN 0.789 0.864 0.825 0.990 0.989 0.989 0.867

Table 3 summarizes the results of all models on the task of segmentation of e-Coaching emails when word embed-
dings or lexical features are used in combination with punctuation and POS features. Similar to results in Tables 2,
CRNN demonstrates the best performance among all methods achieving 0.864 recall with 0.825 F1-measure for “new
segment” detection and 0.990 precision with 0.989 recall and F1-measure overall. BRNN and CRF demonstrated
the lowest and second highest performance on the task of email segmentation among all methods, respectively. We
observed that classification performance significantly improved for “new segment” detection when lexical features are
used in combination with punctuation and POS features. Specifically, precision increases by 3.96%, -2.27%, 12.71%
and 1.81%; recall increases by 11.72%, 19.73%, 20.59% and 8.41%; and F1-measure increases by 8.05%, 9.51%,
16.22% and 5.1% for CRF, MLP, BRNN and CRNN methods, respectively, on new segment detection when all types
of features are utilized together. Similarly, precision increases by 0.51%, 0.41%, 0.82% and 0.41%; recall increases
by 0.41%, 0.41%, 0.72% and 0.3%; and F1-measure increases by 0.41%, 0.41%, 0.82% and 0.3% for CRF, MLP,
BRNN and CRNN methods, respectively, as a weighted average over “new segment” and “same segment” classes
when lexical features are used in combination with punctuation and POS features.

Table 4 illustrates the impact of different types of features as well as their combination on e-Coaching email segmen-
tation performance. Punctuation and POS features have similar effect measured by the AUPR, which increases by
12.44%, 14.4%, 17.56% and 6% for CRF, MLP, BRNN and CRNN, respectively, when all features are used together.
Individually, although punctuation features improve the performance of all classifiers, POS features improve the per-
formance of only CRF and MLP. CRF achieved the highest AUPR when all types of features are used together. On the
other hand, POS features degraded the AUPR of BRNN and CRNN.
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Table 4: Area under the precision-recall curve (AUPR) values of all classifiers demonstrating the impact of dif-
ferent types of features on e-Coaching email segmentation performance. Highest AUPR value for each feature
set across all models is highlighted in boldface.

Features CRF MLP BRNN CRNN
word embeddings only 0.780 0.736 0.655 0.818
word embeddings + POS 0.797 (+2.18%) 0.746 (+1.36%) 0.647 (-1.22%) 0.798 (-2.44%)
word embeddings + punctuation 0.876 (+12.31%) 0.835 (+13.45%) 0.774 (+18.17%) 0.874 (+6.85%)
all features 0.877 (+12.44%) 0.842 (+14.4%) 0.770 (+17.56%) 0.867 (+6%)

Discussion

This study is the first effort to design and evaluate machine learning methods for automated segmentation of e-
Coaching sessions. Experimental results indicate that CRNN is the best model among all machine learning methods
considered for this study. CRNN achieved 0.989 F1-measure overall and 0.825 F1-measure for detecting “new seg-
ment”. The robust performance of CRNN provides an evidence that deep learning models are capable of detecting the
boundaries of patient and provider behaviors in email delivered behavioral interventions. Our experiments also high-
light the importance of punctuation and POS features along with word embeddings for all machine learning methods
employed this study. Although the domain of this study was intentionally focused, we believe that the proposed meth-
ods are not limited to e-Coaching sessions and our conclusions can be generalized to other domains, which require
discourse segmentation.

Punctuation marks and POS features resulted in significant improvement in the performance of traditional machine
learning and deep learning methods. Punctuation features had a stronger individual impact on model performance than
POS features. In all cases, CRF and MLP performed better, when word embeddings were used in conjunction with
punctuations and POS features. Considering punctuations improved the performance of BRNN and CRNN measured
by precision, recall and F1-measure, while POS features lowered their AUPR.

The convolution layer made a significant difference between the performance of CRNN and BRNN in MI session
discourse segmentation. CRNN had 22.46% and 10.74% higher F1-measure in “new segment” detection and 1.02%
and 0.51% higher F1-measure overall compared to BRNN, when word embeddings and all other features were used,
respectively. In CRNN, a convolution layer performs a series of convolution and pooling operations, which produce
a number of important high-level features from input embeddings. These high-level features are then utilized by
the bidirectional RNN layer in CRNN, which translates to a significant increase in performance. In contrast, BRNN
utilizes the input embeddings directly as features.

Although punctuation marks play an important role in segmentation boundary detection, a few errors were triggered by
the presence of punctuation marks. For example, a text segment from an e-Coaching email “A typical day in regards
to fruit and vegetable has me eating about a serving at breakfast (our cafe has cut up fruit) and then maybe a piece
of fruit later in the day or as a snack. Vegetable tends to be a side serving at lunch and dinner and I get celery or
carrot cuts with dressing for a snack a lot of times. I could probably add some sort of vegetable into my breakfast (like
spinach in an omelet) and snack on another piece of fruit when I am hungry rather than the junk food I tend to eat.”
was incorrectly segmented after the first sentence, when period was encountered. Similarly, additional information
is a common cause for misclassification of an email segment into multiple segments. For instance, although the first
sentence in the above email segment represents a positive commitment to behavior change, the next two sentences
provide additional information to support the patient’s commitment.

Conclusion

Segmentation is the first step of qualitative analysis of unstructured clinical communications, such as e-Coaching. Al-
though several studies have focused on the segmentation problem in biomedical context, they are limited to segmenting
clinical text in EHR into sections and sentences. No previous studies considered the task of automated segmentation
of clinical communications into groups of MI behaviors in the context of unstructured MI sessions. By comparing the
performance of machine learning methods for the task of segmentation of e-Coaching emails, we found out that con-
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volutional recurrent neural networks demonstrate the best performance in terms of most performance metrics. Manual
segmentation of e-Coaching sessions is a very resource-intensive and time-consuming task, which can significantly
decrease the time and effort required to develop effective behavioral interventions. Our proposed methods can help to
identify textual segments corresponding to MI behaviors in unstructured clinical dialog, which can then be annotated
with MI behavior annotation methods in a pipeline setting. Automated segmentation and annotation of e-Coaching
emails can significantly decrease the time to identify effective communication strategies in email-based MI. As future
work, we are planning to evaluate the methods presented in this work on the datasets from other types of behavioral
interventions.

Acknowledgments

This study was supported by a grant from the National Institutes of Health, NIDDK R21DK108071, Carcone and
Kotov, MPIs. We would like to thank the student assistants in the Department of Family Medicine and Public Health
Sciences at Wayne State University School of Medicine for their help in preparing the training dataset.

References

[1] Miller WR, Rollnick S. Motivational interviewing: Helping people change. Guilford press; 2012.

[2] Miller WR, Rose GS. Toward a theory of motivational interviewing. American psychologist. 2009;64(6):527.

[3] Apodaca TR, Longabaugh R. Mechanisms of change in motivational interviewing: a review and preliminary
evaluation of the evidence. Addiction. 2009;104(5):705–715.

[4] Nigam K, McCallum AK, Thrun S, Mitchell T. Text classification from labeled and unlabeled documents using
EM. Machine learning. 2000;39(2-3):103–134.

[5] Wang S, Manning CD. Baselines and bigrams: Simple, good sentiment and topic classification. In: Proceed-
ings of the 50th Annual Meeting of the Association for Computational Linguistics: Short Papers-Volume 2.
Association for Computational Linguistics; 2012. p. 90–94.

[6] Hasan M, Kotov A, Carcone AI, Dong M, Naar S, Hartlieb KB. A study of the effectiveness of machine learning
methods for classification of clinical interview fragments into a large number of categories. Journal of biomedical
informatics. 2016;62:21–31.

[7] Kotov A, Hasan M, Carcone A, Dong M, Naar-King S, Hartlieb KB. Interpretable probabilistic latent vari-
able models for automatic annotation of clinical text. In: AMIA Annual Symposium Proceedings. vol. 2015.
American Medical Informatics Association; 2015. p. 785.

[8] Hasan M, Kotov A, Carcone AI, Dong M, Naar-King S. Predicting the outcome of patient-provider communi-
cation sequences using recurrent neural networks and probabilistic models. In: Proceedings of the 2018 AMIA
Informatics Summit. American Medical Informatics Association; 2018. .

[9] Carcone AI, Naar-King S, Brogan K, Albrecht T, Barton E, Foster T, et al. Provider communication behaviors
that predict motivation to change in black adolescents with obesity. Journal of developmental and behavioral
pediatrics: JDBP. 2013;34(8):599.

[10] Webber B, Egg M, Kordoni V. Discourse structure and language technology. Natural Language Engineering.
2012;18(4):437–490.

[11] Alexander GL, Lindberg N, Firemark AL, Rukstalis MR, McMullen C. Motivations of Young Adults for Improv-
ing Dietary Choices: Focus Group Findings Prior to the MENU GenY Dietary Change Trial. Health Education
& Behavior. 2017;p. 1090198117736347.

[12] Lafferty JD, McCallum A, Pereira FCN. Conditional Random Fields: Probabilistic Models for Segmenting and
Labeling Sequence Data. In: Proceedings of the Eighteenth International Conference on Machine Learning;
2001. p. 282–289.

451



[13] Rumelhart DE, Hinton GE, Williams RJ. Learning representations by back-propagating errors. nature.
1986;323(6088):533.

[14] Schuster M, Paliwal KK. Bidirectional recurrent neural networks. IEEE Transactions on Signal Processing.
1997;45(11):2673–2681.

[15] Treviso M, Shulby C, Aluı́sio S. Sentence Segmentation in Narrative Transcripts from Neuropsychological
Tests using Recurrent Convolutional Neural Networks. In: Proceedings of the 15th Conference of the European
Chapter of the Association for Computational Linguistics: Volume 1, Long Papers. vol. 1; 2017. p. 315–325.

[16] Apostolova E, Channin DS, Demner-Fushman D, Furst J, Lytinen S, Raicu D. Automatic segmentation of clinical
texts. In: Engineering in Medicine and Biology Society, 2009. EMBC 2009. Annual International Conference of
the IEEE. IEEE; 2009. p. 5905–5908.

[17] Denny JC, Spickard III A, Johnson KB, Peterson NB, Peterson JF, Miller RA. Evaluation of a method to identify
and categorize section headers in clinical documents. Journal of the American Medical Informatics Association.
2009;16(6):806–815.

[18] Tepper M, Capurro D, Xia F, Vanderwende L, Yetisgen-Yildiz M. Statistical Section Segmentation in Free-Text
Clinical Records. In: LREC; 2012. p. 2001–2008.

[19] Cho PS, Taira RK, Kangarloo H. Text boundary detection of medical reports. In: Proceedings of the AMIA
Symposium. American Medical Informatics Association; 2002. p. 998.

[20] Griffis D, Shivade C, Fosler-Lussier E, Lai AM. A quantitative and qualitative evaluation of sentence boundary
detection for the clinical domain. AMIA Summits on Translational Science Proceedings. 2016;2016:88.

[21] Kreuzthaler M, Schulz S. Detection of sentence boundaries and abbreviations in clinical narratives. In: BMC
medical informatics and decision making. vol. 15. BioMed Central; 2015. p. S4.

[22] Liu Y, Stolcke A, Shriberg E, Harper M. Using conditional random fields for sentence boundary detection in
speech. In: Proceedings of the 43rd Annual Meeting of the Association for Computational Linguistics (ACL05);
2005. p. 451–458.

[23] Galley M, McKeown KR, Fosler-Lussier E, Jing H. Discourse segmentation of multi-party conversation. In:
Proceedings of the 41st Annual Meeting of the Association for Computational Linguistics; 2003. .

[24] Pennington J, Socher R, Manning C. Glove: Global vectors for word representation. In: Proceedings of the 2014
conference on empirical methods in natural language processing (EMNLP); 2014. p. 1532–1543.

[25] Mikolov T, Sutskever I, Chen K, Corrado GS, Dean J. Distributed representations of words and phrases and their
compositionality. In: Advances in neural information processing systems; 2013. p. 3111–3119.

[26] Hirohata K, Okazaki N, Ananiadou S, Ishizuka M. Identifying sections in scientific abstracts using conditional
random fields. In: Proceedings of the Third International Joint Conference on Natural Language Processing:
Volume-I; 2008. .

[27] Srivastava N, Hinton G, Krizhevsky A, Sutskever I, Salakhutdinov R. Dropout: a simple way to prevent neural
networks from overfitting. The Journal of Machine Learning Research. 2014;15(1):1929–1958.

[28] Chung J, Gulcehre C, Cho K, Bengio Y. Empirical evaluation of gated recurrent neural networks on sequence
modeling. arXiv preprint arXiv:14123555. 2014;.

[29] Kingma DP, Ba J. Adam: A method for stochastic optimization. arXiv preprint arXiv:14126980. 2014;.

[30] Aas K, Eikvil L. Text categorisation: A survey. Technical report, Norwegian computing center; 1999.

[31] Davis J, Goadrich M. The relationship between Precision-Recall and ROC curves. In: Proceedings of the 23rd
international conference on Machine learning. ACM; 2006. p. 233–240.

452



Duodenal Biopsies Classification and Understanding using Convolutional
Neural Networks

Mohammad Al Boni, Ph.D.1, Sana Syed, M.D., M.S.2, Asad Ali, M.B.B.S., M.P.H.3, Sean R.
Moore, M.D., M.S.2, Donald E. Brown, Ph.D.1

1Systems and Information Engineering, University of Virginia, Charlottesville, Virginia,
United States; 2Division of Gastroenterology, Hepatology, & Nutrition, Department of

Pediatrics, University of Virginia, Charlottesville, Virginia, United States; 3Department of
Paediatrics and Child Health, Aga Khan University, Karachi, Pakistan

Abstract

Environmental Enteropathy (EE) and celiac disease (CD) are gastrointestinal conditions that adversely impact the
growth of children. EE is prevalent in low- and middle-income countries, whereas as CD is prevalent worldwide.
The histologic appearance of duodenal EE biopsies significantly overlaps with celiac enteropathy. We propose a
convolutional neural network (ConvNet) to classify EE cases from Pakistani infants along with celiac and healthy
controls from the United States. We also identified areas of biopsies that generate high activation values in the ConvNet
model. The identified features helped in distinguishing EE and celiac from healthy intestinal tissues. This work
advances the understanding of both diseases and provides a potential screening and diagnostic tool for practitioners.

Introduction

A real world problem, faced by clinical gastroenterologists, researchers and GI pathologists studying enteropathies is
the major challenge of interpreting clinical biopsy images to diagnose disease when there is the often striking overlap
in histopathology between distinct but related conditions. There is a major clinical need to develop new methods in
data science to allow clinicians to translate heterogeneous biomedical images and data extracted from patient samples
into accurate, quantitative, and precise diagnostics. The development of such processes in high dimensional clinical
research data will support the progress of “precision medicine”, with improved diagnostics, treatments, and clinical
outcomes for patients. We propose to develop an image analysis platform for the automated extraction of quantitative
morphologic phenotypes from gastrointestinal (GI) biopsy images. This method will capture complex GI disease
phenotypes, which cannot be measured directly using molecular approaches. Also, the process of getting a report and
diagnosis from a biopsy takes up to 10 days. We want to automate the classification of diseased as well as normal
tissue so that we can better triage the system of reporting. Pathologists are essential in the diagnosis of these diseases
and we believe that our tool can lead to a better utilization and prioritization of their time. Further, the diseases in
question, celiac disease and environmental enteropathy, overlap histologically. The proposed model would not only
help classify but also lead to identification of novel features that will aid pathologists in making these diagnoses.

Globally, undernutrition is implicated in 45% of the 5 million deaths annually in children under 5 years of age.
Linear growth failure (stunting, length-for-age Z [LAZ] score <-2) is a common manifestation of early childhood
undernutrition, afflicting ∼ 156 million children < 5 years of age worldwide. Stunting serves as a clinical marker for
lifelong impairments in physical, immunological (including oral vaccine failure), neurocognitive, and socioeconomic
potential. A common cause of stunting in the United States with an estimated 1% prevalence is celiac disease (CD),
a gluten-mediated enteropathy. Interestingly, environmental enteropathy (EE) of the small intestine (SI), a condition
prevalent in low- and middle-income countries (LMICs) has many shared features with CD which we will focus on as
a disease control.

Convolutional neural networks (ConvNets), introduced in1, have received great attention after robust success in clas-
sifying images provided by the ImageNet challenge2. Subsequently ConvNets have been used in many areas, mainly
image and text analysis, and have been applied to numerous applications (just to name a few,3–8.) In the domain of
medical imaging, researchers have found that ConvNets outperform other traditional machine learning models9–16.

The main contributions of this paper include:

1. A new application of ConvNets to classify small intestinal biopsies from children into three categories: healthy,
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celiac disease (CD) and environmental enteropathy (EE); and

2. Identifying micro-level features that would serve as indicators of CD and EE.

Related Works

Convolutional neural networks have been widely used to segment and classify various types of medical images such
as histopathological images of breast tissues10, 11, 13, 14, 17, lung images15, skin images9, MR brain images16, or colon
tissues13.

In10, the authors used ConvNets to build a pixel-based classifier to detect mitosis in breast histology images. They train
and test their method on small patches centered on the pixel of interest. Their method outperformed other classifiers
and won the ICPR 2012 mitosis detection competition. This work shows the effectiveness of using neural networks
to analyze medical images. Unlike their method, we propose an image-based classifier which will have an additional
layer of difficulty since all different patterns throughout the image will be considered in producing the predicted label.

Cruz-Roa et. al. proposed an image-based ConvNet model to detect basal cell carcinoma cancer9. They applied
their method to a relatively small data set of 1,417 images of skin histopathology slides. They showed that ConvNets
outperform other methods such as bag of features, discrete cosine transform and Haar-based wavelet transform. The
analysis by Cruz-Roa et. al. supports our motivation for using ConvNets to classify normal, EE and CD even though
our data size is relatively small.

Similar to10, the authors in11 used ConvNets to detect ductal carcinoma in histological slides from biopsies. However,
instead of using a pixel-base classifier, the authors built a grid of 100 x 100 patches on top of input slides and train their
ConvNets on these patches individually. They trained and tested their method on 113 and 49 slide images respectively.
Their approach outperformed other methods that use handcrafted features such as Color Histograms and graph-based
features.

In12, Pan et. al. used ConvNets to segment nuclei in pathological images. However, their ConvNet framework did
not include fully connected nor softmax layers. They trained their network on random 18 x 18 patches by taking the
pixel-wise difference between final convolutional layer and the ground truth. A major difference between12 and other
related works is that they use a two-step process to convert their input images to gray scale before feeding it to the
ConvNet. Although such preprocessing steps would simplify the learning problem, it would negatively impact the
performance, as most color-related information is lost. On the other hand, Xu et. al. used a similar approach but
on colored patches to segment epithelial and stromal regions with hematoxylin and eosin and immunohistochemistry
images of breast and colon cancer13. Unlike their work, our model uses ground-truth labels and generate aggregated
predictions are at the level of the biopsy rather than a smaller segment.

Data Sources and Preprocessing

We integrated and used data from three different sources. The first source includes images scanned from 34 biopsies
from patients with celiac disease (12 male and 22 female) and 42 healthy control patient cases both from US children.
These cases were manually scanned using our UVA Bio Tissue Repository Core facilities with multiple resolutions.
The process produced 1,000 celiac images and 1,008 normal images each of size 1360 x 1024 pixels (example shown
in Figure 1). Second, we obtained 10 cases of EE disease from Pakistani children18. For each case, 2 to 4 multi-
resolution z-level biopsies were taken. Such biopsies were scanned with relatively high resolutions (e.g., ranging
from 2288 x 1356 to 18304 x 14926 pixels). Although most discriminating features can only be observed at a high
resolution, it is impractical to feed such images as input to the network. Therefore, we developed a segmentation
method to automatically divide each z-level image into a number of 1360 x 1024 images. We choose the split size to
produce segments that are consistent with celiac and normal images although our classification framework can work
with variable sized input. The segmentation process include: 1) Estimation of the background color: we calculated
four estimates of background color by taking the average RGB values of 50 x 50 pixels from four corners of each
image; 2) Binarization of images: for each pixel in the input image, we checked whether its RGB values were within
three standard deviation from the estimated background averages or not. If this condition was satisfied for at least two
of the four background estimates, we converted the pixel to white (i.e., background pixel). Otherwise, the pixel was
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Figure 1: An example of a manually segmented normal biopsy in the laboratory.

Input Image Binarized Image Segmented Image

Figure 2: An illustration of automatic segmentation of EE biopsies into 1360 x 1024 non-overlapping images.

converted to black (i.e., biopsy pixel); 3) Finding non-overlapping boundary and in-biopsy segments: we used a 1360 x
1024 window and counted the number of biopsy pixels. If the number of biopsy pixels in a given window were within
45% to 55% of all pixels, we tagged that window as a boundary segment. On the other hand, biopsy segments were
tagged if the number of biopsy pixels was at least 95% of all pixels. Figure 2 shows examples of manually segmented
celiac and normal biopsies as well as the automatic segmentation process for EE biopsies. This method generated 809
images from 10 EE cases. The motivation for designing an automatic segmentation process was scalability as we plan
to extend the existing work to incorporate EE cohorts from other countries including Bangladesh and Zambia.

Data Augmentation

We used two data augmentation methods to increase the amount of training data and avoid overfitting problems caused
by limited data. First, during each training iteration, and for each input image, we applied gamma correction with
a random gamma value between 0.5 and 2. Then, we applied standard shifting and rotation methods such that we
randomly selected ten 1000 x 1000 patches and their horizontal and vertical reflections2. These methods increased the
size of our data by a factor of 30, and helped in learning translation and rotation invariant features (Example shown
in Figure 3.) At testing time, we generated 45 patches from each image segment: central patch, 4 corner patches,
their reflections, and gamma corrected with rates 0.5, 1 and 2. Then, we outputted the average probabilities of these
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Figure 3: Top 3 activations of a testing celiac image and its horizontal and vertical reflections. This highlights that the
use of data augmentation method allowed the network to learn rotation and translation invariant features.
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Figure 4: Convolutional neural network classification and visualization framework. The network consists of four
convolution layers and one fully connected layer. Note, CRMP stands for the output of convolution, ReLU, and max
pooling respectively.

patches. Finally, since each case consisted of a number of segments, we calculated the average softmax probabilities
for all segments and used that to classify testing cases.

Classification Framework

We proposed a convolutional neural network to perform multi-class classification on biopsies (See Figure 4.) The
proposed network consisted of the following components:

• Four convolution layers with 16, 16, 32, and 32 feature maps respectively and filter sizes of 5 x 5, 5 x 5, 5 x 5,
and 3 x 3 respectively. Note, before each convolution, we zero-padded input layers to ensure that both the input
and output of each convolution would have the same size.

• Each convolution layer was followed by a rectified linear unit (ReLU) layer19, and then a max pooling layer.
The window sizes for the four max pooling layers were set to 2 x 2, 4 x 4, 5 x 5, and 5 x 5 respectively. Note,
the stride in both convolution and max pooling layers was set to 1. Given an input of 1,000 x 1,000 x 3 colored
input image, the fourth max pooling layer would generate an output with size 5 x 5 for each feature map.

• We flattened and concatenated the output of the 32 feature maps and connected them to one fully connected
layer with 1,024 neurons.

• A dropout layer with dropout probability of 0.520.

• A softmax layer that would generate three probability values corresponding to the likelihood of an input image
being healthy control, CD or EE.
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Figure 5: Convolutional neural network classification and visualization framework. The network consists of four
convolution layers and one fully connected layer. Note, CRMP stands for the output of convolution, ReLU, and max
pooling respectively.

We also added two additional components to the network to allow visualization of high activations. The first com-
ponent is similar in concept to the deconvolutional neural networks21. However, instead of deconvoluting the entire
output layer, we only traced back the highest activation for each feature map to the source image. This process al-
lowed us to find segments of input images that activated the feature maps the most. Since the fourth max pooling layer
generated a 5 x 5 output, we could trace the maximum value to a segment of 262 x 262 pixels (about one-fourth the
size of the input image). However, tracing back high activation to a relatively large segment may not reveal important
indicators of EE or celiac. Therefore, we chose to trace activations from the output of the ReLU units at layer 4 which
has an output size of 25 x 25. The maximum activation from that layer would be traced back to a segment of 142 x
142 pixels.

While the first component can highlight areas of the biopsies that would produce high activations, it does not account
for fully connected and softmax layers. Therefore, high activations might not correspond to the final probability of
EE or Celiac. To resolve this, we used Gradient-weighted Class Activation Maps (Grad-CAMs), which use gradients
to calculate importance weights22. Figure 5 shows our Grad-CAM framework. To obtain these visualizations, we go
through the following process: 1) using given an input image and one of the class labels, we go through a forward-pass
to obtain gradients with respect to the class label, 2) gradients are back-propagated until the fourth convolutional layer.
These gradients represents the importance of each pixel in each filter with respect to the class label; 3) we apply a
weighted sum of all filter values and gradient weights; 4) we apply a ReLU to keep only positive values (i.e., keep
only pixels with positive importance with respect to a given class label). This step generates a non-negative 25x25
heatmap representing the importance of pixel values of convoluted 25x25 image; 5) we upscale the heatmap to match
the input size (i.e., 1000x1000); and 6) we use the heatmap as a transparency layer for the input image such that each
pixel with lower importance will have a high transparency and become less apparent, and vice versa.

Experimental Results

We performed empirical evaluations of the proposed classification and visualization models. We used a biopsy-
preserving 10-fold cross validation (CV) experiment setup, i.e., all images from a given biopsy were either in training
or testing. As for EE cases, since each patient had more than one biopsy, our CV split preserved the patient ID such
that images from all biopsies for a given EE case being either in training or testing. On average, each fold included
76,059 training images and 8,451 testing images. Each model trained for about 20 hours. In the following experiments,
we evaluated performance per images and per biopsies.

First, we checked the effect of adjusting gamma on performance. We also tested contrast limited adaptive histogram
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Table 1: Ten fold cross validation classification performance of ConvNet models.

Augmentation Per Image Accuracy Per Biopsy Accuracy
Method Mean Variance Mean Variance

Shifting+Reflections 85.13% 0.0231 85.71% 0.0264
+Gamma 90.59% 0.0070 93.33% 0.0096
+CLAHE 86.79% 0.0164 88.57% 0.0188

+Gamma→CLAHE 86.72% 0.0152 87.61% 0.0199

Table 2: Aggregated confusion matrices of 10-folds cross validation of ConvNet models.
Per Image

Predicted
Healthy EE Celiac

Tr
ue

Healthy 895 0 113
EE 42 760 7

Celiac 91 12 897
Per Biopsy

Predicted
Healthy EE Celiac

Tr
ue

Healthy 38 0 4
EE 1 28 0

Celiac 1 1 32

equalization (CLAHE)23, and both gamma correction and CLAHE. However, using only gamma correction provided
the best performance. Table 1 shows the 10-fold CV performance of ConvNet models with four data augmentation
approaches: one with shifting and horizontal and vertical reflections, and the others with gamma, CLAHE and both
adjustments added to the first one. Most practitioners use only shifting and rotation to augment data. Our results indi-
cate that altering colors has a significant impact on prediction performance, and therefore, there is value in adjusting
colors as part of the data augmentation process.

We also generated confusion metrics to understand where most incorrect classifications occur (See Table 2). Most
wrong classifications are between celiac and healthy controls. Overall, our model has a false negative rate of 1.9%.

To better understand the type of discriminative features that our model learned, we visualized feature maps activations.
For this experiment, we trained only one model on the entire data set. Then, we visualized the top nine image segments

EE Celiac Healthy

Figure 6: Visualization of top 9 activations for healthy, celiac and EE biopsies at layer 4. Note, since high activations
can be traced back to boundary segments, its actual size can be less than 142 x 142 pixels.
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EE: Crypt paneth cells Celiac: Inflammatory cells in the LP Celiac: Goblet cells in crypt

Figure 7: Examples of micro-level features identified by the ConvNet. Highlighted sections corresponds to the highest
activation value.

Grad-CAM Alpha Grad-CAM Grad-CAM Alpha Grad-CAM Grad-CAM Alpha Grad-CAM

Figure 8: Examples of Grad-CAM and Alpha Grad-CAM visualizations that highlight importance of pixels with
respect to a specific class label. Colors ranging from dark red (high activation) to dark blue (low activation) are added
as an alpha channel to increase the transparency of less important micro-level features.

from each of the 32 feature maps at layer 4 with respect to the different classes (See Figure 6.) We observed various
feature maps learned distinctive patterns, and as a result, the highest 9 activations corresponds to relatively similar
segments from training data. Also, Figure 7 shows examples of micro-level features identified by experts to be of
high importance to the diagnosis of EE and celiac. Finally, we generated Grad-CAMs (examples shown in Figure
8) visualizations which highlighted the relative importance of each micro-feature with respect to the disease type.
The ConvNet model automatically learned such features from data. These observations support our argument for
using ConvNets not only for diagnosis assistant but also for understanding the micro-level indicators for the various
diseases. Furthermore, the distinctive patterns learned by the model support our motivation for correlating these feature
maps with biomarkers. Beside the micro-level features, Grad-CAMs showed how our model learned from data that
background pixels, regardless of their location, have little to no contribution to the diagnosis of EE and Celiac.

Conclusions

In this article, we have proposed an image analysis platform for the automated extraction of quantitative morphologic
phenotypes from gastrointestinal (GI) biopsy images using a convolutional neural network. We trained and tested our
models on 2,817 images from 105 biopsies. We used data augmentation approaches to increase the number of training
instances, and learn translation and rotation invariant features. Furthermore, we also visualized micro-level features
by tracing high activation values back to input images.

Future directions of this work include, 1) extending our study to include biopsies from Zambia and Bangladesh; 2)
include a wider range of biomarkers such as measures of children’s growth; urinary lactulose: rhamnose measurements
and biomarkers of gut absorption and barrier; total, protein, fat, and carbohydrate energy content; microbiome-for-age
Z scores and bile acid deconjugation; 3) control for gender in the analysis; and 4) and build a holistic framework to
predict celiac and EE using both available biomarkers and biopsies.
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5. Ignacio Rocco, Relja Arandjelović, and Josef Sivic. Convolutional neural network architecture for geometric
matching. arXiv preprint arXiv:1703.05593, 2017.

6. Wenqi Ren, Si Liu, Hua Zhang, Jinshan Pan, Xiaochun Cao, and Ming-Hsuan Yang. Single image dehazing
via multi-scale convolutional neural networks. In European Conference on Computer Vision, pages 154–169.
Springer, 2016.

7. Tobias Weyand, Ilya Kostrikov, and James Philbin. Planet-photo geolocation with convolutional neural networks.
In European Conference on Computer Vision, pages 37–55. Springer, 2016.

8. Donghyeon Cho, Yu-Wing Tai, and Inso Kweon. Natural image matting using deep convolutional neural networks.
In European Conference on Computer Vision, pages 626–643. Springer, 2016.

9. Angel Alfonso Cruz-Roa, John Edison Arevalo Ovalle, Anant Madabhushi, and Fabio Augusto González Osorio.
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Abstract 

Electronic medical records are often de-identified before disseminated for secondary uses. However, unstructured 
natural language records are challenging to de-identify while utilizing a considerable amount of expensive human 
annotation. In this investigation, we incorporate active learning into the de-identification workflow to reduce 
annotation requirements. We apply this approach to a real clinical trials dataset and a publicly available i2b2 dataset 
to illustrate that, when the machine learning de-identification system can actively request information to help create 
a better model from beyond the system (e.g., a knowledgeable human assistant), less training data will be needed to 
maintain or improve the performance of trained models in comparison to the typical passive learning framework. 
Specifically, with a batch size of 10 documents, it requires only 40 documents for an active learning approach to reach 
an F-measure of 0.9, while passive learning needs at least 25% more data for training a comparable model. 

Introduction 

The significance of repurposing electronic medical records (EMR) for secondary usage1,2 has been increasingly 
acknowledged, driving the need for EMR data sharing3,4. In many instances, ensuring privacy for the patients to whom 
the data corresponds remains one of the primary challenges to disseminating such data.  To achieve privacy protection, 
health care organizations often rely upon the de-identification standard of the Privacy Rule of the Health Insurance 
Portability and Accountability of 19965. Though it is straightforward to apply this standard to EMR data that is 
managed in a structured form6, where it is readily apparent where protected health information (PHI) including explicit 
(e.g., personal name) and quasi-identifiers (e.g., dates of birth and geocodes of residence), reside, it is more challenging 
to do so for clinical information communicated in a free or semi-structured form7,8. Yet a substantial amount of 
information exists in such a form9,10 and recent policies, such as those put forth by the European Medicines Agency11 
require that narratives associated with clinical trials (e.g., clinical study reports) be made public. Given that modern 
EMR systems manage data on millions of patients, it is critical to develop de-identification routines for this data in a 
manner that are both effective and efficient12.  

Machine learning methods can assist in realizing such goals, however, supporting state-of-the-art approaches requires 
the acquisition of sufficiently high-quality training data13,14. And, this must be accomplished under the limited budgets 
available to informatics teams running such systems. Thus, in this research, we specifically focus on incorporating an 
active learning in the process to reduce the overall cost for annotation and, thus, support the establishment of a more 
scalable de-identification pipeline. To do so, instead of randomly sampling a dataset for training purposes (or what is 
called passive learning), active learning works by allowing the machine learning system to select the data to be 
annotated by a human oracle and added to the set of training data iteratively15. The system is expected to learn and 
improve its accuracy throughout the process, while eventually fewer instances annotated by humans are required than 
passive learning16. In this work, we report on an active learning pipeline for de-identification based on machine 
learning. In doing so, we assess the extent to which active learning can lead to better results than passive learning (i.e., 
randomly selecting documents to be annotated by humans for the purposes of training a classifier). This research is 
based on the hypothesis that, actively requesting for more informative data can lead to a better model from human 
annotators with less training data.  

This paper is organized as follows. We first review de-identification principles and systems for natural language EMR 
systems, as well as existing active learning applications in NLP (especially for named entity recognition tasks) and 
specifically with clinical documents. Next, we establish an active learning workflow for natural language de-
identification and introduce several new heuristics for solving the key problem of active learning (i.e., choosing the 
most informative data for annotation), which is notable contribution of this work. We then conduct a series of 
controlled and systematic simulations on a real world dataset of CSRs for a clinical trial and a publicly accessible i2b2 
dataset on the active learning pipeline, while evaluating the performance of the heuristics. We show that, in general, 
active learning can yield a comparable and, at times, better performance, with less training data than passive learning. 
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Background 

Various machine learning methods have been applied for natural language de-identification17,18 by generalizing the 
problem to a named entity tagging task19. Specifically, conditional random fields20 (CRFs), a model with proven 
capability for solving NLP problems21,22, has been adopted by several software tools for de-identification23,24. For this 
paper, we work with the MITRE Identification Scrubber Toolkit23 (MIST). In this section, we review related research 
in 1) query strategies for active learning and 2) applications of active learning with clinical documents.  

Active Learning Query Strategies 

Several query strategies for active learning in sequence labeling tasks with CRFs were investigated and compared by 
Settles15, including uncertainty sampling, information density, Fisher information, and query-by-committee - some of 
which are more computationally costly than others in practice. A decision-theoretic active learning approach with 
Gaussian process classifiers was introduced and evaluated with voice messages classification25, utilizing the expected 
value of information (VOI) that accounts for the cost of misclassification. Also, the concept of return on investment 
(ROI) was implemented in active learning to account for the cost of annotation, which was assessed on a part of speech 
tagging task26. In our work, we introduce and assess query strategies based on uncertainty sampling and the notion of 
return on investment (ROI) for de-identification, as these approaches are more practical in real world.  

Active Learning with Clinical Documents 

Active learning has been shown to be an effective tool in named entity recognition tasks in clinical text27. These 
findings suggest that active learning is more efficient than passive learning in most cases. They further suggested that 
uncertainty sampling was the best strategy for reducing the annotation cost. The results implied that human annotation 
cost should be taken into account when evaluating the performance of active learning.  

In the context of de-identification, Bostrom and colleagues28 proposed an active learning approach that relied upon a 
random forest classifier.  They evaluated the approach with a dataset of 100 Swedish EMRs. In their framework, the 
query strategy to determine which documents humans should annotate next focused on entropy-based uncertainty 
sampling. However, this investigation was limited in several notable ways.  First, entropy-based uncertainty sampling  
does not explicitly account for human annotation cost, such that we introduce and implement several query strategies 
in our system beyond. Second, we perform an expanded investigation and conduct controlled experiments using real, 
as well as a publicly accessible resynthesized, EMR data.  

Methods 

We adopt a pool-based active learning framework15. In our scenario, this means that there is a limited amount of 
annotated data to begin with and a large pool of unannotated data the framework could select from.  The pipeline for 
the active learning framework for natural language de-identification is illustrated in Figure 1. Initially, we use a small 
batch of data that is selected randomly from the dataset as the starting point of the active learning. The human 
annotators then manually tag the PHI in the initial batch of data to create a gold standard for model training.  

 
Figure 1. The pipeline for the active learning framework for natural language EMR de-identification. 

Since human annotation is costly, the goal of active learning is to reduce the total amount of human annotation needed 
in the process while maintaining (or even improving) the performance of de-identification model training. In reality, 
the human effort involved in the framework can be viewed as two parts: 1) the human annotation effort in gold standard 
creation and 2) the human correction effort that is needed to fix incorrect labels generated in the previous round when 
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the de-identification model is applied to unannotated data (because no reasonable existing automated de-identification 
approaches yield a recall of 100%). After the first batch of gold standard data is created by human annotators, we train 
a de-identification model, which is applied to the remainder of the unannotated data. The active learning pipeline then 
queries for more informative data to be corrected by humans based on the performance of previous models and/or 
additional criteria.  This information is expected to assist in better de-identification model development. Another way 
to view this strategy is, instead of randomly selecting a fixed amount of unannotated data for training data (passive 
learning), the system actively queries for the data that potentially contributes more information during model training. 

This begs the question: how should we select the data that are more informative? Since the query for active learning 
is based on a heuristic, we propose several query strategies for our de-identification framework and compare the 
performance with our simulation. Before providing the details of each strategy, we formalize the problem statement.   

Problem Formulation 

Let 𝐷 be a set of documents in the form of EMRs. Now, let 𝐷  and 𝐷  be the set of annotated and unannotated 
documents, where 𝐷  𝐷 ∪ 𝐷 . 𝐷  consists of n documents, 𝑑 , 𝑑 , … , 𝑑 . Let Q 𝑑  be the query strategy that the 
active learning framework utilizes to select additional documents for human annotation. Note that, we choose 
documents rather than tokens as the unit for selection for several reasons.  First, it is impractical for a human to 
annotate tokens out of context. Second, selecting tokens could lead to a significant computational overhead since it 
takes time to retrain the model each time the training dataset is updated. 

The goal of the query step is to choose the data 𝑑  that maximizes Q 𝑑 ,  

𝑑 𝑎𝑟𝑔 𝑚𝑎𝑥
∈

Q 𝑑  (1) 

At this point, let 𝐷  be the selected batch of k documents for a human to correct. In essence, this consists of the k 
documents that maximize Q 𝑑 . Note that the value of k could depend on the learning rate of the framework, as well 
as the time that it takes to retrain and reannotate. 

Once corrected by the human, 𝐷  is removed from the unannotated document set 𝐷 , while 𝐷  is updated to include 
the annotated batch of documents:  

𝐷 ′  𝐷 ∪ 𝐷 ,  𝐷 ′  𝐷 \𝐷  (2) 

Each time 𝐷  is annotated and added to training data, the de-identification model needs to be retrained using 𝐷 ′. Next, 
we introduce several options for query strategies that we utilize in our system.  

Uncertainty Sampling 

One of the more prevalent query strategies for active learning is uncertainty sampling15. In this model, it is assumed 
that the active learning system picks the data that the current model is most uncertain of when making predictions.  

Least confidence (LC)  
For a CRF model, given a token 𝑥, let 𝑦 be the most likely predicted label of 𝑥 (e.g., a patient’s name or a date) and 
let 𝑃 𝑦|𝑥  be the posterior probability, or the confidence score of 𝑥 given the current model. We define the uncertainty 
of token x as 1  𝑃 𝑦|𝑥 . Note that we aim to find the document for which the current model has the least confidence.  
Upon doing so, we can use either 1) the summation of the LC-based uncertainty of all tokens in a document 𝑑 : 

𝑈𝐶 𝑑 1  𝑃 𝑦 |𝑥  (3) 

or 2) the mean of all token uncertainty based on LC:  

𝑈𝐶 𝑑 𝑙 1  𝑃 𝑦 |𝑥  (4) 

where 𝑙  is the total number of tokens in 𝑑 . The problem with adopting the mean of all token uncertainty is that it 
does not take into account the length of the documents in the selection process, which may not be optimal.   

Our initial studies revealed several issues when employing the sum of tokens uncertainty approach. First, the predicted 
non-PHI tokens are more likely to produce a prediction confidence score of 0.95 or higher, while the confidence of 
the tokens that are predicted as PHI are, in most cases, lower. Also, since this strategy aims for documents with a 
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higher sum of token uncertainty, it tends to be biased towards documents that contain a larger amount of tokens, even 
though the PHI density in the selected set of documents could be low (which is not desirable for model training).  

To gain intuition into the problem, imagine we have two documents 𝑑  and 𝑑  as summarized in Table 1. Note that 
document 𝑑  consists of a much higher PHI density than document 𝑑  and might provide more information in de-
identification model training. Nonetheless, uncertainty sampling will more likely choose document 𝑑  over document 
𝑑  due to a higher sum of token uncertainty. 

Table 1. An example of how the number of tokens and PHI density influences the sum of token uncertainty. 

Feature Document 𝒅𝟏 Document 𝒅𝟐 
Total number of non-PHI tokens 1000 100 

Average non-PHI token confidence 0.99 0.99 
Total number of PHI tokens 5 10 

Average PHI token confidence 0.6 0.6 
PHI density 0.5% 9.1% 

Sum of tokens uncertainty 12 5 

To mitigate this problem, we introduce a modified version of the least confidence approach, which we refer to as least 
confidence with upper bound (LCUB). Instead of summing the uncertainty of all tokens, the framework calculates the 
sum of uncertainty of tokens, when 𝑃 𝑦 |𝑥  𝜃, where 𝜃 is a cutoff value for uncertainty sampling. Based on this 
formulation, we say that ∑ 𝑓 𝑥 , θ  is the modified sum of token uncertainty with cutoff value 𝜃: 

𝑓 𝑥 , θ
1  𝑃 𝑦 |𝑥 , 𝑃 𝑦 |𝑥 𝜃

0, 𝑃 𝑦 |𝑥 𝜃
 (5) 

Entropy 
Entropy measures the potential amount of discriminative information available. Given a token 𝑥, the entropy H 𝑥  is: 

H 𝑥  𝑃 𝑦 𝑥 𝑙𝑜𝑔𝑃 𝑦 𝑥  (6) 

where m corresponds to the number of most probable labels of 𝑥, as predicted by the current classification model (e.g., 
the CRF). Here 𝑃 𝑦 𝑥  is the probability that 𝑥’s label is 𝑦 .  Again, for a document 𝑑  that contains 𝑡 tokens, the 
total entropy-based uncertainty of 𝑑  can be calculated as: 

𝑈𝐶 𝑑 𝑃 𝑦 𝑥 𝑙𝑜𝑔𝑃 𝑦 𝑥  (7) 

Similar to the LC approach, entropy-based uncertainty sampling also tends to suffer from the problem of low PHI 
density documents. To mitigate this issue, we introduce an entropy with lower bound (ELB) approach. In this 
approach, we set a minimum threshold 𝜌 for token entropy. 

Thus, we define ∑ 𝑔 𝑥 , 𝜌  as the modified sum of token entropy with minimum value  𝜌: 

𝑔 𝑥 , 𝜌
H 𝑥 , H 𝑥  𝜌 
0,       H 𝑥  𝜌 

 (8) 

Return on Investment  
The goal of active learning is to reduce the human effort needed for machine learning. Both the least confidence and 
the entropy-based uncertainty sampling methods seek to solve the problem by minimizing the amount of training data 
required. However, this implicitly assumes that the cost for human annotation is fixed and is not explicitly modeled 
during the query step. In reality, we need to acknowledge that the effort that a human annotator spends is more complex 
than the above assumption. Consider, it is likely that the cost varies based on PHI types, error types, human fatigue 
(due to the number, or length, of documents), among other factors. Additionally, the contribution of human correction 
towards a better model can also vary according to various factors, such as PHI types and error types. Thus, we designed 
a query strategy that accounts for both the cost and the contribution of human correction.  

We assume there is a reading cost for the human annotator that is proportional to document length. The average 
reading cost per token is 𝑐𝑡 , which implies the total reading cost for a document 𝑑  of length 𝑙  is 𝑐𝑡 𝑙 . Again, we 
formalize the problem as follows. Given token x with y as the most likely label, 𝑃 𝑦|𝑥  is the probability the active 
learning system assigns y as the label to x, while 𝑃′ 𝑦|𝑥  is the true probability that x is of class y. 
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Without loss of generality, here, we consider only a two-class of the problem, PHI versus non-PHI. This indicates that 
we assume the annotation cost and the human contribution of correcting a PHI instance classified as the wrong PHI 
type cancel each other out. Now, let 𝑐𝑡  and 𝑐𝑡  be the human correction cost of correcting a false negative (FN) 
instance (i.e., a token mistakenly labeled by the current model as non-PHI) and a false positive (FP) instance (i.e., a 
non-PHI token mistakenly labeled by the current model as PHI), respectively. Similarly, 𝑐𝑛  and 𝑐𝑛  represent the 
human correction contribution of correcting an FN and FP instance, respectively. Thus, the expected total contribution 
of human correction for token 𝑥 when 𝑦 is a non-PHI instance can be defined as 𝑇𝐶𝐶𝑁 𝑥  and is calculated as: 

𝑇𝐶𝐶𝑁 𝑥  𝑐𝑛 𝑃 𝑦|𝑥 1 𝑃′ 𝑦|𝑥 𝑐𝑛 1  𝑃 𝑦|𝑥 𝑃′ 𝑦|𝑥  (9) 

The expected total cost of human correction for token 𝑥 when 𝑦 is a non-PHI instance is 𝑇𝐶𝐶𝑇 𝑥 . Then 

𝑇𝐶𝐶𝑇 𝑥  𝑐𝑡 𝑃 𝑦|𝑥 1 𝑃′ 𝑦|𝑥 𝑐𝑡 1  𝑃 𝑦|𝑥 𝑃′ 𝑦|𝑥  (10) 

Note that 𝑐𝑛  𝑐𝑡  and 𝑐𝑛  𝑐𝑡  represent the net contribution of correcting an FN instance and an FP instance, 
respectively.  At this point, let 𝑁𝐶  and 𝑁𝐶  denote the net contribution of an FN instance correction and an FP 
instance correction, respectively. Thus, the expected return on investment (ROI) of token 𝑥 is: 

𝑅𝑂𝐼 𝑥  

𝑁𝐶 𝑃 𝑦|𝑥 1 𝑃′ 𝑦|𝑥 𝑁𝐶 1  𝑃 𝑦|𝑥 𝑃′ 𝑦|𝑥 𝑐𝑡 , 𝑦 𝑖𝑠 𝑛𝑜𝑛 𝑃𝐻𝐼

𝑁𝐶 𝑃 𝑦|𝑥 1 𝑃′ 𝑦|𝑥 𝑁𝐶 1  𝑃 𝑦|𝑥 𝑃′ 𝑦|𝑥 𝑐𝑡 , 𝑦 𝑖𝑠 𝑃𝐻𝐼
 

(11) 

Consequently, the total expected ROI of unannotated document 𝑑  is: 

𝑅𝑂𝐼 𝑑 𝑅𝑂𝐼 𝑥  (12) 

The active learning approach will select documents that maximize ROI.  

Experiments and Results 

Datasets  
After constructing the active learning pipeline, we utilized two datasets for simulation and evaluation: 1) a dataset 
drawn from a healthcare organization (anonymized due to contractual agreements), which we refer to as the clinical 
study report (CSR) dataset and 2) a publicly available dataset from the i2b2 de-identification challenge19.  

The CSR dataset consists of 370 documents partitioned from clinical study reports with a total number of 312,991 
tokens, and 7,098 PHI instances across 12 PHI types. Figure 2(a) reports on the number of instances per PHI type in 
the CSR dataset. Note that certain PHI types contain no more than a couple of instances in this corpus (e.g., 
COUNTRY, DOB, MIDDLE_NAME, and SITE_ID), which makes it challenging to train an effective model.  As 
such we do not consider these further. To assess the de-identification performance of this dataset, we conducted a 10-
fold cross-validation on this corpus before simulating the active learning process. Each time we trained a de-
identification model with 90% of the documents and tested the model on the remaining 10% of the data. The average 
precision, recall and F-measure for the PHI types in this dataset are shown in Figure 2(b).  

 
(a) Total number of instances by PHI type (b) De-identification performance by PHI type 

Figure 2. CSR dataset statistics: (a) Number of PHI instances and (b) De-identification performance by PHI type. 

Note that after excluding the aforementioned PHI types with very few instances, the FIRST_NAME, LAST_NAME 
and MEDICAL_HISTORY types appear to be the most difficult to detect among all types. Possible reasons behind 
this observation are that FIRST_NAME and LAST_NAME have only a few hundred instances, while 
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MEDICAL_HISTORY lacks sufficient contextual cues in the documents. The i2b2 dataset contains 889 annotated 
discharge summaries from Partners Healthcare, with the real identifiers replaced by synthetic information19.   

Experimental Design and Evaluation  
We simulated the active learning query strategies with the CSR dataset. For uncertainty sampling strategies, namely 
least confidence and entropy, we varied the parameters to evaluate the original and modified models (i.e., LC with a 
cutoff value and entropy with a minimum value). Specifically, the cutoff value 𝜃 of LC ranged from 0.1 to 0.9, with 
a step size of 0.1 and the minimum entropy score was selected from a set of four values: {0.001, 0.01, 0.1, 1}.  

The parameters of the ROI model include: 1) the costs of correcting an FP instance and an FN instance, 2) the 
contributions of the two types of correction towards creating a model with greater fidelity, and 3) 𝑃′ 𝑦|𝑥 , which, as 
noted earlier, is the true probability that token 𝑥  is of class 𝑦 . Since 𝑃′ 𝑦|𝑥  is unknown in this scenario, we 
approximate 𝑃′ 𝑦|𝑥  with 𝑃 𝑦|𝑥 , the predicted probability based on the current model. Thus, the ROI reduces to: 

𝑅𝑂𝐼 𝑥 𝑁𝐶 𝑁𝐶  𝑃 𝑦|𝑥 1 𝑃 𝑦|𝑥 𝑐𝑡  (13) 

We vary 𝑁𝐶 , 𝑁𝐶  and 𝑐𝑡  to investigate how these parameters influence active learning performance. 

Simulation Results and Analysis  
We initially evaluated the approaches with a randomly selected initial batch of 10 documents. For each learning 
iteration, the simulation selects an additional batch of documents to add to the training set and learns a new de-
identification model. The process proceeds for 10 iterations. For a baseline comparison, we use a random selection of 
the next batch of documents to be added to training, which we refer to as Random. All results are based on an average 
of 3 runs (as the variance was negligible). We evaluate the framework with batch sizes of 10, 5 and 1 document.   

The CSR Dataset Results 

Batch of 10 documents. Figure 3 compares the learning curves of overall precision, recall and F-measure for the 
various query strategies. For brevity, we choose the setting with the best performance to plot for each strategy. Note 
that in LCUB_10, the upper bound of LC is set to 1, which implies that all confidence scores are taken into account. 
Also, ELB_1 is equal to using entropy without a minimum value.  

It can be seen that there is a general increasing trend for all query strategies (including random selection) as additional 
training data is added. This is particularly pronounced when there is less than 50 training documents, at which point 
most of the selection approaches yield an F-measure of over 0.9. The observed growth in performance slows down 
from training 50 to 100 documents. Additionally, the classification model generally favors precision over recall in all 
testing scenarios, especially at early training stages (i.e., when the number of training documents is smaller than 50). 

 

(a) Learning curves for overall precision          (b) Learning curves for overall recall (c) Learning curves for overall fmeasure 

Figure 3. Learning curves for the active learning strategies and passive learning with a batch size of 10 documents 
for the CSR dataset. Each curve corresponds to the parameter setting that achieves the highest performance. 

In terms of recall, ELB_3 outperforms all other selection methods at the final training stages, achieving 0.949 at 100 
training documents, while LCUB_6 achieves the best precision at the final training stage. However, ROI_2 learns 
faster at the beginning than all other strategies. Also, it provides the steadiest growth in all three performance measures 
among all participants in comparison, which is preferable in reducing human correction effort.  

The previous observations are not guaranteed to hold true for each PHI type. More specifically, among the three types 
of PHI that we focus on (FIRST_NAME, LAST_NAME and MEDICAL_HISTORY), there is no obvious trend for 
precision for FIRST_NAME or LAST_NAME. By contrast, the precision for MEDICAL_HISTORY increases with 
additional training data. Both the recall and F-measure exhibits more clear increasing trends for all three PHI types, 
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in both the active and passive learning scenarios. For FIRST_NAME and LAST_NAME, the active learning 
approaches are more stable in growth than Random, but do not necessarily outperform Random in the final iterations. 
For MEDICAL_HISTORY, the selection based on active learning exceeds Random selection, especially for ROI_2. 

Batch of 5 documents. When the batch size reduces to 5, the advantage of active learning over passive learning (random 
selection) becomes more apparent (Figure 4(a-b)). Generally, ELB_3 and ROI_3 (the best performed settings of ELB and 
ROI) exceeds Random on all three performance measures (P, R, and F). Additionally, LCUB_6 (the best of LCUB) shows 
less stable growth than the other two active learning approaches, but is still better than Random most of the time.  

Similar to a batch size of 10, the recall and F-measure improves with higher quantities of training documents for both 
of the active and passive approaches. The increasing trend does not hold for precision; it instead fluctuates around 0.9 
for active learning and 0.85 for random. For recall, to yield a score 0.9, ROI_3 requires around 35 training documents, 
LCUB_6 and ELB_3 need 50 documents, and for Random the best score within 10 iterations is only 0.876. At a 
training level of 30 documents, ROI_3 reaches an F-measure over 90%, while the highest F-score for random is 0.887. 

The advantage of adopting active learning over passive learning remains for ROI_3 in terms of performance for the 
three individual PHI types. Specifically for MEDICAL_HISTORY (as in Figure 4(c)), the recall of ROI_3 sees a 
steady growth and arrives at 0.787 after 10 iterations. By contrast, the random approach yields a much more unstable 
trend and never reaches above 0.7. In comparison to the overall F-measure (shown in Figure 4(d)), although the F-
measure of MEDICAL_HISTORY is generally worse, it shows much more drastic growth within the 10 iterations. 

Batch of 1 document. The simulation with a batch size of 1 document leads to more complex results than the above 
scenarios. ROI_1 generally outperforms random selection as well as other active learning approaches within 10 iterations, 
reaching an F-measure of 0.87 with 19 training documents. LCUB_6 and ELB_3 lead to higher performance scores than 
random in most cases, but the learning is less stable than ROI_1. When considering the performance by PHI types, ROI_1 
demonstrates a greater advantage than the other strategies, particularly in terms of recall and F-measure.  

Batch Size. To compare the performance of models trained with different batch sizes, we plot the performance scores 
against the size of the training datasets needed for each of the batch sizes (i.e., the minimum number of training documents 
the active learning was provided to reach a level of performance). Since the precision across all PHI types could yield over 
0.9 with the initial 10 (randomly selected) documents and does not exhibit a clear trend as more training data is supplied, 
we focus on the recall and F-measure for this comparison. Overall, when the active learning proceeds with smaller batch 
sizes, the performance scores, in terms of recall and F-measure, could attain a certain level with less training data involved. 

As shown in Figure 6(a), a recall of 0.8 requires 20 training documents for batch sizes of 10 and 5, while only 17 
documents are needed for a batch size of 1. A recall of 0.85 requires at least 30 documents for a batch size of 10, while 
25 are needed for a batch size of 5, and only 19 for a batch size of 1. Finally, we observe that a batch size of 10 could 
reach a recall of 0.9 with 50 documents, while a batch size of 5 could yield the same level of recall with 40 documents 
in training. Since all batch sizes are tested with 10 iterations, the maximum training number for batch size of 1 is 19, 
the highest recall of which (0.86) is less than 0.9 and thus not included in the plot. 

Generally, it takes less training data to achieve the same level of F-measure (Figure 6(b)). Starting from an F-measure 
of 0.8, a batch size of 10 requires 20 documents to build the model, and a batch size of 5 and 1 needs 15 and 12, 
respectively. When the goal of F-measure is set to 0.85, 20 documents are needed for both a batch size of 10 and 5, 
whereas 17 documents are required for a batch size of 1. Again, a batch size of 1 could never reach an F-measure of 
over 0.9 within 10 iterations, while a minimum of 30 to 40 documents are needed to train with a batch size of 5 or 10. 

 
(a) Overall recall comparison  (b) Overall F-measure comparison  

(c) Learning curves for the recall of 
MEDICAL_HISTORY 

(d) Learning curves for F-measures of  
MEDICAL_HISTORY and overall 

Figure 4. Overall and MEDICAL_HISTORY performance comparison for active and passive learning (with a batch 
size of 5 documents) for the CSR dataset. 

0.5

0.6

0.7

0.8

0.9

1.0

10 15 20 25 30 35 40 45 50 55

Number of training documents
LCUB_6 ELB_3 ROI_3 Random

0.5

0.6

0.7

0.8

0.9

1.0

10 15 20 25 30 35 40 45 50 55

Number of training documents
LCUB_6 ELB_3 ROI_3 Random

0

0.2

0.4

0.6

0.8

1

10 15 20 25 30 35 40 45 50 55
Number of Training Documents

ROI_3

Random

0

0.2

0.4

0.6

0.8

1

10 15 20 25 30 35 40 45 50 55
Number of Training Documents

MEDICAL_
HISTORY

Overall

468



  

Minimum Number of Training Documents. To gain insight into training data reductions achieved by active learning, 
we compare the minimum number of training documents provided to active and passive learning given the same batch 
size (Figure 7). By comparing Figures 7(a) and 7(b) it can be seen that, at a batch size of 10 documents, to reach the 
same level of performance (over 0.8), passive learning requires 10 to 20 (which is 25% to 100%) more documents 
than active learning. When the batch size decreases to 5 (Figure 7(c-d)) or 1 (Figure 7(e-f)), active learning surpasses 
passive learning most of the time, while the latter fails to reach a recall or f-measure of 0.85 within the 10 iterations. 

i2b2 Results 

When experimenting on the i2b2 dataset, the active learning approaches surpass passive learning for all three batch 
sizes (10, 5 and 1), especially in terms of recall and F-measure. As shown in Figure 5, similar to previous findings 
with the CSR dataset, smaller batch sizes lead to more significant difference between active learning and Random. 
Meanwhile, unlike in the CSR dataset, LCUB performs better than other active strategies with batch size of 1batch 
size of 10 and 5, and ROI is the best query strategy when the batch size is 1. 

  
(a) Learning curves for overall recall (batch size = 10)            (b) Learning curves for overall recall (batch size = 1) 

Figure 5. Recall for active and passive learning (batch size of 10 documents or 1 document) for the i2b2 dataset. 

Again, to investigate the impact of batch sizes on active learning, we plot the minimum number of documents that the 
system trains on to reach a certain level of recall or F-measure for the i2b2 dataset (Figure 6(c-d)). Generally, we 
observe a similar finding with the CSR dataset; that is, it requires less documents for the training to attain a certain 
level of performance when opting for a smaller batch size. For example, a batch size of 10 needs 30 documents for a 
recall of 0.8, while a batch size of 5 requires 25 documents, which is 16.7% less, and a bath size 1 needs only 19 
documents to train, which is 36.7% less than a batch size of 10.  

Discussion and Conclusions 

There are several notable findings that we wish to highlight. First and foremost, the simulation results for both the 
CSR dataset and the i2b2 dataset lend credibility to the hypothesis that adopting active learning in training data 
selection for natural language de-identification could generally result in more efficient learning than selecting data 
randomly (passive learning). It is reasonable to conclude that, under the assumption that a CRF is used, active learning 
could lead to comparable or higher performance scores with less amount of training data needed than passive learning. 

Additionally, it is worth mentioning that various query strategies in active learning exhibited different trends in 
learning. Depending on the specific learning goals (e.g., focusing on overall performance or an individual PHI type) 
the decision for which active learning query strategy should be adopted could vary. ROI often generated a more stable 
learning curve than other strategies for the CSR dataset, but the finding did not hold for the i2b2 dataset, which may 
be due to the fact that the i2b2 data is highly regularized and the results with it do not always transfer to real datasets29.   

  
(a) Overall recall comparison 

(the CSR dataset) 
(b) Overall F-measure comparison 

(the CSR dataset) 
(c) Overall recall comparison (i2b2)  (d) Overall F-measure comparison (i2b2) 

Figure 6. Comparison of active learning batch sizes in terms of minimum number of training documents to reach a 
certain level of performance for the CSR dataset. 
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(e) Overall recall comparison 
of active learning vs. passive 

learning (batch size 1) 

(f) Overall F-measure comparison of 
active learning vs. passive learning 

(batch size 1) 

Figure 7. Comparison of active learning vs. passive learning (random) in terms of minimum number of training 
documents to reach a certain level of performance for the CSR dataset. 

Last but not least, the choice of batch size could play a non-trivial part in the learning process, as smaller batch sizes 
could aid faster learning, yet might potentially result in more iterations and longer time in re-training. For the CSR 
dataset, when batch size is 1, the precision of random selection might beat active learning. Still, active learning retained 
the advantage over passive learning in recall and F-measure.  

Despite the merits of our investigation, there is opportunity for improvement in active learning in this setting. First, in 
the ROI model, we provided results based on simulations, but the actual human annotation costs and contributions in 
real-world problems need to be measured through user studies. Second, instead of fixing a batch size over the entire 
active learning process, an adaptive batch sizing strategy might lead to better training performance. Lastly, deep 
learning methods (e.g., recurrent neural networks) might be considered for the active learning system, as they have 
recently shown promising results in de-identificaiton30. Note that, while the proposed pipeline will likely still be 
applicable by simply switching the machine learning basis, it is possible that doing so might influence the performance. 

Finally, it should be recognized that the acceptability of machine learned de-identification models is currently left to 
the discretion of each healthcare organization. Based on the 2016 CEGS N-GRID shared tasks32, using off-the-shelf 
systems on new data led to F-scores in the range of 0.8, which is clearly not sufficient for deployment. However, 
appropriately trained systems can yield substantially better performance. For example, in the i2b2 2014 challenge31, 
the best system reached an F-measure of 0.964, which was improved to 0.979 via a deep neural network30. The latter 
system also achieved an F-measure of 0.99 on the MIMIC dataset. Still, there is no agreed upon standard F-measure 
threshold for natural language de-identification. So, while these are notable levels of performance, informatics teams 
need to work with their institutional review boards to ensure that they meet their requirements. 
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Abstract 

Introduction: Timely diabetic retinopathy detection remains a problem in medically underserved settings in the US; 
diabetic patients in these locales have limited access to eye specialists. Teleretinal screening programs have been 
introduced to address this problem.  
Methods: Using data on ethnicity, gender, age, hemoglobin A1C, insulin dependence, time since last eye 
examination, subjective diabetes control, and years with diabetes from 27,116 diabetic patients participating in a 
Los Angeles County teleretinal screening program, we compared different machine learning methods for predicting 
retinopathy. The dataset exhibited a class imbalance. 
Results: Six classifiers learned on the data were predictive of retinopathy. The best model had an AUC of 0.754, 
sensitivity of 58% and specificity of 80%.   
Discussion:  Successfully detecting retinopathy from diabetic patients’ routinely collected clinical data could help 
clinicians in medically underserved areas identify unscreened diabetic patients who are at risk of developing 
retinopathy.  This work is a step towards that goal.  

Introduction 

Diabetic retinopathy is a sight-threatening complication of diabetes, and the leading cause of blindness in working age 
adults within the US.1, 2 It is particularly problematic in medically underserved areas of the US, where annual screening 
rates for diabetic retinopathy are often much lower than the US national average.3-5 Teleretinal screening services are 
increasingly being used in these settings to extend specialty eye care services to patients who would otherwise have 
limited access to them. A complicating factor in addressing diabetic retinopathy is that many diabetic patients with 
retinopathy experience no symptoms, even when they are at advanced stages of the condition.6  Risk factors for 
diabetic retinopathy include the length of time a person has had diabetes,6-9  high blood glucose/poor blood sugar 
control,6-10  high blood pressure,7-10  dyslipidemia/7 high 
cholesterol,8  pregnancy,7  nephropathy,9  obesity,7  inflammation,7  ethnicity,7  and insulin treatment for Type II 
diabetes.9  High blood glucose, duration of diabetes and high blood pressure are considered to be the strongest 
predictors of retinopathy.7   

Our ultimate goal is to develop a decision support system that helps primary care physicians who practice in medically 
underserved settings to identify unscreened diabetic patients who are at high risk of retinopathy, using the diabetic 
patients’ routinely collected clinical data stored within Electronic Health Record Systems. This study represents a step 
towards achieving that goal. We are particularly interested in clinical data that correspond to known risk factors for 
retinopathy.  

In previous work, we examined data from six federally qualified health centers (FQHCs) in South Los Angeles, 
obtaining data for machine learning from a class-imbalanced11-13  subset of 513 diabetic patients. Using standard 
classifiers on this dataset, the best classification result we achieved was with a Bayesian network that had a sensitivity 
of 26.2%, a specificity of 94.5% and an Area Under the ROC Curve (AUC) of 0.71.14  Using a majority class 
undersampling technique in combination with an ensemble of weak decision tree learners, we achieved an AUC of 
0.72, a sensitivity of 69.2% and a specificity of 55.9%.15 Table 1 below shows the 24 risk factors that were available 
to us when we developed the machine learning models for this prior work. 

Related work by others include a study utilizing public health records from the Korea National Health and Nutrition 
Examination Surveys (KNHANES) for retinopathy assessment.16 Data from 327 diabetic patients were used to create 
predictive models, followed by an internal validation on 163 patients from the KNHANES V-1 dataset. External 
validation was performed using data from 562 diabetic patients in the KNHANES V-2 dataset. The best results were 
achieved with support vector machines:17 an AUC of 0.83 and sensitivity of 71% on the internal validation set, and an 
AUC of 0.81 and sensitivity of 75.7% on the external validation set. In another study, authors developed predictive 
models for diabetic retinopathy using data on 266 individuals from the 2005-2008 versions of the US National Health 
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and Nutrition Examination Surveys (NHANES). The study reported a best AUC of 0.74, a low precision of 22% and 
a high negative predictive value of 99%, but did not list sensitivities or specificities.18  
 
For this study, we performed machine learning using a limited set of risk factors currently available to us from data 
collected through EyePACS,19  a web-based teleretinal screening software platform.  The data is from diabetic patients 
utilizing the Los Angeles County Department of Health Services/LACDHS’ Teleretinal Diabetic Retinopathy 
Screening Program and Reading Center. 
 
 Table 1. Clinical variables obtained from six FQHCs for machine learning on diabetic retinopathy  

 

 

Methods 

We obtained institutional review board approval to use clinical data for the study from the Charles R. Drew University 
of Medicine and Science under IRB#: 16-10-2491-01. 
 
Data Source and Description: 
Clinical data for the study were obtained from a retrospective review of LACDHS EyePACS records. Records 
obtained included data on eight predictor variables: age, ethnicity/race, gender, hemoglobin A1C, insulin dependence, 
time since last eye examination, years with diabetes and a patient’s subjective assessment of how well-controlled 
his/her diabetes was, and one outcome variable: diabetic retinopathy (dichotomized for this study as “yes” or “no”). 
EyePACS records for LACDHS included data from 27,116 patients with Type I or Type II diabetes seen by the 
County’s Teleretinal Diabetic Retinopathy Screening Program and Reading Center between January 1, 2015 and 
December 31, 2016.  Of the 27,116 records obtained, 9,233 records or 34.1% of the sample were cases involving 
diabetic retinopathy (i.e., the diabetic retinopathy outcome variable value was “yes”) and 17,883 records or 65.9% of 
the sample were cases that did not involve diabetic retinopathy (i.e., the diabetic retinopathy outcome variable value 
was “no”). This represents a class imbalance, since the majority of the data available to us corresponded to cases that 
did not involve diabetic retinopathy. 
 
Classification Methods: 
Missing data were handled using k-nearest neighbor imputation techniques with a k of 9. Numeric variables (age and 
hemoglobin A1C) were normalized prior to use in machine learning.  We learned three standard classifiers on the 
data: penalized logistic regression, support vector machines (SVMs) with radial basis function kernels, and artificial 
neural networks (ANNs). Since many machine learning approaches work best when the dataset used for learning has 
a relatively balanced distribution of class instances (e.g., an equal number of “yes” and “no” instances for diabetic 
retinopathy), we also learned three classifiers incorporating data pre-processing methods such as minority class 
oversampling and majority class undersampling, which can help to improve models learned from class-imbalanced 
data.  These included: penalized logistic regression with the Synthetic Minority Oversampling 
TEchnique/SMOTE,20 SVM with underbagging, a majority  class undersampling technique, and ANNs with SMOTE. 
 

Clinical variables collected that might impact diabetic retinopathy risk 

Age Gender 
Ethnicity/race Marital Status 
Education Household income 
Insulin dependence Insurance 
Number of years patient has had diabetes Body mass index 
Hemoglobin A1C value Primary language 

Co-morbid conditions 
Peripheral vascular disease Cerebrovascular accident/Stroke 
Hypertension Other heart-related diagnosis 
Nephropathy Neuropathy 
Depression Erectile dysfunction 
Dyslipidemia Obesity 
Other (hypothyroidism, etc.) Previous diagnosis & treatment of retinopathy 
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We reserved a random selection of 34% of the dataset, a total of 9,039 cases, as a hold-out test set/internal validation 
set.  We then performed 10-fold cross validation with parameter tuning on the remaining 66% of the dataset (18,077 
cases) using the three standard classifiers described above as well as the three classification approaches that 
incorporated data pre-processing methods. The best models developed from the cross-validation process were assessed 
on the internal validation set. Analyses were performed in R,21  using the caret22  package and the VIM23  package. 
 
For each classification approach utilized, we measured sensitivity or the true positive rate (the total number of cases 
classified as having diabetic retinopathy divided by the total number of cases actually involving retinopathy), 
specificity or the true negative rate (the total number of cases classified as not having diabetic retinopathy divided by 
the total number of cases that did not involve retinopathy), and the AUC, which represents the trade-off between the 
true positive rate/sensitivity and the false positive rate or 1 – specificity.  Since general model accuracy (the total 
number of correct predictions divided by the total number of records) is often misleading in the context of class-
imbalanced data, we chose to focus on the three metrics listed above (sensitivity, specificity and AUC), since they are 
better suited to evaluating models learned from class-imbalanced data. 

Results 

The set of predictor variables/features utilized in developing each of the models used is shown in Table 2.  Table 3 
shows the results of 10-fold cross-validation using standard classifiers on the training set. Table 4 gives the results of 
applying the best standard classifiers to the internal validation set. Table 5 shows the results of 10-fold cross-validation 
using classification methods adapted to handle class-imbalances on the training set. Table 6 gives the results of 
applying the best classification methods adapted to handle class-imbalances to the internal validation set. 
 
 
Table 2. Variables obtained from EyePACS that could impact development of diabetic retinopathy 

 
 
Table 3. Ten-fold cross-validation results using standard classifiers 

 
 
 Table 4. Internal validation set results using standard classifiers 

 
 
Table 5. Ten-fold cross-validation results using classifiers that take into account class-imbalances 

Predictor Variables Obtained from LACDHS EyePACS 

Age Gender 
Ethnicity/race Hemoglobin A1C  
Insulin dependence Time since last eye examination 
Years patient has had diabetes Patient’s subjective assessment of diabetes control 

 Penalized logistic regression Support Vector Machines  
(with RBF kernel) 

Artificial Neural 
Networks 

Sensitivity 45.9% 39.8% 45.4% 
Specificity 87.2% 89.3% 87.6% 
AUC 0.758 0.728 0.762 

 Penalized logistic regression Support Vector Machines 
(RBF kernel) 

Artificial Neural 
Networks 

Sensitivity 44.8% 39.2% 44.8% 
Specificity 87.2% 89.4% 87.9% 
AUC 0.753 0.729 0.756 

 Penalized logistic 
regression with SMOTE 

Underbagging SVM (RBF 
kernel) 

Artificial Neural 
Networks with SMOTE 

Sensitivity 57.6% 65.7% 57.2% 
Specificity 79.4% 72.0% 79.4% 
AUC 0.755 0.754 0.751 
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Table 6. Internal validation set results using classifiers that take into account class-imbalances 

 
 
 
 
Discussion 
 
 A great deal of work has been done in recent years on automated identification of diabetic retinopathy from the 
digital retinal images of patients who utilize teleretinal screening services.24-28  However, these advances do not 
address the needs of the substantial proportion of diabetic patients in medically underserved areas who are not 
receiving annual eye screenings and who, as a consequence, do not have any digital retinal images that can be 
assessed. Given the sizable number of records used for the present study, which utilized data from 27,116 diabetic 
patients, the results presented here are, to our knowledge, the largest thus far focusing on diabetic retinopathy 
prediction from non-image data.  

In general, the results show classifiers that are moderately predictive of retinopathy.  Classification methods that were 
adapted to handle class-imbalances yielded the best results, with the combination of ANNs and SMOTE having a 
sensitivity of 58%, a specificity of 80% and the highest area under the ROC curve (0.754) on the validation set. As 
observed in previous studies, for classifiers that incorporate methods to address class-imbalances, improvements in 
sensitivity came with the trade-off of decreases in specificity. Underbagging SVMs with radial basis function kernels 
produced the highest sensitivity on the internal validation set (65.6%), which from the standpoint of reaching the 
largest number of diabetic patients at risk for retinopathy would be very important.  Underbagging SVMs maintained 
a specificity of 71.3% on the internal validation set, which, while worse than the specificity results for ANNs and 
SMOTE, is still reasonable.  They achieved an overall AUC of 0.745.  Penalized logistic regression with SMOTE on 
the internal validation set produced results very similar to ANNs with SMOTE (a sensitivity of 57.5%, specificity of 
79.4% and AUC of 0.752). 

The key scientific contributions of this work are to demonstrate that: 
(1) even the minimal amount of clinical data that accompanies digital retinal images uploaded for teleretinal 

screening purposes can produce moderately accurate predictions of patients that are at high risk of developing 
diabetic retinopathy, and, 

(2) the use of data pre-processing methods designed to address class imbalances is well suited to the problem of 
determining diabetic retinopathy risk from data in which the majority of cases do not involve diabetic 
retinopathy. 

 
The current study shows that at a large scale, predictive models that utilize methods for handling class imbalance 
can help to detect diabetic patients who have likely developed diabetic retinopathy.  Our previous work in this area 
used data on 24 diabetic retinopathy risk factors collected from 513 diabetic patients.  With such a small dataset, 
there is a danger of the dataset not being adequately representative of the condition we wish to model.  Using a 
larger dataset that contains data from 27,116 diabetic patients gives more confidence in the results observed, as the 
larger dataset has more than 52 times the number of examples as the previous work, even though a smaller number 
of features (8 versus 24) was available.  Tables 1 and 2 show the differences in the datasets available for machine 
learning for our prior study and the current work.   
 

Our work also shows that the limited amount of clinical data (independent of digital retinal images) available to 
readers performing teleretinal screening has some predictive value and could potentially be used to augment deep 
learning models that utilize fundus images to automatically stage and grade diabetic retinopathy. 

Limitations of the current study include the fact that we did not have access to data on known risk factors, such as 
high blood pressure, that are considered important predictors of retinopathy. However, two key risk factors for 
predicting diabetic retinopathy, hemoglobin A1C levels and the number of years a patient has had diabetes were 
available to us in both studies. Future work will involve obtaining access to the complete EHR records of the 27,116 
diabetic patients through ORCHID, the LACDHS Cerner implementation, so that we can link existing EHR data on 

 Penalized logistic 
regression with SMOTE 

Underbagging SVM (RBF 
kernel) 

Artificial Neural Networks 
with SMOTE 

Sensitivity 57.5% 65.6% 58.0% 
Specificity 79.4% 71.3% 80.0% 
AUC 0.752 0.745 0.754 
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known retinopathy risk factors to the EyePACs data already obtained for this study.  We envision that this will produce 
models that are even more predictive of retinopathy.  

Conclusion 

Given the substantial personal, health, and financial costs associated with vision loss from diabetic retinopathy, it is 
important to develop methods that can assist clinicians in targeting diabetic patients in medically underserved settings 
who: (1) are not in compliance with American Diabetes Association guidelines on annual eye examinations, and, (2) 
may be unaware that they have latent retinopathy because they are not yet experiencing any symptoms.  We have 
presented machine learning methods which demonstrate that it is possible to identify high risk patients using clinical 
data collected in the course of their care.  Refinement of these methods to improve their sensitivity and specificity will 
be an important next step.  
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Background: Pharmacovigilance studies for the pregnancy population are an important tool to address 
the teratogenic and maternal effects of prescription drugs.  Objectives: We sought to leverage existing 
data to provide empirical evidence that reflects current drug utilization by pregnant/lactating women for 
pharmacovigilance and effective study designs.  Methods: Temporal patterns of prescription drug use 
during pregnancy and lactation for four clinical conditions were visualized using a R package and an 
administrative claims dataset representing nationwide privately-insured women.  Results: During the 
years 2010 to 2014, there was a significant increase (p < 0.001) in overall use of opioid, antidepressant, 
antihypertensive, and antidiabetic prescriptions.  Hydrocodone, sertraline, labetalol, and metformin were 
the most common prescriptions for perinatal use in its respective category.  Trimester-specific 
prescription patterns were reported.  Conclusions: Visualization of administrative claims data can quickly 
detect temporal patterns of prescription drug use during pregnancy and lactation.   

 
1. Introduction  
The safety of most medications used during pregnancy and lactation lacks conclusive evidence from randomized, 
controlled trials, which adds complexity for healthcare providers treating pregnant and lactating mothers.  Clinical 
practice bulletins and the drug labels regulated by the United States Food and Drug Administration (FDA) provide 
evidence-based information that assists healthcare providers in assessing the risks and benefits of treatment plans 
for the pregnancy/lactation cohort.1,2   
Post-market pharmacovigilance studies of prescription drug use during pregnancy are traditionally based on 
maternal interviews, pregnancy exposure registries, and specialty databases designed for the pregnancy cohort.3–5  
These sources, while detailed and robust, require significant resources to construct and maintain for analyses.  Multi-
year administrative claims datasets offer cross-sectional and longitudinal information that could serve as an 
alternative data source to enable observational studies of treatment occurring during pregnancy and lactation.  
The work reported here uses visualization techniques to explore patterns of available medication use during 
pregnancy and lactation, examining overall use and trimester use.  Visual analyses of clinical events including 
prescriptions, while nascent, have shown promises to for clinical quality improvement (QI) and hypothesis 
generation.6,7   
In this study, we share our experience in constructing a pregnancy/lactation cohort and extracting their perinatal 
prescription drugs use based on a commercially available administrative claims dataset from 2010 to 2014.  
Furthermore, we adapt a sequence visualization package to perform temporal analysis on the patterns of prescription 
drug use specific to trimesters of pregnancy and postpartum.  Our motivation was to leverage existing data to 
provide empirical evidence for pharmacovigilance.  We report prevalence of prescription drug use during pregnancy 
and lactation among privately-insured American women since 2010.  We then compare patterns of their medication 
use with validated guidelines for perinatal prescriptions.   
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2. Methods 
2.1. Data source 
The study used the Truven Health MarketScan Commercial Claims and Encounters Database between 2010 and 
2014.  The MarketScan claims database contains data representative of nationwide Americans with employer-
sponsored health plans.8  It captures outpatient, inpatient, laboratory, and prescription activities (outpatient only) 
regardless of service providers.  Privately insured patients and their dependents comprise the largest group of U.S. 
healthcare users, accounting for 59% of women ages 19 to 64 in 2016.9  
 
2.2. Study population and medications 
First, we identified female enrollees who were continuously insured during a five-year period between 2010 and 
2014.  Second, we selected full-term, uncomplicated deliveries using International Classification of Diseases, Ninth 
Revision, Clinical Modification (ICD-9-CM) code 650.  Third, for women who may have given birth multiple times 
during the five-year study period, we limited our selection to the earliest delivery date (DD) to assure each patient 
is included only once.  Fourth, to further ensure data completeness during the entire medication window of interest, 
a three-month buffer was used, i.e., conceptions prior to April 2010 and deliveries after September 2014 were 
excluded.  

To identify outpatient prescription claims of interest, we first defined a medication window of 460 days from DD-
280 days (i.e., gestation period, GP) to DD+180 days (i.e., postpartum period, PP) (Figure 1).  This strategy to 
determine GP by subtracting from DD is commonly employed on administrative claim datasets in the absence of 
data typically found on birth certificates or clinical data systems including the infant’s gestational age and the 
mother’s last menstrual period.10–12  We also referred to the medication window as the perinatal period.  

 
Next, we created four sub-cohorts based on the use of opioid, antidepressant, antihypertensive, and antidiabetic 
medications.  We used a combination of therapeutic class designation and physician expert review to identify 
medications of interest.  Individuals taking selected medications were identified using the outpatient prescription 
claims filed during the medication window.  We counted total days of prescription by combining continuous 
prescription claims into prescription episodes (PE), therefore avoiding double-counting overlapping days. If two 
different medications overlap, PE for the first drug would be reduced to the start date of the second drug.  For each 
condition in this study, we identified the top 10 prescriptions in terms of usage and grouped the rest to an “Others” 
category.  A list of selected medications and grouping are available upon request.  
 
2.3. Statistical analyses  
To understand the prevalence of prescription drug use during the perinatal period, we focused on the trends of two 
measures: (1) the yearly proportion of women who filled at least one prescription of interest during the medication 
window; and (2) the average continuous prescription days per delivery.  We used the test of proportion, the ANOVA, 

Figure 1.  Medication window 
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and the Brown-Forsythe test, where appropriate, to compare multiple proportions and means.  Statistical analyses 
were performed using R version 3.4.0. 
 
2.4 Data visualization 
To understand the common prescription patterns by trimester, we visualized the prescription episodes during the 
medication window.  TraMineR, an R package, was used to render discrete sequences of events.  TraMineR 
commonly aides the visual analysis of longitudinal data in social sciences, such as career trajectories or life events.13  
We believe we are one of the first to adapt the methodology in the context of studying medication events.  TraMineR 
was configured such that the position, length, and color of each line of pixels reflected the actual date, duration and 
medication type of each prescription episode.   
 
2.5. Safety Analysis 
We compared the patterns of prescription use during pregnancy and lactation to the updated prescription drug 
labeling pursuant to the FDA’s Pregnancy and Lactation Labeling Rule (PLLR) published in December 2014, where 
available.14  We limited our comparison of findings to “Section 8.1 Pregnancy” in the drug labels as we were unable 
to estimate from our data source whether the mothers were breastfeeding. 
 
3. Results  
3.1. Population 
We identified 236,215 births with no 
complication to women that were 
continuously enrolled during the five-year 
period.  By including only first-time deliveries 
and those with complete 460-day data, the 
final number of pregnancies we included was 
137,818.  Our inclusion/exclusion flowchart is 
shown in Figure 2.  
 
3.2. Prevalence of prescription drug use 
during pregnancy and lactation 
The proportions of medication use by 
pregnant/lactating women across all four sub-
cohorts increased significantly (p < 0.001) 
over the years.  In 2014, the most recent year 
available, the proportion of deliveries without 
complication that received at least one 
prescription of opioid, antidepressant, 
antihypertensive, or antidiabetic medications 
reached 36.0%, 10.4%, 6.2%, and 4.1%, 
respectively (Table 1).  The average length of 
prescription episodes increased significantly 
(p<0.05) over the years for opioid, 
antihypertensive, and antidiabetic 

Figure 2. Inclusion and Exclusion Criteria 
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medications.  On the contrary, the use of antidepressants shortened in duration significantly (p < 0.001).  
Table 1.  Prevalence of prescription drug use during pregnancy and lactation 

 
 

3.3. Common patterns of prescription use during pregnancy and lactation 
Figures 3.1- 3.4 present the frequencies of prescription episodes at each time point during the perinatal period.  The 
denominator for the y-axis percentage is total perinatal days, which is the total number of deliveries in a sub-cohort 
multiplied by the duration of the perinatal period (460 days).  Figures 4.1- 4.4 then zoomed into the distribution of 
prescriptions amongst each other.  The denominator for the y-axis percentage is the total number of medication 
days.  Legends of prescriptions also serve as bar charts of the average duration of prescription episodes for the top 
10 drugs featured. 
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3.3.1 Sub-cohort using opioid prescription drugs (OPD)  
We identified 48,109 deliveries (34.9% of all 
deliveries in the study) that received at least one 
opioid prescription during the perinatal period.  
Prescription opioid use during pregnancy was 
minimal (<2%), compared to peak use at over 
60% of total perinatal days in the immediate 
days following delivery (Figure 3.1).  The 
choice of OPD during pregnancy and lactation 
was consistent.  Hydrocodone, oxycodone, and 
codeine were the most common prescriptions 
accounting for more than 80% of total 
medication days.  Hydrocodone and oxycodone 
became more prevalent during the lactation 
phase (Figure 4.1).  The top 10 opioid 
prescription drugs for pregnant/lactating 
mothers based on total medication days were: 
hydrocodone* (48.5%), oxycodone (29.7%), 
codeine* (10.6%), buprenorphine* (7.1%), 
morphine* (0.8%), methadone (0.8%), 
hydromorphone* (0.7%), fentanyl (0.4%), 
oxymorphone* (0.4%), and propoxyphene* 
(0.3%).  In reviewing the FDA labels,15 
prescriptions annotated with * have been 
shown to be teratogenic based on animal data 
or inconclusive clinical studies.  While 
observational studies suggest a possible 
increase in specific birth defects, the absolute 
risk is low.16  The average length of opioid 
prescriptions is 8.7 days.  However, certain 
medications were associated with prolonged, 
continuous episodes.  Extended prescriptions of 
buprenorphine and methadone were most likely 
medication assisted therapy judging by the 
strength and formula.  Of note, opioid agonist 
pharmacotherapy is preferable to medically 
supervised withdrawal that is associated with 
high relapse rate.17  Prolonged use of fentanyl 
(92.7 days), morphine (68.7 days), and 
oxymorphone (122.1 days) by a small group of 
patients during the perinatal period warrants 
further investigation related to opioid use 
disorder among pregnant women.    

Figure 3.1 Percentage occurrence of Rx during perinatal period 

Figure 4.1 Distribution of prescription drugs 
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3.3.2 Sub-cohort using antidepressants  
We identified 13,257 deliveries (9.6% of all 
deliveries in the study) that received at least one 
antidepressant prescription during the perinatal 
period.  Antidepressant use decreased from 
over 40% of total perinatal days at the 
beginning of the first trimester to around 20% 
in the second and third trimester and reached to 
the highest level at 50% between 50 and 80 
days after the delivery (Figure 3.2).  This may 
suggest tapered use of antidepressants upon 
knowledge of conception and needs for 
postpartum treatment.  The selection of 
antidepressant prescriptions was variant.  Apart 
from sertraline being the predominant choice, 
the other selective serotonin reuptake inhibitors 
(SSRIs) and bupropion had evenly distributed, 
sizeable representation (Figure 4.2).  The top 
10 antidepressants used by pregnant/lactating 
mothers based on total medication days were: 
sertraline* (37.4%), fluoxetine* (12.8%), 
escitalopram* (12.5%), citalopram* (12.1%), 
bupropion (10.6%), venlafaxine* (4.1%), 
duloxetine* (2.9%), paroxetine** (1.9%), 
trazodone* (1.6%), and desvenlafaxine* 
(1.3%).  Most antidepressant prescriptions 
lasted over 100 days, but paroxetine and 
trazodone use were between 60-80 days.  In 
reviewing the FDA labels,15 prescriptions 
annotated with * have been shown to have a 
possible teratogenic risk based on animal data.  
Late gestational exposure to SSRIs may lead to 
increased risks of persistent pulmonary 
hypertension of the newborn.1  The top 10 used 
antidepressants we identified are also listed in 
the National Pregnancy Registry for 
Antidepressants.18  Clinical practice guidelines 
recommend that sertraline as the first-line 
treatment during pregnancy after 
psychotherapy, and that paroxetine should be 
avoided as treatment for new patients due to 
concerns for possible cardiac malformations 
and its withdraw symptoms.2,19  Comparing 
with the empirical trends, we did not observe a 
reduction in usage of SSRIs during the third 
trimester.  Paroxetine is the 8th most prescribed 

Figure 3.2 Percentage occurrence of Rx during perinatal period 

Figure 4.2 Distribution of prescription drugs 
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antidepressants in the sub-cohort.  While the band representing the use of paroxetine had slight thinning in the 
second and third trimesters, its material presence warrants further investigation.   

 
3.3.3. Sub-cohort using antihypertensive 
prescription drugs  
We identified 7,832 deliveries (5.7% of all 
deliveries in this study) that received at least 
one antihypertensive prescription during the 
perinatal period.  The use of antihypertensive 
prescription drugs remained steady below 20% 
of total perinatal days in the first and second 
trimester and grew to about 30% prior to 
delivery.  Postpartum medication use peaked to 
48% within 20 days after delivery (Figure 3.3).   
Labetalol use accounted for the majority of the 
increase.  The selection of antihypertensive 
treatment is diversified especially at the 
beginning and end of the perinatal period.  Use 
of nifedipine increased significantly in the third 
trimester leading up to delivery (Figure 4.3).  
The top 10 antihypertensive agents used by 
pregnant/lactating mothers based on total 
prescription days were: labetalol (35.7%), 
nifedipine* (20.4%), metoprolol (10.2%), 
lisinopril** (4.9%), amlodipine (5.7%), 
propranolol (4.9%), atenolol* (4.2%), 
verapamil (1.4%), losartan** (1.4%), and 
valsartan** (1.1%).  The average duration of 
antihypertensive prescription episodes was 
95.8 days, albeit nifedipine lasted much shorter 
for 45.9 days.  In reviewing the FDA labels,15 
prescriptions annotated with * have been 
shown to be teratogenic based on animal data; 
those with ** should be discontinued during 
pregnancy as soon as possible due to their 
fetotoxicity. While we did observe thinning of 
their usage bands during the GP, lisinopril, 
losartan and valsartan accounted for 8.3% of 
total prescription days.  
  

Figure 3.3 Percentage occurrence of Rx during perinatal period 

Figure 4.3 Distribution of prescription drugs 
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3.3.4 Sub-cohort using antidiabetic prescription drugs  
We identified 4,945 deliveries (3.6% of all 
deliveries in the study) that received at least one 
antidiabetic prescription during the perinatal 
period.  The use of antidiabetic prescription 
drugs started at over 30% of total perinatal days 
in the first trimester, declined to 20% in the 
middle of the second trimester, and then topped 
over 55% in the month leading to delivery 
(Figure 3.4).  The selection of diabetes 
treatment during pregnancy and lactation was 
concentrated on metformin (44.1% of total 
medication days), insulin (36.7%) and 
glyburide (15.9%).  All other medications had 
minimal (<1%) presence during the perinatal 
period.  Metformin is the most common 
prescription in the first trimester.  We observed 
an increase in insulin and glyburide use in the 
second trimester and they took over the use of 
metformin in the third trimester towards days 
nearing delivery (Figure 4.4).  The use of 
glyburide quickly reduced to 5% or less in 
postpartum.  Average duration of prescription 
was shorter for glyburide (62.1 days) than 
metformin (106.9 days) and insulin (157.3 
days).  In reviewing the drug labeling 
information,15 glipizide, glimepiride, 
pioglitazone, and exenatide may cause fetal 
harm based on animal data. The use of these 
drugs was close to none.  
 
  

Figure 3.4 Percentage occurrence of Rx during perinatal period 

Figure 4.4 Distribution of prescription drugs 
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4. Discussion 
This study demonstrated the value of using administrative claims datasets and visualization tools to uncover trends 
in prescription drug use during pregnancy and lactation over time.  Our hope is that this approach can serve as a 
framework to fast detect temporal trends of medication use in different pregnancy cohorts.  For example, the timing 
of peak prescription use and selection of medications may be constructed as exposure and compared between 
deliveries without complication and deliveries with adverse outcomes in a case-control study.   
Visualization of prescription episodes as sequences of events has its limitations.  The current method registers one 
state (prescription episode) for a given moment, making it difficult to represent polypharmacy without creating a 
special state for such combinations of treatment. 
Patterns identified in this study largely corroborate and supplement existing knowledge of prescription drug use 
during pregnancy and lactation.  Sertraline, labetalol, and metformin were the most common treatment for 
depression, hypertension and hyperglycemia respectively during the perinatal period consistent with clinical 
guidelines.  Opioid use in pregnancy for pain management is discouraged; methadone or buprenorphine in 
combination with counseling for treatment of opioid use disorder in pregnant women is recommended according to 
the American College of Obstetricians and Gynecologists committee opinion.  Prescriptions with known 
fetotoxicity and strong indication against maternal use had sizable presence such as paroxetine and lisinopril, 
suggesting remained controversies and the potential need for further studies.   
The four sub-cohorts presented distinct patterns of perinatal use.  Peak use of prescriptions happened immediately 
after delivery for opioids, 90 days into postpartum care for antidepressants, 20 days after delivery for 
antihypertensive agents, and 30 days prior to delivery for antidiabetic agents.  Selection of opioid and antidiabetic 
prescription drugs was concentrated on four or less medications, whereas choices of antidepressant and 
antihypertensives were widely distributed among 7 or more drugs.   
We consider the following data quality issues related to using administrative claims datasets.  (1) The gestational 
period was estimated from the date of delivery because ICD-9 codes for antepartum care did not specify gestational 
age.  This should be alleviated by the US adoption of ICD-10-CM codes in 2015, which enhance the documentation 
of clinical event including pregnancy care.  (2) Patient medication use was estimated by dispensing of prescriptions.  
Previous studies suggested pharmacy claims databases may be reliable resources to measure actual medication 
exposure.20,21  Our future work will extend the analysis framework to consumer generated data for comparison.  (3) 
Patient representation was limited to privately insured women whose medication utilization may be higher due to 
the commercial insurance coverage.  (4) The criteria of continuous enrollment for five years may introduce bias 
related to loss of temporarily insured patients. 
 
5. Conclusions 
The use of opioid, antidepressant, antihypertensive, and antidiabetic prescription drugs by deliveries without 
complication during the perinatal period has increased significantly in recent years.  Hydrocodone, sertraline, 
labetalol, and metformin are the most common prescriptions for the conditions of chronic pain, depression, 
hypertension, and hyperglycemia during pregnancy and lactation.  Certain prescription opioids have prolonged use 
during pregnancy signaling possible opioid dependence.  Visualization of prescription claims data can help detect 
temporal patterns of drug use during pregnancy and provide evidence-based information for healthcare providers 
and study designs. 
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Abstract 

EHR-based phenotype development and validation are extremely time-consuming and have considerable monetary 

cost. The creation of a phenotype currently requires clinical experts and experts in the data to be queried. The new 

approach presented here demonstrates a computational alternative to the classification of patient cohorts based on 

automatic weighting of ICD codes. This approach was applied to data from six different clinics within the University 

of Arkansas for Medical Science (UAMS) health system. The results were compared with phenotype algorithms 

designed by clinicians and informaticians for asthma and melanoma. Relative to traditional phenotype development, 

this method shows potential to considerably reduce time requirements and monetary costs with comparable results. 

Introduction 

Today, only a fraction of clinical decisions are based upon evidence derived from the gold-standard of knowledge 

discovery. For example, a recent study reports that only 18% of recommendations in primary care are based on 

strong evidence.1 At the same time, Electronic Health Record (EHR) use has climbed to 96% in US hospitals and 

87% in clinics generating copious amounts of data newly available to science.2 Opportunistically, researchers and 

the National Institutes of Health are calling for and exploring responsible use of routine care data to probe 

unanswered clinical questions.3 

EHR-based phenotypes, or computable phenotypes, are algorithms for using EHR data to identify patient cohorts, 

aspects of their care, and outcomes. Phenotype development using EHR data is an active area of research.4,5 Notable 

articles report differences in phenotype results based on subtle algorithmic differences emphasizing the need for 

generalized phenotype design and validation methods.7 Further, there is mounting evidence that the same algorithm 

used in different data sources can yield unexpectedly different results.7 Validation to measure sensitivity, specificity, 

and positive and negative predictive value requires chart review with large sample sizes to detect false negatives.8  

While secondary use of EHR data has been seen as a panacea, phenotype development and validation are extremely 

time-consuming and have considerable monetary cost.8 Phenotype development and validation has commonly been 

accomplished deductively by experts with clinical knowledge and experience in (1) defining the phenotypes, i.e., 

classification rules, based on diagnostic criteria, condition-specific treatment or other clinical data common and 

specific to the disease or disorder of interest and (2) validating them against a gold standard, usually other clinicians 

reviewing charts and manually classifying the cases.8 A closely related approach includes adapting existing 

phenotypes to the desired use. There has been some exploration of inductive approaches such as clustering or 

associative methods alone or in machine learning algorithms.9 

Methods 

The approach presented in this paper is an inductive weighting approach to automatically define by clustering 

diagnosis-based phenotypes within EHR data leveraging and adapting the Fellegi-Sunter method for classification.6 

This approach seeds the generation of a probabilistic classification model using the existing diagnosis code for a 

disease. The weight for each ICD-9 code is calculated within a dataset based on a user-selected, single diagnosis as a 

seed to initiate the algorithm. A score is then calculated for each patient based on a summation of the weights 
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assigned to each diagnosis present for the patient. Patients are then classified by comparing the score against a user-

defined threshold. The five major steps of this approach are outlined in Table 1 below. 

Table 1. Algorithm Schema 

1. All patients a with a user-selected (seed) diagnosis code are counted in the dataset. For example, 

consider that 10 out of 40 total patients contain the seed diagnosis code of “493.x” (Asthma). P(d) in 

Equation mi = p(c|d) =
𝑝(ⅆ∩𝑐)

𝑝(ⅆ)
= Ei/Eh . d is the patient has one or more encounters containing the 

predefined (seed) ICD code for the disease. 

2. The probability of each code in the dataset is similarly calculated as the number of patients that meet 

the criteria in Step 1 and have that diagnosis code, divided by the total number of patients in the dataset, 

i.e., P(c∩d) in Equation mi = p(c|d) =
𝑝(ⅆ∩𝑐)

𝑝(ⅆ)
= Ei/Eh . c is the patient has one or more encounters 

containing the ICD code for which the weight is being calculated. For example, consider that 5 of the 10 

patients from the previous step meet these criteria for the diagnosis code “493.x”. Also, consider that 5 of 

the 30 patients that do not meet the criteria in Step 1 also have the diagnosis code “493.x”.  

3. The weight for this diagnosis code is calculated using equations mi = p(c|d) =
𝑝(ⅆ∩𝑐)

𝑝(ⅆ)
= Ei/Eh  ,ui =

𝑝(! ⅆ∩𝑐)

𝑝(!ⅆ)
= ! Ei/! Eh and wi= log

2
(

mi

ui
) . The ICD code weights are the log2 of the ratio of the conditional 

probabilities. First, mi is calculated as Ei/Eh = 5/10 = 0.5. Then, ui is calculated as !Ei/!Eh= 5/30 = 

0.1667. Then, the “agreement” weight is applied as log2(mi/ui) = log2(0.5/0.1667) = 1.5847. 

4.  Each patient is then scored by summing the weight for all of the ICD codes present in their 

encounters. 

5. The user identifies an initial threshold for classification based on the highest scoring patient; Fellegi-

Sunter classification is performed for each patient in the dataset (considering diagnoses from all 

encounters a patient may have) using the threshold.  

 
This approach assigns a weight to each ICD code present in a set of EHR data based on frequency of the code in the 

dataset. The sum of the weights of all ICD codes for each patient across all encounters in the dataset is used to 

classify each patient into one of two different outcomes: patient has the disease versus patient does not have the 

disease. 

 

The scoring algorithm seeded the initial weight calculation by using a single ICD code to designate the presence of 

the disease for a patient. We use asthma (493.x) and melanoma (172.x) to demonstrate the classification. This 

research used legacy data and thus ICD-9 codes to describe patient encounters, where “X” is a wildcard denoting 

any diagnosis code below 493 in the ICD-9 tree. Though a single ICD code often does not positively identify a 

patient as having a disease with a high level of confidence, we use it to initialize the calculation of the weights for 

ICD codes. Presence of the code is used as an indication that the patient has the disease for the weight calculation 

process. The weight for a given ICD code is only applied when the patient has one or more encounters containing 

that ICD code.  
 

ICD Code Weight Calculation 

The Fellegi-Sunter probabilistic model for estimated weights was used to calculate the “agreement” weight for each 

ICD code in the data set.6 Two conditional probabilities were calculated. The first probability (mi = 𝑝(𝑐|𝑑)) is the 

conditional probability of two events:  

 

d – the patient has one or more encounters containing the predefined (seed) ICD code for the disease (493.x 

for asthma and 172.x for melanoma)  

 

c – the patient has one or more encounters containing the ICD code for which the weight is being calculated 

 

The probability that a patient with the seed code also has a given ICD code (mi) was calculated from the number of 

patients with an encounter containing the defined asthma ICD code (493.x) that also had a given ICD code (Ei) and 

the total number of patients with an encounter containing the defined asthma ICD code (493.x) (Eh). This 

calculation is expressed in Equation 1 below.  
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mi = p(c|d) =
𝑝(ⅆ∩𝑐)

𝑝(ⅆ)
= Ei/Eh                                      (1) 

 

Second, the conditional probability that a patient without the disease has an encounter containing a given ICD code 

(ui) was calculated from the number of patients with no encounters containing the defined asthma ICD code (493.x) 

that also had a given ICD code (! Ei) and the total number of patients that did not have an encounter containing the 

defined asthma ICD code (493.x) (! Eh). The calculation for probability ui expressed in Equation 2 below. 

 

ui =
𝑝(! ⅆ∩𝑐)

𝑝(!ⅆ)
= ! Ei/! Eh                                    (2) 

Using the probabilities mi and ui, the “agreement” weight of individual attributes were calculated and applied using 

the criteria in Equation 3. The calculation corresponds to an “agreement”. 

 

wi= log
2

(
mi

ui
)  if patient has an encounter containing the ICD code  (3) 

Results 

Data 

To test this approach, de-identified data was extracted from the UAMS Data Warehouse within the context of 

phenotype development and validation for an EHR Data Quality study (UAMS IRB protocol 206786). Data from six 

different family medicine clinics in the UAMS health system were processed through the tool. Table 2 below lists 

summary information for each of the datasets. 

 

Table 2. Summary of Each Data Source 

  Participants with Asthma Participants with Melanoma 

Clinic Participants Count Percent Count Percent 

1 30,267 1,761 5.82 8 0.03 

2 19,126 936 4.89 13 0.07 

3 27,553 1,572 5.71 16 0.06 

4 22,217 1,078 4.85 12 0.05 

5 10,381 640 6.17 0 0 

6 43,828 2,528 5.77 13 0.03 

Total 153,372 8,518 5.55 62 0.04 

 

Across all 6 sources, there were 869,543 total records in which each record described a patient encounter. Each 

clinic was processed and evaluated separately from each other. Processing each clinic separately allowed for the 

evaluation of the performance of the algorithm within a single clinic, which is typical of most applications of 

phenotypes for real-world clinical data. 

 

In this research, two of the clinical conditions were identified for testing. The high frequency condition was asthma 

and the low frequency condition was melanoma. The results for these two conditions is shown in the result section. 

 

Table 3. The frequency of Clinical Conditions in research data 

Condition  (%) Participants with condition 

Asthma 5.56% 

Melanoma 0.04% 

 

Proof of Concept 

A Python program was written to automatically calculate the agreement weights for the data from each clinic based 

on the ICD code weight calculation described previously. For the initial implementation and testing, only the 
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agreement weight was applied. The tool was configured to calculate weights to identify patients with asthma and 

melanoma.  For asthma, a single occurrence of ICD-9 = “493.X” for a given patient was used as the initial seed for 

the weights; for melanoma, a single occurrence of ICD 9 = “172.X” for a given patient was used as the initial seed 

for the weights. Since the attribute weights were calculated within each source, the value for the weights for each 

ICD code varied for each source. The total list of weights was too large for inclusion in this paper.  

 

Given that the truth is currently unknown for this data, the expert-defined phenotypes for asthma and melanoma 

from the EHR Data Quality study were used as a benchmark. The EHR Data Quality research used phenotype 

algorithms validated by physicians and compared the results with the patient’s self-report data. Precision, recall, and 

F-measure were calculated relative to the performance of the clinical expert developed phenotype for asthma. The 

expert-defined phenotypes are best described as screening phenotypes, meaning that the experts sought wide 

definitions of individuals who likely had the disease. 

 

The algorithm returned a positive outcome when it classified a patient as having a disease. A true positive (TP) was 

a positive outcome that corresponded with the expert defined asthma phenotype classification. A false positive (FP) 

outcome was a positive outcome from the algorithm that did not agree with the expert defined asthma phenotype. 

The algorithm returned a negative outcome when it classified the patient as not having the disease. A true negative 

(TN) outcome was a negative outcome that corresponded with the expert defined asthma phenotype classification. A 

false negative (FN) outcome was a negative outcome that did not agree with the expert defined asthma phenotype. 

Each of these outcomes were counted and input into the calculations for precision, recall, and F-measure, as outlined 

in Equations 4, 5 and 6 below. 

 

P𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  
𝑇𝑃

𝑇𝑃+𝐹𝑃
                                    (4) 

 

Recall =  
𝑇𝑃

𝑇𝑃+𝐹𝑁
                                           (5) 

 

F − Measure =  2 ×
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 × 𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛+𝑅𝑒𝑐𝑎𝑙𝑙
          (6) 

 

Each of the sources were iteratively processed through the algorithm with different thresholds for disease 

classification until the highest F-measure was produced. The initial threshold value for each source was the 

maximum patient score for that source. The threshold was reduced by 0.5 all the way to 0. The F-measure and 

threshold for each result was stored. For each source, the metrics presented were calculated based on the threshold 

that corresponded with the best F-measure. 

We ran the algorithm multiple times and picked the threshold that optimized F-measure. That gave us optimal 

sensitivity and specificity. Thus we are optimistic that the use of orthogonal computational approaches together may 

be fruitful to automate classification 

Calculated Metrics 

For this initial testing and early proof of concept, the algorithm performed remarkably well. The maximum patient 

score, classification threshold, precision, recall, and F-measure for each source of asthma is presented in Table 4. 
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Table 4. Algorithm Result Summary for Asthma 

Source 
Maximum  

Patient Score 

Classification 

Threshold 
Precision Recall F-Measure 

Clinic 1 53.6360 12.6360 0.9410 0.9335 0.9373 

Clinic 2 58.3873 12.3873 0.9129 0.9412 0.9268 

Clinic 3 55.6088 12.6088 0.9033 0.9281 0.9155 

Clinic 4 45.8018 11.8018 0.9707 0.9526 0.9616 

Clinic 5 64.4364 11.4364 0.8137 0.9296 0.8678 

Clinic 6 55.5678 10.5678 0.9611 0.9584 0.9598 

 
The maximum patient score, classification threshold, precision, recall, and F-measure for each source of melanoma 

is presented in Table 5. 

Table 5. Algorithm Result Summary for Melanoma 

Source 
Maximum  

Patient Score 

Classification 

Threshold 
Precision Recall F-Measure 

Clinic 1 125.4725 54.97254 1 0.285714 0.444444 

Clinic 2 110.3233 33.82334 0.636364 0.583333 0.608696 

Clinic 3 167.5986 58.59864 1 0.4 0.571429 

Clinic 4 67.30173 28.30173 0.8 0.363636 0.5 

Clinic 5 No patient has melanoma in both benchmark and scoring results 

Clinic 6 106.7645 40.76453 0.875 0.583333 0.7 

 
The algorithm was able to achieve an F-measure ranging from 0.8137 to 0.9707 across the six sources used in this 

initial proof of concept for asthma. For melanoma, Clinic 5 had no patient with this disease based on the benchmark 

and the scoring algorithm results. The F-measure ranged from 0.444 to 0.7 across the six sources. Overall, the 

algorithm achieved an average F-measure of 0.9171 across all six sources of high frequent disease asthma and 

average F-measure of 0.5649 across all five sources of low frequent disease melanoma. Considering the resources 

required to generate these results relative to the creation of a phenotype, this algorithm is incredibly effective. 

Discussion 

 
This research presents a modification of the Fellegi-Sunter Model of Record Linkage for the classification of 

diseases within cohorts using clinical data. The initial implementation and testing of this approach shows 

considerable promise. For the disease selected across the six sources tested, the prototype was able to produce 

classifications very close to that of a phenotype designed based on expert knowledge over the course of three years. 

With additional improvements and further testing, it is possible that this approach will match or surpass traditional 

phenotype algorithms with reduced time and resource requirements. Further, the approach may have greater utility 

in assessing phenotype performance as a relative measure of validating different data sets in multicenter studies 

based on EHR data.  

The initial prototype only applied agreements weights for ICD codes based on patient encounters. There are several 

potential improvements that are currently being tested. First, the disagreement weights will provide better 

granularity in the ability of the algorithm to discriminate between patients with disease and those without. One of the 

most powerful components of the Fellegi-Sunter model lies in its ability to augment automated machine 

classification with manual review judgements by subject matter experts. The time cost and effectiveness of blending 

these two methods in a refined machine learning approach needs to be further explored.  
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Finally, the presence of a single ICD code in a patient’s set of encounters represents an extremely simplistic use 

case. It is possible that considering and weighing more complex ICD code relationships will further boost the 

accuracy of this algorithm. For example, the co-occurrence of two or more different ICD codes for a given patient or 

multiple occurrences of the same ICD code across encounters for a patient leverages more diagnostic features than a 

single ICD code. Beyond the ICD codes provided by encounters, there is a considerable amount of additional 

information describing a patient that has the potential to further increase the accuracy of results. 

Conclusion 

In addition to improving the efficiency and accuracy of the classification of patients into cohorts, the scoring-based 

approach can provide mechanisms for potentially assessing the accuracy of disease classification before the results 

can be properly audited and vetted by a subject matter expert or through contact with a patient. Similar approaches 

have applied the Fellegi-Sunter model for quality assessment of record linkage results in the past. 6 It is possible that 

this same technique could be adapted for disease classification. 
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Abstract

The clinical competency of residents at teaching hospitals is always under scrutiny. Ideally, assessment should reflect
competency on-the-job, under realistic circumstances, and include evaluating their medical reports. Currently, the
assessment is done manually by the attending physicians, which adds to the cognitive load. In this study, we developed
an automated system for assessing medical resident’s pathology reports. Our system used natural language processing
(NLP) techniques to identify different lexical and semantic similarity scores at sentence level as well as chunk level. We
then used supervised learning to classify the reports into three categories– No Change (NC), Minor Changes (MiC),
and major changes (MaC), reflecting how much the attending physician’s report differs from that of the resident. Our
system was able to classify the reports with an accuracy of 73.6%. Although moderately successful, our work shows
the potential and future of automated assessment systems in the biomedical domain.

1 Introduction and Background

One of the primary goals of medical education is to train medical professionals who can provide better care for the
patients. With the accelerating pace of scientific discoveries and advancements, new medical treatments seem to
be emerging far more rapidly than in the previous decades. Such fast-paced progress often introduces complexities
in clinical decision making pressing the need for continuous training and evaluation of residents to produce better
prepared medical professionals.

Evaluation of medical residency program is competency-based and each medical resident is evaluated on six core com-
petencies defined by the American Board of Medical Specialties (ABMS)a and the Accreditation Council on Graduate
Medical Education (ACGME)b. Milestones determine the learning curve of the residents as well as significant devel-
opmental points1 and are reported at regular intervals. These milestones are based on on-the-job assessment as well as
periodic medical examinations which assesses the resident’s knowledge and skills defined in the six areas.

One of the major on-the-job assessment tasks is the evaluation of patient’s reports documented by residents which can
range from diagnostic reports to discharge summaries and operative reports. These reports have to be reviewed by the
physicians manually for two reasons. First, it helps to assess the knowledge and competency of the residents. Second,
and most important, they are part of the medical record of the patient which is used for billing, legal purposes, and
effective patient care.

A large portion of the research is focused on either improving the evaluation process and metrics of medical education
programs with quality improvement strategies7, 8 or creating and improving reporting formats including effectiveness
measurements2–6. Even though the shift is towards e-learning and electronic systems, the existence of automated
assessment of the free-text reports in medicine is very minimal. Much of the current methods for evaluating these
textual reports involve manual grading9–12. The manual assessment adds to the already existing cognitive load of the
attending physician and reduces the quality of care. A better solution would be to automate this process of assessment.

The concept of automated assessment in general is not new, and has been used one way or another since 196613,
with a plethora of automated essay grading systems existing today14–17. While the primary focus of these systems is
content assessment, their application to medical education is scarce. Zhang et al.20 created a system for the automatic
identification of sentiments, opinions, and topics from evaluation review comments about the medical trainees.

ahttps://www.abms.org/about-abms/
bhttps://www.acgme.org/About-Us/Overview
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Chen et al.19 and Joshua et al.18 developed systems to automatically assess resident’s competency in the clinical
domain by identifying mentions of UMLS Concept Unique Identifiers(CUIs) using natural language processing (NLP)
techniques and compared the extracted codes to manually annotated gold standard clinical notes. Using these as
features, they used supervised learning to grade the relevance scores of resident clinical notes. These systems have
two major limitations. Firstly, they fail to consider the semantic similarities between concepts and notes. For example,
consider ”acute prostatitis” and ”prostatic tissue with acute inflammation”. Even though they are similar semantically,
these systems fail to consider them. Secondly, they look for an exact match of the concepts present in UMLS. Using
an exact match for CUIs doesn’t work all the time as the way of writing differs from person to person. For example, if
we were to look for the CUI condition “Left shoulder injury” and the report says “Injury in left shoulder”, there will
not be a lexical match even though they represent the same concept.

The main goal of this paper was to perform a preliminary assessment on applications of NLP in automated evaluation
of medical reports. Our major contributions in this paper are:

• We proposed a novel system for automated assessment of resident reports by measuring and comparing lexical
and semantic similarities with physician’s reports.

• We proposed the use of chunks along with sentences for assessing the reports.
• We developed a supervised classification system that classifies the difference between resident reports and physi-

cian reports into three classes: No Change (NC), Minor Change (MiC), and Major Change(MaC).

2 Methods and Materials

Figure 1 shows the architecture of our automated assessment system. There are three phases in the system: Prepro-
cessing phase, feature extraction phase, and supervised learning phase. Each phase is explained in the rest of the
section.

Figure 1: Proposed system for automated report assessment.

2.1 Data Collection

We used diagnostic reports created by six medical residents along with corresponding attending physician’s reports
from the pathology department at Hospital of the University of Pennsylvania for this study. Although there are only
six medical residents, we collected multiple reports created by them.

Table 1 shows examples of reports. Each report has a medical test and the comment and analysis for that test. We
noticed that the medical test was the same for both the reports and hence excluded them from our analysis.
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No Resident report attending physician report

1 Right breast mass, ultrasound guided core biopsy:
Adenosis tumor; see note.

Right breast mass, ultrasound guided core biopsy:
Fibroadenoma. Pending reticulin

2
Left breast, core biopsy: Fibroadenoma; see note.
Sclerosing adenosis and florid duct hyperplas ia,
usual type.

Left breast, core biopsy: Fibroadenoma.

Table 1: Examples of sample reports

2.2 Preprocessing Module

Our preprocessing module involves three steps: data cleaning, sentence segmentation, and chunking. Data cleaning:
This step involves lower case conversion, tokenization, and removal of stop words.

Sentence segmentation: Once the report is cleaned and tokenized, the next step involves splitting the documents into
sentences. Parts of Speech tagging (POS tagging) is then applied to each sentence using Stanford Parser28.

Chunking: Chunking involves extracting phrases from a given sentence. We developed a simple regular expression
based chunking system that chunks the sentences based on two POS tags: Conjunctions and Prepositions.

2.3 Feature Extraction Module

We compute five different similarity scores on the sentences and chunks from the preprocessing module with three
scores for lexical similarity and two for semantic similarity. For every report, we compute the similarity scores at
the sentence level and the chunk level. We compute the chunk level scores for the following reasons. Firstly, the
differences between the two texts can be easily explained as we will be able to pinpoint the locations of differences.
Secondly, concept identification and Named Entity Recognition (NER) becomes easier if needed. Finally, semantic
similarities work better at the phrase level compared to long sentences.

2.3.1 Lexical Features

We extract lexical level features from three similarity methods. These methods are hugely dependent on the words. We
compute three scores for each method and use the maximum score for each method to find more accurate similarity
scores. The final similarity score for each method is given by the equation 1. Let di and dj be two documents.

Sim(di, dj) = max(Simraw(di, dj), Simlemma(di, dj), Simstem(di, dj)) (1)

The three scores include similarity between raw text, lemmatized text, and stemmed text. We use three different
similarity methods and use them as features on our model.

1. Jaccard Similarity: Jaccard similarity21 between two documents can be defined as the proportion of number of
shared words divided by the total number of unique words in the two documents. Jaccard Similarity can be computed
using equation 2.

Jacc Sim(di, dj) =
|di ∩ dj |
|di ∪ dj |

(2)

Jaccard Similarity ranges between 0 and 1, where 1 denotes the two documents to be exactly the same and 0 denotes
them being completely different. Jaccard similarity looks at individual words and does not consider the context and
structure of the sentence.

2. Levenshtein Similarity: Levenshtein Distance24, 25 is a distance measure between two strings which can be defined
as the number of edit operations needed to transform one string to another. The edit operations are insertions, deletion,
and substitution. This technique is mainly used in spell check and is done on character level. However, we use this
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technique to compute the distance between two sentences at the word level. We convert the distance score into a
similarity score and is given by equation 3.

Lev Sim(di, dj) = 1− lev dist(di, dj)

max(|di|, |dj |)
(3)

3. Cosine Similarity: Cosine similarity is used in the vector space models. Documents are represented as vectors of
words and the similarity is measured by the cosine of the angle between these vectors as given by equation 4.

Cos Sim(di, dj) =
~di. ~dj

|~di| × |~dj |
(4)

Cosine similarity is one of the most widely used measures in measuring the similarity between documents. Although
it has yielded a huge success, it still has many limitations. A major limitation is that it does not consider the semantic
relations between words.

2.3.2 Semantic Similarity

As the lexical similarity measures do not consider the semantic relationship between words and concepts, we compute
two different semantic similarity scores.

1. Wordnet-based similarity: Li et. al22 proposed a method to measure the similarity between two short texts using a
combination of semantic and syntactic similarity between the two text and is given by the equation 5.

Wbs Sim(di, dj) = δSs + (2− δ)Sr (5)

where Ss denotes semantic similarity and Sr represents word order similarity.

The word order similarity which represents the syntactic similarity is based on the total number of words and the
order in which the word pairs appear. The semantic similarity is computed using Wordnet23. Wordnet is a lexical
semantic database which comprises of synsets. These synsets are nothing but synonym set in which all words in the
set have a similar meaning. The relationship between synsets is defined in a hierarchical tree structure. Each sentence
is converted into a semantic vector using synsets and cosine similarity is computed on the semantic vectors.

2. Word Mover Distance: Word embeddings are gaining popularity in biomedical NLP community as it has shown to
provide better results. It finds its major applications in named entity recognition, document retrieval, text categoriza-
tion, and semantic relationships between concepts. Word embeddings represent a given text into vector space where
each word in the text becomes a point in the vector space. The idea behind the word embeddings is similar words are
closer to each other in the vector space.

Word Mover’s Distance (WMD)26 is a distance measure which measures the cumulative cost of transporting words
from one document to match words in another document. WMD defines the distance as the dissimilarity score and
is calculated by minimizing the sum of cost between each pair of words. WMD depends heavily on the word em-
beddings. Since we are dealing with the biomedical domain, our system uses Wiki-PubMed-PMC pre-trained word
embedding model created by Pyssalo et. al27 where we use 200D vectors.

Wmd Sim(di, dj) =
1

1 +Wmd(di, dj)
(6)

WMD has a range of (0,∞). We convert these distances as similarity scores using the formula 6
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Algorithm 1: Sentence pair matching alogirthm
Data: report1, report2
Result: matched pairs
sent list 1 = split sentences(report1);
sent list 2 = split sentences(report2);
while all 5 similarity scores are to be computed do

for i, sent 1 in sent list 1 do
for j, sent 2 in sent list 2 do

sent sim[i][j] = get similarity(sent 1, sent 2)
end

end
sent pair indx = find index of max value for each row

end
for i in sent list 1 do

j = sent pair indx[i];
if i,j is same in 3 out of 5 scores then

matched pairs.append(sent list 1[i], sent list 2[j]);
end

end

2.3.3 Pair Matching

As reports can contain multiple sentences and the order of sentences may vary between reports, they require matching.
Algorithm 1 shows the process of matching sentence pairs. We first compute five different scores for each sentence
pair between the two reports. We then match sentences between the reports if the two sentences have maximum value
for three of the five computed scores.

For example, consider two reports:-

”Benign breast tissue, no tumor seen. Correlation with the specimen radiograph was performed. Infiltrating and in
situ moderately differentiated mammary carcinoma with ductal and lobular features”

”Infiltrating moderately differentiated mammary carcinoma with ductal and lobular features. Benign breast tissue, no
tumor seen.”

The order of sentences between the two reports differs and require matching. Table 2 shows five similarity scores
(cosine, jaccard, levenshtein, wordnet, and WMD) between each sentence pair. We find the maximum score for each
row for each of the five similarity methods. If the same pair has high scores in three of the five methods, we match
these two sentences. Multiple sentences in one report might be matched with a single sentence from another report. In
these cases, the sentence pair that has higher scores are matched.

Infiltrating moderately differenti-
ated mammary carcinoma with duc-
tal and lobular features

Benign breast tissue, no tu-
mor seen.

Benign breast tissue, no tumor seen. 0.71, 0.39, 0.39, 0.60, 0.55 1.0, 1.0, 1.0, 1.0, 1.0
Correlation with the specimen radiograph

was performed. 0.0, 0.04, 0.05, 0.08, 0.45 0.0, 0.0, 0.0, 0.16, 0.38

Infiltrating and in situ moderately
differentiated mammary carcinoma with

ductal and lobular features
0.89, 0.88, 0.77, 0.89, 0.85 0.0, 0.0, 0.0, 0.0, 0.46

Table 2: Sentence pair matching example
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Matching is required for chunks as well and we use the same algorithm. Once the chunks are matched for each sentence
pair, we compute a consolidated chunk score for each sentence by averaging each individual chunk pair score. Once
we obtain the sentence pairs for each report, we compute a consolidated similarity score for each of the five methods
by averaging the scores of each sentence pairs. Thus, for every report pair, we obtain ten similarity scores as features
from this module, five for sentences and five for chunks.

2.4 Supervised Learning

We used supervised classification technique for predicting relevance scores. We use the ten similarity scores from
the feature extraction step as the input for the classification. We applied three classifiers - logistic regression (LR),
naı̈ve bayes (NB), random forest (RF), and support vector machines (SVMs). We also experimented with an ensemble
method which classifies samples based on voting from different classifiers. We used all four classifiers for voting.

We used 80-20 split for training and testing set for the classification. We performed ten-fold cross-validation to pick the
best model and used the held-out test set for prediction. We computed precision, recall, and f-scores. Since there was
no baseline measure for our analysis, we used ZeroR classifierc as our baseline measure which predicts the majority
class label without considering the features.

3 Results
3.1 Dataset and Annotation

We had a total of 265 reports for this study. Relevance scores for these reports were annotated by one of the physicians.
Relevance score for each report pair fell into two classes (NC, C). NC meant the two reports were similar and no
change is required. C meant changes to be made and it was further categorized into two classes (MiC, MaC) with MiC
depicting minor changes and major changes for MaC. Out of the 265 reports, there were 171 NC reports (64.5%) and
94 C reports (35.5%). Within the 94 C reports, 40 reports (43.5%) belonged to MiC and 54 reports (57.5%) fell into
MaC class.

3.2 Classification

Table 3 shows the ten-fold cross-validation of various classifiers with Table 3a presenting binary classification perfor-
mance and Table 3b showing 3-way classification. Logistic Regression (both binary and multinomial) outperforms all
other classifiers. We can see a significant improvement from the baseline method.

Classifier NC (F) C (F) Accuracy (%)
ZeroR 0.786 0.0 64.7

LR 0.779 0.479 70.0
SVM 0.775 0.426 68.5
NB 0.654 0.581 63.6
RF 0.774 0.445 68.1

Ensemble 0.752 0.463 68.5

(a) Binary Classification

Classifier NC (F) MiC (F) MaC (F) Accuracy (%)
ZeroR 0.786 0.0 0.0 64.7

LR 0.812 0.0 0.631 72.4
RF 0.767 0.017 0.394 67.0
NB 0.620 0.248 0.449 53.1

SVM 0.776 0.0 0.065 64.7
Ensemble 0.767 0.02 0.429 68.1

(b) 3-way Classification (NC vs MiC vs Mac)

Table 3: Ten-fold cross validation performances by different classifiers

Although the NB classifier handled the class imbalance well, it’s performance did not match LR. The ensemble method
(voting-based) doesn’t improve the performance. It is also evident that the 3-way classification performance is slightly
better than binary classification.

As the addition of chunk level scores was novel to our system, we wanted to see if it had any effect on the performance.
Table 4 shows precision, recall, and f-scores for each of the three classes (NC, MiC, MaC) on ten-fold cross-validation.

chttp://chem-eng.utoronto.ca/ datamining/dmc/zeror.htm
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Features NC MiC MaC Accuracy
P R F P R F P R F (%)

Sent lexical 0.671 1.000 0.799 0.000 0.000 0.000 0.600 0.207 0.299 0.682
Sent semantic 0.678 0.976 0.792 0.000 0.000 0.000 0.650 0.184 0.267 0.677
Chunk lexical 0.661 1.000 0.789 0.000 0.000 0.000 0.100 0.050 0.067 0.663

Chunk semantic 0.698 0.981 0.809 0.000 0.000 0.000 0.700 0.286 0.396 0.706
Sent lexical + Chunk lexical 0.684 0.992 0.807 0.000 0.000 0.000 0.767 0.280 0.393 0.701

Sent semantic + Chunk semantic 0.687 0.985 0.805 0.000 0.000 0.000 0.717 0.337 0.441 0.696
Sent combined 0.668 0.958 0.779 0.000 0.000 0.000 0.658 0.394 0.455 0.673

Chunk combined 0.684 0.957 0.792 0.000 0.000 0.000 0.742 0.469 0.555 0.696
Sent combined + Chunk combined 0.715 0.949 0.807 0.000 0.000 0.000 0.692 0.454 0.514 0.710

Table 4: Ten-fold cross validation performance scores for different feature sets

From the table, We can clearly see that by combining chunk combined and sent combined, there is an improvement
in the performance and has the best cross-validation accuracy. Although performances of lexical features alone and
semantic features alone also provide similar performances, we decided to use both lexical and semantic features
because semantic measures sometimes find similarities between sentences that do not have any similarity. This can be
clearly seen in Table 2. The two sentences ”Correlation with the specimen radiograph was performed” and ”benign
breast tissue, no tumor seen.” do not share any similarity. However, WMD measure gives a score of 0.38. We expect
the lexical similarities to help in such cases.

This model was then used on the held-out test set. It achieved an overall accuracy of 73.6%. Precision, recall, and
f-scores for this held-out set can be seen in Table 5.

Class Precision Recall F-measure
NC 0.708 1.000 0.829

MiC 0.000 0.000 0.000
MaC 1.000 0.625 0.769

Table 5: Performance scores on the held-out test set

4 Discussion

Our major goal in this study was to build a baseline system for automated assessment and comparison of medical
reports and help reduce the cognitive load of attending physicians. Our results show that the system is capable of
assessing the differences between reports and grade them.

We analyzed the predictions to understand the reasons for the errors. Table 6 shows a few examples of the reports
along with different similarity scores, chunk pairs, and the predictions. Example 1-2 shows the correct prediction. In
example 1, the overall similarity scores are very high except for a few scores and hence it is correctly classified into
the NC category. Similarly, similarity scores for consistently low for example 2 which our system correctly classifies
as MaC category. When we look at example 3, the correct class being NC means the two reports are similar. When
we look at the similarity scores, except the Chunk Wmd and Sent Wmd scores having moderately high scores, the
scores for all the other similarities are very low. Only word mover distance measure which finds semantic similarity
using word embedding finds the two reports being more similar. In example 4, we can see that sentence-level semantic
scores are higher than chunk-level similarity scores and might be the cause for the misclassification.

One of the major contributions of this paper is chunk-level analysis and we have shown that chunks along with the
sentences help in getting better predictions and understanding errors. Furthermore, the ”chunk pairs” column breaks
down the scores for each chunk pair identified. Missing chunks represent zero or very low similarity.

Through error analysis, we identified two major limitations. Firstly, We have low sample size with huge imbalance
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No ResReport PhyReport Scores Chunk pairs Truth Prediction

1
Invasive mucinous carci-
noma (colloid carcinoma),
moderately differentiated.

Invasive moderately dif-
ferentiated mucinous
carcinoma. Note- We will
addend results of predictive
marker stains (block 1A).

Sent Cos: 0.85
Sent Lev: 0.273
Sent Jac: 0.60
Sent Sem: 0.729
Sent Wmd: 0.666
Chunk Cos: 0.537
Chunk Lev: 0.5
Chunk Jac: 0.4
Chunk Sem: 0.64
Chunk Wmd: 0.519

Invasive mucinous carcinoma colloid car-
cinoma : Invasive moderately differenti-
ated mucinous carcinoma = 0.64 NC NC

2 High grade prostatic intraep-
ithelial neoplasia

Prostatic adenocarcinoma,
Gleason score 3 + 4 =
7 (30% grade 4) (Grade
Group2), involving 5 mm
(40%) of one out of one core

Sent Cos: 0.223
Sent Lev: 0.029
Sent Jac: 0.074
Sent Sem: 0.109
Sent Wmd: 0.377
Chunk Cos: 0.078
Chunk Lev: 0.032
Chunk Jac: 0.015
Chunk Sem: 0.041
Chunk Wmd: 0.336

High grade prostatic intraepithelial neopla-
sia : Prostatic adenocarcinoma , Gleason
score 3 + 4 = 7 30 % grade 4 Grade Group2
, involving 5 mm 40 % one one core =
0.402

MaC MaC

3 Papilloma with surrounding
sclerosing adenosis

Fibroadenoma contain-
ing sclerosing adenosis,
duct hyperplasia, and cyst
(complex fibroadenoma)

Sent Cos: 0.184
Sent Lev: 0.071
Sent Jac: 0.133
Sent Sem: 0.228
Sent Wmd: 0.486
Chunk Cos: 0.137
Chunk Lev: 0.133
Chunk Jac: 0.167
Chunk Sem: 0.189
Chunk Wmd: 0.432

surrounding sclerosing adenosis : Fi-
broadenoma containing sclerosing adeno-
sis = 0.566

NC MaC

4
In situ lobular carcinoma,
intermediate grade, in-
vovling papilloma.

Intraductal carcinoma (mi-
cropapillary and solid type,
EORTC intermediate grade)
involving sclerosing duct
papilloma. Carcinoma show
extensive involvement of
lobules. Correlation with
the specimen radiograph
was performed.

Sent Cos: 0.357
Sent Lev: 0.294
Sent Jac: 0.286
Sent Sem: 0.445
Sent Wmd: 0.642
Chunk Cos: 0.205
Chunk Lev: 0.143
Chunk Jac: 0.143
Chunk Sem: 0.258
Chunk Wmd: 0.359

In situ lobular carcinoma : invovling papil-
loma : Intraductal carcinoma micropapil-
lary = 0.531
invovling papilloma : solid type = 0.348
intermediate grade : EORTC intermediate
grade involving sclerosing duct papilloma
= 0.516

MaC NC

5
Benign fatty breast tissue
with mild chronic inflamma-
tion.

Benign fatty breast tissue
with fibrocystic changes and
minimal chronic inflamma-
tory infiltrates. No defini-
tive lymph node architecture
is identified.

Sent Cos: 0.477
Sent Lev: 0.538
Sent Jac: 0.467
Sent Sem: 0.627
Sent Wmd: 0.754
Chunk Cos: 0.39
Chunk Lev: 0.389
Chunk Jac: 0.417
Chunk Sem: 0.415
Chunk Wmd: 0.693

Benign fatty breast tissue : Benign fatty
breast tissue = 1.0
mild chronic inflammation : fibrocystic
changes minimal chronic inflammatory in-
filtrates = 0.58

MiC NC

Table 6: Sample reports with similarity scores and predictions

in the three classes. Secondly, lack of medical terminology and report based embeddings reduces the power of cap-
turing the true semantic relationships between reports. Most of the misclassification error occurs in classifying Minor
Changes (MiC) category. Our classifiers failed to correctly classify even a single MiC category reports as clearly seen
in Table 4. Example 5 represents this misclassification. Although the similarity scores are moderately high but not
very high, there were misclassified to NC category. Report pairs from NC category still have differences between
them but the difference is minute. Our algorithm couldn’t capture the level of difference in NC category and from MiC
category. This can be attributed to very low training samples from this category(only 15% of 265 reports).

Error analysis allows us to explore different ways to improve this preliminary work. First and foremost, we intend to
have more annotated training data. We have seen that word mover distance measures which are trained on PubMed
articles gives us better semantic scores and more accurate scores. Embeddings dedicated to a hospital setting based
on huge volumes of reports would improve the performance. Mapping the identified chunks to a knowledge base like
UMLS can improve the performance and we intend to add them as features to our system.
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Although our system is focused on automated assessment of pathology reports, we find that such a system can be used
in various different ways. One major area that we intend to extend is the automated summary of difference in patient
reports between multiple hospital visits. We can also extend our system to other medical domains (operative reports,
scan reports, or patient visit notes).

5 Conclusion

In this paper, we presented a new approach for automated assessment of resident’s clinical reports. We proposed a
system that computes various lexical and semantic similarities at sentence level as well as much simpler phrase level
using NLP techniques. We presented a baseline supervised machine learning system which uses the similarity scores
as features to grade the reports. Our system was able to classify reports with an accuracy of 73.6% and we intend to
improve the performance of our classifiers. In addition, we showed that adding phrase level information helps improve
performance. We believe that our system is an important step toward automated assessment systems in the medical
domain.
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Abstract

Age-related Macular Degeneration (AMD) is a leading cause of blindness. Although the Age-Related Eye Disease
Study group previously developed a 9-step AMD severity scale for manual classification of AMD severity from color
fundus images, manual grading of images is time-consuming and expensive. Built on our previous work DeepSeeNet,
we developed a novel deep learning model for automated classification of images into the 9-step scale. Instead of
predicting the 9-step score directly, our approach simulates the reading center grading process. It first detects four
AMD characteristics (drusen area, geographic atrophy, increased pigment, and depigmentation), then combines these
to derive the overall 9-step score. Importantly, we applied multi-task learning techniques, which allowed us to train
classification of the four characteristics in parallel, share representation, and prevent overfitting. Evaluation on
two image datasets showed that the accuracy of the model exceeded the current state-of-the-art model by > 10%.
Availability: https://github.com/ncbi-nlp/DeepSeeNet.

Introduction

Age-related Macular Degeneration (AMD) is responsible for 9% of blindness worldwide but is the leading cause in
developed countries. The number of patients diagnosed with AMD worldwide is projected to increase to 288 million
by 20401. Based on clinical features, the disease is classified into early, intermediate, and advanced stages2. Advanced
AMD, which is often associated with severe visual loss, can occur in two forms: geographic atrophy (or ‘dry’) and
neovascular (or ‘wet’) AMD.

To determine the severity of non-advanced AMD, color fundus photographs are graded on a scale of 1–9. Additional
steps on the scale (10–12) are sometimes used to grade advanced AMD3. However, human grading using this severity
scale requires trained expert graders and is highly time-consuming4, and usually only performed at dedicated reading
centers. This has limited the use of this severity scale to a research tool, rather than as part of the clinical care of
patients5; even so, researchers need access to reading centers, which can be very expensive in the case of large studies.
Therefore there is currently an unmet need for algorithms that can perform automated grading of AMD severity
from color fundus photographs, which will be helpful both for research decision-making in both research and clinical
practice.

Early retinal image classification systems of color fundus photographs had adopted traditional machine learning with
human-engineered features6. Subsequently, later systems used deep learning methods as feature extractors7. Deep
learning has revolutionized the computer vision domain8, and has become the state-of-the-art approach for medical
image classification9–13. To date, several groups have applied deep learning methods to AMD severity classification
using color fundus photographs7. The state-of-the-art method, recently reported by Grassmann et al.14, treated this
task as an image classification problem. The approach of these authors was to use six individual models (AlexNet8,
GoogLeNet15, VGG16, Inception-V317, ResNet18 and Inception-ResNet-V219), each trained from scratch. Each model
directly predicted the step on the Age-Related Eye Disease Study (AREDS) severity scale 1-12 from the color fundus
photograph (i.e., six separate predictions), then a random forest approach was employed to combine the predictions
into one overall prediction.

However, direct classification of images into the AREDS severity scale does not reflect normal human grading practice.
∗These authors contributed equally to this work.
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In reading centers, rather than grade color fundus photographs directly, certified graders first calculate individual scores
for four separate AMD characteristics (drusen area, geographic atrophy, increased pigment, and depigmentation), then
combine the scores for these four characteristics into the 9-step non-advanced AREDS severity scale3. The method
for combining these scores into the AREDS severity scale is shown in Table 1. For example, for one color fundus
photograph, if the drusen area is 1 and geographic atrophy, increased pigment, and depigmentation are all absent
(assigned 0), then the AREDS severity scale is defined as 2 for that image. Graders also check separately for additional
characteristics of advanced AMD (scale 10-12), and revise the severity scores if necessary. Hence, a deep learning
approach that predicts the overall AREDS severity score directly (as in Grassmann et al.14), without these intermediate
steps, may have lower transparency and decreased information content for research and clinical purposes20, 21.

Table 1: AREDS Severity Scale scores 1 to 9, defined by graders from four categories: geographic atrophy (0/1, i.e.,
absent/present), increased pigment (0/1, i.e., absent/present), depigmentation (graded 0-3), and drusen area (graded 0-
5). The final AREDS Severity Scale score (steps 1-9, shown shaded in different colors) is defined by the combination
of findings from these four categories.

Pigment abnormalities

Geographic atrophy 0 0 0 0 0 1
Increased pigment 0 1 – – – –
Depigmentation 0 0 1 2 3 –
Drusen area
0 1 2 2 4 8 9
1 2 4 4 4 8 9
2 3 4 4 5 8 9
3 4 5 5 6 8 9
4 5 6 6 7 8 9
5 6 7 7 8 8 9

To address these potential criticisms, we designed a novel deep learning approach, which mirrors more closely the
way that human graders in reading centers perform grading according to the AREDS severity scale. We have focused
on the classification of non-advanced AMD (scale 1-9), because this was the original intention of the AMD severity
scale (i.e., to predict risk of progression to advanced AMD).

Intuitively, we can design four deep learning models (each of which is responsible for the classification of an indi-
vidual characteristic) and train them separately, which is called single-task learning. Indeed, we previously designed
DeepSeeNet, a deep learning model for the classification of AMD (at the patient level) that uses single-task learn-
ing22. However, these four variables are related; training separately may cause the model not to benefit from shared
features (from the other variables) and may overfit to specific variables. Instead, we created a multi-task deep learning
model that trains the classification of the four characteristics simultaneously. Multi-task learning allowed us to exploit
the similarities and differences between the four characteristics, via the shared deep learning model layers, and also
allowed us to reduce losses from specific tasks23. While multi-task learning has been successfully used in computer
vision24, 25 and natural language processing applications26, 27, to the best of our knowledge, this is the first report that
has employed a multi-task learning model in AMD classification.

For the evaluation of our model’s robustness and generalizability, two datasets were used. One was from the AREDS,
which includes a large dataset of color fundus photographs (publicly available, on request). The other was a newly cre-
ated dataset, from the AREDS2. The results of our experiments, using these two datasets via 5-fold cross-validations,
demonstrated that our model performed consistently better than the state-of-art model (from Grassmann et al.14). In
particular, the F1-score and accuracy were ∼ 5% and ∼ 4% higher in our model, respectively, in terms of absolute
differences. Furthermore, the model explains the final classification outcome by providing the intermediate results
regarding the four separate characteristics, which may be useful for research or clinical purposes.

Our deep learning model and data partition are publicly available†. To the best of our knowledge, this is the first study
†https://github.com/ncbi-nlp/DeepSeeNet.
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in the field of AMD severity scale classification to make these elements publicly available. The goal is to allow for
transparency and reproducibility of this approach, so that this model may serve as a benchmark method to allow for
further advancement of state-of-the-art techniques.

Methods
Architecture of AMD characteristics

The proposed method first grades the four characteristics (i.e., drusen area, geographic atrophy, increased pigment,
and depigmentation), then calculates the overall AREDS Severity Scale score, based on the definitions described in
Table 1. The deep learning model for each AMD characteristic contains three components (Figure 1). Component 1
consists of 10 Inception-V3 blocks, to capture image features19. On top of it, Component 2 consists of three layers: a
global average pooling layer, a dense layer of dimension 1024, and a dropout layer. The global average pooling layer
was applied to capture more informative features by enforcing the correspondence between features and classes28. The
dropout layer was used to reduce overfitting29. Component 3 consists of four layers: a dense layer of dimension 256,
a dropout layer, another dense layer of dimension 128, and a softmax layer; Component 3 is similar to the structure of
our previous work. Components 1 and 2 form the basis of the transfer learning; in medical image classification, most
methods use well-established architectures and add customized layers on top9. Component 3 is used for multi-task
learning, such that each individual task shares the common layers (Components 1 and 2) and has its own task-specific
layers (Component 3).

InceptionV3 
block1

InceptionV3 
block1

InceptionV3 
block10

…

Global Average 
Pooling

Dense 1024

Dropout 0.5

Component 1 Component 2 Component 3

Dense 256
Dropout 0.5
Dense 128
Softmax

Geographic Atrophy

Increased Pigment

Depigmentation

Drusen Area

Dense 256
Dropout 0.5
Dense 128
Softmax

Dense 256
Dropout 0.5
Dense 128
Softmax

Dense 256
Dropout 0.5
Dense 128
Softmax

Shared layers Specific task layers

Figure 1: The multi-task deep learning model for classification of age-related macular degeneration using the Age-
Related Eye Disease Study Severity Scale.

Image pre-processing

We manually examined the color fundus photographs and found that the images tended to have a relatively large area
of black background, as well as large variations in brightness, which might adversely affect classification. For these
reasons, image pre-processing was performed using three steps: (1) applying a Gaussian filter, with (0, 0) as Gaussian
kernel size and (1000/30, 0) as Gaussian kernel standard deviation, to normalize the color balance (i.e., using similar
methods to Grassmann et al.14), (2) cropping the images to a square shape, and (3) scaling the square images to
512×512 pixels. Figure 2 shows an example of an image before and after pre-processing.
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(a) (b)
Figure 2: An example of (a) the original image, and (b) the pre-processed color fundus photograph.

Training process

We used data augmentation on the training set to enhance the robustness and generalizability of our model8. Specifi-
cally, each image in the training set was rotated randomly up to 180 degrees and flipped vertically or horizontally.

We trained our model using the Adam optimizer30 with binary cross-entropy or categorical cross-entropy loss func-
tions, and a mini-batch size of 16. For the Adam optimizer, we set the learning rate to 0.0001, beta1 to 0.9 and
beta2 to 0.999. In addition, we applied dropout of 0.5 in the shared and task-specific layers. For weight initialization,
pre-trained weights from the Inception-V3 network trained on the ImageNet dataset were used31.

Since multi-task learning aims to reduce the losses of various tasks simultaneously, it requires a different training
strategy compared to common single-task training. In this study, we used a two-phase approach for multi-task train-
ing32–34. In the first phase, all the tasks were trained in parallel to obtain robust shared layers. In the second phase,
each task was fine-tuned. In other words, the shared layers (Components 1 and 2 in Figure 1) were blocked (i.e., set
as non-trainable) and the task-specific layers (Component 3) were fine-tuned to achieve minimal loss. For each task,
the model was saved based on the lowest loss on the validation set. Early stops were also applied to reduce overfitting.
The training was stopped when the validation loss did not decrease in 10 steps during the first phase, and in 5 steps
during the second phase.

All experiments were conducted on a server with 32 Intel Xeon CPUs, a NVIDIA GeForce GTX 1080 GPU, and a
512Gb of RAM.

Datasets and Measurements

The classification performance was evaluated using two different datasets of color fundus photographs (Table 2),
namely AREDS and AREDS2. The AREDS and AREDS2 were two large clinical trials sponsored by the National
Eye Institute, National Institutes of Health35, 36. These two studies were designed to investigate the natural history
and risk factors of AMD, as well as to evaluate the effects of nutritional supplementation on disease progression. The
studies led to the development of the AREDS 9-step severity scale, based on color fundus photographs3. The scale
was created and validated to classify AMD severity, primarily for research purposes, according to risk of progression
to advanced AMD. Both datasets are held by a reading center located at the University of Wisconsin, Madison. The
first image dataset (AREDS) contains approximately 60,000 color fundus photographs of eyes with non-advanced
AMD and is publicly available on request35. We used the AREDS dataset to train the model (i.e., the same dataset
used by the state-of-art model14). The training, validation, and test sets comprised 64%, 16%, and 20% of the AREDS
patients, respectively. We used 5-fold cross-validation to measure the average performance of the models. The training,
validation, and test sets were split at the level of individual patients (rather than individual eyes), such that all images
from the same individual patient were kept in the same set.

For the second image dataset (AREDS2), we randomly selected 1,500 color fundus photographs from the large
database of AREDS2 images (which also contains other images, e.g. fundus autofluorescence images)36. The sample
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distribution of the randomly selected images was similar to the population distribution in the whole dataset, and each
randomly selected image was manually confirmed as a color fundus photograph (by a qualified ophthalmologist (TK)).
We used the AREDS2 dataset as an independent test set for the evaluation of robustness and generalizability.

Table 2 shows the distributions of the true AREDS 9-step scale from human grading at the Reading Center, separately
for the two datasets.The distributions of AMD severity are quite different between the AREDS and AREDS2, since
the inclusion criteria were distinct for the two clinical trials: the AREDS included participants with a wide spectrum
of disease severity (including no AMD and early AMD), whereas the AREDS2 recruited participants with more
severe disease only. Hence, the differences between the AREDS and AREDS2 datasets may be helpful in testing the
generalizability of the model beyond the dataset on which it was trained.

For the measurements, standard machine learning classification metrics were reported: weighted precision, recall,
F1-score, overall Kappa statistics, and accuracy.

Table 2: Distributions of age-related macular degeneration severity, according to the AREDS severity scale (steps
1-9) in the AREDS and the AREDS2 image datasets.

AMD AREDS AREDS2

Severity Scale n % n %

1 24,360 41.8 11 0.7
2 7,737 13.3 11 0.7
3 3,324 5.7 23 1.5
4 5,978 10.3 66 4.2
5 3,766 6.5 103 6.6
6 4,641 8.0 353 22.6
7 3,953 6.8 650 41.6
8 3,396 5.8 225 14.4
9 1,130 1.8 120 7.7
Total 58,285 1,562

Results

In addition to the multi-task learning model described above (‘Multi-task model’, as shown in Figure 1), two additional
models were evaluated, for comparison: the Convolutional Neural Network (CNN) model developed by Grassmann
et al.14(‘Grassmann model’), and our CNN model (‘CNN model’). The reason we implemented our own CNN model
is because the authors of the original Grassmann model made available only the weights (trained using the AREDS
dataset), but not the source code and data partition. Since our test set may have overlapped with the training set used in
the study of Grassmann et al.14, it is difficult to perform a direct comparison between our CNN model and Grassmann
model on the AREDS dataset.

The Multi-task model and the CNN model were tested on the AREDS dataset. Their performances are shown in
Table 3. In all metrics except precision, the performance of the Multi-task model was superior to that of the CNN
model. All three models (the Multi-task model, the CNN model, and the Grassmann model) were tested using the
AREDS2 dataset. Their performances are also shown in Table 3. Again, the performance of the Multi-task model
was superior to that of the CNN model, with a higher degree of superiority observed in the AREDS2 dataset than in
the AREDS dataset. In particular, the performance was approximately 5%, 3%, and 4% higher, in terms of weighted
F1-score, overall Kappa statistics, and overall accuracy, respectively. Since the AREDS2 dataset was an independent
dataset not used for training the models, these results suggest that the Multi-task model may be more robust and
generalizable than the traditional CNN model. In addition, the Grassmann model had more than 10% lower accuracy
than either the Multi-task model or the CNN model (discussed further below).
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Table 3: 5-fold cross validation performance of the proposed Multi-task model, the CNN model, and the Grassmann
model, on the AREDS and AREDS2 datasets.

AREDS AREDS2

Multi-task CNN Multi-task CNN Grassmann

Precision 0.591 0.592 0.545 0.533 0.514
Recall 0.614 0.612 0.472 0.437 0.345
F1-score 0.597 0.593 0.492 0.449 0.398
Kappa 0.487 0.484 0.330 0.297 0.216
Accuracy 0.614 0.612 0.472 0.437 0.346

Table 4 compares the classification results for multi-task learning and single-task learning on models trained from one
of the 5-fold cross-validations. Single-task learning means that there are effectively four CNN models, each of which
is trained independently. The results show that multi-task learning achieved better performance on all the metrics
(weighted F1-score, overall Kappa statistics and overall accuracy) in both datasets. In particular, it had ∼ 4% higher
weighted F1-score and ∼ 2% higher for other metrics.

Table 4: 1-fold performance of multi-task and single-task learning on the AREDS and AREDS2 datasets.

AREDS AREDS2

Multi-task Single-task Multi-task Single-task

F1-score 0.621 0.583 0.502 0.483
Kappa 0.485 0.466 0.340 0.312
Accuracy 0.621 0.607 0.480 0.461

Discussion

The above results demonstrate that our Multi-task model achieved superior performance to the state-of-the-art model in
the two evaluation datasets. In this section, we consider potential areas for improvement; in particular, we performed
error analysis on four individual risk factors and comparatively analyzed the difference between evaluation datasets.
Additionally, we also quantitatively illustrate that transfer learning improves the generalization capability of models.

Comparisons between four characteristics

Since four characteristics contribute to the final AREDS severity scale, we analyzed the performance of the Multi-
task model separately for each characteristic. Figure 3 shows the confusion matrices and Figure 4 shows the overall
performance of these characteristics.

We made three observations. First, as regards the performance of the model for each of the four characteristics,
its performance in correctly grading drusen area had substantially lower F1-score and accuracy than those for the
other three characteristics (e.g., accuracy of 0.68 for drusen area versus 0.99, 0.90, and 0.84 for geographic atrophy,
increased pigment, and depigmentation, respectively). Indeed, its accuracy in grading drusen area was similar to its
overall accuracy in predicting the AREDS severity scale (0.68 and 0.62, respectively). This suggests that grading of
drusen area may be the limiting factor in the overall performance of the model, such that future improvements in this
particular task may contribute most to increasing the model’s performance.

Second, at the class level, some classes have substantially higher levels of misclassification than others (as observed
in the confusion matrices). For example, the accuracies of drusen area classification for classes 1, 2, 3, and 4 were
0.33, 0.28, 0.47, and 0.33, respectively. These are much lower than the accuracies for classes 0 and 5, which were
0.92 and 0.79, respectively. This is likely because the differences between classes 2, 3, and 4 (small drusen) were
not large enough for effective classification, whereas class 0 (no drusen) and class 5 (large drusen) represent more
distinct categories that may be easier for classification. Similarly, classes 1 and 2 for depigmentation also have low
performance: the macro accuracies were 0.14 and 0.31, respectively.
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Third, at the data level, the number of instances is still limited. As observed in the confusion matrices, for all four
individual characteristics, all classes except 0 have a limited number of instances. It is likely that these relatively
small numbers of instances may be insufficient for models to learn. While both data augmentation (which implicitly
increased the number of instances) and transfer learning were applied in our model to address this problem, it would
still be valuable to increase the number of instances further (i.e., new images from additional patients), in order
to improve performance by distinguishing more accurately between classes. Indeed, data imbalance is a common
problem for medical image classification9. However, traditional sub-sampling and over-sampling strategies may not
be applicable in this case. Sub-sampling would limit the number of instances of majority classes, while over-sampling
would require more distinct instances.

Taken together, we consider that (i) instead of reusing models developed for general computer vision purposes,
domain-specific models are needed, and (ii) it is pressing to have annotation of more instances.
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Comparisons between the AREDS and AREDS2

While the Multi-task model was more robust and generalizable than the other models tested, the performance of all the
models decreased substantially from testing on the AREDS dataset to the AREDS2 dataset. The main reason for this is
likely to be the substantial differences between their class distributions. For instance, as shown in Table 2, the AREDS
dataset contains a large proportion of images with score 1, whereas the AREDS2 dataset contains an extremely small
proportion of these. Indeed, skewed distributions make many deep learning algorithms less effective, especially in
predicting minority class examples.

For the Multi-task model and the CNN model, we analyzed the differences in F1-score, Kappa, and accuracy (separately
for each class) between the AREDS and AREDS2 datasets (Figure 5). Here, we selected steps 4–9 for statistical
analysis, because these scores had more than 50 instances in each dataset. In terms of altered performance between
testing on the AREDS and AREDS2 datasets, the Multi-task model was superior to the CNN model for 5 out of the 6
steps. For steps 4–6, the Multi-task model suffered from less loss in performance than the CNN model; for example,
for step 4, the F1-score of the CNN model decreased by 18% , while that of the Multi-task model decreased by 15%. In
addition, for steps 7-8, the Multi-task model demonstrated higher performance gains between testing on the AREDS
and AREDS2 dataset; for example, for scale 7, the F1-score of the CNN model increased by 3% , whereas that of the
Multi-task model increased by 6%. This analysis shows that the Multi-task model not only had superior performance
overall, but also achieved superior performance for most of the classes.

Overall, the substantial decrease in performance between the AREDS and AREDS2 datasets suggests several points:
(i) in principle, for medical image classification, models should favor high robustness and generalizability, (ii) for
transfer learning, fine-tuning may achieve superior results than feature extraction, because of distribution differences
in various medical image datasets, and (iii) it is of value to accumulate different medical datasets. In this study, the
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AREDS and AREDS2 datasets complement one another, such that combining them would provide a larger and more
balanced overall dataset.

The accuracy of the CNN model released by Grassmann et al. was more than 10% lower than our CNN implementa-
tion14. One important factor might be that the Grassmann model did not use pre-trained model weights, i.e., weights
trained from millions of images taken from general domains. Instead, the Grassmann model was trained from scratch
using a random weight initializer. While the AREDS dataset contains a relatively large number of images, the dis-
tribution is unbalanced. Thus, the model may not have learnt the minority classes effectively and may suffer from
overfitting. To investigate this hypothesis, we compared the performance of the CNN+random model (the model
without using pre-trained weights) and the CNN+pre-trained model (the model using pre-trained weights). Table 5
shows that the performance of the two models is relatively similar on testing using the AREDS dataset; however, on
testing using the AREDS2 dataset, the performance of the CNN+random model was substantially lower than that of
the CNN+pretrained model, with a difference of 8% in F1-scores. This finding is consistent with a previous study that
examined the performance of full-training and fine-tuning using pre-trained weights in three medical image applica-
tions37. This study demonstrated that using pre-trained weights was associated not only with superior performance but
also with increased generalizability.

Table 5: The performance between the CNN model using pretrained weights and randomly initialized weights on
AREDS and AREDS2.

AREDS AREDS2

Pretrained Random Pretrained Random

F1-score 0.588 0.582 0.487 0.406
Kappa 0.476 0.470 0.338 0.258
Accuracy 0.615 0.610 0.472 0.391

Conclusion

In conclusion, we have developed a new deep learning model for AMD classification of the AREDS severity scale.
Evaluation on two datasets showed that our model was consistently superior to the current state-of-the-art model.
In addition, our model was able to classify four separate components of the AREDS Severity Scale, thus providing
improved transparency. Error analysis revealed that the limiting factor of our model’s performance was in the classi-
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fication of the drusen area component. In the future, we plan to improve our model by concentrating on drusen area
classification by obtaining datasets with a higher proportion of non-advanced AMD cases.
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Abstract 

A primary focus for reducing waste in healthcare expenditure is identifying and discouraging unnecessary repeat lab 

tests. A machine learning model which could reliably predict low information lab tests could provide personalized, 

real-time predictions to discourage over-testing. To this end, we apply six standard machine learning algorithms to 

six years (2008-2014) of inpatient data from a tertiary academic center, to predict when the next measurement of a 

lab test is likely to be the “same” as the previous one. Out of 13 common inpatient lab tests selected for this analysis, 

several are predictably stable in many cases. This points to potential areas where machine learning approaches may 

identify and prevent unneeded testing before it occurs, and a methodological framework for how these tasks can be 

accomplished. 

Introduction 

Healthcare costs in developed nations are rising at an unsustainable rate1. Ever-rising expenses with inconsistent 

improvements in outcome have led care providers and societies to express concern over waste in healthcare systems. 

In response, the American Board of Internal Medicine Foundation has championed the “Choosing Wisely” initiative, 

now supported by over 70 medical specialty societies, with the primary goal of discouraging unneeded tests and 

procedures2,3. They encourage patients and clinicians to choose procedures that are “supported by evidence, not 

duplicative of other tests or procedures already received, free from harm, and truly necessary”3. One of the primary 

targets for waste is routine (often daily) lab testing, which comprises a large body of tests which are ordered out of 

habit or “just to be sure,” rather than to answer a specific clinical question. As a result, repeated lab testing is 

ubiquitous, with many of these repeat tests contributing little to no new information about the patient’s status. 

The contribution of these lab tests to the large-scale waste in American Healthcare may be quite substantial. Although 

testing is the highest volume medical activity4, an estimated 25 to 50 percent of these tests may be unnecessary5,6. 

Researchers estimate that eliminating low-information lab tests could save up to $5 billion United States dollars 

annually7. To do this, one must (1) identify which lab tests are truly unnecessary, and (2) encourage clinicians and 

patients to avoid ordering these low-yield tests. Consortia for a variety of medical societies now offer general 

guidelines on low-value tests and procedures, which are primarily based upon expert opinion or manual assessments8,9. 

Most of these existing efforts involve manual top-down clinical guidelines and alerts10 based on simple rule triggers 

(e.g., avoiding vitamin D testing11) However, attempts to incentivize clinicians against over-testing have been met 

with variable success9, often due to fear of medical-legal concerns and a well-intentioned desire to check “just to be 

safe.” One problem with the blanket guidelines may be that they are too general: patients and care providers are 

primarily concerned with the specific case rather than the general one. They want assurance that, in this moment, for 

this patient, ordering another test really is or is not necessary. 

Here, we take a machine learning approach to supply data-derived insights into lab test predictability. An advantage 

of this methodology is that a well-calibrated model for lab test stability can provide personalized predictions: 

identifying whether the next test is likely to be unnecessary for a specific patient, given their previous medical history 

and test results. There are few examples in the literature that use machine learning predictive models as an approach 

to target such opportunities. Those that do exist tend to focus on focal analysis of single tests (e.g., ferritin12). In the 

past, researchers have demonstrated the feasibility of building classification models to predict whether a test result 

will be normal or abnormal13. However, normality is not the practitioners’ only concern. Even “abnormal” results may 

not be actionable, particularly if the result is highly predictable or repetitive from prior repeat assessments. What may 

be more useful to the care provider is whether or not a lab test result will “change” or “stay the same” as the previous 

measurement. If the patient’s status is almost certainly unchanged since the last test was ordered, the testing again 

may be unnecessary, wasteful, and detrimental to the patient. 
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We hypothesize that a substantial number of inpatient lab test results are largely unchanged between measurements, 

and therefore may not need to be re-measured. If this is true, it points to the usefulness of a predictive model which 

can identify when a lab test result is likely to offer no new information in light of the previous measurement. Such a 

tool could be used to consider lab test orders on a case-by-case basis and urge care providers against ordering more 

testing whenever the results are highly predictably stable. With this in mind, we aimed to (i) quantify the proportion 

of repeat lab tests which are unchanged with respect to the previous measurement, and (ii) assess the extent to which 

the stability of a lab test is predictable. That is: given that we know the previous measurement of a lab test component, 

how accurately can we predict that the next test result will be the same (within some level of allowable noise)?  

One of the primary challenges in addressing this research goal is selecting a suitable definition of what it means for a 

lab test result to “stay the same.” Different definitions may be more appropriate or interpretable for different tests or 

scenarios: A 10 unit difference in creatinine kinase may be very different from a 10 unit difference in phosphorus. A 

“percent change” is an intuitive alternative, but if a previous result is very large, a “±X% change” refers to a much 

larger margin than if the previous measurement was small. This may be useful in some cases when we care more about 

small fluctuations when the previous measurement was very small, but in other scenarios this may be inappropriate.  

We consider another definition of change in terms of absolute units rather than percent; the standard deviation (SD) 

of the result distribution. For example, we consider the SD of creatinine kinase to be the standard deviation of all 

creatinine kinase measures for all patients. Then one could say, for example, that a lab test result is “stable” or 

“unchanged” if the next creatinine kinase measure is within 1/10 of a standard deviation of the previous measurement. 

The value of this measure is that it captures the spread of values a clinician expects to see for a given lab test. This 

way, if a lab test naturally tends to show very wide variation between measurements and individuals, a +/- 0.1SD 

threshold for “stability” is looser than for a lab test which tends to show very little variation between individuals.  This 

allows more ready comparison between lab tests, whereas +/- 1 “unit” may mean a very different thing for magnesium 

results than for creatinine kinase.  

With this complexity in mind, we separately consider both definitions of “stability”: percent change, and standard 

deviation (SD) change. Within each framework, we evaluate: (i) the overall volume of “stable” repeat tests and (ii) 

predictability of these “stable” lab tests. By assessing the potential of these different frameworks for identifying low-

yield “unchanged” lab results, we lay the groundwork for the development of a predictive model which can identify 

low information lab tests before they are ordered. 

Methods 

Study Data 

For this study, we analyzed six years (2008-2014) of inpatient data from Stanford University Hospital, a tertiary 

academic hospital. Because the percent and standard deviation definitions of “change” we used for this approach do 

not apply to categorical lab test results (such as blood cultures) we restricted our analysis to lab tests with numeric 

results. For this study, we focused on non-panel tests (i.e., single order yields a single result) for clarity on the potential 

for prediction and decision support that links a predicted result to the ordering decision. This as opposed to panel tests 

(e.g., basic metabolic panel) where the individual components may be predictable, but it is unclear how to drive 

decision making for the overall panel. We ultimately evaluated 13 common inpatient lab tests that fit these criteria as 

in Figure 1. 

The unit of analysis for this study was an individual order for a lab test of interest. For each of the 13 lab tests under 

consideration, we extracted a random sample of 12,000 lab test orders (or all orders if there were fewer than 12,000), 

omitting orders without a numeric result. Each raw dataset contained lab tests from at least 440 unique individuals 

(median: 1797, maximum: 7627). In keeping with past work13, the ‘previous measurement’ of a lab test result was 

considered to be the most recent measurement in the past 14 days; if this was not present, the test order was considered 

a ‘non-repeat’ lab test, and therefore excluded. Each observation was additionally described by ~800 features 

describing the clinical context of the lab test. These include: patient demographics, hospital stay information (such as 

admission date and the treatment teams assigned to the patient), and comorbidities. We additionally included 

information about the timing and numeric values of the patient’s previous test results, both for the lab test under study 

and other common (daily) lab tests and vital sign measurements (for example temperature, sodium, potassium, white 

blood cell count, etc.). Missing data was filled in using mean imputation. The data extraction process, including the 

features set describing each observation, was modeled after previous work13. 

After the initial data extraction, we added outcome labels according to several different definitions of “stability.” In 

total, we used ten different definitions for each lab test: 50, 40, 30, 20, and 10 percent change, and change by 0.5, 0.4, 
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0.3, 0.2, or 0.1 SD units. For example, under the “10 percent change” definition, a lab test with a previous measure of 

100 units would be stable if the next measure was between 90 to 110. In order to use the SD measure to define 

“stability,” for any lab test, we first estimate the standard deviation for the results of the test in question. This 

measurement was made on a set of 300 lab test examples distinct from those included in the training and testing sets. 

Training and Evaluation 

For feature selection and model training, we used the implementations available from scikit learn (version 0.19.1)14. 

For each lab test and each definition of “change” selected, we pruned the ~800 input features by 95% via recursive 

feature elimination with cross validated selection (RFECV) using a RandomForest estimator, leaving approximately 

40 features. This was done in keeping with previous work13. 

Prior the training phase, 25% of the data was held aside for testing. The remaining 75% was used to build six different 

machine learning models for classification: a decision tree, a boosted tree classifier (adaboost), a random forest, a 

gaussian naive Bayes classifier, a lasso-regularized logistic regression, and a linear regression followed by rounding 

to 0 or 1. Care was taken to ensure that the train and testing sets represented data from non-overlapping sets of 

individuals. Where relevant, hyperparameters for each model were tuned using 10-fold cross validation on the training 

set. In the testing phase, we measured the performance of each classifier in two ways.  

First, we measured AU-ROC (area under receiver operating characteristic), which takes on values from 0.5 to 1 (with 

random classifiers performing at 0.5 and a perfect classifier achieving a score of 1). This is a standard metric for 

classifier performance, though it may not be as relevant for the applied question asked here. For a more practically 

meaningful metric, we estimated what portion of lab orders were “highly predictable” as assessed by predictability99. 

We define predictability99 as the proportion of repeat lab tests we predict to be unchanged with expected >99% 

accuracy. The practical interpretation is as follows: When we implement a model in the clinic, we must select a 

threshold for how certain we are of stability before we are willing to advise the clinician against ordering the test. 

Ideally, we would like to be quite certain of stability before we advise against ordering a test to avoid false alarm 

fatigue. We look to the training data to empirically estimate a decision threshold that is meant to achieve a  99% 

accuracy on the examples we predicted to be stable (i.e., where precision = positive predictive value is estimated to 

be 99%).  Predictability99 reports the percent of repeat lab tests we would advise against under this classification 

scheme.  

For each lab order type and stability definition, we measured AU-ROC and predictability99  on the test set and reported 

the statistics for the best of the six models. 

Predictable Charge Volume 

We measured the proportion of all tests which are unchanged relative to the previous measurement. To avoid any risk 

of information leak between the training and test sets, all of these measurements were taken on the test set after training 

and evaluating all classifiers. Additionally, we estimated the annual volume of each type of repeat lab tests over the 

course of the year 2016. Last, we used publicly available chargemaster data to estimate the relative potential economic 

impact (predictable charge volume) for the predictable tests.  

Results 

Stability of Repeat Lab Tests 

A model for predicting low-information stable lab tests is only useful if a substantial number of lab tests actually are 

low-information. With this in mind, we set out to understand how consistent lab tests tend to be across measurements. 

Using both percent and SD definitions of change, we estimated the proportion of repeat orders that were “stable” 

relative to the previous measurement (Figure 1). In terms of both percent and standard deviation, a substantial 

proportion of lab test results were similar to previous values. For example, more than 70% of repeat measurements of 

creatinine kinase or ferritin were within ± 0.1 SD of the last recorded measurement, and approximately 60% of repeat 

measurements of magnesium were within ± 10% of the previous value. Interestingly, the proportion of results within 

± 0.1 SD of the previous was often quite different than the proportion within ± 10% of the previous measurement. 

While more than 60% of repeat Troponin I tests were within ± 0.1 SD of the previous value, only than 25% were 

within ± 10% of the previous. Thus, some tests which are quite stable in terms of absolute units (such as SD) may be 

very different from the previous measurement in terms of percent, and vice versa. This indicates that a large number 

of repeat lab tests may indeed be fairly close to the previous measurement, but that the metric for stability can have a 

profound effect on which tests are considered “stable” and which are not. 
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Figure 1. Stability of repeat lab tests for 13 common single-component tests. Horizontal bars indicate the percent of 

repeat lab tests which are “stable” in light of the previous measurement. Stability is considered in terms of SD (red), 

or percent (blue). 

Predictability of Stable Lab Tests 

Ultimately, we wanted to ask, “how often can we predict that the next test result will be ‘close-enough’ to the previous 

one?” In other words, how predictable are stable lab tests? To do this, we developed a pipeline to train six standard 

machine learning models for identifying lab test results that were “stable” or “changed.” Since it was unclear which 

definition of “stability” was most appropriate, we applied several, and compared our results. First, we defined a 

“stable” measurement to be one that was within 10, 20, 30, 40, or 50 percent of the previous measurement. Second, 

we considered “stable” to mean ‘within 0.1, 0.2, 0.3, 0.4 or 0.5’ standard deviations of the previous (see Methods). 

We applied each of these ten definitions to each of the 13 common tests in our data set to build a total of 130 different 

training and testing sets and separately applied our machine learning pipeline to each. 

To evaluate the performance of each model, we used two metrics: the Area under the receiver operating characteristic 

curve (AU-ROC) and predictability99 (see Methods). Here, we report the statistics for the best-performing model on 

the test set for each order. Generally, we achieve greater predictability99 when our percent change threshold is large 

(Figure 2B) This is not surprising, since predictability is always upwardly bounded by the proportion of results which 

are stable, and this number increases as our definition of “stable” increasingly relaxed. However, our AU-ROC 

performance is quite high for some thresholds of percent change, even when predictability99 is low (Figure 2). For 

example, when we considered a lab test result to be “stable” if it was within 30% of the previous measurement, we 

found that platelet count and magnesium had 12.9% and 36.9% predictability99, respectively.  
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Figure 2. Classifier performance for predicting whether a lab test will be “stable” compared to the previous one, in 

terms of percent change. Performance is shown in AU-ROC (A) and Predictability99 (B) under 5 different definitions 

of “stability”: within ± 10, 20, 30, 40, or 50 percent of the previous measurement. For example, the predictability99 

ratings indicate that >30% of the orders for serum magnesium are “highly predictable” within a ± 30% threshold of a 

previous value. 

Generally speaking, AU-ROC and percent predictability are higher when we consider SD, rather than percent change 

(Figure 3). We achieve 28% predictability99 for predicting creatinine kinase results which are stable within ± 0.1 SD 

of the previous measurement, and up to 58% predictability99 for ferritin within ± 0.1 SD. Overwhelmingly, we find 

that the predictability of a test result’s stability varies heavily with the specific definition of “stability” we apply.  In 

most cases, decision tree based learning methods (single decision tree, adaboost with a tree base learner, and random 

forest) outperformed other models (linear regression, logistic regression, and naive bayes).  
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Figure 3: Classifier performance for predicting whether a lab test will be “stable” compared to the previous one, in 

terms of standard deviation. Performance is shown in AU-ROC and Predictability99 under 5 different definitions of 

“stability”: within ± 0.1, 0.2, 0.3, 0.4, or 0.5 SD of the previous measurement. 

Volume of predictable tests 

Next, we sought to estimate the volume of predictable tests, and roughly calculate the charges associated with these 

lab orders. To do this, we estimated the total number of repeat lab tests of each type in 2016. Since the true cost of a 

medical test is difficult to estimate and obtain for both practical and compliance reasons, we report public chargemaster 

data as a proxy for the relative expense of lab tests. Figure 4 gives estimates of the overall volume of predictable 

results and predictable charge volume on a log scale for six definitions of lab test “stability.” It is clear that some tests  

have far greater predictable volume than others. Of note Serum/Plasma Magnesium has an extremely large volume of 

repeat tests, and stability of Magnesium within ±20% is fairly predictable, amounting to large volumes of predictable 

lab testing. Also of note are Troponin I and Creatinine kinase tests, which are fairly predictably stable at ± 0.1 SD 

sensitivity. 
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Figure 4: Estimates of predictable testing volume for percent (A) and SD change (B) for 2016 at Stanford University 

Hospital. Calculated charges of predictable tests under percent (C) and SD (D) frameworks for stability. All horizontal 

axes are on a logarithmic scale, with charges in United States Dollars (USD).  For example, if we restrict only to 

predictions we can make with  >99% accuracy, we estimate that approximately 1,200 repeat measurements of troponin 

I in 2016 can be predicted to be within ± 0.1 SD with of the previous measurement.  This amounts to over $600,000 

USD in charge volume.  
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Conclusion 

Here, we interrogate two alternative formulations for discussing lab test “stability” by (i) quantifying the number of 

repeat tests which are “stable” with respect to the previous and (ii) assessing the extent to which stable lab test results 

are predictable. Our results demonstrate that, for certain common lab test types, there is promise in taking a machine 

learning approach to generate on-the-spot personalized predictions for identifying when a repeated lab test is likely to 

be contribute little new information.  

We find that a large proportion of repeat tests are within ±10% or ±0.1 SD of the previous measurement, indicating 

that a large volume of repetitive testing may be contributing little new information (Figure 1). When we attempt to 

build models for predicting lab test stability, we find that some lab tests are predictably stable under certain definitions, 

while others are not (Figure 2, Figure 3). In particular, blood/serum magnesium, troponin I, and creatinine kinase 

testing stand out as potential targets where a large volume of repeat tests are often highly predictable, amounting to 

hundreds of thousands of dollars in estimated annual charge volume (Figure 4). In contrast, several lab test types do 

not appear easily predictable at all.  This broad study indicates directions where future efforts are likely to be rewarded, 

as opposed to other less promising directions. 

Several limitations to our approach are worth noting and may direct future work. First, because the true cost of a lab 

test to the hospital system is extremely difficult to ascertain for practical and compliance reasons, we used the lab test 

charge from public chargemaster data to estimate annual charge volume. This supplies some concept for the relative 

expenses of each test, but it is likely to be a gross overestimate of the “true cost” to the healthcare system of predictable 

lab tests. Finally, in this paper, we define a repeat test as one with a previous measurement within 14 days. Other time 

periods may be more appropriate for some tests.  For example, considering a “repeat test” to be one with a 

measurement in the past 3 days may be more sensible for some lab tests. With large enough training set sizes, this 

may even boost the performance of the classifier, since, for example, predicting a lab test from a ≤ 3-day-old 

measurement is likely to be much easier than from a ≤ 14-day-old measurement. The relative time dynamics of test 

ordering can itself be clinically important15 - this is why our models include consideration for what time of day, and 

what season of the year, that a test is ordered. Clinical users will similarly have to individualize interpretation of the 

performance ranges as checking the first repeated test in a month has different implications than checking a tenth 

repeat in a week.  Future efforts in this field may employ temporal models for predicting the next result based on 

previous measurements. 

Defining “clinically important” diagnostic test results requires more nuanced decision analyses on the relative impact 

of risks vs. benefits and consideration for more individual patient contexts than we attempt to address in this 

manuscript. These results are meant to lay the groundwork for future efforts towards identifying and avoiding low-

information lab testing. The problem of deciding what “change” is relevant ultimately is a clinical question, not a 

mathematical one. For some tests, clinical guidelines may offer some direction for defining a “clinically relevant 

change.” For example, under the RIFLE criteria, an increase in serum creatinine of 0.3 mg/dl will cause a patient to 

be considered “at risk” for acute renal injury16. In other cases, the measurement error of the laboratory test itself might 

be considered a “gold standard” of precision for defining change.  Certainly, if a test with measurement error of ±5% 

is not going to change by more than ±5% from the previous measure, then the repeat test should not be ordered. Future 

efforts may focus on developing predictive models for one or two promisingly predictable lab tests from these 

preliminary analysis, and define “stability” according to relevant clinical expertise. 

Here, we offer two competing frameworks for “stability” which are qualitatively different in significant ways. While 

percent change may be more interpretable, it has the potentially problematic property that it is less sensitive when the 

previous measurement is large. Standard deviation units, on the other hand, are agnostic to the magnitude of the 

previous test result, but also may be less interpretable by clinicians and patients. If a system for predicting lab test 

stability were implemented, it would need to report not only the prediction that a result would be stable but also the 

interval of “stability” that specifically applies for each prediction (e.g. if the test is highly predictably stable at the 

10% level with a previous value of 100, the system might report “There is >X% chance that the next result will be 

stable between 90 and 110”). At that juncture it would be the clinician and patient’s decision whether this range and 

confidence was tight enough to take the concrete (in)action of deferring the repeat test.  

In conclusion, many repeated inpatient lab tests yield results that are predictably similar to prior results, based 

supervised machine learning models and readily available contextual data from patient electronic medical records. 

This work illustrates the opportunity and a methodologic framework to systematically target low value diagnostic 

testing. 
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Abstract 

Understanding prescription patterns have relied largely on aggregate statistical measures. Evidence of doctor-
shopping, inappropriate prescribing, drug diversion and patient seeking prescription drugs across multiple 
prescribers demand understanding the concerted working of prescribers and prescriber communities as opposed to 
treating them as independent entities. We model potential associations between prescribers as prescriber-prescriber 
network (PPN) and subsequently investigate its properties across Schedule II, III, IV drugs in a single month in a 
Medicaid population. Community structure detection algorithms and geo-spatial layouts revealed characteristic 
patterns in PPN markedly different from their random graph surrogate counterparts rejecting them as potential 
generative mechanism. Outlier detection with recommended thresholds also revealed a subset of prescriber 
specialties to be constitutively flagged across Schedule II, III, IV drugs. Presence of prescriber communities may 
assist in targeted monitoring and their deviation from random graphs may serve as a metric in assessing PPN 
evolution temporally and pre-/post- interventions. 

Introduction 

The Centers for Disease Control (CDC) identifies prescription drug abuse as an epidemic and a leading preventable 
cause of death in the United States (U.S.)1,2. In 2013, 22,000 drug related deaths from prescription drugs were about 
one-half of all drug related deaths1. Among prescription drugs, the abuse of prescription opioids led to more than 
16,000 deaths each year, about one death every 35 minutes, more than the number of deaths linked to the use of 
heroin and cocaine combined3. The total number of opioid prescriptions dispensed from retail pharmacies tripled 
between 1990 and 2010, exceeding 210 million by 20104. Over 12 million people reported abuse of prescription 
opioids in 2010 resulting in more than 475,000 emergency department visits (National Survey on Drug Use and 
Health, NSDUH 2010; Drug Abuse Warning Network, DAWN 2010). During the 1990s, development of evidence-
based guidelines on pain management, and aggressive pharmaceutical marketing converged to initiate a shift in the 
use of opioids for pain management5,6. Excluding marijuana, the prevalence of prescription drug abuse exceeds that 
for all illicit drugs combined (Substance Abuse and Mental Health Services Administration, SAMHSA 2006). The 
focus of the present study is on Kentucky, a state ranked 2nd nationally in prescription drug overdose mortality (24.6 
deaths per 100,000), ranked 3rd nationally in utilization of prescription opioids (128 prescriptions per 100 people) 
and that has seen an increasing prescription drug abuse problem for the past 10 years. The state was an early adopter 
of electronic prescription drug monitoring programs, through the Kentucky All Schedule Prescription Electronic 
Reporting (KASPER) program, but prescription drug abuse and diversion remains a persistent public health issue.   
 
Traditional approaches for understanding prescription patterns have focused primarily on aggregate measures such 
as prescription counts (i.e. number of prescriptions) and their temporal trends across prescribers as well as drugs 7-10. 
While useful, they implicitly subscribe to reductionism and the where prescribers are treated as independent entities, 
Fig. 1. However, there is growing evidence of doctor-shopping, inappropriate prescribing and drug diversion10-13 
with patients seeking drugs across multiple prescribers establishing an indirect association between them. The 
present study uses network abstractions to visualize and investigate the concerted working of prescribers as a system 
(prescriber-prescriber network, PPN), Fig. 1. Subsequently, it investigates the presence of prescriber communities in 
PPN and the usefulness of random graph models as potential generative mechanism of the observed patterns in PPN 
across three scheduled drugs (Schedule II, III, IV). Geo-spatial layout of the PPN provides a convenient 
visualization of the patient movement between prescribers across the state. Presence of community structures has the 
potential to assist in targeted monitoring and surveillance of select prescriber communities. Quantifying potential 
differences between the community structures in PPN from that of random graph models (controls) may serve as a 
useful metric in understanding the temporal evolution of PPN topology as well as changes in PPN topology to 
interventions in a pre-/post- setting. Previous studies have successfully used social network analysis for 
understanding social influences on substance abuse14. Such an understanding has also been shown to be useful in 
implementing effective intervention and prevention programs as well as monitoring and evaluation15,16. Studies have 
also investigated the co-prescription networks and concluded these networks to exhibit characteristics such as scale 
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invariance17. A recent study reported correlation between network metrics and extreme prescription patterns in 
hospitals18 while others have demonstrated the advantages of networks for visualizing large healthcare data and their 
usefulness from cognition and hypothesis generation standpoints19.  
 
 

 

Figure 1. Classical reductionist representation (middle, left) of the prescribers (red circles, ) and the 
patients (green circles, P1, P2, P3, P4, P5) as independent entities and bipartite network abstraction of patients and 
prescribers as a result of patient seeking drugs across multiple prescribers is also shown (middle, right). 
Construction of the unipartite projections from the bipartite network abstraction resulting patient-patient network 
(top) and prescriber-prescriber network (PPN, bottom) represented as weighted undirected graphs are also shown. 
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Table 1. Scheduled Drugs: Definitions and Examples 
Scheduled Drugs Definition Examples 

Schedule II Has an accepted medical use in treatment in 
United States but has a high abuse potential. 
Abuse may lead to severe psychological or 
physical dependence 

Morphine, Cocaine, Oxycodone, 
Hydrocodone*, Barbiturates, 
Amphetamines 

Schedule III Has a potential for abuse less than the drugs in 
schedules I and II. Has a currently accepted 
medical use in treatment in the United States. 
Abuse may lead to moderate or low physical 
dependence or high psychological dependence 

Codeine, Ketamine,  Anabolic 
steroids, Suboxone 

Schedule IV Has a low potential for abuse relative to the 
drugs in schedule III. Has a currently accepted 
medical use in treatment in the United States. 
Abuse  may lead to limited physical or 
psychological dependence relative to the drugs 
in Schedule III 

Diazepam, Alprazolam, 
Phenobarbital, Lorazepam, 
Zolpidem, Phentermine 

Schedule V  Has a low potential for abuse relative to the 
drugs in schedule IV. Has a currently accepted 
medical use in treatment in the United States. 
Abuse may lead to limited physical or 
psychological dependence relative to the drugs 
in Schedule IV 

OTC Cough syrups containing 
codeine, Diphenoxylate/atropine  

* For the duration of this study, Hydrocodone was classified as Schedule III. However, it was reclassified from Schedule III to 
Schedule II in 2014 

 

Materials and Methods 

Data Description: Prescription datasets were retrieved from Kentucky Medicaid Services and consisted of encrypted 
prescriber IDs (National Provider Identifier), encrypted patient IDs, and GIS locations of the prescribers and their 
specialty information in the month of September 2011 across a spectrum of controlled substances drugs including 
Schedule II, III and IV drugs. The University of Kentucky Institutional Review Board approved the study prior to 
obtaining the data sets. The different schedules and typical drugs associated with each schedule are shown in Table 
1. Drugs under each of the schedule from the data in the present study are shown in Table 2. The data investigated 
are outpatient pharmaceutical claims where prescribers included individual physicians, nurse practitioners, and 
dentists. The data does not include prescriptions dispensed in inpatient settings such as hospitals. The data sets were 
restricted to a single month (30 day period) to focus on a snapshot of typical prescribing patterns in a controlled time 
frame with minimal likelihood of a patient seeking drugs of the same schedule across multiple prescribers. The 
number of prescriptions dispensed across Schedule II, III, IV were 15,108, 45,692 and 60,578 respectively.  
 
Prescribers with Questionable Prescription Patterns: A recent report from the Department of Health and Human 
Services, Office of Inspector General20 had investigated five critical measures for identifying prescribers with 
questionable prescription patterns. More specifically, Tukey’s outlier detection approach in conjunction with 
conservative thresholds was used to flag prescribers. Since the patient distribution across the prescribers can be non-
uniform, the present study investigated the univariate distribution of the average prescription counts as opposed to 
the total prescription counts of the prescribers across each of the Schedule II, III, IV drugs. Average prescription 
count of a prescriber was determined as the ratio of the total number of prescriptions written by a prescriber by the 
total number of distinct patients who obtained prescriptions from that specific prescriber. Using recommended and 
conservative thresholds20, prescribers were flagged as “extreme outliers” if their prescription counts were greater 
than the Q3 + 4.5 IQR, where Q3 represents the 3rd quartile (75th percentile) and IQR represents the inter-quartile 
range (i.e. difference between the 75th percentile and 25th percentile) respectively. A word cloud representation of 
the specialties of the prescribers across each of the schedule was subsequently generated. 
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Prescriber-Prescriber Network Abstraction: Prescription pattern across each of the scheduled drugs can be modeled 
as a bipartite graph, Fig. 1 with patients and prescribers represented by nodes and edges represented by patients 
seeking drugs across prescriber(s). The present study focuses on one of the projections (PPN) of the bipartite 
network representing the associations between prescribers, Fig. 1. An edge in the PPN represents an indirect 
association between two seemingly unrelated prescribers as a result of a patient seeking drugs across them. Since the 
weights of the edges in the PPN are proportional to the number of distinct patients seeking drugs across a pair of 
prescribers, they can be thought of as representing the strength of the association between the prescribers. Singleton 
nodes in PPN can arise when patients do not seek drugs across more than one prescriber. Therefore, PPN by very 
construction can be represented as a weighted undirected graph. 
 
Table 2. Description of Schedule II, III, IV drugs used in the study   

Schedule Drugs Description 
Schedule II Oxycodone-acetaminophen             Opioid Analgesic         

Oxycodone hcl                       Opioid Analgesic         
Methadone hcl                       Opioid Analgesic  
Morphine sulfate                  Opioid Analgesic  
Hydromorphone hcl   Opioid Analgesic  
Oxymorphone hcl                          Opioid Analgesic  

Schedule III Acetaminophen-codeine                               Opioid Analgesic         
Buprenorphine                                                   Opioid Analgesic         
Buprenorphine-naloxone                              Opioid Analgesic/partial agonist 
Butalbital codeine               Opioid Analgesic         
Hydrocodone-acetaminophen            Opioid Analgesic         

Schedule IV Alprazolam                          Benzodiazepine 
Carisoprodol                        Skeletal Muscle Relaxant 
Chlordiazepoxide hcl                Benzodiazepine 
Clonazepam                          Benzodiazepine 
Clorazepate dipotassium             Benzodiazepine 
Diazepam                                                             Benzodiazepine 
Flurazepam hcl                      Benzodiazepine 
Lorazepam                           Benzodiazepine 
Midazolam hcl                       Benzodiazepine 
Oxazepam                            Benzodiazepine 
Pentazocine-naloxone hcl            Opioid Analgesic/partial agonist 
Phenobarbital                       Barbiturates  
Temazepam                           Benzodiazepine 
Triazolam                           Benzodiazepine 
Zolpidem tartrate                   Benzodiazepine 

 
Surrogate testing: Surrogate testing 21-24 is a resampling technique for hypothesis testing using a single empirical 
sample. Essential ingredients of surrogate testing include (a) null hypothesis (b) surrogate algorithm and (c) 
discriminant statistic. The surrogate algorithm generates independent constrained randomized realizations 
(surrogates) from the given empirical sample under implicit constraints (i.e. constraints). The constraints are closely 
related to the null hypothesis of interest and retain certain critical properties of the empirical sample in the 
surrogates. The discriminant statistic is chosen such that its estimate on the surrogate realizations and the empirical 
samples is significantly different when the null hypothesis is rejected. In the present study, parametric testing was 
used to assess the significance of surrogate testing. By definition, parametric testing rejects the null hypothesis if 
      	S

| |
2,  

In the above expression,  represent the discriminant statistic obtained on the empirical sample whereas 
, 		represent the mean and standard deviation of the discriminant statistic estimates obtained on the 

	independent surrogate realizations. The number of surrogate realizations was fixed at  = 99 23,24 in the present 
study. 
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Community Structures in PPN: Several community structure detection algorithms25,26 have been proposed in the 
literature to generate a natural partitioning of a given network. These broadly fall under overlapping and non-
overlapping community structure detection algorithms27. Since a prescriber can be a member of more than one 
community, PPN communities were investigated using overlapping community structure detection26. Subsequently, 
surrogate testing was used to test whether the community-structure of the PPN were similar to those generated by 
synthetic random graph models21,22. Rather than consider arbitrary random graph models, we considered random 
graphs that retains the degree centrality distribution28 of the PPN. Retaining the degree distribution also retains the 
number of nodes, edges and possibly other critical characteristics (e.g. scale-invariance) of the PPN in the surrogate 
realization. Partition density26 measures the quality of link partition in a given network. Therefore, maximum 
partition density was used as the discriminant statistic in the surrogate testing procedure. The maximum partition 
density estimation determines the similarity between the edges in the PPNs using Jaccard coefficient. Subsequently, 
the edges are hierarchically clustered using average linkage. The resulting dendrogram is cut at the point that 
maximizes the density of edges within the clusters normalized by the maximum and minimum number of edges 
possible in each cluster. A formal treatment of the community structure detection approach and its implementation 
details can be found elsewhere26,29. 
 
Table 3. Number of nodes and edges in the PPN and its largest connected component 

Scheduled Drugs PPN Largest Connected Component of PPN 
Nodes Edges Nodes Edges 

Schedule II 2764 683 113 136 
Schedule III 4862 2654 1613 2229 
Schedule IV 3970 1376 879 1035 

 

 

 

 

Figure 2. Geo-spatial layout of the PPN across Schedule II, 
III and IV drugs are shown in (a), (b) and (c) respectively. 
Size of a node in the geo-spatial layout of the PPN is 
proportional to its degree centrality. 

 

Results 

Visualization of the PPNs: The number of nodes for Schedule II, III, IV drugs (Table 3) includes singleton nodes, 
isolated clusters as well as the giant connected component. The giant connected component represents the largest 
subgraph where it is possible to traverse between any pair of nodes. Geo-spatial layout of the PPN after eliminating 
all the singleton nodes for Schedule II, III, IV generated using the open-source network visualization tool Gephi 
0.8.230 is shown in Figs. 2a-2c respectively. Latitude and longitudinal coordinates were available across a majority 
of the prescribers of Schedule II (~93%), Schedule III (~94%) and Schedule IV (~93%). Geo-spatial layout using 

(a) (b) 

(c) 
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provides a convenient visualization of patient-movement across multiple prescribers and geographically distinct 
regions12,31 as well as the non-uniform spatial distribution of the edges and pockets of high-activity in the state 
across the three schedules. Ideally, such intricate patient movement is not expected for prescription data across a 
single month. Degree centrality distribution of the PPNs for Schedule II, III and IV drugs were positively skewed 
with a small proportion of highly connected prescribers comprising the tails of these distributions. The skewness 

	and kurtosis 	were Schedule II	 ~3, ~13 , Schedule III	 ~3.5, ~21  and Schedule IV	 ~6, ~71 	 
followed the ranking (Schedule IV > Schedule III > Schedule II) across each of these measures. Such skewed 
distribution may also challenge random graph models such as Erdos-Renyi graphs32 as potential generative 
mechanism of PPN. It is important to note that the skewed degree centrality distribution is not necessarily related to 
non-uniform distribution of the patients across the state. While the former reflects the patient seeking scheduled 
drugs across multiple prescribers in the state possibly across geographically diverse locations, the latter represents 
variation in the number of patients in each local region in the state. The markedly skewed degree centrality 
distributions may also reflect inherent robustness of the PPNs to random interventions as well as susceptibility to 
targeted interventions of the highly connected nodes. More specifically, targeted interventions of the highly 
connected prescribers can have the potential to considerably alter the PPN topology and disrupt the patient-
movement patterns. 
 

 
Figure 3. Word cloud representing a qualitative description of the specialties of the prescribers with questionable 
patterns across Schedule II, III and IV drugs using the outlier detection approach. The size of the font is proportional 
to the frequency of occurrence. 
 
Prescribers with Questionable Patterns: Using the outlier detection approach with recommended threshold20, the 
number of prescribers flagged across Schedule II, Schedule III and Schedule IV drugs were 77, 187, and 110 
respectively. A word cloud representation of the frequency of the specialties across the flagged prescribers is shown 
in Fig. 3. Specialties such as General Practitioners and Internist were to be expected and consistently appeared as the 
most prevalent across each of the schedules. These were removed and the word cloud was regenerated. Schedule III 
was dominated by Dentistry whereas those of Schedule II and IV were dominated by Physical Rehabilitation. 
Specialties that were consistently expressed across the three schedules consisted of General Practitioner, Internist, 
General Pediatrician, Physical Medicine and Rehabilitation Practitioner, Psychiatrist, Nurse Practitioner and Plastic 
Surgeon.  
 
Community Structure Detection: Since the community structure detection required the network to be connected we 
considered the largest connected component of the PPN across each of the Scheduled drugs, Table 3. Maximum 
partition density in conjunction with surrogate testing resulted in sigma estimates across Schedule II (S ~ 15 >> 2), 
Schedule III (S ~ 86 >> 2) and Schedule IV (S ~ 36 >> 2) rejecting the null hypothesis that the community 
structures of the PPNs corresponding to scheduled drugs were similar to those that can be generated by synthetic 
random graph models that retain the degree centrality distribution of the PPN. 
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Conclusion 

Prescription drug abuse has been identified as a major public health crisis in the United States. Several states have 
created prescription drug monitoring programs that collect information on controlled substance along with patient 
and prescriber information. State regulatory agencies use these data sets to identify high volume prescribers or high 
use patients and may refer cases to licensing board investigators or law enforcement in an effort to discourage doctor 
shopping, inappropriate prescribing, drug diversion, and inappropriate drug dispensing33.  
 
The present study investigated the concerted working of prescribers as a system using network abstractions (PPN) 
across Schedule II, III, IV drugs in a Kentucky Medicaid population. More specifically, such system-level 
representations can reveal characteristics not readily apparent from classical reductionist representations that treat 
prescribers as independent entities. The investigation was restricted to prescription data in a single month with 
minimal chances of patients seeking drugs within a given schedule across multiple prescribers. However, PPNs 
across Schedule II, III, IV drugs revealed intricate topologies, positively skewed degree centrality distributions and 
non-trivial community structures markedly different from those of synthetic random graph models. These results 
reflect the inherent resilience of PPNs to arbitrary intervention and encourage targeted monitoring and surveillance 
of select prescriber communities in the PPN. Geospatial layout of the PPNs also revealed patient movement across 
large distances. While the average prescription count was positively skewed, univariate outlier detection using 
recommended and conservative thresholds revealed specialties of prescribers that were constitutively flagged across 
Schedule II, III and IV drugs.  
 
The S estimates of the PPN from surrogate testing across Schedule III was relatively higher potentially reflecting 
more intricate connectivity pattern followed by Schedule IV and Schedule II in that order. Considering the different 
drugs in each schedule, we expect Schedule II to have the greatest abuse potential compared to Schedule III and IV. 
A possible explanation could be that prescribers are more reluctant to prescribe Schedule II drugs given the greater 
danger for abuse and overdose potential.  In addition, there are regulatory and workflow differences for Schedule II 
compared to other schedules. For instance, Schedule II prescriptions undergo greater scrutiny from regulators and do 
not use refills while all other prescriptions may have up to five refills every six months requiring frequent patient 
visits. In contrast, Schedule III drug Hydrocodone-Acetaminophen, is the most prescribed drug in the United States. 
It is used for short term pain relief for multiple conditions such as dental surgery, injuries, and minor surgery. More 
recently, FDA moved hydrocodone and hydrocodone combination medications from Schedule III to Schedule II in 
2014 in an effort to minimize its overuse and abuse. The primary drugs in Schedule IV are benzodiazepines, used for 
anxiety, but may also be abused in combination with an opioid pain reliever such as Hydrocodone or oxycodone. 
While the results were presented on a cross-sectional prescription data in a single month in a Medicaid population, 
the approach can be extended to investigate temporal evolution of prescription patterns as well as changes in 
prescription patterns in a pre-/post- setting. The S estimates from surrogate testing essentially quantifies the extent of 
deviation of the PPN patterns from random graph surrogates and has the potential to serve as a useful metric in 
evaluation of the PPN topology in response to intervention. For instance, targeted intervention of select communities 
has the potential to considerably fragment the PPNs resulting in markedly lower S estimates. It might not be 
uncommon to encounter scenarios that are accompanied by a significant drop in the S estimates upon targeted 
intervention. For instance, a PPN with intricate patterns (S >> 2) upon successful intervention may result in S 
estimates (S << 2) comparable to those of the random graph surrogate counterparts. 
 
There are several limitations with the present study. In the present study, data with missing values across any of the 
attributes of interest were excluded from further consideration. While the PPNs were modeled as undirected graphs 
with edges having unit weight, a more realistic representation of PPN would be weighted undirected graph where 
the weights correspond to the number of patients/duplicate visits that are shared by a pair of prescribers. While 
statistically motivated approaches based solely on the distribution of the prescription counts were used to flag 
questionable prescription patterns in the present study, it might be useful to incorporate the topological properties of 
the PPNs in the flagging procedure. This can be accomplished by treating all the attributes of interest as features 
within a binary classification framework. Such an approach obviates the need for pre-defined thresholds and instead 
relay on the classifier decision boundary given by the optimal combination of the features of interest in discerning 
questionable prescribers from others. However, such an analysis implicitly demands ground truth class labels and 
the small number of prosecuted prescribers can contribute to class imbalance issues. While the present study rejected 
a particular class of random graph surrogates as potential generative mechanism of the communities in PPNs, it did 
not identify the mechanism that generates PPNs. The present study also restricted the analysis to a single cross-
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sectional data from the Kentucky Medicaid population. A more detailed investigation of PPN properties across 
multiple states may be necessary in order to identify universal characteristics, metrics and establish the 
generalizability of findings. Such an analysis would demand access to the prescription data sets across state 
boundaries and may be an important step in realizing an interactive national geo-spatial map for real-time 
monitoring of prescription patterns. 
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Abstract

Hypertension is a major risk factor for stroke, cardiovascular disease, and end-stage renal disease, and its prevalence
is expected to rise dramatically. Effective hypertension management is thus critical. A particular priority is decreasing
the incidence of uncontrolled hypertension. Early identification of patients at risk for uncontrolled hypertension would
allow targeted use of personalized, proactive treatments. We develop machine learning models (logistic regression and
recurrent neural networks) to stratify patients with respect to the risk of exhibiting uncontrolled hypertension within
the coming three-month period. We trained and tested models using EHR data from 14,407 and 3,009 patients,
respectively. The best model achieved an AUROC of 0.719, outperforming the simple, competitive baseline of relying
prediction based on the last BP measure alone (0.634). Perhaps surprisingly, recurrent neural networks did not
outperform a simple logistic regression for this task, suggesting that linear models should be included as strong
baselines for predictive tasks using EHR.

Introduction

Hypertension is a major risk factor for stroke, cardiovascular disease, and end-stage renal disease. In the United States,
hypertension has substantial public health and economic implications: it affects 1 out of 3 adults and costs our health
system an estimated $46 billion each year1. Already a global scourge, the prevalence of hypertension is expected to
rise dramatically2. Successful management of hypertension is thus an important objective in light of the substantial
cost burden and high rate of adverse outcomes associated with uncontrolled hypertension, and will only increase in
importance in coming years. A guideline published by the American College of Cardiology defines uncontrolled
blood pressure as systolic ≥140 or diastolic ≥903. Medication non-adherence, unhealthy lifestyle factors, and failure
to up-titrate or add anti-hypertensive medications are significant contributors to uncontrolled hypertension.

Strategic and innovative solutions are needed to improve hypertension management, especially in primary care settings
where most patients with hypertension are managed1. Furthermore, owing to a shift to value-based health-care model,
achieving blood pressure control in hypertensive populations serves as an important quality measure for providers.
Patients at risk for uncontrolled hypertension stand to benefit from early identification as this can trigger proactive
treatment regimens and more aggressive education regarding lifestyle modification strategies, as well as use of sup-
portive technologies such as home-blood-pressure monitoring programs. However, some of these interventions are
costly and cannot be administered indiscriminately to all patients. Therefore, stratifying patients based on their indi-
vidual risk for uncontrolled hypertension could help providers make informed treatment decisions and in turn improve
long-term outcomes for hypertensive patients.

Prior work has shown that risk stratification can improve outcomes for high risk patients4, 5. To improve the clinical
impact on patients and cost-effectiveness of anti-hypertensive interventions, special attention has to be paid to manag-
ing high-risk patients identified through stratification methods4. Traditionally blood pressure (BP) was used to make
treatment decisions for managing hypertensive patients. However, recent studies indicate that BP alone is not sufficient
for making optimal treatment decisions. To make informed clinical decisions, clinicians should assess patient risk in
light of individual risk factors in addition to BP measurements4.

Beyond the clinical benefits of decreasing complications due to uncontrolled hypertension and resultant overall qual-
ity of life improvement, providers have other incentives to optimize treatment so as to minimize the prevalence of
uncontrolled blood pressure. Specifically, under value-based care models, achieving blood pressure control in hyper-
tensive populations is a quality measure (At-Risk Population Hypertension ACO #28). This metric determines the
extent to which Medicare reimburses health-care organizations at the end of a given financial year6. Accountable Care
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Figure 1: The cohort used excludes deceased patients; patients older than 90 and younger than 18; those with fewer
than 2 records in a year; and those with no vital sign records.

Organizations (ACOs) face significant financial penalties if more than half of their hypertensive population remain
uncontrolled at the end of the financial year7. Thus, hospitals and care providers have additional incentives to mitigate
uncontrolled hypertension and thus meet benchmark standards.

In closely related prior work upon which we build, Sun et al.8 developed and evaluated an ML model that predicts
transitions between controlled and uncontrolled hypertension and vice versa. Their task formulation is thus slightly
different from ours, as their focus is on identifying transition points rather than general risk stratification (i.e., whether
someone is likely to be uncontrolled or not in the near future, given current status and other variables extracted from
the EHR). But the motivation is ultimately the same. Our findings here largely support those of this prior work8, and
this study thus serves as further evidence, derived from a larger corpus, that ML can be used to aid management of
hypertension.

Objectives and contributions. The aim of this work is to empirically evaluate the feasibility of using ML to risk-
stratify patients with hypertension with respect to their likelihood of developing uncontrolled hypertension in a fixed
time window. Our contributions are as follows. We develop and evaluate models for predicting which patients are
likely to fall into the uncontrolled hypertension category within a window of 90 days from their last visit. Using a
dataset of EHR from over 27,000 hypertensive patients, we show that ML based approaches outperform the obvious
but competitive baseline of simply assuming no change will occur. This evaluation uses a dataset that is an order of
magnitude larger that used in prior work8. Also in contrast to this prior effort, we experiment with a modern RNN
architecture, namely LSTMs9. However we find that this does not consistently improve performance over a simple
logistic regression model.

Methods

Inclusion Criteria. This is a retrospective analysis of electronic health records (EHR) data. We collected data
from 27,195 hypertensive patients with approval from the Institutional Research Board (IRB) (protocol number
2016P001661) at Partners Healthcare. Data is from the period of 2010–2016, and includes patients with a primary
diagnosis of hypertension. We excluded from this pool patients who were deceased, older than 90, or under 18. We
also excluded patients with fewer than 2 records per fiscal year and/or those with no recorded vital sign data. Finally,
we excluded patients who did not have any records within 90 days of their last recorded encounter, as this was the
predictive window that we deemed operationally feasible. Note that this does imply a (potential) bias in our dataset:
we are training and evaluating our model on only those patients who had at least two visits within 90 days of each
other. This resulted in a corpus comprising 19,972 patients in total. Figure 1 provides a cohort selection flowchart.

534



Co-
morbidities

Health
 Maintenance Encounters

Labs

Medications

Health
History

Demo-
graphicsVitals

Data
Processing 

Clean, reformat and
restructure the tables.

Sequential
records

Create a sequential
frame for a given patient
with one target value at

the end of 6th visits

Visit 1 Visit 2 Visit T Target 
X2

BP Status = 0 
Systolic = 135 

Sex = M 
...

X1
BP Status = 0
Systolic = 120

Sex = M
...

XT
BP Status = 1 
Systolic = 141 

Sex = M 
...

<= 90 days

Figure 2: A schematic depicting the retrospective predictive task setup we consider. We acquired and cleaned EHR
data from all patients in our cohort and created targets that reflect their hypertension status in a ninety window from
point of prediction.

Patient Level
Demographic information Health history
Health information Vital information
Laboratory test results Co-morbidities
Medication information
Hospital Level
Admission information Clinician notes

Table 1: Features Categories in EHR data

Male Female Total
Train 6314 8093 14407
Validation 1176 1380 2556
Test 1742 1267 3009

Table 2: Dataset sample size statistics, in terms of num-
ber of patients.

Design and Feature Engineering We categorized EHR variables as patient level or hospital level; see Table 1. We
grouped patient records into encounters which included both inpatient and outpatient visits.

We extracted vitals, medication, health history, problem list and procedure(s) from the encounter records and labora-
tory orders. Similarly, we used medication codes from medication orders. Encounters are associated with diagnoses
lists, encoded as ICD9 and ICD10 codes that we also extracted. For patients with multiple diagnosis codes we con-
sidered the principal diagnosis. Medication, problems and lab test orders were coded using binary indicator variables.
We report all numerical variables and associated statistics in the Appendix.We separated the dataset into training, val-
idation, and testing at the patient level, i.e., these sets are disjoint with respect to the patients that they contain. We
summarize these dataset splits in Table 2.

For numeric variables (e.g., height, pulse) we replaced any missing values with averages taken over patients and/or
visits, as appropriate. Records with systolic and diastolic reading less than 90 and 60 respectively were excluded from
the study, as these indicate reading errors. The blood pressure fraction was defined as systolic over diastolic readings.
We included lab tests related to hypertension, on the basis of domain expertise. We dropped tests with total frequency
of less then 60 percent within total records.

Medications were categorized as: ACE Inhibitor, Diuretic, Beta Blocker, Antihypertensive drug, Calcium Channel
Blocker and Vasodilator (Table 5). All medications are reported in the Appendix. Numerical variables were scaled to
range [0, 1], using maximum and minimum values in the training set. Variables with more than 99 percent missing
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Figure 3: LSTM model for processing visits in sequence.

values were dropped (see Appendix D and Appendix E). Categorical variables were converted to one-hot representation
(i.e., indicator vectors). We labeled patients with systolic BP above 140 or diastolic BP above 90 as uncontrolled and
others as controlled. Uncontrolled and controlled statuses were coded as 1 and 0, respectively. We fit our model on
the training set and chose hyperparameters using the validation set. Final model performances were evaluated on the
test set, which was completely held-out during development and validation.

The majority of patients (66%) have controlled hypertension at their target visit. This means our data exhibits class
imbalance; one target class is substantially more prevalent than another. This can make training discriminative models
tricky10. Here we adjusted class weights associated with targets during training for both models. Specifically, weights
for the respective classes were set inverse to their frequencies.

Setting. We aim to predict which patients will have controlled vs. uncontrolled blood pressure in the near-future,
operationally defined here as three months. We cast this as a binary classification task, and evaluated two standard
models for such tasks: Logistic Regression (LR) and Long Short Term Memory (LSTM) networks9. The latter is
a particular type of Recurrent Neural Network (RNN) which has been successfully applied to EHR data in prior
work11, 12, although to our knowledge not for hypertension specifically.

Experimental setup. Prior to any experimentation, we separated the data into training, validation and test sets. These
splits were at the patient level, i.e., each patient’s records appear in only one of the sets. The test set was used for final
evaluation but not used in any way during model development and tuning.

LSTMs consume sequences of inputs (in our case, a set of ordered vectors encoding information from each visit).
The number of prior visits to pass through the model is a hyperparameter. Using the validation set, we found 6 to be
the optimal number of records and fed as input sequence to the model. We zero-padded sequences corresponding to
patients with fewer than 6 encounter records. We thus modeled a patient’s sequence of records as x1, · · · , xT , where
each record xi ∈ RF is feature vector encoding F features. The hidden state obtained from the sequence records is
passed to a fully connected layer with sigmoid activation. Figure 3 depicts this schematically.

The LR model assumes a single fixed length vector as input from which to make predictions. Here we use this to
encode information extracted from the last patient record, combined with previous blood pressure measurements up to
six prior visits.

For parameter tuning in both models, we performed ad-hoc search over the validation set. The L1 regularizer was
chosen from range (1e-1,1e-6) and learning rate from range (1e-3, 1e-5). For the LSTM model, We first ran the model
using Adam optimizer with learning rate (1e-3) then we ran the model for the second time with learning rate of (1e-5).
Furthermore, the number of hidden nodes were optimized in range (6, 12, 80 , 120). Finally, batch size was chosen
from (128,256,512,1024).

The final optimized LSTM model has one hidden layer with 120 hidden nodes,dropout rate of 0.2 and 1e-5 penalty
for L1 kernel regularizer. The optimized LR model uses L1 regularization with a corresponding weight of 0.001 and
learning rate of 0.001.

All models were implemented using Keras13 version 2.2.2 with TensorFlow14 version 1.9.0 and trained on GPU. We
fit the LSTM using the RMSProp optimizer with binary cross entropy loss. For LR, we used the Adam15 optimizer.
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Model Precision Recall F1 AUC
Baseline 0.674 0.671 0.672 0.634
LR 0.687 0.701 0.690 0.719
LSTM 0.696 0.713 0.700 0.714

Table 3: Results on the test set.

0.0 0.2 0.4 0.6 0.8 1.0
False positive rate

0.0

0.2

0.4

0.6

0.8

1.0

Tr
ue

 p
os

iti
ve

 ra
te

ROC curve

LSTM (area = 0.714)
Baseline (area = 0.634)
LR (area = 0.719)

Figure 4: ROC curves of each method over the test set.

We used early stopping criteria for assessing convergence, terminating training when loss decreased by≤ 10−7 on the
validation set. Under this criterion, the LR model trained for 500 epochs, and LSTM model ran for 250.

Results

We compared developed models against the natural baseline of using the patient’s BP measure from their most recent
(last) visit as the prediction for current visit. This is a reasonably competitive approach because hypertension status
exhibits strong auto-correlation, and our prediction window is relatively narrow (90 days.)

We report results on the test set in Table 3, also summarized in Figure 4.

To provide further insights into model predictions we inspect which variables are most responsible for the predictions
of a given model. In case of LR, a linear model, we simply rank features by (absolute) weight. We report the top
(highest weighted) 20 variables in Table 4a.

Inferring the importance of variables in LSTMs is not as straightforward, and multiple options for doing so exist. Here
we adopt a recently proposed method for analyzing deep neural networks, integrated gradients (IG)16. This method
provides a signed importance score for each variable that reflects its sum contribution to the output. More concretely,
for each data point this method calculates the integral of the gradient of output (i.e., y) with respect to each input
variable at each time step as we move said variable from the baseline of its current or observed value. If the output
changes significantly as we vary only one dimension (i.e., the absolute value of integral is large), the corresponding
variable is deemed important. For additional technical details, we refer the reader to the original paper16. We report
the top features for the LSTM inferred via IG in Table 4b. We report weights for the top 50 features for both models
in the Appendix.

Generally speaking, important features align with intuition. Blood pressure status (controlled vs uncontrolled encoded
as 0 and 1 respectively) and systolic BP measurements from prior visits are strongly predictive features in both models,
as would be expected.

Conclusion

All individuals involved in the various aspects of patient care stand to benefit from tools that aid informed clinical
decision making. From a provider’s perspective, identifying which hypertensive patients are likely to become (or
remain) uncontrolled can guide targeted, timely interventions and proactive tailored treatments. Thereby, preventing or
decreasing the incidence of adverse complications due to uncontrolled hypertension; and improving clinical outcomes
and reducing healthcare costs.

Accurate risk stratification model for hypertension may help increase clinical efficiency, reduce healthcare costs, and
improve overall quality of care delivered to hypertensive patients addressing a burgeoning problem in the US healthcare
system. This work has provided new evidence that ML models can perform this task using a comparatively large
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Variable Name Weight
Systolic(t−1) 1.492
Systolic(t−2) 0.849
Systolic(t−3) 0.598
Blood Pressure(t−1) 0.550
Blood Pressure(t−2) 0.442
Systolic(t−4) 0.374
Blood Pressure(t−3) 0.349
Blood Pressure(t−4) 0.290
Systolic(t−6) 0.289
Blood Pressure(t−5) 0.268
Blood Pressure(t−6) 0.254
Systolic(t−5) 0.243
Blood Pressure(t−7) 0.226
Mets False -0.172
BloodLoss False -0.170
Systolic(t−7) 0.152
Smoker -0.152
Lymphoma False -0.132
HTN True -0.130
DSCOP -0.123

(a) Top 20 Variables for LR. Subscripts index prior visits.

Variable Name Importance
Time between visits(d) -0.068
Systolic(t−1) 0.024
Blood Pressure(t−2) 0.022
Blood Pressure(t−3) 0.019
Blood Pressure(t−1) 0.019
Blood Pressure(t−6 0.018
Blood Pressure(t−7) 0.018
Systolic(t−1) 0.015
Systolic(t−7) 0.013
White -0.013
Married/Partnered -0.013
Systolic(t−3) 0.012
Blood Pressure(t−4) 0.012
Depression False -0.012
Systolic(t−4) 0.012
Systolic(t−6) 0.011
Hypertension NOS -0.010
Blood Pressure(t−5) 0.010
BloodLoss False -0.008
Arrhythmia False -0.008

(b) Top 20 Variables for LSTM

dataset of patients, thus complementing existing related work on the problem8. We also find, perhaps somewhat
surprisingly, that a simple logistic regression model performs about the same as a complex RNN. Simple linear models
should always be considered as a strong baseline for predictive tasks over EHR.

Study limitations. This study has several important limitations, both technical and conceptual. First, due to the tran-
sition of the EHR system to EPIC, there was a gap between medical notes dates and the encounter dates. Therefore,
we were not able to use notes in the current work; incorporating these may improve the model. Second, this retro-
spective analysis means we had to winnow the set of patients included in the analysis for practical reasons (Figure
1). Third, for simplicity we replaced missing values with simple means, a naive form of imputation. More sophis-
ticated imputation methods, including Bayesian models17 and neural network imputation approaches18, may yield
improved performance17. We excluded the variables presented in Appendix E, due to a high proportion of missing
values (≥ 99%), which could adversely affect the performance of the model19. Few of these excluded variables are
likely to be clinically relevant, according to the domain experts involved in this project. Note that all patients had
varying numbers of missing values, but we did not exclude any of them based on missing values (rather, these were
simply imputed, as outlined above).

A final potential limitation of this work concerns our creation of target ‘labels’. To do so we required that patients in
our cohort had two visits within 90 days (so that the latter of these could serve as the target). This excluded 2,580
patients who did not meet this condition. This winnowing process may have induced a bias in the sample used for this
study, i.e., we cannot be certain that the resultant patient set is representative of the underlying population.

We have here demonstrated that one can achieve reasonably good predictive performance for this task. But if such
models are to be meaningfully used to inform care, a threshold for clinical action must be established in collaboration
with physicians.
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Appendix A Medications

Drug Family Types Drug Family Types
ACE Inhibitor Lisinopril, Benazepril Calcium channel blocker Amlodipine, Nifedipine
Diuretic Hydrochlorothiazide, Triamterene,Chlorothiazide, Antihypertensive drug Nifedipine, Irbesartan,Candesartan,Felodipine,

Hydrochlorothiazide/lisinopril, Chlortalidone Valsartan, Hydrochlorothiazide / Losartan,Telmisartan,
Hydrochlorothiazide/lisinopril, Losartan, Chlortalidon

Beta blocker Atenolol, Metoprolol, Nadolol, Labetalol, Bisoprolol, Vasodilator Hydralazine
Carvedilol

Table 5: Hypertensive Medication

Appendix B Results

VALIDATION SET
Model F1-SCORE PRECISION RECALL AUC

Male Female Total Male Female Total Male Female Total Total
Baseline 0.52 0.76 0.68 0.51 0.77 0.68 0.52 0.76 0.68 0.68
LR 0.50 0.80 0.70 0.58 0.76 0.70 0.43 0.84 0.70 0.72
LSTM 0.47 0.81 0.71 0.55 0.77 0.70 0.41 0.85 0.72 0.72

TEST SET
F1-SCORE PRECISION RECALL AUROC

Male Female Total Male Female Total Male Female Total Total
Baseline 0.51 0.75 0.67 0.50 0.76 0.67 0.52 0.74 0.67 0.67
LR 0.49 0.79 0.69 0.57 0.75 0.69 0.43 0.84 0.70 0.72
LSTM 0.47 0.80 0.70 0.55 0.76 0.70 0.41 0.85 0.71 0.71

Table 6: Model Performance per group

Appendix C Variables

Variable Name Count Mean Std Missing Variable Name Count Mean Std Missing
Heart Rate 2223 79.36 14.69 0.98 Lytes/Renal/Glucose 21973 1.00 0.00 0.79
Height 98151 66.82 19.91 0.08 Lytes/Renal/Glucose - POC 1273 1.00 0.00 0.99
Pulse 93769 75.32 13.56 0.12 Microscopic Sediment 2761 1.00 0.00 0.97
Respiratory Rate 22594 16.94 4.08 0.79 Other Hematology 2651 1.00 0.00 0.98
Temperature 51541 97.92 3.20 0.51 Routine Coagulation 2849 1.00 0.00 0.97
Weight 64057 185.58 46.09 0.40 Smear Morphology 1326 1.00 0.00 0.99
Systolic(t−1) 106125 133.30 17.26 0.00 Thyroid Studies 5758 1.00 0.00 0.95
Diastolic(t−1) 106064 75.92 10.67 0.00 Tumor Markers 2114 1.00 0.00 0.98
delta time 106125 36.12 25.10 0.00 Urinalysis 5640 1.00 0.00 0.95
BMI 40008 30.20 6.43 0.62 Urine Chemistries Random 3378 1.00 0.04 0.97
Fatigue (0-10) 3100 1.67 2.88 0.97 Blood Pressure(t−2) 106125 0.38 0.49 0.00
SexCD 106125 0.43 0.50 0.00 Systolic(t−2) 106106 134.51 17.98 0.00
Age As Of 2010 106125 61.93 13.57 0.00 Diastolic(t−2) 106033 76.46 11.15 0.00
BP Fraction(t−1) 106064 1.78 0.55 0.00 Blood Pressure(t−3) 106125 0.35 0.48 0.00
Age Year 76038 65.73 13.50 0.28 Systolic(t−3) 102869 133.90 17.60 0.03
Visit Number 76038 8.32 8.94 0.28 Diastolic(t−3) 102809 76.24 10.95 0.03
Acute Phase Reactants 1354 1.00 0.00 0.99 Blood Pressure(t−4) 106125 0.33 0.47 0.00
Anemia Related Studies 3188 1.00 0.00 0.97 Systolic(t−4) 99544 133.70 17.42 0.06
Blood Diff Absolute 11573 0.79 0.41 0.89 Diastolic(t−4) 99483 76.21 10.90 0.06
Blood Differential % 12425 0.73 0.44 0.88 Blood Pressure(t−5) 106125 0.32 0.47 0.00
Cardiac Tests 3241 1.00 0.00 0.97 Systolic(t−5) 96105 133.57 17.31 0.09
Complete Blood Count 14325 1.00 0.00 0.87 Diastolic(t−5) 96051 76.14 10.85 0.10
Endocrine Studies 7581 1.00 0.00 0.93 Blood Pressure(t−6) 106125 0.31 0.46 0.00
General Chemistries 23076 1.00 0.00 0.78 Systolic(t−6) 92725 133.55 17.29 0.13
Hepatitis 1195 0.99 0.10 0.99 Diastolic(t−6) 92670 76.13 10.85 0.13
Immunoglobulin 1179 1.00 0.00 0.99 Blood Pressure(t−7) 106125 0.30 0.46 0.00
Lipid Tests 7049 1.00 0.00 0.93 Systolic(t−7) 89242 133.49 17.27 0.16
Liver Function Tests 12213 1.00 0.00 0.89 Diastolic(t−7) 89188 76.10 10.88 0.16

Table 7: Variables statistics
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Appendix D Variables Weights

Variable Name Weight
Systolic(t−1) 1.492
Systolic(t−2) 0.849
Systolic(t−3) 0.598
Blood Pressure(t−1) 0.550
Blood Pressure(t−2) 0.442
Systolic(t−4) 0.374
Blood Pressure(t−3) 0.349
Blood Pressure(t−4) 0.290
Systolic(t−6) 0.289
Blood Pressure(t−5) 0.268
Blood Pressure(t−6) 0.254
Systolic(t−5) 0.243
Blood Pressure(t−7) 0.226
Mets False -0.172
BloodLoss False -0.170
Systolic(t−7) 0.152
Smoker -0.152
Lymphoma False -0.132
HTN True -0.130
DSCOP -0.123
Drugs False -0.122
CHF True -0.105
Diastolic(t−7) -0.104
Heart Rate missing -0.103
Diastolic(t−1) 0.095
Blood Pressure(t−7) missing 0.095
Height missing 0.095
Blood Pressure(t−6) missing 0.089
Rheumatic False -0.083
PVD False -0.083
Systolix(t−6) missing 0.082
Blood Differential (%) -0.082
White -0.076
Blood Pressure(t−4) missing 0.072
PHSOTHER -0.069
Clinical referral -0.067
Paralysis False -0.064
Systolix(t−3) missing 0.064
Systolix(t−4) missing 0.062
PUD False -0.062
Systolix(t−7) missing 0.061
Anemia False -0.060
Fatigue (0-10) missing -0.057
Emergency Flag -0.054
DDCON -0.054
FluidsLytes False -0.052
MARRIED/PARTNERED -0.051
Alcohol False -0.051
Lisinopril -0.050
RaceGRP ASIAN -0.049

(a) LR Top 50 Variables Weights

Variable Name Weight
Time between visits(d) -0.068
Systolic(t−1) 0.024
Blood Pressure(t−2) 0.022
Blood Pressure(t−3) 0.019
Blood Pressure(t−1) 0.019
Blood Pressure(t−6 0.018
Blood Pressure(t−7) 0.018
Systolic(t−1) 0.015
Systolic(t−7) 0.013
White -0.013
Married/Partnered -0.013
Systolic(t−3) 0.012
Blood Pressure(t−4) 0.012
Depression False -0.012
Systolic(t−4) 0.012
Systolic(t−6) 0.011
Hypertension NOS -0.010
Blood Pressure(t−5) 0.010
BloodLoss False -0.008
Arrhythmia False -0.008
Systolic(t−5) 0.008
AgeAsOf2010 0.008
Respiratory rate missing 0.008
Hypertension NOS -0.007
Language English -0.007
Anemia False -0.007
Rheumatic False -0.007
Neuro/Other False -0.007
Temperature missing -0.007
PUD False -0.007
Weight Loss False -0.006
Mets False -0.006
DDCD Other -0.006
Liver False -0.006
Hypothyroid False -0.006
Atenolol -0.006
DMcx False -0.005
PVD True -0.005
AgeYearNBR 0.005
BMI missing 0.005
HIV False 0.005
Pulmonary False -0.005
Paralysis False -0.005
Diastolic(t−1) 0.005
Blood Diff Absolute missing -0.005
Obesity False -0.005
Coagulopathy False -0.005
Blood Differential 0.005
SexCD -0.004
Abdomnl pain -0.004

(b) LSTM Top 50 Variables Weights
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Appendix E Dropped Variables

AAA (Abdominal Aortic Aneurysm ) Screening , ANA Screen , Albumin/creatinine ratio , Alcohol Drinks Per Week
, Alcohol Oz Per Week , Alcohol Use Screening , Amino Acids , Amino Acids, urine , Antibody Screen , Antiphos-
pholipid Antibodies , Antiphospholipid Antibody , Auto-Antibodies , B12 injection , Blood Gases/Oximetry , Blood
Pressure-LFA1162 , Blood Type , Body Surface Area (BSA) , Bone Marrow Stain , Bone density , Breast Exam ,
Breast Exam - LHA3537 , Breast Exam - LHA4003 , Breast Exam Instruction , CRYOs , CSF Chemistries , CSF
Counts and Diff , CSF/Fluid, Other , Calcium Requirements Recommendation , Carnitine, serum , Carnitine, urine ,
Chlamydia , Cholesterol , Cholesterol-HDL , Cholesterol-LDL , Cigarettes , Coagulation Factor Studies , Colonoscopy
, Complement , Complete Physical Exam , Condoms , Creatinine , Cystic Fibrosis Carrier , DNA Diagnostic Tests ,
DPT , DS Glucose , Dental Exams , Depo-provera Shot , Diet , Diphtheria and Tetanus booster (DT booster) , Do-
mestic Violence Screening , Drug Use Screening , Drugs A-E , Drugs F-N , Drugs O-Z , EGD (upper GI endoscopy)
, EKG , Echocardiogram , Exercise Advice , FEV1-pre (Pre-Forced Expiratory Volume) , FVC-pre (Pre-Forced Vital
Capacity) , Fetal Activity , Fluid Chemistries , Fluid Counts and Diff , Folic Acid Recommendation , Foot exam ,
Functional Status Screen , GFR (estimated) , Glucose , Gonorrhea , HCG (Human Chorionic Gonadotropin) , HCV
Ab-LHA3507 , HIVx , Haemophilus Influenzae type B (HIB) , Hand Gun Counseling , HbA1c (Hemoglobin A1c) ,
Hct (Hematocrit) , Head Circumference , Hearing , Hemocult x 3 , Hemoglobin Electrophoresis , Hepatitis A vaccine
(Hep A vac) , Hepatitis B vaccine (Hep B vac) , Hgb (Hemoglobin) , HgbAIC , Home Hemocult , Home glucose
monitoring , Hypercoagulation Studies , Hypoglycemia Assessment/Counseling , INR Result , Immune globulin ,
Inhibitors , Japanese encephalitis , KPS (Karnofsky performance status) , Liver - AST , Liver - Alkaline Phosphatase
, Liver - Total Bilirubin , Liver ALT , Lyme , Lyme vaccine , Lymph - % Difference , Lymph - Left Arm Volume ,
Lymph - Right Arm Volume , Mammogram , Measles, Mumps, Rubella (MMR) , Medicare Annual Wellness Visit ,
Meningococcal vaccine , Microalbumin , Nutrition Referral , O2 Saturation - LFA15000 , O2 Saturation - LFA15000.1
, O2 Saturation - LFA12575 , O2 Saturation - LFA38131 , O2 Saturation - LFA38132 , O2 Saturation - LFA4826 , O2
Saturation - LFA4828 , O2 Saturation - LFA5392 , O2 Saturation - SPO2 , OPV / IPV , On Oxygen? , Ophthalmology
Exam , Organic Acids, urine , PSA , Pain 0-10 , Pain Assessment , Pain Scale (0-10) , Pain Score , Pap Smear , Peak
Flow , Peak Flow - LHA4483 , Pelvic Exam , Personal Best Peak Flow , Platelet Aggregation , Platelet Antibodies
, Pneumovax , Podiatry exam , Positive Antibody Screen , Pregnancy Weight , Prepregnancy Height , Prepregnancy
Weight , Principal ICD Procedure CD , Prostate exam , Rabies , Rabies immune globulin , Rapid Strep , Rectal Exam
, Rh Factor , Routine Serology , Safe Sexual Practice Counseling , Seat belt counseling , Second hand smoke expo-
sure , Sigmoidoscopy , Smoking Quit Date , Smoking Start Date , Special Coagulation Interp , Stool Guaiac - 3 ,
Stool Guaiac-LHA4072 , T-cell Subsets , TSH-LHA18009 , Testicular Exam , Testicular Exam Instruction , Tetanus,
Diphtheria, accellular Pertussis vaccine , Tobacco Pack Per Day , Tobacco Used Years , Toxicology , Triglycerides ,
Trisomy 21 , Tuberculin purified protein derivative , Typhoid , UA-Protein , Urine Chemistries , Urine Chemistries
Timed , Urine Chemistries Unspec , Urine Culture , Urine Dip-LHA4935 , Urine Glucose , Urine Protein , Urine Toxi-
cology , VAS score , Varicella , Vision , Vision-Left Eye , Vision-Right Eye , Vitamin D (25 OH) , Weight Management
, Yellow fever .

Table 9: Variables dropped from consideration due to high proportion of missing values (> 99%)
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Abstract

Incorporating the knowledge encoded in the Unified Medical Language System (UMLS) in deep learning methods
requires learning knowledge embeddings from the knowledge graphs available in UMLS: the Metathesaurus and
the Semantic Network. In this paper we present a technique using Generative Adversarial Networks (GANs) for
learning UMLS embeddings and showcase their usage in a clinical prediction model. When the UMLS embeddings
are available, the predictions improve by up to 6.9% absolute F1 score.

Introduction

Deep learning techniques have shown great promise in representing patient data from Electronic Health Records
(EHRs), facilitating Big Data methods for clinical predictive modeling, as evidenced by Deep Patient1. More recently,
scalable and accurate deep learning methods2 were capable of predicting multiple medical events from multiple cen-
ters without site-specific data harmonization. Deep learning methods have the advantage that they can easily handle
large volumes of data extracted from EHRs, learning key features or patterns from the data, as well as their inter-
actions. The data input of deep learning techniques takes the form of low-dimensional vector representations, also
called embeddings, which need to be learned from the EHR data. For example, when considering only the medical
concepts from clinical narratives available in the EHR, methods for learning their embeddings were presented in Choi
et al. (2016)3 and compared with medical concept embeddings produced from medical journals or medical claims.
Alternatively, medical concept embeddings were obtained in Beam et al. (2018)4 by first mapping the concepts into
a common concept unique identifier space (CUI) using the thesaurus from the Unified Medical Language System
(UMLS)5, producing the cui2vec embeddings. As noted in Choi et al. (2016)3, learning these forms of embeddings
relies on the context in which the medical concepts are mentioned, reflecting the medical practice. However, in addi-
tion to their usage in various contexts throughout the EHRs, medical concepts are also organized and encoded in the
Unified Medical Language System (UMLS)5, comprising the Metathesaurus and the Semantic Network.

Each concept encoded in the UMLS Metathesaurus has specific attributes defining its meaning and is linked to the
corresponding concept names in various source vocabularies (e.g. ICD-10). Moreover, several types of relations con-
nect concepts, e.g. “Is-A”, “Is-Part” or “Is caused by”. Moreover, each concept from the Metathesaurus is assigned
one or more semantic types (or categories), which are linked with one another through semantic relationships. The
UMLS Semantic Network is a catalog of these semantic types (e.g. “anatomical structure” or “biological function”)
and semantic relationships between them (e.g. ”spatially related to” or ”functionally related to”). While there are
over 3 million concepts in the UMLS Metathesaurus, there are only 180 semantic types and 49 semantic relationships
in the UMLS Semantic Network. The UMLS Metathesaurus graph along with the UMLS Semantic Network graph
encode a wealth of medical knowledge, capturing ontological and biomedical expertise which could also be used by
deep learning methods, in addition to the concept embeddings derived from the EHRs. To enable the usage of the
knowledge encoded in UMLS in deep learning methods, we need to learn knowledge embeddings which represent (1)
the UMLS concepts; (2) the relations between UMLS concepts; (3) the nodes of the UMLS Network, representing the
semantic types assigned to concepts; and (4) the semantic relations shared between the nodes of the UMLS Semantic
Network (i.e. the semantic types).

There have been several models for learning knowledge graph embeddings proposed in the past years, which represent
the concepts and relations from a knowledge graph as vectors: RESCAL6, which produces knowledge embeddings
by using matrix factorization; TRANSE7 - producing translation-based knowledge embeddings; TRANSD8, which
extended TRANSE by dynamically projecting the concept embeddings into various spaces; DISTMULT9, which sim-
plifies RESCAL by using a diagonal matrix and more recently KBGAN10, which uses adversarial learning to produce
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knowledge embeddings. The structure of the UMLS knowledge encoding poses a challenge to the applicability of any
of these models of learning knowledge embedding, which assume a single knowledge graph, while UMLS encodes
two different and jointly connected graphs, namely (a) the UMLS Metathesaurus; and (b) the UMLS Semantic Net-
work. In this paper we present an extension of the KBGAN model capable of learning UMLS knowledge embeddings
representing concepts, relations between them, semantic types and semantic relations.

To showcase the impact of using UMLS knowledge embeddings, we have considered the task of building a predictive
model based on deep learning for discovering (1) the incidence of opioid use disorders (OUD) after onset of opioid
therapy and (2) chronic opioid therapy (COT) achievement and persistence. OUD is defined as a problematic pattern
of opioid use that causes significant impairments or distress. Addiction and dependence of opioids are components
of OUD. OUD is part of the current opioid use epidemic, which is among the most pressing public health issues in
the United States. Opioid related poisonings and deaths have increased at alarming rates since 2014. This epidemic
has urged a national call to action for healthcare systems to invest in surveillance, prevention, and treatment of OUD.
Moreover, long-term opioid therapy poses a much higher risk of OUD and other adverse outcomes. In 2014, US retail
pharmacies dispensed 245 million prescriptions for opioid pain relievers. Of these prescriptions 65% were for short
term therapy (< 3 weeks). However, 3-4% of the adult population (9.6-11.5 million patients) were prescribed longer
term (> 90 days) opioid therapy. Our predictive model for discovering the incidence of OUD after onset of opioid
therapy and COT achievement and persistence uses a deep learning architecture based on hierarchical attention. We
produced superior predictions when the model was informed by the UMLS knowledge embeddings generated with
the methodology presented in this paper. We have made both the learned UMLS knowledge embeddings and the
knowledge embedding learning methodology publicly available†.

Data

In addition to the data available from UMLS, we have used a large clinical dataset that enabled us to use the UMLS
embeddings for predicting the incidence of OUD after onset of opioid therapy and COT achievement and persistence.
This clinical dataset was available from the University of Washington Medical Center and Harborview Medical center.
For this dataset, we considered adult patients (age ≥ 18 years), eligible in this study if they were prescribed with COT
for chronic non-cancer pain between 2011-2017 (7 years). We defined COT as 45+ days supply of opioid analgesics
in a calendar quarter (3 months) for at least one quarter within the 7-year time range. As such COT achievement
occurs when the conditions for COT are first noted while COT persistence is observed when a patient continues to
be prescribed a 45+ days supply of opioid analgesics in consecutive quarters. With the described inclusion/exclusion
criteria, we created a cohort of 6355 patients receiving COT with a total of 23,945 COT quarters (avg:3.77, min:1,
max:27). There were 3446 patients (54%) with 1 COT quarter, 1856 patients (29%) with 2-5 COT quarters, 420
patients (6.6%) with 6-10 COT quarters, and 680 patients (10.7%) with >10 COT quarters. A longitudinal dataset
was created for the selected patients. We collected both structured clinical data and unstructured patient notes created
during their treatments between 2008-2017 (10 years), but in this paper we used only structured data, namely we
used the ICD-10 codes, the medication ordered and the laboratory results, which we also mapped into UMLS. We
extended the data range to 10 years to capture a wider range of background clinical data. Our dataset contained
1,089,600 outpatient, 20,449 inpatient, and 25,232 emergency department visits. For structured data, we collected
basic demographics (age, gender, ethnicity), hospital administrative data (to capture the nature of each visit), laboratory
and test orders (for illicit drug abuse screen and opioid confirmation), medications (both administered and ordered),
billing diagnoses, physician diagnoses, and problem lists. The dataset contained around 14 million data elements and
each data element had a time-stamp to capture patient trajectories through time. In future work, we plan to use the
entire structured and unstructured data. The retrospective review of the described de-identified longitudinal dataset has
been approved by University of Washington Institutional Review Board as well as the University of Texas at Dallas
Institutional Review Board.

Methods

Learning UMLS Knowledge Embeddings: When learning knowledge embeddings for knowledge bases represented
as graphs, we have represented multi-relational data corresponding to concepts (i.e. nodes in the knowledge graph)

†https://github.com/r-mal/umls-embeddings

544



and relations (i.e. edges in the knowledge graph) by modeling concepts as points in a continuous vector space,
Rd, called the embedding space, where d is a parameter indicating the dimensionality of the embedding space. In
our previous work11, we relied on the TransE7 method which represents relations between medical concepts also in
Rd. TransE, like all knowledge embedding models, learns an embedding, #»ci , for each concept ci encoded in the
knowledge graph and an embedding, #»r , for each relation type r. TransE considers that the relation embedding is a
translation vector between the two concept embeddings representing its arguments. This means that for any concept
ci, the concept most likely to be related to ci by the relation r should be the concept whose embedding is closest
to ( #»ci + #»r ) in the embedding space. By modeling the concepts as points in the embedded space and the relations
between them as translation vectors, it is possible to measure the plausibility of any potential relation between any pair
of medical concepts using the geometric structure of the embedding space: f(cs, r, cd) = || #»cs + #»r − #»cd||L1 where
|| · ||L1 is the L1 norm. The plausibility of a relation between a source medical concept and a destination medical
concept, represented as a triple, 〈cs, r, cd〉, is inversely proportional to the distance in the embedding space between
the point predicted by the TransE model ( #»cs + #»r ) and the point in the embedding space representing the destination
argument of the relation, i.e. ( #»cd). In addition to TransE, several other knowledge graph embedding models, which
represent concepts and relations as vectors or matrices in an embedding space, have shown promise in recent years.

Model Scoring Function
TRANSE || #»cs + #»r − #»cd||L1

TRANSD ||(I + #»rp × #  »csp
>)× #»cs + #»r

−(I + #»rp × #  »cdp
>)× #»cd||L1

DISTMULT
∑
i

#»cs
i · #»r i · #»cd

i

Table 1: Scoring functions used in models that learn
knowledge embeddings. I is the identity matrix.

We list in Table 1 two additional models that we have
used when learning UMLS embeddings. TransD8 learns
two embedding vectors for each concept in a knowledge
graph: [ #»c , #»cp] as well as two embeddings for each rela-
tion in the graph: [ #»r , #»rp], where the first vector represents
the “knowledge meaning” of the concept or relation while
the second vector is a projection vector (with subscript p),
used to construct a dynamic mapping matrix for each con-
cept/relation pair. If the knowledge meaning of a concept
or relation refers to the reason why the concept or relation
was encoded in the knowledge graph, the projection of concepts in the space of the relations is used to capture the in-
teraction between concepts participating in relations and relations holding various concepts as arguments. Essentially,
TransD constructs a dynamic mapping matrix for each entity-relation pair by considering the diversity of entities and
relations simultaneously. As each source concept cs is translated into a pair [ #»cs,

#  »csp] and each destination concept is
translated into a pair [ #»cd,

#  »cdp], while the relation between them is translated into [ #»r , #»rp], the plausibility of the relation
is measured by the scoring function listed in Table 1. DistMult9, another knowledge embedding model, is a simplifica-
tion of the traditional bilinear form of matrix decomposition using only a diagonal matrix that has been shown to excel
for probabilistic models. Its scoring function, listed in Table 1, is equivalent to the dot product between the vector
representations of the source concept, the relation and the destination concept. Any of these scoring functions can
be used for (a) assigning a plausibility score to each triple 〈c1, r, c2〉, encoding a relation between a pair of concepts
from the UMLS Metatheraurus; as well as (b) assigning another plausibility score to each triple 〈t1, sr, t2〉 encoding
semantic relationships (sr) between semantic types (t1, t2) encoded in the UMLS Semantic Network. However, from
the learning standpoint, training the embeddings models requires positive examples encoded in the knowledge graph
(in our case UMLS), and negative examples obtained by removing either the correct source or destination concept (or
semantic type) and replacing it with a concept (or semantic type) randomly sampled from a uniform distribution. As
noted in Cai and Wang (2018)10, this approach of generating negative examples is not ideal, because the sampled con-
cept (or semantic type) may be completely unrelated to the source UMLS concept (or source UMLS semantic type),
resulting in a learning framework using too many obviously false examples. To address this challenge, we have ex-
tended the KBGAN10 adversarial learning framework, which is currently one of the state-of-the-art learning methods
for knowledge embeddings.

Generative Adversarial Networks (GANs) are at the core of our framework for learning knowledge embeddings for
UMLS. GANs typically use a generator and a discriminator, as introduced in Goodfellow et al. (2014)12. Metaphor-
ically, the generator can be thought of as acting like a team of counterfeiters, trying to produce fake currency and
use it without detection. The discriminator can be thought of as acting like the police, trying to detect the counter-
feit currency. Competition in this game enabled by the GAN drives both teams to improve their methods until the
counterfeiters are indistinguishable from the genuine articles. In the KBGAN10 framework, the discriminator learns to
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Figure 1: Adversarial Learning Framework for Producing Knowledge Embeddings for UMLS.

score the plausibility of a given relation triple and the generator tries to fool the discriminator by generating plausible,
yet incorrect, triples. In order to accomplish this goal, the generator calculates a probability distribution over a set of
negative examples of relation triples and then samples one triple from the distribution as its output. However, a single
generator is not sufficient for creating UMLS embeddings, because the UMLS graph contains two types of relations,
namely (1) relations between UMLS concepts and (2) semantic relations between UMLS semantic types. Therefore,
we extended the KBGAN by using two different generators: an UMLS Metathesaurus generator G1 and an UMLS
Semantic Network generator G2, as illustrated in Figure 1. Given any relation between two concepts encoded in the
UMLS Metathesaurus, G1 calculates the probability distribution over a set of candidate negative examples of the rela-
tion, samples it and produces a negative example. Given the ground truth relation tripleR1 = IsA(Opioid Abuse, Drug
Abuse) from the Metathesaurus G1 will produce the negative example RN1 = IsA(Opioid Abuse, UMLS concepti), as
illustrated in Figure 1, where UMLS concepti is any UMLS concept which is not in an IsA relation with Opioid Abuse.
Similarly, given a ground truth semantic relation triple R2 = Affects(Mental or Behavioral Dysfunction, Behavior),
G2 generates the negative example, RN2 = Affects(UMLS Semantic Typej , Behavior) where UMLS Semantic Typej
is not in an Affects relation with UMLS semantic type Behavior. Both negative examples generated by G1 and G2

are sent to the Discriminator D along with the two ground truth relation triples: R1 and R2, respectively. D uses the
function fD1 to compute the scores forR1 andRN1 while it uses the function fD2 to compute the scores forR2 andRN2 .
Both for fD1 and fD2 we experimented with two alternatives: (1) the scoring function of TransE, and (2) the scoring
function of TransD, listed in Table 1.

Intuitively, the discriminatorD should assign low scores produced by the functions fD1 and fD2 to high-quality negative
samples generated by G1, and G2 respectively. Moreover, the discriminator D should assign even lower fD1 and fD2
scores to the ground truth triples than to the high-quality negative samples. Suppose that G1 produces a distribution
of negative triples pG1

(c1
′, r, c2

′|c1, r, c2) for a positive example 〈c1, r, c2〉 encoded in the UMLS Metathesaurus and
generates 〈c1′, r, c2′〉 by sampling from this distribution. Similarly, suppose thatG2 produces a distribution of negative
triples pG2

(t1
′, sr, t2

′|t1, sr, t2) for a positive example 〈t1, sr, t2〉 encoded in the UMLS Semantic Network. Let fD1
and fD2 be the two scoring functions of D. Then the objective of the discriminator is to minimize the marginal loss
between the ground truth (or positive) triples and the negative example triples generated by G1 and G2. To jointly
minimize the marginal loss of D, we extend the marginal loss function of KBGAN10 to have two terms: (i) the
Metathesaurus loss function, LM and (ii) the Semantic Network loss function LS . We defined LM as:

LM =
∑

〈c1,r,c2〉∈M

||fD1 (c1, r, c2)− fD1 (c1
′, r, c2

′) + γ1|| (1)

where M represents all valid triples from the Metathesaurus, while fD1 (c1, r, c2) measures the plausibility of the
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triple 〈c1, r, c2〉 and γ1 is a margin hyper-parameter. We defined LS as:

LS =
∑

〈t1,sr,t2〉∈S

||fD2 (t1, sr, t2)− fG2 (t1
′, sr, t2

′) + γ2||+
∑
i

[
#»
ti −

1

|δ(ti)|
×
∑

c∈δ(ti)

c

]
(2)

where S represents all valid triples from the UMLS Semantic Network, while fD2 (t1, sr, t2) measures the plausibility
of the triple 〈t1, sr, t2〉 from the UMLS Semantic Network expressing the semantic relation sr between the semantic
types t1 and t2 in the UMLS Semantic Network and γ2 is a margin hyper-parameter. The embedding of the UMLS
semantic type ti is denoted by #»

ti and δ(ti) represents the set of UMLS concepts having the semantic type ti. In
this way, the centroid of the embeddings of UMLS concepts having the UMLS semantic type ti is represented as
1/δ(ti)×

∑
c∈δ(ti) c. This allows us to measure in LS not only the margin between the semantic relation produced by

G2 to the ground truth semantic relation encoded in the UMLS Semantic Network, but also the cumulative distance
between the embeddings of each semantic type ti and the centroid of the embeddings corresponding to the UMLS
concepts sharing the semantic type ti. Hence, LS measures the loss of (a) not correctly recognizing a plausible
semantic relation from the UMLS Semantic Network, but also (b) the loss of not recognizing plausible semantic types
in the UMLS Semantic Network, given as reference all the UMLS semantic concepts that share same semantic type.
This ensures that we learn embeddings of semantic relations from UMLS by taking into account the semantic types
and the concepts that are encoded in UMLS.

In the adversarial framework presented in Figure 1, the objective of generator G1 is to maximize the following expec-
tation:

RG1
=

∑
〈c1,r,c2〉∈M

E[−fD1 (c1
′, r, c2

′)] (c1
′, r, c2

′) ∼ pG1
(c1
′, r, c2

′|c1, r, c2) (3)

Similarly, the objective of generator G2 is to maximize the following expectation:

RG2 =
∑

〈t1,sr,t2〉∈S

E[−fD2 (t1
′, sr, t2

′)] (t1
′, sr, t2

′) ∼ pG2(t1
′, sr, t2

′|t1, sr, t2) (4)

Both G1 and G2 involve a sampling step, to find the gradient of RG1
and RG2

we used a special case of the Policy
Gradient Theorem13, which arises from reinforcement learning (RL). To optimize both RG1 and RG2 , we maximized
the reward returned by the discriminator to each generator in response to selecting negative examples for the relations
encoded in UMLS, providing an excellent framework for learning the UMLS embeddings that benefits from good
negative examples in addition to the abundance of positive examples. Finally, both generators G1 and G2 need to have
scoring functions, defined as fG1

(c1, r, c2) and fG2
(t1, sr, t2). Several scoring function can be used, selecting from

those that have been implemented in several knowledge graph embeddings, listed in Table 1. In our implementation, we
have used for both generators the same scoring function as the one used in DISTMULT. Then given a set of candidate
negative examples for the UMLS Metathesaurus: NegM(c1, r, c2) = {〈c1′, r, c2〉|c1′ ∈ C} ∪ {〈c1, r, c2′〉|c2′ ∈ C}
(where C represents all the concepts encoded in the UMLS Metathesaurus), the probability distribution pG1

is:

pG1
(c1
′, r, c2

′|c1, r, c2) =
exp(fG1

(c1
′, r, c2

′))∑
〈c∗1 ,r,c∗2〉∈NegM

exp(fG1
(c∗1, r, c

∗
2))

(5)

Similarly, given a set of candidate negative examples for the UMLS Semantic NetworkNegS(t1, sr, t2) = {〈t1′, sr, t2〉|
t1
′ ∈ T } ∪ { 〈t1, sr, t2′〉|t2′ ∈ T } (where T represents all the semantic types encoded in the UMLS Semantic Net-

work), then the probability distribution pG2 is modeled as:

pG2
(t1
′, sr, t2

′|t1, sr, t2) =
exp(fG2(t1

′, sr, t2
′))∑

〈t∗1 ,sr,t∗2〉∈NegS
exp(fG2

(t∗1, sr, t
∗
2))

(6)

In this adversarial training setting, the generators G1 and G2 and the discriminator D are alternatively trained towards
their respective objectives, informing the two forms of embeddings for the UMLS: knowledge embeddings for the
UMLS Metathesaurus and knowledge embeddings for the UMLS Semantic Network.
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Figure 2: Architecture of a Hierarchical Attention-Based Prediction Model incorporating the UMLS embeddings.

Using the UMLS Knowledge Embeddings in Clinical Prediction Models: In previous work14 we developed a
model for predicting (1) the incidence of Opioid Use Disorders (OUD) after onset of opioid therapy and (2) Chronic
Opioid Therapy (COT) achievement and persistence, which benefits from a deep learning method using a hierarchical
attention mechanism. The predictive model was trained and tested on the clinical database from the University of
Washington Medical Center and Harborview Medical center, described in the Data Section. Because we used a deep
learning method for the predictions, as illustrated in Figure 2, we needed to generate embeddings to represent ICD-10
codes, medications ordered and laboratory results. To produce these embeddings, we considered that if a patient had
records spanning N quarters, each having at most M different diagnostic codes assigned during the quarter, we could
denote each diagnostic code as dit, to represent the t-th ICD-10 code in the i-th quarter, with i ∈ [1, N ]. To encode each
diagnostic code dit as a low-dimensional vector cit (also called ICD-10 code embedding) we compute: cit = Q× dit,
with t ∈ [1,M ], in which Q represents the embedding matrix obtained from WORD2VEC15. As shown in Figure 2,
each ICD-10 code embedding was concatenated with an UMLS knowledge embedding, such that the knowledge from
clinical practice (ICD-10 code WORD2VEC embeddings) can be combined with complementary knowledge, available
from the UMLS ontology. The concatenation of UMLS knowledge embeddings was informed by the mapping of the
ICD-10 vocabulary into UMLS concepts proved by the UMLS. We were then able to encode this combined knowledge
representation pertaining to diagnoses and their ICD-10 codes as well as UMLS concepts representing them using a
Recurrent Neural Network (RNN), implemented with bi-directional gated-recurrent units (GRUs). More specifically,
for each concatenated embedding ccit , we computed two vectors: (1)

−→
hit =

−−−→
GRU(ccit) ) for t ∈ [1,M ]; and (2)

←−
hit =

←−−−
GRU(ccit), for t ∈ [M, 1]; generating the encoding xit = [

−→
hit,
←−
hit]. Similarly, we computed the encodings of

medications ordered oit and of laboratory results lit using the same type of RNNs as we did for ICD-10 codes. These
encodings were also concatenated with corresponding UMLS embeddings. The medications and laboratory results
are mapped to UMLS concepts using MetaMap Lite16. For the concatenated encodings of medications ordered oit
with UMLS embeddings, denoted ooit, embeddings for medications were produced using again bi-directional GRUs
as: yit = [−→qit,←−qit], where −→qit =

−−−→
GRU(ooit) and

←−
hit =

←−−−
GRU(ooit). When concatenating the encodings of laboratory

results lit with UMLS embeddings, denoted llit, the bi-directional GRUs generated embeddings for laboratory results:
zit = [

−→
kit,
←−
kit], where

−→
kit =

−−−→
GRU(llit) and

←−
kit =

←−−−
GRU(llit). In addition, since not all ICD-10 codes, medications

or laboratory results contribute equally to the clinical picture of the patient, we introduce an attention mechanism, that
enables the predictive model to pay more attention to the more informative ICD-10 codes, medications and laboratory
test results. Attention mechanisms are a new trend in deep learning, loosely based on visual attention mechanisms
in humans, that have been successfully used in caption generation17 and medical predictions18, 19. In our predictive
model, illustrated in Figure 2, we used a form of hierarchical attention mechanism, inspired by the work of Yang et al.
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(2016)20. The first layer of attention learned how each of the combinations of ICD-10 codes and corresponding UMLS
embeddings, ordered medications and corresponding UMLS embeddings and laboratory test results and corresponding
UMLS embeddings contribute to the predictions and how to pay more attention to the more impactful ones. In the
case of ICD-10 code embedding, attention is learned through the following equations: uit = tanh(Wc × xit + bc);
αcit = exp (uit × ccit)/

∑
t exp (uit × ccit); ICDencod

10 =
∑
t α

c
it × xit. As illustrated in Figure 2, similar attention

mechanisms are implemented in the first attention layer for the medication and for the laboratory results encodings,
with the attention parameters αoit and αlit respectively.

A second layer of attention was also implemented, since we wanted the prediction model to also learn which form of
clinical information combined with UMLS knowledge was the most impactful in deciding for the following quarter the
COT achievement/persistence and the OUD incidence. Therefore, we learned an encoding for each quarter from the
clinical picture and therapy of the patients available from ICD-10 codes, medications ordered and laboratory results
of all hospital visits in a given quarter. The attention mechanism of the second layer uses parameters: αai1 (for ICD-10
codes encodings), αai2 (for medications ordered encodings) and αai3 (for laboratory result encodings). The results of
the second layer of the hierarchical attention mechanism feed into a GRU which feeds into a fully prediction layer,
as illustrated in Figure 2, allowing one binary classifier to decide whether COT will be achieved or persist in the next
quarter, whereas a second binary classifier decides whether the incidence of OUDs will be observed.

Results

Both an intrinsic and an extrinsic evaluation of the UMLS knowledge embeddings was performed. The intrinsic
evaluation measured the quality of the UMLS knowledge embeddings produced by the methodology presented in
this paper against other models. The extrinsic evaluation measured the impact UMLS knowledge embeddings have
on the results of a clinical prediction model. The quality of the UMLS knowledge embeddings was evaluated in
terms of plausibility and completeness. The plausibility estimation was cast as a link prediction problem that can be
seen as relation triple classification (RTC). For this purpose, we defined two plausibility functions informed by the
scoring functions used in the Discriminator: the first operating on the UMLS Metathesaurus, defined as P1 = −fD1
and the second operating on the UMLS Semantic Network, defined as P2 = −fD2 . Therefore, we measured how
well P1 can be used to predict a correct relation 〈c1, r, c2〉 encoded in the UMLS Metathesaurus, e.g. answering the
questions “Is OPIOID ABUSE a kind of DRUG ABUSE?”, or how well P2 can be used to predict a semantic relation
〈t1, sr, t2〉 encoded in the UMLS Semantic Network, e.g. answering the question “Can MENTAL OR BEHAVIORAL
DYSFUNCTION affect BEHAVIOR?”. For this purpose, we used a validation set of 100,000 UMLS Metathesaurus
triples to determine a threshold value, T1 of the plausibility function P1 above which all triples will be classified as
true (i.e. P1(cs, r, cd) ≥ T1) and below which all triples will be classified as false. Similarly, we relied on a validation
set of 600 Semantic Network triples and the plausibility function P2 to determine a threshold value T2 above which all
semantic relations are true. To evaluate the results of RTC, we relied on a set ΦM of 100,000 triples from the UMLS
Metahesaurus held out from training and create a corrupted, false, version of each triple by randomly replacing either
the source or destination concept. We then classified each of these 200,000 triples from the entire test set ΦTM as true
if their plausibility value P1 ≥ T1 and false otherwise. Similarly, we used a ΦSN of 600 semantic relations extracted
from the UMLS Semantic Network held out from training and we created an additional 600 semantic relations obtained
by corrupting each triple by randomly replacing either the source or destination concept, obtaining a test set ΦTSN of
1200 semantic relations. Whenever the classification of these semantic relations had a plausibility P2 ≥ T2 the
semantic relations was deemed correct. The results of the RTC were evaluated in terms of Precision, denoted as RTC-
P, and Recall, denoted as RTC-R. The plausibility of the model for learning knowledge embeddings was quantified by
RTC-P, whereas the completeness was quantified by RTC-R.

RTC-P for the UMLS Metathesaurus was defined by the number of correctly classified positive triples normalized by
the size of the test set ΦTM (200,000). When measuring RTC-P on the UMLS Semantic Network, we normalized the
number of correctly predicted semantic relations by the size of the test set ΦTSN (1200). The evaluation of RTC-R
on the UMLS Metathesaurus measured the number of true relations that were predicted by the model out of all the
true relations from the test set, i.e. ΦM (100,000). Similarly, RTC-R evaluated on the UMLS Semantic Network
counted the number of true semantic relations predicted out of all the true semantic relations from the test set, i.e.
ΦSN (600). We experimented with several methods for learning knowledge embeddings, and list their results in
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UMLS Metathesaurus UMLS Semantic Network

Model RTC-P RTC-R PPA H@10 MRR RTC-P RTC-R PPA H@10 MRR

TRANSE 0.7712 0.6479 0.9340 0.2161 0.1400 – – – – –
TRANSD 0.9080 0.8895 0.9734 0.2780 0.1674 – – – – –
TRANSE SN 0.8649 0.8019 0.9746 0.2240 0.1425 0.5105 0.7790 0.9150 0.7125 0.4882
TRANSD SN 0.9188 0.8915 0.9729 0.2775 0.1670 0.6840 0.8771 0.9017 0.7300 0.4680
GAN (TRANSE SN+DISTMULT) 0.8959 0.8424 0.9833 0.2727 0.1650 0.6109 0.7898 0.9367 0.7883 0.5373
GAN (TRANSD SN+DISTMULT) 0.9311 0.9130 0.9803 0.3164 0.1886 0.8419 0.8546 0.9200 0.7867 0.5236

Table 2: Plausibility and completeness of the UMLS knowledge embeddings. SN indicates the incorporation of the
Semantic Networkin the embeddings, which otherwise were learned only from the Metathesaurus.

Table 2. It can be noted that the plausibility and completeness obtained by the GAN-based model, presented in this
paper, consistently obtained the best results. We evaluated the performance of six knowledge embedding models
using (a) the scoring functions (TRANSE and TRANSD), (b) incorporating information from the UMLS Semantic
Network, and (c) the generative (GAN) adversarial learning framework. The TRANSE and TRANSD models were
trained using only the Metathesaurus loss function, LM shown in equation 1. The TRANSE SN and TRANSD SN
models incorporated the Semantic Network by using both LM and the Semantic Network loss function, LS shown in
equation 2. The GAN (TRANSE SN+DISTMULT) and GAN (TRANSD SN+DISTMULT) are trained with the full
adversarial framework described in the Methods section, using the TRANSE and TRANSD scoring functions in their
discriminators, respectively. Both GAN models use the DistMult scoring function for both their Metathesaurus (G1)
and Semantic Network (G2) generators. Each model was trained for 13 epochs using 9,169,311 Metathesaurus triples
between 1,726,364 concepts spanning 388 relation types. The results for the Metathesaurus evaluations were obtained
using the entire Semantic Network (6217 triples between 180 semantic types spanning 49 relation types), however to
evaluate the Semantic Network knowledge embeddings, we reserved a test set of 600 triples, training on 5,617. We
selected the dimension of the embedding spaceN = 50 from [25, 50, 100, 200] and the margin parameters γ1, γ2 = 0.1
from [0.1, 1.0, 5.0] using grid search on a validation set of 10% of the training relation triples. All models are optimized
using Adam21 with default parameters. TRANSE and TRANSD models are learned with the usual constraint that the
L2-norm of each embedding is ≤ 1 and the DISTMULT models use L2 regularization. Table 2 shows that the GAN-
based models outperform the non-adversarially learned models in each evaluation for the Metathesaurus and Semantic
Network, demonstrating their effectiveness.

Table 2 also list three additional evaluations metrics for quantifying the plausibility of knowledge embeddings learned
from UMLS: (1) Pairwise Plausibility Accuracy (PPA); (2) Hits at 10 (H10) and (3) Mean Reciprocal Rank (MRR).
Given a test triple φM ∈ ΦM (or φSN ∈ ΦSN ) and its corrupted version, z, created by randomly replacing either the
source or destination argument with a random UMLS concept (or random UMLS semantic type), PPA measures the
percentage of triples having the plausibility higher than plausibility of their corrupted triple. PPA demonstrates how
well the knowledge embedding model can differentiate between a correct, φ, and an incorrect triple, z, even if the
model had never encountered φ. In addition, the scoring functions fD1 and fD2 can be used to rank the triplets from the
test sets ΦTM and ΦTSN . For each triple φ in either test set, we created a set of candidate triples obtained by replacing
the source argument and replacing it with every concept (or semantic type) from UMLS which was not seen in any
training, development or test set (or selected before). This set of candidate triples is combined with φ to produce the
set, ΦR. The scoring function fD1 (or fD2 respectively) was used to rank the triples from ΦR. We repeat this process
for the destination argument, resulting in two rankings for each test triple. The rankings obtained in this way could
be evaluated by metrics used in Information Retrieval: Hits at 10 (H@10) and Mean Reciprocal Rank (MRR). H@10
measures the percentage of test-set rankings where the specific test triple φ occurs in the top 10 highest ranked triples.
MRR measures how high the correct triple, φ, is ranked. MRR = 1

2|Φ|
∑2|Φ|
i=1

1
ranki

where ranki refers to the rank
of the triple φ in the ith ranking and there are 2|Φ| total rankings (2 for each test triple φ ∈ Φ), with Φ being either
ΦM or ΦSN . The results listed in Table 2 indicate that the TRANSD models outperform the TRANSE models on the
Metathesaurus evaluations (by 16% on H@10 and 14.3% on MRR), however TRANSE outperforms TRANSD on the
Semantic Network evaluations, albeit by a lesser margin (1.8% on H@10 and 2.5% on MRR).

The impact of the UMLS knowledge embeddings on clinical prediction of the incidence of Opioid Use Disorders
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(OUD) after onset of opioid therapy and Chronic Opioid Therapy (COT) achievement and persistance was evaluated
using a deep learning method using a Hierarchical Attention network (HAN). We trained two models, HANUMLS ,

OUD COT

HANUMLS HAN HANUMLS HAN

F1 Score 0.843 0.774 0.778 0.776
Sensitivity 0.749 0.629 0.850 0.773
Specificity 0.963 0.981 0.717 0.792
DOR 77.86 72.99 14.30 12.99
AUROC 0.856 0.784 0.783 0.778

Table 3: The impact of UMLS knowledge embeddings
on the prediction of incidence of Opioid Use Disor-
der (OUD) and the achievement/persistence of Chronic
Opioid Therapy (COT). HANUMLS incorporates UMLS
knowledge embeddings whereas HAN does not.

configured as described in the Methods section, and HAN,
a baseline model that does not make use of the UMLS
knowledge embeddings. HANUMLS uses the UMLS em-
beddings while HAN skips the concatenation step, using
only the embeddings learned using word2vec. Both mod-
els are evaluated using F1 score, sensitivity, specificity,
Diagnostic Odds Ratio (DOR) and Area Under the Re-
ceiver Operating Characteristic curve (AUROC). The re-
sults, presented in Table 3, show that incorporating onto-
logical knowledge in the form of UMLS knowledge em-
beddings improved performance when predicting Opioid
Use Disorder while maintaining performance on Chronic
Opioid Therapy achievement/persistence without major
changes to the model.

Discussion

This work demonstrates that adversarial learning of UMLS knowledge embeddings is an effective strategy for learn-
ing useful embeddings representing medical concepts, relations between them, semantic types and semantic relations.
The learned knowledge embeddings exhibit interesting properties. For example, the 5 nearest neighbors of the UMLS
concept ‘Malignant neoplasm of the lung’ (C0242379) are all different kinds of malignant neoplasm, including neo-
plasms of the skin (C0007114), brain (C0006118), pancreas (C0017689), bone (C0279530), and trachea (C0153489),
each having the semantic type Neoplastic Process (T191). Likewise, the 10 nearest neighbors of the medical concept
‘Heroin Dependence’ are all Mental or Behavioral Dysfunctions (T048) indicating different drug abuse/dependency
problems and the 10 nearest neighbors of ‘Quantitative Morphine Measurement’ (C0202428) are all Laboratory Pro-
cedures (T059) testing for some kind of opioid. The model does, however, struggle with concepts that have low
connectivity in the knowledge graph (e.g. the 10 nearest neighbors of the concept ‘Stearic monoethanolamide’, which
only appeared in 3 relation triples, are largely unrelated due to the low degree of that concept in the Metathesaurus
graph). Moreover, we are currently unable to derive knowledge embeddings for concepts which do not participate
in any relations. In future work, we plan to investigate methods capable of producing better representations for such
isolated concepts.

The results also show that the UMLS knowledge embeddings improve the prediction of incidence of Opioid Use
Disorder after onset of opioid therapy and Chronic Opioid Therapy achievement and persistence, out-of-the-box, by
simply concatenating the UMLS knowledge embeddings with the traditional, WORD2VEC-style embeddings typically
used in deep learning systems. We analyzed the attention weights assigned to each medical concept and to each class
of concepts (i.e. ICD-10 codes, medications, and lab results) in the test set for both the HANUMLS and HAN models
to determine the impact of the knowledge embeddings on the model. Interestingly, including the UMLS knowledge
embeddings in the HANUMLS model caused the model to pay more attention to diagnoses (attention weight of 0.617
vs 0.4942) and less attention to medications (0.2706 vs 0.4762) on average indicating that the inclusion of the UMLS
knowledge embeddings made the diagnoses more informative for prediction than the medications. Moreover, the
diagnosis with the highest average attention weight in the HANUMLS model is ‘Chronic pain syndrome’ (C1298685)
with an average attention weight of 0.5750 while in the HAN model, the diagnosis with the highest weight of 0.8092
was ‘Predominant Disturbance of Emotions’. In future work, we plan to investigate the impact of the knowledge
embeddings on other predictive modeling tasks and investigate more sophisticated ways of including the embeddings
in deep learning models.

Conclusion

In this paper we have presented a method for producing UMLS embeddings based on a generative adversarial network
(GAN). These embeddings, which we make publicly available, can be used in a multitude of deep learning meth-
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ods to benefit from the knowledge encoded in UMLS. We showcase how we have used the embeddings to improve
performance in a clinical prediction model.
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Abstract 
 
Exposure to pollutants impacts health and has been associated with a range of diseases, including respiratory and 
heart diseases, as well as all-cause mortality. Because taking exposure measures for individual studies is costly and 
impractical, most rely on data from sources such as the Environmental Protection Agency (EPA), which provides a 
wealth of publicly available pollution measures taken at over two thousand monitoring sites across the United 
States. While EPA data is readily available, estimating pollution exposure at a given latitude-longitude location 
remains computationally intensive. We developed Pollution-Associated Risk Geospatial Analysis SITE 
(PARGASITE), an online web-application and R package, that can be used to estimate levels of pollutants in the 
U.S. for 2005 through 2017 at user-defined geographic locations and time ranges. We demonstrate how 
PARGASITE can facilitate the study of associations between exposures and health outcomes using as an example an 
analysis of asthma risk factors among adults.  
 
Introduction  
 
Exposure to air pollution, a mixture of many chemicals emitted by human activity and natural events, leads to 
various health effects1. Major pollutants, including particulate matter with diameter < 2.5 µm (PM2.5), ozone, 
nitrogen dioxide (NO2), sulfur dioxide (SO2) and carbon monoxide (CO), are monitored by regulatory agencies such 
as the United States Environmental Protection Agency (EPA) to reduce their impact on human health2. Despite 
efforts to reduce pollutants, they continue to be associated with disease. Increased levels of PM2.5 and ozone, even at 
levels below the national air quality standard, were associated with increased all-cause mortality3, 4. Air pollution has 
been associated with increased morbidity5-8 and death9 among those with respiratory and cardiac conditions. Long-
term exposure to PM2.5, ozone, NO2, SO2 and CO has been associated with increased risk of acute respiratory 
distress syndrome (ARDS)8. Exposure during infancy to NO2 was associated with increased risk of development of 
childhood asthma in Latinos and African Americans10, and early-life particulate exposures were associated with 
reduced lung function11. Exposure to PM2.5 has been associated with asthma among children in Medicaid12 and 
exposure to PM2.5 during the third trimester of pregnancy has been associated with elevated blood pressure in 
children13 and with infant mortality in Sub-Saharan Africa14.  
 
Ongoing studies continue to identify critical links between exposure to pollution and health outcomes and provide 
evidence that is used to set national and global air quality standards2, 15. While there is a wealth of data captured by 
over two thousand EPA monitoring sites, estimating air pollution exposure at a given latitude-longitude location 
remains computationally intensive, as estimates have to be imputed at locations not directly associated with a 
monitor. An accessible application from which such pre-computed values can be extracted does not exist; individual 
studies have therefore obtained their own geocoded pollution estimates3, 4, 6, 8, 10, 11, 16, 17, a task that is time-consuming 
and often redundant. In this paper, we describe Pollution-Associated Risk Geospatial Analysis SITE (PARGASITE), 
an online web-application and R package we developed to facilitate inclusion of pollution measures in health 
studies. As a proof of concept, we used these tools to extend an analysis of asthma risk factors among adults based 
on data from the Behavioral Risk Factor Surveillance Survey (BRFSS) to include EPA air pollution measures18, 19. 
 
Methods 
 
Environmental data. Summary files containing measures for PM2.5, ozone, NO2, SO2 and CO from each available 
EPA monitor were downloaded from the EPA website for years 2005-201720. Annual and daily summary files were 
used to compute annual and monthly estimates, respectively, for each measure expressed as the arithmetic mean for 
a given pollutant at a given site. For sites with multiple entries, an average of all values was taken. 24-hour averages 
were used for PM2.5, 8-hour averages for ozone, and 1-hour averages for NO2, SO2 and CO.  
 
Interpolation. A raster layer covering the contiguous U.S. (extent: 67.01 - 124.68 ° W and 25.13 – 49.38° N) was 
created with a 10km x 10km grid using the R raster package21, 22. An inverse-distance-squared weighted average of 
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the five nearest monitoring stations was computed to estimate pollutant-specific exposure at a given location using 
the R gstat package23, 24.  
 
BRFSS data and analysis. Asthma status and socio-demographic characteristic data (i.e., age, sex, race/ethnicity, 
body mass index (BMI), education, income and smoking history) corresponding to the Behavioral Risk Factor 
Surveillance Survey (BRFSS) for years 2007-2012 was obtained as described in detail previously18. Asthma cases 
were defined as those who answered affirmatively that they currently had asthma and controls were respondents 
who reported never having asthma. Because the most specific geographic identifier for BRFSS subjects was county 
of residence, we obtained pollution estimates for each U.S. county for a given year by taking the average of all raster 
points that fell within that county. Subjects who did not reside within the contiguous U.S., and thus for whom 
pollution exposure estimates could not be obtained, were excluded from the analysis. A logistic regression model 
with pollution exposure and socio-demographic characteristics as independent variables was fit to predict asthma 
status using the R Survey package25. 
 
PARGASITE design. The R Shiny package, which enables creation of web applications that users can easily engage 
without needing a background in programming26, was used to create PARGASITE. The app code was saved on a 
DigitalOcean droplet containing a Shiny server that uses various R packages, including Leaflet to display an 
interactive map26, 27 and raster files are hosted by Amazon Web Services. The web-based application is displayed at 
http://www.pargasite.org and the full code used to generate raster files, the app and related R pargasite package are 
available at https://github.com/HimesGroup/pargasite. 
 
Results 
 
Web-based application. Users can display raster layers by year and pollutant, as well as obtain estimates 
corresponding to a given location clicked on the map (Figure 1). Additionally, users can upload a comma-separated-
value (csv) file with Longitude and Latitude columns, and subsequently, download a csv file that contains 
corresponding pollution estimates for a user-specified time period. 
 

 
Figure 1. Screenshot of http://www.pargasite.org.  
 
PARGASITE R package. The pargasite R package was developed as a tool for researchers to link subject or patient 
data to pollution measures using our pre-calculated estimates while using local servers, rather than having to upload 
geographic coordinates via the internet. Because geographic coordinates may be protected health information, this 
option is preferable in some situations. Similar to the online app, the R pargasite package allows a user to obtain an 
estimate for a given location, pollutant, and unit of time (month or year between January 2005 and December 2017), 
as well as apply this functionality to an entire dataset of geographic coordinates. In addition to addressing data 

554



transfer security concerns, use of the R package has improved speed compared to the web-based application when 
pollution estimates for a large number of geographic coordinates are sought. 
 
U.S. EPA Pollution measures. Raster layers were obtained for each pollutant (i.e., PM2.5, ozone, NO2, SO2 and CO) 
for all months and years between 2005 and 2017. Visualizing these layers in PARGASITE provides users with 
information regarding pollution trends in the U.S. Levels of all five pollutants have generally decreased between 
2005 and 2017. For example, average PM2.5 in 2005 was 10.13 µg/m3, while in 2017 it was 7.51 (Figure 2). In terms 
of geographic distribution, 2017 PM2.5 levels were generally highest in the Northwest and in California compared to 
other U.S. regions.  
 

 
Figure 2. PM2.5 raster layers in PARGASITE show geographic variability in the U.S. and overall decrease between 
2005 and 2017 
 
Displays of annual data from the 2017 raster files for Ozone, SO2, CO and NO2 also show striking variability across 
the U.S. (Figure 3). For example, ozone levels were highest in the West and Southwest. Variation over time of these 
pollutants has also decreased overall between 2005 and 2017: Ozone decreased from 46.52 parts per billion (ppb) in 
2005 to 42.56 ppb in 2017, while NO2 decreased from 21.29 ppb to 15.77 ppb, SO2 from 8.16 ppb to 3.57 ppb, and 
CO from 498.68 ppb to 263.15 ppb. As expected, a warm season ozone effect was observed; based on data from 
2017, April through September had a mean ozone level of 36.0 ppb compared to 28.9 ppb for the rest of the year4. 
 
Inclusion of pollution data with BRFSS variables to identify factors associated with asthma. Weighted asthma 
prevalence for the years 2007-2012 among 965,114 BRFSS subjects with complete data was 8.4%. Respondents 
came from 398 U.S. counties, with weighted asthma prevalence ranging from 3.2% in Flagler, Florida to 15.9% in 
Calvert, Maryland. Mean and standard deviation of pollution estimates for counties within the contiguous U.S. for 
years 2007-2012 are shown in Table 1. Pearson correlation coefficients between pollutants were less than or equal to 
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0.4, supporting their use as independent variables. SO2 varied most by county and was skewed left, while CO, NO2, 
PM2.5 and ozone varied less by county and were normally distributed. Variability of each pollutant across U.S. 
counties can be observed in the choropleth maps shaded by normalized county mean provided in Figure 4. 
 

 
Figure 3. 2017 raster layers for Ozone, SO2, CO and NO2 in PARGASITE 
 
In an adjusted model that included all pollution variables as well as socio-demographic variables shown in Table 2, 
PM2.5 was negatively associated with asthma prevalence, while NO2 and SO2 were positively associated, and ozone 
and CO had no effect. For example, an increase of 5.91 ppb of NO2 (one standard deviation) was associated with a 
1.03 times increase in asthma prevalence. An increase of 11.82 ppb (5.91 x 2) was associated with a 1.06 (1.032) 
times increase in asthma prevalence.  
 
Table 1. Summary of U.S. county pollution data used in BRFSS analysis.  

Pollutant Units Mean (SD) 
PM2.5 Micrograms/cubic meter 9.78 (2.14) 
Ozone Parts per billion 44.63 (4.86) 
NO2 Parts per billion 17.73 (5.91) 
SO2 Parts per billion 6.49 (4.86) 
CO Parts per billion 333.46 (116.18) 

 
Discussion 

 
The EPA sets National Ambient Air Quality Standards for pollutants considered harmful to public health and the 
environment in accordance with the Clean Air Act28. Primary standards are set to protect those who are more 
sensitive to air pollution, such as persons with asthma, children and the elderly. As examples, the annual mean of 
PM2.5 averaged over 3 years should not exceed 12 µg/m3 and the 99th percentile of 1-hour daily maximum 
concentrations of SO2 averaged over 3 years should not exceed 75 ppb. Our data showed that only 3.7% of the 
10x10 km2 estimates exceeded the annual PM2.5 standard in 2017 while 31.0% had in 2005. A future iteration of 
PARGASITE can expand to include values that correspond directly to the EPA national air quality standards; for 
example, estimates can be made based on the 99th percentile SO2 measurement in addition to the mean measurement.  
 
Overall downtrends of all pollutants captured in PARGASITE are consistent with those reported by the EPA29. The 
geographic and temporal changes in ozone pollution we observed were consistent with increased oil and gas 
extraction in the Southwest and a cleanup of power plants in the Eastern U.S. described in the 2017 State of the Air 
Report published by the American Lung Association30. The significant downtrend over time in PM2.5 was consistent 
with a reduction in emissions from coal-fired power plants and a cleanup of diesel engines, while persistently high 
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levels in Western U.S. states were consistent with the occurrence of wildfires. As expected, we observed a warm 
season ozone effect; this effect occurs because sunlight catalyzes the conversion of gases like nitric oxides, 
hydrocarbons and carbon monoxide to ozone30.  
 

 
Figure 4. 2007-2012 normalized pollution estimates by county. Legend scale corresponds to number of standard 
deviations above or below the mean for each pollutant calculated using all available 2007-2012 measures. 
 
The inverse-distance-weighting approach employed for spatial interpolation in PARGASITE is one of several 
available methods. Although many previous health-by-air pollution studies have used inverse-distance-weighting to 
obtain pollution estimates10, 11, 16, 17, other established approaches worth mentioning are spline interpolation and 
kriging. Spline interpolation is another deterministic method that minimizes overall surface curvature and is thus 
preferred when a smooth surface is desired. Kriging is a more complex method that considers autocorrelation among 
points, enabling measures of uncertainty to be obtained. Successful fitting of a variogram necessary for kriging can 
be difficult to fit for air monitoring data31. Estimations from kriging and inverse distance weighting have been 
shown to converge in regions where monitors are sparse, but diverge where monitors are denser31. Thus, rasters 
obtained via kriging are of particular value for studies of smaller geographic regions where many monitoring sites 
are located and have a wide distribution of values31. Future versions of PARGASITE will include rasters obtained 
via spline interpolation and kriging, allowing users to explore differences in interpolated pollution measures 
obtained via different approaches.   
 
The pollution estimates provided by PARGASITE can be used for various epidemiological and informatics studies. 
For epidemiologic studies, the approach we followed with BRFSS data shows how pollution measures can be 
readily added to existing datasets with geographic information. While the associations we measured between NO2 
and SO2 exposure with adult asthma prevalence are consistent with previous findings32, 33, further work that more 
carefully considers the time frame of exposure (e.g., seasonality) and limitations of using area estimates to assign 
exposures to individuals are necessary to validate these relationships. In cases such as the BRFSS analysis outlined 
here, pollution estimates were calculated by averaging all raster points within the smallest region available. When 
possible, using a relevant geographic coordinate per person will provide the most specific estimates, rather than a 
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county, zip-code, or census tract. For informatics studies, pollution measures from PARGASITE can be 
incorporated into electronic health record (EHR)-derived data to better understand local health trends, or eventually, 
incorporated into provider- or patient-facing applications to improve personalized risk assessment34,35. Because 
EHRs do not capture detailed environmental information required for proper characterization of individual-level risk 
factors, approaches to include such data are valuable. More broadly, incorporating pollution measures is helpful for 
efforts in precision medicine, including conducting gene-by-environment studies10, where considering 
environmental exposures is an essential part of understanding which interventions and treatments work for particular 
individuals36.  
 
The large-scale pollution measures considered here have been linked to various health outcomes, but it is worth 
noting that various smaller-scale measures are also important37-39. For example, exposure to cigarette smoke, smoke 
from wood-burning stoves, and various indoor pollutants found in homes and places of work also influence health 
outcomes37-39. Our extended analysis of BRFSS data to include EPA pollution measures is thus unable to account for 
the full range of environmental factors that influence persons with asthma. Nonetheless, efforts to understand the 
impact of large-scale pollution measures are helpful to identify associations and inform policy. Advances in health 
information and sensor technologies have resulted in the production of portable sensors designed to measure 
personal environmental exposures cheaply and conveniently40-43. As some of these sensors become increasingly 
accurate devices to measure pollution, and their ability and utility to capture increasingly finer-scaled geographic 
differences in pollution is validated, smaller-scale measures of pollution should also be included in studies that seek 
to understand relationships between exposures and disease outcomes. Ultimately, capturing small-scale measures 
along with those that are broadly distributed geographically will yield the greatest insights into the relationship 
between exposures and health.  
 
In ongoing work, we are improving PARGASITE by including daily EPA measures, which will improve the 
capacity to link pollution exposure to short-term events (e.g., disease exacerbations). In addition to considering 
individual pollution variables, we will also provide combined measures such as the EPA’s Air Quality Index Score, 
as individual pollution variables are often related and interact with each other. For example, particulate matter 
impacts health differently based on climatological conditions and the presence of other pollutants, such as ozone. 
While PARGASITE currently relies on data from EPA monitoring sites, future versions will include data on 
vegetation, elevation, humidity, temperature, wind patterns and information collected by satellite imaging 
technologies44, all of which provide additional indications for air quality. 
 
 
Table 2. Variables associated with asthma among BRFSS respondents. For each variable, OR (95% CI) are shown. 
N = 965,114. 

  Unadjusted ORs (CI) Adjusted ORs (CI) 
Age 
 10 years 0.98 (0.97, 0.99)** 0.95 (0.94, 0.96)** 
Sex 
 Male Reference Reference 

Female 1.80 (1.74, 1.85)** 1.81 (1.75, 1.87)** 
Race 
 White Reference Reference 

Black 1.18 (1.13, 1.24)** 0.96 (0.92, 1.00) 
American Indian/Alaskan 
Native 

1.66 (1.43, 1.92)** 1.43 (1.23, 1.67)** 

Asian/Pacific Islander 0.58 (0.52, 0.65)** 0.66 (0.59, 0.74)** 
Hispanic 0.72 (0.68, 0.76)** 0.64 (0.61, 0.68)** 

Education Level 
 Less than high school 0.76 (0.69, 0.84)** 0.69 (0.63, 0.77)** 

High school 1.07 (1.04, 1.10)** 0.88 (0.85, 0.91)** 
Some college or more Reference Reference 

Yearly Household Income (USD) 
 < $25,000 1.60 (1.54, 1.66)** 1.58 (1.52, 1.65)** 

$25,000-$75,000 1.14 (1.10, 1.18)** 1.09 (1.05, 1.13)** 
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≥ $75,000 Reference Reference 
Body Mass Index 
 Not overweight or obese Reference Reference 

Overweight 1.07 (1.03, 1.11)** 1.23 (1.18, 1.27)** 
Class 1 obese 1.44 (1.38, 1.51)** 1.58 (1.52, 1.66)** 
Class 2 obese 2.11 (2.00, 2.23)** 2.19 (2.07, 2.31)** 
Class 3 obese 3.30 (3.11, 3.50)** 3.11 (2.92, 3.31)** 

Smoking status 
 Never smoked Reference Reference 

Former smoker 1.17 (1.13, 1.21)** 1.23 (1.19, 1.27)** 
Current smoker 1.32 (1.27, 1.37)** 1.29 (1.24, 1.34)** 

PM2.5 
 Normalized 0.99 (0.97, 1.00) 0.95 (0.93, 0.96)** 
Ozone 
 Normalized 1.03 (1.01, 1.04)** 1.01 (1.00, 1.02) 
NO2 
 Normalized 1.00 (0.99, 1.01) 1.03 (1.02, 1.04)** 
SO2 
 Normalized 1.06 (1.04, 1.07)** 1.03 (1.01, 1.05)** 
CO 
 Normalized 1.00 (0.98, 1.01) 1.00 (0.98, 1.01) 

        * < 0.05; ** < 0.001 
 
Conclusion 

We created PARGASITE, an online web-application and an R package that facilitate inclusion of pollution 
measures in health studies. The web application has an intuitive, user-friendly interface that requires no 
programming background for its use, while the R package allows users with some programming experience to 
obtain pollution measures on local servers. We demonstrated the utility of PARGASITE by extending an analysis of 
asthma risk factors among adults based on data from BRFSS to include EPA air pollution measures. 
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Abstract

Total joint replacement (TJR) is one of the most commonly performed, fast-growing elective surgical procedures in
the United States. Given its huge volume and cost variation, it has been regarded as one of the top opportunities
to reduce health care cost by the industry. Identifying patients with a high chance of undergoing TJR surgery and
engaging them for shopping is the key to success for plan sponsors. In this paper, we experimented with different
machine learning algorithms and developed a novel deep learning approach to predict TJR surgery based on a large
commercial claims dataset. Our results demonstrated that the performance of the gated recurrent neural network is
better than other methods regardless of data representation methods (multi-hot encoding or embedding). Additional
pooling mechanism can further improve the performance of deep learning models for our case.

Introduction and Background

Total joint replacement (TJR) is one of the most commonly performed, elective surgical procedures in the United
States, with over 1 million total hip and total knee replacement procedures performed each year1. The volume of pri-
mary and revision TJR procedures have risen continuously in recent decades. By 2030, primary total hip replacement
(THR) is projected to grow 171% and primary total knee replacement (TKR) is projected to grow by up to 1 89%, for
a projected 635,000 and 1.28 million procedures, respectively2.

Given its volume and growth rate, the total cost of TJR has been scrutinized for opportunities to improve the margin of
providers or reduce the healthcare burden of payers. One important finding is that there is a significant cost variation
of TJR procedures. Based on a report published by Health Care Cost Institute (HCCI) in 20163, inpatient facility
service of TJR is a top shoppable service in the United States for employer-sponsored insurance (ESI) population with
age younger than 65, which accounts for 1.3% of total ESI spending in 2011. Another report published by BlueCross
BlueShield (BCBSA) and Blue Health Intelligence (BHI) in 2015 showed that identical TJR procedures can quadruple
in cost depending on which hospital is selected within a market. A more recent study4 showed that the average cost
of care for total knee arthroplasty across the hospitals varied by a factor of about 2 to 1, despite having similar patient
demographics and readmission and complication rates.

Based on those findings, various cost transparency tools have been developed to enable patients (consumers) to con-
sume value through shopping, chosen the lower-priced higher-quality providers. Employers usually offer those tools
to their employees through third parties or carriers for free. To maximize the return of investment on such tools, it
is crucial to identify those who might benefit from such tools (e.g. people who need TJR surgery in the future) and
engage them in time.

In view of this, we proposed to leverage claims data to identify the patients who might need a TJR surgery in the future.
Compared with clinical data, the claims data are easy to obtain and deploy in large scale, especially for non-clinical
settings. However, the claims data are usually noisy, high-dimensional, sparse, incomplete, and heterogeneous5–10. To
tackle such challenges, researchers have been applying deep neural networks models such as Convolutional Neural
Networks (CNN)7, 8, 11, 12 and Recurrent Neural Networks (RNN)5, 6, 9–11, 13–19 to predict the events.

*Corresponding author: yugang.jia@fmr.com
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In this paper, we investigated the performance of various CNN and RNN algorithms to predict TJR on a large scale
commercial claim dataset. More specifically, we are interested in the following aspects:

• Compared with baseline algorithms (LASSO and random forest), how much performance gain can we achieve
by using the complex deep learning approach? The baseline algorithms aggregate the medical events along the
time dimension hence losing the temporal and contextual information, while the deep learning based approach
should be able to capture more complex structure of data at the expense of computational complexity.

• Which deep learning model is better for elective surgery prediction? It is well known that the RNN algorithm
can do a better job in capturing longtime dependency than that of CNN algorithm. However, the results from
the literature were data dependent20.

• How will data representation methods impact the performance of the deep learning model? We implemented
two data representation methods in this paper: multi-hot coding and embedding. Previous studies have shown
mixed results for acute cases and we want to investigate its role for elective surgery5, 6, 14.

• Will the hidden state information help our prediction task? In traditional RNN algorithm, only the last hidden
state information will be used for prediction. Given that TJR is an elective procedure, it is possible that the pa-
tient may delay the procedure even if he has met the criteria. From this perspective, we believed the intermediate
state information could also be useful.

Data Description

Data are extracted from MarketScan† commercial claims and encounters database. It covers employees and their
dependents with age less than 65 years old. The cohort is defined as follows:

• Fully enrolled in years 2014, 2015, and 2016.

• Diagnosed with Rheumatoid Arthritis/ Osteoarthritis based on CMS-CCW Chronic Condition Algorithms‡.

• No TJR surgery§ in 2014 and 2015.

• Age over 45 in 2014.

The cohort of 540,000 patients are selected with around 3.5% positive cases (have a TJR surgery in 2016). The basic
statistics of the dataset are listed in Table 1.

year 2014 2015

# patients with records 535,499 537,205
# days with events 18,300,352 19,863,997
# medical codes 134,071,176 146,802,340

Avg. days with events per patient 34 37
Avg. codes per patient 250 273

Table 1: Basic statistics of the TJR dataset by year.

The following data elements from MarketScan database are selected as features for modeling purpose:

• Demographic variables: Age and gender. For deep learning models, the Demographic variables are concate-
nated with other variables in the last layer.

†©2017 Truven Health Analytics LLC, All rights reserved
‡https://www.ccwdata.org/documents/10280/19139608/ccw-cond-algo-arthritis.pdf
§TJR surgery is identified by DRG = 269 or DRG=270
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• Diagnosis codes: 283 distinct CCS diagnosis codes¶, mapped from both ICD-9-CM|| and ICD-10-CM** codes
in the MarketScan database.

• Procedure codes: 240 CCS procedure codes††, mapped from both ICD-10-PCS codes‡‡, Current Procedural
Terminology (CPT) and Healthcare Common Procedure Coding System (HCPCS) in the database.

• Therapeutic classes: 222 therapeutic classes which are derived from drug information by data vendor.

• Revenue codes: 651 standard revenue codes defined by the Health Care Finance Administration (HCFA).

• Place of service: 45 codes, such as pharmacy, home, ambulance, hospital, or other facilities.

• Provider types. 131 provider types such as birthing center, radiology, or dentist.

• Service sub-category codes: 498 sub-service types such as mammograms, MRIs, or PET Scans etc.

Data Representation

Three data representation methods are used in this paper. An aggregated occurrence vector is applied on the con-
ventional machine learning models; For the deep neural networks, the simple multi-hot encoding and medical feature
embedding are explored.

• Aggregated occurrence vector. we create a binary vector for each patient with length equals to the number of
unique codes for each year. If a code appears in that year, the corresponding elements in that vector will be set
as 1 for this patient. The final feature vector for each patient is the concatenation of binary vectors for all years
in the observation window.

• Multi-hot encoding. Every patient record is formed as a temporary-code binary matrix. The (i, j)th element of
the matrix is 1 if i-th code appeared on the j-th day for a specific patient. The detailed explanation can be found
in the works of Cheng et al.7 and Che et al.8.

• Embedding. To reduce the dimension of the feature matrix, we use Skip-gram method for code embedding21, 22.
More specifically, we use a sliding time window of 14 days to collect unique codes and reshuffle it as a ‘sen-
tence’. Detailed explanation is described by Choi et al.23 and Farhan et al.24. The output embedding dimension
is set to 100.

Implemented Models and Experimental Details

The script language used for the experiments is Python. The medical feature embedding is trained with Gensim. The
neural network models are implemented in Keras and Tensorflow. For each implemented method, the result is provided
by the mean and standard deviation of a 5-fold cross validation.

Implementation of LASSO and random forest

The alpha of LASSO is set to 0.001 after performing a grid search.

The detailed parameter for RF is as follows: the number of trees is 100; the maximum depth of the tree is 100; the
minimum number of samples required to split an internal node is 10; the minimum number of samples required to be
at a leaf node is 10; the number of features to consider when looking for the best split is set to the square root of the
number of total features.

¶clinical classification software (CCS) provided by ARHQ https://www.hcup-us.ahrq.gov/toolssoftware/ccs/ccs.jsp
||International Classification of Disease Ninth Revision, Clinical Modification (ICD-9-CM)

**International Classification of Disease Tenth Revision, Clinical Modification (ICD-10-CM)
††clinical classification software (CCS) provided by ARHQ https://www.hcup-us.ahrq.gov/toolssoftware/ccs10/ccs10.jsp
‡‡International Classification of Disease Tenth Revision, Procedure Coding System (ICD-10-PCS)
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Implementation of CNN

The CNN model we use is similar to the work of Cheng et al.7. The network have 4 layers: The size of the input
layer is the same as the number of features (codes); the second layer is a one dimensional convolutional layer, where
convolutions of different sizes slide along the time axis and obtain features; the third layer performs dropout, pooling,
and normalization operations, in order to fasten the computation and control over-fitting; the last layer is a fully
connected output layer with a logistic regression to make the prediction. After tuning, we use 3 type of filters with
filter length equals 3, 4 and 5 and set the number of filters to 100. We use ‘adam’ as the optimizer and the learning
rate is set to 0.001. The batch size is set as 250.

Implementation of RNN

Figure 1: The RNN architecture and pooling operations.
We selected the gated recurrent unit (GRU) to implement the RNN for simplicity. As shown in Figure 1, given an
input sequence xt and the last hidden state ht−1 at each time step, GRU updates the hidden states ht. GRU cell is built
with sophisticated gating mechanism. It contains a reset gate rt and an update gate zt. The computations inside the
solid line box of Figure 1 are as follows:

zt = σ(Uzxt +Wzht−1 + bz)

rt = σ(Urxt +Wrht−1 + br)

h̃t = tanh(Uhxt + rt �Whht−1 + bh)

ht = zt � ht−1 + (1− zt)� h̃t

where σ() denotes the sigmoid function and � is the operator for Hadamard product (i.e. element-wise multiplication);
At each time step, the visit information xt and hidden state of the last time step ht−1 are the inputs; three sets of U,
W, b are the weights and biases to calculate two gates and the intermediate memory unit h̃t. The sigmoid function
makes the values of both gates between 0 and 1. The reset gate retains the useful information and drops the rest and
the update gate decides how much of last hidden state to be passed onto the next state. We employ dropout on the final
hidden state hT for regularization, concatenate it with the patient’s demographic data, and make the TJR prediction
with logistic regression (Listed as the ”Typical RNN” in Figure 1).
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Model Trained with 2015 data Trained with both 2014 and 2015 data
AUC Precision@Recall=0.9 AUC Precision@Recall=0.9

LASSO 0.7616± 0.0048 0.0527± 0.0003 0.7682± 0.0046 0.0532± 0.0013
RF 0.7853± 0.0050 0.0533± 0.0015 0.7887± 0.0040 0.0541± 0.0007

CNN-MH 0.8086± 0.0036 0.0572± 0.0012 0.8218± 0.0053 0.0645± 0.0015
RNN-MH 0.8200± 0.0073 0.0577± 0.0029 0.8339± 0.0024 0.0662± 0.0008

Table 2: Performance comparison between baseline models and deep learning models.

After tuning, we set the hyper-parameters as follows: the hidden layer dimension is set to 200; the dropout rate is 0.2;
the optimizer, learning rate, and batch size are ‘adam’, 0.001, and 250, respectively.

Implementation of pooling with RNN

In a typical GRU model, the output only depends on the logistic regression of the last hidden state hT . Recently
researchers started to explore how to leverage other hidden state information to boost the performance25, 26. We also
apply different pooling operations to all hidden state and concatenate it with the final state for final prediction. The
rationale for using these sequences is that the positive or negative signal is often included in just a few visits at any
point of the whole time period. The signal may have been ignored or weakened while it is passed to the last hidden
state. As an elective surgery, the decision of TJR can possibly be made early but postponed due to other more urgent
health problems. Three kinds of pooling operations are as follows:

• Max pooling layer. This layer outputs the maximum values of each dimension over the whole time period.
By sending the strongest signal directly to the final state, the network becomes more sensitive to the important
events.

• Average pooling layer. The idea of average pooling is to make the loss function consider all intermediate states,
leading to better convergence and generalization.

• Minimum pooling layer. This layer is equivalent to -maxpool(-x). Proposed by Skinner26, min-pooling is sup-
posed to enable the model to pass the other end of the activations in addition to the max-pooling. The network
will become more “balanced” and “expressive”.

We can use one or multiple pooling strategies and concatenate them together to test its performance improvement, as
shown in Figure 1.

Results and Discussion

We perform experiments with two different observation windows. For the first setting, we only use 2015 data to predict
TJR event in 2016. For the second setting, we use both 2014 and 2015 data to predict TJR event in 2016.

Two metrics are used for performance comparison. The first one is the area under the curve (AUC) which measures
the overall performance of the model. The second one is precision with recall set to 0.9, which measures the real world
performance of the model after consulting with business partners.

• The deep learning approach performs much better than traditional algorithms such as logistic regression and
random forest (RF).

Table 2 shows the performance of RF, LASSO, CNN with multi-hot coding (CNN-MH) and GRU with multi-
hot coding (RNN-MH). The pair-wise t-test shows that the deep learning methods (CNN-MH and RNN-MH)
perform significantly better than RF and LASSO in all scenarios with p=0.001.
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Measurement RNN-MH RNN-EMB

Trained with 2015 data
Avg. training time per epoch 2589s 1028s

No. of epoch to converge 3 7
Total training time 7767s 7196s

Trained with both 2014 and 2015 data
Avg. training time per epoch 3450s 1246s

No. of epoch to converge 4 11
Total training time 13800s 13706s

Table 3: Running time comparison between RNN-MH and RNN-EMB.

Figure 2: Comparison of ROC for different models trained with 2014 and 2015
data.
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Another interesting observation is that the performance of RF and LASSO does not increase when more data
(2014 data) was included. However, the performance of deep learning methods will increase significantly with
more data. This indicates that the deep learning method is more capable of exploring complex relationships in
time series data.

• The RNN based algorithm outperforms CNN based approach regardless of different representation (multi-hot
or embedding).

From Table 2, it is clear that RNN is much better than CNN in all scenarios, especially when 2014 data is
included in the observation window. Pair-wise t-test shows that the difference is significant with p=0.001. In
view of this, we will only investigate RNN algorithms from now on.

• The data representation has a limited effect on the performance and training efficiency of RNN algorithms.

As shown in Table 3, the difference between RNN with two different data representation methods (RNN-EMB:
RNN with embedding) are not significant in all scenarios. The training time per epoch for RNN-EMB is almost
2-3 times of that for RNN-MH. However, the RNN-MH converges much faster than RNN-EMB. As a result, the
total training time of RNN-MH is similar to that of RNN-EMB in our experiments. As we formatted our input
data as a 3-D matrix (the 3 dimensions are feature, time and patients respectively), the training time for both
of models increases linearly with the number of patients, which is different compared with what is reported by
Choi et al.6.

• Additional maximum and minimum pooling mechanism can improve the performance of the RNN baseline
algorithm. The best performance is achieved when we add pooling mechanism to RNN-MH algorithm.

Table 4 shows the performance of RNN-MH and RNN-EMB with pooling methods. Pair-wise t-test demon-
strates that the performance of RNN-EMB will be better if the maximum or minimum pooling are included with
p =0.005. However, there is no significant difference when the average pooling is used with RNN-EMB. When
we use all three pooling methods, the performance of both RNN-MH and RNN-EMB are improved significantly.

In Figure 2, we plot the ROC curves of baseline models and three deep learning models with multi-hot encoding trained
with 2014 and 2015 data. The figures demonstrate that deep learning methods are much better than the traditional
methods and adding the pooling mechanisms further improve the performance of RNN.

Model Trained with 2015 data Trained with both 2014 and 2015 data
AUC Precision@Recall=0.9 AUC Precision@Recall=0.9

RNN-MH 0.8200± 0.0073 0.0577± 0.0029 0.8339± 0.0024 0.0662± 0.0008
RNN-MH-MAX-MIN-AVG 0.8289± 0.0043 0.0601± 0.0015 0.8423± 0.0042 0.0693± 0.0025

RNN-EMB 0.8154± 0.0060 0.0574± 0.0016 0.8349± 0.0053 0.0668± 0.0020
RNN-EMB-MAX-MIN-AVG 0.8234± 0.0056 0.0591± 0.0019 0.8402± 0.0051 0.0685± 0.0024

RNN-EMB-MAX 0.8222± 0.0060 0.0594± 0.0018 0.8379± 0.0032 0.0681± 0.0017
RNN-EMB-MIN 0.8241± 0.0043 0.0598± 0.0018 0.8387± 0.0055 0.0675± 0.0020
RNN-EMB-AVG 0.8173± 0.0061 0.0575± 0.0017 0.8334± 0.0065 0.0667± 0.0032

RNN-EMB-MAX-MIN 0.8218± 0.0044 0.0591± 0.0014 0.8405± 0.0045 0.0687± 0.0020

Table 4: Performance of RNN with different pooling methods.

Model explanation

We analyze the predictions made by the best model (RNN-MH-MAX-MIN-AVG) trained with both 2014 and 2015
data. Similar to what is described by Choi et al.6, we sample 200 patients each from true positive (TP), false positive
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Figure 3: Explanation of model behavior with 3 examples. Outliers are not shown
and the green triangle indicates the the mean of each group.

(FP), true negative (TN) and false negative (FN). This procedure is performed for all 5-folds, which give us 1000
patients in total. Then we calculate the number of days with those codes per patient. In the end, we compare their
distribution across 4 categories (TP, FP, TN, and FN).

Figure 3 showed 3 representative codes that can explain the behavior of our prediction. The box-plot in each sub-figure
showed the distribution of the number of days with that specific code per 4 categories (TP, FP, TN, and FN). The model
assign more weights to the patients who have more interactions with health care provider, as shown in left sub-figure.
More specifically, our model prefers those who got service from orthopedic surgery more often and have undergone
the procedure of arthrocentesis more frequently.

Conclusion

We investigated several deep learning methods to predict the TJR surgery based on a large commercial claims dataset
with more than 2,000 variables and 540,000 patients. Without surprise, the performance of deep learning based
approach is much better than traditional methods (e.g. random forest and LASSO). Among the investigated deep
learning methods, the RNN with pooling mechanism works the best for our use case. We tested two different data
representation methods and discovered that the embedding techniques do not improve either the performance or the
training efficiency of RNN in all scenarios. Our experiments also suggest that pooling mechanisms are able to discover
the additional signals from the intermediate hidden states hence improving the performance of the baseline RNN
algorithm.
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Abstract

Epidemiological studies identifying biological markers of disease state are valuable, but can be time-consuming,
expensive, and require extensive intuition and expertise. Furthermore, not all hypothesized markers will be borne out
in a study, suggesting that higher quality initial hypotheses are crucial. In this work, we propose a high-throughput
pipeline to produce a ranked list of high-quality hypothesized marker laboratory tests for diagnoses. Our pipeline
generates a large number of candidate lab-diagnosis hypotheses derived from machine learning models, filters and
ranks them according to their potential novelty using text mining, and corroborate final hypotheses with logistic
regression analysis. We test our approach on a large electronic health record dataset and the PubMed corpus, and
find several promising candidate hypotheses.

Introduction

Epidemiological studies associating changes in biological markers (often measured by laboratory tests) and disease
states are an invaluable tool for better understanding disease mechanism, such as the Framingham heart study1. More-
over, many diagnostic criteria exploit such associations by testing for abnormal changes in the associated biological
marker. For example, the diagnostic criteria for Type II diabetes (a metabolic disorder that impacts how the cells
uptake glucose) includes a measurement of fasting blood glucose levels. The benefits of a well performed epidemio-
logical study are clear, but such studies can be time-consuming, expensive, and like any scientific study they require
some intuition of the link searched for. Further, not all hypothesized associations will be borne out in the data, and
thus the higher the quality of initial hypothesis, the more likely the study yields valuable medical information. In this
work, we attempt to generate a ranked set of high-quality candidate hypotheses through a combination of machine
learning, text-mining based literature searches, and traditional logistic regression analysis.

Our method identifies “novel predictive lab tests,” which we define as a previously unknown association between a
given disease state and a given biological marker (measurable by a laboratory test) that changes prior to diagnosis.
Our approach hinges on the assumption that a novel diagnostic lab test is 1) useful for predicting a given diagnosis
(via a machine learning model) and 2) not currently discussed in published medical literature on PubMed. Using these
criteria we hypothesize that given a set of candidate diagnoses, we can generate a set of high-quality novel diagnostic
lab tests in a five step procedure:

1. For each diagnosis, produce a machine learning model to predict it, and select the top k lab tests used for
prediction by their feature importance.

2. Map the clinic used name for each diagnosis and lab test to the literature used name (clinic names in our data
source commonly used names and abbreviations that may not have been found in literature).

3. Perform automated text-mining to search for literature associations between diagnoses and lab tests. This pro-
vides a pseudo knowledge-base of known diagnostic lab tests.

4. Rank novel diagnostic lab tests in a way that encourages high predictive usefulness and low literature presence.

5. Evaluate the top candidates with traditional logistic regression analysis to only retain hypotheses that are statis-
tically significant both with and without inclusion of potential confounders.
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The use of Electronic Health Records (EHRs) to digitally capture patient health encounters has grown substantially in
recent years2. This has created unprecedented opportunity for secondary use of EHR data in combination with machine
learning algorithms to build predictive models for critical patient health events such as breast cancer3 or heart attack1

risk. Machine learning algorithms flexibly learn relationships in a data set without the need for hard coded rules. In this
work we first utilize a machine learning algorithm, specifically random forests4, to build predictive models of disease
for which we are interested in finding novel diagnostic lab tests. Random forests work by forming an ensemble of
multiple decision trees, each learned on a randomly bootstrapped sample of the original dataset. They are well known
for their strong predictive performance5 and resilience to applications with very large numbers of features4 (which is
true of EHR data).

While machine learning algorithms can give a quantitative prediction, or even a confidence of the prediction, one of
their common critiques is interpretability. That is, machine learning algorithms do not offer reasoning along with their
predictions. One way that data scientists can interpret machine learned models is by observing which features most
impact their predictions. The random forest algorithm has support for “feature importances”4 which provide a window
into the model by ranking the contribution of each feature to the construction of the model. In random forests, feature
importances are non-negative values for which larger values suggest a greater contribution of that feature towards
prediction. In this work, we use feature importances to discover potential novel predictive lab tests.

While a researcher might consider conducting manual literature searches to validate potential novel discoveries from
a trained model, the size and exponential growth in scientific literature6, 7 make this approach infeasible. The literature
search space to validate tens or hundreds of lab tests across tens or hundreds of diagnoses is too large for an individual
to reasonably explore. We therefore use a text mining approach to search for associations between diagnoses and
lab tests. For this work, we rely on KinderMiner, a previously developed algorithm designed to filter and rank a list
of target terms by their association in the literature with a key phrase of interest8. In our particular application, a
diagnosis name is the key phrase of interest, and the names of important lab features are the target terms to be ranked
by association with the diagnosis. In contrast to the original intent of KinderMiner, which is to rank the target terms by
their positive association with the key phrase within the literature, we are looking for labs deemed useful for prediction,
but which are not already well known in the literature. Thus, we modify KinderMiner to suit our needs by instead
filtering and ranking terms by significant lack of association with the diagnosis in the literature.

In this work, we demonstrate our proposed method of identifying novel predictive lab tests by gathering a set important
diagnoses and their most predictive lab tests from machine learning models. We then use text mining to filter and
rank hypothesized predictive lab tests based on negative association within the literature. Finally, we evaluate the
top hypotheses proposed by our method and find several to be promising candidates for further investigation. In
the following sections we specifically describe the pipeline: the selection of diagnoses and labs, the construction of
predictive models, text mining based filtration and ranking, and final evaluation of the hypotheses.

Selection of Diagnoses and Lab Tests

To select the set of important diagnoses to consider, we started with the 100 most common diagnoses by patient count
in our EHR dataset. We then manually filtered out diagnoses that we considered unlikely to be diagnosed via lab
tests or that were effectively a restatement of an abnormal lab value. For example, we removed ICD-9 code 719.46
(Pain in joint; lower leg) because it is likely a result of a mechanical ailment, and we removed ICD-9 code 272 (Pure
hypercholesterolemia) because it is a diagnosis of an abnormal lab value. We also manually curated our diagnosis
descriptions to better reflect what we would expect to find in the literature and to include synonyms. For example,
“gout; unspecified” became just “gout” and “dysthymic disorder” became “dysthymic disorder” or “dysthymia.” See
Table 1 for our final chosen list of 69 diagnoses and the search terms we used for each.

Table 1: The 69 diagnoses that we considered along with all search terms we used for each. Alias search terms are
separated by semicolons.

ICD Code Diagnosis Name Curated Search Terms
162.9 Malignant neoplasm of bronchus and lung; unspecified site malignant lung cancer
174.9 Malignant neoplasm of breast (female); unspecified site malignant breast cancer
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Table 1: (continued)

ICD Code Diagnosis Name Curated Search Terms
274.9 Gout; unspecified gout

300.01 Anxiety state; unspecified anxiety; gad; generalized anxiety disorder
300.4 Dysthymic disorder dysthymic disorder; dysthymia
305.1 Tobacco use disorder tobacco use

309.28 Adjustment disorder with mixed anxiety and depressed mood adjustment disorder
314.00 Attention deficit disorder of childhood without mention of hy-

peractivity
attention deficit disorder

314.01 Attention deficit disorder of childhood with hyperactivity attention deficit hyperactivity disorder; adhd
327.23 Obstructive sleep apnea (adult) (pediatric) obstructive sleep apnea
362.51 Nonexudative senile macular degeneration of retina senile macular degeneration
366.10 Unspecified senile cataract senile cataract; senile cataracts
366.16 Nuclear sclerosis nuclear sclerosis

367.0 Hypermetropia hypermetropia; farsightedness; hyperopia; far-
sighted

367.1 Myopia myopia
367.4 Presbyopia presbyopia

372.30 Unspecified conjunctivitis conjunctivitis
379.21 Vitreous degeneration vitreous degeneration

382.9 Unspecified otitis media otitis media
388.70 Unspecified otalgia otalgia

389.9 Unspecified hearing loss hearing loss
410.71 Acute myocardial infarction; subendocardial infarction; initial

episode of care
acute myocardial infarction; heart attack;
subendocardial infarction

411.1 Intermediate coronary syndrome intermediate coronary syndrome
413.9 Other and unspecified angina pectoris angina

414 Other forms of chronic ischemic heart disease chronic ischemic heart disease
424.1 Aortic valve disorders aortic valve disorder

427.31 Atrial fibrillation atrial fibrillation; afib
427.89 Other specified cardiac dysrhythmias cardiac dysrhythmia

427.9 Unspecified cardiac dysrhythmia cardiac dysrhythmias
428.0 Congestive heart failure; unspecified congestive heart failure

434.91 Unspecified cerebral artery occlusion with cerebral infarction ischemic stroke
440.9 Generalized and unspecified atherosclerosis atherosclerosis
443.9 Unspecified peripheral vascular disease peripheral vascular disease
461.9 Acute sinusitis; unspecified acute sinusitis

462 Acute pharyngitis acute pharyngitis
465.9 Acute upper respiratory infections of unspecified site acute upper respiratory infection
466.0 Acute bronchitis acute bronchitis
472.0 Chronic rhinitis chronic rhinitis
473.9 Unspecified sinusitis (chronic) chronic sinusitis
477.9 Allergic rhinitis; cause unspecified allergic rhinitis; hay fever; seasonal allergies

486 Pneumonia; organism unspecified pneumonia
490 Bronchitis; not specified as acute or chronic bronchitis

493.90 Asthma; unspecified; unspecified status asthma
496 Chronic airway obstruction; not elsewhere classified chronic airway obstruction

521.00 Unspecified dental caries dental caries; dental cavity
530.81 Esophageal reflux esophageal reflux; gerd

558.9 Other and unspecified noninfectious gastroenteritis and colitis non-infectious gastroenteritis; noninfectious
gastroenteritis; non-infectious colitis; noninfec-
tious colitis

562.10 Diverticulosis of colon (without mention of hemorrhage) colon diverticulosis
564.0 Unspecified constipation constipation
564.1 Irritable bowel syndrome irritable bowel syndrome
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Table 1: (continued)

ICD Code Diagnosis Name Curated Search Terms
574.20 Calculus of gallbladder without mention of cholecystitis or ob-

struction
gallbladder calculus; gallstones; gallstone

584.9 Acute kidney failure; unspecified acute kidney failure; acute renal failure
585.3 Chronic kidney disease; Stage III (moderate) stage 3 chronic kidney disease; ckd stage 3
592.0 Calculus of kidney kidney calculus; kidney stone; nephrolithiasis
593.9 Unspecified disorder of kidney and ureter kidney disorder; ureter disorder
599.0 Urinary tract infection; site not specified urinary tract infection
600.0 Hypertrophy (benign) of prostate benign prostate hypertrophy

611.72 Lump or mass in breast breast mass; breast lump
616.10 Unspecified vaginitis and vulvovaginitis vaginitis; vulvovaginitis

625.3 Dysmenorrhea dysmenorrhea
626.2 Excessive or frequent menstruation excessive menstruation; frequent menstruation;

menorrhagia; polymenorrhea; hypermenorrhea
627.2 Symptomatic menopausal or female climacteric states symptomatic menopause; symptomatic

menopausal
692.9 Contact dermatitis and other eczema; due to unspecified cause contact dermatitis; eczema
702.0 Actinic keratosis actinic keratosis
706.1 Other acne acne
709.9 Unspecified disorder of skin and subcutaneous tissue skin disorder
723.4 Brachial neuritis or radiculitis NOS brachial neuritis
724.4 Thoracic or lumbosacral neuritis or radiculitis; unspecified thoracic neuritis; thoracic radiculitis; lum-

bosacral neuritis; lumbosacral radiculitis; tho-
racic radiculopathy; lumbosacral radiculopathy

729.1 Unspecified myalgia and myositis myalgia; myositis

To select the lab tests to consider, we assembled the union of the top 10 most important lab features (according to
our random forest models) from each of our 69 chosen diagnoses. There was substantial overlap of important features
between diagnoses, leaving us with a total of 52 different lab features from our EHR dataset. Just as with the diagnoses,
we curated the lab test names to better reflect what we would expect to find in the literature and to include synonyms.
See Table 2 for our list of 52 lab tests and the search terms we used for each.

Table 2: The 52 lab tests that we considered along with all search terms we used for each. Alias search terms are
separated by semicolons.

Lab Name Curated Search Terms
ALT (GPT) alanine aminotransferase
AST (GOT) aspartate aminotransferase test
Anion Gap anion gap
Bacteriuria Screen (Esterase) bacteriuria esterase; bacteriuria screen; bacteriuria test
Bacteriuria Screen (Nitrate) bacteriuria nitrate; bacteriuria screen; bacteriuria test
Bicarbonate (CO2) blood bicarbonate; blood co2; serum bicarbonate; serum co2
Bilirubin, Total-Neonatal neonatal bilirubin; neonatal bile
Calcium blood calcium; serum calcium
Chloride (Cl) blood chloride; serum chloride
Cholesterol cholesterol blood; serum cholesterol
Creatinine, Blood blood creatinine; serum creatinine
Culture Organism culture organism
Differential Segment Neut-Segs segmented neutrophils; segmented pmn
Direct Bilirubin direct bilirubin; conjugated bilirubin
Glom Filter Rate (GFR), Est estimated glomerular filtration rate; egfr
Glucose blood glucose; serum glucose
HDL Cholesterol high density lipoprotein; hdl cholesterol
Hematocrit (Hct) hematocrit
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Table 2: (continued)

Lab Name Curated Search Terms
Hemoglobin (Hgb) hemoglobin
Low Density Lipoprotein(LDL-C) low density lipoprotein; ldl cholesterol
MCH mean corpuscular hemoglobin
MCHC mean corpuscular hemoglobin concentration
Mean Corpuscular Volume (MCV) mean corpuscular volume
Phosphorus blood phosphorus; serum phosphorus
Platelet Count (Plt) platelet count
Potassium (K) blood potassium; serum potassium
Prothrombin Time (PT)-INR prothrombin time; international normalized ratio
Rapid Strep Antigen rapid strep test
Red Blood Cell (RBC) Count red blood cell count
Red Cell Distribute Width(RDW) red cell distribution width
Sodium, Bld (Na) blood sodium; serum sodium
Thyroid Stimul Hormone-Mfld thyroid stimulating hormone
Total Cholesterol/HDL Ratio cholesterol ratio
Triglycerides triglycerides blood; triglycerides serum
Unconjugated Bilirubin unconjugated bilirubin
Urea Nitrogen,Bld urea nitrogen blood; serum urea nitrogen
Uric Acid,Bld uric acid blood; uric acid serum
Urinalysis-Coarse Gran urine coarse granular casts
Urinalysis-Color urine color
Urinalysis-Fine Gran urinary cast fine
Urinalysis-Hyaline urine hyaline
Urinalysis-RBC urine red blood cell
Urinalysis-Renal Epi renal epithelial cells urine
Urinalysis-Spec Type urinalysis specimen
Urinalysis-Specific Gravity urine specific gravity
Urinalysis-Turbidity urine turbidity
Urine Bile urine bile; urine bilirubin
Urine Blood urine blood
Urine Ketones urine ketones
Urine Urobilinogen urine urobilinogen
Urine pH urine ph
White Blood Cell Count (WBC) white blood cell count

Predictive Models and Feature Importance

For each of the 69 diagnoses of interest we constructed a random forest model using case-control matched patient
EHR data from Marshfield Clinic in Wisconsin. We phenotyped cases and controls from the EHR data using the “rule
of 2” with cases having 2 or more entries of the diagnosis on their record and controls having no entries. We matched
cases and controls based on age and date of birth (within 30 days) and we truncated all data for a case-control pair
following 30 days prior to the case patient’s first entry of the diagnosis of interest. In this fashion we generated 5,000
case-control pairs (a total of 10,000 patients). Our patient data included demographics, diagnoses, labs, vitals, and
procedures. Demographic features included age, sex, and date of birth. We summarize this information in Table 3. For
all features except demographics, we extracted the features as counts in the time windows: 1-year, 3-years, 5-years,
and ever. In this manner, our features were of the form “4 influenza diagnoses in the last 3-years”, or “2 high blood
glucose labs in the last 1-year”. We used the random forest implementation from the Python package scikit-learn9

version 0.15. Each forest was trained with 500 trees and 10% of the features randomly selected at each split. We chose
these setting a priori, as our prior research has performed well with these choices. All other settings for the forest used
default parameters. We extracted feature importance values using scikit-learn’s built in functionality which uses the
standard random forest feature importance calculation method4.
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Table 3: Demographic summary for the Marshfield electronic health record population.

Characteristic Women Men Total
n 565,011 (51.5%) 532,083 (48.5%) 1,097,094
Mean age, yrs 46.7 ± 25.7 44.9 ± 25.5 45.8 ± 25.6
< 18 y.o 84,917 (15.0%) 98,183 (18.5%) 183,100 (16.7%)
18-39 y.o. 157,827 (27.9%) 137,967 (25.9%) 295,794 (27.0%)
40-59 y.o. 132,280 (23.4%) 123,642 (23.2%) 255,922 (23.3%)
≥ 60 y.o. 189,987 (33.6%) 172,291 (32.4%) 362,278 (33.0%)

Text-Mining

We modify the KinderMiner algorithm for the text mining portion of this work to determine which diagnostic lab tests
are likely novel in the literature. KinderMiner filters and ranks a list of target terms by their association with a key
phrase of interest. It accomplishes this through simple string matching and document counting within a given text
corpus. For each search, the user must specify the key phrase representing a concept of interest along with the list
of target terms to be filtered and ranked by their association with the key phrase. KinderMiner then searches a given
text corpus for article counts matching the target terms and key phrase. Specifically, it computes a contingency table
of counts for each target term. For each target term, KinderMiner computes the number of articles containing both,
either, and neither of the target term and key phrase. The result of this procedure is a list of contingency tables of
document counts, one table for each target term. KinderMiner then performs a one-sided Fisher’s exact test on each
contingency table, filtering out target terms that do not demonstrate statistically-significant co-occurrence with the key
phrase according to a specified p-value threshold. Finally, the remaining target terms are ranked by the co-occurrence
ratio, which is the number of articles in which a target term co-occurs with the key-phrase divided by the total number
of articles in which the target term appears.

In this work, we make four modifications to the original KinderMiner algorithm (see Figure 1 for a visual representa-
tion). First, while the original KinderMiner algorithm finds exact string matches for target terms and key phrases, we
extend this by breaking target terms and key phrases into their constituent tokens and matching on all tokens in any
order or location within the document. For example, in the original KinderMiner a key phrase like “stage 3 chronic

Figure 1: Visual example of our modified KinderMiner, with contingency table and disassociation Fisher’s Exact Test
(FET) analysis of the diagnosis key phrase “breast mass” and the lab target term “blood sodium.” Target terms are
filtered by significance of disassociation with the key phrase and then sorted by the inverted co-occurrence ratio.
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kidney disease” would need to match that string exactly to be counted and would not match the similar phrase “chronic
kidney disease, stage 3.” Our modification breaks this key phrase into five tokens (“stage”, “3”, “chronic”, “kidney”,
and “disease”) which must all be present in the document, but which do not need to match exactly in the original
phrasing order.

Second, we extend KinderMiner to accommodate alias matching for target terms and key phrases. For example, we
may expand a target term like “blood sodium” with an alias like “serum sodium.” Similarly, we can expand a key
phrase like “breast mass” with an alias like “breast lump.” This is important for key phrases and target terms that may
be referred to in multiple ways within the literature.

Third, in contrast to the original goal of KinderMiner, we wish to identify targets that are negatively associated with
the key phrase in the literature. To accomplish this, we modify KinderMiner’s filtration step by changing the one-sided
Fisher’s exact test to the opposite side test, thereby testing for significant negative association between each target term
and key phrase.

Fourth, we also change how KinderMiner ranks the final filtered set of associations. KinderMiner typically ranks
results by the co-occurrence ratio, the proportion of articles in which both the key phrase and target term occur over all
articles in which the target term occurs. This is useful because it gives a rough estimate of the magnitude of association
between the key phrase and the target term. In this work, we instead use the inverted co-occurrence ratio because it
gives a rough estimate of the disassociation. When computing this ratio, we also add a pseudo-count of one to each of
the article counts for when the key phrase and term co-occur, and when the target term appears without the key phrase.
We add these pseudo-counts because it is not rare to find a significant disassociation when there are zero articles in
which the term and key phrase co-occur.

As part of the filtration step, KinderMiner requires a p-value threshold for the Fisher’s exact test. While the original
paper used 0.00001 in all cases, we loosen that threshold to 0.05 for our work. Because there are already few candidate
lab-diagnosis pairs that appear unexpectedly disassociated in the literature, we care more about getting sufficient
candidate discoveries than filtering out false positives.

KinderMiner also requires a text corpus to search. We constructed our text corpus from the National Library of
Medicine’s MEDLINE/PubMed publicly available citation records10. We downloaded the annual baselines in XML
format, parsed, and then ingested them into an Elasticsearch index (version 2.4.6). Our initial ingest of the 2017
annual baseline was performed in June and July 2017, and we updated to the 2018 baseline in November 2017. The
dataset contains 27,947,480 citation records, with the abstracts indexed by Elasticsearch using two analysis chains.
The default analysis that we use for all of the searches in our work is Elasticsearch’s standard analyzer, which applies
a grammar-based tokenizer and lowercase filter to the text. We then use the Elasticsearch Query Domain Specific
Language to construct each of our queries in JSON. Altogether, a search for the key phrase “breast mass” (with alias
“breast lump”) and target term “blood sodium” (with alias “serum sodium”) would be equivalent to the following:

((‘‘breast’’ AND ‘‘mass’’) OR (‘‘breast’’ AND ‘‘lump’’)) AND ((‘‘blood’’ AND

‘‘sodium’’) OR (‘‘serum’’ AND ‘‘sodium’’))

Hypothesis Ranking and Evaluation

Once we have gathered a set of hypothesized lab-diagnosis pairs to consider, we must rank them to help prioritize the
best candidates for further investigation. Recall that we initially rank lab-diagnosis pairs by the inverted co-occurrence
ratio. While this provides a lab test ranking for a particular diagnosis, we have several hypotheses from different
diagnoses and we want to identify the most promising hypotheses overall. To do this, we construct a combined rank
score defined as the product of a literature score and a feature score. For the literature score, we simply use the inverted
co-occurrence ratio, which takes on large values when a lab is infrequently mentioned with a diagnosis. For the feature
score, we use the feature importance of the lab value in the diagnosis model multiplied by the number of features in
that diagnosis model (as to not bias models with small numbers of features). The product of the literature score and
feature score thus gives a combined estimate of the novelty and the diagnostic importance of the lab.

With all the lab-diagnosis pairs ranked, we consider the top 20 hypotheses in more detail. To evaluate each candidate,
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we perform logistic regression analyses on the same dataset that was used to train the random forest. First, for each
hypothesis, we perform a logistic regression with the diagnosis as the response variable and the laboratory test as the
sole covariate. We use this to calculate the odds ratio of the lab in question. Second, we assess the odds ratio of the
lab test in the presence of potential confounders. Finally, we perform manual literature search for important findings
and decide if each is in fact novel.

Table 4: Summary and logistic regression odds ratios for the top 20 hypotheses. We compute the odds ratio of the lab
test for a given hypothesis in two ways: as the sole covariate, “Odds”, and including potential confounders, “Adjusted
Odds”. For both odds ratio calculations, we present the 95% confidence interval and bold 4 of the top 20 hypotheses
whose 95% confidence intervals exclude 1.0 and whose odds are in the same direction, both before and after including
confounders.

Key ICD-9 Diagnosis Lab Test Odds Adjusted Odds
A 702.0 Actinic Keratosis Glucose 1.4 [1.3, 1.5] 0.67 [0.6, 0.74]
B 702.0 Actinic Keratosis Creatinine, Blood 1.4 [1.2, 1.6] 0.78 [0.67, 0.9]
C 367.4 Presbyopia Glucose 2.0 [1.8, 2.1] 0.95 [0.84, 1.1]
D 600.0 Benign Prostate Hypertrophy LDL Cholesterol 1.6 [1.5, 1.8] 0.89 [0.79, 1.0]
E 702.0 Actinic Keratosis Sodium, Bld (Na) 1.6 [1.2, 2.1] 0.85 [0.61, 1.2]
F 162.9 Malignant Lung Cancer LDL Cholesterol 1.1 [1.0, 1.2] 0.84 [0.76, 0.93]
G 461.9 Acute Sinusitis HDL Cholesterol 1.9 [1.6, 2.2] 1.4 [1.2, 1.7]
H 461.9 Acute Sinusitis LDL Cholesterol 1.8 [1.5, 2.2] 1.2 [1.0, 1.5]
I 472.0 Chronic Rhinitis Glucose 2.1 [1.8, 2.5] 1.4 [1.2, 1.7]
J 162.9 Malignant Lung Cancer HDL Cholesterol 1.0 [0.94, 1.1] 0.72 [0.65, 0.8]
K 496 Chronic Airway Obstruction LDL Cholesterol 1.1 [1.0, 1.3] 0.74 [0.66, 0.82]
L 521.00 Dental caries LDL Cholesterol 0.95 [0.85, 1.1] 0.87 [0.78, 0.97]
M 461.9 Acute Sinusitis Hemoglobin (Hgb) 2.1 [1.6, 2.6] 0.97 [0.75, 1.3]
N 473.9 Chronic Sinusitis Hemoglobin (Hgb) 2.6 [2.1, 3.3] 1.2 [0.93, 1.6]
O 367.0 Hypermetropia Hemoglobin (Hgb) 1.7 [1.4, 2.0] 0.77 [0.62, 0.96]
P 461.9 Acute Sinusitis Cholesterol 2.1 [1.8, 2.4] 1.4 [1.2, 1.6]
Q 496 Chronic Airway Obstruction Triglycerides 1.3 [1.1, 1.5] 0.81 [0.7, 0.94]
R 530.81 Esophageal Reflux-Gerd WBC Count 1.9 [1.7, 2.2] 0.93 [0.79, 1.1]
S 162.9 Malignant Lung Cancer Cholesterol 1.1 [1.0, 1.2] 0.8 [0.71, 0.89]
T 466.0 Acute Bronchitis Cholesterol 2.1 [1.8, 2.3] 1.3 [1.1, 1.5]

Figure 2: The odds ratios and confidence intervals of all 20 lab-diagnosis hypotheses. Includes odds ratios for both
with (right, red) and without (left, blue) covariates.

To select potential confounders for a given diagnosis, we perform L1-regularized logistic regression on a feature set
containing demographics, laboratory tests, and the top-level, whole integer ICD-9 codes. Moreover, our features for
laboratory tests and demographics are binary features capturing if the patient did or did not have an entry of a particular
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health event in the last one year. We perform the L1-regularized logistic regression with scikit-learn9 and choose the
minimum number of covariates greater than or equal to five by slowly increasing the regularization parameter. Note
that as the cases and controls for this data were already age and sex matched we do not see these as discovered
confounders. We then use these five (or more) selected features as confounders in logistic regression analysis (with
R version 3.3.1) where we compute the odds ratio (and 95% confidence interval) of the lab in question both with an
without the identified confounders. If the lab in question has an odds ratio that both maintains the same sign in both
evaluations, and if the 95% confidence interval for both odds ratios exclude 1.0 (no change in odds), then we consider
the hypothesis to be corroborated by the logistic regression analysis.

Results and Discussion

In Table 4 we present, in rank order, the top 20 hypotheses found between labs and diagnoses. In Figure 2 we plot the
odds ratios of all 20 hypotheses both with and without potential confounders. We find that four of the 20 hypotheses
passed the secondary logistic regression analysis and maintained an odds ratio 95% confidence interval above 1.0
both with and without potential confounders. In all hypotheses except one, hypothesis L, we see that the inclusion of
confounders either diminishes or even reverses the trend found without confounders. For the four bolded hypotheses
that passed our logistic regression analysis, we present in Table 5 the covariates selected by the L1-regularized logistic
regression.

Table 5: Covariates included as potential confounders for the 3 diagnoses included in the 4 hypotheses that passed the
regression analysis. A minimum of 5 covariates were identified for each diagnosis, with Chronic Rhinitis including a
6th covariate as there was no L1 penalty that achieved 5.

Confounder Acute Sinusitis Chronic Rhinitis Acute Bronchitis
1 V72: Examination 461: Acute Sinusitus V72: Examination
2 Lab: Hemoglobin 473: Chronic Sinusitis Lab: MCHC
3 786: Respiratory Symptoms V72: Examination Lab: Hemoglobin
4 465: Acute URI 465: Acute URI 786: Respiratory Symptoms
5 462: Acute Pharyngitis 493: Asthma 465: Acute URI
6 786: Respiratory Symptoms

The four hypotheses that met our odds ratio criteria for further consideration effectively represented three distinct
hypotheses: cholesterol for acute sinusitis, cholesterol for acute bronchitis, and blood glucose for chronic rhinitis.
While we expected to find few hits by design, we manually searched PubMed for articles related to these findings.

First, manual literature search for an association between cholesterol and acute sinusitis did not turn up direct asso-
ciations. It did, however, turn up several hits for cholesterol granuloma of the maxillary sinus, which describes cysts
containing cholesterol crystals and other fluids surrounded by fibrous tissue11. Symptoms are vague, and there are only
two noted specific symptoms: clear golden yellow antral washout fluid, and washout containing cholesterol crystals.
A family history of hypercholesterolemia was noted in one study12. This tangential association between cholesterol
and sinus ailments within the literature, suggests to us that this discovered hypothesis is a promising lead for further
investigation.

Second, literature search for an association between cholesterol and chronic bronchitis turned up two relevant studies.
One study notes that low plasma lipid levels, particularly HDL cholesterol, is indicative of bacterial infection, and
that low total cholesterol is predictive of adverse outcomes in patients with lower respiratory infections13. Another
study suggests that lipid levels in airway mucus may be diagnostic for infection14. While the presence of these studies
suggests prior awareness of an association, the literature is limited and can be viewed as confirmatory of our approach.

Third, literature search for an association between blood glucose and chronic rhinitis turned up one study. The study
suggests that some antihistamine medications may affect blood glucose levels15. If true, this indicates that our hypoth-
esis may instead be a confounded result of patients with chronic rhinitis having abnormal blood glucose as a result of
antihistamine prescription, rather than blood glucose being predictive of rhinitis. Given the limited literature, however,
the hypothesis may still warrant further investigation.
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Conclusion

In this work, we propose a high-throughput pipeline for generating high-quality hypotheses for novel lab tests to
predict diagnoses. We test our pipeline on a large electronic health record dataset and the PubMed corpus and, after
manual evaluation, find several promising hypotheses in the top candidates.

One limitation of this work is the current need for manual mapping of diagnosis and lab terms to curated search terms.
We expect that future work incorporating standardized naming and coding schemes in EHR datasets may obviate this
need or that the process may be automated more completely in the future. This would facilitate higher throughput
of diagnostic lab discovery by allowing us to run our pipeline on all diagnoses and all laboratory tests rather than a
subset.

Our pipeline leverages the latent knowledge and patterns present in electronic health record data and the PubMed
corpus to identify potentially interesting epidemiological findings. However, our proposed method does not eliminate
the need for experimental design and further investigation of findings. On the contrary, it augments this process, and
we argue that it represents a valuable addition by assisting with the prioritization of experiments when identifying
biomarkers of disease.
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Abstract

Literature Based discovery (LBD) seeks to find information implicit in text, but never explicitly stated. In this work,
we develop a method of visually summarizing LBD output in an automatically generated tree structure. This structure
promotes a comprehensive understanding of LBD output as a whole, and encourages the user to explore branches of
the hierarchy they find most interesting or surprising. This novel visualization system requires the development and
integration of automatic functional group discovery, set associations, and linking set associations. Specifically, we
perform hierarchical clustering on the potential discoveries generated by an LBD system to create a tree of potential
hypotheses. We weight the tree by developing set association measures, and extending them to linking set association
measures. This weighted tree is displayed in an interactive visual environment, and validated by replicating the historic
Raynaud’s Disease - fish oil discovery.

Introduction

The amount of biomedical text published is growing exponentially and researchers are finding it increasingly dif-
ficult to keep up with new findings, even inside their area of expertise. LBD attempts to address this situation by
automatically uncovering new, potentially meaningful relations between terms that could lead to new discoveries. Tra-
ditionally, these potential discoveries are generated by observing that A is related to B, B is related to C, and inferring,
that “therefore A is related to C”. LBD systems output a target term list of all C terms for which a potential A to
C relationship might exist. This target term list is often too large for human comprehension, and methods to better
prioritize and summarize potential discoveries are critical.

In this work we propose a method of visually summarizing LBD target term list output. We create an interactive
graphical environment that allows a user to explore LBD output in its entirety. Our system takes as input an LBD
target term list and outputs a weighted hierarchical cluster tree. The clustering algorithm groups the most semantically
related terms first, resulting in a tree, where the leaf nodes are individual terms, and ascendant nodes are sets of
increasingly less related terms. This produces a tree in which the nodes near the root consist of broad groupings of
LBD output that identify thematic sets of related terms, and nodes near the leaves consist of sets of closely related
terms that indicate potential discoveries. Displaying results in this manner means that the number of terms that need to
be analyzed simultaneously is greatly reduced, promoting a comprehensive understanding of LBD output as a whole.
The tree structure allows the user to ignore uninteresting, too obvious, or too unlikely branches of the tree entirely,
and the interactive interface encourages the user to explore branches of the hierarchy they find most interesting or
surprising.

To help in the user’s exploration, we weight the tree by a novel estimate of interestingness, linking set associations.
Specifically, we scale the thickness of edges, scale the size of nodes, and color-code edges to identify and distinguish
the most interesting paths and sets of terms. This method of displaying and interacting with data is intuitive, and
facilitates a greater comprehension of LBD output as a whole, helping a user to quickly identify the most promising
discoveries. The development of this system requires the following novel contributions:

Automatic Functional Group Discovery: we apply hierarchical clustering algorithms to an LBD target term list to
automatically identify groups of closely related terms at varying levels of specificity. In effect, this automatically
identifies functional groups in an LBD target term list.

Set Associations: we extend association measures to quantify the association between sets of terms rather than single
term-term pairs. This allows us to estimate the interestingness of sets of terms in a holistic, rather than piece-wise
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manner.

Linking Set Association: we develop linking set association, which estimates the association between indirectly
related sets of terms using the set association of their co-occurring terms. This allows us to estimate the interestingness
of functional groups identified in LBD target term lists.

Comprehensive LBD Visualization: we develop a visualization system that combines these contributions to create
an interactive user interface in which LBD target term output is displayed.

This paper first presents related work and motivations. Next our methods, which include hierarchical clustering, set
associations, linking set associations, and visualization are presented. This is followed by experimental details and
results of replicating the historic Raynaud’s Disease - fish oil discovery. Lastly, conclusions, limitations, and future
work are presented.

Related work
Literature Based Discovery

Literature Based Discovery (LBD) is the process of discovering knowledge that is implicit in text, but not explicitly
stated. The field was founded with Swanson’s proposal of fish oil as a treatment for Raynaud’s Disease1. This
discovery was found through an extensive, mostly manual analysis of literature. Today, LBD techniques vary, but
the traditional ABC co-occurrence model2 is still common. In this model, knowledge is discovered in the form of,
A implies B, B implies C, therefore A implies C hypotheses. The open discovery format of LBD3 begins with a
user-provided starting term A, from which a linking step is performed. In the linking step, all related terms are found,
generally using co-occurrences3, 4 or semantic predications5, 6. This creates the set of linking terms, B, from which the
linking step is repeated to find all of Bi’s related terms, which creates the set of output target terms, C.

This set of target terms quickly becomes unmanageable, due in large part to the “small world” problem7, which states
that a start term will most likely co-occur with a highly connected linking term. Since a highly connected linking
term co-occurs with many terms, the “B implies C” linking step will cause the set of target terms to approach the
vocabulary size. Put simply, linking always generates too many target terms. There have been a variety of techniques
to limit the size of the target term set, such as: eliminating B terms via ranking and thresholding8, 9, applying semantic
type filters to restrict B and C terms to informative semantic types (such as “drugs” or “diseases”)3, using hierarchical
filters to remove terms that are too general4, 10, and using relation extraction techniques and relation-type filters (such
as keeping only “treats” or “increases” type relations)5. Even systems that do not rely on the ABC paradigm11–13

require some sort of term ranking for prioritizing what is displayed to the user or eliminated via thresholding.

Target Term Ranking

Target term ranking is used to estimate the interestingness of terms in a target term list. Ranked terms may be ordered
and displayed, or eliminated by applying a threshold. For LBD, it is assumed that target terms never co-occur with
the start term (since they are new knowledge), meaning that traditional information retrieval ranking methods, which
require direct co-occurrences cannot be applied. Instead, indirect ranking measures must be used. Methods designed
specifically for LBD include: Linking Term Count (LTC)2 which counts the number of unique B (linking) terms
between A and C; Average Minimum Weight (AMW)7, 9 calculates the mean of minimum mutual information from
A to B and B to C for all A to B to C pathways; X to Z support14, which sums the weights of all ABC paths
between A and C; and Predicate Interdependence15 which ranks drug-disease pairs based on drug-gene and gene-
disease predicate interdependence in literature. Vector-based measures may also be used. In these cases, a term
or concept vector representation is constructed, and interestingness is quantified using cosine distance16, Euclidean
distance17, or information flow17 between the A and C terms.

Functional Groups

In addition to eliminating terms, similar terms may be grouped to reduce the total number of items that must be
analyzed simultaneously. Weeber, et al.3 outlined their idea of functional pathways, for which similar linking terms
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Figure 1: An overview of the system presented in this work. Processes are in white, and data is in darker gray. Stars
indicate areas where novel contributions are integrated.

generated by their LBD system are manually grouped and analyzed. In their paper, they replicate the three primary
pathways (originally identified by Swanson) for which fish oil treats Raynaud’s Disease. These pathways are Fish oil’s
effects on: blood viscosity, platelet aggregation, and vascular reactivity. Groups of terms related to these functional
pathways are identified in the linking term set generated by their system. Weeber, et al. conclude that by analyzing
the data as sets of related terms, the output is more understandable. Their method is manual and limited to the linking
term set, but they do note that there are several fish oil-related concepts in their target term list, including: Fish
Oils, Maxepa, Fatty acids omega-3, omega-3 polyunsaturated fatty acid, Eicosapentaenoic acid, Epa-e, Cod liver oil,
Salmon Oil, Fatty acids essential, and Dietary fats.

Automated methods of grouping target terms of an LBD system has been a largely overlooked topic, but some work
has been done. Baker18 assigns a high-level classification to sets of terms by exploiting the MeSH hierarchy. She
provides a broad categorization of terms by assigning a category according to the MeSH term at the third level of the
term’s ancestor tree. Although effective for her application, using the MeSH hierarchy alone is problematic when using
multiple taxonomies of the UMLS (e.g. MeSH and SNOMEDCT), as their structures differ significantly. Cameron,
et al.19 use graph-based similarity measures, and hierarchical agglomerative clustering to group similar “contexts”
of SemRep predications. The system creates an easily interpretable graphical output that succinctly explains the
interaction between terms of interest. Their system output is impressive, but is computationally intensive, requires
some manual intervention, and is intended for closed discovery, in which both the A and C terms are pre-defined.

Interactive Visualization

The development of effective user interfaces for LBD has become an increasingly important research topic. An
effective user interface is critical for promoting the adoption of LBD systems in actual laboratory work. The goal of
systems that focus on user interaction is not to automatically produce new discoveries, but rather to provide a “dynamic
and interactive experience that allows scientists to both explore and validate conceptual connections”20. Exemplary
of these systems is Epiphanet20 which uses distributional term representations to facilitate exploration of connections
between associated concepts. Other work focuses on theories of discovery browsing11, 21–23 and Information Foraging
Theory. This was first proposed for LBD by Wilkowski, et al.24, and later implemented by Goodwin, et al.21, 22 and
Workman, et al.11. In “discovery browsing” information is displayed to the user, and the user selects topics they find
interesting or surprising. An example of this is the Spark system11, which displays SemRep predications with an
interactive graphical user interface to spark the creativity of the user.

Methods

In this section, we describe the novel contributions of this paper, and how they are integrated into a comprehensive
LBD visualization system. First, we briefly describe the architecture of our overall system. Then, we discuss each
novel contribution in detail. We start with automatic functional group discovery. Next, we introduce set associations
followed by their extension to linking set associations, and lastly we describe our novel comprehensive visualization
method.

Figure 1 shows the overall architecture of our system. Our novel contributions are contained within the clustering and
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visualization systems, and work using any target term list generated by any LBD system on any dataset. Details on
the LBD system, datasets, and packages used for the experimental results are provided in the Experimental Details
Section. Using the target term list generated by the LBD system, a set of target terms is input into our clustering
system, which is where we incorporate automatic functional group discovery. Functional groups of varying specificity
are organized into a hierarchical cluster tree, where each node of the tree contains a set of terms indicating a functional
group. Each node in this tree contains a set of terms, which are ranked with linking set associations. Lastly, the tree is
weighted by the ranks, and is displayed in our novel comprehensive visualization system.

Automatic Functional Group Discovery

We input an LBD target term list into a hierarchical clustering algorithm to automatically identify functional groups.
The algorithm constructs a binary hierarchical cluster tree, for which each target term is a leaf node, and the root
is a cluster containing all target terms. Intermediate nodes represent functional groups and are sets that contain all
descendant target term leaf nodes. In the hierarchical tree, the most related terms and clusters are grouped first, as
the node’s depth increases, so does its specificity. Similarly, as the depth of a cluster increases, the number of terms
in the cluster decreases. This means that nodes containing a few highly related terms are near the leaves, and nodes
containing many, more loosely related terms are near the root. Figure 2 shows an example. Each node in the tree is a
cluster. Single term clusters are at the leaf nodes, and are indicated by an asterisk. All other nodes contain the set of
all descendant leaf node terms. For instance, the “fish oil related terms” node contains all terms indicated by asterisks.
Descendant from that is the “fish oils” node, which contains the terms cod liver oil, menhaden oil, and fish oil.

Figure 2: An example of hierarchical clustering, in which the root node is all supplements, single terms are leaf nodes
and are indicated by asterisks.

In our method, we use pre-existing hierarchical clustering algorithms for the following reasons: (1) Hierarchical
clustering methods avoid the problem of defining the “number of clusters”, or a cluster stopping metric; both of
which are difficult to define and are often subjective. Hierarchical clustering finds clusters of varying specificity
automatically, by effectively finding clustering solutions at every possible “number of clusters”. (2) Using hierarchical
clustering produces the unique opportunity to display the hierarchical cluster tree to the user. This cluster tree allows
the user to visually explore the target terms output by an LBD system in a structured and meaningful manner. (3)
Many pre-existing clustering techniques are designed for large, high dimensional datasets, and are therefore scalable
and efficient. (4) Most pre-existing clustering techniques allow any distance metric to be defined, meaning we can use
distance metrics that are effective for this task, and we can redefine the distance metric as more advanced methods are
developed.

Set Associations

The automatic functional group discovery step transforms the LBD target term list into a set of clusters (the functional
groups). Our goal is to quantify the interestingness of each cluster. Here, we introduce set association measures,
which quantify the interestingness between sets of terms using a modified version of association measures. Benefits
of this method include: (1) Association measures are not biased by frequency of occurrence, meaning that general
terms that are frequently used, such as patient or DNA will not necessarily receive high scores. This is because
association measures take into account both the individual occurrence frequency of a term and a term pair’s co-
occurrence frequency. (2) Our modification of association measures means that the association between sets of terms
may be calculated in a holistic, rather than piece-wise manner, such as the sum or mean of a term-to-term measure
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(e.g. cosine distance, term-term associations). (3) Set associations allow the development of linking set association to
quantify the association between the indirectly related terms inherent to LBD.

Briefly, we describe association measures, then our novel modification, to produce set associations. Measures of
association are based on co-occurrence statistics in a corpus, and quantify two terms’ expected co-occurrence together
by chance versus their observed co-occurrence together in text. This is done by collecting term pair co-occurrence
frequencies from a corpus. These counts include: n11 the count that tokens Ai and Cj are seen together. n1p the
count that Ai is followed by any term. np1 the count that Cj is preceded by any term, and npp the count that any
term is followed by any term (the total number of term pairs in the corpus). Using these four numbers, traditional
association measures are calculated by inputting them into an association measure equation, such as Log Likelihood
Ratio, Pearson’s Chi-Squared, or Dice Co-efficient. This results in a single number to quantify the association between
a term-term pair.

Rather than quantify the association between one term and another term, we develop set associations, which quantify
the association between a set of terms and another set of terms. To do this, we modify n11, n1p, np1, and npp prior
to plugging them into an association measure equation. Specifically, we redefine: n11 as the sum of co-occurrences
between set A and set C. n1p as the sum of co-occurrences between set A and any term. np1 as the sum of co-
occurrences between set C and any term. npp remains unchanged, and is the total co-occurrence count.

Figure 3 shows an example of two sets of terms. Set A, indicated by white circles, and set C, indicated by black
circles co-occur with one another, and other terms, indicated by gray squares. Co-occurrences are shown as edges,
the number next to the edge indicates that term pair’s co-occurrence count. In this example: n11 = 5+2+4=11, n1p =
5+2+4+8=19, np1 = 9+5+2+4+7=27, and npp = the total number of co-occurrences in the dataset. These numbers are
then plugged into an association measure equation to output a scalar value for the association between sets A and C.

Figure 3: A diagram showing set A and set C co-occurrences. Set A and C occur both with each other, and terms not
in either set.

Linking Set Associations

Developing set association measures allows us to quantify the association between set-set pairs rather than term-term
pairs, but terms in each set must directly co-occur with one another. This is problematic for LBD, since target term sets
inherently do not co-occur with the starting set (due to the ABC paradigm). Here, we introduce linking set association,
our method of quantifying the association between sets of indirectly related terms. Linking set association uses the set
association between two sets’ directly co-occurring terms to quantify their association. That is, we create a set of all of
A’s co-occurring terms, BA, and a set of all of C’s co-occurring terms, BC , and calculate the set association between
BA and BC . Figure 4 shows an example.

Figure 4: A diagram showing set A and set C co-occurrences with the set of B terms, and a pictorial representation of
the linking sets, BA and BC .

The start terms, A, indicated by white circles co-occur with 4 unique terms indicated by white and white-and-black
boxes. The target terms, C, indicated by black circles co-occur with 3 unique terms, indicated by black-and-white,
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and black boxes. Both A and C never co-occur with one another, so we can’t apply direct set association measures.
Instead, we create sets BA and BC from their co-occurring terms, and calculate the association between sets BA and
BC . Overlap between BA and BC does not affect calculation of linking set association.

Comprehensive Visualization

In the previous subsections we outlined our contributions of (1) applying hierarchical clustering techniques to LBD
target term output, (2) modifying association measures to quantify the association between sets of terms, and (3) the
development of linking set association, which allows us to quantify the association between indirectly co-occurring
terms. In this section, we combine these contributions into (4) a comprehensive LBD visualization system.

The entire hierarchical cluster tree of LBD target term output is displayed at once in an interactive environment that
allows a user to explore branches of the tree they find interesting. Our intended use case is for the user to begin
exploration at the root node, and descend the tree by following paths they find most interesting or surprising. In this
scenario, the user first encounters broad groups of loosely related terms, and as they descend the tree, they discover
sets of increasingly specific sets of closely related terms, until arriving at single term leaf nodes. The hierarchical
tree is a binary tree, meaning that at each node, the user may select one of two different paths. While backtracking,
and exploring multiple paths is possible and encouraged, the size of the tree makes exploring all possible paths or
leaf nodes impractical. Therefore, our goal is to help the user find the most specific and most interesting terms while
examining as few nodes as possible. We do this by visually indicating our estimates of interestingness of individual
paths and nodes to guide the user down the hierarchy.

The interestingness of nodes is estimated by the linking set association between the terms of that cluster and the starting
term set. We scale the size of the displayed nodes, such that more interesting nodes are larger, and less interesting
nodes are smaller. Nodes are labeled to give an estimate of the types of terms descendant from it at a glance. The label
is generated by selecting the term in that cluster whose vector cosine distance is closest to the cluster centroid. The
interestingness of edges, and therefore paths is estimated as the sum of all descendant nodes’ estimated interestingness.
We scale the thickness of edges such that more interesting edges are thicker, and less interesting edges are thinner.
This indicates the amount of interestingness a user may encounter by following that path. Since it may be difficult to
distinguish between edges with similar thicknesses, and at each node a user may choose between two possible paths,
we color the thinner edge red, and the thicker edge blue.

Experimental Details

We integrate our novel contributions with several pre-existing components to form a complete LBD system, and
evaluate its performance via open discovery replication of Swanson’s Raynaud’s Disease - fish oil discovery. As
shown in Figure 1, the system architecture consists of a data source, and three primary components, the LBD system,
the clustering system, and the visualization system. Details for the results shown are described here.

Data Source: As a data source, we use titles and abstracts published between January 1, 1983 to December 31, 19858

from the 2015 MetaMapped MEDLINE baseline 1. The MetaMapped MEDLINE Baseline is a database of biomedical
and life science journals mapped to United Medical Language System (UMLS) concepts by the MetaMap tool25; this
has the effect of performing stop word removal and text normalization. This data-source is to used to construct the
vectors used in clustering, and to collect the concept co-occurrence counts used in LBD and cluster ranking.

LBD System: We collect co-occurrence count using UMLS::Association version 1.3’s CUI Collector tool 2 with a
window size of 8. These counts are used later to rank clusters, and here as input to Association Literature Based
Discovery (ALBD) version 0.05 3. ALBD is a Perl implementation of an ABC co-occurrence model of LBD. We use
the UMLS concepts of Raynaud’s Disease (C0034734) and Raynaud’s Phenomenon (C0034735) as A terms, since
they are listed as synonyms within the UMLS26. We apply a semantic type filter at both the A to B and the B to
C linking steps. The filters are purposefully broad to avoid overfitting9, specifically: B terms are restricted to the

1https://mbr.nlm.nih.gov/Download/MetaMapped Medline/2015/
2http://search.cpan.org/dist/UMLS-Association/
3http://search.cpan.org/dist/ALBD/
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Figure 5: Fully zoomed out visualization of the Raynaud’s Disease - fish oil discovery replication. Labels were
manually added. Figure 6 shows a zoomed in version of the dotted rectangle.

UMLS semantic groups (using UMLS 2016AA) of “Chemicals and Drugs (CHEM)”, “Disorders (DISO)”, “Genes
and Molecular Sequence (GENE)”, “Physiology (PHYS)”, and “Anatomy (ANAT)”, and C terms are restricted to
semantic groups of “Chemicals and Drugs (CHEM)” and “Genes and Molecular Sequence (GENE)”. We apply a
linking term count (LTC) threshold to the target term list output by the LBD system to limit the number of target terms
to 3000, however the terms ranked 2995 through 3016 were tied, resulting in a total of 3016 to be clustered. This
threshold is applied due to memory constraints of the current implementation of clustering algorithms.

Clustering System: We perform clustering on word embeddings of the target terms output by the LBD system. We
generate UMLS concept embeddings using co-occurrences information between UMLS concepts rather than indi-
vidual terms27 using word2vec-interface version 0.03 4, a Perl interface to the word2vec package developed by 28.
Continuous bag of words (CBOW) embedding model, a window size of 8, a frequency cutoff of 5, and default settings
for all other parameters are used. Hierarchical clustering is performed using CLUTO version 2.1.129, a clustering
software package designed for large sample size, high dimensionality datasets. The vcluster function with repeated
bisection clustering algorithm with the Full Tree option enabled, and default settings for all other parameters are used.

Visualization System: The hierarchical cluster tree of target terms is input into the visualization system. We use
our implementation of linking set association in UMLS::Association version 1.7 using Pearson’s Chi-Squared, and all
other settings as default to compute the association scores between each cluster and the start term set. The visualization
is generated by yEd Graph Editor 5, a graph visualization program using the tree-balloon layout. Nodes sizes are
displayed as their set-association score linearly scaled, relative to all other nodes to a value between 1 and 100, and
edge widths as log(1 + weight)3 of the edge. These scalings are used (rather than linear) to better display the range
of values generated by our system.

Results

In this section, we describe the results of replication of Swanson’s Raynaud’s Disease - fish oil discovery. We use
the system described in section to generate the system output shown in Figure 5. Figure 5 shows our generated
hierarchical cluster tree in its entirety. We manually added a few labels to this image, but a user can quickly find
these by clicking on a node of interest. The labels tell us the types of nodes we can expect to see descendant from
that branch. By clicking on a few nodes, and visually inspecting the tree, we quickly get a general idea of the tree’s
overall structure. Exploring the tree in more detail, and starting at the root node, marked by a star, there are two edges.
The edges appear to be similar widths, but the blue edge leads to far fewer nodes. This is significant, and tells us that
the nodes in the direction of the blue path are much more interesting, since their sum of interestingness is similar to a
much larger set of nodes. The target nodes of these two edges are labeled “Enzymes” and “Clonindine”. This indicates

4http://search.cpan.org/dist/Word2vec-Interface/
5https://www.yworks.com/products/yed
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Figure 6: Portion of Figure 5 found by following blue paths. Eicosapentaenoic Acid, Felodipine, and Nisoldipine
labels have been manually added. The top tree shows a sub-tree of general DNA related terms, which our system
deemed less interesting.

that the red edge likely leads to terms loosely related to “Enzymes” (but due to the label’s generality and number of
descendant nodes may contain several different categories of terms), and the blue edge leads to terms associated with
“Clonindine”, a drug used to treat hypertension, indicating that the descendant terms are likely associated with effects
on blood. This is exciting, since fish oil’s effects on blood viscosity, platelet aggregation, and vascular reactivity have
been identified as the primary functional pathways for which fish oil treats Raynaud’s Disease3.

Descending the tree in the blue edge direction, we reach the next junction. Here, the edge weights appear similar, and
the descendant tree appears more balanced, with similar numbers of nodes in either direction. The red edge leads to
a node labeled “ACTH and synthetic analog preparations”, and the blue path to a different node, labeled once again
“Clonindine”. ACTH can induce hypertension and Raynaud’s disease is often associated with hypertension. Since the
path to Clonindine is blue (indicating more interestingness in that direction), and due to space limitations in the paper,
we choose to descend the tree in the blue direction. In a real-world environment though, at this point, we have reduced
the number of terms to a manageable level, where a user could further explore both paths in more detail. Following the
blue path, at our next junction, we must decide between two paths, one leading to “aspirins” and one to “morphines”.
The blue path leads to “aspirins”, and its descendant tree is shown in Figure 6.

The tree in Figure 6 is sufficiently small to explore the branches in more detail. By clicking on each node we see
its label, or we can zoom in even further to see sets of labels next to the nodes. This manual analysis shows that
these terms are mostly calcium channel blockers and anti-hypertensive drugs, listed among them are Felodipine and
Nisoldipine. Interestingly, present-day recommended pharmacological treatments for Raynaud’s Disease are calcium
channel blockers and anti-hypertensive drugs, and two of the recommended drugs are Felodipine and Nisoldipine.
Eicosapentaenoic acid, the active ingredient in fish oil is also found in this sub-tree.

By following the most interesting path indicated by our system, we immediately eliminated about two-thirds of the
LBD system output. This narrowed our discovery search to drugs and compounds that are related by their effects on
blood, specifically hypertension. Further descending the path in the recommended directions, we arrive at calcium
channel blockers and anti-hypertensive drugs, which are a class of drugs that are the present-day recommended treat-
ment for Raynaud’s Disease. Our system gives the user an overall understanding of the LBD output, and using linking
set association to estimate interestingness, we lead the user directly to treatments for Raynaud’s Disease, including
present-day drugs used to treat the disease, Eicosapentaenoic Acid, the primary active ingredient in fish oil.

Conclusions, Limitations, and Future Work

In this paper, we presented a novel method of visualizing and understanding LBD target term output. This method
required the novel application of hierarchical cluster algorithms to LBD target term output, the novel extension of
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association scores to quantify the association between sets of terms rather than single term-term pairs, the novel
development of linking set association to quantify indirectly related sets of terms, and their integration into a complete
LBD system. We showed the efficacy of our visualization system by replicating the historic Raynaud’s Disease - fish
oil discovery. Doing so, we found that our system quickly eliminates the majority of the target terms, and leads the
user to blood-related terms, the primary pathway in which fish oil can treat Raynaud’s Disease. Descending the tree,
our system leads the user to a class of drugs used in present day to treat Raynaud’s, and to Eicosapentaenoic Acid, the
active ingredient in fish oil.

This work has several limitions, which include: (1) Visualization limitations - Thickness of the edges is difficult
to distinguish, and labels are only displayed when zoomed in. In future iterations we plan to implement our own
visualization software which allows dynamic edge thickness and labels to summarize the data from a zoomed out
perspective. (2) Evaluation - LBD is difficult to evaluate, and to further validate our system we would like to use this
system in a user study in a real-world setting. This will test the system on more hypotheses, provide more quantita-
tive evaluation, produce insights into how the system can be improved, and validate the system by producing actual
discoveries. (3) Other future work includes developing better thresholding methods before clustering, develop more
efficient clustering algorithms, explore better cluster naming and summarization methods, and develop an explanatory
mechanism for potential discoveries.

References

[1] Don R Swanson. Fish oil, raynaud’s syndrome, and undiscovered public knowledge. Perspectives in biology and
medicine, 30(1):7–18, 1986.

[2] Don R Swanson and Neil R Smalheiser. An interactive system for finding complementary literatures: a stimulus
to scientific discovery. Artificial intelligence, 91(2):183–203, 1997.

[3] Marc Weeber, Henny Klein, Lolkje de Jong-van den Berg, Rein Vos, et al. Using concepts in literature-based dis-
covery: Simulating swanson’s raynaud–fish oil and migraine–magnesium discoveries. Journal of the American
Society for Information Science and Technology, 52(7):548–557, 2001.

[4] Wanda Pratt and Meliha Yetisgen-Yildiz. Litlinker: capturing connections across the biomedical literature. In
Proceedings of the 2nd international conference on Knowledge capture, pages 105–112. ACM, 2003.

[5] Dimitar Hristovski, Carol Friedman, Thomas C Rindflesch, and Borut Peterlin. Exploiting semantic relations
for literature-based discovery. In Proceedings of the American Medical Informatics Association (AMIA) Annual
Symposium, 2006.

[6] Judita Preiss. Seeking informativeness in literature based discovery. ACL 2014, page 112, 2014.

[7] Jonathan D Wren. Extending the mutual information measure to rank inferred literature relationships. BMC
bioinformatics, 5(1):1, 2004.

[8] Michael D Gordon and Robert K Lindsay. Toward discovery support systems: A replication, re-examination,
and extension of swanson’s work on literature-based discovery of a connection between raynaud’s and fish oil.
Journal of the American Society for Information Science, 47(2):116–128, 1996.

[9] Meliha Yetisgen-Yildiz and Wanda Pratt. A new evaluation methodology for literature-based discovery systems.
Journal of Biomedical Informatics, 42(4):633–643, 2009.

[10] Xiaohua Hu, Xiaodan Zhang, Illhoi Yoo, and Yanqing Zhang. A semantic approach for mining hidden links from
complementary and non-interactive biomedical literature. In SDM, pages 200–209. SIAM, 2006.

[11] T Elizabeth Workman, Marcelo Fiszman, Michael J Cairelli, Diane Nahl, and Thomas C Rindflesch. Spark, an
application based on serendipitous knowledge discovery. Journal of Biomedical Informatics, 60:23–37, 2016.

[12] Justin Sybrandt, Michael Shtutman, and Ilya Safro. Moliere: Automatic biomedical hypothesis generation sys-
tem. In Proceedings of the 23rd ACM SIGKDD International Conference on Knowledge Discovery and Data
Mining, pages 1633–1642. ACM, 2017.

590



[13] Nancy C Baker, Denis Fourches, and Alexander Tropsha. Drug side effect profiles as molecular descriptors for
predictive modeling of target bioactivity. Molecular Informatics, 34(2-3):160–170, 2015.

[14] Dimitar Hristovski, Borut Peterlin, Joyce A Mitchell, and Susanne M Humphrey. Using literature-based discov-
ery to identify disease candidate genes. International Journal of Medical Informatics, 74(2):289–298, 2005.

[15] Majid Rastegar-Mojarad, Ravikumar Komandur Elayavilli, Dingcheng Li, Rashmi Prasad, and Hongfang Liu. A
new method for prioritizing drug repositioning candidates extracted by literature-based discovery. In Bioinfor-
matics and Biomedicine (BIBM), 2015 IEEE International Conference on, pages 669–674. IEEE, 2015.

[16] Michael D Gordon and Susan Dumais. Using latent semantic indexing for literature based discovery. Journal of
the American Society for Information Science, 49(8):674–685, 1998.

[17] Peter Bruza, Dawei Song, and Robert McArthur. Abduction in semantic space: Towards a logic of discovery.
Logic Journal of IGPL, 12(2):97–109, 2004.

[18] Nancy C Baker. Methods in literature-based drug discovery. PhD thesis, University of North Carolina at Chapel
Hill, 2010.

[19] Delroy Cameron, Ramakanth Kavuluru, Thomas C Rindflesch, Amit P Sheth, Krishnaprasad Thirunarayan, and
Olivier Bodenreider. Context-driven automatic subgraph creation for literature-based discovery. Journal of
Biomedical Informatics, 54:141–157, 2015.

[20] Trevor Cohen, G Kerr Whitfield, Roger W Schvaneveldt, Kavitha Mukund, and Thomas Rindflesch. Epiphanet:
An interactive tool to support biomedical discoveries. Journal of biomedical discovery and collaboration, 5:21–
49, 2010.

[21] J Caleb Goodwin, Trevor Cohen, and Thomas Rindflesch. Discovery by scent: Discovery browsing system
based on the information foraging theory. In Bioinformatics and Biomedicine Workshops (BIBMW), 2012 IEEE
International Conference, pages 232–239. IEEE, 2012.

[22] Michael J Cairelli, Christopher M Miller, Marcelo Fiszman, T Elizabeth Workman, and Thomas C Rind-
flesch. Semantic medline for discovery browsing: using semantic predications and the literature-based discovery
paradigm to elucidate a mechanism for the obesity paradox. In AMIA Annual Symposium Proceedings, volume
2013, page 164. American Medical Informatics Association, 2013.

[23] T Elizabeth Workman, Marcelo Fiszman, Thomas C Rindflesch, and Diane Nahl. Framing serendipitous
information-seeking behavior for facilitating literature-based discovery: A proposed model. Journal of the As-
sociation for Information Science and Technology, 65(3):501–512, 2014.

[24] Bartłomiej Wilkowski, Marcelo Fiszman, Christopher M Miller, Dimitar Hristovski, Sivaram Arabandi, Graciela
Rosemblat, and Thomas C Rindflesch. Graph-based methods for discovery browsing with semantic predications.
In Proceedings of the American Medical Informatics Association (AMIA) Annual Symposium, volume 2011, page
1514. American Medical Informatics Association, 2011.

[25] Alan R Aronson and François-Michel Lang. An overview of metamap: historical perspective and recent ad-
vances. Journal of the American Medical Informatics Association, 17(3):229–236, 2010.

[26] Judita Preiss, Mark Stevenson, and Robert Gaizauskas. Exploring relation types for literature-based discovery.
Journal of the American Medical Informatics Association, page ocv002, 2015.

[27] Sam Henry, Clint Cuffy, and Bridget T McInnes. Vector representations of multi-word terms for semantic
relatedness. Journal of biomedical informatics, 77:111–119, 2018.

[28] T. Mikolov, I. Sutskever, Kai Chen, G.S. Corrado, and J. Dean. Distributed representations of words and phrases
and their compositionality. In Advances in neural information processing systems, pages 3111–3119, 2013.

[29] Ying Zhao, George Karypis, and Usama Fayyad. Hierarchical clustering algorithms for document datasets. Data
mining and knowledge discovery, 10(2):141–168, 2005.

591



 
 

Extracting Biomedical Terms from Postpartum Depression Online Health 
Communities 

 
Sanchari Chowdhuri, MS1, Sidnei McCrea, BA2, Dina Demner Fushman, MD, PhD3, Casey 

Overby Taylor, PhD4   

1 University of Maryland, College Park, MD; 2,4 Johns Hopkins University School of 
Medicine, Baltimore, MD; 3 Lister Hill National Center for Biomedical Communications, 

NIH, Bethesda, MD 
Abstract 

Online health communities play a vital role in supporting patients by connecting them to people with similar health 
conditions, thereby enabling interactions that may be distinct from those with their healthcare providers. Online 
health support groups can provide social support for people experiencing clinical conditions such as postpartum 
depression (PPD). In this paper, we describe our creation of a dataset of annotated PPD discussion forums and a 
preliminary assessment of topics that are discussed on the forums. Our approach leverages the capabilities of 
MetaMapLite (MMLite) and the Human Phenotype Ontology (HPO) concept recognition software to identify 
biomedical terms from BabyCenter.com online health communities. A data extraction pipeline wherein text from 
discussion forums on the topic of PPD is scraped and structured for annotation by the MMLite and HPO. The final 
corpus includes 10,584 posts with their all associated comments. Our analysis of the performance of MMLite to 
annotate biomedical terms relevant to PPD indicated a precision of 86.7%, recall of 81.3%, and AUC of 0.714. We 
propose a data model illustrating the main topics discussed among PPD forum users. Topics include: exposures, 
phenotypes, health conditions, behaviors, and timing. This resource has potential to enable investigating previously 
unexplored experiences with PPD. 

Background and Motivation  

Postpartum depression (PPD) falls under the purview of perinatal depression, which includes any major or minor 
depressive episode during pregnancy or 12 months after delivery1.It is one of the most common ailments associated 
with childbirth. This treatable medical disorder affects 10% of pregnant women and 13% of women worldwide who 
have just given birth. This adversely affects functioning of a mother and in turn can negatively impact the baby2. 

Depressive symptoms among pregnant women can include anxiety, insomnia, and changes in mood3. Under current 
clinical guidelines, healthcare providers are encouraged to screen patients at least once during the perinatal period. 
The Edinburgh Postnatal Depression Scale and the Beck Depression Inventory are some of the diagnostic 
questionnaires that are used to evaluate perinatal depression3. Although pregnant women have numerous encounters 
with their physicians, they may not report depressive symptoms. A study conducted in Britain found only 12% of 
mothers reported depressive symptoms to their provider4. In fact, 90% of the women knew “something was wrong” 
but the majority did not seek out professional help4.  

Online health communities can bridge the gap between healthcare providers and their patients. Patients with various 
diseases use online communities as a source of social support5. For example, a study conducted among Japanese 
women with breast cancer found that women who posted in an online forum reported higher levels of emotional 
support and decreased feelings of anxiousness6. A depression group on Reddit was the basis for a linguistic analysis 
for researchers Park and Conway. They found that members of the online community were more likely to use positive 
emotion words than negative emotion words when posting in the forum5. Indeed, online health communities can serve 
as meeting ground for those with diseases to seek out support and advice outside of the healthcare system. Thus, online 
forums where new parents often seek peer support during the postpartum period have potential to provide a more 
complete picture of different aspects of the patient which are not captured in clinical notes during patient encounters 
with their healthcare providers.  

For new parents, online health communities can help them to gain peer support regarding intimate postpartum 
challenges such as parenting, breastfeeding, and postpartum depression7,8,9,32.  Some benefits to new parents identified 
by others include the ability to seek and exchange information in a way that allows for “candor (both less harsh and 
more forthright responses to problems), less negative judgement, reduced obligation to reciprocate support, less 
relational dependency, more immediate ability to seek support, greater expertise in the network, stigma management, 
intimacy, access, uninterrupted composition, more expressive communication, and anonymity.”10 Peer support in 
online health communities provide members with informational, emotional, and instrumental support on health and 
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disease management. Group members often engage in deep discussions and negotiate differing perspectives of the 
diseases11. In online health communities, patients may also share their strategies for managing the minutiae of their 
health conditions, describe their illness trajectories, and develop common understanding around disease 
management12. Furthermore, online health communities can provide parenting resources and opportunities for social 
connections and support13.  

BabyCenter is one of many popular commercial online health communities for parents14. This online media company 
provides information on conception, pregnancy, birth, and early childhood development for parents and expecting 
parents through eleven country and region-specific properties including websites, apps, emails, print publications, and 
an online community where parents can connect on a variety of topics15. BabyCenter.com allows users to create new 
forums on a topic, and members of the community can contribute to any forum. Each of these forums hosted on 
BabyCenter has thousands of users who post questions and interact with other users by adding comments to the posts. 

We created a dataset of PPD forums with biomedical term annotations and characterized main topics discussed by 
forum users. Our approach uses the Human Phenotype Ontology (HPO) concept recognition software16 31 and MMLite17 
to annotate biomedical terms from BabyCenter online health communities discussing PPD.   

Tools and Terminologies 

HPO concept recognition software: This software is a name entity recognition (NER) tool used to identify Human 
Phenotype Ontology (HPO) terms reported in text documents. We use this software to annotate HPO terms in PPD 
forum posts (see Section 3.2. Preliminary text analysis). The HPO aims to provide a standardized vocabulary of 
phenotypic abnormalities encountered in human disease. Each term in the HPO describes a phenotypic abnormality, 
such as atrial septal defect. The HPO is currently being developed using the medical literature, Orphanet18, 
DECIPHER19, and OMIM20. HPO currently contains approximately 11,000 terms (still growing) and over 115,000 
annotations to hereditary diseases. The HPO also provides a large set of HPO annotations to approximately 4000 
common diseases. 

MMLite17: MetaMap21 is a widely-used NER tool that maps biomedical free text to Unified Medical Language System22 
Metathesaurus concepts (includes HPO as well as other biomedical terminologies). MMLite provides near real-time 
named-entity recognition that is faster than MetaMap and allows users to customize and augment its behavior for 
specific purposes (e.g., negation detection, restriction by UMLS source and semantic type, etc).  

UMLS Tools: The Unified Medical Language System (UMLS)22 is a set tools that brings together many health and 
biomedical vocabularies and standards to enable interoperability between computer systems. It has three parts 
including the Metathesaurus, Semantic Network, and SPECIALIST Lexicon and Lexical Tools. With our use of 
MMLite, Metathesaurus is leveraged to define terms and codes from many vocabularies including CPT®, MeSH®, 
RxNorm, HPO, among others. This work also uses the Semantic Network that defines broad categories of biomedical 
terms (semantic types) in order to tailor MMLite to find categories of specific relevance to this research.   

In order to create a dataset of PPD online health community forum posts annotated with biomedical terms we: used 
web scraping techniques to create a dataset of semi-structured free text posts and comments from BabyCenter.com, 
used two NER tools to annotate the text, and analyzed the performance of one NER tool to annotate biomedical terms 
relevant to PPD. 

Methods 

First, we started with a data extraction process, wherein we created a corpus of semi-processed text posts and 
performed a preliminary text analysis with the HPO concept recognition software. Next, we configured MMLite to 
use semantic groups relevant to our goal to extract biomedical terms relevant to PPD. After that, we used MMLite to 
identify biomedical terms from the semi-processed dataset, a subset of the corpus (100 out of 10,584 posts) that were 
randomly selected and manually evaluated by two authors (SC and SM). Differences were discussed and resolved by 
consensus. The manually evaluated posts were used to assess the performance of MMLite to detect biomedical terms 
relevant to PPD from BabyCenter.com forum posts. Lastly, we proposed a data model to illustrate the major topics 
covered on PPD forums. All tasks were performed using Python (2.7.12). 
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Semi-Processed Corpus Creation 

We identified three public PPD online health community forums on BabyCenter.com: "Postpartum Depression, 
Anxiety and Related topics”23, “Postpartum Depression and Postpartum Anxiety Support Group”24 and “Postpartum 
Anxiety Support Group"25. The corpus building process started by automating the process of URL building and 
pagination for every posts and comments for each of the forums. Next, we automated the entire process of scraping 
posts; their corresponding comments spread across different URLs and combined them into separate raw text files. 
Each text file (document) contains one post thread (i.e., the main post and comments associated with that post). The 
extracted text was stored as .txt files.  

Preliminary Textual Analysis 

Document-level text analysis was conducted, wherein the semi-processed corpus was created from one PPD online 
health community named “Postpartum Depression, Anxiety and Related Topics23.” Threads were normalized, 
tokenized, stemmed, and stop-words were removed. Second, the corpus was screened for antidepressant drugs, 
bigrams and common words were identified. These antidepressant drugs were extracted from the National Pregnancy 
Registry for Antidepressants.26 The frequency of drug and common word mentions are reported. Third, the HPO 
concept recognition software was used to annotate phenotypes from this corpus. Fourth, we analyzed the frequency 
and distribution of the HPO terms identified for the corpus and visualized those data as a WordCloud 27.  Lastly, upon 
completing the preliminary text analyses, we identified major categories of frequently mentioned biomedical terms 
that may be relevant to PPD. 

Expanded Corpus and Approach to NER annotation 

After completing the preliminary text analysis of PPD forum posts we expanded our approach to include 2 additional 
BabyCenter.com forums: “Postpartum Depression and Postpartum Anxiety Support Group”24 and “Postpartum 
Anxiety Support Group”25 from BabyCenter.com.  Based upon the major categories of biomedical terms identified in 
our preliminary text analysis, we also expanded our biomedical term annotation approach. Specifically, we used 
MMLite that includes HPO terms as well as other biomedical terminologies covered by the Metathesaurus. We also 
selected semantic groups that included major categories of biomedical terms identified from the preliminary text 
analysis. 

Semi-processed Corpus Annotation using MMLite 

In order to identify biomedical terms from PPD forum text, we configured MMLite for selected semantic groups 
described in Appendix 1. The entire corpus was then annotated using MMLite wherein we created MetaMap Fielded 
MMI Output for each document present in the corpus along with annotation file for every document in the corpus. We 
analyzed the average number of MMLite annotations for each document in the corpus. To understand which terms are 
commonly identified by MMLite’s semantic configuration we created a word cloud of biomedical terms identified 
using MMLite. We also analyzed the frequency of all MMLite identified terms. 

Performance Assessment of MetaMap Lite to Identify Biomedical Terms from Pregnancy & PDD Online 
Health Forum communities 

For our analysis of performance, we randomly selected a sample of 100 text files out of our entire corpus. Manual 
annotation was conducted by two annotators separately wherein each annotator independently went through pre-
annotated files to check for missing and correctly assigned terms and identified biomedical terms (treatments, 
phenotypes and health conditions) relevant to PPD that were missed by MMLite as False Negatives, identified terms 
that were correctly assigned a biomedical concept by MMLite as True Positives, and assigned terms which were 
wrongly assigned to a different concept classification as False Positives. These assignments were used to estimate the 
precision and recall of MMLite to identify biomedical terms relevant to PPD from PPD online health community 
forum text.  

Precision is a measure of result relevancy. Precision refers to proportion of positive identifications that were correct. 
Recall is a measure of how many truly relevant results are returned. Recall refers to proportion of actual positives that 
were correctly identified. The precision-recall curve shows the tradeoff between precision and recall for different 
threshold. A high area under the curve represents both high recall and high precision, where high precision relates to 
a low false positive rate, and high recall relates to a low false negative rate. High scores for both show that the MMLite 
is returning accurate results (high precision), as well as returning a majority of all positive results (high recall).28 
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The performance of MMLite was measured using area under the ROC curve (AUC). We plotted a ROC curve of the 
true positive rate versus the false positive rate for every possible classification threshold. The true positive rate is the 
rate of occurrence that MMLite assigns the correct concept. The false positive rate is the rate of occurrence that 
MMLite assigns the incorrect concept. Cohen’s kappa was also calculated to estimate inter-rater agreement between 
the two reviewers. 

Results 

Results from semi-processed corpus creation & preliminary text analysis 
The initial semi-processed corpus from the “Postpartum Depression, Anxiety and Related Topics” forum consisted of 
10028 text files post threads. The average number of words present per post was 208. After removing stop words, the 
average number of words per post was 114. Figure 1 shows the most frequent words, antidepressant medications, and 
bigrams. Figure 2 shows the WordCloud of HPO terms identified the corpus. 

 
Figure 1: Preliminary text analysis summary 

 
Figure 2: WordCloud of terms identified using the Human Phenotype Ontology (HPO) concept recognition software. 
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The preliminary text analysis provided us with a guideline to look for specific categories of biomedical concepts. For 
example, words like “medication”, “counseling” and medication names e.g., Zoloft fall under an EXPOSURE 
category that includes both medical and non-medical treatments. Words like “nausea”, “headache” and “irritation” 
may be grouped under a PHENOTYPE category that includes symptoms, clinical features and behaviors. Lastly, 
words like “depression”, and “allergy” can be grouped under a HEALTH CONDITION category that includes 
present and previous health conditions. These categories represented major topics of discussion by users of PPD online 
health communities. In summary, based on preliminary text analysis, three major topics were identified: EXPOSURE, 
PHENOTYPE, and HEALTH CONDITION (See Figure 3). 

Results from configuring MMLite to use 
UMLS Semantic Groups 

When configuring MMLite to annotate 
biomedical terms relevant to PPD, UMLS 
semantic groups were selected to include major 
categories identified in Figure 3. Specific UMLS 
semantic groups are summarized in Appendix 1 
and were included in the MMLite Configuration. 

Results from expanding the semi-processed 
corpus to include MMLite biomedical term 
annotations 

Our expanded corpus drawing from 3 online 
forums included 10,584 threads. MMLite 
generated annotation files consists of those terms 
which belong to the current semantic group 
selection along with their start and end position, 
name of the semantic type and UMLS Concept Unique Identifier (CUI). The average number of annotations (words 
identified by MMLite) per thread for the current corpus was 26 words. 

The most frequent biomedical terms annotated by MMLite across all threads are shown in Table 1. Figure 4 shows 
the corresponding WordCloud. The dataset is available on a public github repository (https://github.com/translational-
informatics/ppd-named-entity-dataset). 

Table 1:  Frequently occurring 
MMLite Terms 
Words Frequency 
anxiety 24119 
Meds 15266 
Zoloft 14602 
Depression 12487 
Feeling 6453 
Medication 5688 
PPA 5343 
Hope 5193 
Thoughts 4870 
Today 4493 
Postpartum 4384 
Symptoms 4050 
Lexapro 3579 
Love 3395 
Experience 3324 
Celexa 3298 
Happy 3190 
insomnia 3125 

 

 
Figure 3: Major categories of biomedical concepts. 

 
Figure 4: WordCloud of the MMLite terms in the corpus. 
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Results from assessing the performance of MMLite to identify biomedical terms 

Findings from reviewing MMLite annotations of 100 randomly selected documents from the entire corpus indicated 
a precision of 87.6% and a recall 81.3%. Figure 5 illustrates the ROC curve with an AUC of 0.71. The kappa score 
between the two reviewers was 0.96.  

Upon manual review of false positive and false 
negative results, we identified three main 
themes: wrong annotation of words in “short 
form” (e.g., “pls” for “please”), misspelled 
terms, and biomedical terms that did not fit 
selected semantic groups. 

Wrong annotation of word in “short form”: 

Since the corpus has conversational text, many 
short forms were misinterpreted by MMLite, 
therefore contributing several false positives in 
the corpus. Examples include:  

• The term “meds,” contextually used to refer 
to medications, has been wrongly 
interpreted by MMLite as Microcephaly, 
Epilepsy, And Diabetes Syndrome (Meds).  

• “AD,” the acronym for anti-depressant has 
been missed by MetaMap’s annotation.   

• The term “pls,” which refers to short form of “please,” has been wrongly interpreted as Papillon-Lefevre Disease.  

Misspelled Terms: 

MMLite could not identify misspelled terms. For example, in some posts misspelled drug names such as Ativan and 
Trazadone existed and thus were missed by MMLite. 

Semantic Group Coverage: 

The initial semantic groups as shown in Table 1 were efficient in annotating terms regarding treatments, phenotypes, 
and health conditions; however, there were subsets of biomedical terms relevant to PPD that were not recognized. We 
proposed additional semantic groups that my help to better identify those terms (see Appendix 2). 

Other Considerations: 

The term “Park” which was used in the context of open space or garden has been mis-annotated as Parkinson’s 
Diseases. PPA is annotated as Primary Progressive Aphasia (disorder) / Phosphonoacetic Acid or 
Phenylpropanolamine instead of Post-Partum Anxiety. The term “rash” has been wrongly annotated as skin irritation 
whereas the term was contextually used for hasty decisions. 

Discussion 

Semi-processed corpus creation and preliminary text analysis 

From the preliminary text analysis of the corpus, we found that the most commonly occurring words can be divided 
into three main categories: treatment (medication, Zoloft), phenotype (anxiety, happy, panic), and health conditions 
(ppd), as shown in the Figure 3 data model. Our initial WordCloud of biomedical terms identified that using the HPO 
concept recognition software, however, illustrated that biomedical terms related to treatment and health conditions 
were largely missing (See Figure 2). These findings supported our decision to expand our approach to use MMLite to 
annotate a broader range of biomedical terms of potential relevance to PPD. 

Expanding corpus to include MMLite biomedical term annotations 

Our use of MMLite enabled annotating a range of biomedical terms related to PPD. Apart from clinical symptoms, 
individual behaviors and social behaviors appear to also be important topics related to PPD. This finding is consistent 
with findings of other indicating that mental process and social determinants are important indicators of PPD29, 30. 

 

 
Figure 5: ROC Curve for MMLite Performance 
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Assessing the performance of MetaMap Lite to identify phenotype annotations 

Expanding our approach to use MMLite to identify a broader range of biomedical terms has potential to introduce 
additional noise. Our assessment of MMLite helps shed light on the degree to which some biomedical terms relevant 
to PPD may be missed or wrongly assigned in the final corpus. 

A common pattern seen among false positive results (both missed and wrongly assigned) included colloquial short 
forms. This occurred due to MMLite assigning the wrong biomedical concept (e.g., “meds” wrongly annotated to 
Microcephaly, Epilepsy, and Diabetes Syndrome (MEDS)). In addition, for terms relevant to PPD that were missed 
such as timing of symptoms (e.g., today, 2 months, postpartum), we proposed a revised data model that includes 
behavior and timing as separate categories. (Figure 6).  

Approaches to avoid some of these false negative results we encountered are to customize the vocabulary for PPD and 
to use spell check.  We can also avoid some missed annotations that appear to be important topics to PPD by expanding 
the semantic groups to include those proposed in Appendix 2. These revisions have potential to improve both precision 
and recall.  

Conclusion 

Patient narratives and conversational text captured on online health forums are different from clinical text captured in 
a healthcare setting.  This work provides a corpus of 10,584 semi-processed texts extracted from postpartum 
depression online discussion forums and with biomedical terms annotations of reasonable accuracy (estimated 
precision of 86.7% and recall of 81.3 %). Major topics discussed included: exposures, phenotypes, health conditions, 
behaviors, and timing. This dataset has potential to enable investigating previously unexplored experiences with 
postpartum depression. 
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Appendix 1. Selected UMLS Semantic Groups 
Data Model 
mapping 
 

UMLS 
Semantic 
Groups [17] 

UMLS Semantic 
Type 
Classification [17] 

Definition of UMLS Semantic 
Group [17] 

Example (following words are 
mapped to the semantic group) 

clinical 
condition 
/phenotype 

mobd 
  

Mental or 
Behavioral 
Dysfunction 

A clinically significant dysfunction 
whose major manifestation is 
behavioral or psychological. These 
dysfunctions may have identified or 
presumed biological etiologies or 
manifestations. 

PMDD, ADHD, anxiety, 
Postpartum depression, autism, 
baby blues, depression 
OCD (Obsessive compulsive 
Disorder), mood swing, PTSD, 
Panic attacks 
 
Words depicting an ongoing mental 
or behavioral problem 

 phenotype sosy 
  
  

Sign or Symptom An observable manifestation of a 
disease or condition based on 
clinical judgment, or a manifestation 
of a disease which is experienced by 
the patient. 

Pain, depression symptoms, vomit, 
nervous, dizzy, insomnia, sore 
  
Words depicting physical symptoms 

 phenotype cgab 
  
  
  

Congenital 
Abnormality 

An abnormal structure or one that is 
abnormal in size or location, present 
at birth or evolving over time 
because of a defect in 
embryogenesis. 

Monster, laryngomalacia, 
IBS (Irritable Bowel Syndrome), 
Ichthyosis Bullosa of Siemens 

 phenotype acab 
  
  

Acquired 
Abnormality 

An abnormal structure or one that is 
abnormal in size or location, found 
in or deriving from a previously 
normal structure.  

breakdown 

clinical 
condition 

dsyn 
  

Diseases or 
Syndrome 

Any of the psycho-social activities 
of humans or animals that can be 
observed directly by others. 

Heart attack, 
Premenstrual Dysphoric Disorder 
Migraine disorder 
Infantile Neuroaxonal etc 
 
Words depicting diseases and 
syndromes  

phenotype 
(behavior - 
revised data 
model) 

bhvr 
  

Behavior Any of the psycho-social activities 
of humans that can be observed 
directly by others. 

Sex, visit 

treatment clnd Clinical Drug A pharmaceutical preparation as 
produced by the manufacturer. The 
name usually includes the substance, 
its strength, and the form. 

 

treatment orch 
  
  

Organic Chemical The general class of carbon-
containing compounds, usually 
based on carbon chains or rings, and 
containing hydrogen with or without 
nitrogen, oxygen, or other elements  

Xanax, Zoloft, Celexa, Lexapro, 
PPA (Phenylpropanolamine) etc. 
  
Words depicting medicine names 

 treatment phsu 
  
  

Pharmacologic 
Substance 

A substance used in the treatment or 
prevention of pathologic disorders.  

Xanax, Zoloft, Celexa, PPA  
  
Words depicting medicine names 

phenotype 
(behavior - 
revised data 
model) 

inbe 
  
  

Individual 
Behavior 

Behavior exhibited by a human that 
is not a direct result of interaction 
with other members of the species, 
but may affect on others. 

Honesty, cry, yearn, choice, failure, 
self-talk, cheating 
  
Words depicting individual 
behavior 
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phenotype menp 
  

Mental process A physiologic function involving the 
mind or cognitive processing. 

Happy, angry, mad, jittery, fear 
love, mourn 
 
Words depicting emotion 

treatment bodm 
  
  

Biomedical or 
Dental Material 

A substance used in biomedicine or 
dentistry predominantly for its 
physical, as opposed to chemical 
properties.  

Pills, tablets 

phenotype/ 
behavior 

socb 
  
  

Social Behavior Behavior that is direct result of the 
interaction of humans with their 
fellows. This may include anti-
social behavior. 

Smile, adoption, funeral 
  
Words depicting social behavior 

 

Appendix 2. Additional UMLS Semantic Groups Following Assessment of MMLite Performance 
Data Model 
mapping 

UMLS 
Semantic 
Group [17] 

UMLS Semantic 
Type 
Classification [17] 

Definition of UMLS Semantic Group [17] Example 

exposures that 
are not 
treatments 

aapp 
  
  

Amino acids and 
chains of amino 
acids connected by 
peptide linkages. 

Amino acids and chains of amino acids connected by 
peptide linkages. 

soy, pitocin 

phenotype clna 
  

Clinical Attribute An observable property or state of an organism of clinical 
interest. 

partum 

phenotype fndg 
  

Finding That which is discovered by direct observation of an 
organism attributes, including the clinical history of the 
patient. 

stress, muscle 
twitches, feeling 
unhappy 

exposures that 
are not 
treatments 

hops 
  
  

Hazardous or 
Poisonous 
Substance 

A substance of concern because of its potentially 
hazardous or toxic effects. 

heroine 

exposures that 
are not 
treatments 

inch 
  

Inorganic Chemical Chemical elements and their compounds, excluding the 
hydrocarbons and their derivatives  

magnesium, water 

clinical 
condition 

neop 
  
  

Neoplastic Process A new and abnormal growth of tissue in which the growth 
is uncontrolled and progressive 

brain tumor, brain 
cancer 

timing tmco 
  

Temporal Concept Concept pertaining to time or duration. Today 

treatment topp 
  

Therapeutic or 
Preventive 
Procedure 

A procedure, method, or technique designed to prevent or 
treat disease, 

medication change 

treatment vita 
  

Vitamin A substance, usually an organic chemical complex, 
presents in natural products or made synthetically. 

Vitamin B Vitamin D 
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Abstract 

The NIH All of Us Research Program, a national effort to collect biospecimens and health data for over one million 

participants from across the United States, requires participating healthcare provider organizations (HPOs) to use 

informatics tools maintained by the NIH to manage participant consent, biospecimen processing, physical 

measurements, and other workflows. HPOs also maintain distinct workflows for handling overlapping tasks within 

their individual aegis, which do not necessarily achieve seamless interoperability with NIH-maintained cloud-based 

systems. At our HPO, we implemented informatics to address gaps in enrollment workflows and hardware, clinical 

workflow integration, patient engagement, laboratory support, and study team reporting. In this case report we detail 

our approach to inform efforts at other institutions for the NIH All of Us Research Program and other studies.  

Introduction 

To enable precision medicine, the National Institutes of Health (NIH) All of Us (AoU) Research Program aims to 

collect data and biospecimens from one million or more people in the United States. Toward this goal, NIH has funded 

nearly 50 healthcare provider organizations (HPOs)—including regional medical centers (RMCs), federally qualified 

health centers (FQHCs), and Veterans Affairs Medical Centers (VAMCs)—to engage patients for AoU participation 

(1).  Of RMCs, the New York City Precision Medicine Consortium consists of Columbia University Medical Center, 

NYC Health + Hospitals/Harlem, NewYork-Presbyterian, and Weill Cornell Medicine (WCM).  Over a span of five 

years, the New York City Precision Medicine Consortium has a goal of enrolling 90,000 participants, about half of 

which WCM aims to enroll.  Similar consortium-based efforts exist across the country.   

To meet enrollment goals, HPOs must obtain from all participants consent to participate, survey responses, physical 

measurements, biospecimens (i.e., blood), and electronic health record (EHR) data.  To complete these tasks, AoU 

requires participants and study team members to use informatics tools hosted in secure NIH-controlled cloud 

environments.  For consent and surveys, participants use the publicly accessible Participant Portal website.  To 

document physical measurements and biospecimens, HPO study team members use the HealthPro web application, 

which also provides individual- and HPO-level study participation lookup and export.  For EHR data, HPO informatics 

staff transform local clinical data to the Observational Medical Outcomes Partnership Common Data Model (OMOP 

CDM) and transmit payloads to a secure data resource center. 

Although AoU has provided informatics tools to enable enrollment at HPOs, gaps exist between AoU and HPO 

systems and workflows, and optimal approaches for supporting HPO study teams with informatics are unknown.  The 

objective of this case report is to illustrate how our HPO implemented informatics to address gaps in enrollment 

workflows and hardware, clinical workflow integration, patient engagement, laboratory support, and study team 

reporting to support AoU enrollment activities. 

Methods 

Setting 

Weill Cornell Medicine is an academic medical center located on the Upper East Side of Manhattan in New York 

City. Over 1400 WCM physicians conduct approximately two million visits a year as part of the Weill Cornell 

Physician Organization.  Outpatient care and professional billing for the physician organization is documented in the 

EpicCare Ambulatory EHR system, and the WCM Information Technologies & Services group uses multiple systems 

to manage research IT needs, including a clinical trials management system (CTMS) for tracking enrollment and 
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participation in clinical trials (2), an electronic data capture system, REDCap (3), for storing and managing research 

data, and additional informatics solutions for extracting and transforming EHR data for analytic use (4), including an 

instance of the OMOP CDM comprising data for all patients seen at the institution. 

Figure 1 shows the flow of information across systems to support AoU at our HPO.  Whereas the top swim lane 

contains three systems overseen by NIH for AoU, the bottom-three swim lanes contain systems overseen by our HPO 

for general clinical and research operations, some of which we configured specifically to support AoU.  While NIH 

focused on the three AoU systems—Participant Portal, HealthPro, and Data Resource Center (DRC) Raw Data 

Repository (RDR)—our HPO expended effort across the three systems and all other systems to support AoU. 

Critically, integration of AoU and HPO workflows required association of unique AoU participant and local HPO 

patient identifiers.  To support AoU at our HPO, we addressed gaps including enrollment systems and hardware, 

clinical workflow integration, patient engagement, laboratory support, and study team reporting.  

 

 

Figure 1. Overview of NIH (top swim lane) and HPO (bottom-three swim lanes) systems and data flows for AoU. 

Enrollment workflows and hardware 

To support AoU enrollment, we augmented NIH Participant Portal and HealthPro applications with three novel, AoU-

specific local HPO workflows using REDCap—participant identity management, participant relationship 

management, and compensation management—and also provisioned hardware and support services. 

Participant identity management 

Managing the association of each participant’s unique identifier from AoU systems with a unique identifier from HPO 

systems was necessary for AoU-required EHR data extraction as well as local AoU-supporting HPO workflows.  As 

shown in Figure 1, after a participant provided consent in the Participant Portal and paired with the consortium, data 

about the participant, including participant-entered demographics and a unique system-generated Precision Medicine 

Initiative Identifier (PMI ID), became automatically available in HealthPro for access by HPO study team members.  

Although the PMI ID of each participant was unique, it lacked a corresponding identifier in the HPO, such as a medical 

record number (MRN).   

To associate each PMI ID with an HPO MRN, a study team member copied-and-pasted the PMI ID and demographics 

(i.e., first name, last name, date of birth) of a participant from HealthPro to a record in a REDCap project specific to 
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AoU enrollment.  Additionally, a study team member accessed the HPO EHR to determine whether the participant 

was an HPO patient.  If the participant existed in the EHR, the study team member copied-and-pasted the patient’s 

MRN from the EHR to a corresponding field in a REDCap record.  If the participant did not exist in the EHR, the 

study team member registered the participant as a patient to create an MRN, which the study team member then 

copied-and-pasted to REDCap.   

Based on entry of the MRN, REDCap’s dynamic data pull (DDP) plugin retrieved demographics from the EHR for 

adjudication by a study team member and, pending confirmation, saving in designated REDCap fields (5).  Use of 

DDP eliminated double data entry and risk of error for transcribing demographics from the EHR to REDCap.  As 

shown in Figure 2, REDCap presented individual participant demographics from HealthPro and the EHR so study 

team members could confirm values matched across the two systems in order to verify identity. 

Figure 2. The HealthPro Verification form in REDCap displayed MRN and date of birth values automatically 

retrieved from Epic and stored on a different form (not pictured) alongside a research identifier and date of birth 

manually copied-and-pasted from HealthPro to REDCap by the study team.  REDCap automatically alerted users if 

date of birth values did not match to encourage resolution of the discrepancy. 

Participant relationship management 

To recruit patients at our HPO to participate in AoU, study team members frequently screened upcoming clinical 

appointment schedules in the EHR and contacted patients in advance of office visits.  All contacts occurred with 

approval from patients’ physicians.  To manage relationships with potential participants, study team members logged 

contacts, such as phone calls and in-person conversations, in a repeatable REDCap form (Figure 3) corresponding to 

an existing participant identity management record.   
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Figure 3. Participant relationship management enabled via a repeatable form in REDCap. 

If a patient indicated he or she did not wish to participate in AoU, a study team member recorded the preference, 

which subsequent reports presented to inform the study team.  Similar to the pre-consent recruitment contact form, 

study team members used a post-consent contact form for documenting interactions with participants after they had 

consented to participate but had not yet completed all AoU requirements (i.e., survey, physical measurements, 

biospecimens).   

Compensation management 

Upon completion of general consent, EHR consent, physical measurement, survey, and biospecimen requirements, 

AoU participants became eligible to receive a $25 gift card as compensation.  To track compensation, study team 

members used REDCap to document who provided the gift card and on what date for each participant.  To confirm 

receipt of the gift card, each participant signed a field in a REDCap survey form using an iPad screen and a stylus or 

finger.  To access the REDCap survey form specific to a participant, a study team member scanned a unique survey 

QR code configured within REDCap. 

Hardware and support services 

To enable participants and study team members to access Participant Portal, HealthPro, REDCap, and the EHR at our 

HPO, we deployed new hardware and reused existing institutional infrastructure.  For participants to complete consent 

and survey tasks using the Participant Portal and compensation verification using REDCap during WCM clinical 

visits, we purchased eight iPads, which had restricted access settings configured by ITS security to encourage usage 

only for AoU.  For study team members to access HealthPro and REDCap, we purchased eleven laptops.  All iPads 

and laptops were managed by ITS Security and had permission to use the HPO Wi-Fi network.  After discovering a 

gap in Wi-Fi connectivity in clinical space used for AoU enrollment, NYP IT staff expanded wireless network 

capacity.  All laptops required mapping to institutionally-managed printers as well as Zebra label printers provisioned 
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by NIH for biospecimen label creation.  Using an institutionally-hosted wiki, we documented standard operating 

procedures (SOPs) describing device and system provisioning, de-provisioning, and troubleshooting as well as 

workflows involving one or more systems, such as participant identity management using HealthPro, REDCap, and 

the EHR.  We instructed study team members and ITS service desk personnel to use the wiki materials for onboarding 

and troubleshooting. 

Clinical workflow integration 

To inform clinician awareness and billing compliance for AoU, we established automated integration between 

REDCap and the CTMS, which served as the gateway to the EHR for research enrollment records at our HPO. A 

novel middleware sent AoU enrollment and withdrawal data associated with HPO MRNs from REDCap to the CTMS 

as study team members updated records.  From the CTMS, enrollment records flowed to the EHR where they appeared 

in the Research Studies tab, the standard location for clinicians to determine whether a patient was participating in a 

study.  Creation of research studies records also activated billing compliance workflows in the financial module of the 

EHR, which was standard at the institution for all patients participating in studies.  

Patient engagement 

To engage HPO patients and the general public for AoU enrollment at our HPO, we implemented online self-

scheduling for potential participants in clinic space allocated by the WCM Clinical and Translational Science Center 

exclusively for AoU.  In the EHR patient portal, a message appeared upon logon to existing patients about AoU with 

a link to learn more and schedule an appointment.  Via an open public website linked to the EHR, non-HPO patients 

were able to reserve a time for AoU participation (Figure 4).   

 

Figure 4. Self-scheduling for AoU enrollment visits for non-HPO patients via a website linked to the EHR. 

Self-service features enabled potential participants to schedule an appointment for collection of physical 

measurements and biospecimens as well as the opportunity to ask questions of study team members while 

completing consents and surveys. 

Laboratory support 

Although laboratory staff used HealthPro for documenting of biospecimen collection and processing, HealthPro 

lacked fields for staff to record specimen-specific elements, such as lab delivery time and discarding, for supporting 
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AoU requirements including specimen finalization within four hours.  To address this gap, we configured an existing 

laboratory information management system (LIMS) to capture AoU-specific data elements, including PMI ID and a 

biobank order ID.  Capture of AoU-specific ID values supported subsequent reporting activities combining data from 

the LIMS and HealthPro. 

 

Study team reporting 

To support study team activities, we generated multiple reports that combined data from HealthPro and REDCap.  

While HealthPro contained NIH-defined data elements, such as consent and study participation status (e.g., survey 

completion, biospecimen collection, physical measurement completion) and REDCap contained local HPO-defined 

data elements, such as enrollment locations and participant contact information, both systems stored each participant's 

PMI ID as a common key.  To reduce double data entry and risk of error, we developed an approach whereby a study 

team member downloaded a CSV file from HealthPro containing bulk participant data and automatically integrated 

the data with REDCap on the basis of common PMI ID values.  Of note, the CSV contained data from NYC 

Consortium partners (i.e., Columbia, Harlem) not pertinent to WCM-specific HPO activities.  By combining national 

HealthPro data with local HPO REDCap data, we enabled comprehensive understanding of AoU participation at our 

HPO not possible with use of HealthPro or REDCap alone, including participant compensation and participant contact 

as well as enrollment by clinic site, method (i.e., in-person, phone), and race and ethnicity. Accessible securely via 

the web-based Microsoft SQL Server Reporting Services, reports enabled HPO executives to understand local 

performance as well as study team members to support enrollment workflows. As shown in Figure 5, the reporting 

site enabled visualization of trends derived from HealthPro and REDCap data. 

 

Figure 5. Participant Journey report on Microsoft SQL Server Reporting Services site. 

Results 

Using NIH systems combined with existing and novel local informatics infrastructure, we augmented five areas--

enrollment workflows and hardware, clinical workflow integration, patient engagement, laboratory support, and study 

team reporting--to support the NIH All of Us Research Program at our HPO.  To date, our approach to enrollment 

workflows and hardware has supported more than 2,300 participants at our HPO.  Clinical workflow integration has 

enabled display of AoU enrollment status for all participants in the EHR, which has supported at least one reported 

adverse event potentially caused by AoU study participation.  For patient engagement, potential participants have used 

online self-scheduling to arrange 258 appointments, including cancellations and no-shows, yielding 12 enrollments.  
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Laboratory support has enabled processing of more than 2,400 biospecimens in compliance with quality control 

standards.  Through integration of HealthPro and REDCap data, study team members have accessed reports about 100 

times per month. 

Discussion 

To support AoU enrollment at our HPO, we addressed five gaps—enrollment workflows and hardware, clinical 

workflow integration, patient engagement, laboratory support, and study team reporting—using existing and novel 

local HPO informatics infrastructure.  To date, more than 2,300 participants have enrolled at our HPO assisted by our 

informatics approach.  To the best of our knowledge, the literature does not describe how HPOs can support AoU with 

local informatics efforts, and this case report can inform efforts at other institutions in integrating clinical and research 

workflows. 

Our methodology scaled well to support the needs of the institution and may be of use to other institutions participating 

in similar efforts. We expect that the efforts detailed herein will scale appropriately as WCM continues towards its 

target of enrolling 40,000 patients to the protocol, and other institutions participating in AoU or other similar large-

scale registry studies may find that the workflow described herein addresses challenges unique to the nature of the 

study. Of particular note is the large scale of the work required: a number of different local IT groups covering different 

specialties provided expertise, and the complexity of integrating NIH systems into institutional workflows suggests 

that support from NIH and similar funders is required to ensure smooth procession of these workflows. 

Multiple limitations of the methodology emerged in considering its implementation and impact. It is difficult to 

overemphasize the effort required to maintain a robust identity management approach, first in collecting data from 

patients and again in verifying data prior to the submission of EHR data. Despite implementing multiple heuristics 

and computational techniques (e.g. Jaro-Winkler algorithm), we still had to conduct manual verification of about 50 

of 1000 participants for our initial EHR data submission. Use of self-scheduling was substantially lower than expected, 

suggesting that patients were either unwilling to participate without clinician encouragement, publicity efforts did not 

succeed in making them aware of the potential to self-schedule visits to enroll in the protocol, or other factors affected 

usage.  

The primary implications of the approach are its scalability and its generalizability. The system has performed 

admirably to date, as we have added more users, reports, and hardware to support the expansion of the study. 

Additionally, components we have developed for AoU, especially for clinical systems integration with REDCap, may 

be useful for other studies. Future work will include implementation of dedicated participant relationship management 

tools, including the NIH-sponsored Mission Control and HPO-specific Salesforce, to support recruitment and retention 

efforts.  Additionally, future work will evaluate the return on investment of the approach as well as factors affecting 

participation status of individuals. 

In building a robust, scalable, and modular IT infrastructure to support the NIH All of Us Research Program, we 

developed unique solutions that address the challenges of integrating external systems with local workflows to 

facilitate patient enrollment throughout the participant lifecycle. It is our hope that the lessons learned in implementing 

this system are of use to other institutions considering embarking on similar endeavors. 
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Abstract 

We present a comparative evaluation of a range of popular Natural Language Processing (NLP) approaches for 
Information Extraction (IE) in clinical documents to detect cases of patients declining medication that has been 
recommended by their providers. More specifically, we tackle the task of identifying diabetics who decline insulin, 
using a training set of 51k randomly selected provider notes. Analysis shows that decline of insulin by patients is a 
rare phenomenon, with a document-level prevalence of approx. 0.1%. We examine the effectiveness of some of the 
most popular IE approaches, including sentence-level support vector machines (SVM)-based classification, token-
level sequence labelling using conditional random fields (CRFs), and rule-based detection based on encoding human 
knowledge. Our results on a held-out test set show that the generalization of rule-based approach (F1=0.97) 
outperforms the SVM (F1=0.61) and CRF models (F1=0.40). 

1 Introduction 

The rise of Electronic Health Records (EHRs) has led to an explosion in medical informatics research and applications. 
While the majority of these approaches use the structured parts of these records, an omnipresent obstacle in the 
application of these quantitative analytics techniques has been that many crucial observations are often only available 
within EHR narrative documents.1 Consequently, investigators have realized the potential value of the information 
present in the free-text narratives written by providers.2  

This use of narratives over codes is borne out of the flexibility required by providers in describing their nuanced 
observations, diagnoses, the patient’s perspective, and discussed treatment strategies. However, the unstructured 
natural language that they create is not directly usable in quantitative analyses. To use this narrative data, it would 
need to be manually abstracted via labor-intensive chart review.3 This manual review can be time consuming, error 
prone, and require extensive resources.4 This issue is particularly pronounced for identifying low-prevalence 
information where hundreds or thousands of notes would have to be reviewed to find a single instance of the target 
information. 

In many scenarios the amount of EHR data available is so large that chart review becomes unfeasible. Such limitations 
have led to the development of computational methods to automatically process and mine EHR documents for 
information of interest.5 This is particularly pertinent in cases where the information being sought is not highly 
prevalent. One such example, and the focus of this study, is the decline or rejection of medications by patients. While 
it is anecdotally known that patients frequently decline medications that are recommended by their providers, little 
information is available on this phenomenon. It is not completely clear how frequently patients decline medications 
and how commonly they ultimately receive medications they initially refused. 

While numerous approaches to information extraction have been proposed, there is no clear method that is superior 
across all tasks. The primary objective of this study is to comparatively evaluate the effectiveness of the most popular 
approaches that have been identified in the literature. Such an analysis will allow us to compare and contrast these 
methods within the context of our specific NLP task. 

In summary, the key aims of the present study are to: 

1. Determine how the identification of decline of insulin therapy by patients can be framed as an IE task, 
allowing for the quantification of its prevalence; 

2. Identify a range of computational methods that can be used to achieve this task; 

3. Evaluate their individual performance on identifying such rare phenomena. 
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The rest of this manuscript is organized as follows: we continue with a review of related work in section 2, followed 
by a detailed description of our data and methodology in section 3. Our results are presented in section 4 and we 
conclude with a discussion in section 5. 

2 Background Related Work 

In this section we briefly discuss some of the related topics and relevant previous work that have motivated the present 
study. 

2.1 Information Extraction 

A key benefit of the rise of NLP methods has been their direct application in data mining and information extraction from 
clinical documents. A wide range of methods have been applied by researchers, varying by their requirements and the 
specific task being addressed. 

A recent systematic review2 of the medical information extraction literature related to case detection found that the most 
common approaches include simple keyword searches, rule-based text mining, and machine learning based methods. It 
was also reported that while 67% of the studies incorporated rule-based components, only 9% made use of machine 
learning methods. Regardless of the methods used, information extraction from narratives substantially improved cases 
identification over using structured fields alone. The authors also state: 

“Different methods of information extraction were reported, ranging from manual review of 
records to both rule-based algorithms and probabilistic or statistically driven models using 
machine learning methods. No particular type of algorithm stood out as particularly better 
than any other. Accuracy also varied by condition, but no clear pattern was evident." 

The prevalence of the target condition is an important factor that affects the performance of the various IE methods. In 
this context, the overarching aim of the present investigation is to assess the performance of several widely-used IE 
approaches for the identification of rare target information.  

In the following section we will briefly look at the different machine learning and rule-based approaches. 

2.1.1 Classification Approaches 

Within machine learning approaches, classification methods have been the most popular approach. More specifically, 
Support Vector Machines (SVMs) are considered to be a state-of-the-art approach for text classification due to their 
ability to deal with extremely high-dimensional feature spaces across large training data. They are widely used for dealing 
with unstructured notes within the medical domain. 

Pakhomov et al.6 considered the task of predicting quality of life from free-text provider notes at the document level. 
Using an SVM model trained on bag-of-words and bag-of-concepts features, they compared the machine learning results 
against standardized assessment instruments (e.g. questionnaires) completed by the patients. The results showed that the 
SVM model results from the provider notes had good concordance with the instruments completed by the patients. 

In other tasks the concepts or information of interest is expected to appear in a limited, local context and considering 
information at the document level may not be helpful and introduce noise that results in false positives. In such cases the 
classification can be performed at the sentence level. In one study of identifying clinical phenotypes in narrative data, 
researchers applied various SVM models to identify discussion of breast cancer.7 Their results showed that a sentence-
level SVM model yielded the best results on the test set, with performance far surpassing a simple string matching 
baseline. 

Sentence-level SVM models have also been used in various other medical IE tasks, such as the categorization of sentence 
types in the abstracts of randomized controlled trials,8 sentence extraction for question answering,9 and smoking status 
detection.10 

2.1.2 Sequence Labelling Approaches 

Another popular machine learning approach to information extraction is based on sequence labelling. While the 
classification approach described in the above section assigns a single discrete class to each sentence, the sequence 
labelling approach treats each sentence as a sequence of observations, with each word being an individual observation. 
These models then assign a discrete label to each observation, taking into account the labels assigned to the previous 
observations as well as additional contextual features related to the preceding and following words. It is this context-
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aware nature of these models that makes them highly suited for tasks such as Named Entity Recognition (NER) which 
require identifying relevant fragments of text. 

Hidden Markov models (HMMs) are one type of probabilistic generative model that perform this task. However, 
Conditional Random Field (CRF) models, a discriminative variation of HMMs, have proven to be most popular in 
practice.11 One important factor is their ability to take into account longer range dependencies between contextual 
features. Another key consideration is their capacity to model conditional relations between labels and features, as 
opposed to the independence assumption required to make generative models such as HMMs practical. 

In a broad study of medical concept extraction spanning multiple datasets and concepts such as “Problem”, 
“Treatment” and “Test”, Kim et al.12 employed a range of machine learning methods, including CRFs and SVMs. 
While the results were close, the CRF models outperformed the SVMs in most cases. It is also worth noting that the 
concepts they were extracting had a very high prevalence in their documents, with over 75,000 annotated concepts. 

Another study examined the extraction of temporal constraints from free-text notes in examining eligibility criteria.13 
CRFs were used to automatically identify temporal expressions, achieving high performance on a held-out test set. 

Recently, another study looked at the application of CRF models to extract prescription information from clinical 
documents.14 This task involves the identification of medication names, dosage details, mode of administration, 
frequency, and reason for prescription. Comparing CRFs, SVMs and Decision Trees the authors found that the CRF 
models were better on the whole, while the performance of the SVM models was close. 

 

2.1.3 Rule-based Approaches 

While machine-learning approaches to NLP have been evaluated by many investigators, rule-based approaches have 
remained popular for a number of reasons.  

A prevalent issue is that statistical NLP methods cannot be easily adapted for the medical domain, due to the 
idiosyncrasies of medical data as well as the concise nature of the texts which often have limited use of syntax as they 
are written under time pressure.15 Adapting standard NLP models for these tasks would require substantial work to retrain 
the statistical models and researchers have reported that this process is considerably time consuming.16 A secondary issue 
is that the technical skills required for the development or use of machine learning and NLP models present a major 
barrier for researchers and clinicians wishing to employ these methods.17 

It has also been demonstrated that the prevalence of the target information affects the learning rate of machine learning 
algorithms. In particular, it has been shown that this effect is particularly significant for “rare outcome states” with a 
prevalence rate of < 10% in the training data.18 While the use of larger datasets can help here,19 this effect is mostly 
independent of the total sample size, relating more to the distribution of the classes within the training data. 

These shortcomings are often mitigated by the use of rule-based processing that explicitly encodes expert knowledge. 
For example, the second i2b2 challenge focused on the extraction of obesity and related co-morbidities from “sparse” 
(i.e. low prevalence) data.20 An analysis of the results by the organizers showed that “rule-based approaches played a 
significant role” in the top performing systems, highlighting the challenges faced by machine learning systems on this 
type of data. One reason for the success of these approaches is the relatively low prevalence of the target information; 
machine learning approaches would require large amounts of data in order to induce models that are able to generalize 
sufficiently well to achieve good performance. On the other hand, rule-based approaches take advantage of the 
background knowledge of language and specifically medical discourse by the human rule designer to generalize the 
language model based on the limited available data. 

Another study aiming to identify patients with colorectal cancer used NLP to develop a case detection system using 
both clinical narratives and structured data.21 At each step in the development of their system they compared both 
rule-based and machine learning approaches to the tasks. The authors report that “[t]he rule-based method achieved 
high performance on both training and test data sets (F-measure of 0.996), indicating such rules were generalizable”. 
Similar approaches have also been found to be useful for other NLP tasks such as extracting semantic relationships 
between medical entities,22 and negation detection.23 

In other areas, such as the Third i2b2 Challenge on NLP for Clinical Records, hybrid systems augmenting rule-based 
approaches with statistical methods have proven to achieve the best results.24 Finally, it is also worth noting that two 
of the most widely used tools in the field, MetaMap25 and MedLEE,26 are both based on rule-based approaches. 
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2.1.4 Summary of Information Extraction Methods 

In summary, this brief review of the literature demonstrates that approaches to information extraction broadly fall into 
two categories: those relying on human-developed rules and others using statistical machine learning approaches to 
automatically induce decision rules. Among the machine learning approaches two of the most common ones have been 
classification methods and sequence labelling models. 

Based on the existing literature, there is no definitive finding or hard-and-fast rule about which methods work best. On 
the whole, no method is superior to others in all scenarios; this is largely dependent upon task-specific variables, such as 
prevalence of the outcome classes, the amount of available data, the complexity of the task, and the level of variance in 
expressing the target information.  

The identification of the best approach in such scenarios should generally be based on empirical results from the 
application of the methods. Accordingly, the present study focuses on the evaluation and comparison of these approaches 
for our specific task, the identification of patients who have rejected their provider’s recommendation of using insulin.  

2.2 Insulin Decline by Patients 

Type 2 diabetes is a naturally progressive disease. As beta cell function declines and insulin resistance grows with time, 
patients’ needs for pharmacotherapy increase. Though multiple classes of medications are available to treat patients with 
type 2 diabetes, their impact on glucose control is limited, while adverse reactions and contraindications constrain the 
number of patients who can take them. Insulin therapy, on the other hand, has no contraindications and few side effects. 
Consequently, for many patients time eventually comes when adding insulin to their treatment regimen becomes the best 
option for achieving glucose control. 

However, studies show that transition to insulin therapy is frequently delayed.27 Clinical experience and initial research28 
suggest that many patients with type 2 diabetes initially decline their healthcare providers’ recommendation to start 
insulin – possibly an important contributor to delays in insulin initiation. Studying decline of insulin therapy by patients 
has been challenging because it is only documented in narrative documents – there are no prescriptions written or 
insurance claims made that would leave a trace in structured electronic data. On the other hand, identification of patients 
who had declined insulin therapy is important to be able to conduct studies to understand the risk factors and long-term 
outcomes of this phenomenon, and to design population-level interventions that could help patients make an informed 
decision about treatment of their diabetes. In order to identify insulin decline by patients, it was therefore necessary to 
develop NLP tools to abstract this information from narrative electronic provider notes. Using NLP for this purpose was 
particularly challenging because, even though decline of insulin therapy may be common at the patient level, it is recorded 
in only a few of out of dozens or hundreds of provider notes a given patient might have, and is consequently rare at the 
document level. Therefore, in order to establish the optimal technique for identification of patients who had declined 
insulin therapy, we developed several methods, including classification- and sequence labelling-based machine learning 
techniques as well as a rule-based approach, for this purpose, and evaluated their accuracy.  

3 Methods and Materials 

3.1 Experimental Design 

We frame our experiments as sentence-level information extraction tasks, similar to the previous studies outlined in 
section 2. Here each sentence in the data must be examined by a computational model which must decide whether it 
contains a mention of a patient refusing insulin or not. This is in essence a binary classification task, where the insulin 
rejection sentences are assigned to the positive class and everything else to the negative class. This classification is 
operationalized in different ways in each computational approach, and we describe these later in this section. 

3.2 Data 

3.2.1 Study Setting 

Data for this study comes from the clinical records of adult patients with diabetes treated in primary care practices 
affiliated with Massachusetts General Hospital and Brigham & Women’s Hospital between 2000 and 2014. 

3.2.2 Data Collection Criteria 
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For training and testing the NLP methodologies we used provider notes of patients who were at risk for declining 
insulin therapy. We identified them by selecting patients who had blood glucose levels above the recommended targets 
(HbA1c ≥ 7.0%) and had no previous record of treatment with insulin. These criteria selected 2,358,453 notes of 
75,412 patients, from which the training and test data sets were subsequently drawn.  

We randomly selected 50,046 notes into the training set and 1,501 notes into a non-overlapping test set. Both sets of 
notes were independently annotated by trained senior pharmacy and medical students. The reviewers marked all 
sentences describing patients who declined insulin therapy. The “gold standard” test set was reviewed by two 
independent reviewers, whose ratings were subsequently reconciled. The distribution of the data across both sets is 
listed in Table 1. 

 
Table 1. The distribution of our data across classes and train/test sets. The values represent the number of sentences. 

Class Train Test 
Positive (Insulin decline present) 535 19 
Negative (No insulin decline) 2,660,475 86,487 

 

These values demonstrate the rarity of the phenomena we seek to identify: in both set the negative class instances 
make up 99.98% of the data. This also highlights the difficulty associated with identifying this information through 
manual chart review and reinforces the need for computational methods to extract this information. 

 

3.3 Evaluation 

The primary aim of our evaluation is to assess the accuracy with which instances of insulin decline by patients can be 
detected. Given the extremely low prevalence of this information (as given in section 3.2), we utilize the balanced F-
score (F1) of the positive class as our evaluation metric. To this end, for all models being evaluated we will report 
precision (positive predictive value; PPV), recall (sensitivity), and the F1 value which is the harmonic mean of the 
precision and recall values. 

This evaluation was conducted against the aforementioned held-out gold standard test set. This data is annotated at 
the sentence level, so our measures quantify how well the methods are able to detect sentences that mention insulin 
decline, across all notes. 

 

3.4 Classification Methods 

We model the classification task at the sentence level, similar to the approaches described earlier in section 2. More 
specifically, a linear Support Vector Machine model is used, as they have been shown to achieve state of the art results 
for various text classification tasks. L2 regularization, with the default regularization parameter (C=1) is used to avoid 
overfitting. This was implemented by using the LIBLINEAR library.29 

Tokenization was first performed on the documents. For features we employed a bag-of-words approach by extracting 
word unigrams from our data. We also experimented with extracting the unigrams from the document lemmas instead 
of the original tokens (i.e. a bag-of-lemmas approach) which reduces the sparsity of the feature vector and may 
improve model generalization. The lemmatization process was performed using the Natural Language Toolkit (NLTK) 
library.30 

In some cases task-relevant information may be contained within the previous sentence, and not just the current 
sentence. To address this we also experimented with models where a feature vector representing the words/lemmas 
from the previous sentence is concatenated with that of the current sentence.  

 

3.5 Sequence Labeling Methods 

In order to frame our information extraction task as a sequence labelling problem we focused on assigning labels to 
all mentions of the word “insulin” and its synonyms, such as “Lantus”. More specifically, we labeled these words as 
belonging to the positive class if they appeared in a context that indicated the medication is being rejected or refused 
by the patient. Other mentions of these keywords were assigned to the negative class. 
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Tokenization was first performed and the sentence labels were then transferred to the keywords in each sentence. This 
is possible since our data annotation was performed at the sentence level, as described in section 3. This process allows 
us to assign a label to each word in a sentence: “P” for positive mentions of insulin being rejected, “N” for negative 
mentions of insulin in all other contexts, and “O” for all other words. For example, the sentence “He declines insulin 
therapy.” Will be assigned the following label sequence [O, O, P, O]. 

We then trained a Conditional Random Field (CRF) model to solve this task. We extracted features with a window 
size of [-5, +5] to capture the preceding and following contexts for each word. This model was implemented using the 
CRF++ library.31 L2 regularization was applied to reduce overfitting. 

 

3.6 Canary Model 

The final approach to this problem was based on the Canary 
information extraction software.17 The Canary software 
provides a platform that is designed for clinicians and 
researchers with limited technical expertise, allowing them to 
design natural language processing tools through the 
definition of a vocabulary and set of rules to match their target 
information. A screenshot of the software’s graphical user 
interface is shown in Figure 1. 

This approach can be useful in scenarios where machine 
learning approaches are not feasible due to a lack of sufficient 
training data. An experienced clinician with a clear 
understanding of how the target information can manifest 
itself across documents can propose a set of criteria for 
identifying this information, in essence crystallizing the 
human intelligence and knowledge into a set of Canary 
criteria. 

In the present study, this information modelling was 
performed by a clinician without prior NLP or information 
extraction experience. The researcher was provided the same training data described above in section 3.2 and asked 
to develop a Canary language model for identification of documentation of insulin decline by patients based on this 
information. 

 

4 Results 

We first report the performance of our machine-learning models on the training data. This was performed under 
stratified 10-fold cross-validation. This was then followed by an evaluation on the held-out test set to assess their 
generalization. 

4.1 Cross-Validation Experiments 

In this section we report our cross-validation results using the training data. 

4.1.1 SVM Classification Model 

As described earlier, we experimented with training linear SVM models using words, lemmas, and features from the 
previous sentence to capture any relevant contextual information. The results for these models are presented below in 
Table 2.  

Figure 1. A screenshot of the Canary Information 
Extraction software. 

http://canary.bwh.harvard.edu
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Table 2. Cross-validation results for the SVM models. Best result in bold. 
  CROSS-VALIDATION 
System Precision Recall F1 
SVM (words) 0.9032 0.5757 0.7032 
SVM (lemmas) 0.9000 0.5720 0.6994 
SVM (words) + previous sentence 0.8982 0.4617 0.6099 
SVM (lemmas) + previous sentence 0.8927 0.4822 0.6262 

 

We observe that the performance between words and lemmas is very similar. However, including information from 
the previous sentence decreases performance for both feature categories. This indicates that these sentences do not 
usually contain relevant information. To the contrary, it appears that the model is in fact negatively affected by 
potentially irrelevant information from these sentences. 

We also repeated these experiments with sentence filtering to remove instances that did not contain relevant keywords 
(e.g. ‘insulin’ and ‘Lantus’). This filtering greatly reduces the size of the negative class to approximately 10k 
sentences. However, this downsampling did not improve model performance relative to using the full dataset. 

As noted earlier, our data is highly imbalanced and SVM models are sensitive to such imbalances. In particular, it is 
known that in such cases they produce models that favor the majority class.32 Data resampling methods are one way 
to mitigate such issues by oversampling the minority class or undersampling the majority class. 

Since our training set only included 535 samples from the positive class, we tested increasing this number via 
oversampling. To achieve this we took our best model from the previous experiments (SVM with word features) and 
applied the SMOTE oversampling method,33 resampling the minority (positive) class to increase it to 2k, 4k, and 10k 
samples. The results for these oversampled models are listed below in Table 3. 

 

Table 3. Cross-validation results with SMOTE oversampling of the minority class. Best results in bold. 
   CROSS-VALIDATION 
System Oversampling size Precision Recall F1 
SVM (words) 2,000 0.7895 0.7010 0.7426 
SVM (words) 4,000 0.7616 0.7346 0.7479 
SVM (words) 10,000 0.6689 0.7551 0.7094 

 

We observe that oversampling with 4k provides a significant boost over the same model with just the original data. 
The increase in the F1 score is due to a substantial increase in the model’s sensitivity (recall) and a decrease in 
precision. Accordingly, we evaluated the word-based SVM with and without data resampling against the test set. 

 

4.1.2 CRF Sequence Labeling Model  

The results for our CRF models, using both word and lemma features, are presented in Table 4. Compared to the SVM 
model from the previous section, the CRFs achieve higher precision but lower recall. This may be preferable in 
scenarios where we wish to minimize Type I errors (false positives) at the risk of having a higher incidence of Type 
II errors (i.e. false negatives). 

 

Table 4. Cross-validation results for our CRF models. Best results in bold. 
  CROSS-VALIDATION 
System Precision Recall F1 
CRF (words) 0.821 0.575 0.675 
CRF (lemmas) 0.832 0.566 0.671 
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4.1.3 Canary Language Model 

Our final method is a clinician-designed language model created using the Canary platform described above. The 
clinician received the annotated training set that was used to train the machine learning models and analyzed the data 
by manually inspecting instances of insulin decline by patients. Next, Canary vocabulary and information extraction 
criteria were created. These criteria were designed to detect the specific language used to document insulin decline in 
the manually identified instances with maximum accuracy and generalizability. 

This process was performed iteratively until the clinician determined that no significant further improvements could 
be made. At the end of the process it resulted in a set of 148 word classes and 284 rules. When evaluated on the 
training data this model achieved a precision rate of 0.93 and a recall of 0.99, resulting in an F1-score of 0.96. 

 

4.2 Test Set Evaluation 

We next evaluated all of our models on the test set to see how well they generalize beyond the training data. The 
results for all models are shown below in Table 5.  

 

Table 5. Final results for all of our models on the held-out test set. 
  TEST SET PERFORMANCE 
System Precision Recall F1 
SVM (words) 0.75 0.32 0.44 
SVM (words + SMOTE oversampling) 0.71 0.53 0.61 
CRF (words) 0.55 0.32 0.40 
Canary 0.95 1.00 0.97 

 

The evaluation shows that the cross-validation patterns hold, with the Canary model achieving the best results. This 
high performance indicates that the rules developed during training generalize very well to additional data. On the 
other hand, we note that the performance of the machine learning models is lower on the test set compared to cross-
validation, suggesting that they do not generalize as well. 

The SVM model performs better with oversampling, highlighting the importance of class prevalence and imbalance 
for such information extraction tasks. The CRF model achieved the worst performance on this task.  

 
5 Discussion and Conclusion 
 

In this study we presented a comparative exploration of different information extraction approaches for identifying 
rare clinical data in narrative notes. Our problem was novel in terms of the extremely low prevalence of the target 
information. A comparison of two classes of machine learning approaches and a rule-based approach based on human 
expertise found that the latter approach significantly outperformed the statistical methods on this task.  

The reasons for the poor performance of the statistical methods are likely due to the rarity of the targeted outcome 
class, as pointed out in section 2. This low prevalence means that a very large amount of training data would be 
required to train a machine learning technique that can effectively capture this information. 

This is further supported by a qualitative ad-hoc analysis of the positive examples from the training data, showing that 
there is a large amount of variance in how different providers express information about a patient’s refusal to accept 
a medication. This is sometimes stated in straightforward, indicative manner (e.g. The patient has refused to take 
insulin.) while in other cases it is expressed in terms of the patient’s concern or narrative (e.g. He is concerned about 
gaining weight if he goes on insulin.) These variations make it harder to train effective machine learning models 
without having large amounts of data. 
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The CRF model may have been additionally hampered by the size of the window it considered. Identification of the 
optimal window size should be a subject of future research. However, it would be unlikely to close the performance 
gap of this magnitude. 

In many cases the manual annotation of the required amount of data would be prohibitive in terms of time and cost. 
This is reflected in the machine learning performance achieved in this study, given the relatively large amount of data 
that we had to process to find several hundred positive instances. 

As we argued earlier, computational models are needed to extract this information since manual chart review would 
be too time consuming due to the low prevalence. Consequently, the rarity of the information being sought means that 
failing to identify the relevant cases is costly. This issue is particularly important for scenarios where it is critical to 
maximize the number of identified cases (i.e. sensitivity) such as a when studying rare phenomena. Errors in the initial 
identification phase can have a significant impact on epidemiological studies, leading to biased findings and incorrect 
conclusions.34 

In this sense it could be argued that sensitivity is very important for this task as using a model with low recall 
exacerbates the difficulty of finding rare information. In practice this would mean that we would prefer models with 
a higher Type I error (i.e. false positive) rate than one with a higher Type II error (i.e. false negative) rate. In many 
cases it would be much more effective for us to weed out the false positive from a small set of results with high 
sensitivity than to perform the task manually, or to miss out on many true positives at the cost of not reviewing the 
results. This has implications for the low sensitivity achieved by the machine learning models in this study, while the 
rule-based approach achieved much higher results. 

There are several avenues for future work. One possibility is to explore additional CRF models with longer distance 
dependencies. The machine learning models could also be augmented with additional syntactic features, such as part-
of-speech tags. Another promising avenue for future work is the application of deep learning models for this task. 
More specifically, Recurrent Neural Network methods have shown great promise for improving information extraction 
performance and we plan to conduct additional experiments to assess their performance.  
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Abstract 

Characterization of a patient’s clinical phenotype is central to biomedical informatics. ICD codes, assigned to               
inpatient encounters by coders, is important for population health and cohort discovery when clinical information is                
limited. While ICD codes are assigned to patients by professionals trained and certified in coding there is                 
substantial variability in coding. We present a methodology that uses deep learning methods to model coder                
decision making and that predicts ICD codes. Our approach predicts codes based on demographics, lab results, and                 
medications, as well as codes from previous encounters. We are able to predict existing codes with high accuracy                  
for all three of the test cases we investigated: diabetes, acute renal failure, and chronic kidney disease. We                  
employed a panel of clinicians, in a blinded manner, to assess ground truth and compared the predictions of coders,                   
model and clinicians. When disparities between the model prediction and coder assigned codes were reviewed, our                
model outperformed coder assigned ICD codes. 

Introduction 

Accurate identification, documentation, and coding of disease is important to health care, relating directly to patient                
care, revenue, and performance evaluation. ICD (International Classification of Disease) codes are used to classify               
mortality, define cohorts, evaluate health care policy, and drive health care finance, yet there is considerable                
inaccuracy and variability in these assigned codes1. Codes associated with acute care hospital stays in the United                 
States are determined by certified and trained coders2. A study in 2014 from the Brigham & Women’s Hospital                  
evaluating patients undergoing back surgery, showed that in those patients with degenerative disease, the primary               
ICD-9-CM diagnosis matched the surgeon’s diagnosis in only 48% of cases3. Thus, improving the accuracy of                
coded diagnoses will have a significant effect on many aspects of health care. 
 
The use of electronic health records (EHRs) has increased dramatically with the introduction of the Health                
Information Technology for Economic and Clinical Health (HITECH) Act of 2009; from 9.4% in 2008 to 83.8% in                  
20154. Understanding the patient through a data driven approach is now possible by using EHR data to generate                  
derived phenotypes5,6 which include efforts, such as, eMERGE7,8. From data in the EHR, much can be learned about                  
the patient both to more completely characterize their state of health, both past and present as well as ultimately                   
predict who may be at risk for specific diseases going forward. While considerable material in the EHR is locked in                    
text, critical information can be found in the discrete data elements, such as, diagnosis and procedure codes,                 
medication lists and lab values. The ICD codes reflecting the underlying disease state of the patient is determined by                   
trained coders who review the chart for relevant documented information. By presenting more complete information               
both to the care providers during the hospitalization, as well as to the coders at the time of chart review, potential                     
gaps in documentation and care can be closed. This process is sometimes as simple as noting chronic conditions                  
coded from previous encounters that are unlikely to have been resolved, for example, end stage renal disease or                  
diabetes. In a more complex scenario, a series of lab measurements can be used to infer a state which has not been                      
explicitly noted, for example a spike in creatinine levels in blood suggesting acute renal failure. 
  
In this work, we analyzed 83,987 inpatient encounters including more than 5,000 features. A feature is an attribute                  
or value that is used by the model to learn from, most of which are results of lab tests. We applied machine learning                       
methods to three test cases to see if we could identify patients with three common diseases during a hospitalization:                   
diabetes, chronic kidney disease and acute renal failure. These three disease states were chosen as they are common                  
conditions that can be implied from a record of laboratory test values and medications. As input, our models used                   
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only demographic, laboratory and medication data plus past diagnoses if available. This approach, using data easily                
available at the time of discharge, allows us to identify patients who may have a diagnosis of diabetes, chronic                   
kidney disease or acute renal failure, but who were not recognized as such at the time of discharge. This will drive                     
improved ICD coding and allow a better view of an individual, of the population, and permit creation of more robust                    
derived clinical phenotypes, based on more accurate ICD codes. 
 
There have been many previous works discussing use of machine learning methods on EHR data, and there are                  
comprehensive review papers on the topic9,10. Previous attempts to predict chronic kidney disease or failure, for                
example, have relied on a single relatively small well-curated data set11,12. These studies reported very high                
predictive accuracy, however do not address the overwhelming amount of heterogeneity and lack of structure in                
real-world prediction scenarios. More recent works have explored deep learning methods and showed that they work                
better than simpler methods with real EHR datasets. Some studies have focused on patients’ background information                
for predicting clinical events using recurrent neural networks (RNN)13,14,15,16. Others have employed convolutional             
neural networks for discovering patterns17 or finding diagnosis codes18. Another study applied deep learning on EHR                
data to suggest candidates for palliative care through a fully connected deep neural network19. In our study, we avoid                   
limitations of previous works by completely avoiding manual curation of data or features, while working towards an                 
approach which we expect to generalize well in the prediction of a wide range of disease codes. 
 
Methods 

Data Source 

Inpatient encounter data for adults age greater than equal to 50 years was extracted from the Cerner HealthFacts                  
database, a large multi-institutional de-identified database derived from EHRs and administrative systems20. The             
HealthFacts database was determined by the Stony Brook University Institutional Review Board to be non-human               
subjects research. Chosen inpatient encounters needed to have at least one diagnosis code and at least one laboratory                  
test. Extracted data was mapped to the OHDSI Common Data Model (version 5.3) and vocabulary release                
(2/10/2018). The OHDSI common data model is becoming the standard data model for observational health               
studies21,22,23. Laboratory tests were mapped directly using LOINC codes, diagnoses and procedures were mapped              
from ICD-9-CM. Inpatient administered medication were mapped from NDC (National Drug Code) to RxNorm              
RxCUI, and if the NDC did not match then full name of the drug was matched to RxNorm drug names.  

The HealthFacts database contains data from 599 facilities, however many of the facilities are community hospitals                
with a small number of beds and contain a mix of inpatient and outpatient encounters. We started by selecting                   
acute-care medical facilities which have laboratory tests and coded diagnoses in the database. We selected the                
facilities with the largest volumes of inpatient encounters. For the bulk of the results discussed here we focused on a                    
single 500+ bed urban academic medical facility located in the south of the United States which is identified as                   
hospital 143. We also tested the model building process on another facility (67) and on subset of patients from the                    
10 highest volume facilities. This acute-care facility (143) was selected randomly from among the top 10 inpatient                 
volume facilities in the HealthFacts data. The data extracted were for inpatient encounters starting from 8/24/2006                
and ending in 12/31/2013. It is important to note that we do not necessarily have any previous information for all of                     
these patients, and we did not intentionally select a cohort of patients with rich historical data. By considering this,                   
we are solving a more difficult and generalizable problem. Also, this strategy gives us flexibility to cover more input                   
features and more disease codes without any specific restrictions. In this manner, the strategy for using RNNs does                  
not apply, as a rich background is required for RNN such as in a previous study15 which had 54 visits per patient on                       
average. Here, for more than ⅔ of patients, we do not have any background information at all. 

Features Description 

Demographic Information: Age, gender, race and ethnicity of the patient are added to feature space, as this                 
information are important factors in disease development, severity, and prevalence. For categorical features such as               
gender, race and ethnicity, we took advantage of one-hot encoding scheme for converting these into vector format. 

Laboratory Tests: Results from labs prescribed for the patient; commonly, blood tests, urine tests, or blood pressure.                 
For instance, a blood test could contain information such as Sodium [Moles/volume] in Blood or Glucose                
[Mass/volume] in Blood. How features are built from laboratory tests will be expanded in detail in later sections.  
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Medications: We take advantage of the number of times each medicine is ordered for the patient during their                  
inpatient stay. Currently, we are not considering any information related to dose of medications in our model. Since                  
this information are subject to highly vary among patients, we automatically filter medications based on their                
relation to the disease, and get rid of unrelated medications to each disease, explained further in details. 

Past History: In this facility, two-thirds of the patients did not have any prior visits which makes incorporating this                   
information in a model challenging. When this information is available it can be extremely useful for making                 
predictions. For example, a patient who has previously been assigned a diagnosis of end stage renal disease almost                  
certainly has chronic kidney disease. Data elements, such as demographics, are more or less static through time, as a                   
result we do not consider their historical pattern. Past information can become outdated, for example, a blood                 
glucose test from 2 years ago is less relevant than if the test took place a day ago. Discrete data elements including                      
demographics, medications and laboratory data from the current encounter were analyzed, as well as past medical                
conditions, when available. For this purpose, for each encounter of the patient, we aggregate all previous encounters                 
diagnosis codes into one vector, showing whether the patient ever had a previous ICD code. This simplifies the                  
temporal dimension and allows the model training process to incorporate this vital information. 

Constructing a Dataset for Supervised Learning 

Combining all information described earlier is extremely valuable, but there are two main challenges. First, the                
amount of available information for a single encounter can be highly variable. Even when patients are diagnosed                 
with the same disease the hospital course can be variable. Second, a patient can have multiple lab tests during a                    
single encounter. As neither the tests or the number of repeats is fixed, it is not possible to directly code the                     
laboratory test results in the matrix. 

For overcoming these two issues we came up with two strategies. First, we simply filter out information unrelated to                   
each disease without any background knowledge about the disease and only based on training data. We select                 
common features between patients diagnosed with that disease. Although with deep learning algorithms having an               
enormous feature set is not necessarily prohibitive, for speed and memory considerations, features that obviously               
have nothing to do with the outcome are removed when possible. To accomplish this, we use a rule of thumb: for                     
each disease we considered patients who had that disease, and then selected only features that are common between                  
at least 5% of these patients. By common features, we mean there is a non-empty value for that feature in 5% of                      
encounters with positive outcome. This simple but effective technique helps us to get rid of irrelevant features                 
including labs and medications for unrelated diseases. For instance, by applying this technique, the number of                
features reduced from 5,347 to 880 for predicting the diagnosis of diabetes. 

Second, to manage the variety of times a patient took a test, instead of retaining exact values of each lab, we                     
aggregate these results into summary statistics. These statistics include: the count, median, minimum, maximum,              
and delta (most recent value minus the first value) of each lab value. Additionally, each lab value was mapped to a                     
semantical category based on each facility’s own standards, i.e. the number of times a test was low, within range,                   
high, normal, abnormal or other. For example, if patient's glucose in blood was measured 20 times during the                  
encounter, these 20 values might be summarized to the following aggregated values: count (20), min (86), max                 
(231), median (135), high values (15), normal values (5), low values (0), and a delta (72). For a patient who took the                      
test two times we again map that to these features, with a count of 2 retaining the information that the test was only                       
performed twice. By doing this, we reduce the variable feature set to a fixed number of values for each lab. Now two                      
patients are represented by identically structured data, and are straightforward to compare with each other               
programmatically, regardless of the number of times a lab was ordered. Previous studies have used a similar                 
strategy19,24, which aims at maintaining salient information while easing computability. 

In this effort, we focus on prediction of ICD-9-CM codes associated with three diseases. The disease categories                 
include: Diabetes mellitus, acute renal failure, and chronic kidney disease. The ICD-9-CM codes for diabetes were                
defined using the ICD-9-CM codes associated with CCS (Clinical Classification Software25) codes (49, 50). The               
codes for acute renal failure (ICD-9-CM: 584.5-584.9, 958.5) and chronic kidney disease (ICD-9-CM: 585.3-585.9,              
586, 403.01, 403.11, 403.91, 404.02, 404.03, 404.12, 404.13, 404.92, 404.93, V42.0, V45.11, V45.12, V56.0-V56.8)              
are from code mappings developed by Vizient, Inc. for their risk adjustment models. 

In summary, we created our feature set by combining all information and features available, aggregating each lab                 
test into summary statistics, filtering relevant information to the disease and ignoring the rest (explained in detail in                  
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the next section). We face this problem as a binary classification problem and grouped all ICD codes for each                   
disease into one binary value. In the next sections, we introduce our proposed method and measure its functionality                  
and accuracy in detail.  

Model Methodology 

We explored multiple models, including logistic regression and random forests. However, as there are many features                
that could be used to predict any disease, we decided to take advantage of deep learning methods as well. Deep                    
Learning is well suited to handle huge amounts of data as input without an explicit feature selection step. Our deep                    
learning approach was based on a multilayer perceptron with fully connected layers. In this manuscript, we                
compared results of deep learning models with machine learning methods, but for each machine learning method,                
we used the same data preprocessing procedure. 

The first step was to create the feature space from available data. For each disease we retained only common labs,                    
medications, and past diseases-- only features present in more than 5% of cases with the disease. We added                  
demographic information to this list and created a feature vector for each encounter. This process retained                
approximately 900 features for each disease from a pool of over 5,000 features.  

After construction of the feature matrix for our training cases, we imputed any missing data. Even after filtering out                   
rare laboratory tests, a majority of the data set had missing values that needed to be filled. We started by filling these                      
missing values using the median of available lab values. This gave us the capability of running learning methods on                   
the dataset, however the median test result of all patients likely represents a ‘normal’ value, thus our replacement                  
procedure was tantamount to assuming any test that was not ordered would return a normal result. We also tried                   
more complicated imputation methods like MICE26, Soft-Impute27 and SVD-Impute28 but these did not improve              
performance enough to justify their added complexity. In our investigations, we noticed that many key features                
which would typically be correlated and thus helpful for imputation were measured in groups, e.g. the features                 
representing a complete blood count all occur together or not at all. Therefore, even a complex imputation algorithm                  
has a hard time inferring informative values for those.  

After preparing the dataset by filtering out unrelated features and filling missing values by imputation, the dataset                 
was then normalized. We kept 20% of patient encounters untouched for testing and evaluating the model, and the                  
rest were used for training and validation purposes.  

For training the deep learning model the Python programming language (2.7), Keras framework29 with underlying               
Tensorflow30, and scikit learn library31 were used for developing and testing this research project. The training was                 
performed on an NVIDIA Tesla V100 (16GB RAM). 

Results 

Model Architecture 

We employed a Multilayer Perceptron, Deep Neural Network32. The input layer, depending on the disease, has                
approximately 900 features, and the output has a single node with a sigmoid activation function. After                
hyperparameter searching, we determined that a network with 8 hidden layers worked well. Of the activation                
functions we considered (tanh, ReLU, and SeLU), tanh performed better than others. The network was optimized                
with the Adam optimizer33. We added regularization and dropout to each hidden layer to avoid overfitting to the                  
training set. For the loss function, mean squared error was used. 

Since the input dataset was imbalanced in terms of patients with disease, versus patients without the disease, we                  
specified class weights of input labels for calculating loss and added more importance to positive cases. In the                  
predicted use case of our model, i.e. detecting existing diseases that have not yet been coded, false negatives were                   
more important than false positives, and thus our loss function reflected this. 

Deep Learning VS Baseline Methods 

First, we compared the results of the fully connected, optimized, deep learning model to logistic regression and                 
random forests (Table 1). For these machine learning methods, we tried both knowledge-based features selected               
from a team of experts as well as automatic feature selection. A gridsearch was applied to optimize both the number                    
of features to be extracted and the max depth of the random forest model. Only the best-case result is reported below                     
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in Table 1 when comparing to deep learning. Results of the automatic feature selection algorithm surpassed all                 
knowledge-based feature sets (result not shown). 

Since the disease prevalence is typically far from 50%, for instance in acute renal failure and chronic kidney disease                   
there are only 16% positive cases, and for diabetes about 30%, accuracy would be a poor measurement for                  
comparing results with each other. For this purpose, recall, precision, F1 and AUC-ROC are calculated, however,                
AUC-ROC also could be misleading when the dataset is imbalanced19,34,35. Because detecting rarer positive cases are                
defined as more important in this problem, F1 alone is a good summary measurement for comparing different                 
algorithms with each other (Figure 1 A).  

Table 1. Deep Learning vs. Baseline Methods Results 

Learning Method Disease Accuracy Precision Recall F1-Score AUC ROC 

Random Forest Diabetes 84.59 72.21 80.44 76.10 90.53 

Logistic Regression Diabetes 85.63 75.22 78.86 77.00 89.94 

Deep Learning Diabetes 87.12 75.93 84.60 80.04 91.53 

Random Forest Chronic Kidney Disease 87.37 61.32 85.02 71.25 93.62 

Logistic Regression Chronic Kidney Disease 87.77 62.20 85.51 72.02 93.88 

Deep Learning Chronic Kidney Disease 90.91 74.35 77.26 75.77 94.24 

Random Forest Acute Renal Failure 83.59 46.91 85.41 63.01 91.50 

Logistic Regression Acute Renal Failure 84.31 51.27 82.93 63.37 91.23 

Deep Learning Acute Renal Failure 89.06 66.27 67.43 66.86 91.94 

 

Figure 1. (A) F1 comparison of different learning methods across three different diseases. Deep Learning (DL),                
Logistic Regression (LR) and Random Forest (RF) are shown. (B) Performance of deep learning prediction in other                 
data sets, for facilities with identifier 143, 67, or the multi-10 dataset consisting of 10 different facilities. 

To estimate the generalizability of this process, we applied the same training and testing process to data from one                   
other facility (67), as well as a pool of 10 other facilities (Figure 1 B). In diabetes, the F1 score was 80.0 or 77.7                        
when training and testing on independent subsets of encounters from a single facility, but the F1 score dropped to                   
73.0 when data from 10 different facilities were included in the training and testing sets. In the most difficult                   
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challenge, we trained on data from one facility, and tested on data from other facilities, resulting in an F1 score of                     
57.9. 

Validation with Review by Experts 

Having established that a deep learning model could reproduce existing coder-generated ICD-9 codes, we              
investigated false positive and false negative cases where the model contradicted the documented diagnosis. We               
sampled a set of encounters from the test set where the model predicted with high confidence that the existing code                    
was incorrect (>85% for positive cases, and <15% for negative cases). For three diseases, we considered 20 false                  
positives and 20 false negatives. This resulted in a total of 120 cases for further review. We then asked 3                    
board-certified practicing physicians to review these cases (“experts”). We asked them two questions: (1) Whether               
the patient does or does not have the disease, and (2) Whether the experts are answering with high or low                    
confidence. In addition to these 120 cases of disagreement between the model and the coders, we also reviewed 40                   
cases where the model and coders agreed on diabetes status, and the experts concurred in all 40 cases. 

Importantly, the group of experts as well as the test administrator were blind to the model predictions and current                   
diagnosis codes. Experts were provided with all information available to the model regarding the patient, including                
demographic information (age, race, gender, ethnicity), lab results summary statistics as described in data section,               
history of past diagnosis (if available), medications prescribed for the same encounter. Furthermore, detailed              
individual lab results with relative time stamps were prepared for this group (i.e. all tests, not just the summary                   
statistics) to provide as complete a picture as possible.  

For cases in which the model predicted presence of diabetes, but the code was not documented, the experts                  
overwhelmingly agreed with the model prediction (19/20). For cases in which the model predicts no disease, but a                  
code indicates diabetes was present, the experts still agreed with the model in (16/20) cases. Results for diabetes and                   
both types of kidney failure are summarized in figure 2. For all 3 diseases surveyed, when the model challenges the                    
result of a coded disease, the model is correct significantly more than 50% of the time (p<0.025). The model was                    
also exceptionally good at recognizing false negative (missed codes) for diabetes and chronic kidney disease but was                 
not significantly better than a coin flip at identifying new uncoded cases of Acute Renal Failure. Nevertheless, a                  
system that succeeds at even 50% of challenged diagnosis codes has the potential for enormous impact. 

  

Figure 2. Using expert review as ground truth, data shows the success of model predictions in cases where they                   
disagree with existing codes. Model accuracy is shown as median (dot) and the 95% confidence interval (bar) using                  
a beta-binomial model with Jeffreys prior. CKD - Chronic Kidney Disease, ARF - Acute Renal Failure. 
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Top Features 

A deep learning method, unlike a logistic regression method for instance, does not provide transparent outputs of                 
exact importance for each feature. The model is composed of multiple operations in each layer, including an                 
activation function which makes sensitivity analysis complicated. However, it is important to see whether the model                
is actually deciding based on reasonable features, and which features are the most important to the model. We                  
therefore generated a heuristic function to get a better look inside this complex model. 

In this heuristic function, we multiplied weight matrices used to compute each node of the the network and cascaded                   
this process until reaching a single vector the same size of input features. This methodology, although imperfect,                 
provides good approximation since activation functions (tanh specifically) at least do not change the order of inputs.                 
For instance, if inputs w1 > w2, the respective outputs of tanh activation function are a1 > a2. An example of these                      
results is shown in Table 2. 

Table 2. Top 5 features for Diabetes detected by deep learning algorithm for different feature categories. 

Category Important Features Magnitude 

Measurements/ 
Observation 

Glucose finger stick - High Count 
Glucose finger stick - Total Count 
Lipase [Enzymatic activity/volume] in Serum or Plasma - Min 
Lipase [Enzymatic activity/volume] in Serum or Plasma - Median 
Glucose finger stick - Within reference range Count 

3.10 
2.94 
1.53 
1.53 
1.40 

Medications Humalog 
Novolin R 
NovoLog 
Lantus 
Glucophage 

2.55 
2.35 
2.22 
2.11 
2.07 

Patient Background 
Information (0/1) 

Previously had Diabetes 
Past Information available 
ICD 250.00, Diabetes mellitus without mention of complication 
ICD 250.60, Diabetes with neurological manifestations 
ICD 401.9, Unspecified essential hypertension 

1.93 
-0.97 
0.91 
0.51 
-0.48 

 

The two highest scored features in the prediction of diabetes were the total count of glucose finger sticks as well as                     
the number of glucose measurements that were high. We believe that this was evidence of the model not only                   
capturing patients who had repeatedly high glucose levels (indicative of uncontrolled diabetes) but also those               
patients which were being constantly monitored for glucose but did not necessarily have abnormal results (indicative                
of controlled diabetes). In this way, the count of tests is often an indicator of what the physician was thinking and                     
knowing what they were testing was independently important with respect to the results of the test. 

When the magnitude is negative, it suggests that an increase in the feature relates to not having the disease. For                    
instance, the “Past Information available” coefficient is negative, at first glance suggesting that among patients with                
background information, they were less likely to have diabetes. However, having previous information with diabetes               
coded had an even larger coefficient which appears to make up for the negative impact of the generic “Past                   
Information available” feature. In other words, if the patient had information from previous encounters available, but                
diabetes was not coded previously, they were less likely to have diabetes according to the model.  

Discussion 

ICD codes are commonly used to classify the disease states present during a hospital encounter and are used to                   
characterize the patient, generate derived phenotypes, populate disease registries, and drive public health decisions.              
Today, while many clinical health terminologies are used, including the more comprehensive and precise SNOMED               
CT, in the US the most available information is available in ICD codes, assigned by trained coders upon discharge.                   
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These ICD codes, as generated today, have limited reliability1. Improving the quality of the ICD codes would allow                  
a more accurate representation of the patient, of the population and allow for more robust derived phenotypes.                 
Leveraging deep learning methods, we have developed a methodology that employs readily available discrete data               
elements to train a model capable of improving ICD code accuracy. We expect our model could be used to flag                    
encounters for which the existing coding data are suspect. Flagged cases could be reviewed, either by humans or                  
through an informatics process able to leverage additional data sources such as text notes.  

One goals of this project was to create a “disease-agnostic” system which required no domain knowledge in the                  
development of each model. An important caveat here is that the conditions we targeted are common conditions that                  
can be associated with patterns of discrete data elements. The case study of acute renal failure also highlighted a                   
shortcoming of our model that may be improved in future versions. Notably, the criteria for defining acute failure                  
which was used by our panel of experts included evaluating the maximal change in serum creatinine levels over a                   
48-hour period. While this time scale information was available initially, it was lost to the model during the                  
aggregation of the serum creatinine feature into summary statistics which no longer included time scale, and thus                 
may be partially responsible for the relatively lower predictive performance for ARF.  

The diseases we chose to focus on in this paper are relatively predictable, and may represent an optimistic                  
assessment of the potential of models to predict other disease codes. Codes that are more rare or for which there are                     
no lab-based diagnostic tests should prove to be harder to predict. However, we expect future versions to be able to                    
include features from additional data sources such as text notes and images. Furthermore, the difficulty of coding a                  
disease may correlate between models and coders. Aside from accuracy, we also reviewed the experts’ confidence                
level in their answers. Of the 35/40 disputed diabetes encounters where the experts agreed with the model, 29                  
(82.8%) of the times, the experts responded with high confidence. However, for the 5 cases in which the experts                   
disagreed with the model, only 3 (60%) were highly confident. While these data are not statistically conclusive (due                  
to the small number of times that the model was incorrect), they still represent a comforting trend that suggests our                    
model struggles at the same times that the experts themselves are less confident. 

There are a variety of limitations to this study. Primarily, our methods were thoroughly evaluated and validated on                  
only a single deidentified acute care facility. This approach shows that models can be built and tested on a single                    
acute care facility, but that more work will need to be done on testing and training across multiple acute care                    
facilities. One likely limiting factor in cross-facility success is the difference between the way different facilities                
record data. For example, the lab values for “glomerular filtration rate” are recorded by one facility as a continuous                   
variable, whereas another facility reported continuous values only from 0-60, and report “60+” for any value greater                 
than 60. In another example, a single facility had no values reported whatsoever for the feature “glucose finger                  
stick”. We expect that this limitation is not insurmountable, given the depth of training data available. 

Another limitation of our work is that we did not predict to the level of the individual ICD-9-CM code but rather to a                       
cluster of codes that are used in Vizient risk models and AHRQ’s CCS coding. While not specifically useful for                   
predicting billable codes yet, our model can currently predict phenotypes sufficiently for population health              
applications.  

In conclusion, the results suggest that deep learning models have the potential to provide ICD coding critiques that                  
can be used in a pipeline to improve coding accuracy. While our initial results target three common conditions, the                   
methodology should be applicable to many other common conditions that deep learning algorithms can characterize               
by patterns of discrete data elements.  
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Abstract 
 
The ability to assess data quality is essential for secondary use of EHR data and an automated Healthcare Data Quality 
Framework (HDQF) can be used as a tool to support a healthcare organization’s data quality initiatives. Use of a 
general purpose HDQF provides a method to assess and visualize data quality to quickly identify areas for 
improvement. The value of the approach is illustrated for two analytics use cases: 1) predictive models and 2) clinical 
quality measures.  The results show that data quality issues can be efficiently identified and visualized.  The automated 
HDQF is much less time consuming than a manual approach to data quality and the framework can be rerun repeatedly 
on additional datasets without much effort. 
 
 
Introduction 
 
Researchers using big data and innovative data science techniques have made great strides in many industries. Data 
that is high volume, consisting of a variety of data types or is changing quickly (its velocity), is considered “big data”.   
Innovative data science techniques such as deep learning have produced impressive results like self-driving cars and 
accurate search results.  The healthcare industry, however, is falling behind other industries as it tries to make use of 
its data.1 The adoption of electronic health records (EHR) allows healthcare organizations to accumulate, and reuse 
large amounts of data in healthcare to improve patient outcomes, reduce costs, make workflows more efficient and 
support research.   
 
There are many challenges with using EHR data for research including lack of data standardization, poor 
interoperability, privacy issues preventing aggregating complete healthcare records and poor data quality.  The Office 
of the National Coordinator (ONC) is focusing attention on the first three issues, but the last issue, data quality, is not 
getting enough attention.2 EHR data is primarily collected to document care delivery and for billing.  However, 
healthcare organizations routinely make secondary use of this EHR data for clinical practice improvement, quality 
reporting, research and other projects. Therefore, it is critical for healthcare organizations to incorporate monitoring 
data quality in support of existing and future uses of the data to ensure valid results. 
 
Poor quality data can lead to results that cannot be trusted.3 Health care organizations need to direct more effort to 
ensure that high quality data is entered into the EHR. Doug Fridsma, President of AMIA stated, "The data sets are 
probably not high-quality enough for the kinds of clinical questions providers want to ask".4 Organizations need to 
ensure that data governance initiatives are implemented.5 One way to assess data quality is to implement a healthcare 
data quality framework (HDQF).6  A framework is a reusable platform for solving a particular problem, in this case 
assessing healthcare data quality. There are a few healthcare focused frameworks that assess data quality, but most 
are tailored to specific data models and do not address the EHR as a complex, organization specific repository of 
health data.7,8 

 
When an organization undertakes research or quality improvement projects, the first step is to understand the quality 
of the data.9  Without a framework, assessing data quality is typically a manual and ad hoc process.  Data is examined, 
outliers and data issues are identified, and those rows or columns are manually removed from the data and the process 
is repeated.  A better approach is to specify expectations of the data and then measure how well it conforms.  For 
example, we expect all of the patient records to have a birth date filled in.  We can specify this as a rule that the data 
should follow and then see if it does.  We can continue to add more rules to the data expectations.  The data can be 
assessed for conformance to these rules using a manual/ad hoc methodology or it can be automated through the use 
of a HDQF.  The advantage of the HDQF is that it is repeatable and reproducible when applied to the original dataset.  
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The specification of data expectations can be defined as an ontology that is directly usable by a computer and can also 
be reused for a new dataset or for other research projects for the same clinical area. 

 
The purpose of this study is to demonstrate how the application of a comprehensive HDQF to assess data quality is 
an effective approach to identifying EHR data issues.  The generalizability of the approach is illustrated using two 
analytics use cases: 1) predictive models and 2) clinical quality measures. 

 
 

Methods 
 
A previously described approach to quantifying data quality 10 was developed into the HDQF and implemented as a 
Python software program.  The assessment method requires that an ontology be defined that describes the concepts 
and semantics for the clinical area of interest (called the Domain Ontology). The semantics are expressed as rules 
(constraints) that the data are expected to satisfy. An example of a constraint is that an admission date must be earlier 
than a discharge date.   The approach defines an assessment method that computes data quality as the proportion of 
constraints that are satisfied for each variable in the ontology across the entire dataset divided by the total number of 
data values for the population.11 The assessment method gives quantities for each aspect of data quality (called 
Measures).  Importantly, the method allows a single quantity to be computed for related groups of variables (for 
example, all of the patient related variables or all of the medication related variables).  And a data quality Measure 
can be computed for the dataset as a whole.  This ability to aggregate data quality Measures along the hierarchy of the 
data is an important aspect of the method. 
 
The HDQF assesses four data quality Measures (Representation Completeness, Domain Completeness, Domain 
Constraints, Domain Consistency).  Representation Completeness quantifies how much data is missing. For example, 
if a patient’s birth date is not filled in then it is missing.  Domain Completeness also quantifies missing data but takes 
into account whether the data is optional.  For example, the death date of a patient will only be filled in if the patient 
has died (it is optional) but a patient should always have a birth date (it is required). Domain Constraints is a measure 
of how well the data conforms to all of the rules that are defined.  For example, we expect that the patient’s birth date 
occurs before the death date (if it exists) and we expect a diagnosis code to be a valid ICD10 code (or similar coding 
system).  Finally, Domain Consistency quantifies how well the data satisfies the semantics of the Domain.  A data 
item has Domain Consistency if it is Domain Complete and satisfies all of its Domain Constraints. A comprehensive 
overview of the HDQF and its properties can be found elsewhere.10 

 
For this study, the HDQF was applied to two analytic use cases: predictive models and clinical quality measures.  
 
Use Case 1: Predictive Models.  Sepsis continues to be a difficult problem for hospitals.  The Surviving Sepsis 
Campaign (SSC) Guidelines12 were developed to help physicians diagnose and treat sepsis earlier to reduce patient 
mortality.  A research project was undertaken to predict the effect on mortality for delays in adherence to the 
guidelines.13 A sample of 21,000 patients containing de-identified data was obtained from the clinical data warehouse 
of a Midwest health system which included EHR data for more than 2.4 million patients. Patients 18 years of age or 
older who were hospitalized between 01/01/2011 and 07/31/2015 with a billing diagnosis of severe sepsis or septic 
shock (ICD-9 995.92 and 785.8*) were included.  A sepsis domain ontology was developed and mapped to data 
elements from the EHR, then analyzed for completeness and consistency using the HDQF. The domain ontology was 
intentionally kept simple in order to clearly illustrate the utility of the HDQF. The sepsis domain ontology with 
associated constraints is shown in Table 1. 
 
Use Case 2: Clinical Quality Measures. Electronic clinical quality measures (eCQM) are becoming increasingly 
important for quality improvement efforts and reimbursement. Most health care organizations are still computing 
clinical quality measures by manually abstracting critical information from the EHR.  Both the Centers for Medicare 
and Medicaid (CMS) and The Joint Commission (TJC) have published research showing that computing the quality 
measure electronically directly from the EHR data only matches manual abstraction 50% of the time.14,15  This is 
partly due to poor data quality within the EHR. Previous research examined an eCQM targeted to reducing Catheter-
Associated Urinary Tract Infection (CAUTI) rates.11  A 200,000 encounter random sample was extracted from a 
clinical data warehouse of a Midwest health system. The CMS178 quality measure was calculated across time to 
assess how well the organization was removing catheters within 48 hours after surgery. A simplified CAUTI domain 
ontology was developed and mapped to data elements and the HDQF was applied to the data. Table 2 describes the 
simplified CAUTI Domain Ontology with its constraints. 
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Table 1: Sepsis Domain Ontology 
 

 
Table 2: CAUTI Domain Ontology 
 
 
Results 
 

Domain Concept Cardinality
Data Value 

Type Domain Constraint
diagnosis

dx_code required code:ICD9 dx_code in ICD9.codes

diagnosis_datetime optional date diagnosis_datetime <= today()

present_on_admission optional text

primary_diagnosis_yn required text

medication
pharmaceutical_class required text

labs
labs_lactic optional float value >=0 and value <= 20

labs_wbc optional float value >=0 and value <= 30

patient
birth_date required date birth_date <= death_date

death_date optional date death_date < today()

cause_of_death optional text

ethnicity optional text

race optional text

sex required text

vital_status required text

service
age_at_visit required float

admission_datetime optional date admission_datetime <= discharge_datetime

discharge_datetime optional date
discharge_datetime - admission_datetime < 
1000

encounter_date required date

primary_service_yn required text

flowsheets
flowsheet_bp optional float

flowsheet_cvp optional float value >=0 and value <= 30

flowsheet_map optional float value >=0 and value <= 300

flowsheet_pulse optional float value >=0 and value <= 250

flowsheet_respirations optional float value >= 0 and value <= 60

flowsheet_temp optional float value >=90 and value <= 110

Domain Concept Cardinality
Data Value 

Type Domain Constraint
  patient
    birth_date required date birth_date <= today

    death_date optional date if death_date is not null then death_date >= birth_date

  hospital_admission
    admission_date required date discharge_date - admission_date < 1000

    admission_type required code:CHOICE

    discharge_date required date admission_date <= discharge_date

  procedure
    procedure_concept_code required code:CPT procedure_concept_code in CPT.codes

    procedure_date required date procedure_date >= admission_date

  medication
    medication_concept_code required code:RXNORM medication_concept_code in RXNORM.codes

    medication_end_date optional date medication_start_date < medication_end_date

    medication_start_date required date medication_start_date >= admission_date

  catheter_intervention
    catheter_duration optional numeric catheter_duration >= 0

catheter_duration < 1000

    catheter_insertion_date optional date if catheter_insertion_date is not null then catheter_inserted_by is not null
if catheter_insertion_date is not null and catheter_removal_date is null then 
catheter_rationale_for_continued_use is not null

    catheter_removal_date optional date if catheter_removal_date is not null then catheter_insertion_date is not null

    catheter_rationale_for_continued_use optional text if catheter_rationale_for_continued_use is not null then catheter_insertion_date is not null

    catheter_inserted_by optional text if catheter_inserted_by is not null then catheter_insertion_date is not null
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The HDQF was applied to EHR data for both the predictive model and the clinical quality measure use cases.  Data 
quality measures were computed for the four data quality measures for each of the variables in the Domain Ontologies 
for each use case. Measures were also calculated for categories of variables (for example, all the variables related to 
the patient) and for the dataset as a whole. 
 
The results for the sepsis domain are shown in Table 3. The HDQF software took approximately 10 hours to execute. 
Prior to using the HDQF, the sepsis data was assessed using a manual approach.  That process took almost 3 months 
of back-and-forth evaluations between a clinician and a data analyst to produce the final dataset and associated data 
quality measures. Even with the additional work that was required to initially map the HDQF to the data, using the 
HDQF software was a significantly faster process. The data quality measures for the CAUTI Domain Ontology are 
shown in Table 4.   
 
 

 
  

Domain Concept
Representation 

Complete
Domain 

Complete
Domain 

Constraints
Domain 

Consistency

dataset 96% 100% 100% 100%

diagnosis 100% 100% 100% 100%

diagnosis_datetime 100% 100% 100% 100%

dx_code 100% 100% 100% 100%

present_on_admission 9% 100% 100% 100%

primary_diagnosis_yn 100% 100% 100% 100%

flowsheets 100% 100% 100% 100%

flowsheet_bp 100% 100% 100% 100%

flowsheet_cvp 93% 93% 86% 79%

flowsheet_map 100% 100% 100% 100%

flowsheet_pulse 100% 100% 100% 100%

flowsheet_respirations 100% 100% 100% 100%

flowsheet_temp 99% 99% 100% 99%

labs 100% 100% 100% 100%

labs_lactic 99% 99% 99% 98%

labs_wbc 99% 99% 98% 98%

medication 100% 100% 100% 100%

pharmaceutical_class_orig 91% 100% 100% 100%

patient 100% 100% 100% 100%

birth_date 91% 91% 91% 91%

death_date 43% 100% 100% 100%

cause_of_death 0% 100% 100% 100%

ethnicity 99% 100% 100% 100%

race 98% 100% 100% 100%

sex 100% 100% 100% 100%

vital_status 100% 100% 100% 100%

service 100% 100% 100% 100%

service_admission_datetime 21% 100% 95% 95%

age_at_visit 94% 94% 100% 94%

service_discharge_datetime 21% 100% 100% 100%

encounter_date 100% 100% 100% 100%

primary_service_yn 100% 100% 100% 100%

Table 3: Data Quality Measures for Sepsis Domain 
Variables 
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Overall, the measures ranged from 0% to 100%, but the table also provides an easy way to visualize these values by 
using a heatmap to highlight the potential problem areas in red and variables that have good data quality are shown in 
green. The cells in the table are colored with increasing shades of green to reflect how much the data quality measure 
exceeded the threshold for “good” data quality (≥= 90%) and are colored in shades of red if they were below the 
threshold that indicates poor data quality (< 80%).  Data quality measures in between were colored in shades of yellow.  
One can easily see the overall data quality of the entire dataset listed at the top of the table (the domain concept is 
labeled “dataset”) and the data quality summary for each category of variables (for example, the patient or medication 
variables) is also shown.   
 
Another powerful way to view the data quality measures is by using a radar graph.  A radar graph can show multiple 
dimensions of the data at the same time.  In this case, all four data quality measures (Representation Completeness, 
Domain Completeness, Domain Constraints, Domain Consistency) are shown for a particular variable.  A radar graph 
can also compare more than one variable on the same graph.  For example, Figure 1 compares all of the data quality 
measures for procedure_concept_code against the procedure_date. This shows that the procedure_date data has high 
quality (.97) along all four axes, while the the procedure_concept_code has poor quality along the Domain Constraints 
and Domain Consistency dimensions. This suggests that the procedure data requires deeper investigation. This type 
of visualization can also be used to compare two datasets or the data quality measures of a single dataset at two points 
in time. 

Domain Concept
Representation 

Complete
Domain 

Complete
Domain 

Constraints
Domain 

Consistency

dataset 96% 96% 97% 97%

patient 55% 100% 100% 100%

birth_date 100% 100% 100% 100%

death_date 10% 100% 100% 100%

hospital_admission 100% 100% 100% 100%

admission_date 100% 100% 100% 100%

admission_type 100% 100% 100% 100%

discharge_date 100% 100% 100% 100%

procedure 99% 99% 63% 63%

procedure_concept_code 100% 100% 29% 29%

procedure_date 97% 97% 97% 97%

medication 92% 92% 96% 96%

medication_concept_code 92% 92% 92% 92%

medication_end_date 90% 100% 97% 97%

medication_start_date 95% 95% 95% 95%

catheter_intervention 88% 88% 92% 92%

catheter_duration 83% 100% 99% 99%

catheter_insertion_date 92% 100% 78% 78%

catheter_removal_date 85% 100% 98% 98%

catheter_rationale_for_continued_use 99% 100% 89% 89%

catheter_inserted_by 73% 100% 99% 99%

Table 4: Data Quality Measures for CAUTI Domain 
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We are also able to compute data quality measures at different points in time.  For example, Figure 2 shows the trend 
in the Domain Consistency measures for two of the CAUTI variables over a 2-year period. 
 

 
 
 

 
Discussion 
 
The purpose of this study is to demonstrate how the application of a comprehensive HDQF to assess data quality is 
an effective approach to identifying EHR data issues.  The results demonstrate that EHR data contains errors and 
previous research has shown that data quality issues can lead to invalid results which may impact research and clinical 
decision-making.16 Investigators that reuse data for modeling or quality improvement must take into account data 
quality issues, which may be a daunting task due to the lack of automated tools designed for this purpose. Missing and 
inconsistent data can lead to false conclusions about whether clinical quality is improving or whether a model is 
predictive. The HDQF used in this research provided a standardized, reusable and automated approach to assessing 
data for different use cases. The approach was demonstrated for two use cases: a clinical quality measure and a 
predictive model for sepsis.  But the approach is generalizable to any other clinical quality measure, predictive model 
and data assessment needs in clinical research as long as data expectations are modeled in an ontology. 
 
For the sepsis predictive model, using the HDQF significantly reduced the time it took to assess data quality. Before 
the HDQF was utilized, the sepsis researchers would manually review the data and try to hunt down data quality 

Figure 2: Domain Consistency Trends for Key CAUTI Variables  

Figure 1: Radar Graph of Data Quality Measures for Two Variables 
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issues.  Identifying missing data was relatively easy but finding inconsistent data outliers was more difficult.  The 
manual approach was a time-consuming back-and-forth process that took months to complete. And what was worse, 
when the research team received an updated data extract, much of the manual assessment work needed to be redone. 
The ability to quickly rerun the HDQF on new data (or re-extractions of existing datasets) is a significant advantage 
of this approach.  This reduces the burden on researchers, speeds up clinical data mining and model training; thus, 
contributing to more efficient and cost-effective outcomes. 
 
In practice, using a HDQF allows an investigator to more easily identify issues with the data she is depending on for 
research, quality improvement and standard reports. Because the domain ontologies define which data variables allow 
optional data, it is easy to see when missing data will lead to problems with how the data is being used (Domain 
Completeness). In the CMS178 example, the death_date was missing most of the time.  But since this variable is 
optional, it can still safely be used in the calculation of the eCQM.  On the other hand, the medication_concept_code 
(i.e. the RxNorm code) was only present 92% of the time.  This may prove to be problematic in the eCQM 
computation. The Domain Constraint Measure highlights other potential issues with the data. The 
procedure_concept_code has a measure of 29%.  This indicates that this variable was only consistent with the domain 
(i.e. it was a valid CPT code) less than a third of the time so it cannot be used reliably in the eCQM calculation.   
 
Summarizing data quality measures by categories is also very useful.  For example, if a researcher is interested in 
catheter documentation she can see that the data is 88% complete and 92% consistent. She can look at the red fields 
in Representation Complete to quickly see which fields are missing (catheter_inserted_by and catheter_duration). The 
key inconsistency is the red field for Domain Consistency of the catheter_insertion_date. Most of the overall catheter 
data inconsistency appears to be failure to satisfy the Domain Constraints for the catheter_insertation_date so the 
researcher should examine that variable more closely. 
 
Graphing the Domain Consistency trends for the important variables used in the CMS178 quality measure calculation 
showed that data quality for the catheter_insertion_date improved over time. This was because in August 2012, the 
hospital started an initiative to reduce CAUTI within the hospital.  The initiative included asking the nurses to 
document CAUTI related information better. It can easily be seen that it wasn’t until August 2012 that the health 
system required supplying a reason to continue catheterization (catheter_rationale_for_continued_use variable).  The 
Domain Consistency of the catheter_insertion_date improved significantly over time.  Over the 2-year period, the rate 
for correctly recording the catheter_insertion_date improved from 65% to 85%.  Over this same period, the CMS178 
eCQM itself also improved. The ability to visualize the improvements in data quality are important feedback to the 
staff that are undertaking documentation improvements.  This allowed nursing leaders to see that their quality 
improvement initiatives were working. 
 
There are a number of limitations of this research. First, the domain ontologies that were used were kept intentionally 
simple in order to better illustrate the assessment process.  Ontologies that describes the clinical domain must be pre-
defined and given as an input to the HDQF, but the important aspect is that the HDQF itself, the methods for 
assessment and the data quality metrics mean the same regardless of which clinical domain ontology is being 
examined.  Significant work must be undertaken to define these domain ontologies, but by using the HDQF, that work 
can be reused across different research projects. 
 
A second limitation is that these assessments were not done on truly big datasets.  The largest, 200,000 encounters, 
does show that using an automated HDQF makes data quality assessment more efficient, but the next step will be to 
assess much larger datasets.  Finally, the authors intend to make the HDQF used in this study freely available to other 
researchers as an open source project.  Work is underway to better organize the code to make it easily usable by any 
researcher.  Further research is also needed to assess whether this same HDQF framework can work across 
organizational boundaries and be used to assess national clinical datasets which receive data from multiple 
organizations and for multiple conditions.  Finally, the HDQF as implemented does not assess all aspects of data 
quality There are other important aspects of data quality (such as assessing the correctness and the timeliness of the 
data) that still need to be developed. 
 
Conclusion 
 
The ability to assess data quality is essential for secondary use of EHR data and an automated HDQF can be used as 
a tool to support a healthcare organization’s data quality initiatives. Use of a general purpose HDQF provides a method 
to assess and visualize data quality to quickly identify areas for improvement.  The generalizability of the approach 
was illustrated using two analytics use cases: 1) predictive models and 2) clinical quality measures.  The results showed 
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that data quality issues can be efficiently identified and visualized.  The automated HDQF is much less time consuming 
than a manual approach to data quality and the framework can be rerun repeatedly on additional datasets without much 
effort. 
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Abstract 

Patient matching is essential to minimize fragmentation of patient data. Existing patient matching efforts often do not 
account for nickname use. We sought to develop decision models that could identify true nicknames using features 
representing the phonetical and structural similarity of nickname pairs. We identified potential male and female name 
pairs from the Indiana Network for Patient Care (INPC), and developed a series of features that represented their 
phonetical and structural similarities. Next, we used the XGBoost classifier and hyperparameter tuning to build 
decision models to identify nicknames using these feature sets and a manually reviewed gold standard. Decision 
models reported high precision/positive predictive value and accuracy scores for both male and female name pairs 
despite the low number of true nickname matches in the datasets under study. Ours is one of the first efforts to identify 
patient nicknames using machine learning approaches.  
 

Introduction 

The siloed implementation of health information systems and legal restrictions preventing the use of a national level 
patient identifier1 has led to the fragmentation of patient information across the US2. Fragmentation of patient data 
impacts data collected within a healthcare system, which may report different patient Identification Numbers (ID’s) 
for data collected at various facilities or clinics, as well as data collected across multiple healthcare systems3, 4. 
Fragmented patient data impedes the delivery of quality patient care by preventing providers from accessing complete 
patient records, causing inefficiencies and delays, hindering public health reporting and leading to enhanced patient 
risk5, 6. Efforts to address patient fragmentation focus on probabilistic and deterministic patient matching efforts7 
driven by various patient demographics such as patient names, gender, date of birth, address, telephone numbers, as 
well as identification numbers such as Social Security Number (SSN), etc.  
 
Patient matching accuracy is strongly influenced by the quality and accessibility of data required. Certain data 
elements may be costly to obtain, incomplete or incorrect. Various clinics and facilities may not capture the same 
elements in the same format, leading to the need for additional data standardization efforts8. Further, not all data 
elements contribute equally towards matching. The discriminative power contributed by various patient demographics 
may differ significantly by data type and data set. As an example, patient name elements such as first name, middle 
name, last name, suffix and SSN may be more diverse, and therefore, hold more discriminative power than data 
elements such as patient gender, zip code or state of residence.  
 
Patient name elements are widely collected and commonly used pieces of identification used within the healthcare 
system9. However, inconsistencies in the usage and reporting of names pose a significant challenge to patient 
matching. Some inconsistencies may be caused by misspellings, which conventional patient matching tools address 
using string comparators10, 11. However, string comparators may not address inconsistencies resulting from use of 
nicknames. Consequently, we hypothesize that supplementing existing patient demographic data with imputed 
nickname information may improve the accuracy of patient matching. 
 
Nicknames are widely used and researchers have documented evidence of phonological and structural patterns in their 
use.13 For example, nicknames can be phonologically similar to given name (i.e. ‘Kathryn’ and ‘Kitty’)12; they may 
be based on structural variations such as spelling variations (i.e. ‘Vicki’ and ‘Vickie’), diminutive variations (i.e. the 
diminutive ‘Betty’ to the more formal ‘Elizabeth’) and cross the gender divide (i.e. the nickname ‘Andy’ may be used 
for both the female ‘Andrea’ as well as the male ‘Andrew’). However, manually creating nickname lookup tables 
relevant to a specific population requires significant effort. Further, such efforts would be limited by the reviewers’ 
knowledge and perception of nicknames. An alternate approach is to develop decision models to impute nickname 
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pairs based on phonological and lexical similarity. Approaches for evaluating phonological similarity and/or patterns 
in names have been developed previously and include string comparators, phonological similarity measures, N-gram 
distributions that evaluate term similarities, as well as various algorithms that predict race/ethnicity and gender13. 
These methods present significant potential to provide a wide range of information on the structure and phonological 
similarity of English nicknames.  
 
We describe efforts to leverage such measures to develop decision models capable of identifying human nicknames 
from a statewide Health Information Exchange (HIE). 

Materials and Methods 

Data extraction 
 
We extracted patient data from the master person index of the Indiana Network for Patient Care (INPC)14, one of the 
longest continuously running HIE’s in the US. The INPC covers 23 health systems, 93 hospitals and over 40,000 
providers15. To date, the INPC contains data on over 15 million patients having more than 25 million registrations (the 
same patient can be registered at multiple HIE participants). We used the INPC’s patient matching service to identify 
the same patient across multiple institutions. Next, we analyzed first names for all patients with multiple registrations, 
and created ‘name pairs’ when first name for the same patient differed for separate registrations. We excluded all 
name pairs with mismatching or missing genders, occurred 3 times or less, or contained invalid phrases such as MALE, 
FEMALE, BOY, GIRL or BABY. For name pairs with frequencies ranging between 3 and 20, we also removed any 
pairs with Jaro-Winkler16 or Longest Common Subsequence (LCS)17 scores of 0. The remaining name pairs were split 
into male and female genders, and serves as our name pair dataset.  
 
Development of a gold standard 
 
Each first name pair was reviewed by two independent reviewers who tagged each name pair as TRUE (is a nickname) 
or FALSE (not a nickname). In the event of a disagreement, a third reviewer served as a tiebreaker. Reviewers selected 
diminutive nicknames as well as nicknames based on phonological and lexical similarities. Nicknames based on 
familial relationships (‘Sr.’ for father and ‘Jr.’ or ‘Butch’ for son) 18, order of birth or occupation (‘Doc’ or ‘Doctor’ 
used for either a 7th child or a physician) as well as those based on external attributes or personality (‘Blondie’, 
‘Ginger’, ‘Brains’ etc.) were not considered for this study. 
 
Preparation of feature sets 
 
We calculated a number of features to represent the phonological and lexical similarity of each first name pair under 
study (Table 1). 
 
Table 1. Features calculated per each first name pair 

Feature name Description 
Frequency Number of times that the name pair under consideration appeared in the INPC dataset 
Modified Jaro-Winkler 
comparator (JWC) 

String comparator which computes the number of common characteristics in two strings, 
and finds the number of transpositions for one string to be modified to the other16.  

Longest common 
substring (LCS)  

String comparator which generates a nearness metric by iteratively locating and deleting 
the longest common substring between two strings17. 

Levenstein edit distance  
(LEV) 

String comparator which calculates the minimum number of single character edits 
(insertions, deletions or substitutions) necessary to change one string into the other19 

Combined Root mean 
square 

The combined root mean square score of JWC, LCS and LEV string comparators3. 

 
We also calculated a number of features for each individual name in each name pair (Table 2). 
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Table 2. Features calculated per each name 

Feature name Description 
Race/ethnicity We used the python ethnicolr package20 to categorize each name into one of the 

following categories; white, black, Asian or Hispanic. 
Gender We used the python gender-guesser package21 to categorize each name into one of the 

following categories; male, female, androgynous (name is used by both male and female 
genders) and unknown. 

Soundex Phonetic encoding algorithm based on word pronunciation, rather than how they  are 
spelled22 

Metaphone Phonetic encoding algorithm which includes special rules for handling spelling 
inconsistencies as well as looking at combinations of consonants and vowels23. 

The New York State 
Identification and 
Intelligence System 
algorithm (NYSIIS) 

Phonetic encoding algorithm with 11 basic rules that replace common pronunciation 
variations with standardized characters, remove common characters and replace all 
vowels with the letter ‘A’ 3, 24. The NYSIIS algorithm is more advanced than other 
phonetic algorithms as it is able to handle phonemes that occur in European and 
Hispanic surnames. 

Number of syllables  We developed a java program that counts the number of syllables in each name using 
existing language rules25. The validity of the program was assessed via manual review 
of test data. 

Bi-Gram frequencies Researchers have calculated bi-gram frequencies of English words26. Frequently 
occurring bi-grams may represent common phonological sounds. Thus, names that 
contain multiple commonly occurring phonological sounds have a much higher chance 
of representing nicknames. We calculated a normalized score representing the frequency 
of bi-gram counts for each name. 

Misspelling 
frequencies 

By computing appearance of bi-grams that occur very infrequently26, we also calculated 
a measure for potential misspellings. 

 
In addition to the string comparators listed in Table 2, we created a binary feature agreement vector indicating which 
of these features agreed for each name pair.  
 
For male and female name pairs, we developed name pair vectors consisting of the feature sets described in Tables 1, 
2 and the binary feature agreement vector. 
 
Machine learning process 
 
We leveraged python and the scikit-learn machine learning library27 to build XGBoost28 classification models to 
identify nicknames across male and female name vectors. The XGBoost algorithm  is an implementation of gradient 
boosted ensemble decision trees29 designed for speed and performance. XGBoost classification was selected as (a) 
our own research suggests that ensemble decision trees performed compatibly, or better than other classification 
algorithms30, 31, and (b) the algorithm has demonstrated superior performance to other classification algorithms in 
machine learning competitions organized by Kaggle32. 
 
In building these models, we sought to address data imbalance present in both name vectors, as well as model 
overfitting. We split each data vector into random groups of 90% (training and validation dataset) and 10% (holdout 
test set). Previously, researchers have leveraged both oversampling33 and under sampling methods34 to address this 
challenge. After an exploratory analysis, we adopted the Synthetic Minority Over-sampling Technique (SMOTE)33 to 
boost the imbalanced class (nicknames match) . However, various levels of boosting may have different impact on 
model performance. Similarly, the XGBoost algorithm consisted of multiple parameters which could each impact 
model performance. Thus, we decided to perform hyperparameter tuning using multiple versions of the training dataset 
that had been balanced using different boosting levels. Hyperparameter tuning was performed using randomized 
search and 10-fold cross validation. Features that were modified as part of the hyperparameter tuning process are listed 
in Appendix A. 
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The best performing models identified by hyperparameter tuning were applied to the holdout test datasets, which were 
not artificially balanced via boosting. This ensured that the best decision model would be evaluated against a holdout 
dataset with the original prevalence of nickname pairs, ensuring that the model was suitable for implementation. Figure 
1 presents a flowchart describing our study approach. 
 

 
Figure 1. Workflow presenting the complete study approach from data extraction to decision model evaluation. 

Analysis 
 
We calculated Positive Predictive Value (PPV) aka precision, sensitivity aka recall, accuracy and f1-score (the 
harmonic mean between precision and recall) for each decision model under test. Traditionally, area under the ROC 
curve (AUC) is considered an important performance metric. However, literature suggests that precision-recall curves 
are more accurate than AUC curves for evaluating unbalanced datasets35. Thus, we prepared precision-recall curves 
for each decision model. 
 

Results 

We identified a total of 11,986 male name pairs and 15,252 female name pairs. The manual review of these identified 
291 (2.4%) of the male name pairs and 671 (4.4%) of the female name pairs as true nicknames. Cohen’s Kappa scores 
for male and female nickname reviews, as performed by the two primary reviewers were 0.810 and 0.791 respectively. 
These scores indicate high levels of inter-rater agreement in the manual review process. 
 
Figure 2 presents a breakdown of the frequency of true nickname matches as a function of Jaro-Winkler scores for 
male and female name pairs. The preponderance of male and female nickname match scores for true nicknames  ranged 
from 0.7 to 0.85, with a steep drop as the score approached 1. As presented in Figure 3, frequency of most non-
nickname pair scores for male and female datasets ranged between 0-0.05. Pair frequency dropped to 0 from Jaro-
Winkler scores between 0.1 and 0.3, after which they rose significantly until Jaro-Winkler scores of 0.5. Frequencies 
for both male and female datasets fell drastically as Jaro-Winkler scores were increased further.  
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Figure 2. Frequency of nickname matches across Jaro-Winkler scores (0-1) 

 

 
Figure 3. Frequency of non-nicknames across Jaro-Winkler scores (0-1) 

Table 3 reports the predictive performance of optimum decision models selected by hyperparameter tuning applied to 
the holdout test datasets. Figure 4 presents the precision-recall curves reported by these models. Appendix B lists the 
most important features that contributed to the male and female nickname decision models. Importance was 
determined by the XGBoost classification algorithm’s internal feature selection process, which evaluates the number 
of times a feature is used to split the data across all trees36.  
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Table 3. Predictive performance of the machine learning models applied to the holdout test datasets 

Performance measure Male nickname model (%) Female nickname model (%) 
Positive Predictive Value (PPV) aka 
precision 

85.7 70.6 

sensitivity aka Recall 42.9 64.3 
accuracy 98.5 97.7 
f1-score 57.1 67.3 

 
 

Figure 4. Precision-recall curves reported by male and female nickname prediction models 
 
Decision models performed best when the ratio of true nickname matches to false nickname pairs were boosted to 0.2 
for the male nickname model, and 0.3 for the female nickname model. Despite the highly imbalanced nature of the 
holdout test datasets, decision models performed significantly well with high precision/PPV scores. Both models 
reported exceptionally high accuracy scores (>97%). However, this is attributed to the unbalanced data of the test data 
being used37, 38. Both models also reported mid-level sensitivity/recall and F1-scores. The weak F1-score is justified 
on the grounds that it represents a balance between precision and recall. However, our use case requires higher 
precision/PPV, which makes the models suitable for application in real world scenarios. This also justifies the weak 
sensitivity/recall scores reported for each model. 

Discussion 

We present one of the first efforts to impute person nicknames using machine learning approaches. Our analysis 
revealed that the use of nicknames was higher among females (4.4%) than males (2.4%) within our HIE dataset. Our 
decision models achieved adequate performance despite the low number of true nickname matches in each of the 
datasets. The high precision/PPV achieved by each decision model suggests suitability for use in the healthcare 
domain, where accurately matching patient records is a crucial function. Further, the male nickname model reported 
significantly high precision/PPV scores despite the male name pair dataset being more imbalanced than the female 
name pair dataset. However, the sensitivity/recall and F1-scores produced by the male nickname model were lower 
than the female models. Overall, these results demonstrate the possibility of leveraging existing measures of 
phonological and lexical similarity to develop decision models to identify true nickname matches. However, these 
decision models were generated using name pairs from a large scale HIE encompassing 23 health systems, 93 hospitals 
and over 40,000 providers. It is unclear if smaller data sources with less patient fragmentation would yield similar 
performance. 

Male nicknames Female nicknames 

644



 
We identified a number of challenges. Due to language barriers, our manual review process for nickname identification 
may have overlooked certain less frequently occurring non-English nicknames used by minority populations. While 
nicknames used in other languages may also be predicted using machine learning, because our models were trained 
using predominantly English nicknames, our models may not be valid for non-English datasets. We also note that 
many persons with non-English names may adopt unofficial English language nicknames. (i.e. an individual named 
‘Chen’ may adopt the English nickname ‘Charlie’). Our manual review process did not capture these nicknames as 
such nickname pairs were negligible given the Indiana population. Also, our manual review was based on first name 
pairs only. Thus, nicknames based on an individual’s last name (i.e. an individual named James Henderson may adopt 
the nickname ‘Henny’) will not be tagged as a nickname as person last names were not available for review.  
 
Our results are not applicable to nicknames used in online communities and forums. Such names may include 
alphanumeric characters, and may be of different phonetic structure than nicknames used in day to day life 39, 40. Any 
effort to identify Internet nicknames falls out of the scope of our efforts. Further, we filtered our dataset to exclude 
the least frequently occurring name pairs (name pairs with a frequency of 3 or less). Thus, our models cannot be used 
to evaluate name pairs that occur very infrequently. Further, we built separate decision models for male and female 
name pairs on the assumption that the gender of each potential name pair would be known. However, gender data may 
not always be available in real-world datasets. Our effort leveraged patient name data extracted from a statewide HIE 
serving the people of Indiana. We hypothesize that our models can be applied to patient data in a state with similar 
demographic characteristics. However, replicating our methods may be challenging to implementers without access 
to large datasets. 
 
We identified several avenues for future study. We seek to integrate our nickname prediction models into existing 
patient matching tools to evaluate if the inclusion of nickname information will lead to statistically significant 
improvements in record linkage performance. Further, our approach required significant human effort for the manual 
review of name pairs. Research into the feasibly of using readily available nickname lists such as those obtained from 
various online resources are warranted. If successful, these efforts would significantly reduce human effort required 
to develop decision models. Additionally, we considered only nicknames based on first name. Research into the use 
of nicknames based on middle or last names are is warranted. Finally, further effort is necessary to investigate whether 
our approaches can be used to predict nicknames across other non-English name pairs or Internet-based nicknames. 

Conclusions 

Supplementing existing patient matching data with nickname information may improve the accuracy of patient 
matching efforts. However, identifying nickname pairs through manual review requires significant human effort. We 
leveraged patient demographic data obtained from a statewide Health Information Exchange to develop decision 
models capable of identifying valid male and female nickname pairs based on their phonological and structural 
similarities. Our decision models achieved adequate performance despite the low number of true nickname matches 
in the datasets under study. The high precision/PPV achieved by each decision model suggests its suitability for 
augmenting existing patient matching tools.  
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Appendix A. Parameters that were modified as part of the hyperparameter process.  
 

Hyperparameter Description 
Boosting ratio Level of boosting performed using SMOTE 
Number of estimators Number of trees 
Minimum child weight Minimum sum of weights of all observations required in a child 
Gamma value the minimum loss reduction required to split a node 
Subsample Fraction of observations to be randomly samples for each tree 
Col sample by tree Fraction of columns to be randomly samples for each tree 
Max depth Maximum depth of each tree 

 
Appendix B: List of top ranking features that contributed to male and female decision models. (cutoff = 0.6 selected 
based on significant drop in feature importance scores after this threshold). 
 

Male nickname model Female nickname model 
Feature name Feature 

importance (0-1) 
Feature name Feature importance 

(0-1) 
Syllable count comparison 0.997 Soundex comparison 0.995 
Soundex comparison 0.995 Syllable count comparison 0.994 
Levenstien edit distance 0.9915 Race/Ethnicities match 0.9935 
Gender match 0.985 Levenstien edit distance 0.98 
Frequency 0.979 Frequency 0.98 
Race/Ethnicities match 0.97 Gender match 0.975 
Combined Root Mean Square 0.962 Combined Root Mean Square 0.971 
NYSIIS comparison 0.935 Bi-gram frequency comparison 0.955 
Metaphone comparison 0.912 Misspelling frequencies 0.953 
Jaro Winkler comparison 0.832 Metaphone comparison 0.95 
Bi-gram frequency comparison 0.65 Jaro Winkler comparison 0.85 
  NYSIIS comparison 0.7 
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Abstract 

Healthcare provider organizations (HPOs) increasingly participate in large-scale research efforts sponsored by 

external organizations that require use of consent management systems that may not integrate seamlessly with local 

workflows. The resulting inefficiency can hinder the ability of HPOs to participate in studies.  To overcome this 

challenge, we developed a method using REDCap, a widely adopted electronic data capture system, and novel 

middleware that can potentially generalize to other settings. In this paper, we describe the method, illustrate its use 

to support the NIH All of Us Research Program and PCORI ADAPTABLE studies at our HPO, and encourage other 

HPOs to test replicability of the method to facilitate similar research efforts.  Code is available on GitHub at 

https://github.com/wcmc-research-informatics/.  

Introduction 

Healthcare provider organizations (HPOs) increasingly participate in large-scale research studies, including biobanks 

and pragmatic clinical trials, that require management of patient consent and extraction of electronic health record 

(EHR) data.  For biobanks, efforts include those led by individual HPOs, such as Geisinger MyCode and Vanderbilt 

BioVU (1–4), as well as by external sponsors, such as the China Kadoorie Biobank and the United States National 

Institutes of Health (NIH) All of Us Research Program (AoU) (5–8).  For pragmatic clinical trials, a major investigation 

led by an external sponsor, the Patient Centered Outcomes Research Institute's (PCORI) ADAPTABLE study (9), 

involves the participation of 36 HPOs in the United States.  Large-scale studies led by HPOs have succeeded in part 

due to individual institutions designing new research processes to integrate with existing clinical and research 

workflows and systems (2,10,11).  However, in our experience, external sponsors have designed large-scale studies 

to primarily support research goals and nominally integrate with HPOs’ existing institutional systems and workflows, 

which has hindered the ability of HPOs to participate in studies. 

For AoU and ADAPTABLE, which aim to enroll one million and 20,000 participants, respectively, participants 

manage consent for study activities in systems overseen by external sponsors that do not integrate in an automated 

fashion with the local internal informatics infrastructure of HPOs.  Using external consent systems, study team 

members from HPOs can view demographics, consent status, and other study data of individual participants as well 

as export participant records in bulk as a comma separated value (CSV) file.   

Based on our experience, external consent management systems pose three barriers to large-scale study participation 

at HPOs.  First, although the external consent systems assign a unique research identifier (ID) for each study 

participant, they do not capture the corresponding unique clinical ID of the participant as a patient in the healthcare 

provider organization, which is frequently a medical record number (MRN).  As a result, study teams must manually 

associate each participant's unique research ID with a local MRN, a process with potential for data entry error and 

downstream consequences.  If a study team member associates a participant's research ID with the MRN of a different 

patient, the study team may subsequently extract and share EHR data with an external research sponsor for a patient 

who did not consent to study participation in violation of patient privacy and confidentiality laws.  Second, study team 

members may opt to use shadow applications (e.g., Microsoft Excel) that lack security and automated integration with 

enterprise clinical and research systems to support manual association of research IDs and MRNs as well as collection 

of other participant details not captured in the external consent system (e.g., scheduled appointments).  With study 

consent data segregated in non-enterprise applications, EHR systems cannot display patients’ research participation 

status to inform clinician awareness and facilitate billing compliance for large-scale studies.  Finally, to combine local 

shadow records with bulk records from external consent system CSV files, study team members must manually 

manipulate data, which is time-consuming and error-prone. 
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To address these barriers, we developed a method using a widely adopted electronic data capture system and novel 

middleware that can potentially generalize to other settings.  The goal of this paper is to describe the method, illustrate 

its use to support AoU and ADAPTABLE at our HPO, and encourage other HPOs to test replicability of the method 

to support similar research efforts. 

Methods 

As described below, we developed a method for integrating our HPO’s existing clinical and research information 

systems with external consent management systems.  The method consisted of semi-automated participant identity 

management, automated individual participant record transmission, and automated bulk participant record ingestion.  

We aimed to minimize study team effort and disruption of existing clinical and research systems and workflows. 

Setting 

At Weill Cornell Medicine (WCM), a multispecialty outpatient practice organization in New York City affiliated with 

NewYork-Presbyterian Hospital, clinicians used the EpicCare Ambulatory EHR system for care and billing for more 

than 2 million patients.  A clinical trials management system (CTMS) integrated with the EHR and electronic 

institutional review board (eIRB) system served as the institutional system of record for all patients who consented to 

enroll as participants in research studies (12).  Notably, for quality assurance purposes, institutional policy required 

manual review of each participant consent status update prior to data entry into the CTMS.  Upon entry of data, the 

CTMS updated the EHR in real time with patients’ consent statuses for research studies.  To support researchers with 

electronic patient data, the institution aggregated and transformed data from numerous clinical and research 

information systems into a data warehouse to support specific purposes, such as i2b2 and custom data marts (13).  To 

support collection of novel measures absent from the EHR, Weill Cornell Medicine made REDCap, an electronic data 

capture system used widely among academic medical centers (14), available to all institutional faculty and staff 

participating in research.  Separate teams oversaw clinical informatics, including the EHR and CTMS, and research 

informatics, including research data aggregation and REDCap.  The research informatics team led the current effort. 

For consent management for AoU and ADAPTABLE, study team members accessed two external systems hosted in 

secure cloud environments, the NIH-developed HealthPro for AoU and the commercial Mytrus for ADAPTABLE.  

Although the external consent systems exported participant data for our institution in bulk as a CSV file, they lacked 

application programming interfaces (APIs) for the study team to automatically obtain data.   

For AoU and ADAPTABLE, eligibility criteria and enrollment workflows differed.  For AoU, eligible patients 

included anyone 18 years of age and older, and study team members associated research IDs from HealthPro with 

local MRNs after patients consented to participate in the study.  For ADAPTABLE, eligible patients included only 

patients meeting a cohort definition based on a computable phenotype algorithm executed against EHR data, and study 

team members associated research IDs from Mytrus with local MRNs before patients consented to participate in the 

study.  Of note, ADAPTABLE required association of research IDs prior to consent to enable a paper mailing that 

described the study and instructed interested individuals to use the “Golden Ticket” research ID included in the mailing 

as a code to enroll in the study via the Mytrus portal.  Both studies involved in-person visits by participants to our 

HPO to complete enrollment. 

Semi-automated participant identity management 

To manage participant identity, we created a semi-automated workflow using REDCap that consisted of case report 

forms configured for use with the dynamic data pull (DDP) plugin. As described elsewhere, DDP allows users to 

populate REDCap fields with data automatically extracted from an external database, such as an EHR system or data 

warehouse (15), based on entry of a unique identifier.  To associate a local MRN with a unique research ID for a study, 

a study team member copied-and-pasted a patient’s MRN from the EHR into a REDCap case report form field.  Based 

on entry of the MRN, the DDP plugin retrieved demographics—including first name, last name, date of birth, and 

sex—from the institutional data warehouse for adjudication by a study team member prior to saving into designated 

fields in REDCap (Figure 1).   
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Figure 1. Entry of MRN (left) followed by retrieval and adjudication of values from EHR (right). 

In addition to obtaining local demographics from the EHR, a study team member manually transcribed research ID 

and demographic values from the external consent system to REDCap.  The semi-automated workflow ensured that a 

study coordinator reviewed and confirmed each association of a research ID with an MRN, while the DDP plugin 

reduced double data entry and risk of error for obtaining data from the EHR.  For each study, we created a separate 

REDCap project.    

Automated individual participant record transmission 

To make participant identity management data stored in REDCap available to other clinical and research information 

systems, we automated participant record transmission using novel middleware called Transmitter.  Based on 

participant data saved in a REDCap project, Transmitter sent individual participant records from REDCap to the 

CTMS (Figure 2).  Specifically, we configured the REDCap data entry trigger (DET) to send messages to Transmitter 

each time a study team member saved a record in a REDCap project representing a study.  Upon receipt of a DET 

message, which identified the REDCap project and record ID responsible for the message, Transmitter called the 

REDCap API to retrieve all data for the record ID.   

 

Figure 2. Components of Transmitter and relationship to REDCap and clinical IT systems. 
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Transmitter then evaluated the returned values against study-specific rules, which required configuration by 

informatics staff, to determine a course of action, such as enrollment or withdrawal.   For example, for a newly enrolled 

research participant in a particular study, a study team member saved values in REDCap for research ID, MRN, 

enrollment start date, date of birth from the EHR, and date of birth from the consent management system.  Using the 

values obtained from REDCap, Transmitter determined whether the five fields contained valid input, including if the 

date of birth values from the EHR and external consent system matched.  Upon satisfaction of study-specific rules, 

Transmitter sent a new enrollment record to the CTMS.   

Automated bulk participant record ingestion 

To augment participant identity management data stored in REDCap with external consent management system data, 

we automated ingestion of CSV files exported from external systems using novel middleware called Ingester (Figure 

3).  Rather than requiring study team members to copy-and-paste all participant details from an external system to an 

internal participant management system, Ingester combined a bulk export file from the external consent management 

system with data captured in a local participant management system on the basis of a shared a key across data sets, 

such as a participant research ID.   

 

Figure 3. Relationship of Ingester to external consent management and internal systems. 

We configured Ingester to monitor a file folder on a network volume for files with particular filenames generated by 

external consent systems.  Upon deposit of a file with a filename meeting criteria configured by informatics staff, 

Ingester performed a quality check on contents, such as confirming whether the number and names of fields were 

expected.  If the contents met specifications, Ingester processed the deposited file for storage in a relational database 

management system.  For files that did not meet screening criteria, Ingester discarded them and did not store contents 

in a relational database as a security precaution.  After processing a file, Ingester notified informatics staff whether 

ingestion succeeded or failed.  With ingested data from external consent systems available in the same database as 

participant identity management records from REDCap, informatics staff had the ability to combine data in an 

automated fashion to generate reports to support the study team. 

Results 

At our healthcare provider organization, the method has successfully supported the NIH All of Us Research Program 

and PCORI ADAPTABLE studies.  Although workflows differed across the two studies, application of the method’s 

components—semi-automated participant identity management, automated participant record transmission, and 

automated ingestion of CSV files—required minimal customization by informatics staff.  Study team members and 

institutional administrators have expressed positive feedback about automation produced by the method.  On Github 

we have shared source code and documentation for Transmitter (https://github.com/wcmc-research-

informatics/transmitter) and Ingester (https://github.com/wcmc-research-informatics/ingester) as well as the REDCap 

data dictionaries for AoU (https://github.com/wcmc-research-informatics/nih-pmi-data-dictionary) and 

ADAPTABLE (https://github.com/wcmc-research-informatics/adaptable-data-dictionary). 

NIH All of Us Research Program 

We initially developed the method to support our HPO’s participation in AoU. We implemented participant identity 

management for study go-live in July 2017 followed by automated ingestion of CSV files in October 2017 and 

automated transmission of individual participant records in December 2017. 
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Semi-automated participant identity management for the NIH All of Us Research Program has supported enrollment 

of more than 2,000 WCM patients as participants in the study’s first year.  Because eligibility criteria for AoU are 

broad (i.e., 18 years of age and older), we configured REDCap DDP to retrieve demographics for MRNs of any adult 

patients at the institution stored in the research data warehouse.  To obtain MRNs, study team members accessed the 

EHR and searched using patient name.  Study team members copied-and-pasted research ID and other demographics 

from HealthPro to REDCap to ensure alignment with local MRN-based demographics.  As described elsewhere in 

these proceedings, REDCap also enabled study team members to maintain appointment scheduling, compensation, 

and customer relationship management records linked to the external research ID and internal MRN of each participant 

(16).  Although the method automated retrieval of demographics from the EHR, occasionally DDP failed to return 

demographics due to exogenous interface issues between the EHR and data warehouse, which led study team members 

to manually copy-and-paste demographics from the EHR.   

Automated ingestion of CSV files exported from the NIH HealthPro system has reduced double data entry for study 

team members and enabled reports combining participant identity and relationship management data from REDCap 

with consent management system data from HealthPro.  For example, rather than copy-and-paste dates of biospecimen 

collection and survey completion from HealthPro to REDCap for each participant, study team members obtained the 

data through ingestion of the CSV file, which joined with REDCap data using each participant’s unique PMI ID.  To 

date, Ingester has processed 78 files successfully and 31 files unsuccessfully for AoU.  Failures to process have been 

due to unexpected contents or filenames.  In response to NIH announcements of changes to the HealthPro CSV format, 

informatics staff updated Ingester to meet new criteria, such as additional fields.  Additionally, for AoU, we configured 

Ingester to automatically refresh data from REDCap when a user deposited a HealthPro CSV file.  The deposit-CSV-

file-to-refresh-REDCap-data mechanism served as a “button” for the study team to ensure records in reports were up 

to date as needed.  As of this writing, study team members have accessed five different types of reports that combined 

data from REDCap and HealthPro to support AoU activities, such as compensating full participants. 

Automated transmission of individual participant records from REDCap to the CTMS has enabled more than 1,400 

AoU enrollments to display in the EHR and support billing compliance activities.   Of note, we migrated about 630 

enrollments from REDCap to the CTMS that predated Transmitter go-live.  Additionally, Transmitter has processed 

10 withdrawal messages to the CTMS.  Informatics staff have regularly monitored Transmitter logs and communicated 

with CTMS staff to identify instances where MRNs from REDCap do not match patient identities in the EHR, allowing 

for manual reconciliation of edge cases.  

PCORI ADAPTABLE 

After deploying the method to support AoU, we extended it to ADAPTABLE, a study which launched at our HPO 

with manual workflows in January 2017.  To replace manual processes, we implemented semi-automated participant 

identity management and automated ingestion of CSV files in July 2018. 

Semi-automated participant identity management using REDCap replaced a manual Microsoft Excel-based approach 

and supported recruitment of 49 new potential participants within the first two weeks of system availability.  Of note, 

we migrated more than 2,000 recruitment records from the legacy Microsoft Excel-based approach to REDCap prior 

to go-live.  Rather than configure REDCap DDP to retrieve demographics for MRNs of any patient at the institution 

as in AoU, we configured it to retrieve demographics only for patients meeting the ADAPTABLE computable 

phenotype, which we stored in a separate data mart in the data warehouse.  To obtain MRNs, study team members 

accessed the data mart via the web-based Microsoft SQL Server Reporting Services.  After importing demographics 

from the data mart, study team members used REDCap to document contact with potential participants (e.g., telephone 

calls) to inform follow-up contacts.  

Automated ingestion of CSV files from Mytrus has eliminated double data entry and enabled study team members to 

understand which patients from Weill Cornell Medicine enrolled in ADAPTABLE.  In contrast to AoU, the 

ADAPTABLE study team associated research IDs created by Mytrus with each MRN of eligible Weill Cornell 

Medicine patients prior to contacting patients about participating in the study.  When patients enrolled in the study by 

accessing an online participant portal hosted by Mytrus, they entered their pre-assigned research ID.  As a result, the 

Mytrus CSV file exported by the study team indicated which research IDs had enrolled and not enrolled in the study.  

Through Ingester, the CSV file combined with the REDCap data to enable reporting to support study team recruitment 

activities.  As of the time of this writing, automated individual participant record transmission from REDCap to the 

CTMS awaits institutional approval. 
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Discussion 

We developed a method to bridge the gap between external research sponsor and internal clinical and research systems 

that has supported two large-scale studies, the NIH All of Us Research Program and PCORI ADAPTABLE, at our 

healthcare provider organization.  The method, which combined a widely used electronic data capture system (14) 

with novel middleware we have made publicly available on Github, may generalize to other studies and settings.  

Adoption of the method in other healthcare provider organizations may enable informatics personnel to more quickly 

support study teams and streamline activities for study teams to meet scientific objectives. 

After developing the method for AoU, we successfully extended it to ADAPTABLE.  Notably, we designed the 

method to support AoU beginning with study launch while we retrofitted the method to ADAPTABLE after eighteen 

months of manual study processes with little informatics effort.  Additionally, the modular nature of the method 

enabled us to disable automated participant transmission for ADAPTABLE and support a different enrollment 

workflow.  Future work can evaluate whether the method can generalize to other studies, including industry-initiated 

clinical trials requiring use of external systems for consent and investigator-initiated studies from local investigators 

that may use REDCap for patient consent (17,18). 

Other institutions have begun to adopt elements of the method, and the method can extend to support integration with 

additional systems and workflows.  For AoU, Columbia University Medical Center has implemented Ingester, and at 

least one other AoU HPO has implemented the semi-automated identity management technique using REDCap DDP.  

Because of the modular nature of the method, it may also extend to systems beyond those used at our institution.  We 

have demonstrated use of Transmitter with REDCap and our CTMS, but other institutions can generate new 

Transmitter libraries to integrate with other EDC (e.g., OpenClinica), CTMS (e.g., Forte OnCore), and EHR 

systems.  Similarly, other institutions can extend Ingester to store records in Postgres, Oracle, and database 

management systems other than Microsoft SQL Server.  Furthermore, institutions can extend Transmitter to support 

workflows beyond subject enrollment that require participant data, such as biospecimen laboratory processing.  Future 

work includes containerizing (19) Ingester and Transmitter to ease installation and maintenance. 

A limitation of the method is the time required of study team members for semi-automated participant identity 

management.  Although automated approaches for patient identity management exist, they require customization in 

for implementation in local settings and require human effort for identity verification because they are not free from 

error (20,21).  The semi-automated approach using REDCap has enabled study teams to verify identity at initial 

recruitment and again at final extraction of EHR data for submission to external research sponsors.  In addition to the 

importance of adhering to privacy and confidentiality laws, correct data lays the best foundation for good science; 

misalignment of data (e.g., one participant’s biobanking data being incorrectly associated with another’s EHR data) 

threatens validity of analysis.  Although automated identity management may require less time than the semi-

automated approach described here, the need for human verification for EHR data extraction influenced our decision.  

Compared to a Microsoft Excel-based approach, the REDCap-based semi-automated approach is more scalable. 

Following AoU launch, the NIH released an API for automated secure retrieval of data from the external consent 

system HealthPro.  As of the time of this writing, we do not have API access and will explore its potential use as part 

of future research.  Making use of the API could mean expending significant programmatic effort, which some 

healthcare provider organizations may lack.  In other cases, HPOs might prefer to maintain a buffer between automated 

intake of data from NIH and enterprise systems.  In light of such considerations, our method offers a viable approach 

for sites wanting to maintain a buffer, and the Ingester may obviate the need for custom API programming for sites 

that are content to use a CSV-based approach to external data integration.  Regardless, external research sponsors need 

to consider integration with local systems and workflows at HPOs to ensure successful study participation. 

Although institutions could seek to manage participant identity in a CTMS rather than REDCap, the local workflow 

at our institution—with only central research administrators and no study team members using the CTMS—dictated 

our design.  However, based on our experience with AoU and ADAPTABLE teams at sites other than our own, use 

of REDCap or Excel is common for participant identity management.  Although sites could choose to use a CTMS 

for identity management, REDCap (or OpenClinica) provides flexibility for additional workflows, such as relationship 

management (i.e., call log) and compensation management.  REDCap offers form customization capabilities that can 

be implemented by a study team (or research informatics staff) with little or no programming in order to facilitate 

study-specific data capture and workflows; such functionality might not be available in a CTMS (or would require 

significant programming effort). 

653



  

Storing both identity management records from REDCap and external consent system records automatically processed 

through Ingester in the same relational database has enabled reporting and data analysis that would otherwise be 

difficult to implement.  Additionally, reporting functionality in external consent systems might not be sufficient for 

study team needs as external systems may lack local details (e.g., clinic site of consent).  In the case of AoU, reporting 

that combines HealthPro and REDCap data has informed AoU executive decision-making with regard to targeted sites 

for accrual as enrollment efforts expanded over time, and we anticipate this to be the case for ADAPTABLE as well. 

Conclusion 

We developed a method consisting of three components—semi-automated identity management, automated 

participant record transmission, and automated bulk participant record ingestion—that integrated external consent 

management systems with local clinical and research systems and workflows to support two large-scale studies at our 

healthcare provider organization.  Extending the method from one to two studies required little effort by informatics 

staff, and study teams have responded favorably to the automation enabled by the method.  We encourage other 

settings to test generalizability of the method for supporting other healthcare provider organizations and studies. 
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Abstract 

Despite efforts aimed at improving the integration of clinical data from health information exchanges (HIE) and 
electronic health records (EHR), interoperability remains limited. Barriers due to inefficiencies and workflow 
interruptions make using HIE data during care delivery difficult. Capitalizing on the development of the Fast 
Healthcare Interoperability Resource (FHIR) specification, we designed and developed a Chest Pain Dashboard that 
integrates HIE data into EHRs. This Dashboard was implemented in one emergency department (ED) of Indiana 
University Health in Indiana. In this paper, we present the preliminary findings from a mixed-methods evaluation of 
the Dashboard. A difference-in-difference analysis suggests that the ED with the Dashboard implementation resulted 
in a significant increase in HIE use compared to EDs without. This finding was supported by qualitative interviews. 
While these results are encouraging, we also identified areas for improvement. FHIR-based solutions may offer 
promising approaches to encourage greater accessibility and use of HIE data. 

Introduction 

"The most profound technologies are those that disappear. They weave themselves into the fabric of everyday life until 
they are indistinguishable from it.1" While interoperability among health information technology (IT) applications 
aspires to this ideal articulated by Mark Weiser2,3, we can hardly say that we have achieved it4,5. A key question for 
health IT developers is how to design their systems so that the boundaries among various applications disappear, and 
the clinician user can concentrate fully on patient care rather than on navigating a collection of disparate systems6.  

Ideally, clinicians would like to see patient information from multiple systems, such as electronic health 
records (EHR), ancillary systems, such as imaging and specialty systems, and health information exchanges, in one 
place4. Further, this information should be presented in a manner that makes clinical reasoning and decision-making 
efficient and reduces cognitive friction. From a software engineering perspective, realizing these goals faces numerous 
challenges, such as the difficulty or impossibility of modifying existing EHR user interfaces, and having to retrieve 
data using multiple protocols, such as HL7 messaging, the Simple Object Access Protocol (SOAP) or SQL-based 
database queries. 

In consequence, the degree of integration of EHRs with health information exchanges (HIE) has been limited7, despite 
its demonstrated value and utility8,9. Currently, clinicians access information in an HIE most commonly through a 
secondary system, such as a Web portal, forcing them to interrupt their workflow. Even when the EHR passes user 
credentials and/or patient context automatically to the HIE application, such disruption has multiple negative 
consequences, such as a increase in the number of clicks/keystrokes, time and cognitive effort needed to retrieve the 
desired information.  

These observations were validated in a small-scale pilot study of HIE use during emergency care in Indianapolis we 
recently conducted. Our study focused on the use of the Indiana Network of Patient Care (INPC), the nation’s largest 
inter-organizational clinical data repository and the primary platform that enables the Indiana Health Information 
Exchange (IHIE). The IHIE connects more than 100 hospitals, 14,000 practices and nearly 40,000 providers. 
Physicians access INPC through a Web-based platform called CareWeb. During a two-day study period in 
March 2017, we observed seven physicians over 17 hours delivering emergency care at Eskenazi Health and Indiana 
University Health (IUH) Methodist Hospital, the two busiest emergency departments (>100,000 patient visits/year) in 
the city of Indianapolis. In a total of 70 patient encounters observed, CareWeb was accessed twice, despite its potential 
utility10. Based on interviews with physicians, we identified several barriers to HIE use, such as technical difficulties, 
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time delays, uncertainty about the presence of information as well as its expected relevance and having to leave the 
EHR to access CareWeb. 

However, recent developments in how we write health IT software offer exciting opportunities to surmount these 
difficulties. For instance, the HL7 Fast Healthcare Interoperability Resources (FHIR)11 specification is an emerging 
standard that makes much of the information contained in EHRs accessible through a common, cross-platform 
interface. In the same vein, the Substitutable Medical Applications, Reusable Technologies (SMART) health IT 
platform12 allows innovators to create applications that integrate seamlessly with health IT applications such as EHRs.  

Applied to the interaction of the clinician with the EHR and an HIE, these methods offer, for the first time, an easily 
generalizable way to integrate information from an HIE directly in an EHR. In fact, correctly designed, this integration 
can be so seamless that the user perceives the EHR and HIE as one system, unburdened from the physical and cognitive 
effort typically associated with interacting with two or more. 

It is this paradigm which we used to implement our Chest Pain Dashboard (previously called FHIR HIEdrant; referred 
to as Dashboard in the remainder of this paper) using the INPC and Cerner EHR. In brief, we built and implemented 
the Dashboard to work on a custom-written FHIR interface to the INPC (the FHIR-on-INPC Server). This FHIR 
interface exposes selected data resources to external applications in compliance with the FHIR standard. In our case, 
we integrated the Dashboard with the Cerner instance used in the emergency department (ED) of IUH Methodist 
Hospital, our pilot site. Providers in the ED can launch the Dashboard from within Cerner with one click. The 
credentials of the authenticated user are passed to the Dashboard directly, obviating the need for logging in separately. 
The Dashboard then communicates with our FHIR-on-INPC Server and searches for five data elements important to 
managing patients with the chief complaint of chest pain (last EKG, cardiology note, discharge summary, cardiac 
catheterization report, and echo, stress, and nuclear medicine tests). These data elements were identified by IUH 
Methodist ED physicians as most important for managing patients with the chief complaint of chest pain. 

If the patient has medical records in the INPC that match the search, the Dashboard retrieves the data from the FHIR-
on-INPC Server and displays it (see Figure). During the development of the Dashboard, we compared the traditional 
method of retrieving information from the INPC through CareWeb to doing so using the Dashboard. The Dashboard 
reduced the number of clicks from 50 to 6, and search time from 3 minutes to 10 seconds, in a laboratory experiment. 

 
Figure: The Chest Pain Dashboard displayed within the Cerner EHR. The Dashboard retrieves five data elements 
from the INPC and displays them within Cerner. User interface and interaction design provide a seamless user 
experience.  
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In order to evaluate whether the Dashboard was successful in addressing the barriers to HIE use in the ED, we 
designed and conducted a comprehensive evaluation. The purpose of this paper is to present the preliminary findings 
of our evaluation. To our knowledge, this is the first evaluation of a FHIR app implemented in the ED care setting in 
the context of a mature HIE. While other projects, such as at the Chesapeake Regional Information System13 and Beth 
Israel Deaconess Medical Center14, use FHIR to implement interoperability functionality, we could not find published 
evaluations of these efforts. Findings from our evaluation may provide insights on improving interoperability in the 
ED setting and be of interest to researchers as well as decision-makers at hospital systems as well as EHR vendors. 

Methods 

Our methods were informed by an integrated set of theoretical frameworks previously used to evaluate technology 
acceptance and success. We used the Unified Theory of Acceptance and Use of Technology Model (UTAUT) which 
has been previously used to examine the adoption and use of EHR systems15–17. The UTAUT model posits that the 
behavioral intention to use a technology is influenced by several factors including performance expectancy, effort 
expectancy, social influence, and facilitating conditions. Performance expectancy (PE) is the degree to which an 
individual believes that using the system will help in improving their performance16,18. Effort expectancy (EE) is the 
ease of using the system. Social influence (SI) refers to the degree to which an individual perceives important others, 
such as a supervisor or influential colleague, believe he or she should use the new system. Facilitating conditions (FC) 
refer to the individual’s belief that sufficient organizational and technical infrastructure exists to support use of the 
system. While the UTAUT model enables measurement of technology acceptance, the DeLone and McLean (D&M) 
information system (IS) success model conceptualizes success19,20. The model involves three distinct, but interrelated, 
levels of success: technical involving system quality (e.g., does the system do what it was intended); semantic 
involving information quality (e.g., does the information convey the intended meaning); and effectiveness involving 
the effect of the IS on the receiver (e.g., user behavior, individual impact, organizational impact). Success is defined 
as net benefits to either the user or the organization. 

Thus, to evaluate the use of the Dashboard (i.e. the technology in this case) in the context of the constructs described 
in the UTAUT and D&M models, we used a mixed-methods approach consisting of both quantitative and qualitative 
components. The quantitative portion of the evaluation allows us to assess net benefits as described in the D&M model 
by examining factors that can be measured in a quantitative manner, such as number of readmissions and time spent 
in the EHR. Further, net benefits are observed when the Dashboard is used. As such, we examined the constructs 
described in the UTAUT model (PE, EE, SI, FC) using a qualitative approach. The combination of quantitative and 
qualitative methods allows us to examine both the motivations behind use and the resulting benefits, thereby allowing 
for a more comprehensive evaluation of the Dashboard than typical approaches afford. 

Quantitative evaluation study 

Our evaluation used a quasi-experimental, longitudinal study design to evaluate the relationship between Dashboard 
usage and various outcomes related to clinical care in encounters with a chief complaint of chest pain. For the purpose 
of the evaluation, chest pain was defined as any chief complaint where the patient presented with explicit chest pain 
symptoms, or any other symptoms which could be interpreted as precursors or manifestations of a cardiac diagnosis. 
Other symptoms included shortness of breath, difficulty breathing, syncope, rib pain, dyspnea, tachycardia, arm pain, 
chest tightness and chest pressure. Since not all patients with a cardiac condition necessarily present with a chief 
complaint of chest pain, this broad list enabled us to capture an expanded set of conditions for which our Dashboard 
was likely to provide useful information. 

We linked INPC usage log data to encounter data in order to determine encounters where the clinician accessed a 
patient's clinical information in the HIE. INPC usage logs record all instances of user querying a patient's clinical 
information through CareWeb or the Dashboard. In addition to INPC usage logs, we also used log files generated by 
the Dashboard itself. The Dashboard logs allowed us to distinguish between encounters where patient information 
was accessed using CareWeb versus the Dashboard. 

Evaluation Hypotheses 

As determined through the small-scale pilot study described above, usage of patient information from the HIE was 
low mainly due to the logistical and technical barriers to using CareWeb. The technical and user experience design of 
the Dashboard was intended to remove or mitigate these barriers in order to allow clinicians to increase their use of 
HIE information for the benefit of the patient. Allowing physicians to retrieve key clinical information with 
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significantly reduced effort from the INPC instead of forcing lengthy navigation through CareWeb should, intuitively, 
make it easier for clinicians to access information from the INPC. Thus, our primary hypothesis was:  

HIE use in the intervention ED will increase after the implementation of the Dashboard. 

Our analysis focuses on two additional hypotheses which we will examine in the near future. First, since the 
Dashboard allows clinicians to view relevant clinical information within the EHR with much less effort than when 
using the EHR and CareWeb, our second hypothesis is: Clinicians in the intervention ED will spend less time within 
the EHR than in non-intervention EDs. Finally, increase use of the HIE and reducing the time spent in the EHR may 
help clinicians be better informed and dedicate more time to optimal clinical decision making. This could result in 
improved clinical management decisions and thus our third hypothesis is: Clinicians in intervention EDs will have an 
increase in favorable and a decrease in unfavorable clinical management decisions. 

Dependent and Independent Variables 

Based on our primary hypothesis, our dependent variable was HIE Use, defined as 1 if the HIE was used in an 
encounter (either through CareWeb or the Dashboard) and 0 if not. While this outcome examines each encounter 
regarding whether the HIE was accessed or not, we also evaluate HIE use as the proportion of total encounters in a 
bivariate analysis. Our independent variables included indicators to identify whether a given encounter occurred prior 
to or after the Dashboard implementation, as well as whether a given encounter took place at an intervention or control 
ED. 

Data Analysis 

We first examined the distributions of various variables of interest. Using Chi-squared analysis or t-tests as 
appropriate, we evaluated the bivariate relationships between independent variables and the binary dependent variable. 
Next, using a difference-in-difference (DID) model, we analyzed the relationship between the Dashboard 
implementation and HIE usage. The difference-in-difference approach has been previously employed by researchers 
for evaluating the impact of social policies and programs. The validity of any quasi-experimental design depends on 
a key, untestable, identifying assumption which implies that a “counterfactual” can be used to estimate the effect of 
the program or intervention. The counterfactual represents what would happen in the intervention ED in absence of 
the intervention, i.e. the implementation of the Dashboard. In order to control for the non-independence of 
observations, we clustered standard errors at the provider level. Findings for the DID model are presented as odds 
ratios. Since the implementation of the Dashboard is currently underway with data collection ongoing, for the purpose 
of this preliminary analysis we present findings testing only for Hypothesis 1. The study period for our quantitative 
analysis covered a 3-month period of encounters, respectively, before and after the implementation of the Dashboard 
in December 2017. Thus, the quantitative study period extended over six months from 9/2017 to 3/2018. 

Qualitative evaluation study 

Study Design 

The main component of the qualitative evaluation study was a semi-structured, in-person, video, or phone interview, 
designed to last no more than 25 minutes. Prior to the interview, we asked participants to complete a 1-page survey 
containing 22 closed-ended questions. The questionnaire, described in further detail below, was based on the Post-
Study e-Health Usability Questionnaire (PSHUQ)21. We combined the semi-structured interview with a survey for 
several reasons. First, we wanted to make the interview process as efficient as possible, given that our participants 
were all busy ED physicians. Second, the survey instrument provided us with information that allowed us to 
summarize feedback quantitatively across respondents. Third, the interview component offered the opportunity to 
probe particular quantitative responses in more detail, helping generate a rich data set. Interviews took place at a 
location of the clinician’s choosing, either in person or through Zoom teleconference/phone technology.  

Participants  

A total of 111 clinicians at the IUH Methodist ED had access to the Dashboard during the study period from 1/1/2018 
to 8/1/2018. Of those, 42 had used the Dashboard at least once. We identified 28 target participants based on their 
usage of the application (light, medium and heavy users) determined from application logs. Participation in the study 
was voluntary and none of the clinicians were compensated.  
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Questionnaire 

The survey instrument (included in the Appendix) was designed to measure user satisfaction with the Dashboard. It 
was based on the PSHUQ, an instrument that has undergone two rounds of validation21,22. To the dimensions of system 
usefulness and system/information quality measured in the PSHUQ, we added two questions each related to system 
efficiency and potential system improvements. In addition, we adapted the original instrument in minor ways to fit the 
objectives of our study. 

The resulting instrument included 22 statements, of which 20 required answers on a seven-point, Likert-type scale 
ranging from extremely agree to extremely disagree, and one each a yes/no and an all of the time/sometimes/never 
answer. Sample survey statements include: 

• system usefulness 
o “Overall, I am satisfied with how easy it is to use the Chest Pain Dashboard.” 
o “I felt comfortable using the Chest Pain Dashboard.” 

• system/information quality 
o “The Chest Pain Dashboard has all the capabilities I expected it to have.” 
o “The information provided by the Chest Pain Dashboard helped me complete my clinical tasks.” 

• system efficiency 
o “The response time of the Chest Pain Dashboard was adequate.” 

• potential system improvements 
o “The system could be improved.” 

We pilot-tested the survey with four individuals representative of our participants. The pilot test did not result in any 
changes. 

Data analysis 

We summarized quantitative responses from the survey descriptively using simple counts for each statement/question. 
Mean response score for each question was calculated by converting answer choices to numbers (extremely 
disagree=1, agree=2, … extremely agree=7) and averaging the converted responses. In addition, we provide context 
from the semi-structured interviews for the four dimensions we intended to measure: system usefulness, 
system/information quality, system efficiency and potential system improvements. We did not formally assess the 
validity and reliability of the instrument (planned for a future publication). This study was approved on 
November 27, 2017 by the Indiana University Institutional Review Board under the title Evaluation of SMART on 
FHIR CareWeb Dashboard for Chest Pain (protocol #1710793135). 

The study periods for the quantitative (9/2017 to 3/2018) and qualitative (1/1/2018 to 8/1/2018) analysis differ slightly, 
primarily due to the availability of the dataset for the quantitative analysis. In addition, we deployed a significantly 
improved version of the Dashboard in April 2018, which affected the results of the qualitative but not the quantitative 
analysis. 

Results 

Quantitative evaluation results 

Our data sample included a total of 266,291 encounters within all emergency departments in the IUH system during 
the study period for the quantitative analysis (9/2017 to 3/2018). Overall, 20.2% of all encounters occurred in the 
intervention ED. Further, over half (52.2%) of all encounters across all EDs occurred after the Dashboard was 
implemented. Chest pain was the most common chief complaint in all EDs, accounting for about 11.4% of all 
encounters. Clinicians did not use the INPC, either through CareWeb or the Dashboard, in a majority (95.4%) of the 
encounters. Compared to other EDs, the intervention ED had a greater INPC usage (10.55% vs 3.2%, p <0.001) 
during our study period. INPC use increased to a greater degree in the intervention ED than in other EDs in the post-
implementation period (56.0% vs 53.5%, p=0.006) . In our regression analysis (see Table 1), the difference-in-
difference estimator was significantly and positively related to INPC usage (OR:1.15; CI: 1.02, 1.30; p=0.026) 
suggesting that after the implementation of the Dashboard, clinicians in the intervention ED used the INPC more 
than those in other EDs. 
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 INPC usage 

Variables Odds Ratio Confidence Interval p-value 

Post 1.05 (0.95, 1.16) 0.329 

Intervention 3.38 (2.73, 4.20) <0.001 

Post × Intervention (DID estimator) 1.15 (1.02, 1.30) 0.026 

Table 1: Estimates from difference-in-difference analysis for INPC usage. INPC usage refers to INPC usage 
through CareWeb or through the Dashboard. Post refers to the binary variable indicating time period, 
1: post-implementation; 0: pre-implementation. Intervention refers to whether a given encounter was in the 
intervention ED or other EDs in the IUH system, 1: Intervention ED; 0: Other EDs 

Qualitative evaluation results 

Of the 28 prospective participants invited by email, sixteen agreed to participate. The overwhelming majority (n=15) 
reported using the Dashboard sometimes, while one person used it all the time. Table 2 summarizes the quantitative 
responses to 19 other closed-ended questions. We report results by the dimension intended to be measured (system 
usefulness, system/information quality, system efficiency and potential system improvements). 

System usefulness 

The overwhelming majority of respondents appeared to consider the system useful. In response to the four questions 
about system usefulness, 49 responses were either extremely agree or agree, while only 15 were somewhat agree or 
lower. Ease-of-use, as well as the ease of learning how to use the Dashboard, were highly rated. This assessment was 
borne out by comments made during the interviews, which included: 

• “Just a button. Has a lot of info needed with one click.” 
• “Easy to get to but have to direct others to the link for the app. Intuitive once it is shown to them. “ 

System/information quality 

Compared to system usefulness, system/information quality was rated lower. Here, the number of responses in the 
extremely agree and agree categories (n=79) were outweighed by ratings somewhat agree or lower (n=97). Some 
statements, such as “It was easy to find the information I needed,” “The information provided by the Chest Pain 
Dashboard was easy to understand,” and “The information provided by the Chest Pain Dashboard helped me complete 
my clinical tasks” and “I liked using the Chest Pain Dashboard,” were rated fairly high. However, the handling of and 
recovery from errors were rated quite low. Two important statements, “The Chest Pain Dashboard has all the 
capabilities I expected it to have” and “Overall, I am satisfied with the Chest Pain Dashboard,” had mixed responses. 
Illustrative comments were: 

• “Computer system is a hindrance takes long time to load. Slower than expected, placement on Cerner nav. is low 
and need to search for it. Needs to be easily available. “ 

• “Errors would be when there is ‘no data available’ but its accessible other ways. No solution presented.” 
• “Early experiences tainted with lack of functionality and may be biased when speaking on newer experiences.” 
• “It has the last document, which is nice. Wish it would automatically pull up last cardio clinic note. Most often 

pulls general notes and discharge notes. Need notes with all chest pain information, such as meds.” 
 

The response patterns in the system/information quality dimension corresponded to the progress of our development 
efforts. First, while we rolled out the Dashboard with input of clinical informatics leadership at the IUH Methodist 
ED, we did not work closely with a large group of clinicians during development. Thus, most clinicians to whom the 
Dashboard was made available were unlikely to have expectations about the Dashboard’s capabilities or lack thereof. 
Second, the first version of the Dashboard had significant problems in terms of returning clinical documents and other 
errors. Thus, we expected the highly negative assessment of errors in the Dashboard. In the subsequent version of the 
Dashboard deployed in April 2018, the number of errors was significantly reduced, which was evidenced in several 
participant comments. 
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System efficiency 

The assessment of system efficiency was predominantly negative, with only nine responses indicating extremely agree 
and agree in response to statements about adequate response time and efficient use, while 23 responses were somewhat 
agree or lower. This is illustrated in the following comments: 

• “Takes ten to thirty seconds. Would like instantaneous response. Time outs and freezes the interface which makes 
me logout. “ 

• “Twenty seconds is a long time, for a single EKG. Compared multiple EKGs using the old method and was faster 
than finding a single EKG on the Dashboard.” 

Again, our experience during the early phases of development validate these findings. In the first version of the 
Dashboard, response time tended to range from 15 to 30 seconds, which was clearly unacceptable to clinicians. In the 
second version rolled out in April 2018, we managed to reduce response time to between 10 and 20 seconds, with a 
mean of 15 seconds. 

Statement XA A SA N SD D XD Mean 
System Usefulness                 
Overall, I am satisfied with how easy it is to use the Chest Pain 
Dashboard. 1 9 5 0 1 0 0 5.6 

The Chest Pain Dashboard was simple to use. 4 9 2 1 0 0 0 6 
I felt comfortable using the Chest Pain Dashboard. 6 6 3 0 1 0 0 6 
The Chest Pain Dashboard was easy to learn how to use. 6 8 1 1 0 0 0 6.2 
System Quality         

I could become productive quickly using the Chest Pain Dashboard. 4 4 4 2 2 0 0 5.4 
The Chest Pain Dashboard gave error messages that clearly told me how 
to fix problems. 0 0 0 8 3 5 0 3.2 

Whenever I made a mistake using the Chest Pain Dashboard, I could 
recover quickly. 0 1 0 12 1 2 0 3.8 

The on-screen messages provided were clear. 2 5 2 5 1 1 0 4.9 
It was easy to find the information I needed. 4 5 3 1 2 1 0 5.3 
The information provided by the Chest Pain Dashboard was easy to 
understand. 5 8 2 1 0 0 0 6.1 

The information provided by the Chest Pain Dashboard helped me 
complete my clinical tasks. 3 9 4 0 0 0 0 5.9 

The Chest Pain Dashboard was pleasant to use. 4 4 5 2 1 0 0 5.5 
I liked using the Chest Pain Dashboard. 3 6 5 2 0 0 0 5.6 
The Chest Pain Dashboard has all the capabilities I expected it to have. 2 4 2 2 5 1 0 4.6 
Overall, I am satisfied with the Chest Pain Dashboard. 1 5 5 2 2 1 0 4.9 
Efficiency         

The response time of the Chest Pain Dashboard was adequate. 1 2 1 2 6 2 2 3.5 
Using the Chest Pain Dashboard was efficient. 1 5 4 3 2 1 0 4.8 
System Improvement         

The system could be improved. 4 6 4 2 0 0 0 5.8 
The system is good as is. 1 1 4 2 3 3 2 3.6 

Table 2: Summary of responses to 19 survey questions. XA=Extremely Agree, A=Agree, SA=Strongly Agree, N= 
Neutral, SD =Strongly Disagree, D-Disagree, XD=Extremely Disagree. Cells are shaded proportionately to the 
number of respondents.  

Potential system improvements 

Agreement on the statement that the system can be improved was strong. Ten responses extremely agreed or agreed 
with the statement “The system could be improved,” while only six were somewhat agree or neutral. Only two 
responses extremely agreed or agreed with the statement “The system is good as is,” while twelve agreed with the 
statement “I feel there are some drawbacks of using the Chest Pain Dashboard.” 

The question “I plan to use the Chest Pain Dashboard for all patients where it is useful” had an overall mixed but fairly 
positive response.  
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Discussion 

This project implemented a novel approach to integrating information from a health information exchange directly 
with the clinical workflow in an EHR. The Dashboard we developed improves on the typical method which clinicians 
use to access HIE information by providing a set of relevant data, in our case focused on managing patients with chest 
pain, directly on a tab in Cerner. The key findings from our quantitative evaluation suggest that implementation of the 
Dashboard was related to an increase in overall HIE usage in the intervention ED. While we used a robust study 
design in our analysis, our findings should be interpreted cautiously. 

A key issue that influenced both the quantitative and qualitative evaluation was the fact that we were evaluating “a 
moving target.” After a suboptimal implementation in December 2017, we re-designed and re-implemented the 
Dashboard in April 2018. As such, our quantitative evaluation is based on data from the earlier, non-optimized version 
of the Dashboard. However, this would likely bias our findings towards the null (i.e. no change in HIE use in the 
intervention ED) which is contrary to our findings. Further, in our analysis we observed that clinicians also used the 
Dashboard in encounters where the patients had chief complaints other than chest pain such as abdominal pain, 
vaginal bleeding, gunshot wounds, intoxication, seizure, and flu. Given the broad-spectrum utility of some clinical 
information (e.g. discharge summary) retrieved by the Dashboard it is possible that clinicians perceive the Dashboard 
as an efficient way to access useful information. However, further investigation is required in order to test this 
hypothesis. 

Findings from our qualitative interviews generally support this assessment. With regard to the implementation of the 
re-designed Dashboard, several of our respondents remarked during the interviews that the Dashboard “had gotten a 
lot better recently,” reflecting partial success of our software engineering efforts. In summarizing clinician attitudes 
about the Dashboard, co-author AB, who conducted the majority of the interviews, remarked: “They love the idea, 
we just have to implement it better.” The findings of our qualitative study bear out this assessment. Attitudes towards 
system usefulness were overwhelmingly positive, highlighting strong support for the method. While the view of 
system/information quality was partially positive, it was marred by less-than-optimal response time and errors in 
retrieving documents. Response time was also rated low in the system efficiency category, and the idea of potential 
system improvements was fairly uniformly supported.  

A few key aspects should be considered given the findings of this evaluation. First of all, the Dashboard is a pilot 
development designed to evaluate the feasibility of integrating HIE-based information directly into an EHR. Since 
this was the first time that we attempted to do this, we did not apply the level of software architecture design and 
engineering effort that typically would be expended on a true production-grade implementation. Our first priority was 
to determine whether the concept was going to work, using the tools, infrastructure, and resources at hand. Second, 
this was the first production implementation of a FHIR app developed and implemented by the Regenstrief Institute, 
the IHIE, and IUH, either individually or collectively. Implementing the Dashboard even in a pilot installation 
required covering a large technical space, ranging from the development of a FHIR interface for the INPC and user 
interface design within Cerner to implementation across a significant number of inter-organizational technical 
platforms and new approaches for DevOps. 

This pilot, however, provided strong support for the general idea, as well as a strong foundation for future 
development. As of this writing, we have implemented a total of seven chief complaints in the system and integrated 
other useful functionality suggested by clinical end users. In addition, we are revisiting the system design and software 
architecture to work towards a robust production implementation of the concept. 

Conclusion 

To address barriers to HIE use in the ED, we created a FHIR-based Dashboard that integrated clinical information 
from the HIE with the EHR. Findings from our preliminary analysis suggest that the Dashboard resulted in an increase 
in HIE use in the intervention ED compared to other EDs. Further, while clinicians recommended improvements and 
requested additional features, they generally found the Dashboard useful. Our study suggests that providing additional 
services tailored to specific needs may facilitate the overarching goal of greater interoperability. 
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Abstract 

Recent evidence suggests almost half of repeat esophagogastroduodenoscopy procedures (EGDs) are overused; this 

prior research relied on administrative data that are often inaccurate. Our primary objective was to determine and 

compare the accuracy of natural language processing and administrative data to manual chart review to identify 

dysphagia indications for EGD procedures within the national VA healthcare system. From 396,856 EGD notes 

identified from 2008-2014, we classified 119,920 as “index” procedures in 2010-2012. We compared the performance 

of our NLP to ICD codes to correctly identify dysphagia indications in the index EGD procedures and in repeat EGD 

procedures. We used linked pathology data to describe esophageal biopsies performed during these EGDs. NLP 

performed significantly better and identified significantly more index and repeat EGD procedures with dysphagia 

indications than ICD codes, which has critical implications for determining appropriateness of EGD procedures. 

Introduction  

There are approximately 7 million esophagogastroduodenoscopies (EGDs) performed in the United States each year 

with an estimated cost of $12.3 billion.1  EGDs are performed in patients with upper gastrointestinal symptoms, 

especially in patients with difficulty swallowing (dysphagia).  Recent evidence has suggested significant overuse of 

EGDs, reporting that up to 43% of repeat EGDs are overused.2,3  Prior work has also identified regional variability in 

use of repeat EGDs, so overuse is likely to be more common in some areas of the country than others.4 Overuse of 

EGD procedures leads to increased healthcare costs, delay in care for patients due to limited medical resources, and 

increased risk of harm with unnecessary procedures. It is in the interest of medical professionals, healthcare 

organizations, and patients to study and improve the issue of appropriate use of EGDs.  

In order to consistently monitor and classify EGD appropriateness, structured data representing clinical indications, 

EGD procedure findings, and pathology results are necessary.  However, these variables are often only available in 

procedure and pathology text notes as unstructured data. Manual chart review has been the gold standard for extracting 

data from unstructured data sources, however this practice cannot be practically implemented for large population-

based studies.  Administrative billing codes, such as ICD codes, have been utilized in prior studies to determine 

indications, diagnoses, and outcomes, however these administrative codes have demonstrated poor accuracy when 

used for these purposes.5,6,7,8,9,10 

Natural language processing (NLP) has shown promise in accurately extracting information from unstructured 

endoscopic procedural text notes, with previous work concentrating mainly on colonoscopies.11,12,13,14  In order to 

study the appropriate use of EGDs in a large healthcare system, we must first correctly identify the indications for 

EGD procedures.  Data from large US national databases have shown that one of the most common indications for 

EGD procedures is dysphagia (20%).1  Our primary objective in this study was to determine and compare the accuracy 

of NLP and administrative data to manual chart review to identify dysphagia indications for EGD procedures within 

the national VA healthcare system. As a secondary aim, we also explored the use of SQL full text searches to identify 

esophageal biopsies during EGDs performed for dysphagia indications.  This study serves as the foundation for future 

projects incorporating procedure and pathology results for patient phenotyping and evaluation of epidemiology, health 

outcomes, and appropriateness of EGD procedures in Veterans with dysphagia. 

Methods 

Inclusion Criteria: The study sample included adult (>18 years old) US Veterans with an EGD procedure from 1/2008-

10/2014.  

665



Data Sources 

EGD procedure notes were obtained from the VA Corporate Data Warehouse (CDW) & Text Integration Utility (TIU) 

database via the VA Informatics and Computing Infrastructure (VINCI) workspace. Patient demographics and ICD 

codes associated with EGD procedures were obtained from the CDW structured data tables. 

Ontology Framework and Natural Language Processing for Procedure Indications 

We developed an EGD information model along with phrases and terms for dysphagia indications. Phrases and terms 

for dysphagia concepts were seeded with relevant portions of the UMLS Metathesaurus and refined by iterative 

removal of redundancies and addition of synonyms. The information model concepts and terms were authored using 

Protégé, a free, open-source ontology editor and development framework. For NLP development, a random sample 

of 1000 EGD notes spanning the period 1/2008-10/2014 served as the development (N=250), training (N=250) and 

final test (N=500) sets. The NLP system was developed using pyConText, which is an enhanced Python 

implementation of the ConText algorithm. The system finds user-defined target concepts in text and classifies them 

with class modifiers determined by rules applied when the specified modifiers, typically negation, temporarily, 

experiencer, and certainty are found within the context window of the target15. All documents underwent dual 

annotation and adjudication for disagreement for dysphagia indications. 

Reference and Research Document Corpus 

We identified 1,017,156 EGD procedures (by Common Procedure Terminology (CPT) code) and 383,222 potential 

procedure notes in the TIU database for document processing. For NLP development, a random sample of 1000 EGD 

notes spanning the period 1/2008-10/2014 served as the development (N=250), training (N=250) and final test 

(N=500) sets. The documents were annotated using the Extensible Human Oracle Suite of Tools (eHOST), a manual 

annotation tool developed through the VA Informatics and Computing Infrastructure (VINCI) initiative.16  The eHOST 

tool has been used by several institutions and projects for a variety of NLP tasks. EGD procedure notes were annotated 

to identify positively asserted indications from the domain information model. Manual annotation at the text mention 

level occurred in duplicate and an inter-rater agreement score (Cohen’s kappa) was calculated with result of 87.2%. 

Discrepancies were resolved by adjudication from a clinical domain expert (Dr. Gawron). The domain information 

model was updated using iterative methods as described previously. An additional 250 procedure notes were then 

reviewed to complete the reference standard for final testing of the information model-based NLP extraction 

application. Once optimum training and testing was achieved, defined as an average concept F-measure > 0.9, the 

NLP tool was used to identify dysphagia indications for EGDs from 2010-2014 compared to ICD codes.   

Primary Statistical Analysis for NLP and Administrative Data Performance for Dysphagia Indications  

The manually annotated clinical procedure notes were used as the reference standard for the primary analysis of the 

performance of the NLP tool and administrative data. Performance metrics of the NLP tool were determined, including 

sensitivity, specificity, accuracy, positive predictive value, negative predictive value, and F measures. The F measure 

is defined as the weighted harmonic mean of precision and recall.  We compared performance metrics of the NLP tool 

and ICD administrative codes for extracting dysphagia indications. 

Power Calculation for NLP Performance and Comparison to ICD codes 

For testing the agreement with two binary classifiers (e.g., compare NLP to manual chart review or compare 

administrative data to manual chart review), we determined that a sample size of 250 pairs achieves 81% power to 

detect an odds ratio of 1.703 using a two-sided McNemar test with a significance level of 0.05. For evaluating 

performance of NLP and administrative data, we compared the sensitivity of NLP to administrative data. A sample 

size of 250 achieves 80% power to detect a difference of 0.20 between two classifiers whose sensitivities are 0.70 and 

0.90 using a two-sided McNemar test with a significance level of 0.05. In this case, a lower P value would indicate 

disagreement between administrative data or NLP compared to manual chart review. 

Pathology Notes for Procedure Biopsies 

From the cohort of index EGD procedures with a dysphagia indication, we identified pathology notes dated within 

two weeks of the EGD procedure date.  A random sample of 1000 pathology notes were manually reviewed for 

presence of esophagus or GEJ biopsy.  Full-Text Searches using Microsoft SQL Server queried all pathology notes 

for evidence of esophageal biopsies using the following terms: “Esophagus”, “Gastroesophageal Junction”, “Gastro-

esophageal Junction”, “GEJ”, “GE Junction”, “EGJ”, “EG Junction”, “Squamocolumnar Junction”, “SC Junction”, 

“SCJ”, “Irregular Z Line”. 
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Secondary Exploratory Analysis for Biopsy Identification 

The manually reviewed pathology notes were used as the reference standard for the primary analysis of using text 

searches to identify esophageal biopsies. Information extraction metrics were determined, including sensitivity, 

specificity, accuracy, positive predictive value, negative predictive value, and F measures. Descriptive statistics were 

also performed overall to describe EGD procedures for dysphagia indications, with and without esophageal and GEJ 

biopsies for the entire study population. 

Results 

A total of 396,856 EGD notes were identified from 123 VA sites within the United States from 2008-2014. From this 

cohort, we classified 119,920 EGDs as “index” procedures from 2010-2012 by excluding patients with prior EGDs in 

2008-2009. 

NLP and Administrative Codes compared to Manual Annotations  

Once we developed the final NLP for identifying dysphagia indications for EGD procedures, we compared the 

performance of the NLP to the gold standard manual chart review and determined the sensitivity, specificity, accuracy, 

positive predictive value, negative predictive value, and F measure.  The F measure is defined as measure of a test's 

accuracy and is defined as the weighted harmonic mean of the precision (PPV) and recall (sensitivity) of the test.  We 

then compared ICD codes to manual chart review for identifying dysphagia indications and determined the same 

performance metrics, listed in Table 1. The NLP system showed higher overall performance and good agreement with 

manual chart review (McNemar P value=0.39), whereas administrative codes did not agree as strongly with manual 

chart review (McNemar P value = 0.059). 

Table 1. Test characteristics of NLP and ICD compared to manual chart review to identify dysphagia indications for 

EGD procedures.  

 Sensitivity Specificity Accuracy NPV PPV F measure 

NLP for Dysphagia 84.7% 99.7% 97.0% 96.7% 98.6% 91.1% 

ICD Codes for Dysphagia 76.5% 96.2% 92.6% 94.9% 81.3% 78.8% 

Descriptive Analysis of VA Population: NLP versus Administrative Data 

When we applied our final NLP system to the entire cohort of 119,920 index EGDs, we identified a total of 19,295 

procedures with a dysphagia indication.  In comparison, ICD codes identified only 17,021 index EGDs with a 

dysphagia indication, which is 11.8% less than NLP.  In addition, from the group of patients with an index EGD for 

dysphagia, NLP identified 9,251 repeat EGDs through 2014, while ICD codes identified only 7,548 which is an 18.4% 

difference in the detection of repeat EGDs.  Within the repeat EGDs, NLP identified 4,802 EGDs with a dysphagia 

indication and ICD codes identified only 3,365, which is a 29.9% difference (Table 2, Figure 1). 

 

Table 2. Results of NLP and ICD codes used to identify dysphagia indications for index and repeat EGDs in the US 

Veteran population (2010-2014). 

 NLP (n) ICD (n) Difference between NLP and 

ICD (n, %) 

Index EGDs with dysphagia indication (2010-2012) 19,295  17,021 2,274 (+11.8%) 

Repeat EGDs performed in patients who had index 

EGD for dysphagia (2010-2014) 

9,251 7,548 1,703 (+18.4%) 

Repeat EGDs with dysphagia indication 4,802 3,365 1,437 (+29.9%) 

Repeat EGDs without dysphagia indication 4,449 4,183 266 (+6%) 
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Figure 1. Flow diagram with sequence of EGD procedure and pathology note identification. 

In total, 23,381 index EGD notes were determined to have a dysphagia indication by NLP, ICD, or both.  NLP and 

ICD positively identified the same 12,935 EGD notes with a dysphagia indication.  NLP identified 6,360 EGD notes 

with a dysphagia indication that ICD did not, while ICD alone identified 4,086 EGD notes with a dysphagia indication 

that were not identified by NLP (Figure 2). We manually reviewed one hundred of the EGD notes with a dysphagia 

identified by ICD alone.  The majority of these EGD notes were not identified by NLP due to documentation error 

(60%), indicating that administrative coding did not accurately reflect procedural documentation.  Other reasons for 

misclassification included missing an “Indications” section or misspelling of the word “dysphagia.”  NLP also failed 

to identify EGD notes with nonstandard header sections (19%), uncommon dysphagia synonyms (8%), and document 

selection error (13%).  

 

  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2. Distribution of index EGDs identified as having dysphagia indications by ICD alone, NLP alone, or both. 

“Index” EGD procedures 2010-2012
N=119,920

“Index” EGD procedures with 
dysphagia indications, 2010-2012
NLP N=19,295
ICD codes N=17,021

EGD repeat procedures 2010-2014
NLP N= 9,251
ICD codes N=7,548

Pathology notes N=10,771

Esophagus biopsy N=5,857
GEJ biopsy N=1,684

Total EGD notes 2008-2014
N= 396,856

EGD repeat procedures with 
dysphagia indication 2010-2014
NLP N= 4,802
ICD codes N=3,365

Index EGDs with dysphagia 
identified by NLP N=19,295
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Pathology Note Identification and Biopsy Identification for EGDs with Dysphagia Indications 

Of the 19,295 index EGD notes with a dysphagia indication identified by NLP, we identified 9,689 (50.2%) EGDs 

that had a pathology note dated within two weeks of the EGD procedure date.  From these 9,689 EGDs, there were a 

total of 10,771 pathology notes within this specified range.  The performance metrics of the text search algorithm 

compared with a manual chart review to identify esophagus and gastroesophageal junction biopsies are listed in table 

3.  When we applied the text search algorithm to the cohort of 10,771 pathology notes, we identified that esophageal 

biopsies were obtained in 30.4% of these EGDs, GEJ biopsies in 8.7%, and both esophageal and GEJ biopsies in 5.6% 

(table 4). 

Table 3. Information extraction performance metrics to identify biopsy performed from EGD procedures.  

 Sensitivity Specificity Accuracy NPV PPV F measure 

Esophagus biopsy 94.2% 90.5% 92.5% 93.1% 92% 93.1% 

GEJ biopsy 93.9% 95.3% 95.1% 99.2% 71.8% 81.4% 

Table 4. Esophagus and gastroesophageal junction (GEJ) biopsies obtained during index EGD procedures for 

dysphagia indications. 

 N (% index EGDs with dysphagia indication) 

Index EGDs with esophagus biopsy 5,857 (30.4%) 

Index EGDs with GEJ biopsy 1,684 (8.7%) 

Index EGDs with both esophagus and GEJ biopsies 1,089 (5.6%) 

 

Discussion 

It is difficult to measure appropriateness and quality in large healthcare systems with hundreds of thousands of 

procedures performed annually.  This study demonstrates the utility of NLP and text searches to accurately identify 

an important indication and procedural outcome (biopsy performed) at the population level.  This is the first study 

demonstrating the use of NLP to identify indications for EGD procedures.  Our results demonstrate that NLP performs 

significantly better than ICD codes when used to identify a specific indication of an EGD, such as dysphagia, in a 

large database.  When ICD codes are used to identify repeat procedures for the specific indication of dysphagia, the 

poor performance becomes even more significant: NLP identified 29.9% more repeat EGDs with a dysphagia 

indication than when ICD codes were used.  These results clearly demonstrate the poor performance of administrative 

data, such as ICD codes, to accurately identify the indication for EGDs, as well as indications in repeat EGDs, in the 

large VA healthcare database.  It is critical for all research in overuse and quality assessment in GI endoscopy to 

acknowledge this difference. 

Prior work evaluating appropriateness of repeat upper endoscopies has relied on administrative billing codes to 

determine procedure indications and diagnoses however our study demonstrates the poor accuracy and significant 

limitations of this approach.2,3  Natural language processing has been utilized in prior research in gastrointestinal 

endoscopy which has predominately focused on colonoscopy data with substantially smaller sample sizes than our 

study.11,12,13,14  While natural language processing has been shown to be a successful tool for quality measurement 

within a database of ERCP procedures, there have not been published reports to date on the use of NLP for quality 

research of EGDs in a large healthcare database like the VA.17  

Our NLP results also show that a significant number of US Veterans received a repeat EGD within our study period 

of four years (2010-2014):  48% who had an index EGD for dysphagia received a repeat EGD, and 24.9% received a 

repeat EGD for the same indication of dysphagia.  This high percentage of patients undergoing repeat EGDs is likely 

a source of significant overuse in GI endoscopy.  In addition to identifying the EGD indications accurately with NLP, 
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we must also determine the diagnoses made at endoscopy and/or from pathology data to help determine 

appropriateness of repeat EGDs, which will be the aim of our future work. 

Esophageal mucosal biopsies were obtained in less than a third (30.4%) of index EGDs performed for dysphagia.  We 

expected to see a higher percentage of EGDs with esophageal biopsies as part of the investigation into dysphagia.  For 

example, eosinophilic esophagitis must be considered in the differential diagnosis of dysphagia, and the American 

Society for Gastrointestinal Endoscopy (ASGE) guidelines recommend esophageal biopsies (even with normal 

mucosal appearance) if eosinophilic esophagitis is suspected.  This study describes the practice pattern of esophageal 

and GEJ biopsies in the VA for EGDs performed for dysphagia and future work will determine the appropriateness of 

these biopsies. 

Our study is the first reported to develop and apply NLP for identification of EGD procedure indication, a critical step 

in quality research, in a large healthcare system like the VA.  A major strength of this study is the large sample size 

of EGDs included from over one hundred VA medical centers throughout the United States.  Our NLP performance 

metrics were strong, and in addition to describing the difference in performance (sensitivity, specificity, accuracy, 

PPV, NPV) between NLP and ICD codes for identifying a dysphagia indication, we also applied both methods to the 

large cohort of EGDs which provided for a practical appraisal in their performance differences.  We linked pathology 

data to the procedures and described the use of esophageal biopsies in EGDs performed for dysphagia, which is a 

critical step for future work in quality assessment.   

Our NLP system had robust performance, but the heterogeneity of procedures notes across the VA healthcare system 

did result in some errors which is a limitation of this study.  We did not identify specific ICD codes when NLP 

identified a dysphagia indication but the ICD code did not for a procedure. Performing this additional task was outside 

of the scope of this paper due to the numerous other indications for EGD procedures, however we acknowledge that 

this step may help elucidate reasons for NLP and ICD discordance.  Additional areas for future work include 

determining site specific factors and performing site specific error analyses that may affect NLP performance.  
Questions that remain unanswered include the findings of endoscopies, pathology results, and appropriateness of the 

EGDs and biopsies which will be the focus of future work.  

Conclusion  

In summary, dysphagia is a very common indication for EGDs and accounts for a substantial number of index and 

repeat EGD procedures in the Veteran population.  Repeat EGDs may be appropriate for certain diagnoses associated 

with dysphagia but inappropriate for other diagnoses.  In large population studies that focus on appropriateness of GI 

endoscopy, it is a critical to correctly identify the indications for endoscopy using robust methods like NLP rather than 

administrative codes.  Linked pathology data is also important to identify practice patterns in biopsy acquisition and 

diagnoses from pathology results.  Future work should focus on NLP refinement, identifying procedure outcomes such 

as diagnoses and therapies, and creating quality metrics for dysphagia indications for EGD procedures. 
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Abstract  

Electroconvulsive therapy (ECT) is an effective and rapid treatment for severe depression, however 

predictors of therapeutic outcomes remain insufficiently understood.  Ictal duration and postictal 

suppression are two outcomes that may be correlated with patient response, yet patient and treatment 

variables which may influence these outcomes have not been thoroughly explored. We collected ECT 

stimulus metrics, EEG parameters, patient demographics, primary diagnosis, and anesthesia type for 

retrospective ECTs.  Univariate and multivariate mixed-effects linear regression models were used to 

identify variables associated with ictal duration and postictal suppression index.  For both outcomes, 

multivariate models which included all variables resulted in the best fit, reflecting the complex influences 

of a variety of factors on the ictal response.  These results are an important step forward in elucidating 

patterns in retrospective ECT clinical data which may lead to new clinical knowledge of modifiable factors 

to optimize ECT treatment outcomes.   

Key words: secondary use of EHR data; precision medicine; outcomes research, clinical epidemiology, 

population health 

 

Introduction 

Electroconvulsive Therapy, or ECT, is one of the most effective and safe treatments available to 

psychiatrists for treating severe mood disorders and psychosis.  ECT emerged as a therapy due to the 

observation that schizophrenia seemed to be rare in people with epilepsy.  Seizures were originally induced 

using chemical methods including camphor injection.  Later, in 1938, it was found that electrical current 

could more safely and reliably induce seizures, resulting in improvements in patient symptoms.  However, 

the mechanism of how a controlled seizure leads to reduced depressive symptoms remains poorly 

understood1.  Despite popular perception that ECT is antiquated, it can be superior to medication and serves 

as a vital hope for remission in treatment-resistant cases of depression, bipolar disorder, suicidality and 

catatonia2,3.   

Unlike pharmaceutical interventions, ECT requires that practitioners consistently generate a “therapeutic 

seizure” under continually varying circumstances.  For example, a given patient’s seizure threshold is 

influenced by their age, sex, hydration status, the number of recent seizures that they have had, as well as 

intrinsic unobservable factors.  In turn, the ECT metrics that are involved in stimulating a seizure are 

numerous.  These include percent energy set, stimulus duration, frequency, pulse width, and current.  Thus, 

determining what constitutes “dosage” is not immediately clear in ECT4.  Consequently, there is 

considerable variability in the practice of ECT in the United States and around the world.   

Optimizing for clinical outcomes requires consideration of the many factors involved in inducing an 

“adequate” seizure.  Early ECT optimization work focused on the prediction of ictal duration, or the 
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duration of the induced seizure5,6.  More recently it has been determined that ictal duration does not reliably 

predict therapeutic outcome, but may have utility in limiting cognitive side effects, so long as it is between 

25 and 180 seconds7,8.  Many clinicians continue to optimize for this ictal duration window in their practice 

today.  More recent evidence, however, points to postictal suppression, or the extent to which EEG activity 

is diminished after the seizure terminates, as being the best predictor of therapeutic outcome9-12.  Far less is 

known about which factors predict postictal suppression.  As mentioned above, there are many variables 

that can affect ictal properties and, by extension, clinical outcomes.  The identification of individual or 

combinations of parameters which predict ictal duration and postictal suppression could feasibly improve 

our ability to reliably produce optimal seizures and thus patient outcomes.   

Here we utilize univariate and multivariate linear regression mixed-effects models to determine which 

patient, stimulus, and EEG parameters predict the continuous outcomes of ictal duration and postictal 

suppression in a large retrospective study.   

Methods 

ECT Patients and Procedures.  All ECT sessions were performed in outpatient surgery at Geisinger Medical 

Center, located in Danville, Pennsylvania between June 1st, 2013 and May 31st, 2017.  Patients were 

included in the study retrospectively if they were 18 years or older, had a primary diagnosis of depression 

(ICD-9 codes: 296.2x, 296.3x, 311; ICD-10 codes: F32.x, F33.x, F43l.x) or bipolar disorder (ICD-9 codes: 

296.4x, 296.5x, 296.6x, 296.8x; ICD-10 codes: F30.x, F31.x), and had received an acute series of ECT 

sessions.  Demographic data and ECT parameter summaries are provided in Table 1.   

An acute series is defined as 6 or more sequential ECTs, each no more than 3 days apart.  ECTs were 

performed using a Thymatron device (Somatics, LLC. Lake Bluff, IL, USA).  Part way through the study 

period, the machine was changed from a Thymatron DGx with a pulse width of 1.0 mSec to a Thymatron 

IV with a pulse width of 0.5 mSec.  Machine type and pulse width are perfectly correlated variables, thus 

we included only pulse width in the analysis.  The change in machine did not result in any change in what 

stimulus or ictal measurements were collected.    

ECTs were performed in the mornings on Mondays, Wednesdays, and Fridays.  Anesthesia and analgesic 

agents were chosen based on physician experience and preference and included methohexital, propofol, and 

ketamine which were administered either alone or in combination.  For each seizure, the input percent 

energy set, current, stimulus duration, and frequency were recorded.  The ictal outcomes of duration and 

postictal suppression index were measured and summarized by the Thymatron machines.  The procedure 

start time, the sex and age of the patient, and the number of ECTs in the acute series were also collected 

from the electronic health record.  Bilateral ECT initial dose was based on patient sex (females: 10% energy, 

50 mcoul charge; males: 15% energy, 76 mcoul charge) and increased if patients did not respond clinically 

or if seizures were insufficient during the ECT course (i.e. ictal duration <25 Sec).   

We included eleven clinically related features in the model: sex, age, primary diagnosis code, pulse width, 

anesthesia type, hour of ECT, number of ECT, percent energy set, current, stimulus duration, and frequency.  

The outcome variables were ictal duration or postictal suppression, both of which are continuous variables.  

We used mixed effect linear regression to first model the effect of each feature individually on the outcomes 

of interest.  We then created a selective multivariate model through forward selection of only those features 

that were statistically significant in univariate models.  Finally, we created complete multivariate models 

including all variables and compared model fit criterions described below.  Age and sex were included in 

both selective and complete multivariate models, even if they were not statistically significant predictors in 

univariate models.   
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Statistical analysis. Univariate and multivariate mixed-effects linear regression analyses were performed 

in R (2017, R Core Team, Vienna, Austria) using package lme413.  Visualizations used GraphPad Prism 6 

(La Jolla, CA).  Patient-specific variability was modeled as a random variable allowing for random patient 

intercept in all models.  Coefficients and restricted maximum likelihood (REML) values for each model are 

reported and used as model fit criterion.  P-values were calculated from associated t-values.      

Results 

We evaluated data from 84 patients who underwent a total of 724 ECT sessions.  All patients were non-

Hispanic white, had median and mean age of 48 years old, ranging from 19 to 88.  Patient sex, primary 

diagnosis, pulse width, and anesthesia numbers and percentages are shown in Table 1 by patient and ECT 

treatment.  Females were slightly more common than males and most patients had a primary diagnosis of 

depression.  A third of ECTs were performed on the second machine, and two thirds of patients received 

methohexital at least once during an ECT session.   

Ictal duration.  Univariate mixed-effects linear 

regression coefficients and p-values are presented in 

Table 2.  Being administered methohexital was 

significantly associated with a longer ictal duration 

while propofol was associated with a shorter duration.  

The number of ECTs a patient had received in a series, 

the percent energy, stimulus duration, and frequency 

were all significantly associated with very minor 

decreases in ictal duration.  The fitness of each mixed-

effects model, as estimated by the restricted 

maximum likelihood (REML) (Figure 1), only 

changes modestly between each univariate model.  

Three of the six statistically significant univariate 

models had the lowest REML values amongst them, 

indicating the best fit.  When these six significant 

parameters along with patient age and sex are 

included in a selective multivariate model, the REML value of the model is dramatically reduced, indicating 

improved fit.  Stimulus duration and frequency remain statistically significant, while the other four variables 

do not.  When including all variables in a complete multivariate model, the REML value decreases further, 

but with only the number of ECTs and the frequency remaining statistically significant predictors of ictal 

duration.   

Postictal suppression index.  Univariate models for postictal suppression index result in pulse width, 

ketamine administration, and stimulus duration being positively predictive of higher values and statistically 

significant.  These are presented in Table 2.  The hour of day during which the ECT is performed is 

statistically significant and associated with a negative effect on postictal suppression.  When these four 

variables are included with age and sex in a selective multivariate model, only ketamine remains statistically 

significant with a large positive effect.  By including all variables in a complete multivariate model, six 

variables become statistically significant including those that were significant as univariates (pulse width, 

ketamine, and stimulus duration) and those that were not (number of ECTs, percent energy, and frequency).  

Postictal suppression index model REML values were similar in trend to those of ictal duration (Figure 1).   

 

 

 Patients % ECTs % 
 N=84 - N=724 - 

Males 36 43 295 41 

Females 48 57 429 59 

Bipolar 16 19 116 16 

Depression 68 81 608 84 

Pulse width 1.0 59 70 476 66 

Pulse width 0.5 25 30 248 34 

Methohexital 66 79 555 77 

Propofol 28 33 172 24 

Ketamine 12 14 37 5 

Table 1. Demographic Data and ECT parameters.  

Number and percentages provided.  Anesthesia 

groups are not mutually exclusive.   
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Table 2. Mixed-effects model coefficients and p-values for univariate and multivariate linear regressions of ictal 

duration and postictal suppression index. Significance: p<0.05*, p<0.01**, p<0.001***.  Univar coef = Univariate 

mixed model coefficients; Selective Multivar coef = multivariate model coefficients including age, sex, and significant 

univariate variables; Complete Multivar coef = multivariate model coefficients including all univariate model 

variables.   

 

Independent 

variables 
Factors 

Univar 

coef 
p-value 

Selective 

Multivar 

coef 

p-value 

Complete 

Multivar 

coef 

p-value 

Ictal Duration 

Sex Female (ref) - - - - - - 

  Male -1.70 0.63 0.95 0.77 0.65 0.84 

Age (years)  -0.20 0.11 -0.17 0.14 -0.17 0.15 

Primary dx code Bipolar (ref) - - - - - - 

  Depression  2.32 0.61 - - 4.38 0.28 

Pulse-width (mSec) 1.0 (ref) - - - - - - 

  0.5 -2.99 0.34 - - -2.28 0.80 

Ketamine   -3.06 0.51 - - 3.21 0.58 

Methohexital  8.66 0.008** 9.05 0.16 10.27 0.13 

Propofol  -7.14 0.02** -2.67 0.68 -1.66 0.80 

Hour of ECT  -0.05 0.94 - - 0.79 0.33 

Number of ECTs  -0.73 <0.001*** -0.37 0.06 -0.39 0.05* 

Percent energy set 

(%) 
 -0.24 <0.001*** 0.08 0.53 0.08 0.59 

Current (A)  65.35 0.46 - - -89.87 0.35 

Stimulus duration 

(Sec) 
 -1.40 0.02** -1.94 0.04* -1.87 0.40 

Frequency (Hz)   -0.35 <0.001*** -0.36 0.04* -0.39 0.03* 

Postictal Suppression Index 

Sex Female (ref) - - - - - - 

  Male 0.83 0.77 1.08 0.71 0.57 0.06 

Age (years)  -0.07 0.48 -0.11 0.28 -0.13 0.18 

Primary dx code Bipolar (ref) - - - - - - 

  Depression  6.23 0.09 5.82 0.11 6.62 0.06 

Pulse-width (mSec) 1.0 (ref) - - - - - - 

  0.5 6.84 0.01** -2.71 0.69 -19.55 0.04* 

Ketamine   15.18 0.001*** 11.17 0.02* 11.64 0.02* 

Methohexital  2.52 0.40 - - 0.94 0.89 

Propofol  -3.15 0.28 - - -0.13 0.98 

Hour of ECT  -1.83 0.03* -1.45 0.09 -1.60 0.06 

Number of ECTs  -0.15 0.39 - - -0.40 0.05* 

Percent energy set 

(%) 
 0.02 0.63 - - -0.43 0.008** 

Current (A)  7.28 0.93 - - 104.85 0.31 

Stimulus duration 

(Sec) 
 1.65 0.003** 1.70 0.23 7.54 0.002** 

Frequency (Hz)   -0.01 0.91 - - 0.50 0.01** 
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Figure 1.  Restricted Maximum Likelihood (REML) of univariate and multivariate mixed-effects models for (A) ictal 

duration, and (B) postictal suppression, rank ordered.  REML is the unbiased estimate of variance and covariance 

parameters for mixed-effects models, with lower REML relating to better fit of the data.   

Discussion 

Here we present and compare univariate and multivariate linear mixed-effects models predicting two 

critical outcome measures of ECT.  Ictal duration has been studied extensively due to its previously believed 

association with therapeutic outcomes and known association with cognitive and other adverse effects.  

Therefore, its modifiable input parameters have been relatively well studied.  Univariate modeling 

identified expected independent variables predictive of ictal duration.  Anesthesia type affected ictal 

duration, which is consistent with previous studies that show that methohexital is associated with longer 

seizure time14-16.  However, we found that the multivariate model that included all independent variables 

modeled the data best.  In this complete model, ECT number and frequency were significant predictors of 

ictal duration.  Frequency is not surprising because it is one of the principle components that can be varied 

to increase “dosage” and overcome seizure threshold17,18.  ECT number as a predictor of ictal duration is 

also consistent with existing literature, as it is well-known that seizure threshold increases with each 

subsequent ECT administration in an acute series19.  It will be of interest to explore variable interactions in 

future mixed-effects modeling and explore the structure of the random effects in this data. 

Multivariate modeling of postictal suppression indicates that pulse width, ketamine use, stimulus duration, 

ECT number, percent energy, and frequency are all significantly predictive of postictal suppression. With 

the current understanding that postictal suppression is a good predictor of clinical outcome, recognition of 

these factors has potential to improve clinical practice. The detection of anesthesia choice as a modifier of 

postictal suppression in this study is consistent with other preliminary studies15,16.  This is useful 

information as the standard of care in anesthesia and analgesia for ECT continues to evolve with our 

understanding of its interplay with clinical outcomes. Previous studies have demonstrated that ketamine 

may be associated with improved outcomes early in an acute ECT course20.  The findings of the previous 

study are provocative since the field currently recommends methohexital as the standard anesthesia method 

and has not yet produced consistent evidence to recommend ketamine as a primary or adjunct agent20.  

Interestingly, ketamine infusion is emerging as a promising standalone antidepressant treatment21, so 

perhaps ketamine and ECT are interacting in a combinatorial therapeutic way via postictal suppression.   
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Perhaps the most surprising finding in the present study is that hour of day significantly negatively affects 

postictal suppression a univariate model.  While this variable loses significance in the multivariate models, 

the size of the effect is considerable and has a near significant p-value of 0.06.  Others have recently found 

that the timing of anesthesia and time of ECT delivery may affect seizure quality but did not look at postictal 

suppression specifically22.  This effect may be due to factors including length of time fasting, time since 

last medication administration, or circadian effects.  While the underlying reasons remain unclear and 

warrant future studies, the recognition of the effect alone might merit the adjustment of patient procedure 

timing in particularly difficult cases. The key caveat is that it is not clear that time of day was random.  It 

is possible that cases were already stratified according to clinical severity, inpatient/outpatient status, or 

some other clinical history feature without this information being recorded in the structured EHR.  

There are several limitations to this study.  The study population was ethnically homogenous and based out 

of a single center located in rural Pennsylvania.  This may limit generalizability to other patient populations 

nationally and globally.  By performing a retrospective study, many factors are not able to be controlled for 

and confounders could exist due to a lack of randomization.  Including all data points in model generation 

did not allow for cross validation which may result in model overfitting.  This can be tested by applying 

these models to independent datasets in the future.  In addition, the data recorded by the ECT machine is 

generally considered to not be as reliable as expert clinical review of the EEG trace.  To estimate the extent 

of this discordance, future studies may benefit from clinical review of a random sampling to estimate 

machine/clinician agreement.  Another key caveat to be mindful of with clinical interpretation is that the 

pulse width is correlated perfectly with a change in machine.  Thus, it is possible that idiosyncrasies related 

to the individual machines are being misinterpreted as attributable to pulse width.  Future studies at multiple 

sites as well as larger sample sizes will help to address some of these concerns.  In this study we examine 

the relationship between 11 features and measurable postictal outcomes rather than therapeutic response.  

This was due to the lack of structured pre- and post-treatment symptom inventory data in the EHR.  In 

future studies, therapeutic improvement may be able to be quantified by extracting clinical assessment of 

improvement using natural language processing of clinical notes.  Additional measures of clinical status 

such as readmission rates and mortality may assist in estimating therapeutic response.  These negative 

outcomes are rarer, however, and thus larger sample sizes will be required.  Additional predictors may be 

useful to include in future studies, such as current medications, Charlson Comorbidity Index scores, related 

diagnosis codes, and vital signs.     

There are also many strengths of this study.  Retrospective studies such as this examine ECT sessions that 

were performed under clinical conditions on a clinical population, rather than in an artificial setting with 

selection bias of enrolled participants.  The findings presented here are thus immediately relevant to the 

clinical practice at the investigation site.  The unbiased nature of retrospective observational studies can be 

powerful for hypothesis generation.  This repurposing of clinical data is low cost in comparison to 

randomized controlled trials, thus, there is reasonable cause to thoroughly investigate trends and identify 

possible predictive factors in existing clinical data prior to conducting prospective studies.  In future 

prospective pragmatic trials these methods may be useful for ongoing analysis and trial arm selection which 

may reduce the costs and increase the likelihood of adoption by the clinical community.   The titration of 

ECT dosing involves inherent uncertainty and models of ictal outcome may provide a rational basis for 

guiding care and accelerate the improvement of clinical outcomes.  Finally, use of mixed-effects linear 

regression modeling of many variables both in univariate and multivariate analyses ultimately allows us to 

begin to unravel the complex interactions and effects that multiple factors have on the ictal outcomes of 

duration and postictal suppression.    
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Conclusions 

ECT is just one example of a medical procedure with a multitude of patient, clinician, and treatment 

mediated variables. For decades, many adjustments of ECT parameters have been driven largely by clinical 

judgment and preference.  In the current era of information technology, it is possible to use historical data 

to model outcomes of interest and improve care guidelines without having to prospectively randomize 

patients.  The approach demonstrated here could be applied to procedures in many medical domains and 

represents one high-yield area for informatics techniques to directly improve the health of communities and 

improve patient centered care.  
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Abstract 

The outbreaks of infectious diseases do not only endanger people’s lives and property, but can also result in 

negative social impact and economic loss. Therefore, establishing early warning technologies for infectious diseases 

is of great value. This paper was built on the historical morbidity and mortality incidence data of infectious diseases, 

including typhoid fever, Hemorrhagic Fever with Renal Syndrome (HFRS), mumps, scarlatina, malaria, dysentery, 

pertussis, conjunctivitis, pulmonary tuberculosis, diarrhea from 2012 to 2016 in China. We also integrated search 

engine query data and seasonal information into the prediction models. Multiple models for prediction, including 

linear model, time series analysis model, boosting tree model and deep learning model (recurrent neural network, 

RNN) were constructed in order to predict the morbidity incidence of 10 infectious diseases. The RNN model has 

better predictive capability for these diseases. The improvement of techniques for infectious disease prediction can 

facilitate constructive and positive change towards disease prevention. 

Introduction 

The large prevalence and rapid variation of infectious diseases such as tuberculosis, diarrhea and malaria have 

massive impacts on public health globally. Among communicable diseases, lower respiratory infections caused 3.0 

million deaths worldwide in 2016. The death rate from diarrhoeal diseases decreased by almost 1 million between 

2000 and 2016, but still caused 1.4 million deaths in 2016. In the same year, there were an estimated 216 million 

cases of malaria in 91 countries, an increase of 5 million cases over 2015 [1]. As China plays an important role in 

the international public health community and infectious diseases being one of the leading causes of illness in China, 

the establishment and development of early warning techniques for infectious diseases is of enormous significance. 

To establish these techniques, understanding how infectious diseases progress is crucial to guiding government 

decisions and strategies [2]. It is a first step towards implementing effective interventions to control infectious 

diseases and reduce the resulting mortality and morbidity in human populations.  

 

Traditionally, outbreak analyses and predictive models were used as the public health responses to infectious 

diseases. These analyses have previously utilized linear models and time series analysis which have been widely 

accepted. Tang et al proposed new Bayesian hierarchical generalized linear models (GLMs), called group spike-and-

slab lasso GLMs, for predicting disease outcomes and detecting associated genes by incorporating large-scale 

molecular data and group structures [3]. Soebiyanto et al utilized the autoregressive integrated moving average 

(ARIMA) model to analyze the role of climatic factors on the epidemiology of influenza transmission in two regions 

characterized by warm climate. They demonstrated that including the climatic variables as input series result in 

models with better performance than the univariate model [4]. While these models are valuable, their predictive 

ability is limited by their reliance on prior knowledge of parameters or inherent time-lag. Furthermore, these models 

do not account for additional factors which influence the occurrence and development of infectious diseases. 

 

In an effort to leverage additional data sources, Ginsberg et al presented a method of analyzing large numbers of 

Google search queries to track influenza-like illness in a population. They can accurately estimate the current level 

of weekly influenza activity in each region of the United States, with a reporting lag of about one day [5]. Michael 

et al monitored influenza awareness through twitter [6]. However, these methods only employed the linear model 

which is too simplistic to account for diseases influenced by data outside of search engine queries.  

 

Machine learning method enables us to build more precise predictive models which can comprehensively reflect the 

internal laws of the broader systems within which these diseases exist. Kane et al applied random forest time series 

models to incidence data of outbreaks of highly pathogenic avian influenza (H5N1) in Egypt and found that the 

random forest model outperformed the ARIMA model in predictive ability [6]. Even though the prediction was 

made based on time series information, there was no association in time as a factor.   
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In order to surpass the limitations of previous disease prediction models, we integrated additional data sources and  

the utilization of deep learning method. Our models included search engine query data, monthly morbidity incidence, 

monthly mortality incidence and seasonal information. We applied RNN method to make the model automatically 

capture the time series information and it increased the predictive power. 

Method 

Figure 1 shows our pipeline of building infectious disease prediction models for China from 2012 to 2016. We first 

collected the features of interest as the model inputs. Then, we trained prediction models using time series and non-

time series algorithms using different data source as the model input through many experiments. For the Non-Time 

Series Model (linear model and boosting tree model), we selected the mortality incidence, search engine query, 

morbidity incidence and seasonal information as model input. For the ARMIA model, we only used historical 

morbidity incidence as model input. For the RNN model, the morbidity incidence and seasonal information were 

selected as the model input.  Finally, we evaluated the prediction performance of the different models. 

 
Figure 1 Pipeline of prediction models for infectious disease in China 

Dataset and Feature Construction 

This section presents the data preparation and feature construction schema that we followed. 

The China Public Health Science Data Center（CPHSDC） is a national-level, open source data sharing platform 

managed and maintained by Chinese Center for Disease Control (CDC). The CDC provides a database of infectious 

diseases. From this database, we collected the morbidity and the mortality rate of ten infectious diseases: typhoid 

fever, hemorrhagic fever, mumps, scarlatina, malaria, dysentery, pertussis, conjunctivitis, pulmonary tuberculosis, 

and diarrhea [7]. We initially considered 31 diseases in 31 provinces in China from 2012 to 2016. By considering 

the characteristics of the incubation period, as well as the route and mode of transmission, 10 infectious diseases 

with obvious predictive significance and value were selected for modeling. We also include the Baidu indices of 

different diseases as features in our prediction model. Baidu index, which was developed by Baidu, represents 

search volume and trends of keywords of Baidu search engine. 

 

In addition to existing features, several more features were created to present the underlying data. For instance, 

considering the distributed lag effects of morbidity incidence, new variables such as maximum, minimum, and 

average morbidity incidence over the past 3 months were included in our models. In this study, the data from 2012 

to 2015 was used as training set. The data from 2016 was used as testing set. 
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Predictive Model 

In this study, we applied several different predictive models; including linear model, boosting tree model, time series 

analysis model and deep learning model.  

 

Linear Model 
Linear regression model [8] is widely used to model a linear relationship, but it has low predictive accuracy when 

predictors are highly correlated. Similar to ordinary least squares (OLS) estimations in the linear model, penalized 

regression (e.g. lasso, ridge) minimizes the residual sum of squares (RSS). However, it imposes a penalty on the 

magnitude of coefficients. Lasso shrinks the coefficients towards zero and thus can be used to perform variable 

selection. While ridge regression does not zero out coefficients, the coefficients are close to zero based on the tuning 

parameter. Therefore, when multicollinearity and high variability of estimates of coefficient are a major issue, lasso 

and ridge regression are preferred over linear regression model. We tested both of these models and ridge regression 

produced better results.  

 

Time Series Model  

Time series models play an important role in identifying hidden trend such as autocorrelation, seasonal variation in a 

dataset. For disease exhibiting cyclic or repeating patterns, time series model such as autoregressive integrated 

moving average (ARIMA) could be used to describe the linear relationship between disease incidence and predictors 

[9]. ARIMA model can capture behaviors of both stationary and non-stationary series, giving great capability of 

describing series with various patterns. For non-stationary time series data, an initial first-order difference can be 

applied one or more times to eliminate the non-stationarity and achieve high prediction accuracy based on 

transformed series.  

 

Boosting Tree Model 

Boosting trees are easy to interpret and have been widely applied in healthcare industry. The algorithm learns by 

fitting the residual of the preceding tree and tends to improve the prediction accuracy. With the embedded feature 

selection, boosting tree model can dynamically select the optimal features, during the learning process at each split 

in each tree.  Among boosting trees, XGBoost model is an optimized distributed gradient boosting library designed 

to be highly efficient, flexible and portable [10]. As a parallel tree boosting, XGBoost provides an accurate and 

efficient implementation of gradient boosting machine learning algorithm.  

 

Recurrent neural network model 

Recurrent neural network (RNN) is the state of the art algorithm for sequential data. This is because it can remember 

its input, due to an internal memory, which makes it perfectly suited for Machine Learning problems that involve 

sequential data. Long Short Term Memory networks (LSTM) are a special kind of RNN, capable of learning long-

term dependencies. They were introduced by Hochreiter & Schmidhuber (1997), and were refined and popularized 

by many people in following work [11].  LSTM has reputation for good performance in learning long dependencies. 

Based on such characteristic, we designed a two-layer LSTM model with random walk strategy to keep our model 

simple, and achieved great performance in predicting all 10 infectious diseases. Besides, we also take the following 

two factors into consideration when designing our model structure. First, to help LSTM better capture existing 

dependency in our data, time window is introduced. Generally speaking, LSTM can fit well into learning from 

arbitrary size time steps. Due to the volume of our data, as well as each record is represented in monthly format, we 

set the window size to 3. Meanwhile, we limited the number of neuron and batch size to make our model suitable for 

small dataset. Second, it is very obvious our data have trending, seasonality and burst changes in direction problem, 

which means it is non-stationary. To solve this problem, we use first-order difference. This is because such method 

can maintain stability in the mean of a time series through detrending and reducing the changes. 

Result 

We evaluated the performance of our approaches for predicting the morbidity incidence of infectious disease in 

2016. The mean absolute percentage error (MAPE), root mean square error (RMSE) and R squared (R2) were used 

to evaluate the prediction performance of models. We performed feature engineering and model learning on the 

training set (2012-2015) for the traditional machine learning methods (including ridge regression and XGBoost) and 

applied the learned models on the testing set (2016). Finally, we evaluated different model performance on the 

testing set for ten infectious diseases. For the comparison, we used the difference in the morbidity incidence of the 
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first two months as the boosting tree model feature input or not. In addition, for the RNN model, we also take the 

first three month difference as the model input or not. 

The results are shown in Table 1- Table 3, where the models with best performance on the testing set are highlighted. 

Compared to other machine learning methods, LSTM almost achieved the best performance in all the infectious 

disease. Without the need for manual selection, we only input the historical data into the deep learning model and it 

can automatically learn the features and predict the future morbidity incidence. 

Table 1 Mean Absolute Percentage Error (MAPE) for different predictive model 

 Ridge 
Regression 

ARIMA XGBoost XGBoost(diff) LSTM LSTM(diff) 

Typhoid Fever 12.04% 12.05% 14.39% 14.25% 9.91% 11.40% 
Hemorrhagic 

Fever 
37.45% 29.55% 69.02% 53.41% 12.20% 15.44% 

Mumps 21.42% 23.04% 14.50% 13.50% 8.05% 20.84% 
Scarlatina 23.79% 45.31% 14.74% 17.95% 8.98% 8.63% 
Malaria 16.67% 18.48% 11.10% 12.79% 19.68% 10.42% 

Dysentery 11.17% 19.66% 21.41% 18.11% 17.55% 7.59% 
pertussis 14.21% 15.17% 12.17% 16.73% 16.41% 11.50% 

conjunctivitis 24.05% 14.87% 22.45% 17.97% 9.21% 10.04% 
Pulmonary 

tuberculosis 
11.50% 6.61% 7.49% 8.06% 9.08% 4.32% 

diarrhea 20.61% 18.33% 11.96% 8.69% 19.49% 18.76% 
Table 2 Root Mean Squared Error (RMSE) for different predicted model 

 Ridge 
Regression 

ARIMA XGBoost XGBoost(diff) LSTM LSTM(diff) 

Typhoid Fever 0.0091 0.0105 0.0117 0.0118 0.008 0.009 
Hemorrhagic 

Fever 
0.0198 0.0191 0.0552 0.0504 0.012 0.011 

Mumps 0.2797 0.2645 0.2088 0.1719 0.11 0.225 
Scarlatina 0.083 0.159 0.0548 0.0973 0.039 0.036 
Malaria 0.0039 0.0046 0.0033 0.0037 0.006 0.003 

Dysentery 0.0903 0.1555 0.1609 0.1369 0.139 0.083 
pertussis 0.0063 0.0072 0.0053 0.0066 0.007 0.005 

conjunctivitis 0.0505 0.0336 0.115 0.1005 0.077 0.041 
Pulmonary 

tuberculosis 
0.6406 0.638 0.4176 0.4622 0.531 0.291 

diarrhea 1.31 1.3839 0.9495 0.7863 0.155 1.43 
Table 3 R squared (R2) for different predictive model 

 Ridge 
Regression 

ARIMA XGBoost XGBoost(diff) LSTM LSTM(diff) 

Typhoid Fever 0.6501 0.5293 0.417 0.4089 0.717 0.66 
Hemorrhagic 

Fever 
-0.0756 0.0024 -7.3302 -5.9487 0.573 0.641 

Mumps -0.219 -0.0903 0.3206 0.5393 0.813 0.211 
Scarlatina 0.7256 -0.0079 0.8805 0.6229 0.938 0.949 
Malaria 0.1987 -0.1066 0.4213 0.2782 -0.575 0.463 

Dysentery 0.9262 0.7811 0.7658 0.8304 0.825 0.938 
pertussis 0.1899 -0.0314 0.4259 0.1123 -0.072 0.556 

conjunctivitis -0.4545 0.3571 -6.5479 -4.7623 0.14 0.052 
Pulmonary 

tuberculosis 
-0.5089 -0.4965 0.3589 0.2147 -0.037 0.688 

diarrhea -0.0526 -0.1747 0.447 0.6207 -0.414 -0.254 
Note: Diff means that we added the first-order difference variables of historical morbidity incidence as the model 

input. 
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As an example, we only show the the predictive curve of LSTM model in 5 infectious disease. For comparision, we 

draw the predicted curve about the LSTM model with first-difference estimator and without first-difference 

estimator in 5 infectious diseases. As we can see, the LSTM model with first-order difference information had a 

good prediction with upward or downward trend. However, the LSTM model without difference information have a 

good prediction in turning point. 

       

          

        

         

         
Figure 2 The original and predictive values for the morbidity incidence of 10 infectious diseases using LSTM in 

2012-2016. The left panel is the result of LSTM model with first-difference estimator and the right panel is the 

result of LSTM without with first-difference estimator. 
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Discussion 

In this study, we compared the performance of prediction models for the morbidity incidence of 10 different 

infectious diseases. These performances yielded three key findings. Our most important finding was the superiority 

of the deep learning model, LSTM. For most diseases, LSTM demonstrated a lower error rate. For example, 

pulmonary tuberculosis had an impressively low error rate of 4.32 percent. This level of accuracy demonstrates that 

this prediction model has immediate practical application. By comparing LSTM’s performance to another time 

series model, ARIMA, we gained some insight into reasons for LSTM’s better predictive ability. LSTM and 

ARIMA are similar in that they both can capture seasonal patterns and trends. The high error rates resulting from 

ARIMA’s time-lag problem indicates that the lack of this time-lag problem may be a factor in LSTM’s accuracy.  

 

We also found that if the morbidity incidence graph of the disease had a general trend line within a five year range, 

such as typhoid fever, hemorrhagic fever, mumps and conjunctivitis, the LSTM with first-difference estimator 

model was more predictive. Conversely, the diseases without a clear trend line, such as scariatina, dysentery, 

pertussis and pulmonary tuberculosis, were more accurately predicted with LSTM model.  

 

One of the limitations of this study was that it is national-level morbidity and mortality data, which did not account 

for regional differences. Therefore, we did not include the weather data or other region-level data. Furthermore, if 

we had weekly data of the mortality and morbidity incidence, we would be able to make more precise prediction.  

Advanced prediction models such as ours can facilitate efforts toward disease prevention if we can cooperate with 

CDC-China and build an early warning system.  

Conclusion 

For traditional machine learning models, it is at great cost of spending a large amount of time in doing feature 

engineering process, and the more appropriate hand-crafted features involved, the better performance would be. On 

the contrary, deep learning models have the natural feature to automatically learn from raw data without too much 

feature selection. It has been proven in our experiment that LSTM with three features outperformed ridge regression, 

ARIMA, XGBoost with around 11 input features. Based on the comparison between LSTM with first-order 

difference and without difference, this strategy proves to be powerful in handling trending in time series analysis. 
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Abstract 

Drug-resistant tuberculosis (TB) remains a public health threat to the United States and worldwide control of TB. 

Rapid and reliable drug susceptibility testing (DST) is essential for aiding clinicians in selecting an optimal treatment 

regimen for TB patients and to prevent ongoing transmission. Growth-based DST results for culture-confirmed cases 

are routinely reported to the U.S. Centers for Disease Control and Prevention through the National TB Surveillance 

System (NTSS). However, the NTSS currently lacks the capacity and functionality to accept laboratory results from 

advanced molecular methods that detect mutations associated with drug resistance. The objective of this study is to 

design and implement novel comprehensive data exchange formats that utilize the Health Level Seven (HL7) version 

2.5.1 messaging hierarchy to capture, store, and monitor molecular DST data, thereby, improving the quality of data, 

specifications and exchange formats within the NTSS as well as ensuring full reporting of drug-resistant TB. 

Introduction 

Drug-resistant tuberculosis (TB) is a communicable disease that remains a public health threat to the United States 

and worldwide control of TB1, 2. Rapid and reliable drug susceptibility testing (DST) is essential for aiding clinicians 

in selecting an optimal treatment regimen for TB patients and to prevent ongoing transmission. DST is crucial for 

detecting primary or emerging resistance and for monitoring the incidence of drug-resistant TB cases.  

Molecular DST methods provide a rapid and robust diagnosis of drug-resistant TB case detection with credible 

sensitivity and specificity3. For some drugs, molecular DST methods are able to detect genetic mutations associated 

with lower levels of phenotypic resistance that may be missed by certain growth-based DST methods2, 4. The ability 

to identify these genetic mutations, therefore, may be clinically “useful in optimizing treatment by switching the more 

potent drug regimens: an advantage over conventional DST that reports only the results from the critical concentration 

tested”2 (p. 3). 

Growth-based DST results are routinely collected with the Report of Verified Case of Tuberculosis (RCVT) form and 

reported to the U.S. Centers for Disease Control and Prevention (CDC) through the National TB Surveillance System 

(NTSS)5, 6. However, the NTSS currently lacks the capacity and functionality to accept electronic laboratory test 

results from the advanced rapid and robust molecular methods3, 7-10 that detect genetic mutations associated with drug 

resistance. This limitation prohibits the comprehensive capture of data for drug-resistant cases and impedes accurate 

reporting11. The objective of this study is to design and implement novel comprehensive data exchange formats that 

utilize the Health Level Seven (HL7) version 2.5.1 messaging hierarchy to capture, store, and monitor molecular DST 

data, thereby, improving the quality of data, specifications and exchange formats within the NTSS as well as ensuring 

full reporting of drug-resistant TB through the revised RVCT to be implemented in 2020. 

Methods 

The design setting utilized a congruence or similarity of standardization protocols that involved many published 

implementation guides by HL7 International and the use of reference terminology standards.  

Use of Published Implementation Guides 

Designing the Division of Tuberculosis Elimination (DTBE) message hierarchy utilized two published reference 

documents. These included HL7 Version 2.5.1 Implementation Guide: Electronic Laboratory Reporting to Public 

Health, Release 1 (US Realm) and HL7 Version 2.5.1 Implementation Guide: Electronic Laboratory Reporting to 

Public Health, Release 2 (US Realm)12, 13. Both guides contain necessary specifications and constraints for reporting 
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laboratory test results to appropriate federal, state, local and territorial health agencies. In particular, these two guides 

address messaging content and formats related to the transmission of reportable laboratory result messages or ELR 

using HL7 v2.5.1 ORU^R01 Unsolicited Observation Message standard12, 13. 

In order to support data representation of molecular DST, additional implementation guides, published by the HL7 

Clinical Genomics Work Group, were used and adopted for the purpose of this study. The implementation guides are 

HL7 Version 2 Implementation Guide: Clinical Genomics; Fully LOINC-Qualified Genetic Variation Model, Release 

2 (U.S. Realm), and HL7 Version 2 Implementation Guide: Clinical Genomics Coded Reporting – “Lite”, Release 1 

(1st DSTU Ballot) – US Realm, Standard for Trial Use, July 201614, 15. These implementation guides are modeled after 

established laboratory reporting standards and detail how to structure genetic test results into electronic health records 

(EHRs) utilizing HL7 v2.5.1 messaging standard specifications14, 15. For example, the HL7 Version 2 Implementation 

Guide: Clinical Genomics; Fully LOINC-Qualified Genetic Variation Model, Release 2 (U.S. Realm) specifically 

“covers the reporting of genetic test results for sequencing and genotyping based tests where identified DNA variants 

are located within a gene”14 (p. 2). In the context of molecular DST data representation, the interest is on identified 

DNA variants located within the TB genome.  

Use of Standard Vocabulary and Value Sets  

The study also used a set of recommended standard vocabulary and value sets including but not limited to Logical 

Observation Identifiers Names and Codes (LOINC) and Systematized Nomenclature of Medicine - Clinical Terms 

(SNOMED CT). Whereas the LOINC codes and associated long common names were used for identifying resulted 

laboratory tests, the SNOMED CT concept identifiers and associated preferred terms were used for reporting specimen 

types and microbiology related test results. Use of these recommended standard vocabulary and value sets not only 

simplifies the complexity of the message components of the molecular genetic data, but also enhances the quality of 

segments and components of the TB case notification messages generated by the variety of molecular DST platforms14. 

Identifying drug resistance-associated genetic mutations in isolates of Mycobacterium tuberculosis complex (MTBC) 

required the use of a reference terminology known as RxNorm for antituberculosis drug names. The RxNorm system, 

initially developed by the U.S. National Library of Medicine in November 2004, is a single, multipurpose standard 

terminology for representing medications or clinical drug components16. More specifically, RxNorm is a standardized 

nomenclature for clinical drugs that enables storage, retrieval, analysis, and interoperability of clinical data16-19. 

Results 

The Role of Electronic Laboratory Reporting (ELR) in Public Health Surveillance 

Electronic Laboratory Reporting (ELR) plays an integral role in improved communicable disease surveillance by 

representing and transmitting exchangeable nationally notifiable laboratory data to public health agencies. 

Participating in ELR allows incoming laboratory data to be translated, processed, and routed to appropriate public 

health recipients (e.g., Local Health Departments and State Programs) for rapid and immediate public health action20. 

ELR is, therefore, critical for an effective public health response to nationally notifiable diseases and potential 

bioterrorism agents21, 22.  

Wurtz and Cameron21 defined ELR as the “direct, automated messaging of reportable disease laboratory information 

from clinical laboratory information management systems (LIMS) directly to the appropriate public health 

jurisdiction's communicable disease reporting system” (p. 1639). Specifically, ELR relies solely on the electronic 

exchange of laboratory data with participating public health agencies. ELR has also been demonstrated to improve the 

completeness and timeliness of communicable disease surveillance and reduce manual data entry errors21, 23-25. 

The Health Information Technology for Economic and Clinical Health (HITECH) Act authorized the Centers for 

Medicare and Medicaid Services (CMS) to incentivize the nationwide implementation and adoption of ELR for 

communicable disease surveillance through a program commonly known as Meaningful Use (MU)23, 25, 26. The stages 

2 and 3 of the MU criteria provide incentive payments to eligible professionals, eligible hospitals, and critical access 

hospitals who adopt and successfully demonstrate electronic submission of laboratory data for reportable disease cases 

to public health departments25. These MU requirements, coupled with incentive payments, have directed many federal 

and state public health agencies and standards development organizations (SDOs) to create standard specifications for 

secure systems for electronic data transmission to not only support the MU requirements, but also improve the quality 

of the electronic exchange of laboratory data with external public health agencies22, 23, 26. As a case in point, CDC has 

accelerated the use and adoption of ELR by advancing standards for messaging, vocabulary, and data formats; and by 

conducting an extensive outreach campaign to state and local public health departments22, 25, 27. Moreover, HL7 
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International, which is an ANSI-accredited SDO, has developed and published many implementation guides for ELR 

involving the use of HL7 v2 messaging standard.  

Designing the DTBE ORU^RO1 Message Hierarchy  

Laboratory information is usually reported through the HL7 Observation Report – Unsolicited (ORU) trigger event 

R01 (represented as ORU^R01) message to public health agencies. The ELR message is a constrained ORU^R01 

message for transmitting reportable laboratory results and observations from the testing source to public health 

agencies12, 13. The ORU^R01 message is the only acceptable message format or standard to follow for creating ELR 

messages for MU in order to support electronic data exchange of laboratory results of reportable diseases20, 28, 29. 

The ORU^R01 message structure or hierarchy for the HL7 v2.3.1 ELR standard, released in 2005, utilized Message 

Header (MSH), Patient Identification (PID), Next of Kin (NK1), Common Order (ORC), Observation Request (OBR), 

Observation Result (OBX), and Notes and Comments (NTE) segments. The release of HL7 v2.5.1 ELR standard in 

2010, however, expanded the optionality to include segments such as Software (SFT) and laboratory specimens 

(SPM). This expansion not only addressed requests from state public health departments and clinical laboratories, but 

also resolved a conflict with the eXtensible Markup Language (XML) implementations of the HL7 standard12. The 

Venn diagram (Figure 1) depicts the key differences in supported segments between the HL7 v2.3.1 ELR message 

and the HL7 v2.5.1 ELR message. Segments displayed without brackets are required (e.g., PID). Segments enclosed 

in square [] brackets are optional (e.g., [ORC]). Segments enclosed in curly {} brackets are required and may repeat 

(e.g., {OBR}). Segments enclosed in both square [] and curly {} brackets are optional, but if included these segments 

may repeat (e.g., [{SPM}])12, 20.   

 

  

Figure 1. Supported segments between the HL7 v2.3.1 ELR message and the HL7 v2.5.1 ELR message. 

 

Using the HL7 v2.5.1 ELR message specifications as the foundation, the DTBE ORU^R01 message hierarchy (Figure 

2) was developed to support comprehensive data representation, capture, storage and monitoring of all proposed 

RCVT 2020 data elements that include molecular DST data. Whereas the Additional Demographic (PD1) segment 

contains demographic information that is likely to change about the patient, the Patient Visit (PV1) segment is used 

to communicate information about the patient’s visit to institutions and healthcare facilities30.  
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Figure 2. DTBE ORU^R01 Message Hierarchy with key RVCT 2020 Data Elements. 

 

Identification of Molecular DST Data Elements  

Molecular DST methods are gaining popularity in TB diagnostics because they offer robust and rapid detection of 

genetic mutations associated with resistance to antituberculosis drugs1, 31-35. Another contributing factor to their 

popularity is the rapidly changing laboratory methodology for TB diagnostics and sensitivity testing. 

Lin and Desmond3 categorized molecular DST into two types: Probe-based and Sequence-based methods. Whereas 

Probe-based methods report the presence or absence of mutations in the gene, Sequence-based methods report the 

identity of specific mutations in the gene1, 3. Examples of sequence-based methods include pyrosequencing, Sanger 

sequencing, next generation sequencing and whole genome sequencing. Probe-based or non-sequencing methods 

include Cepheid GeneXpert® MTB/RIF, Hain MTBDRplus and MTBDRsl, and INNO-LiPA RIF3. It is recommended 

that detected genetic mutations from non-sequencing methods (e.g., Cepheid GeneXpert®) is confirmed with 

sequence-based methods3, 36. The CDC’s Molecular Detection of Drug Resistance (MDDR) service utilizes the 

combination of Sanger sequencing and pyrosequencing1, 3, 10, 31. For the purposes of this study, the focus or interest 

was primarily on two key questions: 1) How should we capture and store Rifampin resistant results from Cepheid 

GeneXpert® MTB/RIF? and 2) How should we capture and store specific genetic mutations detected using sequence-

based assays (e.g., CDC’s MDDR Service)?  

Data Representation of Rifampin Resistant Results from Cepheid GeneXpert® MTB/RIF 

The Cepheid GeneXpert® MTB/RIF has U.S. Food and Drug Administration (FDA) market authorization for use with 

raw sputum or sputum sediments37. The Cepheid GeneXpert® MTB/RIF assay utilizes a self-contained, disposable 

cartridge to provide rapid and robust detection of mutations associated with RIF resistance3, 38. Essentially, the Cepheid 

GeneXpert® MTB/RIF test is a cartridge-based fully automated nucleic acid amplification test (NAAT) for 

simultaneous detection of MTBC and mutations associated with rifampin resistance1, 39.  

Hence, in the context of the Cepheid GeneXpert® data representation, there are two resulted laboratory reports to be 

considered: (a) identification of MTBC via NAAT method; and (b) detection of mutation in the Rifampin resistance 

(rpoB) gene. At its simplest, the majority of coded results for GeneXpert® will fall into three categories: MTBC 

identification with NAA probe detection (i.e., 38379-4^Mycobacterium tuberculosis complex DNA [Presence] in 

Unspecified specimen by NAA with probe detection^LN), MTBC detected (i.e., 260373001^Detected^SCT) or not 
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detected (i.e., 260415000^Not detected^SCT) as well as whether a mutation in the Rifampin resistance (rpoB) gene 

has been detected or not been detected. Table 1 depicts the key molecular DST data elements and their associated 

vocabulary and minimum data representations in HL7 v2.5.1 ELR. The convenience and automation of the Cepheid 

GeneXpert® assay has the potential to provide rapid access to patient laboratory results38. 

Table 1. Key Cepheid GeneXpert® molecular DST data elements and their associated minimum data representations 

in HL7 v2.5.1 ELR.  

Key GeneXpert® 

Molecular DST 

Data Element 

Standard Vocabulary and Value Sets Minimum Data Representation in HL7 

v2.5.1 ELR* 

Test Type 1 (e.g., 

NAA method)  

 

 

 

 

Test Result 1 

(e.g., MTBC 

detected) 

LOINC Code: 38379-4 

LOINC Long Common Name: 

Mycobacterium tuberculosis complex 

DNA [Presence] in Unspecified 

specimen by NAA with probe detection 

 
SNOMED CT Concept ID: 260373001 

SNOMED CT Preferred Term: Detected 

OBX|1|CWE|38379-4^ Mycobacterium 

tuberculosis complex DNA [Presence] in 

Unspecified specimen by NAA with 

probe detection^LN|1|260373001^ 

Detected^SCT|||A^Abnormal^HL70078^^

^^2.5.1|||F|||20180220144700|||||201802211

30016|||||<cr> 

 

Test Type 2 (e.g., 

Rifampin 

resistance (rpoB) 

gene method) 

 
 
 

Test Result 2 

(e.g., Rifampin 

resistance (rpoB) 

gene detected) 

LOINC Code: 89372-7 

LOINC Long Common Name: 

Mycobacterium tuberculosis complex 

rpoB gene rifampin resistance mutation 

[Presence] by Molecular genetics 

method 

 
SNOMED CT Concept ID: 260373001 

SNOMED CT Preferred Term: Detected 

OBX|2|CWE|89372-7^Mycobacterium 

tuberculosis complex rpoB gene 

rifampin resistance mutation [Presence] 

by Molecular genetics 

method^LN||260373001^Detected 

^SCT||||||F|||20180218175900|||||201802211

33259|||||<cr> 

Specimen Type 

(e.g., Sputum) 

 

Specimen 

Collected 

DateTime (e.g., 

20180218175900) 

SNOMED CT Concept ID : 119334006 

SNOMED CT Preferred Term: Sputum 

specimen 

SPM|1|||119334006^Sputum 

specimen^SCT|||||||||||||20180218175900|20

180221105743|<cr> 

 

* See Illustration A for full representation of supported segments. 

Data Representation of Specific Genetic Mutations Detected from CDC’s MDDR Service   

Since September 2009, the Mycobacteriology Laboratory Branch of the DTBE at CDC has offered Clinical Laboratory 

Improvement Amendments (CLIA)-compliant molecular diagnostics reference service known as Molecular Detection 

of Drug Resistance (MDDR)31, 37. The CDC’s MDDR service uses conventional DNA sequencing (Sanger sequencing) 

for the identification of genetic mutations associated with multidrug-resistant (MDR) and extensively drug-resistant 

(XDR) TB33, 37, 40. In June 2012, however, the service was expanded by incorporating pyrosequencing into the testing 

algorithm to more efficiently perform the service and serve as an initial screen for MDR TB31, 32, 40. If mutations are 

detected by pyrosequencing, then the full panel of Sanger sequencing assay is performed. 

The CDC’s MDDR service examines DNA from isolates or NAAT positive sediments at specific targets to determine 

if mutations known to be associated with resistance are present. Growth-based DST is performed concurrently33, 37. 

The data representation of molecular DST from the CDC’s MDDR service, therefore, focuses on capturing and storing 

data elements relating to antituberculosis drug names, TB gene names, amino acid changes, indels, nucleic acid 

changes, specimen types, test types, and results indicating if genetic mutation is present or not at each relevant target 
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(Table 2). Even though this study used the CDC’s MDDR service as an example, the minimum data representation in 

HL7 v2.5.1 ELR would be the same for any clinical or public health laboratories performing sequencing-based assays. 

Table 2. Key CDC’s MDDR Service molecular DST data elements and their associated minimum data representations 

in HL7 v2.5.1 ELR. 

Key CDC’s 

MDDR Service 

Molecular DST 

Data Element 

Standard Vocabulary and Value Sets Minimum Data Representation in 

HL7 v2.5.1 ELR* 

Drug Name (e.g., 

Isoniazid) 

LOINC Code: 51963-7 

LOINC Long Common Name: Medication 

assessed [ID] 
RxNorm RxCUI: 6038 

RxNorm Concept Name: isoniazid 

OBX|nn|CWE|51963-7^Medication 

assessed 

[ID]^LN|1|6038^isoniazid^RxNorm| 

Gene Name (e.g., 

katG) 

LOINC Code: 48018-6 

LOINC Long Common Name: Gene studied 

[ID] 
NCBI-gene ID: 885638 

NCBI-gene Symbol: katG 

OBX|nn|CWE|48018-6^Gene studied 

[ID]^LN|2a|885638^katG^geneCodeN

CBI| 

Amino acid 

change (e.g., 

Ser315Thr) 

LOINC Code: 48005-3 

LOINC Long Common Name: Amino acid 

change 

OBX|nn|CWE|48005-3^Amino acid 

change^LN|2a|Ser315Thr^^HGVS| 

Indel (e.g., 

Substitution) 

LOINC Code: 48019-4 

LOINC Long Common Name: DNA change 

[Type] 
LOINC Code: LA6690-7 

LOINC Long Common Name: Substitution 

OBX|nn|CWE|48019-4^DNA change 

[Type]^LN|2a|LA6690-

7^Substitution^LN| 

Nucleic Acid 

Change (e.g., 

AGC>ACC) 

LOINC Code: 47998-0 

LOINC Long Common Name: DNA 

sequence variation display name [Text] 

Narrative 

OBX|nn|ST|47998-0^DNA sequence 

variation display name [Text] 

Narrative^LN|2a|AGC>ACC| 

Result (e.g., 

Mutation present) 

LOINC Code: 69548-6 

LOINC Long Common Name: Genetic 

variant assessment 
SNOMED CT Concept ID: 52101004 

SNOMED CT Preferred Term: Present 

OBX|nn|CWE|69548-6^Genetic variant 

assessment^LN|2a|52101004^Present^

SCT| 

Test Type (e.g., 

Sequencing) 

LOINC Code: 81304-8 

LOINC Long Common Name: Variant 

analysis method [Type] 
SNOMED CT Concept ID: 117040002 

SNOMED CT Preferred Term: Nucleic acid 

sequencing 

OBX|nn|CWE|81304-8^Variant 

analysis method 

[Type]^LN|2a|117040002^Nucleic acid 

sequencing^SCT| 

Specimen Type 

(e.g., Sputum) 

 

Specimen 

Collected 

DateTime (e.g., 

20180218175900) 

SNOMED CT Concept ID: 119334006 

SNOMED CT Preferred Term: Sputum 

specimen 

SPM|1|||119334006^Sputum 

specimen^SCT|||||||||||||20180218175900|

20180221105743 

 

 

* See Illustration B for full representation of supported segments. 
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Discussion 

Molecular DST data are challenging and difficult to standardize for ELR. The majority of complicated genetic and 

molecular DST results are currently reported by clinical and public health laboratories in pure narrative text formats 

(e.g., Word or PDF format) with no computer accessible coding and processing of the results15, 24. The overarching 

goal of this study is to make it easier to structure molecular DST results with standardized vocabulary, thereby, 

enabling the delivery of structured data that could be used in clinical decision support systems and medical record 

queries to facilitate evidence-based medicine and translational research. Early implementation and adoption of the 

developed data exchange formats in this study could be relatively simple for clinical and public health laboratories 

that already use HL7 v2.5.1 ELR15.  

The data exchange formats, therefore, would (a) optimize early detection and reporting of drug-resistant TB cases; (b) 

provide a national standardized protocol for public health and clinical laboratories to use reference terminologies such 

as LOINC, SNOMED CT, and RxNorm to report molecular DST data to state public health departments that would 

use the same to report to CDC; (c) provide a high-quality data-driven decision-making process for TB public health 

administrators; (d) generate high-quality datasets to enhance reporting or analyses of TB surveillance data and drug 

resistance; and (e) ensure that critical or important clinical information is not hidden in the notes and comments 

segment of the HL7 v2.5.1 ELR.   

The study supports structural and semantic interoperability as it not only uses HL7 v2.5.1 ELR message as the 

preferred data format for the molecular DST data, but also uses LOINC, RxNorm, and SNOMED CT as the preferred 

terminologies, respectively, for laboratory tests, antituberculosis drugs, and specimen types. The study also provides 

a comprehensive informatics platform to continuously, systematically, and seamlessly collect and monitor molecular 

DST data to support epidemiological studies of drug-resistant TB cases for public health surveillance. Appropriate 

use of the developed data exchange formats will support accurate, timely, coherent and consistent data representations 

for public health laboratories that identify reportable or nationally notifiable conditions to support comprehensive 

public health surveillance.  

Beyond the flexibility of implementing the data exchange formats, it is important to understand that molecular DST 

methods have several caveats and limitations that differ depending on the drug3, 37. One of the key limitations is that 

molecular DST is not available for all antituberculosis drugs. Not all mutations confer resistance and not all mutations 

associated with resistance are known. More importantly, there exist some discordance between molecular and growth-

based DST results3, 32, 33, 37. Also, sensitivity and specificity for molecular DST are less than 100%3.  These limitations 

inherently affect the reliability of the data exchange formats and might subsequently affect the results of 

epidemiological studies.  

Conclusion 

The implementation of the data exchange formats is still progressing at DTBE. There is also a plan to pilot molecular 

genetic data exchange in the NTSS using California Department of Public Health and New York State Department of 

Health as external partners. In conclusion, this study demonstrates that it is possible to apply standardized protocols 

to enhance data specifications and exchange formats within the NTSS, thereby streamlining the seamless exchange of 

drug-resistant TB incident cases in an integrated public health environment supporting TB surveillance, informatics, 

and translational studies. Moreover, the methodology applied in this study could be replicated across other disease 

surveillance systems that seek to exchange molecular genetic data and maximize data quality of information 

exchanges.  
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Illustration A: Sample Supported Segments for Cepheid GeneXpert® 

  

OBR|1|||89371-9^MTB complex DNA and rpoB RIF resistance mutation panel [Presence] - Isolate or 

Specimen^LN|||20180218175900|||||||||||||||20180220144700|||F|<cr> 

OBX|1|CWE|38379-4^ Mycobacterium tuberculosis complex DNA [Presence] in Unspecified specimen by 

NAA with probe detection^LN|1|260373001^Detected^SCT|||A^Abnormal^HL70078^^^^2.5.1| 

||F|||20180220144700|||||20180221130016|||||<cr> 

OBX|2|CWE|89372-7^Mycobacterium tuberculosis complex rpoB gene rifampin resistance mutation 

[Presence] by Molecular genetics method^LN||260373001^Detected^SCT||||||F| 

||20180218175900|||||20180221133259|||||<cr> 

SPM|1|||119334006^Sputum specimen^SCT|||||||||||||20180218175900|20180221105743|<cr> 

 

 

Illustration B: Sample Supported Segments for CDC’s MDDR Service 

 

OBR|1|||81247-9^Master HL7 genetic variant reporting panel^LN|||20160729|||||||||||||||20160805|||F| 

OBX|1|CWE|51963-7^Medication assessed [ID]^LN|1.a|9384^Rifampin^RxNorm| 

OBX|2|CWE|51963-7^Medication assessed [ID]^LN|1.b|6038^isoniazid^RxNorm| 

OBX|3|CNE|48018-6^Gene(s) assessed^LN|1.a|888164^rpoB^geneCodeNCBI| 

OBX|4|CNE|48018-6^Gene(s) assessed^LN|1.b|885638^katG^geneCodeNCBI| 

OBX|5|CWE|48018-6^Gene studied [ID]^LN|2a|888164^rpoB^geneCodeNCBI| 

OBX|6|CWE|48005-3^Amino acid change^LN|2a|Ser531Leu^^HGVS| 

OBX|7|CWE|48019-4^DNA change [Type]^LN|2a|LA6690-7^Substitution^LN | 

OBX|8|ST|47998-0^DNA sequence variation display name [Text] Narrative^LN|2a|TCG>TTG| 

OBX|9|CWE|69548-6^Genetic variant assessment^LN|2a|52101004^Present^SCT| 

OBX|10|CWE|81304-8^Variant analysis method [Type]^LN|2a|117040002^Nucleic acid sequencing^SCT| 

OBX|11|CWE|48018-6^Gene studied [ID]^LN|2b|885638^katG^geneCodeNCBI| 

OBX|12|CWE|48005-3^Amino acid change^LN|2b|Ser315Thr^^HGVS| 

OBX|13|CWE|48019-4^DNA change [Type]^LN|2b|LA6690-7^Substitution^LN| 

OBX|14|ST|47998-0^DNA sequence variation display name [Text] Narrative^LN|2b|AGC>ACC| 

OBX|15|CWE|69548-6^Genetic variant assessment^LN|2b|52101004^Present^SCT| 

OBX|16|CWE|81304-8^Variant analysis method [Type]^LN|2b|117040002^Nucleic acid sequencing^SCT| 

SPM|1|3000654137||258589002^Lymph node sample^SCT|||||||||||||20160729| 
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Abstract 

Unstructured data stored in an electronic health record (EHR) system can be very informative but require techniques 

such as natural language processing to extract the information. Developing such techniques requires shared data, but 

clinical data are often not easy to access. A freely available intensive care unit database, MIMIC-III, was released in 

2016 to address this issue and benefit the informatics research community. While the database has been utilized by a 

few studies, the text characteristics of the notes have not been summarized. In this study, we present the summary of 

the basic text characteristics and the readability of the MIMIC-III ICU notes. We further compare the results with our 

previous study where proprietary EHR notes were used. The results show that the text characteristics of MIMIC-III 

notes were comparable with proprietary EHR notes, although the note readability index was slightly lower. The 

clinical notes in MIMIC-III can be a viable option for researchers who are interested in clinicians’ language use but 

have no access to proprietary EHR systems. 

Introduction 

Electronic health record (EHR) systems have been widely adopted in the United States so that abundant clinical data 

are constantly being generated1. While structured data are preferred for analysis due to their machine-readable format, 

unstructured data also contain information with high expressivity about patient medical history, clinical analyses, care 

processes, and treatments2. Unstructured data are easy for clinicians to record by typing or dictation. However, 

unstructured information locked in sentences cannot be analyzed in mass quantities without techniques such as 

information retrieval, text mining, and natural language processing (NLP) 3 to process the data and extract information 

for further use. 

One barrier to developing NLP techniques for clinical notes is the lack of access to shared data4. Contributing factors 

include proprietary commercial EHR systems, protection of patient privacy, and worries about revealing care quality 

issues through note sharing. Fortunately, a freely available EHR dataset has been released. This dataset, called MIMIC, 

contains comprehensive EHRs of intensive care units (ICUs). MIMIC was originally developed by the Massachusetts 

Institute of Technology Lab for Computational Physiology and is currently in its third version (MIMIC-III). The 

MIMIC database includes both structured and unstructured data and has been used in several research studies for 

different purposes, such as health state estimation6, prognosis prediction8, clinical sentiment analysis9, mortality risk 

prediction10, and named-entity recognition11. 

Furthermore, our literature search on PubMed using “MIMIC” and “intensive care” as query terms shows that there 

were 13 text mining-related publications in 768 relevant records. Most of the studies used nursing notes and discharge 

summaries. A notable recent study compared a deep learning method (convolutional neural networks) with concept 

extraction-based methods on the MIMIC-III database and reported its high performance to support patient phenotyping 

and cohort identification7. However, no studies have attempted to summarize the text characteristics of the MIMIC 

notes and compare the text characteristics with other EHRs. The closest we can find was done by Marafino et al., who 

developed and characterized sparse classifiers on the MIMIC-II nursing notes10. Effort to summarize text 

characteristics can benefit informatics research communities and further benefit clinicians through translating research 

findings into clinical practices.  

In this study, we summarized text characteristics of MIMIC-III notes with a focus on surface metrics, such as average 

sentences length and vocabulary coverage, and computed the readability levels of these clinical notes. The notes were 

grouped based on their recorded types in the dataset and scored by multiple readability formulas. The differences 

among the scores of each group were examined. The results were further compared with findings in our previous study 

where unstructured clinal data were collected from a proprietary EHR system12.  
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Methods 

Dataset 

The MIMIC-III database, distributed by PhysioNet14, contains rich health information of 46,520 critical care patients. 

This dataset is freely available and large in scale. Before obtaining and accessing data, all the authors of this paper 

finished the required training and signed the data use agreement. Our copy of MIMIC-III dataset was stored in a 

PostgreSQL dataset system (PostgreSQL Association, https://www.postgresql.org/) on our secured server behind the 

firewall of the University of Cincinnati College of Medicine. The MIMIC-III dataset contained more than two million 

patient notes entered between 2001 and 2012 in ICUs of the Beth Israel Deaconess Medical Center. These notes had 

15 different note types, including nursing notes and radiology reports (Table 1). A total of 886 records (0.04%) were 

eliminated in the subsequent analyses due to their known error status (Error flag=1), leading to 2,082,294 records 

included in the current study. The MIMIC-III clinical notes have additional metadata, including note entering datetime, 

note (sub) types and their descriptions, and the caregiver identifier. It is worth noting that we did not further clean the 

note content, keeping their original format as well as any special language use such as acronyms, synonyms, and 

misspellings. The text characteristics were summarized through a set of surface metrics (e.g. average sentence length) 

and readability measures, which are explained in the following sections.  

Table 1. The category names and the distribution of clinical notes  

Note Type Total Percentage 

Nursing/other 822,497 39.48% 

Radiology 522,279 25.07% 

Nursing 223,182 10.73% 

ECG 209,051 10.04% 

Physician 141,281 6.80% 

Others* 164,034 7.88% 

Total 2,082,294 100.00% 

* Discharge Summary, Echo, Respiratory, Nutrition, General, Rehab Services, Social Work, Case Management, Case 

Management, Pharmacy, and Consult 

 

Surface metrics 

The note text was characterized using surface metrics including average document length, average sentence count, 

vocabulary size (number of distinct words across all documents), and vocabulary coverage. Vocabulary in the notes 

was compared against two open-source dictionaries, namely GNU Aspell15 and OpenMedSpel16. The former is a 

general English dictionary while the latter is a medical-specific dictionary. The vocabulary coverage was calculated 

against the general English dictionary, the medical-specific dictionary, and the union of both. These dictionaries have 

been used in previous studies to assess the vocabulary coverage of clinical text12, 17, 18. Table 2 lists all surface metrics 

and their definitions. 

Table 2. Surface metrics 

Metric Definition 

Average Document Length Average number of sentences per document 

Average Sentence Length Average number of words per sentence 

Vocabulary Size Total distinct number of words  

Vocabulary Coverage Number of words covered by a dictionary normalized by the vocabulary Size 

 

Readability measures 

Several readability indices have been developed to provide an estimated grade level required to read a piece of text. 

These grade levels are presented in terms of numbers of years of education, e.g. 10th grade. Clinical text is particularly 

difficult to read and comprehend because the pervasive use of professional terms, acronyms, abbreviations, and local 

jargon. Readability is especially important for patient consent forms and discharge summaries where patients’ 

comprehension of text is critical to achieve communication effectiveness. Studies have shown that even a highly 
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educated patient will find many radiology reports and discharge summary statements incomprehensible19. It is worth 

noting that while readability is an important text property, it is a necessary but not sufficient requirement to text 

comprehension and patient communication effectiveness20. 

Four readability measures were adopted to assess the MIMIC-III clinical notes, including Flesch-Kincaid Grade Level 

(FKGL)21, Simple Measure of Gobbledygook (SMOG)22, Gunning-Fog Index (GFI)23 and Dale-Chall (DC)24. These 

readability measures are considered as “classic” measures due to their general design and potential limitations and 

have been widely used since the 1970’s. Microsoft Word25 has implemented FKGL to report the readability of 

documents. Despite the wide adoption, these readability measures consider few text characteristics and may have 

limitations in scoring medical text12,30. However, due to the simplicity of calculation and ease of interpretation on the 

scores, these classic methods were still chosen in the present study to provide an initial assessment on the readability 

of the MIMIC-III note text. 

Data Analysis 

The main data source of the present study was the note records in the “NOTEEVENTS” table in the MIMIC-III dataset. 

The data were processed by the python NLTK toolkit (Python Software Foundation, https://www.python.org/; NLTK 

Project, https://nltk.org)26 to generate the summary of surface metrics. Three readability indices, namely FKGL, 

SMOG, GFI, were computed by an existing Python library called “Readability”29. The forth readability index (DC) 

was computed by a self-developed Python script. A random sample of notes was examined manually to ensure the 

correctness of calculation. 

The readability scores were further compared among groups to examine statistically significant differences. The scores 

were grouped in two ways: 1) by the four readability measures and 2) by the six note types. The former helped 

demonstrating the agreement among the readability measures. That is, given a piece of clinical text, would the classic 

readability measures agree with each other in terms of grade level. On the other hand, the latter helped demonstrate 

any significant differences among the note types. Since one note was scored by multiple measures, an average score 

of all measures was produced for the comparison among note types. In terms of statistical test for multiple group 

comparison, the normality of the distribution in each group was first examined. If all distributions are normal, one-

way ANOVA and Tukey’s HSD with Bonferroni correction will be used to examine the group mean difference. If any 

of the distributions is non-normal, the corresponding non-parametric test (Kruskal-Wallis test at 0.05 significance 

level) for group median comparison will be applied33,34.    

Results 

Surface metrics 

Table 3 shows the summary of surface metrics in the six major note types. The physician notes had the highest average 

sentence length (72.59118.48) and relatively high average document length (34.2526.66), while the ECG notes had 

the highest vocabulary coverage (40%) by the general English dictionary. The discharge summaries had the highest 

average document length (109.5263.28) and second largest vocabulary size (123,470). For text in image-related notes 

(i.e., Radiology and ECG), they have relatively lower numbers in vocabulary size, average document length, and 

average sentence. These image- related notes also used many standardized terms according to their high vocabulary 

coverage (around 45% overall).  

The note type “Nursing/other” contains supplemental information of patient status (similar to progress note) and has 

a very large vocabulary size. However, only a small portion of vocabulary is covered by the two dictionaries. Based 

on the examination of a random sample of 100 “Nursing/other” notes, the low vocabulary coverage may result from 

the pervasive use of abbreviations and acronyms that cannot be recognized by the dictionaries. Overall, all notes did 

not have high vocabulary coverage (31-46% for major types, 14% on average), which is consistent with a previous 

study where low dictionary coverage was common in notes written by clinicians12, 17. 
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Table 3.  Surface metrics of major note categories 

 

 

 

Nursing 

/other 
Radiology Nursing ECG Physician 

Discharge 

summary 

All 

Types 

Average Document 

Length (std) 

16.19 

(13.77) 

14.42 

(10.63) 

21.01 

(16.61) 

3.78 

(2.13) 

34.25 

(26.66) 

109.52* 

(63.28) 

19.14 

(24.43) 

Average Sentence 

Length (std) 

15.74 

(25.34) 

19.64 

(9.33) 

26.65 

(39.11) 

12.77 

(11.35) 

72.59* 

(118.48) 

17.64 

(10.14) 

23.14 

(43.03) 

Vocabulary  

Size 
197,745* 34,166 73,444 7,527 80,832 123,470 347,238 

General Vocabulary 

Coverage  
13% 32% 25% 40%* 23% 20% 9% 

Medical Vocabulary 

Coverage  
8% 28%* 17% 20% 19% 17% 7% 

Union Vocabulary 

Coverage  
16% 46%* 33% 44% 33% 31% 14% 

* highest in each surface metric 

 

Readability Measures 

Table 4 shows the average readability score with the standard deviation of all groups. Not surprisingly, physician 

notes had the highest average readability score due to their high average sentence length (Table 3). SMOG and GFI 

seemed to have comparable scores, while FKGL and DC generated similar numbers. Also, the nursing notes had 

relatively low readability scores compared with other types. Based on our manual examination, it may be caused by 

the succinct nursing note structure (smaller average sentence length), which would favor the classic readability indices 

and lead to a lower readability score. Comparing with previous studies12,32, the readability scores of MIMIC-III clinical 

notes present similar trends, where SMOG and GFI seemed to score the readability of medical or health text higher, 

and the score variation among the readability measures can be up to 5 grading levels on the same text.  

Table 4. Average Readability scores of all notes 

Measure Nursing/other Radiology Nursing ECG Physician 
Discharge 

Summary 
ALL 

FKGL(std) 
4.09 

(4.68) 

8.57 

(2.45) 

6.89 

(4.60) 

7.62 

(4.39) 

11.12 

(4.23) 

6.27 

(2.34) 

6.7 

(4.72) 

SMOG (std) 
9.48 

(4.08) 

12.86 

(1.73) 

12.34 

(4.45) 

12.69 

(3.88) 

14.83 

(4.54) 

11.7 

(1.29) 

11.67 

(4.27) 

GFI (std) 
9.02 

(3.85) 

13.63 

(2.06) 

12.27 

(3.09) 

13.97 

(2.95) 

15.54 

(2.01) 

12.23 

(1.79) 

11.8 

(3.89) 

DC (std) 
5.59 

(2.45) 

7.08 

(0.78) 

6.9 

(2.08) 

8.33 

(1.42) 

8.34 

(5.08) 

6.88 

(0.69) 

6.74 

(2.55) 

Average 7.05 10.54 9.6 10.65 12.46 9.27 9.23 

 

Another observation is that the readability scores have a high variation (standard deviation) in each group. A further 

investigation on the score distribution based on the grade level is summarized in Table 5. As can be seen, many scores 

were below grade 6 (elementary school) or above grade 17 (graduate school). SMOG readability index seems to 

perform more consistently and has fewer outliers, whereas FLKL has a much larger variation. To minimize the 

potential bias that these potential outlier scores may bring, clinical notes with at least one score below 6 or above 17 

were dropped. That is, only those notes with all four readability scores between grade 6 and 17 were selected in the 

following score comparison and statistical test.  
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Table 5. Readability grade levels summary for all notes by measures 

Measure Grade level <6 Grade level 6-17* Grade level >17 

FLKL 965,985 (46%) 939,462 (45%) 177,499 (9%) 

SMOG 101,549 (5%) 1,829,224 (88%) 152,173 (7%) 

GFI 187,646 (9%) 1,555,139 (75%) 340,161 (16%) 

DC 498,393 (24%) 1,571,466 (75%) 13,087 (1%) 

* selected notes with all four readability scores between grade 6 and 17 

 

The statistical analysis showed that the distribution of each readability group was not normal, and the median 

readability score of DC (7.24) were significantly lower than the median score of SMOG (12.59) and GFI (13.76). The 

median score of FKGL (8.26) seemed lower than SMOG and GFI and closer to DC. However, no significant statistical 

differences were found. This result indicates that the readability indices did not all agree with each other even after 

removing potential outliers in a conservative way. The DC method deviated the most from other methods. It may be 

because the DC scores were largely determined by the predefined word list38, which may not cover medical terms in 

a reasonable way and lead to lower grade levels. However, this may be an opportunity for DC to become a medical-

specific measure by tailoring the word list to include medical terms. Figure 1 illustrates the distributions of the 

readability scores generated by the four selected readability measures. The SMOG index exhibits a lower level of 

variance with higher grade levels, which may be more suitable for analyses of different types of clinical documents in 

addition to typical health information materials.  

 

 

Figure 1. Variance in readability score of selected notes  
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Discussion 

In this study, we reported the text characteristics of the MIMIC-III clinical notes in surface metrics and readability. 

Our findings showed that the major types of MIMIC-III clinical notes had their own distinct patterns. Physician notes 

had the highest average sentence length, which directly contributed to the higher readability index (harder to read) 

generated by the classic readability measures. Discharge summaries tend to be lengthy. Nursing notes, on the other 

hand, have larger vocabulary size. Radiology and ECG reports seem to have smaller vocabulary size, shorter average 

document length, average sentence length, and higher vocabulary coverage than other types. While some of the text 

characteristics seem reasonable for the note types, others would need more investigation on the content to understand 

the detailed language use. 

Moreover, we found that the MIMIC-III clinical notes have comparable text characteristics with the inpatient EHR 

dataset of our previous study12. Specifically, the vocabulary coverage in all major types of the notes is around 30-

45%. The low vocabulary coverage may be improved through having spelling error corrections and/or using different 

dictionaries to identify the corpus with optimal coverage for ICU notes. On the other hand, the average readability 

scores are slightly lower than the university and college level (12 or more years of education), with the ECG notes 

being the hardest type. A comparable variation of readability scores (up to 5 grade levels) was also found32. We 

therefore encourage researchers who are interested in clinicians’ language use but have no access to proprietary EHR 

systems to utilize these freely available ICU notes for their research, with a caution that the findings based on ICU 

notes may be limited and not generalizable to various clinical settings.  

Our results once again confirmed the limitations of classic readability measures to score medical text. The readability 

scores were largely affected by the key text characteristics such as average sentence length and the variation of scores 

was high. A recent study has shown that the variation of readability scores on the same text corpus can result from the 

sample size, the location of word sampling, and the format as well as calculator method32. Zeng-Treitler et al. has 

proposed and developed a medical-specific readability measure30. However, this tool has not been validated through 

human judgement and has not yet been widely disseminated and used. More research is needed to consider specific 

text characteristics in clinical notes and their impact on note readability. Moreover, user-centered evaluation is 

necessary to validate new measures to demonstrate their effectiveness.  

This study has two limitations. First, we directly adapted the default note types in the MIMIC-III dataset without any 

modifications. However, these notes may not be well-categorized since there was no single category for progress 

notes. Also, the descriptions of note types were unclear even though more than 4000 unique subcategories were 

included in the database. Researchers who would like to use these clinical notes should review the note categorization 

and modify them based on their needs and goals. Second, we analyzed the clinical notes entirety and did not perform 

any parsing, nor did we clean the spelling errors. Also, it is known that clinical text is frequently copied from previous 

notes or templates31. Having duplicate text would carry text characteristics forward and can potentially affect the 

readability scores. Since this is an exploratory study, we chose to remain the original format to show the overall text 

characteristics.  

Our next step is to investigate more text characteristics and the language use in the MIMIC-III notes. We are 

particularly interested in the language patterns that can affect text comprehension and patient communication, e.g. 

abbreviations, acronyms, hedge phrases13, and spelling errors35. After all, text comprehension and understandability 

are the major critical challenges when delivering discharge summaries and consent forms to patients. We will map the 

medical concepts in the MIMIC-III notes using techniques such as MetaMap36 and cTakes37 in an effort to move the 

analysis from the syntactic level to the semantic level. We also suspect that there are prevalent and significant copy-

paste behaviors in this dataset and plan to identify duplicate pieces of text in each patient admission. Other future 

directions include exploring the temporal trend of text characteristics, addressing the methodological inconsistency of 

readability measures especially on medical text, and improving the readability of discharge summaries to increase 

patient engagement.   

Conclusion 

We analyzed the text characteristics of a freely available and large collection of ICU notes and reported the surface 

metrics and readability indices of them. The findings showed that the major note types had their own unique text 

characteristics while having comparable vocabulary coverage and readability scores with notes sampled from a 

proprietary EHR system in our previous study. We encourage researchers to utilize this shared dataset containing rich 

clinical language patterns to develop new informatics mythologies and solutions as well as conduct comparative 

studies.  
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Abstract 

Diabetic Kidney Disease (DKD) is a critical and morbid complication of diabetes and the leading cause of chronic 

kidney disease in the developed world. Electronic medical records (EMRs) hold promise for supporting clinical 

decision-making with its nationwide adoption as well as rich information characterizing patients’ health care 

experience. However, few retrospective studies have fully utilized the EMR data to model DKD risk. This study 

examines the effectiveness of an unbiased data driven approach in identifying potential DKD patients in 6 months 

prior to onset by utilizing EMR on a broader spectrum. Meanwhile, we evaluate how different levels of data 

granularity of Medications and Diagnoses observations would affect prediction performance and knowledge 

discovery. The experimental results suggest that different data granularity may not necessarily influence the 

prediction accuracy, but it would dramatically change the internal structure of the predictive models.      

Keywords: DKD, Predictive Modeling, Data Representation, EMR ontology, Gradient Boosting Machine 

Introduction 

Diabetic kidney disease (DKD) is one of the most frequent and dangerous complications of Diabetes Mellitus (DM), 

affecting about 20% to 40% of patients with type 1 or type 2 DM. DKD is a major cause of morbidity and mortality 

in DM patients and single most common cause of end-stage renal disease (ESRD)1. Thus, it is extremely important to 

develop predictive models for the early identification of patients at risk for developing DKD and implement 

appropriate interventions.  

In order to build an accurate predictive model, choosing appropriate candidate predictors is critical. The widely 

adopted approaches for DKD risk stratification are mainly hypothesis-driven, which combine expert opinions with 

systematic literature review of prognostic factors that are already known to be associated with the target outcome2-5. 

However, based on findings from previous studies, clinical intuition may not be suitable for identifying candidate 

predictors, owing to the fact that this type of selection is subjective and can miss out the potential unknown predictors6. 

An unbiased data-driven approach is to utilize all available data to build the model and let the algorithm identify the 

top ranked predictors. Electronic Medical Record (EMR) has become a primary data resource for such approach. To 

facilitate the reuse of EMR data for research, the National Institutes of Health (NIH) funded the Informatics for 

Integrating Biology and the Bedside (i2b2) National Center for Biomedical Computing to provide an open-source 

clinical data informatics framework7. Since i2b2’s first release in 2007, over 240 scholarly articles have been published 

using data derived from i2b2-based repositories. 

However, the built-in hierarchical representation of clinical knowledge in the i2b2-based repositories has been under-

exploited. Granularity at which clinical features are represented can make a big difference in predictive modeling and 

knowledge discovery. For example, “250” is the general ICD9 code assigned for “Diabetes Mellitus”, which can be 

specified as “250.1” for “Diabetes with ketoacidosis” and further specified as “250.10” for “Diabetes with ketoacidosis, 

type II or unspecified type, not stated as uncontrolled”, depicting an increasing richness of diagnostic detail. In addition, 

the specificity can be extended from a different perspective by differentiating the types or sources of diagnosis, for 

example, primary or non-primary diagnosis. Another example, “Furosemide” is a generic drug name for a type of 

“Loop Diuretics”, which can be generally grouped as “Diuretics” and further as “Cardiovascular Medications”, while 

“Furosemide” can also be sub-classified into different form, strength and dosage, as well as associated with clinical 

activities, i.e. inpatient or outpatient orders. In practice, an arbitrary decision is usually made on which level of 
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abstraction should be used for predictive model development, or simply mapping to one of many external ontologies 

with minimal manual work without much discussion9,10. 

The contribution of this study is two-fold. First, we attempted to leverage the full breadth of the i2b2-structured clinical 

data in the purpose of improving overall DKD prediction accuracy and discovering potentially new discriminating 

factors over a more comprehensive diabetic population. Second, we investigated how well the knowledge, in relation 

to DKD prediction, got retained with respect to representations at different granularity. More specifically, when we 

kept the features at their leaf levels, we were able to view each feature with their finest granularity (e.g., dosage 

information for medications or diagnosis with very specific details). However, we might misrepresent a “complete” 

feature by a bunch of independent “partial” features and risk diffusing the real predictive power of that “complete” 

feature. This discussion tied into the contrast between feature selection and feature extraction methods11, as the former 

is designed to eliminate redundant features while the latter is to combine correlated features. Instead of resorting to 

more complex feature extraction techniques, we took advantage of the hierarchical ontology for “Medications” and 

“Diagnoses” data built in i2b2, which provided a convenient feature extraction solution by rolling up the features to 

higher level along the ontological trees.  

Methods 

Diabetes Definition 

We adopted the SUPREME-DM definition of diabetes in this study rather than simply relying on diagnosis codes. 

Diabetes was defined based on a) use of glucose-lowering medications (insulin or oral hypoglycemic medications); 

or b) level of hemoglobin A1C of 6.5% or greater, random glucose of 200 mg/dL or greater, or fasting glucose of 126 

mg/dL on at least two different dates within two years; or c) any two type 1 and type 2 DM diagnoses been given on 

two different days within 2 years; or d) any two distinct types of events among a),b),or c); e) excluding any gestational 

diabetes (temporary glucose raise during pregnancy)12 . 

DKD Definition 

Diabetic Kidney Disease (DKD) was defined as diabetes with the presence of microalbuminuria (or even proteinuria), 

impaired glomerular filtration rate (GFR), or both13,14. More specifically, microalbuminuria was defined as ratio of 

urine albumin to creatinine (ACR) being 30 mg/g or greater (similarly, proteinuria was defined as ratio of urine protein 

to creatinine being 30 mg/g or greater) 13,14. Impaired GFR was defined as the estimated GFR (eGFR), an age, gender, 

race adjusted serum creatinine concentration, being less than 60 mL/min/1.73m2. Since impaired GFR is also a 

manifestation of acute kidney injury (AKI), which may not necessarily indicate an immediate transition to chronic 

kidney disease, any low eGFR encounter that was concurrent with an AKI session was excluded, where AKI session 

was identified by diagnosis codes ICD9:584 or ICD10:N17. 

Study Cohort 

A retrospective cohort of 35,779 DM patients, who had at least one valid eGFR or ACR record, was eligible for this 

study. We excluded all the patients who had any kidney disease manifestation (e.g. chronic kidney disease diagnosis, 

low eGFR, or microalbuminuria) prior to DM onset. The case group included all DKD patients with their DKD onset 

time defined as the first time of their abnormal eGFR or ACR. The control group was defined as DM patients whose 

eGFRs had been all above or equal to 60 mL/min/1.73m2 and had never had microalbuminuria, with the endpoint 

defined as the last time of their normal eGFR or ACR.  In the final cohort, we collected 20,718 patients and 7,834 

(38.6%) were DKD patients.  

HERON Data 

At the University of Kansas Medical Center (KUMC), we have established an i2b2-based Healthcare Enterprise 

Repository for Ontological Narration (HERON) that integrated data from disparate information systems with available 

data types including patient demographics, medication, laboratory results, diagnoses data, etc. and continuously 

evolved to better serve the needs of researchers15. Clinical observations, or facts, in HERON can be roughly classified 

into 11 data types based on the source system (Table 1), which are well linked at patient and encounter level16. Each 

data type is a mix of categorical and numerical data elements. For data types such as laboratory tests and vital signs, 

the values are more crucial in reflecting a patient’s status rather than the mere presence of the facts. As a result, we 

created an indicator variable equal to 1 for the presence of a categorical feature and 0 otherwise, while kept the original 

values for all the numerical features. As aforementioned, HERON provides an additional attribute indicating either 

the type/source of a fact (e.g. primary diagnosis (@Primary) or non-primary diagnosis (@Non-Primary)) or different 
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aspects of the same fact (e.g. in-, or out- patient medications prescribed (@InPatient, @OutPatient), or prescribed 

dosage (@Dose|mg)) which was used to further decompose a bulk feature into granular but more meaningful pieces.  

For each patient, we extracted their most recent values for all the available features from the 11 types of data at least 

6 months prior to their DKD onset time or endpoint. Initially, a total of 96,605 distinct features were available for our 

study cohort with more than half of them coming from Medications and Diagnoses. Note that serum creatinine and 

albumin were removed from the candidate feature list even though they had been shown to be predictive in other 

prospective studies17, because they were collinearly related to the two labs (eGFR and ACR) which we used to define 

DKD. 

Table 1 – Root Data Types in HERON 

Data Type Descriptions 
No. of 

Features1 

Patients 

Frequency 

(%) 

ALERTS 

Includes drug interaction, dose warnings, drug 

interactions, medication administration warnings, and best 

practice alerts 

3804 
15733 

(75.9%) 

DEMOGRAPHICS 

Basic demographics such as age, gender, race, and etc., as 

well as their reachability, and some geographical 

information  

123 
20718 

(100.0%) 

DIAGNOSES 

Mostly organized using ICD9 and ICD10 hierarchies but 

also includes Intelligent Medical Objects interface terms 

that are mapped to ICD9 and ICD10 codes 

47711 
19712 

(95.1%) 

HISTORY Contains family, social (i.e. smoking), and surgical history 806 
16458 

(79.4%) 

LABORATORY 

TESTS 

Results of a variety of laboratory tests, including 

cardiology labs. Note that the actual lab values are used in 

modeling, if available 

5335 
15753 

(76.0%) 

MEDICATIONS 
Includes dispensing, administration, prescriptions, as well 

as home medication reconciliation at KUH. 
28315 

11525 

(55.6%) 

PROCEDURES 
Includes CPT professional services and inpatient ICD9 

billing procedure codes 
2548 

18842 

(90.9%) 

ORDERS 
Includes physician orders for non-medications such as 

culture and imaging orders 
3223 

19070 

(92.0%) 

REPORTS 
Includes structured elements from physician notes, such as 

progress notes and operative notes 
3090 

15567 

(75.1%) 

VIZIENT 

(formerly UHC) Includes both billing classifications such 

as Diagnostic Related Groups (DRG), comorbidities, 

discharge placement, LOS, and national quality metrics.  

1538 
3897 

(18.8%) 

VISIT DETAILS 
Includes visit types, vital signs collected at the visit, 

discharge disposition and clinical services providing care.   
1127 

20687 

(99.8%) 
1 This is not all distinct concepts from the entire HERON system, but only the total number of distinct features that had ever been 

recorded for at least one patient in the study cohort.  

Data Representation 

High dimensionality is a key challenge in this data set, which, in particular, stemmed from the two data types: 

Medications and Diagnoses (Table 1). The HERON hierarchical ontology provides a plausible solution for seeking 

possible lower-dimensional representation of Medications and Diagnoses data such that sufficient information on the 

original data of these two types can still be preserved. Medication concepts are carefully mapped from names in our 

Epic EMR system to Semantic Clinical Drug Form (SCDF) or Semantic Clinical Brand Form (SCBF) and grouped 

under Veterans Administration (VA) class defined by National Drug File Reference Terminology (NDF-RT). 

Diagnosis codes can be grouped by levels of specificity implied by the number of digits in ICD codes and be further 

grouped by broader disease groups. Table 2 and Table 3 demonstrate two examples of different representations of 

Medications and Diagnoses data, respectively. 
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Table 2 – Example of hierarchical ontology for a medication concept in HERON 

Representation Type Representation Value 

RX_RAW Canagliflozin 100 MG PO Tab@Dose|mg = 300 MG 

RX_CONCEPT Canagliflozin 100 MG PO Tab 

RX_CLASS_LEV (SCDF or SCBF) Canagliflozin Oral Tablet 

RX_CLASS_LEV3 (VA_LEV3) [HS502] Oral Hypoglycemic Agents, Oral 

RX_CLASS_LEV2 (VA_LEV2) [HS500] Blood Glucose Regulation Agents  

RX_CLASS_LEV1 (VA_LEV1) [HS000] Hormones/Synthetics/Modifiers  

 

Table 3 – Example of hierarchical ontology for a diagnosis concept in HERON 

Representation Type Representation Value 

DX_RAW 250.13@Primary 

DX_CONEPT 250.13 Diabetes with Ketoacidosis, Type I, Uncontrolled 

DX_CLASS_LEV4 250.1 Diabetes with Ketoacidosis 

DX_CLASS_LEV3 250 Diabetes Mellitus 

DX_CLASS_LEV2 249-259.99 Diseases of Other Endocrine Glands  

DX_CLASS_LEV1 240-279.99 Endocrine, Nutritional and Metabolic Diseases, and Immunity Disorders  

Experimental Methodology 

Considering the multi-way correlation, or multi-collinearity, which has always been an issue in EMR-based learning, 

we adopted a decision-tree-based ensemble method, Gradient Boosting Machine (GBM), as the base learner for 

building predictive models throughout the experiment. GBM is a family of powerful machine-learning techniques that 

have shown considerable successes in a wide range of practical applications. GBM has been known for its prediction 

accuracy, performance consistency, and ability to learn non-linear relations or correlations in many practical 

applications18-22. It is an ensemble learning technique, which combines a large number of weak and simple learners to 

obtain a stronger ensemble prediction. We chose GBM as our base learner not only for its robustness against high-

dimensionality and collinearity, but also because it embeds a feature selection scheme within the process of model 

development23. In addition, the adopted GBM algorithm used a default strategy to handle missing values: instead of 

requiring extra imputation, the algorithm always accounted for a missing value split at each tree node within the 

ensemble24.  

We used the area under the receiver operating character curve (AUC), sensitivity and specificity as the consensus 

metrics for comparing predictive performance. To evaluate the importance of a feature or “gain”, the averaged 

importance was taken across all boosted trees, while each tree-specific importance was calculated as the cumulative 

improvement of AUC attributed to splitting by that feature weighted by the number of observations the node is 

responsible for, which was then normalized to a percentage. The higher the “gain” was, the more relative contribution 

the feature had made in separating DKD patients from non-DKD ones. “Rank” was based on the “gain” in a descending 

order. Cumulative “gain” of features from the same type was used to measure the importance of that data type.  

To control for overfitting, we randomly partitioned the study cohort into training and testing sets as 70/30, where 

GBM model was built on the training set and AUC calculated on the testing set for comparison. As a GBM model 

performance is highly related to hyper-parameters such as learning rate, number of trees, and depth of trees, we tuned 

the hyper-parameters within the training set using 10-fold cross validation.  

Results 

Baseline Model 

Starting from all eligible clinical observations available for the training cohort and using their raw values (RX_RAW, 

DX_RAW), the baseline GBM model was first built based on 96,605 distinct features. The baseline model achieved 

an AUC of 0.8594 with a 95% confidence interval of (0.8488, 0.8681), with contributions from each data type listed 

in Table 4. “Number of Features” counts the number of distinct features selected by the baseline model of each data 

707



type, while “Best rank” (best rank of features of the same type) and “Median rank” (median rank of features of the 

same type), as well as “Gain” implied how each data type contributed to the model. Overall, the model selected 2,524 

features from the 11 root data types, which received positive “Gain”, or had been evoked by at least one of the decision 

trees. It is worth noting that Medications and Diagnoses, being the most high-dimensional feature spaces, were both 

contributing less than 10% with their features typically ranked lower than the other data types in terms of the “Median 

rank”, which were 1712.5 and 1632 respectively. This finding motivated us to further investigate if the loss of 

predictive power from Medications and Diagnoses features was a result of “curse of cardinality”. 

Table 4 – Contribution distribution among data types using raw input (ordered in decreasing order by “gain”) 

Data Type 
Number of 

Features 
Gain Best rank Median rank 

LABORATORY TESTS 314 28.73% 7 670 

VISIT DETAILS 212 22.27% 1 884 

DEMOGRAPHICS 47 13.61% 2 292 

ALERTS 114 10.10% 3 1188.5 

DIAGNOSES (DX) 576 7.15% 39 1712.5 

PROCORDERS 249 6.36% 8 1227 

REPORTS 353 4.36% 180 1291 

MEDICATIONS (RX) 200 2.18% 152 1632 

PROCEDURES 151 2.11% 179 1351 

HISTORY 77 1.98% 41 946 

UHC 63 1.14% 92 1344 

Data Representation 

A typical depth of ontology for a particular medication concept or a diagnosis concept is five, as demonstrated in 

Tables 2 and 3. By adding up “modifiers”, there was an exhaustive list of 36 (= 6×6) possible combinations of different 

representations for Medications or Diagnoses data. Overall out-of-sample AUC and the significance of its 

improvement25 over the baseline model, as well as the optimal sensitivity (Sens) and specificity (Spec) are reported in 

Table 5.   

Table 5 – AUC comparisons for different Medication and Diagnoses data representations  

 
AUC /  

Sens / Spec  

DX      

RAW 

DX        

CONCEPT 

DX 

CLASS_LEV4 

DX 

CLASS_LEV3 

DX 

CLASS_LEV2 

DX 

CLASS_LEV1 

RX           

RAW 

0.8594 /  

0.7635 / 0.7797 

0.8590 / 

0.7471 / 0.7922  

0.8607 / 

0.7472 / 0.7946 

0.8597 /  

0.7538 / 0.7802 

0.8592 /  

0.7581 / 0.7798 

0.8573 /  

0.7829 / 0.7678 

RX  

CONCEPT 

0.8589 / 

0.7537 / 0.7857 

0.8601 / 

0.7655 / 0.7741 

0.8599 / 

0.7488 / 0.7924 

0.8595 / 

0.7629 / 0.7777 

0.8592 / 

0.7617 / 0.7751 

0.8578 / 

0.7575 / 0.7498 

RX 

CLASS_LEV4 

0.8582 / 

0.7641 / 0.7747 

0.8624** / 

0.7646 / 0.7786 

0.8617* / 

0.7730 / 0.7694 

0.8610 /  

0.7771 / 0.7640 

0.8598 / 

0.7701 / 0.7676 

0.8573 / 

0.7871 / 0.7600 

RX 

CLASS_LEV3 

0.8599 / 

0.7646 / 0.7724 

0.8616* / 

0.7642 / 0.7754 

0.8590 / 

0.7604 / 0.7800 

0.8605 

0.7479 / 0.7895 

0.8604 / 

0.7577 / 0.7725 

0.8584 / 

0.7751 / 0.7747 

RX 

CLASS_LEV2 

0.8588 / 

0.7502 / 0.7877 

0.8608 / 

0.7637 / 0.7812 

0.8595 / 

0.7634 / 0.7759  

0.8614 /  

0.7555 / 0.7853 

0.8605 / 

0.7626 / 0.7745 

0.8573 / 

0.7246 / 0.7732  

RX 

CLASS_LEV1 

0.8578 

0.7705 / 0.7668 

0.8589 / 

0.7582 / 0.7792 

0.8588 / 

0.7605 / 0.7766 

0.8589 / 

0.7732 / 0.7656 

0.8591 / 

0.7635 / 0.7695 

0.8568 / 

0.7455 / 0.7542 

*, ** suggest significant AUC increase over baseline model (DX RAW and RX RAW), where * indicates weak significance with 

p-value between 0.01 and 0.05 and ** indicates strong significance with p-value less than 0.01.  

The raw values (DX_RAW, RX_RAW) were used in building the baseline model, which was used as the reference 

for evaluating if any AUC change was significant. Besides a strong significant increase of AUC to 0.8624 (p-value < 
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0.01) identified at (DX_CONCEPT, RX_CLASS_LEV4). The prediction performance was not affected by changes 

of data granularity, nor affected with certain visible pattern. 

Figure 1 and Figure 2 both depicted how data representation variation changed the internal structure of the ensemble 

model, or feature importance ranking. In Figure 1, it shows that even though RX_RAW always contributed to AUC 

improvement relatively the most, it only pushed the medication features to better rankings when we rolled the concepts 

up to MED_CLASS_LEV4, MED_CLASS_LEV3 or MED_CLASS_LEV2, but not necessarily higher. It is worth 

noting that Figure 1 also suggested that such trend persisted across different Diagnosis granularities.   

 

Figure 1 – AUC Gain from Medication (with best rank, i.e. # features ranked among top 100, marked) 

 

To take a closer look at the important medication features, we picked out the examples by fixing Medications at 

RX_CLASS_LEV3 since the most numbers of medication features made to the top 100 importance list at this level. 

Two types of Diuretics, Loop Diuretics and Potassium Sparing/Combinations Diuretics, Insulin and Calcium Channel 

Blockers were identified as part of top drivers of DKD risk, which could be potential medication signals being ignored 

when we broke them down into granular terms. For better illustration, we highlighted an example of medication feature 

in Figure 2. When the “Furosemide Oral Tablet”, a generic drug name of Loop Diuretics got subdivided into finer 

pieces as “Furosemide Tablets 40mg 1000/bottle”, or when the class “Diuretics” got grouped to more coarse-grained 

granularity as “Cardiovascular Medications”, the “rank” would suddenly drop either way.  

Data granularity affected Diagnoses features in a bit more notable way as shown in Figure 3. On one hand, it 

consistently presented a negatively monotonic relationship between importance of Diagnoses features and diagnosis 

granularity. It indicated that even though there existed some dominantly predictive diagnosis groups, having them 

decomposed into finer features that carry more specific information could collectively strengthen the impact of 

Diagnoses.  
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Figure 2 – Examples of important Medications and Diagnoses features with various levels of granularity     

 

Figure 3 – AUC Gain from Diagnoses (with best rank, i.e. # features ranked among top 100, marked) 

 

On the other hand, the top rankings of Diagnoses features stayed relatively stable around above 50 and the number of 

top 100 ranked features remained around 7 when data being grouped above level DX_CONCEPT and below 
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DX_CLASS_LEV1. As displayed in Figure 2, the predictability of DM2 diagnoses was preserved across different 

levels of granularity, for which the ranks did not change considerably until reaching the level of DX_CONCEPT. 

When DM diagnosis of 250.0 broke down into 250.02 and 250.00, the feature importance ranking got stratified further 

into a much higher ranking for one (250.02, DM2 stated as uncontrolled) and a lower for the other (250.00, DM2 not 

stated as uncontrolled).  

Discussion 

It is worth noting that the HERON medication hierarchy is derived by a method of knowledge mapping across multiple 

resources such as Epic and RxNorm tables, which, to some extent, can be perceived as a feature extraction process 

guided by an expert. According to our experimental results, it seemed that how Medication features helped describe 

the DKD phenomena could be quite sensitive to how those features were represented or abstracted. Grouping the 

medication concepts into broader classes would potentially enhance their signals for predicting DKD. For example, 

two types of Diuretics (loop-acting and potassium-sparing diuretics), which had been discovered to be associated with 

adverse renal outcomes26, got recognized by our model better (Figure 3) when they were grouped at higher level in 

spite of losing some drug details. 

In contrast, the feature importance of Diagnoses appeared to be more robust against data representation than 

Medications. It could be accredited to Diagnoses features being stably predictive by their nature or was caused by 

practices that physicians or billers usually follow when they recorded the diagnosis codes. Take diabetes diagnosis as 

an example, among a total of 10,712 patients in HERON who had ever been assigned a diagnosis code within the 

group of “249-259.99”, 98% of them were “250”, among which 85% were further defaulted to “250.0” or even 

“250.00”. As a result, for DKD prediction, it may help purify the signals from Diagnoses by separating the carefully 

recorded diagnoses from the others with more granular information.   

While not the focus of this paper, the baseline model picked out some interesting features that may further our 

discussion on data granularity. For example, the most important feature that came from “Visit Details” was the 

“Superscript Encounter” indicator, which was recorded as 1 if a medication-related activity (e.g. fill or refill) occurred 

at pharmacy for an outpatient and 0 otherwise. Our baseline model suggested a protective effect of “Superscript 

Encounter”, that is, having at least 1 “Surescript Encounter” would decrease the risk of getting DKD, which was in 

line with the notion that “Surescript Encounter” carried some information about whether an outpatient was compliant 

with his/her prescriptions or not. It would make better practical sense or even achieve better prediction performance 

if we could associate such compliance indicator with a particular drug or drug class.  

Limitations 

The data granularity discussion was only done on Medications and Diagnoses in this study, which could be extended 

for examining other categorical facts, in particular those with higher prediction impact such as Alerts or Procedures, 

where such justifiable hierarchical ontology could be available in EMR. For example, the procedure of “Endoscopy 

Procedures on the Heart and Pericardium (CPT:1006197)” is a type of “Surgical Procedures on the Heart and 

Pericardium (CPT:1006057)”, which is under the umbrella of “Surgical Procedures on the Cardiovascular system 

(CPT:1006056)”. 

When it comes to numerical observations like drug dosages, strength and amount, we adopted a simple approach of 

dropping the actual values but using the mere exposure of that drug, which could be handled with better complexity 

resembling the “morphine milligram equivalent (MME)” system27. However, it may not be generalizable to other 

numerical observations.  

We only followed i2b2 ontology to uncover the influence of different levels of data granularity on predicting DKD. It 

is also possible to compare with other data abstraction methods like Clinical Classification Software (CCS) for 

collapsing diagnoses28, Generic Product Identifier (GPI) for classifying drugs from their primary therapeutic use down 

to the unique interchangeable product regardless of manufacturer or package size29, or even algorithm-based feature 

extraction techniques such as latent factor analysis30. In addition, it is also worthwhile to extend this data granularity 

work to other machine learning algorithms to check consistency.  

Conclusion 

Our experiments have shown great promises on improving DKD risk predictions by fully exploiting the diversity of 

the i2b2-based EMR database. We have also identified the utility of the hierarchical structure, built within i2b2, as a 

valuable but under-utilized resource for representing expert knowledge and facilitating interpretable data abstraction. 

Moreover, we have shown how the model specification, which was directly reflected by feature importance ranking, 
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can be significantly affected by data abstraction at different levels of granularity and further impact what knowledge 

could be learned from EMR data. Our findings have potential implications for a number of studies based on EMR data 

by raising the attention on the role of data representation in knowledge discovery. 
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Abstract 

Concept encoding, which maps text spans to concepts in standard terminologies, is a critical component in clinical 
natural language processing (NLP) systems to allow semantic interoperability with other clinical applications. A 
majority of clinical NLP systems adopt dictionary or lexicon based approaches and the performance of concept 
encoding is often evaluated using a human created gold standard generated with reference to the most up-to-date 
standard terminologies available at the time of gold standard creation. With the advance of medical science, standard 
terminologies or dictionaries can evolve. However, it remains unknown whether the dictionary updates will impact 
the performance of concept encoding. In this study, we evaluated the annotation performance of two clinical NLP 
systems, cTAKES and MedXN based on updated dictionaries to gain further insights. Specifically, we compared the 
automatic annotation results with previously manually generated gold standards. The results of our study demonstrate 
the annotation changes based on dictionary updates in clinical NLP systems and that it is necessary to do temporal 
management for gold standards, which raises the need for appropriate terminology management tools for back version 
compatibility to update gold standards. 

Keywords: dictionary update, natural language processing, concept encoding, gold standards 

Introduction 

The widespread adoption of electronic health records (EHRs) has led to an unprecedented increase in the volume of 
valuable information that is stored in unstructured clinical notes. A great amount of information, including medication 
information, is largely embedded in the clinical free text. To fully leverage the benefits of the EHR,  tremendous 
efforts have been dedicated to develop clinical natural language processing (NLP) systems over the past decade, with 
the aim of extracting various types of information from clinical notes and mapping and encoding the extracted 
information to standard terminologies. Existing clinical NLP systems such as MedLEE1, MetaMap2, cTAKES3, and 
MedEx4 have been developed and applied on a variety of clinical information extraction tasks to facilitate patient care 
and clinical research5,6. The clinically meaningful representations of medical concepts are the key for health analytic 
applications.  

The development of NLP systems requires knowledge about words. To be practical and habitable, NLP systems must 
be furnished with a substantial lexicon, which covers a realistic vocabulary and provides the specific kinds of linguistic 
knowledge required for certain applications7. In the clinical domain, a majority of existing NLP systems are dictionary- 
or lexicon- based for their named entity recognition (NER) components. Specifically, they employ pattern matching 
based on a dictionary look-up to determine what information to extract and how to encode such extracted information. 
MedLEE (Medical Language Extraction and Encoding System), one of the earliest and most comprehensive clinical 
NLP systems, parsed the input text using a predefined semantic lexicon1. MedEx, a medication information extraction 
system, utilized drug lexicon files generated from RxNorm in the semantic tagging step4. MetaMap, a system 
developed by the National Library of Medicine to map biomedical free text to UMLS (Unified Medical Language 
System) Metathesaurus concepts, performed the parsing process based on the SPECIALIST lexicon2. CLAMP 
(Clinical Language Annotation, Modeling, and Processing), a highly customized NLP system, has a dictionary-based 
named entity recognition (NER) component with a comprehensive lexicon collected from multiple resources such as 
UMLS8. cTAKES, a widely applied NLP system developed by Mayo Clinic, detects and extracts named entities from 
clinical notes using a dictionary compiled from a subset of UMLS9. MedXN, also developed by Mayo Clinic, uses 
RxNorm as its dictionary to extract and normalize medication information13. As a further example, both rule-based 
and hybrid systems in the 2009 i2b2 NLP challenge built their vocabularies from publicly available knowledge 
resources10. For most teams, the recognition of medication names was primarily dictionary-based. It has been observed 
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that the quality of dictionary might have a direct impact on the quality of the results11. It is very clear that an accurate 
and up-to-date dictionary plays an important role in medical concepts recognition and extraction. 

The robustness of clinical NLP systems is typically evaluated using high-quality gold standards12, which are often 
generated through manual annotation based on the up-to-date dictionaries. One of the benefits of using terminologies 
is that they provide a standardized way for annotation, allowing for high inter-annotator agreement and reducing 
ambiguities through normalization. As medical science evolves, however, dictionaries must also be changed so as to 
remain up to date. One example of such a change is that some concepts become obsolete and new concepts can be 
introduced. It thus follows that these changes could possibly also influence the annotation performance of NLP 
systems. 

In this study, we evaluated the impact of updated dictionaries on the annotations produced by two NLP systems: 
MedXN13 and cTAKES9. Specifically, we updated the base dictionaries for MedXN and cTAKES with the newly 
released version of UMLS and RxNorm. We then compared the automatic annotations generated by cTAKES on 
medical entities (including anatomical site, disorder, procedure, and medication) and MedXN on various levels of 
medication information with the gold standards. Conclusions were drawn through error analysis. 

Methods 

The method in this study consisted of the following steps: (1) dictionary updates, (2) automatic annotation by cTAKES 
and MedXN, (3) comparison of annotation results with gold standards, (4) results analysis. The overall method is 
shown in figure 1. 

 

 
 

 
 

 
 

 
 

 
 

Figure 1. The overall method 

Materials and datasets 

MedXN, a UIMA (Unstructured Information Management Architecture) based NLP system, is designed not only to 
extract medication names and other related attribute information (e.g., dosage, strength, frequency, route, duration, 
form) but also normalize the extracted information to the most appropriate RxNorm name (RxCUI)13. Using RxNorm 
as its dictionary, MedXN applied a dictionary lookup method using the Aho-Corasick algorithm to match medication 
name to its corresponding RxCUI and attributes to corresponding RxNorm term types, such as SCD, SBD. The version 
of RxNorm bundled within the latest public release of MedXN is the 2013 RxNorm release. To update MedXN’s 
dictionary, the most recent release of RxNorm (06/04/2018) was obtained from the NLM’s official website. As a 
standardized nomenclature of medications, RxNorm organizes and presents clinical drugs and drug delivery devices 
based on 11 external source vocabularies. Medication strings from various medication sources (e.g., DrugBank, 
NDFRT) with the same meaning were linked by concepts. RxNorm comes as a set of nine Rich Release Format (RRF) 
files, each of which contains a specific subset of information. We used the RXNCONSO.RRF table for dictionary 
update in this study, which provided information on concepts, concept names, and their sources.  
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cTAKES is a UIMA based system which consists of different modules including a sentence boundary detector, 
tokenizer, normalizer, part-of-speech tagger, shallow parser, and named entity recognizer. Specifically, the NER 
component implements a terminology-agnostic dictionary look-up algorithm with a noun-phrase look-up window. 
The dictionary was generated from a subset of the UMLS that included SNOMED-CT, SNOMED-CT-US, and 
RxNorm. SNOMED-CT, one of its largest source vocabularies, was first introduced in 2003 and has been a source 
vocabulary for the UMLS since UMLS version 2004AA. SNOMED-CT is the most comprehensive clinical 
terminology in the world, encompassing more than 300,000 concepts. As SNOMED-CT is distributed with the UMLS, 
and because the cTAKES distributable package includes a dictionary generator explicitly for generating from the 
UMLS, we used the UMLS as the source for updating cTAKES’ dictionary. The most recent release of the UMLS as 
of the time of writing (2018AA) was downloaded from the NLM official website. 

For MedXN, the development set was used for calibration of updated dictionaries and test set for evaluation. The 
development set consisted of 659 manually annotated medication mentions along with their attributes from 159 
randomly selected clinical notes. The test set contained 397 mentions of medications from 26 clinical notes. Both 
development and test sets were originally annotated using the 2013 release of RxNorm.  

The evaluation dataset for cTAKES consisted of 151 randomly selected clinical notes with named entity annotations 
in over 15 UMLS categories14. The gold standard was manually annotated using the UMLS 2006AD release. We 
further limited the reference standards to only the source vocabularies SNOMED-CT (and its variants) and RxNorm. 

Dictionary update 

MedXN uses five look-up dictionaries: medication name dictionary, full medication name dictionary, RxCUI-
represented full name dictionary, dose form dictionary, and false medication dictionary13. The medication name 
dictionary contained medication names compiled from RxNorm ingredients and brand names with ‘IN’ (e.g., 
‘Aspirin’), ‘PIN’ (e.g., ‘Acetylsalicylate Sodium’), ‘MIN’ (e.g., ‘Acetaminophen / Aspirin’), and ‘BN’ (e.g., ‘Anacin’) 
RxNorm term types. In order to fully capture the lexical and semantic variants of medication names, we included the 
medication strings that have the same RxCUIs as the above medications. In addition, the manually compiled 
abbreviations of medication names were included. The full medication name dictionary contained the following 
RxNorm term types: SCDC (e.g., ‘Aspirin 1.5 MG/ML’), SCDF (e.g., ‘Aspirin Oral Solution’), SCD (e.g., ‘Aspirin 
975 MG Oral Tablet’), SBDC (e.g., ‘Aspirin 1.5 MG/ML [Platet]’), SBDF (e.g., Aspirin Oral Solution [Solprin]), 
SBD (e.g., ‘Aspirin 81 MG Oral Tablet [Heartline]’), and SY (e.g., ‘Acetylsalicylic Acid’). On the basis of the full 
medication name dictionary, the RxCUI-represented full name dictionary was generated by replacing the drug names 
and dose forms with RxCUIs. The dose form dictionary is a list of RxNorm dose forms generated from the 
RXNCONSO.RRF table with “DF” term type. The false medication dictionary contains potentially false medication 
names, which are the medication strings in RxNorm from other sources but are highly ambiguous English words, such 
as “his”, “date”.  

MedXN was first tested on the development set for system calibration and refinement. Specifically, based on the 
annotation results in the development set, we removed highly ambiguous words and abbreviations from the medication 
name dictionary and also added such words into the false medication dictionary.  

Since cTAKES includes a dictionary generator that uses the UMLS, we used a UMLS installation with the 
SNOMEDCT, SNOMEDCT-US, and RxNorm source vocabularies with the default set of UMLS semantic types 
(T019->T034, T037, T040->T050, T056->T061, T109, T110, T114->T119, T121->T131, T184, T190, T191, 
T195->T197, T200, and T203).  

Evaluation 

We compared the new dictionary with the old dictionary of MedXN regarding the number of medication names, full 
medication names (e.g., SCD), dose forms, and false medications. Specifically, the first three metrics were determined 
based on the number of RxCUIs contained within the dictionary. The last one was counted based on the unique number 
of medication strings. 

The test set was used for MedXN annotation performance evaluation. Precision, recall, and F-measure were used as 
evaluation metrics. We evaluated the annotation performance of MedXN on medication names and other related 
attributes, including dosage (e.g., ‘2’ in ‘2 tablets’), strength (e.g., ‘30 mg’), form (e.g., ‘tablet’, ‘capsule’), route (e.g., 
‘oral’, ‘topical’), frequency (e.g., ‘daily’, ‘twice a day’), duration (e.g., ‘for a month’), DrugRxCUI, and NormRxCUI, 
where DrugRxCUI means the RxCUI for drug alone (e.g., RxCUI of ‘Aspirin’ (=1191) from‘Aspirin 81 mg oral 
tablet’) and NormRxCUI stands for the RxCUI for full medication information (e.g., 243670 for ‘Aspirin 81 mg oral 
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tablet’). We calculated precision, recall, and F-measure at two levels: exact match and partial match. The exact match 
requires that both span and string match while partial match allows for both string and overlapped span match. Error 
analysis was conducted to identify the source of errors. We also compared the annotation performance of MedXN 
after dictionary with that using the old dictionary.  

For cTAKES annotation evaluation, we focused on four semantic categories of named entities: anatomical site, 
procedure, disorder, and medication. Precision, recall, and F-measure were used as evaluation metrics. Manual review 
was conducted for error analysis of incorrectly annotated named entities in four categories to further identify the 
sources of errors. Since the performance of cTAKES based on the old dictionary is not available, our evaluation did 
not include the comparison between system performances based on old and new dictionaries. 

Results 

MedXN 

The results of the dictionary comparison are shown in Table 1. From Table 1, we can see that the new dictionary has 
a relatively large increase in “IN” and “PIN” term types, the number of which is nearly triple of those in the old 
dictionary. On the other hand, the number of “SBDF” items decreased compared with the old dictionary. The 
comparison results showed that the updated dictionary has a larger and more comprehensive coverage for medication 
names. 

Table 1. Comparison results of the new and old dictionary of MedXN 

 Medication name  Full medication name Dose 
form 

False 
meds IN* BN* PIN* MIN* SCD* SCDC* SCDF* SBD* SBDC* SBDF* SY* 

Old 
dictionary 

5017 15777 1572 3739 33249 25712 13904 17707 18883 15460 4114 155 103 

New 
dictionary 

17662 27646 5738 6277 36188 27129 14790 18830 19009 14690 6841 176 199 

Percentage 
increase 

2.52 0.75 2.65 0.68 0.09 0.06 0.06 0.06 0.007 -0.050 0.66 0.14 0.93 

*: IN is ingredient, BN is brand name, PIN is precise ingredient, MIN is multiple ingredients, SCD is semantic clinical drug, SCDC is semantic clinical drug component, SCDF is 

semantic clinical drug form, SBD is semantic brand name, SBDC is semantic branded drug component, SBDF is semantic branded drug form, SY is synonym. 

The annotation performance of MedXN after the dictionary update is shown in Table 2. We compared the results with 
the previous study13, the comparison results are also shown in Table 2, where minus sign (-) denotes decrease and plus 
sign (+) means increase in the performance. According to the results in Table 2, MedXN achieved a good performance 
in annotating medication name, with the F-measure of 0.904. It performed poorly in detecting duration information, 
achieving the F-measure of 0.667, which is mainly due to inexact span match. However, compared with the previous 
results, MedXN with the new dictionary had a higher F-measure in both exact (0.667) and partial match (0.750) of 
duration. 

Table 2. The annotation performance of MedXN with updated dictionaries on the test data 

Type Exact match Partial match 
Precision Recall F-measure Precision Recall F-measure 

Medication 0.892 (-0.033) 0.917 (-0.010) 0.904 (-0.022) 0.931 (-0.051) 0.951 (-0.016) 0.941 (-0.034) 
Dosage 0.825 (-0.085) 0.842 (-0.085) 0.833 (-0.086) 0.825 (-0.085) 0.842 (-0.087) 0.833 (-0.086) 
Strength 0.832 (-0.125) 0.864 (-0.079) 0.848 (-0.095) 0.842 (-0.137) 0.876 (-0.066) 0.859 (-0.101) 
Form 0.785 (-0.159) 0.840 (-0.114) 0.812 (-0.142) 0.785 (-0.159) 0.840 (-0.142) 0.812 (-0.151) 
Route 0.876 (-0.098) 0.888 (-0.060) 0.882 (-0.066) 0.897 (-0.093) 0.909 (-0.051) 0.903 (-0.071) 
Frequency 0.766 (-0.074) 0.748 (-0.092) 0.757 (-0.083) 0.842 (-0.112) 0.822 (-0.125) 0.832 (-0.119) 
Duration 0.728 (-0.085) 0.615 (0.034) 0.667 (0.086) 0.818 (0.104) 0.692 (0.104) 0.750 (0.105) 
DrugRxCUI 0.887 (-0.028) 0.912 (-0.003) 0.899 (-0.016) 0.921 (-0.006) 0.940 (0.003) 0.931 (-0.001) 
NormRxCUI 0.836 (-0.070) 0.683 (-0.079) 0.752 (-0.076) 0.866 (-0.040) 0.699 (-0.126) 0.773 (-0.091) 

 
We conducted an error analysis through manually reviewing the false negative and false positive mentions of 
medication names. The results of the error analysis are listed in Table 3.  In total, there were 55 false positive and 34 
false negative drug mentions.  
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The sources of errors for false positives are analyzed as follows. The first source of error is from the gold standard, 
which is attributed to changes of RxCUIs, annotation granularity (span) and misspellings. Firstly, our gold standard 
was created in 2013, and some RxCUIs have been changed or retired since then. For example, the RxCUI for “Hyzzar” 
was changed from “823960” to “217681” and the RxCUI 284905 for “Tylenol Arthritis” has been retired. Secondly, 
the granularity of human annotation will influence the results. In the gold standard, “Nasonex nasal spray” was 
annotated as a medication name. However, this medication string does not exist in updated dictionaries. This also 
applies to annotations of drugs such as “Imdur sustained release” and “Hyzaar 100-25”. Highly detailed and granular 
annotation in gold standards can potentially lead to the inaccurate match with automated annotations. Thirdly, 
misspelled words in the gold standard resulted in mismatches with automated annotation using updated dictionaries. 
For instance, “Aspirin” was misspelled as “Aspir” and “Tramadol” was misspelled as “Tramado” in the gold standard, 
while results from automated annotation were “Aspirin” and “Tramadol”. Therefore, the automated annotations cannot 
be matched to the gold standards. 

The second source of error is incomplete match, i.e., resulting from the separate extraction of ingredient and brand 
names. For example, instead of extracting “Lisinopril [PRINIVIL/ ZESTRIL]” as a whole, MedXN detected them 
separately as follows: “Lisinopril [PRINIVIL/” and “ZESTRIL”.  

The third source of error came from the dictionaries, including abbreviations we failed to generate based on expert 
knowledge, medication strings not existing in the dictionaries, and also some mentions of drugs that can be confused 
with other categories of entities, such as lab test (e.g., staphylococcus aureus). Firstly, due to the flexibility of human 
language, updated dictionaries cannot capture all the orthographic and morphological variations of medication names. 
For example, the medication string variations under the concept “807279” cannot capture the string “(Td) Tetanus-
Dipth Toxoid-Td”. Secondly, updated dictionaries failed to generate the abbreviations for some drugs appearing in 
the test set. For example, “Triamterene-HCTZ” is the abbreviation for “triamterene-hydrochlorothiazide”, which was 
not covered by the new dictionaries.  

The last source of error was caused by new medications which were not annotated in the gold standard but detected 
by updated dictionaries, such as “Lubriderm”, “Eucerin”, “Calcium 600 + D”. Also, some of the false positives were 
mentions of lab results such as “staphylococcus aureus”, appearing in the following text: “CULTURE, BACTERIA: 
STAPHYLOCOCCUS AUREUS , 4+ , MRSA”. 

The sources of errors for false negatives came from issues of gold standard, incomplete matching, and dictionary, 
similar as mentioned above.  Beyond these three types of errors, another error source for false negatives is from the 
system itself, which means MedXN system failed to detect and recognize the drug names.  

Table 3. Error analysis for MedXN on automatic annotations of medication information 
 Total Source of error 

Gold standard Incomplete 
matching 

Dictionary  New 
medications 

System  

False 
positives 

55 24 8 12 11 0 

False 
negatives 

34 13 9 10 0 2 

 

cTAKES 

Our gold standard consisted of 8,365 mentions of four categories of named entities, among which 50.33% are mentions 
of “Anatomical Site”, 30.40% are “Disorder”, 16.40% are mentions of “Procedure”, and only 2.87% are “Medications”. 
The named entity annotation performance of cTAKES regarding the four categories is shown in Table 4. Among the 
four categories, “Anatomical site” has the highest F-measure of 0.725. The precision of “Anatomical site” is over 0.88. 
However, the “Medications” category has the lowest precision score and also the lowest F-measure. The F-measure 
for four categories is 0.664.  
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Table 4. The annotation performance of cTAKES with the updated dictionary on the test data in terms of four 
categories 

 Precision Recall  F-measure 

Disorder 0.617 0.654 0.635 

Anatomical site 0.881 0.616 0.725 

Procedure 0.667 0.417 0.513 

Medications 0.354 0.742 0.479 

Overall 0.745 0.598 0.664 

 
Through analyzing the false negatives annotations by cTAKES, we found that there were three types of error sources. 
Firstly, some medical entity strings including some abbreviations that do not exist in the current version of SNOMED-
CT, which explains the low recall score (Recall: 0.598). In total, there were 1,319 distinct false negative mentions, 
among which 955 (72.40%) entity strings were not covered by the new dictionary (2018AA). Specifically, among 
these 955 false negative strings, 63 are abbreviations, such as “aso” which stands for “arteriosclerosis obliterans”, “cta” 
means “computed tomography angiography” or “CT angiography”. Secondly, there exist some discontinuous 
annotations in the gold standard (e.g., “muscle…weakness” in “muscle tenderness and weakness”). It is hard for 
cTAKES to produce the same discontinuous annotations as well as category assignment. Thirdly, some CUIs were 
not in use anymore. There were 826 distinct CUIs in the false negatives, among which 5 were obsolete. Even though 
this is a small number, it still caused problems for accurate annotation.  

A total of 471 distinct false positive mentions of entities were found, among which 230 were mentions in “Disorder”, 
81 in “Procedure”, 84 in “Anatomical site” and 76 in “Medications”. The sources of errors are as follows. Firstly, 
some entities were incorrectly annotated by cTAKES. For example, the text “difficulty” and “possible” were annotated 
as “Disorder” category. In the “Medication” category, some general English words such as “air”, “fat”, and “solid” 
were falsely annotated. Secondly, some entities were not annotated in the gold standard by human annotators. For 
example, if “carcinoma” appeared in the note for several times, only some of the mentions were annotated by human 
experts. Thirdly, some entities annotated by cTAKES with new dictionaries did not exist in the SNOMED-CT of 
UMLS 2006AD version, implying that the new dictionary has detected some new information. For example, 
“Bisphosphonate therapy” was entered into SNOMED-CT in 2017 and “Aaccular aneurysm” in 2009.  

A total of 240 mentions of medications were in the gold standard, among which 209 were annotated using RxNorm. 
Among the false negatives, there were 21 distinct CUIs, 11 out of which were from RxNorm. Analyzing the false 
negative mentions of medications, we found out that most of the errors in RxNorm and SNOMED-CT were caused 
by abbreviations. For example, “ai” is the abbreviation for “Aromatase Inhibitors”, “er” for “Estrogen Receptors”, “th” 
for “Thyroid Hormones”. The existence of such abbreviations make for it hard for accurate concept encoding. Another 
source of error came from the misspellings. Misspellings are common in clinical notes due to the time-constraint 
nature of clinical setting. For example, “Arimidex” was misspelled as “Arimdex” and “Anastrozole” was misspelled 
as “Anastrzole”. Annotators made some inferences when annotating misspelled medication names. However, the new 
dictionary failed to detect and annotate these misspellings.  

Discussion 

In this study, we updated the dictionaries of two clinical NLP systems cTAKES and MedXN to investigate the impact 
of the dictionary updates on their resulting annotation performances. We evaluated cTAKES on a medical entity 
annotation task and MedXN on a medication information annotation task using previously generated gold standards. 
We did thorough error analysis to gain insights on the underlying reasons behind the discrepancies of the system 
performance after dictionary updates. Our results show that the automatic annotation performance based on clinical 
NLP systems relies on two factors: the dictionaries (i.e., coverage, newly introduced concepts, etc.) and gold standards. 
Our study showed that it is inevitable for the latest dictionaries to miss some old concepts. Since standard dictionaries 
or terminologies are evolving, dictionaries, gold standards, and concept encoding results need to be chronically 
managed. Even though standard terminologies such as RxNorm and SNOMED-CT have provided information on the 
changes of concepts, they are not incorporated within clinical NLP systems. In addition, the increase of most term 
types in MedXN new dictionary compared with the old dictionary does not necessarily guarantee the complete and 
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accurate information extraction because some new medications have been added and old medications have been 
changed or deleted. Therefore, we consider that the back version compatibility of dictionaries is very important for 
capturing most complete and accurate annotations through clinical NLP system.  

There is an increasing amount of evidence showing that information embedded in clinical notes hold great potential 
for decision support, evidence-based medicine and active pharmacovigilance, which is critical for improving patient 
safety and delivering high quality health care. Therefore, accurately annotated concepts captured in text serve as the 
semantic foundation of downstream analytics. It is critical that concepts are clearly characterized, flexibly represented, 
and adequately reflect the target domain. However, our findings show that gold standard is another main source of 
error. The reason may lie in the fact that a major challenge with concept annotation is the lack of common consensus 
in choosing both the text span(s) and the concept identity, even among human annotators. Factors that contribute to 
the difficulty include the natural diversity of inter-specialty and/or inter-person interpretations, insufficient utility for 
assisting well-informed decision, and the questionable common preference for a mono-perspective annotation. Except 
for these subjective reasons, dictionary change is another factor influencing gold annotation quality. Since generating 
gold standards for different NLP purposes by human experts is expensive and time-consuming, existing gold standards 
can be utilized. However, one potential problem might be that previously created gold standard cannot fully reflect 
the current status of terminologies, resulting lower coverage and mismatches and adversely impacting the evaluation 
results. For the sake of time, resource saving and validity of system evaluation, it is necessary to update the gold 
standards based on the most up-to-date information of terminologies. Managing terminology may help to improve 
gold standard generation.  

Conclusion 

In this study, we compared the automatic annotations produced by cTAKES and MedXN with gold standards to gain 
further insights on how the dictionary updates will impact the annotation performance of clinical NLP systems. The 
results of our study show that the coverage of dictionaries and also the temporal quality of the gold standards will 
largely influence the annotation performance. With the appropriate terminology management tools for back version 
compatibility, the gold standard update can be done in a semi-automated fashion.  
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Abstract 
Early identification and intervention of speech and language delays in children contribute to better 
communication and literacy skills for school readiness and are protective against behavioral and mental 
health problems. Through collaboration between the data science and clinical teams at Cognoa, we 
designed Storytime, an interactive storytelling experience on a mobile device using a virtual avatar to 
mediate speech and language screening for children ages 4 to 6 years old. Our proof-of-concept study 
collects Storytime session footage from 71 pairs of parents and children including 57 typically developing 
children and 14 children with a current or prior history of communication impairments. Initial findings 
suggest that participating children verbally engaged with the video avatar without significant differences 
in performance across age, gender, and experimental location, leading to promising implications for 
using Storytime as a future tracking tool with automated feature analyses to detect speech and language 
delays.  

Introduction 
Background  
Speech and language disorders affect approximately 5 to 12% of U.S. children between two and five years 
old and are considered the “most common and least diagnosed disability of childhood” by primary care 
pediatricians24. These speech and language disorders lead to deficits in communication, narrative, and 
social skills, and may also occur with complex neurodevelopmental disorders such as autism spectrum 
disorders and attention deficit/hyperactivity disorder15,17. Speech and language impairments affect different 
modalities of children’s communication skills (e.g., listening, speaking, reading, and writing), leading to 
subsequent behavioral and mental health problems that also hinder children’s development of literacy and 
academic skills as well as school readiness19. Due to various sociocultural and economic factors (e.g., 
misconceptions of the impairments, lack of insurance coverage, long waitlists for therapy), many children 
often do not receive timely initial assessment and treatment, which can result in delays in intervention 
during a critical developmental period and fail to achieve maximal therapy outcomes.  
 
Using mobile health (mHealth) technology offers unique opportunities to identify and monitor delays in 
speech and language development among young children. Today, many young children grow up using 
mobile devices on a regular basis. It is estimated that 38% of U.S. children under 2 years old have used 
mobile devices for media consumption, and 80% of children between 2 and 4 years old spend at least 20 
minutes a day using a tablet or a smartphone11,23. Adoption of mobile technology among speech language 
pathologists (SLPs) is also on the rise. Since 2012, it is estimated that at least 50% of SLPs who work 
with children with communication impairments have implemented mobile devices (e.g., the iPad) during 
speech therapy8, as these mobile devices offer numerous benefits (e.g., portability, customizability, 
multimodal interactions for intervention) to motivate children to learn18. With the widespread use of mobile 
technology among modern youth, concerns about excessive “screen time” spent for entertainment 
purposes and its potential detrimental effects on children’s communication development, have drawn 
public debates and research interests from different stakeholders such as health professionals, parents, and 
technology inventors. Many researchers have attempted to leverage the ubiquitous mobile technology 
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through designing mobile games using automatic speech recognition to increase children’s motivation to 
participate in speech therapy tasks7,9, however, existing progress on these applications are still under 
development and have not yet reached clinical success. Commercialized mHealth products such as 
Cognoa5 have succeeded in using machine learning to detect early signs of autism through parental 
questionnaires and home video screening1. Yet, conventional speech and language screening still rely on 
skilled SLPs, and due to issues such as access to care and cost for services, children who are at risk for 
communication impairments have not benefited from technology-mediated means for early screening and 
timely recommendation for intervention.  
 
Exploring children’s use of speech and voice technologies (e.g., Amazon EchoTM) has also been an 
emerging area of research that draws attention from multiple research disciplines, such as educational 
technology26, tele-rehabilitation22, and human computer interaction4,25. It is estimated that 30 million US 
families have a smart speaker with a conversational agent (CA)4, a voice-only dialog system “embedded 
in personal technologies and devices”16. Existing efforts regarding CA primarily target adult users, and are 
limited to basic built-in conversational functions that are not tailored to the learning objectives, 
communication patterns, and individualized needs for children with disabilities. Even among children 
without communication impairments, commercial voice technologies have also led to communication 
breakdowns, frustration, and disengagement4,25. These research suggested that in order to utilize CA as a 
clinical tool, researchers must acknowledge the fact that given its current accuracy in recognizing 
children’s speech and conversational intent, CA cannot function solely as a “speaker-independent speech 
recognition system” to offer clinical interpretations of children’s speech3. Therefore, it is imperative to 
investigate how to design a child-friendly voice-based interaction experience that augments the 
sophisticated human mediation that is typically provided by a medical professional. 
 
In this digital era, more electronic books (e-books) and mobile storybooks are also being created in 
addition to traditional paper storybooks. Shared storybook reading is a naturalistic daily routine for 
families across different cultures and countries, and is also an evidence-based intervention technique used 
by SLPs to assess children’s receptive and expressive language skills as well as literacy skills12. Many 
researchers have evaluated the use of mobile storybooks to increase children’s motivation and 
participation in storybook reading2,20,26. They also have found that e-books with audio narration enable 
preliterate children to read independently6, and children who speak different languages can benefit from 
reading e-books14. While these digital books have become more ubiquitous, research that has attempted to 
use digital storybooks to mediate screening and monitoring of speech and language skills remains limited.   

Research Questions  
Informed by multiple strands of aforementioned research (e.g., mHealth, CA, and digital storybooks), we 
designed Storytime, an iPad-based interactive story-reading experience that uses a virtual avatar to 
mediate speech language assessment experiences in a home setting. Our study seeks to solve the current 
clinical dilemma of delayed speech and language screening by investigating the feasibility of designing 
an interactive mobile story-reading experience that augments a clinician-administered speech and 
language screening. Our study aims to address the following research questions:  
1. How feasible is it for children with and without communication impairments to verbally engage with 

the interactive storytelling session?  
2. Do factors such as age, gender, experiment location, and presence of impairments impact their 

performance, and does parent-rated performance score correlate with their actual performance? 
3. Does the initial manual analysis of speech and language data collected from this interaction 

discriminate the children with and without impairments? 

Methods 
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Participant & Settings 
Participants in this study were recruited by emailing a select group of current Cognoa registered users, 
posting flyers at local clinics, schools, and public bulletin boards, and advertisement on multiple social 
media platforms (Facebook, LinkedIn, Twitter). Parents who were interested in the study were asked to 
complete an online survey and a phone screening to determine eligibility criteria, prior to being scheduled 
for the study. Inclusion criteria for the participating children included: (a) between the ages of 4 years, 0 
months and 6 years, 11 months; (b) speak English with the participating parent in the home environment; 
(c) have familiarity with tablet computers; (d) able to follow instructions in English; (d) have at least 50 
spoken words and can use 3-word sentences; (e) live in Northern California. These criteria ensured that 
children we recruited have adequate verbal communication skills and are capable of participating in this 
mobile Storytime interaction. During the study period from June to September 2017, we received 263 
completed online surveys from parents, and the pilot study was conducted between August and September 
2017 with 76 eligible pairs of children and parents (male = 36, female = 40; children without impairments 
= 65, children with reported communication impairments = 11; mean age = 60.6 months). During the 
study, video recordings for participants 5, 9, 43, 56, and 76 from the healthy group were lost or incomplete, 
therefore, the present study included video and audios from a total of 71 children and parents. In order to 
increase participation of families who cannot travel far to the primary study location, the pilot study was 
conducted by the lead researcher at one of the participants’ preferred locations: a user testing room at the 
Cognoa office (n = 40), a local library near the participant’s family (n =16), or the participant’s home (n 
=15). Specifically, children in the impaired group have the following primary diagnoses per parent report: 
apraxia of speech, articulation disorders, expressive language delays, mixed receptive and expressive 
language disorder, stuttering, autism, and sensory processing disorder. The study was approved by the 
Western Institutional Review Board (#1706380). 

Materials 
The total length of the Storytime video with both the story and the screening questions is 5 minute 22 
seconds long. Prior to designing Storytime, we conducted extensive literature review with existing 
language assessment procedures and obtained feedback from the clinical team, which includes a licensed 
SLP, a developmental psychologist, a clinical research director, and a pediatric neurologist. We first 
adapted a story based on a poem from Valerie Cox “The Cookie Thief” and designed child-friendly 
animation for the video. We then created a female avatar to imitate the storybook reading experience, and 
also elicit children’s responses using 20 questions from four sections in the video: answering questions 
during Storytime, answering listening comprehension after Storytime, retelling a sequence of pictures 
from Storytime (Figure 1), and creating a new story using a colored version of the Cookie Theft Picture10.  
 
After the initial development of the video, the lead researcher conducted a usability study with six children 
(five typically developing children, one child with autism) in their home. We then developed three 
different persona types for children: inattentive, shy, and disinterested, and added more prompts for the 
avatar to augment a more naturalistic interaction. Additionally, the child’s background information and 
parent feedback are recorded by the lead researcher by filling out an adapted version of the Kaderavek-
Sulzby Book-Reading Observational Protocol (KSBOP)13. In the adapted version of KSBOP, we collect 
parent feedback and parent rating of their children’s performance during Storytime using a rating scale of 
0-10, with 0 being least close and 10 being the closest to their typical performance for paper-based 
storybook reading at home. The rationale behind this measure is that since parents are familiar with their 
children’s personality and communication patterns, it is likely that parents’ perceptual report about their 
children’s performance during the Storytime interaction may offer insights to how their children engage 
in storybook reading at home.  
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Figure 1. The visual and scripts of the avatar and individual screenshots from Storytime. The question in 
text was shown to children as audio only during the actual interaction.  

Experiment Procedure & Measures 
During the study, a child-parent pair was invited to one of the experiment settings to watch the Storytime 
video on an iPad, covered in a protected screen. The parent and the child were asked to sit side-by-side, 
as how they typically engage in story time together. All interactions were video-recorded from an external 
camera installed on a Macbook Air laptop computer, placed across from the child (Figure 2). The lead 
researcher used a remote control to pause the video after each question was presented and waited for the 
child to verbally give an answer to the question before proceeding to the next story line or question. In 
order to obtain a non-interrupted and naturalistic speech sample from the child, the parent was asked not 
to verbally or non-verbally prompt the child throughout the study. During incidents when the child is 
unable to answer specific questions, the lead researcher will either repeat the question or verbally prompt 
the child to respond. 

 
Figure 2. Setup of the iPad and screen protector, and the recording laptop and camera 
 
After data collection, the lead researcher extracted the audio data from all video recordings using Adobe 
Audition, then segmented and transcribed each child’s responses for the 20 assessment questions from in 
the video. After all audios were segmented and transcribed to their corresponding assessment questions, 
a scoring system was developed using two response variables: “Total Score” and “Listening 
Comprehension Accuracy Score”. “Total Score” calculates how many times a child responded to all 20 
assessment questions (response = 1 point; no response = 0 point). “Listening Comprehension Accuracy 
Score” calculates how many correct answers based on children’s response to eight specific assessment 
questions out of the 20 total assessment questions that are specifically asked after the story to test 
comprehension of the story. These eight questions were specifically designed to assess children’s 
understanding of the story and can be scored using a binary scoring system (correct = 1 point, incorrect = 
0 point). It is important to note that children may encounter difficulties answering questions during the 
study; therefore, responses prompted by either the parent or the lead researcher were not considered as 

725



correct responses. Unintelligible responses and grammatically incorrect responses were counted as 
incorrect.  

Results 
Children’s Total Verbal Response 
We first analyzed the Total Score of all 71 participating children to determine how many times they 
produced an intelligible verbal response during the Storytime interaction (Table 1). A regression analysis 
of Total Score using age and parent rating measures suggest that children’s age and the perceptual rating 
from their parents are significantly to predict their performance. This finding is reasonable because we 
anticipate that the Storytime interaction offers adequate opportunities for children to respond verbally, 
despite differences in age. Parent rated their children’s response after observing the study, so their rating 
should be reliably predictive of their children’s actual response. This finding suggests that in addition to 
children’s interaction with Storytime, parent-reported can be utilized to provide an additional measure to 
evaluate children’s performance during Storytime compared to their typical storybook interaction. 
 
Table 1. Participant Performance. 

Measure Mean SD t p 

Age (in Months) 60.62 9.03 56.58 < 0.0001 

Experiment Location  
(Office/ Library/ Home) 

40/ 16/ 15     

Gender (Female/ Male) 38/ 33     

Group (Healthy/ Impaired) 57/ 14     

Parent Rating 6.264 0.12 23.81 < 0.0001 

 

Influential Factors: Age, Location, Gender, and Parent Rating 
In order to evaluate all children’s performance during Storytime across different settings, we first used 
Total Score for all 71 children and conducted group comparison for several measures, including 
experiment locations (Cognoa office, library, and home), gender (female vs. male), and presence of 
impairment (impaired vs. health). The results from our statistical analysis ( p < 0.001) found no interaction 
across three experimental settings, genders, or presence of the impairment (Table 2). This suggests that 
although our pilot study was conducted across different settings, children were able to respond similarly 
to the interactive video across all three settings without significant differences in gender and presence of 
impairments.  
 
Table 2. Children’s Total Score and Listening Comprehension Accuracy Score. 

  Total Score Listening Comprehension Accuracy 
Score 

Measure Estimate p Estimate p 
Age (in Months) 0.17 < 0.001 0.13 < 0.0001 

Location         
Office  15.68 < 0.001 4.50 < 0.0001 

Library 2.33 0.11 0.44 0.52 
Home -0.61 0.68 0.03333 0.96 
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Gender          
Female 0.87 0.46 0.62 0.24 

Male 15.61 < 0.0001 4.27 < 0.0001 
Group         

Healthy 1.24 0.40 0.75 0.25 
Impaired 15.07 < 0.0001 4.00 < 0.0001 

Parent Rating 1.31 < 0.0001 0.55 < 0.0001 
 
Group Differences Between Children with and Without Impairments 
We then analyzed children’s performance on the Listening Comprehension Accuracy Score using 
categorical factors of interest (e.g., gender, experiment location, and presence of impairments) as well as 
other numerical factors (e.g., age, parents’ ratings). These measures were taken from background 
information recorded on the KSBOP-Adapted Protocol. Independent t-tests were also used to compare the 
impaired group and the healthy group (Table 2), and we found these groups were not statistically 
significantly different between measures such as age, gender, and experiment location, suggesting that 
accuracy score is not affected by these measures. However, we also found no statistical significance 
between the healthy and impaired groups. This means that the eight questions in the listening 
comprehension section were not sensitive to differentiate children who have impairments and therefore, 
future design iteration may need additional assessment questions.  
         
In addition, as illustrated in Figure 3, a positive correlation was found when comparing the age of 
participants and their performance on the Listening Comprehension Accuracy Score section. This upward 
trend suggests that as children’s age increases, older children achieve more accuracy in their Listening 
Comprehension Accuracy Score comparing to younger children who are still acquiring language skills. 
Although we cannot conclude that this graph alone suggest that our test items are created to be 
developmentally appropriate, it shows a potential age effect.  
 
Figure 3. Age effect by children’s age and their Listening Comprehension Accuracy Score.

 
Discussion 
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In this paper, we presented the background research and design of Storytime and described initial findings 
from manual analysis based on the video and audio recordings collected during the Storytime interaction 
from 71 participants. Preliminary data analysis showed promising results, indicating that the Storytime 
video has the potential to become a more robust tool to engage children with communication impairments 
in order to obtain verbal speech and language production for screening. Our Total Score demonstrated that 
children with and without impairments across all ages, genders, and experiment locations were all able to 
engage with the interactive experience without significant variability. Analysis for Listening 
Comprehension Accuracy Score” demonstrated an age effect, however, a significant difference to 
discriminate between the impaired and healthy group was not found through the eight questions.  
 
Parent rating was an effective predictor for both the Total Score and Listening Comprehension Accuracy 
Score, revealing the value of using reports from parents’ perceptual rating. Parent feedback collected 
during the pilot study also highlighted several areas of improvement for our study. Many parents reported 
that they prefer child-friendly visual designs (e.g., using animals and children to replace human characters) 
with a simpler story plot in children’s familiar environments (e.g., park, home). Parents with younger 
children expressed interests in having more verbal prompts in the video to facilitate both the story and 
assessment questions, so that they can avoid interrupting the Storytime experience and providing prompts 
to children. Some parents also wanted to see more playful elements with silliness and humor so that 
children can interact with them during Storytime, such as moving screenshots around as puzzles to 
complete the story retell task.  Additionally, many parents have different values for teaching social 
concepts (e.g., sharing), therefore, when designing assessment questions such as “tell me a time when you 
shared with someone,” we may impose additional cultural-linguistic challenges for children to respond, 
difficulties for children to recall past experiences, as well as ambiguity in scoring due to children’s diverse 
levels of response. Also, it is more appropriate to avoid asking questions related to subjective and personal 
experience or preferences (e.g., “What type of cookies do you like?”), because these types of questions 
introduce new challenges in scoring. On the other hand, we must acknowledge that, comparing to fact-
based questions in the story, personal experience questions are also relatively easier to answer and allow 
children to generate a relatively larger linguistic corpus for data analysis later. These findings have both 
clinical and design implications on the importance of balancing assessment validity with most optimal 
user experiences during the conversational interaction with an avatar in the video.  
 
There are several study limitations that need to be addressed. Our experiment location was not randomly 
assigned, but was determined purely based on convenience reasons from participating families. This 
resulted in unbalanced groups for three different settings, but also is applicable to existing practices of 
speech language evaluation which typically take place across multiple settings. During data analysis, 
prompted answers were not taken into consideration. Because we did not specify the type of prompts, it 
is likely that children were underscored for their true language ability if prompts were to encourage 
children to continue talking (e.g., parent encourage children with verbal praises) rather than giving cues 
for correct answers (e.g., repetition of questions by the parents or the lead researcher). Also, all data were 
coded by the lead researcher, therefore, the transcribed verbal response may have implicit biases especially 
when speech is unintelligible to the lead researcher.  
 
Analyzing parent-child interaction during media use and investigating ubiquitous computing opportunities 
using mobile technology allow researchers to redesign traditional clinical assessments; however, 
additional research is needed for developing best practices when designing for young children. Despite 
the rapid development in mobile and interactive media for language learning, creating a fun and engaging 
language assessment application remains a challenge for child language researchers and interaction 
designers for children. The scholarly contribution of our study is multifold. In terms of clinical implication, 
we have learned the challenges in terms of creating a developmentally sensitive speech and language 
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screening tool using technology-mediated mobile interaction for young children between 4 to 6 years old. 
Future studies should seek to control several variables (e.g., experimenter effect, parental influence during 
the interaction) or capture multiple interactive videos to ensure a more representative performance from 
the child. Responses from participating children during Storytime revealed that they are more likely to 
respond to questions when seeing an avatar than only hearing an audio question in a scene in the story. As 
prior literature suggested, having a human-like avatar facilitates the conversation2 and reduces the 
opportunity for mislabeling children’s lack of response as potential impairments. Additionally, despite 
being told by the lead researchers that there are no right or wrong answers, children are hesitant to answer 
if they are unsure of the correct answer. Future studies should investigate the feasibility of designing an 
intelligent virtual assistant that provides different levels and amounts of built-in prompts that are more 
adaptive to children’s age, ability, and personality. 
 
In terms of design implication, implementing child-centered design and inclusive design to accommodate 
diverse abilities and interests from young children across 4 to 6 years old is more difficult than we 
anticipated. Additionally, offering children ample time to think, pause, and reformulate a response is 
crucially important. Therefore, for future studies that intend to create an automated Storytime experience, 
researchers must conduct extensive research to design to record response time and evaluate the length of 
response time prior to automation. Since the ultimate goal of Storytime is to utilize the existing parent-
child reading experience at home to collect data from children’s verbal outputs, designers need to create 
an interaction that ensures children are proving their most naturalistic responses rather than 
overperforming or underperforming in a testing situation. This can be achieved by designing Storytime 
using child-centered approach with visuals and content of children’s interests to improve engagement with 
Storytime experience, prior to creating multiple interactions to track and monitor children’s ongoing 
speech and language development.  
 
In terms of implication for ongoing data analysis, our clinical team will continue the manual analysis of 
children’s responses by analyzing their vocabulary use, speech sound errors, sentence structure, and story 
elements, then apply natural language processing techniques to develop salient linguistic features that can 
distinguish children with and without impairments. Our data science team will transform raw audios into 
spectrogram and build machine learning algorithms to investigate salient characteristics (e.g., length of 
speech, rate of speech, number of speech sound produced, prosody, and pitch) that supports future 
classification of speech and language delay for children using Storytime. We anticipate that features from 
speech and language signals extracted can offer valuable clinical information to classify various pediatric 
communication disorders, such as articulation and speech sound disorders and expressive language 
disorders.  

Conclusion 
Through analyses of children’s response and parent feedback collected from this experiment, our study 
suggests that using the interactive mobile Storytime has great potential to capture speech and language 
production from 4 to 6 year old children, and over time, may offer opportunities for clinical and data 
science researchers to aggregate multiple video interactions of children’s communication development in 
a trajectory to screen and track potential delays and impairments. Our study also brings both clinical and 
design implications for conducting studies to investigate voice-based interfaces in the context of 
evaluating children’s speech and language development. By combining automatic speech recognition and 
machine learning analysis of acoustic and linguistic features for an automated assessment at home, tools 
such as Storytime have the potential to alleviate burden of care for primary care providers, support parents 
with reliable information about their children’s development, and provide access to early intervention 
during critical neurodevelopmental periods. Although modern youth live in a digital era and are highly 
exposed to mobile and interactive media for entertainment and learning, the role and value of new 

729



technology in traditional clinical assessment remain unexplored to designers and researchers. We 
anticipate a successful tool that detects speech and language delays and disorders has the potential to 
alleviate the burden of care for primary care providers, support parents with reliable information about 
their children’s development, and provide access to early intervention during critical developmental 
periods. 
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Abstract Normalization maps clinical terms in medical notes to standardized medical vocabularies. In order to
capture semantic similarity between different surface expressions of the same clinical concept, we develop a hybrid
normalization system that incorporates a deep learning model to complement the traditional dictionary lookup ap-
proach. We evaluate our system against the ShARe/CLEF 2013 challenge data in which 30% of the mentions have no
concept mapping. When evaluating against the mentions which may be normalized to existing concepts, our hybrid
system achieves 90.6% accuracy, obtaining a statistically significant improvement of 2.6% over a strong edit-distance
and dictionary lookup combined baseline. Our analysis of semantic similarity between concepts and mentions reveals
existing inconsistencies in ShARe/CLEF data, as well as problematic ambiguities in the UMLS. Our results suggest
the potential of the proposed deep learning approach to further improve the performance of normalization by utilizing
semantic similarity.

Introduction

The information about findings, symptoms, diseases, diagnoses, and medications recorded in the medical notes is
invaluable for clinical applications. The information extracted from medical notes has been used in clinical decision-
making1–3, mortality prediction4, 5, adverse drug effect analysis6, 7 among others. A lot of work has focused on named
entity recognition (NER) for clinical notes8–12 which identifies text spans (“mentions”) of the clinically-relevant con-
cepts. However, without linking such information to standardized medical vocabularies, the proliferation of similar-
sounding acronyms, and conversely, the presence of synonyms that can be used interchangeably to refer to the same
clinical concept, coupled with misspellings, reduce the usefulness of this information for generalization. For example,
one may use “heart attack”, “MI”, and “myocardial infarction” to refer to the same general concept, and if different
words are used to express this concept in patient records, we would fail to identify similarity between such patients,
unless we can correctly identify the underlying concept in each case. In this paper, we focus specifically on the entity
normalization task. As distinct from NER, the normalization task involves mapping individual mentions of clinically
relevant entities to the entries in the standardized medical vocabulary.

There are very few annotated datasets available for the task of clinical entity normalization. One such dataset was
provided by task 1 in ShARe/CLEF eHealth 2013 challenge∗ which defined two subtasks: (a) named entity recogni-
tion, and (b) normalization of disorders. In this research, we focus on the normalization subtask, defined as mapping a
given mention to a concept unique identifier (CUI) from the Unified Medical Language System (UMLS)13. Following
ShARe/CLEF 2013, SemEval-2014 Task 7† and SemEval-2015 Task 14‡ included additional annotated medical notes
for the same task. Subtask (a), the named entity recognition, has been well explored in the Clinical NLP research
community, with a number of NER systems, including MetaMap8, cTAKES9, CLAMP10, CliNER11, and RapTAT12,
available. Although such well-known tools as MetaMap, cTAKES and CLAMP contain normalization modules, they
are based on morphological variation. Such approaches have obvious drawbacks, as previously pointed out by Kate14

and elsewhere, specifically, (1) the systems based on morphological variation may not capture the semantic similar-
ity between medical mentions and concepts, and (2) TF-IDF15 representation, commonly used in the normalization
modules, may be inappropriate for short medical terms.

Amongst the top-ranked teams in subtask (b) of ShARe/CLEF 2013, DNorm16 learned a normalization weight matrix
using pairwise ranking17 over TF-IDF representation and UTHealth18 normalized clinical terms based on cosine sim-
ilarity over TF-IDF representation. In SemEval 2014 and 2015, UTH-CCB19, 20 used a similar TF-IDF representation
∗ShARe/CLEF eHealth 2013. https://sites.google.com/site/shareclefehealth/
†SemEval-2014 Task 7: Analysis of Clinical Text. http://alt.qcri.org/semeval2014/task7/
‡SemEval-2015 Task 14: Analysis of Clinical Text. http://alt.qcri.org/semeval2015/task14/
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and cosine similarity method for normalization. ezDI21, 22 adopted dictionary lookup over lexical variants generated
by Lexical Variants Generation§, with Levenshtein edit distance23 used to normalize the mentions that fail to be nor-
malized by exact match. UWM24, 25 learned normalization rules automatically based on edit distance at character
level. Following UWM, D’Souza and Ng26 proposed a sieve-based approach which includes a series of lexical trans-
formations combined with exact match and rule-based partial match. In summary, most of the existing systems use
either a vector representation, typically TF-IDF or lexical transformations, in combination with similarity ranking for
the normalization task. Because of the characteristics of the dataset, dictionary lookup and its variants may produce
high performance. However, such normalization methods are challenged by the remaining mentions which can not be
resolved in this way and require semantic analysis14.

Li et al.27 recently applied convolutional neural network (CNN) to rank the candidate concepts in the normalization
task. Their rule-based system first generates candidate concepts which are morphologically similar to a given mention.
Then, CNN-based ranking is used to find the optimal normalization from the candidate concepts. However, this ap-
proach does not generalize to the cases when a concept is semantically similar but morphologically different. Inspired
by the recent success of Bidirectional Long Short-Term Memory (Bi-LSTM) models28 in sequence modeling tasks,
and specifically, in NER29, 30, we apply a LSTM-based model to the normalization task.

In this work, we propose a hybrid method which combines the traditional dictionary lookup with a deep learning
approach to the normalization task and investigate its capability for matching concept mentions to the standardized
clinical concepts at semantic level. We represent concept mentions and their context using dense lexical embeddings
that capture semantic similarity between words as input to a deep learning model. Concept mentions and their context
are processed by three parallel Bi-LSTM layers in a recurrent neural network model, with threshold-based concept
assignment. The model is trained on a combination of labeled data and concept synonyms provided by the UMLS,
ensuring wider coverage and better generalization. Evaluated on the normalized mentions from the ShARe/CLEF
dataset, our deep learning hybrid system achieves 90.6% accuracy, obtaining a statistically significant (0.05 alpha)
improvement of 2.6% over the accuracy of 88.0% for the edit distance and dictionary lookup combined.

Dataset
ShARe/CLEF eHealth 2013

The publicly available ShARe/CLEF 2013 dataset contains de-identified clinical free-text notes from the MIMIC II31

database. The dataset contains 199 notes in the training set and 99 notes in the test set. A disorder mention is defined
as any span of text which can be mapped to a CUI in the Systematized Nomenclature of Medicine – Clinical Terms
(SNOMED CT)¶ terminology and which belongs to one of the 11 UMLS semantic types including “Congenital Ab-
normality”, “Acquired Abnormality”, “Injury or Poisoning”, “Pathologic Function”, “Disease or Syndrome”, “Mental
or Behavioral Dysfunction”, “Cell or Molecular Dysfunction”, “Experimental Model of Disease”, “Anatomical Ab-
normality”, “Neoplastic Process”, and “Signs and Symptoms”. If no appropriate CUI can be found for a disorder
mention, it is assigned to the “CUI-less” category. Due to limited access to the expanded dataset from SemEval 2014
Task 7 and SemEval 2015 Task 14, the development and evaluation of our work is based on ShARe/CLEF dataset.

UMLS and SNOMED CT

In order to minimize the variance caused by different UMLS releases, we used sources in English included in the
active UMLS 2013 AA release which was when the ShARe/CLEF data was released. Following the specification of
the task, we retrieved CUIs belonging to one of the 11 semantic types that occur in SNOMED CT. We also collected
the concept synonyms for each retrieved CUI from all UMLS sources, and normalized them to lowercase. UMLS
provides a list of concept synonyms for each CUI. We describe how these are used in our normalization approach in
the methods section.
§Lexical Variants Generation. https://lexsrv3.nlm.nih.gov/LexSysGroup/Projects/lvg/2014/docs/userDoc/tools/lvg.html
¶SNOMED CT. https://www.snomed.org/snomed-ct
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Medical Information Mart for Intensive Care III (MIMIC III)

MIMIC III32 database was used to train word2vec33 word embeddings. This data were collected between 2001 and
2012 at Boston’s Beth Israel Deaconess Medical Center. The database contains over 2 million notes from 40K patients.
The following pre-processing steps were applied to the notes: (1) using regular expressions to replace 64 Protected
Health Information (PHI) patterns with 56 unique tokens; (2) removing punctuation; (3) replacing floating numbers
with a unique placeholder token; (4) lowercasing.

Methods

We created two baseline systems as comparison to our hybrid deep learning approach. The first baseline is an exact-
match system. The second baseline is the edit-distance system which is the top-ranked team in the SemEval 2014 and
2015 clinical tasks. Our hybrid normalization system utilizing deep learning approach is built on the state-of-the-art
edit-distance system. We describe the details of two baseline systems and the architecture of our hybrid normalization
method which combines the exact match and edit distance in the following sections.

Exact Match Baseline

The exact-match method contains two components: (1) exact match against the mentions in the training set, and (2)
exact match against the UMLS concept synonyms mentioned in the dataset section above. We consider a mention to
be an exact match if it occurs in the same typographical form in one of the above sources.

If a mention can be matched exactly to a unique CUI, it is normalized to that CUI. Otherwise, the mention is considered
ambiguous and is assigned to the CUI-less category. For example, the mention “lung cancer” is treated as CUI-less
because there are two CUIs (C0684249 and C0242379) bound to the concept synonym “lung cancer”. One common
approach to resolving ambiguity in such case is to randomly assign the first CUI to the mention. However, this
approach produced worse accuracy on the development dataset, therefore we do not use it. If no exact match is found,
we also treat the mention as CUI-less.

Edit Distance Baseline

Ghiasvand and Kate24, 25 and Kate14 implemented automatically learned edit-distance method to the normalization
task and were top-ranked teams in SemEval 2014 and 2015 clinical task. We followed their approach to build a
similar exact-match baseline and used their open-source edit-distance system for comparison as well as a component
in our hybrid method. We use the open-source implementation of the edit-distance baseline by Kate14 with the default
settings, but we omit the abbreviation disambiguation step. If multiple full forms exist for a given abbreviation, their
strategy is to arbitrarily pick the first full form in the dictionary. We found that this arbitrary disambiguation strategy
did not have a substantial impact on the relative performance improvement obtained by our hybrid system.

Deep Learning Model

Our deep learning model contains four layers: (1) an embedding layer that converts input tokens into word embeddings,
(2) three Bi-LSTMs which are used to process the concept mention, the left context, and the right context, (3) a dense
layer of size 2048 neurons, and (4) a softmax output layer. The model architecture is illustrated in Figure 1. Occurrence
contexts are extracted with a window size +/- 10 tokens. The outputs from the Bi-LSTMs are concatenated and fed
into the dense layer. Because the number of possible classes (CUI assignments) is large, we use a sampled softmax
loss‖ during training and a regular softmax in prediction. Dropout34 with 20% probability is applied to avoid model
overfitting.

The text spans for the concept mention and for the left and right contexts are represented as sequences of word2vec
word vectors. We used Gensim∗∗ to train 200-dimensional word embeddings over all MIMIC III notes, using skip-
gram in order to consider word order. We used hierarchical softmax and the frequency cutoff 3. The embeddings were

‖Sampled Softmax Loss. https://www.tensorflow.org/api docs/python/tf/nn/sampled softmax loss
∗∗Gensim. https://radimrehurek.com/gensim/
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Figure 1: Architecture of the deep learning model.

tuned continuously during model training.

Importantly, we expand our training data by creating additional training instances using UMLS concept synonyms.
Specifically, for the all valid disease CUIs, the retrieved concept synonyms are used at the training stage as mentions
with zero left and right context, with the corresponding CUI as a label. We exclude from training the instances which
contain out of vocabulary words for our word2vec model, i.e. words that occurred less than three times in MIMIC. We
also exclude concept synonyms that map to multiple CUIs.

According to the released data statistics, 30% of mentions in the ShARe/CLEF data are not mapped to any UMLS CUI,
because no appropriate concept could be found. These mentions are assigned to the “CUI-less” category, which serves
as a catch-all label for a variety of different concepts. Although we treat the normalization task as a classification
problem, we do not assign a mention to a CUI-less category when it has the highest probability, but instead use a
threshold determined on the validation data. That is, the CUI-less label is assigned whenever the probability of the
most likely CUI is below that threshold. The output of the model is a probability distribution over all 64798 CUIs,
including the CUI-less category. We divide the training set into 72% training (dev-train), 8% validation (dev-val), and
20% development test (dev-test), and use dev-val for threshold selection.

Hybrid Method

Since the ShARe/CLEF data contains solely the mentions of disorders, the relatively unique and precise surface lex-
ical expressions make the dictionary lookup a very strong baseline. We therefore propose a hybrid approach which
combines exact-match module, edit-distance module, and a deep learning model as illustrated in Figure 2 . Our hybrid
method normalizes concept mentions using a sequential pipeline. If a given concept mention is not associated with a
CUI at a given stage in the pipeline, the mention is passed on to the next stage. We compared the performance of two
hybrid configurations: (1) exact match + edit distance (EM + ED), and (2) exact match + edit distance + deep learning
(EM + ED + DL).

Results and Discussion
Normalization Task Evaluation

In the ShARe/CLEF 2013 challenge, the tasks of NER and normalization were evaluated together, and only the com-
bined score for these tasks was reported for participating systems. Therefore, we cannot directly compare our normal-
ization system to the participating systems scores reported in the ShARe/CLEF 2013 challenge paper. Instead, we use
the open-source implementation from Kate14, which reports high scores on SemEval 2014 and 2015 challenge data,
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as one of our baselines.

Following prior work14, we evaluate our system under two settings: on the full dataset, including the CUI-less men-
tions, and only on the mentions which could be normalized to existing UMLS concepts. Table 1 shows system
performance for the first setting, when the CUI-less category is included in evaluation. Table 2 shows the results of
evaluation with the CUI-less category excluded, i.e. only on the mentions mapped to existing CUIs. We also report
F-measure, precision, and recall following prior work14. The reported weighted metrics†† consider label imbalance by
weighting label metrics based the number of true instances for each label.

Under the setting in which the CUI-less mentions are included, the EM + ED and EM + ED + DL configurations
show comparable performance. However, when they are excluded from evaluation, the hybrid method with the deep
learning component performs better on most of the metrics.
Table 1: Evaluation of Exact Match (EM), Exact Match + Edit Distance (EM + ED), and Exact Match + Edit Distance
+ Deep Learning (EM + ED + DL) models against all mentions including the CUI-less category.

EM EM+ED EM+ED+DL

Accuracy 87.4 89.8 89.6

Micro

F-measure 87.9 90.7 91.2

Precision 88.5 91.6 92.9

Recall 87.4 89.8 89.6

Macro

F-measure 71.5 77.8 80.4

Precision 74.5 79.9 81.5

Recall 70.7 77.7 81.1

Weighted

F-measure 85.4 88.9 89.8

Precision 85.6 89.4 91.0

Recall 87.4 89.8 89.6

Semantic Similarity between Concepts and Concept Mentions

In order to understand the information captured by the deep learning model, we further examined the CUIs selected
by the model on the dev-test data. Some examples of the concepts identified by the model for the mentions labeled
as CUI-less in the annotated data are shown in Table 3. While not all examples selected by the model are equally

††Scikit-learn Weighted Metrics. http://scikit-learn.org/stable/modules/generated/sklearn.metrics.f1 score.html
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Table 2: Evaluation against mentions normalized to existing UMLS concepts.

EM EM+ED EM+ED+DL

Accuracy 83.4 88.0 90.6

Micro

F-measure 90.5 92.9 94.1

Precision 98.9 98.4 97.9

Recall 83.4 88.0 90.6

Macro

F-measure 72.1 78.5 81.4

Precision 75.5 81.0 83.3

Recall 70.7 77.7 81.1

Weighted

F-measure 86.0 89.7 91.5

Precision 90.9 93.2 93.8

Recall 83.4 88.0 90.6

reasonable, it is nonetheless clear that in many cases the model is able to capture semantic similarity between concepts
and concept mentions, and ultimately provide a performance boost over the methods relying on dictionary lookup
using lexical transformations. However, this also suggests that at least some of the potential improvement that could
be provided by the deep learning model is lost due to underspecified labelling choices made during annotation. The
latter may also be an artifact of the annotation methodology. For example, if the UMLS search interface is used to
identify possible concept mappings for “suicidal ideation”, a human annotator would not be able to associate it with
C0522178 “Thoughts of self harm”, since it will not be listed.

Table 3: UMLS concepts predicted by the deep learning model for selected CUI-less mentions.

CUI Annotation CUI Prediction Mention Concept Synonym
CUI-less C0522178 suicidal ideation Thoughts of self harm

CUI-less C0023380 unarousable Lethargy

CUI-less C0575090 poor balance Impairment of balance
/ Problem with balance

CUI-less C0013404 trouble breathing Difficulty breathing

CUI-less C0234246 Abdomen rebound Rebound tenderness

CUI-less C0576690 Position sense impaired Impaired body position sense

CUI-less C0333133 mucus plugging event Mucus cast / Mucus plug

CUI-less C0238997 dullness to percussion Chest dull to percussion

Another source of discrepancies between the gold standard annotation and possible semantically matching concepts
is the presence of multiple similar concepts in the UMLS Metathesaurus itself. For example, the mention “depres-
sion” may be appropriately normalized to either C0011581 “Depressive disorder” or C0011570 “Mental Depression”.
The same synonym can often be given for multiple CUIs, making them essentially equivalent. Thus, “chronic renal
insufficiency” may be associated with either C0022661 “Kidney Failure, Chronic” or C0403447 “Chronic Kidney
Insufficiency” both of which are listed with the synonym, “chronic renal insufficiency”.

Some of such inconsistencies have been or are being handled in the later UMLS releases, so in the future, one can
expect improved performance of the models that rely on this information. For example, in the 2011 UMLS release
used for the ShARe/CLEF data annotation, “infectious source” could be associated with either C0021311 “Infection”
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or with C0009450 “Communicable disease” and these two concepts were merged in later UMLS releases.

Note that in this work, we have not attempted to address the disambiguation of abbreviations and acronyms, which we
believe should be treated as a separate task. Effectively, this means that our system represents them in the same way
as regular tokens, that is, using dense word2vec embeddings. However, the context representation used by the deep
learning model is nonetheless able to identify the appropriate concepts for some of the acronyms and abbreviations
that have multiple disambiguations. For example, our deep learning model was able to correctly normalize “Breast
CA” to C0006142 “Malignant neoplasm of breast”, “pelvic fx” to C0149531 “Fracture of pelvis”, and “Schizoaffective
D/O” to C0036337 “Schizoaffective Disorder”, and “C. difficile” to C0343386 “Clostridium difficile infection”. This
suggests that it may be possible to include the disambiguation of acronyms and abbreviations in our hybrid deep
learning system as a separate component in the future.

Conclusion

In this work, we have proposed a novel hybrid method for linking clinically relevant entity mentions in free-text
medical notes to standardized medical vocabularies. This method combines traditional dictionary lookup with a deep
learning model, showing an improvement over existing state-of-the-art and the potential of the deep learning model
to better capture semantic similarity between concepts and concept mentions, compared to a strong edit distance
and dictionary lookup-based baseline. We believe that the two main factors contributed to the relatively modest
improvement the deep learning model was able to achieve: (1) the presence of the semantically diverse catch-all
CUI-less category in the data, for which no consistent representation could be learned, and (2) the relatively small
training dataset size, which is a known impediment to improved performance by deep learning techniques. The
qualitative examination of the CUIs predicted by the deep learning model also highlighted existing inconsistencies
and ambiguities in the ShARe/CLEF data, as well as in the UMLS, which will need to be addressed for normalization
tasks in the future.
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Abstract

Medication-indication knowledge base (KB) is useful for clinical care and also a key enabler for secondary use of

observational health data. Over the years there are several indication KBs being developed, however, they were built

based on curated data sources and thus may not reflect actual clinical practice. The longitudinal observational health

data contain information about real world practice of medication indication, but were rarely used in KB construc-

tion. A major challenge of leveraging them is the confounders in multi-medication multi-diagnoses relations. In this

study, we proposed a sampling based approach that could explicitly handle the aforementioned confounders, and

consequently detect more accurate medication-indication relations. Based on this method, we created a medication-

indication KB that reflects actual clinical practice and has broad medication and indication coverages. Our work

represents the first attempt to develop a medication-indication KB from a large scale observational health data in an

automated and unsupervised manner.

Introduction

The knowledge of medication-indication plays a critical role in clinical care and also serves as a key enabler for the
secondary use of observational health data (OHD) for clinical and pharmaceutical research1, 2. For example, the cohort
design has been advocated as the primary design for drug safety studies and comparative effectiveness analysis using
OHD3, 4. It has been the only methodological approach executed within the pilot projects of the Sentinel Initiative5.
A critical step for the cohort design is to identify the appropriate reference group that can be used to compare with
patients on the target drug of interest. Selecting patients who are on active comparator drugs (e.g., drugs that share the
same indications as the target drug) is an effective design strategy.

A medication’s indication refers to the use of that medication for treating or preventing a particular sign, symptom,
disease or condition. Each medication has various number of known indications, which can be further classified as
either on-label or off-label6. On-label indications are those that are formally recognized by manufacturers and ap-
proved by the Food and Drug Administration (FDA). In contrast, off-label indications generally lack of FDA approval
although some off-label practices are supported by sufficient evidence7. Multiple disparate knowledge sources have
provided complementary medication related knowledge including drug formulation, dosage, indication, side effect,
etc8–10. Among them, the publicly available resources such as DailyMed11, MedLinePlus12 and Wikipedia13 con-
tain limit knowledge of indication. For example, DailyMed only shows FDA approved indications. Thus, how to
automatically extract accurate and comprehensive drug indication knowledge from real world health data becomes a
meaningful task.

Learning from multiple data sources is a preferred strategy for generating more accurate and comprehensive drug
indication knowledge. In 8, the authors integrated the National Drug File - Reference Terminology (NDF-RT)14,
FDA’s adverse event reporting system (FAERS)15 and Semantic Medline (SemMed)16, and demonstrated comparable
performance as the manually curated gold standard in terms of linking several medications to their indications. In
another study17, 18, the authors combined RxNorm19, SIDER220, MedlinePlus12 and Wikipedia13 to form a computable
medication indication resource (MEDI), and the estimated precision and recall for a single resource and different
combinations of resources are ranging at (20%, 51%) and (56%, 94%) respectively. Additionally, they identified
a subset of MEDI with the precision of over 92% based on physician review resulting in a MEDI high precision
subset (MEDI-HPS). Although the initial success showed improved performance, simple knowledge combination
does not fully reflect the actual physician usage and medical coders’ decision making in real health care practice due
to practitioners’ varying training and experience. For example, the MEDI regards disease essential hypertension or
hypertension (coded as 401 and 401.9 respectively) as two indications for the medication atenolol while it is common
that benign essential hypertension (coded as 401.1, which is not in MEDI for any medication) is also considered as
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a valid indication for atenolol in the clinical practice and medical reimbursement. Thus, these integrated knowledge
bases are not adapted enough to be seamlessly integrated into the EHR system and medical claims database.

To solve such a challenge, observational health data, including the routinely-collected longitudinal electronic health
records (EHR) and administrative claims data, bring valuable opportunities to develop various medication related
knowledge in an automated and comprehensive manner. To accomplish this, it is ideal that a clinical record can
explicitly link the medications in patients’ prescriptions to the conditions for which they are prescribed. However, in
general such linkage is often not available. Therefore, the computational methods are needed to obtain medication-
indication association. It is known that confounding is one of the major challenges to acquire accurate associations
when using the vast amount of real world data21. In this study, the confounding effect is mainly referred to as comorbid
confounders such as a spurious medication-disease association is due to the disease that is a common co-morbidity or
symptom of approved indication for the target medication.

Several previous studies proposed to develop the medication-disease knowledge using computational methods. For
example, Jung et al.22 applied support vector machine (SVM) to classify whether diseases are indications for particular
medications. They extracted features from EHR including co-occurrence for a potential medication indication pair
along with many associations based on the two by two contingency table. Other features include medication similarity
based on prior knowledge. Chen et al.23 applied text mining technique to identify relationship between disease and
drug entities from discharge summaries. In particular, they used chi square statistics along with p-value correction
to measure the strength of disease-drug associations. Their results indicated the feasibility of automatically acquiring
disease-drug knowledge from EHR data. These tabulation (e.g., contingency table) based methods have been used in
numerous studies including detecting prescription patterns, adverse drug reactions (ADRs) and medication off-label
use23–25. However, they suffer greatly from the confounding effect which could lead to many spurious associations26.
To alleviate confounding effects, Backenroth et al

26 introduced regression methods to identify medications associated
with a condition while taking other confounding conditions and medications into account in order to remove false
positive associations. These regression methods together with study designs (e.g. case control design or cohort design)
are commonly used in studies of detecting ADRs using observational healthcare data, and have shown the promising
results21, 27. However, they usually require human experts to draw up a list of health outcomes of interest, either
indications or ADRs, and specify them using diagnosis codes, laboratory values and medication mentions. Thus, these
methods are not scalable. Moreover, both tabulation methods and regression based methods could only determine
medication disease relation on a population level and none of the above methods is capable of linking medication to
its indication in a clinical record.

In this paper, we proposed a sampling based approach to generate more accurate indications for each medication
through iteratively down-weighting their associations with irrelevant diagnosis codes in each clinical record. Our
method is automatic and scalable. Experimental results showed the proposed method could learn an accurate and
comprehensive medication indication knowledge base based on OHD, and link the medication to its indication in each
clinical record. In our previous work28, this method was used in an ADR signal detection task and demonstrated better
performance than the disproportionation analysis.

Methods and Materials

Data Description

The study was performed using a cohort extracted from Truven MarketScan Commercial Claims and Encounter
(CCAE) database29. It comprised of de-identified patient medical claims from 2012 with detailed time-stamped
records of patient-level clinical events, including drug prescriptions and refills, disease diagnosis, procedures and other
meta-information. Since the available claims database only involves outpatient pharmaceutical claims information, we
limited our study to outpatient population. We standardized the diagnosis codes using the International Classification
of Disease, Ninth Revision, Clinical Modifications (ICD-9-CM) classification system. We mapped NDCs to their
generic names using Redbook30, and further mapped generic names to RxCUI using RxNorm19. Each clinical record
consists of diagnosis codes recorded in an outpatient visit, and the associated pharmaceutical claims in the same visit
for a particular patient. The rational is that if a patient has an outpatient visit and is prescribed with medications, then
the prescription will probably be sent to the pharmacy and filled at the same date. We excluded those outpatient visits
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that have diagnosis codes but without relevant prescription.

Methodology

To identify the most relevant indications for each drug, we formulate the task as a multi-instance multi-label prob-
lem, and modify our previous signal detection approach proposed in 28 to identify the most relevant indication for
the medication. A single patient visit can generate several diagnoses and related medications. Some of the diagnoses
directly correspond to the indications for which the medications are prescribed, while the rest could be just some
co-morbidities and conditions that do not directly associate with the medications being prescribed. This assumption
consequently leads to an improved medication-indication co-occurrence count used in indication detection, and thus
yields more accurate results. Improved medication-indication counts are obtained by the Monte-Carlo sampling pro-
cedure, where for each medication, diagnoses are sampled with a probability proportional to its disproportionality
score, which effectively gives more emphasis on the diagnosis with higher probability to be the indication of the cor-
responding medication. After the enhanced counts are obtained, we can compute final disproportionality scores for
each medication-indication pair.

Transfer the Multi-item Gamma Poisson Shrinker (MGPS) Method to Indication Detection

In this study we modified the multi-item Gamma Poisson Shrinker (MGPS)31 method to detect medication indication
under a multi-instance multi-label setting. The MGPS method31 is a leading disproportionality analysis method origi-
nally proposed to detect potential adverse drug reaction (ADR) signals from the spontaneous reporting systems (SRS).
The SRS generally has the following structure: each dataset consists of numerous records and each record contains
a set of ADR instances along with drugs that are suspected to cause the ADRs, which essentially describes a very
similar setting as medication indication detection from claims data. In the medication indication detection setting, the
longitudinal claims data can be decomposed into many records, each of which contains a set of prescribed medications
along with diagnoses that could be the indications of the medications. Due to such a similarity, it is reasonable to
transfer the MGPS method to the drug indication detection task. Below we provide detailed model description.

Our method focuses on low-dimensional projections of the data, specifically 2-dimensional contingency tables. In
particular, we let n00(i, j) denote the Nij entry for the number of events regarding the ith indication and the jth
medication. Assume each observation of Nij is drawn from a Poisson distribution with an unknown mean µij , then
the theoretical value of relative association between the ith indication and the jth medication, �ij , can be computed
using Eq. 1.

�ij =
µij

Eij
=

µij

[n0+(i, j)n+1(i, j)/n++(i, j)]
(1)

where n0+(i, j) = n00(i, j) + n01(i, j), n+1(i, j) = n01(i, j) + n11(i, j), and n++(i, j) = n00(i, j) + n11(i, j) +
n10(i, j) + n01(i, j). Here we regard the geometric mean of the posterior distribution for each �ij as the MGPS
scores. And �ij is assumed to arise from a particular 5-parameter prior distribution, namely a mixture of two gamma
distributions as given in Eq. 2.

�ij ⇠ wGa(↵1,�1) + (1� w)Ga(↵2,�2) (2)

where Ga indicates the Gamma distribution, and ↵1,�1 and ↵2,�2 are their hyperparameters.

Then posterior distribution of �ij is iteratively fitted based on the observations of data under the Bayesian framework
as is given by Eq. 3.

�ij |Nij = n00 ⇠ wGa(↵1 + n00,�1 + Eij) + (1� w)Ga(↵2 + n00,�2 + Eij) (3)

Based on the posterior, the criteria for generating a signal of medication-indication pair by their posterior expectation
of log2(�ij) can be expressed by the following Eq. 4, which is similar as the one initially proposed by DuMouchel31

in ranking ADR signals.
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E[log2(�ij |Nij = n00)] =
Qn[ (↵1 + n00)� ln(�1 + Eij)] + (1�Qn)[ (↵2 + n00)� ln(�2 + Eij)]

ln 2
(4)

where  is the diagamma function and Qn can be computed from Eq. 5 and Eq. 6.

Qn =
wf(n00;↵1,�1, Eij)

wf(n00;↵1,�1, Eij) + (1� w)f(n00;↵2,�2, Eij)
(5)

f(n00;↵1,�1, Eij) = (1 + �/E)�n00(1 + E/�)�↵�(↵+ n00)

�(↵)n00
. (6)

To conclude, the adoption of MGPS method not only provides a shrinkage estimate of relative probability of associa-
tion to address the sampling variance issue, but also works efficiently on large-scale data. It is considered an important
improvement, and thus becomes the most widely used methods that is in routine use by regulators (e.g. FDA) and
pharmaceutical manufacturers worldwide. However, the confounders induced by co-occurring indications still remain
and would cause inaccurate detections. In the following, we introduce an Monte Carlo sampling step for alleviating
this issue.

Monte Carlo Sampling for More Accurate Indication Detection

To alleviate the confounding effects induced by co-occurring diseases, we borrow the idea of discrete choice models32

and try to filter out these confounding diseases by assuming for each clinical record, each drug has at most one major
associated indication. Although some drugs could have multiple indications, previous study confirmed that in most
case a drug is prescribed due to a main indication6. Therefore, for most cases the “one major indication” assumption
holds, though this procedure could be extended to multiple indications. Based on such assumption, we propose the
following Monte Carlo Expectation Maximization (MCEM) procedure.

Here is a practical guide for the MCEM procedure. In an MCEM procedure, the maximizer of the posterior probability
is approximated with sampled data in the E-step and the value of the maximizer is optimized in the M-step. In our
case, we first compute MGPS scores for all indication-drug pairs across all reports using the whole dataset. Then,
for each drug in each report, we normalize the MGPS scores across indications in order to obtain these indications’
contribution ratio proportional to their MGPS scores related to the prescription of the drug. And these contribution
ratio will be used as the sampling probabilities and we will draw from multinomial distribution to assign the major
indication to the target drug in the next step. In the next step, we perform iterative Monte Carlo sampling to sample one
indication based on the aforementioned probabilities. In each iteration, the sampled indication is added to the report
saved throughout these iterations and MGPS scores are re-calculated for the current states over all reports . In the next
iteration, updated MGPS scores for all indication-drug pairs are used and we iterate the process until the difference
between the optimal values of the maximizer in consecutive iterations is less than a heuristic threshold (e.g. 10�3,
10�5 ). Last we compute final MGPS scores for all indication-drug pairs. In summary, the Monte Carlo sampling
procedure assigns the major indication for each drug ranked by their contribution to the risk score. After iterations,
the procedure will down-weight irrelevant causes (e.g. comorbid diseases) for the prescribing drug and thus generate
the improved count of co-occurrence of an indication and drug pair.

To qualify a medication-indication signal, the score such as MCEM EB05 must be larger than a pre-specified cutoff.
We used the cutoff of 2, which is commonly suggested in the pharmacovigilance practice33, 34, to generate the overall
knowledge base.

Evaluation

Reference Standard: To perform appropriate evaluation of the proposed system, we used reference standards con-
sisting of a set of positive controls, mediation-indication pairs known as true treatment relationships, and a set of
negative controls consisting of medication-disease pairs that are highly unlikely to be associated. Based on MEDI and
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MEDI-HPS 17 we developed two reference standards respectively. Following common practice in prediction task, we
constructed a reference standard using all medication-indication pairs in MEDI-HPS as positive controls. The set of
negative controls was created by pairing a medication that appears in the MEDI-HPS with an indication that is also
the MEDI-HPS, and then removing each of the pairs that is in the set of positive controls. We applied the same proce-
dure using MEDI. Finally, we acquired two reference standards involving MEDI-HPS reference standard (MEDI-HPS
RS) and MEDI reference standard (MEDI RS). Note that negative controls lack scientific support in both reference
standards, and they might actually be positive controls.

Baseline Methods: Disproportionality analysis (DPA) methods are primary analytic methods for identifying adverse
drug reaction (ADR) signals from spontaneous report systems (SRSs). These are also applied to OHD as a potential
analytical method for both identifying ADR signals and assessing medication-indication association. Typically, the
lower 5th percentile of DPA output is used for extra conservatism. Thus, we adopted this norm and compared the the
lower 5th percentile of scores generated by MECM method (MCEM EB05) with those scores generated by the DPA
methods include the multi-item Gamma-Poisson shrinker (MGPS EB05), proportional reporting ratios (PRR05) and
reporting odds ratios (ROR05) against the above two reference standards.

Metrics: The primary measures are the area under the receiver operating characteristic curve (ROC-AUC), and the
area under the precision-recall curve (PR-AUC). PR curve is a better measure when the number of negative controls
greatly exceeds the number of positive controls in the reference standard35.

Results

Data characteristics: We acquired ⇠ 54 million clinical records involving ⇠ 21 million unique patients, 13, 346
unique ICD9 codes and 2, 142 unique medications. In total, the dataset includes 2.2 million unique medication disease
pairs. The number of clinical records mentioning a particular co-occurrent medication disease pair ranges from 1
to ⇠ 1 million. Among 2, 142 unique medications in the data, 1, 637 of them were mapped to a RxCUI and 1, 370
of them were covered by MEDI. The most frequent prescribed medications not in MEDI include amphetamine salt

combination and nitrofurantoin monohydrate/nitrofurantoin, macro. When intersecting with this dataset, MEDI RS
resulted in 14, 005 positive controls and 460, 309 negative controls, and MEDI-HPS RS resulted in 4, 528 positive
controls and 274, 110 negative controls.

Quantitative evaluation: Figure 1 (a) and (b) show the resulting ROC curves for the MCEM and comparison methods.
When evaluating against MEDI RS, the ROC AUC ranges from an AUC of 0.74 using the PRR05 and ROR05 to an
AUC of 0.76 using the MCEM EB05. When evaluating against MEDI-HPS RS, the ROC AUCs are 0.85 and 0.86
for baseline methods and the MCEM respectively. The proposed MCEM shows the 1% significant ROC AUC gain
compared with the baseline methods using one sided DeLong’s test36. Figure 1 (c) and (d) show the resulting PR
curves. When evaluating against MEDI RS, the PR AUC ranges from an AUC of 0.11 using PRR05 and ROR05 to an
AUC of 0.17 using the MCEM EB05. When evaluating against MEDI-HPS RS, the worst AUC is 0.17 using PRR05
and the best AUC is 0.24 using MCEM EB05. The pattern of containment in two PR curve plots between MCEM
based results and the baseline methods based results implies that the MCEM method provides greater precision across
all levels of recall. In general, Bayesian shrinkage methods including MGPS and MCEM performs better than the
frequentest based method including PRR and ROR. All methods have higher ROC AUC and PR AUC when using the
MEDI-HPS RS than the MEDI RS.

Medication-indication knowledge base: After establishing the effectiveness of the approach as described above,
we proceeded to generate the medication-indication knowledge base. By using cutoff value of 2, we developed a
knowledge base including all medication-indication pairs whose MCEM EB05>2. Currently, this knowledge base
contains a total of 1, 820 medications and 132, 722 medication-indication pairs. The number of indication for each
medication ranges from 1 to 2,319. The precisions of this knowledge base are 0.14 and 0.12 based on MEDI RS and
MEDI-HPS RS respectively.

On average, each medication is related to 73 ICD9 coded indications with a standard error of 136. The medium number
of ICD9 coded indications is 23. Table 1 shows an example of medication and its top 10 most popular indications in
the knowledge base. The most popular indications are those diseases which are assigned as the indications for the
medication by the MECM method on most of the clinical records. For example, among all clinical records whereas
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(a) ROC Curve using MEDI RS (b) ROC Curve using MEDI-HPS RS

(c) PR Curve using MEDI RS (d) PR Curve using MEDI-HPS RS

Figure 1: Receiver operating characteristic (ROC) curves, precision recall (PR) curves and their related AUCs for the
MCEM EB05, MGPS EB05, PRR05 and ROR05 scores.

metformin was prescribed, 31% of them regarded diabetes mellitus contolled, 250.00 as the reason for prescribing
metformin. Three of top 10 most popular indications were validated by MEDI. Table 2. shows an example of indication
and its most popularly prescribed medications. The most popular medications are those medications which are linked
to the indication for most of clinical records. For instance, among all clinical records that have prescription medications
for Alzheimer’s disease, 22% of the them were prescribed with donepezil hydrochloride. Five of top 10 medication
indication pairs were in MEDI.

We further examined the medication usage in the real world clinical practice using a subset of the knowledge base.
We treated the medication-indication pairs that were in MEDI-HPS and marked as possible label use as on-label use
cases, and the medication-indication pairs that were only in MEDI-HPS but were not regarded as possible label use

as off-label use. This procedure resulted in a validation data set of 3,018 medication-indication pairs involving 2,128
on-label use cases and 890 off-label use cases. Figure 2 (a) shows the log-scaled score distributions could not be
differentiated between on-label use (blue) and off-label use (red) in the validation dataset based on chi-square test.
The range of original MCEM EB05 scores is from 2 (min) to 11,266 (max) for on-label use cases, and the range of
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original EB05 scores is from 2 (min) to 7,607 (max) for off-label use cases. As demonstrated in Figure 2 (b), the
log-scaled count data distributions show the relative separation between on-label use (blue) and off-label use (red)
medication-indication pairs in the validation dataset using chi-square statistic. In this plot, the on-label medication-
indication pairs are significantly concentrated in higher counts than lower counts. The range of original counts for
on-label use is from 2 (min) to 629,236 (max), and the range of original counts for off-label use is from 2 (min) to
898,834 (max).

Table 1: Top 10 most popular indication for metformin with MCEM EB05>2

Medication ICD9 Indication Prevalence* EB05 In MEDI
Metformin 250.00 Diabetes mellitus controlled 0.31 22.16 Y
Metformin 250.02 Diabetes mellitus uncontrolled 0.11 20.49 N
Metformin 272.4 Other and unspecified hyperlipidemia 0.03 2.66 N
Metformin 256.4 Polycystic ovaries 0.02 50.3 Y
Metformin 277.7 Dysmetabolic syndrome X 0.01 34.19 N
Metformin 790.29 Other abnormal glucose 0.01 17.19 N
Metformin 272.2 Mixed hyperlipidemia 0.01 3.07 N
Metformin 272.0 Pure hypercholesterolemia 0.01 2.03 N
Metformin 278.00 Obesity unspecified 0.01 4.61 Y
Metformin 790.21 Impaired fasting glucose 0.01 13.38 N

Prevalence* = # of patients on the medication indication pair/Total # of patients on the medication

Table 2: Top 10 most popular medications for Alzheimer’s Disease with MCEM EB05>2

Disease ICD9 Medication Prevalence+ EB05 In MEDI
Alzheimer’s disease 331.0 Donepezil hydrochloride 0.22 2739.50 Y
Alzheimer’s disease 331.0 Memantine hydrochloride 0.13 2517.85 Y
Alzheimer’s disease 331.0 Rivastigmine 0.05 3287.00 Y
Alzheimer’s disease 331.0 Citalopram hydrobromide 0.03 5.31 N
Alzheimer’s disease 331.0 Sertraline hydrochloride 0.03 4.61 N
Alzheimer’s disease 331.0 Quetiapine fumarate 0.03 20.22 Y
Alzheimer’s disease 331.0 Lorazepam 0.02 3.35 N
Alzheimer’s disease 331.0 Valproic acid 0.02 18.91 Y
Alzheimer’s disease 331.0 Risperidone 0.02 16.99 N
Alzheimer’s disease 331.0 Galantamine hydrobromide 0.01 1468.37 Y

Prevalence+ = # of patients on the medication indication pair/Total # of patients have the ICD9
coded disease

Discussion

The aim of this study is to see the feasibility of automatically developing a medication-indication knowledge base
that reflects the actual clinical uses. In particular, we developed a framework that could explicitly handle confounders
induced by disease co-morbidities in order to extract improved medication-indication signals from real world patient
data. We also performed extensive experiments using real world medical claims data and demonstrated the good
performance of the proposed framework.

Overall, our results are promising, but also suggest area of improvement. The precisions of this knowledge base were
0.14 and 0.12 based on MEDI and MEDI-HPS respectively. This could be due to the following reasons: (1) the
sub-optimal cutoff value was used in this study. For example, we observed that some of medication-indication pairs,
such as citaloparm hydrobromide - alzheimer’s disease and metformin - other and unspecified hyperlipidemia, which
were not in MEDI had relatively low EB05 signal scores. By raising the cutoff value may improve the precision of
the overall knowledge base, but the recall could be lowered. (2) confounding by co-morbidities and symptom of the
indications. For example, risperiodone - alzheimer’s disease had a high EB05 score that could be due to the reason
that risperiodone was commonly prescribed to manage Alzheimer’s dementia-associated psychosis. (3) the absence of
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(a) (b)

Figure 2: Results of medication usage analysis based on the validation dataset

variations of ICD9 coded indications in MEDI. For example, metformin-diabetes mellitus uncontrolled (250.02) should
be considered as a valid medication-indication pair. (4) the medication actually prescribed for the symptom with or
without the presence of the disease37. For example, the typical treatment for both other abnormal glucose (790.29)

and impaired fasting glucose (790.21) were metformin. (5) the indications were missing in the current clinical records
(not shown in tables). For example, the indications for the target medications occurring in the past were filtered out
using the same day matching. Most of the missing indications were chronic disease, such as hypertension, or acute
disease where a recurrence should be prevented by a treatment, such as acute myocardial infarction. The absence of
these indications in current clinical record could be due to the requirement for reimbursement procedure, or limited
number of diagnosis codes a claims allows. The maximum number of diagnosis codes allowed for a outpatient visit
is four in our dataset. The systematic categorization of the false positive associations is lacking in this study. We plan
to work with medical experts to come up a more complete list of reasons for false positive associations. Searching for
the optimal cutoff value is also considered in our future work.

The promising applications of this knowledge base include monitoring prescribing patterns in clinical practice, which
is currently relying on the National Disease and Therapeutic Index (IQVIA, Durham, NC). This index is consisted
of quarterly surveys regarding office-based physicians’ recollections of patient encounters. Specifically, the surveyed
physicians should provide data on patient demographics, diagnoses/reasons for patients’ visits, and the therapies that
are prescribed or recommended during the visit. Similar to most of survey studies, the voluntarily reported samples
rely on self-selection, and the number of participating physicians is limited38. We believe that prescribing patterns can
be learned systematically and directly from the observational health data which requires no effort from the physicians
and may reflect drug usage more objectively. Therefore, our medication-indication knowledge base may serve as
complementary data source to the National Disease and Therapeutic Index. Another application of this knowledge
base is that it can facilitate new user cohort design in pharmacovigilance. Using this knowledge base, the medications
that share the same indications with the target medication could easily be retrieved. In contrast, the current cohort
identification procedure considers each case individually and relies on manual input by the researchers. Theoretically,
the proposed method can be applied to detecting ADRs using OHD data, but it is a more difficult task than detecting
medication indication association since the ADR outcome is rarely recorded in the structured observational health
data. Moreover, the treatment association is much stronger than the association between a medication and its side
effect if only consider co-occurrence information.

Claims data quality and validation are key factors in determining the accuracy of the developed knowledge base.
These concerns include coding inaccuracies or bias introduced by selection of codes driven by billing incentives rather
than clinical care, and coding error caused by excessive or busy workloads in clinician data entry39. Additionally,
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determining the timing of a diagnosis from medical claims data is also challenging. For example, not every diagnosis
was recorded at every visit and for each medication prescription, and therefore the absence of ICD9 code was not
always evidence of absence of the disease40.

Conclusion

Creation and updating of medication-indication knowledge that reflect current clinical practice is challenging. There-
fore, it is important to fully automate this task. Our work represents the first attempt to develop medication indication
knowledge base from a large scale medical claims database in an automated and unsupervised manner. Our results
demonstrate its broad coverage including the entire range of drugs and indications observed in the database, and its
reflection of actual clinical practice. This knowledge base may enable many research regarding secondary use of the
observational healthcare data. In the future, the methodology could be generalized to other medical claims databases
and electronic health records for the development of customized knowledge bases.
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Abstract 

The recent health crisis concerning opioid overdose has prompted watershed levels of publications. This study 
explores how opioid-related research themes have changed since 2000, using a text mining technique. The textual 
data were obtained from PubMed, and the research periods were divided into three periods. While a few topics appear 
throughout each period, many new health problems emerged as opioid abuse problems magnified. Topics such as 
HIV, methadone maintenance treatment, and world health organization appear consistently but diminish over time, 
while topics like injecting drugs, neonatal abstinence syndrome, and public health concerns are rapidly increasing. 
Recent widespread opioid abuse problems led to new research topics, including prescription drug monitoring 
programs, veteran’s health issue, posttraumatic stress disorder, HCV, opioid-related deaths, and emergency 
department visits. Examination of scholarly publications reveals that the expanded use of opioids worsened opioid 
abuse problems and accelerated the emergence of new health problems.  

Introduction  

The mortality rate of opioid overdose has increased by 402% from 2000 to 20161. In 2016, 11.5 million Americans 
misused prescription opioids and 42,249 died from overdosing on opioids, totaling to over 115 deaths a day2,3. 
Additionally, opioid overdose has resulted in considerable health complications, prompting the Department of 
Health and Human Services to declare opioid overdose as a public health emergency2. In accordance with the 
heightened health crisis, academia responded to the epidemic through publications. Because academic research 
addresses the major health problems of the time, investigating the trends of opioid-related research themes will 
reveal the critical health concerns of those time periods. As an example, in the early 2000s opioid-related research 
focused mainly on opioid treatment experimentation, and opioids at the time were primarily prescribed for cancer 
pain. Recently, the opioid prescription has become much more inclusive, including non-medical use in addition to 
cancer and non-cancer pain. As a result, deaths from opioid overdose and opioid abuse problems have resulted in a 
public health emergency. A few examples of the consequential health problems from opioid abuse, in recent years, 
include human immunodeficiency virus (HIV), hepatitis C virus (HCV), veterans’ health problems, deaths, injecting 
drugs, and neonatal abstinence syndrome.  

Opioid overdose-related health problems have expanded over time. Despite the rapidly increasing opioid induced 
health problems, little to no studies have systematically investigated such changes. As such, there is very little 
knowledge on how the rapid increase of opioid abuse problems pose health threats over time. The difficulty of 
analyzing massive textual data with existing analytical tools may be to blame; however, with the advancement of 
data mining techniques, it is now possible to investigate such changes. This will be a small, first step towards 
systematically discovering how opioid abuse and related health problems have evolved, through the lens of scholarly 
publications.  

The main purpose of this research is to discover how themes of opioid-related research have changed between 2000 
and 2017. Research abstracts from PubMed were used for the analysis and were grouped into three periods: Period I 
(2000-2005), Period II (2006-2011), and Period III (2012-2017). This categorization has not only evenly spaced out 
the publication years but also coincides with changes in opioid-related deaths and the increasing number of 
publications as a result. The specific aim of this research is to investigate unique opioid-related research themes to 
reveal the health problems of each time period.  

In order to answer the research question, a text mining (TM) strategy was employed. TM is a specialized data 
mining technique used to systematically extract major words or phrases from a collection of massive textual data4,5. 
While this method is not new, very few studies have applied this method to healthcare research. One study in 
healthcare employed TM, but only counted frequent words6. A major problem with simple counts, such as counting 
frequent words, is that longer documents will naturally have higher frequencies of certain words. In this specific 
research, a certain document contains the term “pain” 25 times in the abstract, while some other documents have 
only 2 or 3 occurrences. Some studies in healthcare extracted single words (i.e., unigram)7,8. While the unigram 
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method is predominantly used in TM, regardless of the field, it creates some confusion when researchers attempt to 
interpret findings. For example, the term “pain” can occur in many different contexts (e.g., cancer pain, non-cancer 
pain, low back pain, chronic pain).  

As such, this manuscript adopted three strategies: (1) the document normalization method was employed. This 
strategy will put longer and shorter documents on the same scale, so different lengths of documents can be directly 
comparable; (2) if a specific word appears across entire documents (or corpus in the TM terminology), the word will 
be given a lower value, which enables the study to exact distinct themes. The multiplication of (1) and (2) will finds 
distinct yet frequent themes from each period; (3) this research employed the three-word method (i.e., trigram in the 
TM terminology). The trigram method has been proposed to capture the exact meaning from the corpus, but an 
application of this strategy to research has not been utilized; however, it is imperative to use trigrams to accurately 
interpret findings. All of these methods will be explicated later in the research methods section.  

(Figure 1) shows opioid overdose deaths between 2000 and 20161, and (Figure 2) provides opioid-related academic 
journal publications within the same time frame. The rate of opioid related deaths increased by 402.55% from 2000 
to 2016. This number sharply rose from 2012, with a steep increase in 2016: 33,091 to 42,249 deaths from 2015 to 
2016, around a 28% increase in deaths. (Figure 2) shows that the number of publications in Period I (2000-2005) 
were relatively stable, steadily increased in Period II (2006-2011), and sharply increased in Period III (2012-2017). 
The corresponding numbers are 532, 1340, and 3313 during Period I, II, and III respectively. The number of 
publications increased by about 522% over these periods. Interestingly, the number of deaths and publications 
follow similar trends, as shown by (Figure 1) & (Figure 2).  

 
Figure 1. Age-adjusted opioid overdose deaths between 2000 and 20161 

 
Figure 2. Opioid-related publications between 2000 and 20179 
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Research Methods 
Data acquisition and methods 

Opioid-related articles were retrieved from PubMed9. Because the corpus of this research consists of opioid-related 
journal articles the search criteria were set to journal articles, abstract availability, human subject, English, and 
publication dates between 2000 and 2017. These criteria yielded the following results: 7,044 articles were retrieved, 
and 5,815 articles were retained after removal of duplicates. The search terms were the combinations opioid + health 
(3,230), opioid + medical (2,589), opium + health (83), opium + medical (87), opiate + health (606), and opiate + 
medical (449). All of the data cleaning and text mining analysis were performed using the tm package, version 0.7-
5, in R. 

Preprocessing corpus 

All documents were preprocessed together in order to keep consistency across the three groups of the documents. 
More specifically, three terms were unified under the term “opioid”: opioid, opium and opiate because these terms 
were used to search for the same opioid-related research. TM algorithm treats the full name and the acronym 
differently, because of this, acronyms were converted to the full name while dropping the first appearing acronym in 
parenthesis in order to prevent them from counting twice. After completion of the preprocessing, the abstracts were 
categorized into three groups  

Data cleaning 

Like any other text mining, this project went through the standardized data cleaning process: removal of 
punctuation, numbers, stop words, white space, and the conversion of capital letters to lower case. Additionally, this 
project removed the words that commonly appear in research abstracts such as objective, purpose, aim, research 
methods, finding, background, and conclusion, however, the term “opioid” was not removed to capture its meaning 
in the corpus. To elaborate, this research paper chose trigrams, and the term, “opioid,” will be used in different 
contexts (e.g., opioid overdose death, opioid substitute program, non-medical prescription opioid, etc.). Lastly, 
stemming was applied, stemming in natural language process (NLP) is the process of reducing words to a common 
base form (i.e., stem). For example, “processing” becomes “process” after being stemmed, so the word “process” 
can then incorporate all the words stemming from process (e.g., processing, processes, processed).  

N-gram  

An N-gram is a consecutive word sequence of N terms from a given sentence. If it extracts a single word, it is 
referred to as unigram; if it retrieves a two-contiguous sequential word, it is bigram; and if it is a three-contiguous 
sequential word, it is called trigram. While unigrams take less memory and are easier to calculate than bigrams or 
trigrams, it can be difficult to interpret the findings. For this research, trigrams were employed because many of the 
important words (e.g., opioid overdose death, prescription opioid abuse, mental health service, etc.) may lose the 
exact meaning if they are unigrams or bigrams. Below are examples of unigrams, bigrams, and trigrams derived 
from the phrase, “due to rising public health concerns over escalating prescription opioid abuse”: 

Unigrams 
“due” “to” “rising” “public” “health” “concerns” “over” “escalating” “prescription” “opioid” “abuse” 

Bigrams 
“due to” “rising public” “health concerns” “over escalating” “prescription opioid”  
“to rising” “public health” “concerns over” “escalating prescription” “opioid abuse” 

Trigrams  
“due to rising” “public health concerns” “over escalating prescription”  

  “to rising public” “health concerns over” “escalating prescription opioid”  
“rising public health” “concerns over escalating” “prescription opioid abuse” 

As noted, trigrams can preserve the contextual meaning, but they require a lot of computing power and cleaning. In 
the trigram example above, only two are useable: “public health concerns” and “prescription opioid abuse.” All 
other trigrams should be filtered out. In order to preserve accuracy of the meaning, researchers need to double check 
some of the phrases in the document to avoid inadvertently removing meaningful trigrams. For example, in this 
manuscript, the terms, “human immunodefici virus” and “immunodefici virus infect” appear with similar 
frequencies, but they came from the same phrase “human immunodeficiency virus infection.” Another example 
would be the terms, “prescript drug monitor” and “drug monitor program,” both coming from the phrase 
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“prescription drug monitoring programs.” Despite the labor-intensive efforts, in order to detect unique research 
themes over time, trigrams should be employed.  

Tokenization (document-term frequency matrix) 

Tokenization is the process of converting textual data into a data frame. Using the cleaned data, all words are 
decomposed into a consecutive three-word. For example, “people who inject drugs” becomes “peopl inject drug” 
after the application of cleaning and stemming, non-contextual words such as “who” are dropped in the stop word 
process, and the stemming process removed “s” after “drugs”, and “e” after “people.” (Table 1) shows a data frame, 
if a specific document has a specific phrase it is marked as 1; it is 2 if the phrase occurs twice. The examples of 
trigrams in (Table 1) are after the cleaning and stemming processes.  

Table 1. Data frame example of trigrams 

 human immunodefici 
viru 

methadon mainten 
treatment 

peopl inject drug neonat abstin 
syndrom 

… 

Doc 1 2 2 1   
Doc 2  1  1  
Doc 3 1  1 1
…   

 
Due to longer documents containing more terms, it is important to calculate the proportion of a specific word in a 
document, which is referred to as Term Frequency (TF) (i.e., number of times phrase t appears in a document / total 
number of trigrams in the document). For example, “methadon mainten treatment” (i.e., t) appears three times in a 
document (i.e., d) with 150 trigrams. The proportion of the phrase is 3/150, and it is marked in data frame as “0.02.” 
It is inverse document frequency (IDF) that finds distinct terms from the corpus. For example, if “methadon mainten 
treatment” appears 600 times among 1,000 documents, its log of 1000/600=0.221849, and thus the IDF value is 
“0.221849.” TF-IDF is the multiplication of TF and IDF. In this example, the value of TF-IDF is “0.00443698” 
(0.02* 0.221849 =0.00443698). It is one value from one corpus. If “methadone mainten treatment” appears 1000 
times in period I, for example, the trigram for the period is 4.43698 (0.00443698*1000). TF-IDF allows researchers 
to find distinct yet frequent phrases in the corpus. TF-IDF is the best-known weighting scheme in text retrieval10. 
TF-IDF is valid not only for unigrams but also for bigrams, trigrams, and others4, the mathematical calculations are 
as follows: 

 

 
 
 
Finding 
As shown in the calculation of TF-IDF in the previous section, the value will go up as the number of publications 
increases, which means that the value of TF-IDF will be higher for Period III. In order to directly compare on the 
same scale, this research used Period III as the baseline and assigned weights of 5.23 for Period I and 2.08 for Period 
II. (Figure 3) is based on the weighted values of the three periods. Comparisons can contain a limited number of 
topics, therefore a wordcloud was used to provide a full picture of research topics within each period. Because 
wordclouds utilize different font sizes to convey frequency within the period, assigning weight is unnecessary. The 
comparison is shown in (Figure 3), and the wordclouds appear in (Figure 4).  
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Figure 3. Weighted TF-IDF across groups 
 

 
Period (2000‐2005) I  Period (2006‐2011) II  Period (2012‐2016) III 

Figure 4. Trigram using TF-IDF across groups 
 
Interpretation  
Common research themes  

Concerning common research themes, HIV and methadone maintenance treatment have been major research themes 
across all periods, although these themes weaken over time. In regards to HIV, this may be the result of HIV-related 
pain being commonly treated with opioids11. Methadone maintenance treatment (MMT) also emerged as a strong 
theme throughout each research period. MMT is not only effective for treating opioid addiction but can also reduce 
the risk of HIV transmission if patients completely adhere to the treatment12. Period I experimented with MMT, this 
method may have been proven to be effective for treating opioid addiction, which could be the reason for its 
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consistent appearance. For example, a meta-analysis based on 37 studies involving 3,029 patients discovered 
methadone is preferable to buprenorphine for treating opioid addiction, cocaine dependence, and HCV13,14.  

Period I: Burgeoning opioid-related problems 

The World Health Organization (WHO) is frequently used among researchers in Period I to cite the criteria provided 
by the organization, but the citing of WHO weakened as time progresses. Articles frequently refer to WHO to 
demonstrate their conformance to the treatment guidelines given by WHO, which might have been important at the 
time because knowledge of opioid addiction treatments was not yet established. This stage experimented with 
various treatments, which is validated by the research methods shown in (Figure 3). It is interesting though that 
treatments for cocaine and opioid dependence receive similar academic attention despite the fact that the corpus of 
this research was extracted based on opioid. It is clear that cocaine was a substantial public health threat in this time 
period, as it spreads HIV15. Since MMT is in a nascent stage, failure of treatment drove users to cocaine16. In this 
period nonsteroidal anti-inflammatory drugs (NSAIDs) are majorly used for pain medication but is not a major 
research theme beyond this period. The finding clearly shows that while opioid-related problems existed, they were 
not a critical health issue at the time.  

Period II: Busting opioid-related problems 

Unlike Period I, where opioids were mainly used for cancer pain and HIV patients, the opioid prescription was much 
more likely to include other pain types such as chronic noncancer and lower back pain, as shown in (Figure 4). As 
such, the portraits of opioid-related problems from this period and the previous period differ greatly. In other words, 
because of the expanded opioid prescription, many of the opioid-related problems had infiltrated to society and 
created critical public health concerns. Since primary care providers (PCPs) treat noncancer-related pain, and they 
account for approximately 50% of the prescription opioids dispensed17,18, they are integral to the themes of Period II. 
Research shows that PCPs can play an important role in combating opioid addiction problems through methadone or 
buprenorphine treatments19, and they can collect critical information about opioid overdose, which is useful for 
controlling opioid use management14,20. In fact, PCPs are often called upon to differentiate between appropriate 
medically indicated opioid use in pain management vs inappropriate abuse or addiction14. As such, the role of PCPs 
emerged as an important research theme in this period. 

As opioid-related health problems escalated, scholars investigated target populations that were vulnerable to opioid 
abuse, which were identified as women and veterans. Women have an earlier age of initiation into substance use and 
a more rapid progression into drug involvement and dependence than men21. Pregnant women, especially, emerged 
as an important research topic because of neonatal abstinence syndrome (NAS). NAS occurs to a newborn who was 
exposed to addictive opioid drugs while in the mother's womb. A study shows that 91% of the infants needed 
treatment in a neonatal care unit, 76% had NAS, and 57% needed morphine replacement therapy22. Also, many 
veterans enrolled in the veterans’ healthcare system suffer from high rates of chronic pain and mental health issues23, 
which resulted in veterans becoming a vulnerable population. Therefore, causing veterans’ health administration to 
become a frequent research theme. Along with veterans’ mental health issues, the general public’s mental health 
issues exacerbated the opioid abuse problem. More specifically, 16% of mental disorders receive over half of all 
opioids prescribed in the United States24, and thus mental health services frequently appear as a major topic in this 
period.  

Drug injection as a problem intensifies in this period. While oral abuse decreased from 73.1% to 58.9%, injection 
abuse increased from 11.7% to 18.1% from 2004 to 201325. Injecting drugs poses serious health problems because it 
is associated with the most dangerous route of abuse, resulting in substantial health consequences including HIV, 
HCV, increased risk for overdose, emergency department visits, and mortality26-28; however, some of the 
consequential problems such as HCV, emergency department (ED) visits, and deaths were not major research 
themes in this period.  

Period III: Becoming an epidemic  

The opioid prescription expands into non-medical use: a stark contrast between the use for cancer pain in Period I 
and medically deemed pain in Period II. As such, opioid overdoses increased by 30% from July 2016 to September 
201729. About 21% to 29% of patients prescribed opioids for chronic pain misuse them30. As a result of widespread 
opioid use in this period, some of the problems were further exacerbated from Period II. Drug injection is one 
example: injecting drugs increases the chances of getting HCV and HIV. In the US, about 9% of HIV infections 
diagnosed in 2015 were attributed to injection drug use31, and injecting drugs is responsible for about 25% of new 
HIV cases32. Injecting drugs also accounts for more than 40% of HCV cases annually33, and the prevalence of HCV 
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infection is far greater than that of HIV for injecting drug users34,35. Furthermore, these two diseases accelerate the 
progression of each other. HIV speeds the course of HCV infection by accelerating the progression of hepatitis-
associated liver disease36. Consequently, it is not surprising to observe a high occurrence of HCV with HIV in this 
period. The continued appearance of MMT might be attributed to the treatment of HCV, as this method is proven to 
be more effective than buprenorphine14. 

NAS, one of the consequential problems from opioid abuse, continues to pose as a major public health concern37. 
While MMT is an effective method to treat pregnant women, recent investigations have shown a trend for a milder 
NAS under buprenorphine. Buprenorphine exposure was associated with lower NAS scores38 and less severe NAS 
relative to methadone39. This may be the reason buprenorphine treatment research accelerated in this period. One 
other reason for this acceleration could be that buprenorphine treatment was approved in 2002 by WHO, and 
scholars could then experiment with this method.  

The dominant and yet distinct health problems from opioid overdose in this period are ED visits, opioid overdose 
deaths, post-traumatic stress disorder (PTSD), and opioid-induced constipation. Studies show that PTSD and mental 
health diagnoses are associated with 30% increased odds of high-dose opioid prescribing among veterans40, and 
veterans tend to receive higher dose therapy40, 41. This problem is a major source of morbidity and mortality among 
US veterans42. As such, veterans’ health issues and veterans’ health administration are frequent subjects of scholarly 
investigation in this period. Opioid-related deaths are a serious problem in this period as well. In fact, opioid 
overdose deaths increased by about 28% from 2015 to 20161, which makes opioid overdose deaths account for two 
thirds of drug overdose deaths between 2015 and 201643. ED visits emerged as a health threat from July 2016 
through September 2017, 142,557 opioid-related ED visits44. This rate increased, on average, by 5.6% per quarter44. 
Because of the sharp increases in ED visits and opioid-related deaths, it is not surprising to capture these themes 
emerging as new dominant research subjects. 

Another set of unique research topic in this period is prescription drug monitoring programs (PDMPs), electronic 
health/medical records, and evidence-based treatments. These research topics became possible with the aid of recent 
advanced health technology. PDMPs are designed to combat the abuse of opioids and other prescription drugs by 
sharing statewide electronic databases that store controlled drug dispensing information45. In this way, doctor 
shopping can be controlled. As a consequence of this, it became difficult to obtain opioids in a legitimate way, drug 
users then turn to illegal or street drugs, which might have increased the rates of HIV and HCV in Period III. 
Furthermore, street-drugs are responsible for 60% of overdose deaths in 201646, which might contribute to the 
increased number of “deaths” in this period.  

Conclusion 

This study investigated opioid-related research themes over the last 18 years by categorizing research abstracts into 
three groups. A text mining analysis shows distinct research themes over time with the rapid expansion of opioid 
prescriptions and opioid abuse problems. The main research theme of Period I was experimenting with MMT, and 
opioids were mainly used for HIV and cancer pain during this time. It is clear that opioid overdose problems were 
not at critical levels in Period I. The emerging research themes in Period II were PCPs, women’s opioid addiction 
problems, mental health issues, veterans’ pain and mental health, and prescription opioid abuse problems, and these 
problems were exacerbated in Period III. In Period III, some of the research themes from Period II were magnified, 
but the dominant health problems revealed were those of the current health crisis, such as opioid-related deaths, 
HCV, ED visits, and PTSD. With the advent of advanced health technology, PDMPs, electronic health/medical 
records, and evidence-based treatments emerged as major research topics.  

This study is a small, first attempt to systematically uncover how opioid-related research has evolved over the last 
18 years. This study’s corpus is only from PubMed: if article abstracts were not included in PubMed, they were not 
included in this analysis. As such, interpretation of this study’s findings requires caution. Future research may need 
to expand the scope of the search and compare how those studies published in PubMed differ from other sources. 
Another suggested future research topic is a comparison of unigrams, bigrams, and trigrams to investigate how these 
methods differ when capturing topics.  
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Abstract

Disease named entity recognition (NER) is a critical task for most biomedical natural language processing (NLP)
applications. For example, extracting diseases from clinical trial text can be helpful for patient profiling and other
downstream applications such as matching clinical trials to eligible patients. Similarly, disease annotation in biomed-
ical articles can help information search engines to accurately index them such that clinicians can easily find relevant
articles to enhance their knowledge. In this paper, we propose a domain knowledge-enhanced long short-term mem-
ory network-conditional random field (LSTM-CRF) model for disease named entity recognition, which also augments
a character-level convolutional neural network (CNN) and a character-level LSTM network for input embedding.
Experimental results on a scientific article dataset show the effectiveness of our proposed models compared to state-
of-the-art methods in disease recognition.

Introduction

Deep learning techniques have demonstrated superior performance over traditional machine learning (ML) techniques
for various general-domain NLP tasks e.g. named entity recognition (NER), parts-of-speech (POS) tagging, language
modeling, paraphrase identification, sentiment analysis etc. However, clinical documents pose unique challenges for
NER compared to general-domain text due to widespread use of acronyms and non-standard clinical jargons by health-
care providers and inconsistent document structure and organization, and the demand for effective de-identification
and anonymization of patient data for research. Specifically, addressing gaps in NER for the clinical domain can
foster more research and innovation for meaningful clinical applications including patient cohort identification, pa-
tient engagement support, population health management, pharmacovigilance, personalized medicine, and clinical
trial matching.

Disease named entity recognition1–3 is an important task in many biomedical natural language processing applications.
This task is particularly challenging due to the critically large impact of a possible misrecognition. For example, cancer
has both disease diagnosis and many complex histologies that need to be delineated. Thus, accurate identification of
disease mentions can be beneficial for the optimal patient outcome e.g. extracting disease names from a clinical trial
text may be helpful for patient profiling, which would further enable efficient matching of clinical trials to eligible
patients. Similarly, disease recognition in biomedical articles can help information search engines to accurately index
them such that clinicians can easily find relevant articles to enhance their knowledge.

The main contribution of this paper is to perform disease named entity recognition by encoding clinical domain
knowledge via various types of embeddings into different layers of a deep neural network architecture consisting of
LSTM and CNN. Our experiments show the positive impact of clinical domain knowledge on the performance of the
model whilst adding such knowledge at different parts of the neural network. Our proposed model achieves the new
state-of-the-art results in disease named entity recognition on a scientific article dataset.

Task Description and Data

Disease named entity recognition from free text can be cast as a sequence tagging problem. A BIO schema4 can be
used for tagging the input sequence. For example, Figure 1 denotes a tag for each word from the input text. “B-
disease” represents the beginning word of a disease mention, “I-disease” represents the other intermediate word(s) in
a disease name, and “O” represents a word not belonging to a disease name.

Existing rule-based systems or traditional machine learning methods for disease named entity recognition heavily
depend on hand-crafted features5, such as syntactic, lexical, n-gram etc. Although neural network-based methods do
not depend on hand-crafted features, large labeled datasets are required for training the models. In this paper, we

761



Figure 1: An example input and output for disease named entity recognition task.

propose a domain knowledge-enhanced neural network architecture for improved accuracy in disease named entity
recognition.

Existing clinical NLP systems e.g. MetaMap6, cTAKES7 etc. have been used for disease name recognition in various
studies8, 9. We opt to take advantage of one such existing system instead of training a neural network-based model from
scratch. Thus, we explore to encode output from the clinical NLP system to improve the state-of-the-art performance
for disease name recognition. To this end, we use a hybrid clinical NLP engine10 to generate the BIO tagging output.
Although the engine generates tags for diseases and other biomedical concepts, we only use the disease tags for our
experiments.

Domain Knowledge Sources: Our main source of clinical domain knowledge are clinical ontologies. Signif-
icant research efforts have been dedicated to build dictionaries/ontologies that facilitate biomedical NLP tasks2.
MEDIC (http://ctd.mdibl.org/voc.go?type=disease) is a disease vocabulary, which includes 9,700
unique diseases and 67,000 unique terms in total. MEDIC is derived from a combination of concepts from the On-
line Mendelian Inheritance in Man (OMIM, https://www.omim.org/) and Medical Subject Headings (MeSH,
https://www.nlm.nih.gov/mesh/) gazetteers. We use the MEDIC vocabulary in integrating lexicon features
into our proposed model. In addition to the output from the clinical NLP engine, the MEDIC vocabulary constitutes
the domain knowledge in our proposed neural network-based model for disease recognition.

Dataset: We use the publicly available NCBI dataset for our experiments and evaluation. The NCBI disease corpus
(https://www.ncbi.nlm.nih.gov/CBBresearch/Dogan/DISEASE/)11 is a collection of 793 PubMed
abstracts fully annotated at the mention and concept level. The public release of the NCBI disease corpus contains
6892 disease mentions, which are mapped to 790 unique disease concepts. The detailed statistics of the NCBI dataset
is presented in Table 1. For our experiments, the dataset is split into three subsets for training, validation, and testing.

Table 1: Dataset statistics.

number of
sentences

average sen-
tence length

number of
tokens

number
of unique
tokens

number of
annotations

Train-NCBI 5,576 23 132,584 9,805 2,911
Valid-NCBI 918 25 23,456 3,580 487
Test-NCBI 941 25 24,019 3,679 535

Methodology

In this section we first describe a generic architecture for NER task. Then we explain our proposed methods of
encoding domain knowledge into this architecture.

The generic neural network architecture for entity recognition task is a bidirectional LSTM with a sequential con-
ditional random field layer (LSTM-CRF, Figure 2(a)). It takes as input a sequence of vectors (x1, x2, ..., xn) and
returns another sequence (y1, y2, ..., yn) that represents the corresponding tagging information for the input sequence.
LSTM-CRF models have been shown to achieve state-of-the-art performances on general domain NER tasks12–15. The
LSTM-CRF has also been applied successfully for biomedical NER tasks16.

The LSTM-CRF model contains the following layers: a character embedding layer, a word embedding layer, a
bi-directional LSTM layer, and a CRF tagging layer. For a given sentence (x1, x2, ..., xn) containing n words,
each word is represented as a d−dimensional vector. The d−dimensional vector is concatenated from two parts: a

762

http://ctd.mdibl.org/voc.go?type=disease
https://www.omim.org/
https://www.nlm.nih.gov/mesh/
https://www.ncbi.nlm.nih.gov/CBBresearch/Dogan/DISEASE/


d1−dimensional vector Vchar from the character embedding layer and a d2−dimensional vector Vword from the word
embedding layer. The bi-directional LSTM layer reads the vector representations of the input sentence (x1, x2, ..., xn)

to produce two sequences of hidden vectors, i.e., the forward sequence (hf
1 , h

f
2 , ..., h

f
n) and the backward sequence

(hb
1, h

b
2, ..., h

b
n). Both vectors are concatenated into hi =

[
hf
i ;h

b
i

]
.

Figure 2: The proposed architecture for disease name recognition.
Methods for encoding the character embedding layer include: using a bi-directional LSTM layer (charLSTM), or
Convolutional Neural Network (charCNN). charLSTM14 and charCNN13, 17 have been studied separately for various
NLP tasks. As displayed in Figure 2(b), we explore a combination of both methods in our architecture.

In Figure 2(c), domain knowledge either from the domain vocabulary or from the external tagging engine are intro-
duced through a lexicon embedding layer and an external tagging embedding layer respectively. Moreover, external
tagging embedding can be encoded either before or after the bi-directional LSTM layer.

LSTM-CRF-charMIX: The charCNN architecture generates the character embedding for each word in sentence.
First, we define a vocabulary of characters C. Let d be the dimensionality of character embeddings, and Q ∈ Rd×|C|

is the matrix character embeddings. As an example, charCNN takes the current word “cancer” as input and performs
a lookup of Q ∈ Rd×|C| and stacks them to form the matrix Ck. The convolution operations are applied between Ck

and multiple filter/kernel matrices. Then a max-over-time pooling operation is applied to obtain a fixed-dimensional
representation of the word, which is denoted as Vcnn.

charLSTM is similar to the bi-directional LSTM layer in the generic architecture of the LSTM-CRF model. Instead
of taking a sequence of words as input, it takes a sequence of characters in a word as input. It then outputs the
concatenation of the forward and backward hidden states

[
hf
t ;h

b
t

]
, which we denote as Vlstm.

As mentioned above, we consider both charCNN and charLSTM for learning the character embeddings. The charMIX
architecture concatenates into Vmix =

[
Vcnn;Vlstm

]
, which is the same d1−dimensional vector Vchar for character

embedding layer.

LSTM-CRF-DK: As mentioned previously, we consider the domain knowledge (DK) from the clinical vocabulary
and tagging from the external clinical NLP engine10. We encode the DK into lexicon embedding and external tagging
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Figure 3: Lexicon embedding and external tagging embedding generation.

embedding correspondingly as discussed below.

As displayed in Figure 3(a), we build a TRIE dictionary for the vocabulary (MEDIC), which can be easily maintained.
TRIE is an efficient data structure for frequent word/phrase matching18. A sentence is used to query the TRIE dictio-
nary. The TRIE dictionary then outputs a sequence of BIO tags. For example, in the sentence “... new diagnoses of
prostate cancer...”, the phrase “prostate cancer” is tagged as “B-disease I-disease”. The tagging results are then used
to generate the lexicon embedding Vlex accordingly.

The external tagging embedding is generated similarly as the lexicon embedding as shown in Figure 3(b). In place
of the clinical vocabulary, we use the clinical NLP engine (which leverages a syntactic parser and other clinical
ontologies). The same sentence/input for the lexicon embedding is processed by the engine to generate another set
of tagging results. Then the external tagging embedding Vtag is generated based on the tagging results. These extra
embeddings essentially serve as two additional avenues to enhance the knowledge encoding of the neural network
architecture.

We integrate Vlex and Vtag into the LSTM-CRF model (Figure 2) in two ways: (1) before the Bi-directional LSTM
layer: by concatenating them with word embedding and character embedding, which results in a concatenated vector[
Vword;Vchar;Vlex;Vtag

]
and acts as the input for the Bi-directional LSTM layer, and (2) after the Bi-directional LSTM

layer: by concatenating them with the output from the Bi-directional LSTM layer, which generates a concatenated
vector of

[
hf
i ;h

b
i ;Vlex;Vtag

]
and acts as the input for the final CRF layer.

Experimental Setup

We implement our proposed models using TensorFlow (https://www.tensorflow.org/) and conduct exten-
sive experiments to assess their effectiveness for disease name recognition. Below we discuss the experimental setup.

Word Embeddings: We use the publicly available GloVe (https://nlp.stanford.edu/projects/glove/)
300-dimensional embeddings trained on 6 billion tokens from a large corpus of text19.

Character Embeddings: Character embeddings are initialized randomly for both charCNN and charLSTM. We
set the embedding dimension size to 100. charLSTM’s state size is set to 100. For charCNN, we set 7 filters with
dimensions of:

{
25, 50, 75, 100, 100, 100, 100

}
and with window sizes of

{
1, 2, 3, 4, 5, 6, 7

}
. The maximum word

length (number of characters) is set to 40; padding with a constant value of −1 is used to generate uniform inputs.

Generic Architecture: The hidden unit size of bi-directional LSTM in the generic neural network architecture is set
to 300. To mitigate overfitting, we apply a dropout20 of 0.3 before the bi-directional LSTM layer.
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Optimization: Parameter optimization is performed with minibatch stochastic gradient descent (SGD) with the batch
size of 20. We use Adam optimizer21 with the learning rate initially set to 0.001. The learning rate is decayed in every
epoch using an exponential rate of 0.95. We use early stopping22 if the performance (F1 value) on the validation set
does not improve for more than 5 training epochs.

Evaluation Results and Discussion

Metrics and Study Design: We evaluate the performance of our proposed models and compare with various meth-
ods from the existing work using accuracy, precision, recall, and F1-score on the test set. Accuracy is computed as the
exact matching at the word level. Precision, recall and F1-score are computed at the phrase (i.e. concept) level. We
conduct experiments for evaluation of our proposed models based on the following aspects:

(1) Character embeddings: we analyze the importance of various kinds of character embeddings for disease named
entity recognition. For this purpose, we compare the performance of charCNN, charLSTM, and charMIX.

(2) Domain knowledge: we conduct a thorough ablation study to verify the contribution of lexicon embedding and
external tagging embedding in different layers of the network.

The following subsections present detailed results and analyses based on the aforementioned aspects.

Variation of Character Embeddings: The test set results for using different types of character embeddings are
shown in Table 2. We can see that the use of various character embeddings can significantly (p < 0.05) improve
the model performance over the model that does not leverage character embeddings (LSTM-CRF-NOchar). The
use of charCNN yields slightly better scores than using charLSTM. Ultimately, the concatenation of charCNN and
charLSTM improves the overall performance as LSTM-CRF-charMIX achieves the best F1 value of 0.838. So, we
use LSTM-CRF-charMIX as our strong baseline model for the domain knowledge experiments reported in the next
section.

Table 2: Results for using different character embeddings in LSTM-CRF (test set).

Accuracy Precision Recall F1
LSTM-CRF-NOchar 0.962 0.755 0.583 0.658
LSTM-CRF-charCNN 0.978 0.841 0.811 0.826
LSTM-CRF-charLSTM 0.979 0.830 0.808 0.819
LSTM-CRF-charMIX 0.980 0.852 0.824 0.838

Figure 4: Accuracy and F1 scores on validation set during training.

In Figure 4, we show the trend of accuracy and F1 scores over epochs on the validation set during the training process.
We can observe that the models with character embeddings converge faster than the model with no character embed-
dings by requiring less number of epochs for training. We also notice that both accuracy and F1 scores are higher
when character embeddings are used in the LSTM-CRF model.
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Table 3: Comparative performance measures.

Accuracy Precision Recall F1
Our simple baselines
Vocabulary only (MEDIC) 0.939 0.347 0.517 0.415
Clinical NLP engine10 0.922 0.316 0.458 0.374
Existing systems
Sahu and Anand (2016)3 - 0.849 0.741 0.791
Doğan and Lu (2012)23 - - - 0.818
Habibi et al. (2017)16 - 0.853 0.836 0.844
Zhao et al. (2017)2 - 0.851 0.853 0.852
Our strong baseline
LSTM-CRF-charMIX 0.980 0.852 0.824 0.838
Our strong baseline + lexicon embeddings
before LSTM layer 0.980 0.857 0.842 0.849
after LSTM layer 0.980 0.834 0.837 0.836
both 0.980 0.856 0.849 0.852
Our strong baseline + external tagging embeddings
before LSTM layer 0.980 0.823 0.825 0.824
after LSTM layer 0.981 0.841 0.827 0.834
both 0.981 0.843 0.842 0.843
Our strong baseline + both embeddings
before LSTM layer 0.980 0.847 0.834 0.841
after LSTM layer 0.980 0.836 0.834 0.835
both 0.981 0.868 0.839 0.853

Impact of Domain Knowledge: Table 3 shows the results of our model (LSTM-CRF-charMIX) in comparison with
various other baselines and existing state-of-the-art systems reported in the literature. The ablation study results are
also presented to outline the contribution of each fragment of introducing the domain knowledge into various layers
of the LSTM-CRF model.

We use vocabulary matching (MEDIC) and the clinical NLP engine as mentioned previously to generate tagging
results as our simple baselines. We can see that their scores are relatively lower than the LSTM-CRF based models.
Our LSTM-CRF-charMIX model (shown in Table 2) is also presented here as another baseline as it does not encode
any additional embeddings (i.e. lexicon and external tagging). The models presented in the later rows demonstrate the
contribution of lexicon embedding and extra tagging embedding in different layers of the network. As shown in the
results, the use of both lexicon and external tagging embeddings enable the models to have better F1 scores than the
baseline LSTM-CRF-charMIX model, which confirms the effectiveness of domain knowledge in our proposed neural
network architecture.

We also compare our models with various existing state-of-the-art systems on the NCBI dataset.3 used CNN based
character embeddings induced in a RNN architecture for disease name recognition, which achieved the F1 score of
0.791. Their model structure is similar to our proposed model structure, however, they did not have an integrated
character embedding approach using both CNN and LSTM. Moreover, they did not use any domain knowledge, which
further justifies the better performance of our models.

Doğan and Lu (2012)23 reported a F1 score of 0.818 on the NCBI dataset using BANNER system24, which is based
on conditional random fields with hand-crafted features. By contrast, neural network-based methods do not use hand-
crafted features, and our proposed domain knowledge-enhanced models only require minimal efforts to generate extra
lexicon and external tagging embeddings.

Habibi et al. (2017)16 used a similar LSTM-CRF model architecture as we discussed in Figure 2 (with charLSTM)
with different data preprocessing and parameters settings yielding the F1 value of 0.844. By contrast, our models with
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combined charMIX and encoded domain knowledge improve this model by a considerable margin.

Zhao et al. (2017)2 used CNN based character embeddings with stacked convolutional layers for disease name recog-
nition, and also leveraged lexicon features. Compared to their method, we use additional external tagging embeddings
and the generic LSTM-CRF model architecture to achieve better precision and F1 scores.

For our ablation study, we encode lexicon embeddings or external tagging embeddings before or after the bi-directional
LSTM layer in the generic architecture. For both lexicon embeddings and external tagging embeddings, adding the
embeddings to both before and after the LSTM layer yields better results than just adding to either before or after
the LSTM layer. Adding lexicon embeddings before the LSTM layer has better performance than adding to after the
LSTM layer, while adding external tagging embeddings after the LSTM layer has better performance than adding to
before the LSTM layer. Since lexicon embedding is more like the basic features for training the model, it has better
performance of adding it before the LSTM layer, however, external tagging embeddings has better performance when
added after the LSTM layer.

We further encode both lexicon and external tagging embeddings, and our best model with addition of both embed-
dings to both before and after the LSTM layer has the best accuracy of 0.981, precision of 0.868, and F1 value of
0.853, establishing the new state-of-the-art performance compared with existing methods on the NCBI dataset. All
improvements (F1 values) of our best model are computed to be statistically significant (p < 0.05) with respect to our
baselines.

Figure 5: Normalized confusion matrix of gold labels with lexicon labels and external tagging labels.

Figure 6: Normalized confusion matrix of gold labels with predicted labels (Left: model without using domain
knowledge; Right: Model using domain knowledge).

In Figure 5, we compare the labels from lexicon and external tagging with gold standard labels at the word level using
the normalized confusion matrix. The y-axis represents gold standard labels, and the x-axis represents lexicon labels
(the confusion matrix on the left) or external tagging labels (the confusion matrix on the right). In the left matrix, 0.58
denotes the fraction of “B-disease” in gold labels are correctly labeled as “B-disease” in lexicon labels; 0.31 denotes
the fraction of “I-disease” in gold labels are correctly labeled as “I-disease” in lexicon labels; 0.96 denotes the fraction
of “O” in gold labels are correctly labeled as “O” in lexicon labels. In the right matrix, 0.47 denotes the fraction of
“B-disease” in gold labels are correctly labeled as “B-disease” in external tagging labels; 0.4 denotes the fraction of
“I-disease” in gold labels are correctly labeled as “I-disease” in external tagging labels; 0.96 denotes the fraction of
“O” in gold labels are correctly labeled as “O” in external tagging labels. In terms of “B-disease” labels, lexicon labels
are better than external tagging labels.
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Similar to Figure 5, in Figure 6 we compare gold standard labels with predicted results from our two models: one is
the LSTM-CRF-charMIX model without domain knowledge, and the other is our best model using domain knowledge
(lexicon embeddings and external tagging embeddings). In the left matrix, 0.84 denotes the fraction of “B-disease” in
gold labels are correctly predicted as “B-disease”; 0.84 denotes the fraction of “I-disease” in gold labels are correctly
predicted as “I-disease”; 0.99 denotes the fraction of “O” in gold labels are correctly predicted as “O”. In the right
matrix, 0.84 denotes the fraction of “B-disease” in gold labels are correctly predicted as “B-disease”; 0.85 denotes the
fraction of “I-disease” in gold labels are correctly predicted as “I-disease”; 0.99 denotes the fraction of “O” in gold
labels are correctly predicted as “O”. In terms of “I-disease” labels, the model with domain knowledge is better than
the model without using domain knowledge.

Related Work

Our work has been motivated by the recent success of deep learning models that effectively incorporate external do-
main knowledge for various biomedical NLP tasks25, 26. CNNs have been successfully applied to a variety of biomed-
ical NLP tasks in the literature as well as for named entity recognition. For example, CNNs are successfully used to
recognize named entities from biomedical text recently27. Some recent works explore the use of RNN architectures
for the task of clinical event detection such as disease, treatment, test, adverse drug event etc. from free text EHR
notes28–30.

Bidirectional RNNs are used for the task of biomedical events trigger identification31 and with combination of CNNs
to learn disease name recognition models with word- and character-level embedding features3.

Bidirectional LSTMs are used to model relational and contextual similarities between the named entities in biomedical
articles to understand meaningful insights towards providing appropriate treatment suggestions32, to extract clinical
concepts from EHR reports33, and for named entity recognition from clinical text34, 35. Both CNNs and LSTMs have
been used in generating character embeddings for a variety of NLP tasks. Hence, we explore an integration of CNN
and LSTM for generating character embeddings to improve performance.

Zhao et al. (2017)2 used CNN based character embeddings with stacked convolutional layers for disease name recogni-
tion, and also leveraged lexicon features. Compared to their method, we used additional external tagging embeddings
and the generic LSTM-CRF model architecture to obtain better scores. The model architecture of Sahu and Anand
(2016)3 is similar to our proposed model structure, however, they did not have an integrated character embedding ap-
proach using both CNN and LSTM, and they did not use any domain knowledge. Habibi et al.(2017)16 used a similar
LSTM-CRF model architecture as we discussed in Figure 2 (with charLSTM) with different data preprocessing and
parameters settings. By contrast, our models with combined charMIX and encoded domain knowledge improve this
model by a considerable margin.

Conclusion

In this paper, we proposed a domain knowledge-enhanced LSTM-CRF model for disease named entity recognition.
Firstly, we proposed charMIX, an approach to generate character embeddings by integrating embeddings from both
charCNN and charLSTM. Then we integrated domain knowledge from a vocabulary and a clinical NLP engine into
different layers of the LSTM-CRF model architecture. Our experiments show the impact of domain knowledge on
the performance of the models when added at different parts of the network. Our proposed models achieved new
state-of-the-art results in disease named entity recognition on the NCBI scientific article dataset.
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Abstract 

Background: Immunotherapy is seen as a promising new treatment for cancer but it may also cause immune-related 
adverse events (irAEs). Post-market surveillance of immunotherapy drugs highly depends on the ability to capture 
and standardize irAE data. The Common Terminology Criteria for Adverse Events (CTCAE) is a potential 
terminology that can be leveraged for irAEs standardization. However, the capability of the CTCAE in irAEs 
standardization needs to be evaluated. Methods: We investigated the irAEs of six FDA approved cancer 
immunotherapy monoclonal antibodies (mAbs) and evaluated the coverage of the CTCAE for capturing irAEs. We 
manually identified irAEs from drug labels of the 6 mAbs as the gold standard. We assessed the performance of two 
text mining pipelines using the dictionary lookup of the CTCAE terms and identified irAEs. In the coverage 
evaluation, the CTCAE was compared with MedDRA, a standard terminology for regulatory science, for irAE 
standardization. Results: We manually identified 510 unique irAEs from the drug labels. When using the CTCAE as 
a dictionary to run the text mining pipeline, the precision, recall and F-measure value was 100%, 10.78% and 
19.47%. After adding manually identified irAE terms into the dictionary, the recall and F-measure value 
significantly improved, increased to 95.69% and 97.31%, respectively. In the coverage evaluation, compared with 
MedDRA, the coverage rate of the CTCAE is only 13.50% when taking all the mining results together into 
consideration. Conclusion: With some limitations in our study, we clearly demonstrated that the CTCAE needs an 
extension to meet the irAE standardization task. 

Introduction 

By improving a patient’s immune system for therapeutic benefit in cancer, immunotherapy is seen as a promising 
treatment for cancer recently [1]. The United States Food and Drug Administration (FDA) has approved six immune 
checkpoint-blocking antibodies for the treatment of cancer since 2011. However, those immunotherapies could 
cause immune-related adverse events (irAE) due to the increasing activity of the immune system. IrAEs may affect 
many organ systems such as the gastrointestinal tract, endocrine glands, skin and liver [2]. Most of those irAEs are 
mild to moderate severity, but sometimes it can be serious, irreversible, or even fatal. In addition, due to the fact that 
these agents are new to the market, it’s important to conduct studies using real-world data to investigate their safety 
profiles. However, the irAEs in clinical data is usually heterogeneous and error-prone. The success of post-market 
surveillance of immunotherapy drugs also highly depends on the ability to capture and standardize irAE data. From 
the point view of data standardization, harmonized terminology is required to report and describe irAEs in order to 
interpret the safety data.  

The Common Terminology Criteria for Adverse Events (CTCAE) [3] is a potential candidate terminology that may 
meet our requirement for irAEs standardization. The CTCAE is a descriptive terminology used for adverse events 
(AE) with standard grading scale and it has also been widely accepted throughout the oncology research community 
[4]. Although the CTCAE has been utilized to standardize and grade the irAEs in some immunotherapy related 
studies [5-8], few studies have been focused on investigating the coverage of the CTCAE in standardizing irAEs. 

The objective of our study is to evaluate the feasibility of utilizing the CTCAE to standardize irAEs. In order to 
investigate the performance of the CTCAE in mining different irAE data sources, we choose drug labels, irAE-
related publications and FDA Adverse Event Reporting System (FAERS) data as materials for a comprehensive 
evaluation. We use a customized text-mining pipeline based on a CTCAE dictionary and conduct an irAEs detection 
by FAERS data. We assess the coverage of the CTCAE for capturing the irAEs in both structured data (i.e., the 
FAERS data) and unstructured data including drug labels and literature. 
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Materials and Methods 

Materials 

CTCAE. The current released version is CTCAE 5.0 [3]. This version contains 837 AE terms with the Medical 
Dictionary for Regulatory Activities (MedDRA) codes. Most AE terms are associated with a 5-point severity scale. 
The AE terms are grouped by the MedDRA System Organ Class (SOC). In the CTCAE, “Grade” refers to the 
severity of the adverse event (AE). The CTCAE displays Grades 1 (mild) through 5 (extremely severe) with unique 
clinical descriptions of severity for each AE based on a general guideline. 

MedDRA is a rich and highly specific standardized medical terminology [9], aiming to facilitate sharing of 
regulatory activities information for human medical products. MedDRA is organized by hierarchy structure. There 
are 5 hierarchy levels in MedDRA; System Organ Classes (SOCs), High Level Group Terms (HLGTs), High Level 
Terms (HLTs), Preferred Terms (PTs) and Lowest Level Terms (LLTs). In the latest version of MedDRA, there are 
more than 70,000 terms recorded. MedDRA has been widely used in the drug safety surveillance projects for the 
adverse events standardization.  

cTAKES – Clinical Text Analysis and Knowledge Extraction System [10]. Built on an operable interface 
Unstructured Information Management Architecture (UIMA), cTAKES provides a pipeline for selecting which 
descriptors are used together and for determining the order of the descriptors (see detail in cTAKES 4.0 Component 
Use Guide). Dictionaries such as UMLS, SNOMED CT, and RxNorm are integrated into the cTAKES clinical 
pipeline. cTAKES discovers clinical named entities and clinical events using a dictionary lookup algorithm and a 
subset of the UMLS. The fast dictionary lookup annotator supports the definition of a custom dictionary that 
performs the same basic functions as the original dictionary lookup annotator to identify terms in text and normalize 
them to codes in a dictionary.  The module comes with multiple possible pre-packed configurations and is also 
customizable and extensible. In this study, we developed a text-mining pipeline specific for the irAE detection using 
the fast dictionary lookup feature of the cTAKES. 

Drug Labels from the Structured Product Labeling (SPL). The Structured Product Labeling (SPL) is a document 
markup standard approved by the Health Level Seven (HL7) and adopted by the FDA as a mechanism for 
exchanging product information [11]. The National Library of Medicine (NLM) DailyMed web site provides high 
quality information about marketed drugs derived from FDA SPLs [12]. The search functionality of the web site 
only supports a single drug name or NDC code input so a user cannot query against multiple medications 
simultaneously. Furthermore, the adverse events are described in free text (i.e. non machine-readable) under a 
number of section headings (e.g. the Adverse Reaction Section). In this study, we choose 6 monoclonal antibodies 
(mAbs) that are those approved by FDA for cancer immunotherapy and download their drug labels from DailyMed. 
Table 1 shows the basic information of these 6 mAbs.  

Table 1. Basic information of 6 cancer immunotherapy mAbs  

Drug name Active Ingredients FDA approval year 

YERVOY ipilimumab 2011 

KEYTRUDA pembrolizumab 2014 

OPDIVO nivolumab 2014 

TECENTRIQ atezolizumab 2016 

IMFINZI durvalumab 2017 

BAVENCIO avelumab 2017 

 
IrAEs related PubMed publication. In order to evaluate the performance of CTCAE in irAE-related publication, 
we retrieved publication from PubMed and built an irAE-related publication text-mining data set. The query 
"immune-related [All Fields] AND adverse[All Fields] AND events[All Fields]” (retrieve date: Jan. 2018) was used 
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to retrieve publications from PubMed. A total of 679 irAEs related publications were obtained. Then we 
downloaded all the abstract text and full text of 20 review papers as the irAE-related publication text-mining data 
set.  

FAERS is a database that contains adverse event reports, medication error reports, and product quality complaints 
resulting in adverse events that were submitted to FDA [13]. FAERS provides rich information on voluntary reports 
of suspected adverse events and has been widely used for drug safety signal detection and pharmacovigilance 
applications. And all the adverse events in FAERS have already standardized by MedDRA. Since September 2012, 
the format of the FAERS database has been changed. In this study, we used the new format of the FAERS data from 
September 2012 to March 2017. Among over 4 million patients’ adverse reports in FAERS during September 2012 
to March 2017, a total of 24883 mAbs related AE reports were collected. And the number of patients for the 6 mAbs 
are 8556 (Ipilimumab), 5099 (Pembrolizumab), 12569 (Nivolumab), 893 (Atezolizumab), 27 (Durvalumab) and 5 
(Avelumab). 

Methods 

In this study, we first conduct a manual review to create the gold standard from the drug labels of 6 mAbs and then 
use it to evaluate the performance of two cTAKES pipelines in extracting irAEs terms. In the coverage evaluation, 
irAEs terms from drug label are combined with irAE terms extracted from the publication and irAE signals detected 
from FAERS data. We also compared with MedDRA-based approach for the coverage evaluation of the CTCAE. 

Drug label text mining and manual evaluation. In this study, we manually reviewed all the 6 mAbs drug labels to 
identify irAEs as the gold standard to calculate the baseline performance of CTCAE. Two authors (KR, GJ) 
manually reviewed the drug label text under the section WARNINGS AND PRECAUTIONS and the section 
ADVERSE REACTIONS of six mAb drugs (as shown in Table 1), and identified the irAE terms out of the drug 
label text, coming to consensus via discussion. Both KR and GJ have medical backgrounds, and KR is a medical 
oncologist with both clinical and research expertise in treatment toxicities. We also developed a customized text 
mining pipeline using the Fast Dictionary Lookup feature provided by the cTAKES v4.0 and created a custom 
dictionary based on the CTCAE terms using a bar-separated value (BSV) (a.k.a. pipe-separated) flat file. In order to 
make a comparison and provide a performance evaluation of cTAKES in our irAE extraction task, we also ran 
another enhanced pipeline which used both CTCAE and manual review results as dictionary. By implementing the 
pipeline, irAE terms could be extracted from the drug label text under the section WARNINGS AND 
PRECAUTIONS and the section ADVERSE REACTIONS. Then we evaluated the baseline performance using 
manually identified irAE terms as the gold standard, and standard measures of two pipelines (precision, recall and f-
measure) were calculated respectively. 

IrAE related publication text mining. In order to evaluate the coverage of CTCAE for mining irAEs in 
publications, we also performed the enhanced text mining pipeline as described above in our PubMed publication 
data set. Then we compared the number of CTCAE terms and all the irAEs terms which were extracted from those 
publication text to investigate the performance of CTCAE.  

FAERS based irAE signal detection. In order to assess the feasibility of CTCAE on immunotherapy drug safety 
surveillance, we conducted an irAEs detection using FAERS data. Adverse event reports of 6 mAbs were extracted 
from FAERS and reporting odds ratio (ROR) algorithm was used to detect the irAEs (ROR algorithm is shown in 
Table 2 and Equation 1). When the case number of one irAE is more than 2 and the lower 95% confidence interval 
(95% CI) of ROR is more than 1, the specific adverse event would be seen as a positive irAE signal. For the purpose 
of evaluation, all the positive signals were integrated to two data sets respectively, the signals in the first set was 
annotated by CTCAE and in the other one was annotated by MedDRA.  

Table 2. The contingency table for the calculation of ROR algorithm  

 Reports with target event Reports without target event 
Reports with mAbs a b 
Reports without mAbs c d 
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𝐑𝐎𝐑 = 𝒂/𝒃
𝒄/𝒅

    (Equation 1) 

 

Comparison with MedDRA-based text mining pipeline. We implemented the third text mining pipeline using all 
the MedDRA terms (version 20.0) for the cTAKES dictionary lookup. We processed the drug labels and publication 
text using the MedDRA-based text mining pipeline and compared the results with those using enhanced CTCAE 
pipeline.  

Results 

Baseline performance of text mining pipelines. Table 3 shows manual performance of irAEs identification results. 
By the manual review, we totally collected 510 unique irAEs from all the 6 drug labels. As previously mentioned, in 
order to evaluate the feasibility of CTCAE in describing irAEs, we implemented two pipelines with different 
dictionaries respectively to make a comparison. In the first pipeline, we only used CTCAE as the identification 
dictionary and 55 irAEs terms were extracted from 6 drug labels. In the enhanced pipeline with both original 
CTCAE and additional manual identified irAE terms dictionary, we extracted 493 irAEs terms. Then, the precision, 
recall and F-measure value was calculated for those pipelines using the manually identified irAE terms as the gold 
standard. For the CTCAE only pipeline, the precision, recall and F-measure value is 100%, 10.78% and 19.47%, 
compared with 98.99%, 95.69% and 97.31% in enhanced pipeline. In addition, for the recall and F-measure value of 
each specific drug label, there is also an improving by the enhanced pipeline. This indicates that CTCAE may not 
cover many irAEs and add more adverse terms in it could improve the performance of CTCAE. 

Table 3. Performance of two text mining pipelines for the irAEs identification from drug labels of 6 mAbs.   

Drug Name 
(mAb) 

Manual 
identified 

irAEs 
terms 

Dictionary 

cTAKES 
Identified 

irAEs 
terms 

TP - 
true 

positive 

FP - 
false 

positive 

FN - 
false 

negative 

Precision 
(TP/(TP+FP)) 

Recall 
(TP/(TP+FN)) 

F-measure 
(2PR/(P+R)) 

YERVOY-  
ipilimumab 130 

CTCAE 
Only 35 35 0 95 100% 26.92% 42.42% 

Enhanced 132 124 8 6 93.94% 95.38% 94.66% 
KEYTRUDA-  
pembrolizumab 207 

CTCAE 
Only 23 23 0 184 100% 11.11% 20.00% 

Enhanced 222 203 19 4 91.44% 98.07% 94.64% 
OPDIVO-  
nivolumab 233 

CTCAE 
Only 18 18 0 215 100% 7.73% 14.34% 

Enhanced 253 229 24 4 90.51% 98.28% 94.24% 
TECENTRIQ-  
atezolizumab 154 

CTCAE 
Only 14 14 0 140 100% 9.09% 16.67% 

Enhanced 156 143 13 11 91.67% 92.86% 92.26% 
IMFINZI-  

durvalumab 186 
CTCAE 

Only 20 20 0 166 100% 10.75% 19.42% 
Enhanced 188 173 15 13 92.02% 93.01% 92.51% 

BAVENCIO-  
avelumab 154 

CTCAE 
Only 29 29 0 125 100% 18.83% 31.69% 

Enhanced 153 146 7 8 95.42% 94.81% 95.11% 

Total 510 
CTCAE 

Only 55 55 0 455 100% 10.78% 19.47% 
Enhanced 493 488 5 17 98.99% 95.69% 97.31% 

 
Out of 510 terms identified from drug labels, 156 terms (30.59%) are covered by the CTCAE whereas 354 terms 
(69.41%) are not included in the CTCAE. We also mapped those non-CTCAE terms into the SOC classes.  Table 4 
shows the SOC distribution of 354 non-CTCAE terms. 

Table 4. SOC distribution of 354 non-CTCAE terms. (Some terms may belong to more than one SOCs) 

SOCs No. of 
terms SOCs No. of 

terms SOCs No. of 
terms 

Blood and lymphatic system 
disorders 13 Infections and infestations 36 Renal and urinary disorders 12 

Cardiac disorders 7 Injury, poisoning and procedural 11 Reproductive system and breast 4 
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complications disorders 

Ear and labyrinth disorders 2 Investigations 32 Respiratory, thoracic and 
mediastinal disorders 26 

Endocrine disorders 17 Metabolism and nutrition 
disorders 22 Skin and subcutaneous tissue 

disorders 57 

Eye disorders 12 Musculoskeletal and connective 
tissue disorders 17 Surgical and medical procedures 1 

Gastrointestinal disorders 20 Neoplasms benign, malignant and 
unspecified (incl cysts and polyps) 6 Vascular disorders 20 

General disorders and 
administration site conditions 29 Nervous system disorders 32   

Hepatobiliary disorders 8 Pregnancy, puerperium and 
perinatal conditions 3   

Immune system disorders 30 Psychiatric disorders 8 Couldn’t classify in SOCs 44 
 
irAEs terms identified from publication text. By the retrieval query we raised before, 679 abstracts and 20 
reviews were retrieved as of January 24, 2018. Table 5 shows the irAEs publication text mining result by enhanced 
CTCAE pipeline. A total of 316 unique MedDRA PTs was identified. Among them, 246 unique terms are identified 
from abstract text, and 228 PTs are from 20 review full paper text. 

Table 5. Text mining result for irAEs related publications.  

 PubMed Retrieval Result 
(Num. of Abstracts/Papers) 

Enhanced CTCAE Text Mining Result  
(Unique Terms/Non CTCAE Terms) 

Abstract 679 246/129 
Review full paper 20 228/124 
Total 679 316/166 

 
irAEs signals identified based on FAERS data mining. A total of 94 irAEs signals were identified for the 6 mAbs 
from the FAERS data. All of the 94 irAE signals are covered by the CTCAE. Table 6 shows those 94 signal terms 
and their System Organ Classes (SOCs). 
 

Table 6. irAEs detection result based on FAERS data. 

No. irAEs Signal Term MedDRA 
Code SOCs No. irAEs Signal Term MedDRA 

Code SOCs 

1 Eosinophilia 10014950 Blood and 
lymphatic 

system 
disorders 

48 Stevens-Johnson syndrome 10042033 Injury, 
poisoning and 

procedural 
complications 

2 Febrile neutropenia 10016288 49 Infusion related reaction 10051792 

3 Leukocytosis 10024378 50 Infusion site extravasation 10064774 

4 Ascites 10003445 

Cardiac 
disorders 

51 Alanine aminotransferase increased 10001551 

Investigations 
Metabolism and 

nutrition 
disorders 

5 Atrial fibrillation 10003658 52 Aspartate aminotransferase increased 10003481 
6 Atrial flutter 10003662 53 Blood bilirubin increased 10005364 
7 Atrioventricular block complete 10003673 54 Blood corticotrophin decreased 10005452 
8 Conduction disorder 10010276 55 Blood lactate dehydrogenase increased 10005630 
9 Myocarditis 10028606 56 Lipase increased 10024574 
10 Pericardial effusion 10034474 57 Lymphocyte count decreased 10025256 
11 Pericarditis 10034484 58 Neutrophil count decreased 10029366 
12 Supraventricular tachycardia 10042604 59 Platelet count decreased 10035528 

13 Ventricular arrhythmia 10047281 60 Dehydration 10012174 
Metabolism and 

nutrition 
disorders 

14 Adrenal insufficiency 10001367 

Endocrine 
disorders 

61 Chills 10008531 Musculoskeletal 
and connective 
tissue disorders 

15 Hyperthyroidism 10020850 62 Myositis 10028653 
16 Hypopituitarism 10021067 63 Rhabdomyolysis 10039020 
17 Hypothyroidism 10021114 64 Encephalopathy 10014625 

Nervous system 
disorders 

18 Hypophysitis 10062767 65 Guillain-Barre syndrome 10018767 
19 Conjunctivitis 10010741 

Eye disorders 

66 Leukoencephalopathy 10024382 
20 Keratitis 10023332 67 Meningitis 10027199 
21 Uveitis 10046851 68 Myelitis 10028524 
22 Eyelid function disorder 10061145 69 Peripheral motor neuropathy 10034580 
23 Abdominal pain 10000081 Gastrointestinal 

disorders 
70 Peripheral sensory neuropathy 10034620 

24 Colitis 10009887 71 Spinal cord compression 10041549 
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25 Colonic fistula 10009995 72 Facial nerve disorder 10061457 
26 Duodenal perforation 10013832 73 Nephrotic syndrome 10029164 Renal and 

urinary 
disorders 

27 Enterocolitis 10014893 74 Cystitis noninfective 10063057 
28 Ileal perforation 10021305 75 Acute kidney injury 10069339 
29 Ileus 10021328 76 Aspiration 10003504 

Respiratory, 
thoracic and 
mediastinal 
disorders 

30 Pancreatitis 10033645 77 Bronchial fistula 10006437 
31 Proctitis 10036774 78 Bronchial obstruction 10006440 
32 Small intestinal obstruction 10041101 79 Hypoxia 10021143 
33 Small intestinal perforation 10041103 80 Pleural effusion 10035598 
34 Enterocolitis infectious 10058838 81 Pleuritic pain 10035623 
35 Capillary leak syndrome 10007196 General 

disorders and 
administration 
site conditions 

82 Pneumonitis 10035742 
36 Fatigue 10016256 83 Pneumothorax 10035759 
37 Disease progression 10061818 84 Respiratory failure 10038695 
38 Mucosal infection 10065764 85 Stridor 10042241 
39 Cholecystitis 10008612 Hepatobiliary 

disorders 

86 Tracheal obstruction 10044291 
40 Hepatic failure 10019663 87 Bronchopleural fistula 10053481 
41 Bile duct stenosis 10051341 88 Non-cardiac chest pain 10062501 
42 Myasthenia gravis 10028417 

Immune 
system 

disorders 

89 Pruritus 10037087 Skin and 
subcutaneous 

tissue disorders 
43 Toxic epidermal necrolysis 10044223 90 Rash maculo-papular 10037868 
44 Cytokine release syndrome 10052015 91 Skin hypopigmentation 10040868 
45 Autoimmune disorder 10061664 92 Disseminated intravascular coagulation 10013442 

Vascular 
disorders 46 Sepsis 10040047 Infections and 

infestations 
93 Portal vein thrombosis 10036206 

47 Lung infection 10061229 94 Superior vena cava syndrome 10042569 
 
Comparison with MedDRA-based text mining pipeline. We compared the CTCAE-based text mining results with 
the results from MedDA-based text mining. Figure 1 shows the coverage rate of the CTCAE in the different 
situations. Compared with MedDRA, the coverage rate of the CTCAE in identifying irAEs from the drug labels and 
from the publication is 9.98% and 12.42% respectively (Figure 1a, Figure 1b). For the irAEs signal detection study 
(Figure 1c), all of the 94 irAEs signals annotated by MedDRA terms could also be annotated by the CTCAE. We 
also merge all the results from different tasks into one set to make a coverage evaluation. A total of 200 unique 
CTCAE terms and 1482 MedDRA terms were found in all of three irAE mining tasks. The coverage evaluation 
shows that MedDRA could capture more irAEs terms that are not included in the CTCAE from unstructured irAE 
text. Rigorous evaluation of MedDRA text mining pipeline is beyond the scope of the paper and will be conducted 
in the future. 
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Figure 1. CTCAE coverage rate for different text mining tasks (compared with MedDRA). 2a is the text mining 
result for drug labels; 2b is the result for publications; 2c is the result for FAERS-based signal detection; and 2d is 
the result for systematic evaluation. 
 

Discussion 

IrAEs have increasingly got a concern in clinical immunotherapy administration, especially for specifying and 
standardizing the severity scale. The CTCAE is a widely used terminology to assess and grade the irAEs in 
oncology research and evaluation. Although the CTCAE is a subset of MedDRA and only has 837 adverse event 
related terms, it provides detailed severity scale definition for every term which meets the needs of clinical 
application. However, due to the fact that irAEs are caused by some new agents in the market, CTCAE may not 
cover all the irAEs, and this will lead to the insufficient coverage of some irAEs and cause inaccurate clinical 
observational results. Therefore, it is important to evaluate the coverage of the CTCAE in capturing irAEs for the 
standardization purpose. 

In this study, we respectively implement a manual evaluation and a systematic evaluation to assess the performance 
of the CTCAE based irAEs standardization. In manual evaluation, we found that many of irAEs are not included in 
the CTCAE by drug label manual review. The performance of text mining pipeline has been significantly improved 
when we added the manually identified terms into the dictionary, which also indicate that the CTCAE has to be 
extended with some more specific terms to satisfy the demand of irAEs standardization. In addition, the same irAE 
signal detection results reveal that the CTCAE could describe most of common irAEs. However, the text mining 
result in comparison with MedDRA-based pipeline shows that MedDRA may cover more irAEs. Note that 
MedDRA don’t provide the severity scale standard, so we think it may be necessary to add more terms and relevant 
severity level information to the CTCAE, for a better standardized description of irAEs. 

We leveraged advanced text-mining technology for processing unstructured drug safety data. We noted that 
although the recall of our text-mining pipeline was improved significantly after enhancing the CTCAE dictionary 
with the irAE terms manually extracted from drug labels, some of the irAE terms could not be identified by the 
dictionary lookup method used in our pipeline. We have checked underlying reasons behind the unrecognized terms 
and found out that most of these unrecognized terms are related to the laboratory tests, including Aspartate 
aminotransferase increased, Alanine aminotransferase increased, Blood bilirubin increased, Blood thyroid 
stimulating hormone increased, Blood thyroid stimulating hormone decreased, Amylase increased, and Lipase 
increased. We believe that with this pattern identified, the issue can be fixed using a rule-based approach in the 
future update.  

For the MedDRA-based text mining pipeline, we did not evaluate the baseline performance as the main purpose is to 
demonstrate that the coverage of the CTCAE for capturing irAEs is limited and additional efforts should be taken to 
produce a CTCAE extension with a relatively comprehensive list of irAEs coded in MedDRA. Therefore, despite 
the fact that we had limited evaluation on the text mining tool, the comparison of evaluation still demonstrated that 
the CTCAE needs an extension to meet the irAEs standardization task. 

 

Conclusion 

In this study, we implemented a number of text mining pipelines to assess the coverage of CTCAE for capturing 
irAEs for the purpose of standardization. We demonstrated that the CTCAE may satisfy the basic requirement for 
representing irAEs as illustrated in the FAERS signal detection, while CTCAE needs to be extended to cover more 
irAE terms to achieve the specific demand in advanced clinical research and application on irAEs. 
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Abstract

We propose a deep learning-based multi-task learning (MTL) architecture focusing on patient mortality predictions
from clinical notes. The MTL framework enables the model to learn a patient representation that generalizes to a
variety of clinical prediction tasks. Moreover, we demonstrate how MTL enables small but consistent gains on a
single classification task (e.g., in-hospital mortality prediction) simply by incorporating related tasks (e.g., 30-day
and 1-year mortality prediction) into the MTL framework. To accomplish this, we utilize a multi-level Convolutional
Neural Network (CNN) associated with a MTL loss component. The model is evaluated with 3, 5, and 20 tasks and is
consistently able to produce a higher-performing model than a single-task learning (STL) classifier. We further discuss
the effect of the multi-task model on other clinical outcomes of interest, including being able to produce high-quality
representations that can be utilized to great effect by simpler models. Overall, this study demonstrates the efficiency
and generalizability of MTL across tasks that STL fails to leverage.

Introduction

A significant amount of patient information is documented in unstructured data within Electronic Health Records
(EHRs) such as discharge summaries, lab reports, radiology reports, and nursing notes. Many efforts via machine
learning approaches have focused on mining and extracting patient information from these document resources to
provide meaningful encoded representations. Such approaches, however, largely focus on just a single task and fail
to realize the possible shared information between related tasks. While a good representation for a specific task does
not automatically imply good performance on similar tasks, the sharing of information between models could result
in performance improvements for all tasks. Despite this, there has been relatively few studies attempting to utilize
multiple tasks on clinical notes.

Multi-task learning (MTL) is a subfield of machine learning in which multiple related tasks are trained simultaneously
and the learned parameters are partly shared1. By sharing information between related tasks, MTL improves the
generalization and performance of the model by leveraging the hidden information of related tasks, when compared
to training individual tasks. MTL intuitively makes sense due to its power of helping the model focus attention
and acting as a regularization by introducing an inductive bias1. Various MTL approaches differ in terms of model
structure, including optimization techniques, and levels of information sharing (see Figure 1).

In this study, we propose a deep learning-based MTL approach that encodes a common patient representation by
leveraging clinical note information on multiple mortality prediction tasks. Our method falls into the MTL type of
joint training where different predictions are regarded as different tasks and loss functions of individual tasks are
optimized simultaneously. We investigate the method on tasks related to patient mortality and length of stay prediction
using data from the public MIMIC-III2 intensive care database. Specifically, we adopt a multi-level Convolutional
Neural Network (CNN)3 to train the shared representation from clinical notes jointly on all prediction tasks. Then we
use the representation to predict additional tasks which are achieved by a simple neural network model with single
dense layer. Our ultimate goal is to build a general-purpose patient representation by incorporating multiple resources
and predicting interesting clinical outcomes. This representation will be an effective tool to support a variety of clinical
research problems from quality care improvement (e.g., readmission prediction) to clinical prediction (e.g., mortality
prediction, early diagnosis detection).

The remainder of this paper is structured as follows. First, we describe the relevant prior work, notably MTL applica-
tions in both artificial intelligence and biomedicine. Next, we introduce the model with its objective function. Then
we describe our experiments on mortality prediction. After that, we present our results by empirically evaluating the
model. Finally, we conclude with a discussion, including the limitations of the method and directions for future work.

779



Figure 1: MTL architecture. a: Soft Parameter Sharing Training. b: Alternate Training. c: Joint Training

Background

With the emergence of deep learning, there has been renewed interest in utilizing MTL to improve learning efficiency
and prediction accuracy. A recent study by Zhang and Yang4 detailed the theoretical foundations and future trends of
MTL. Ruder5 presented a comprehensive overview of MTL with deep neural networks and concluded that deep learn-
ing largely speeds up the computation and enhances the chances of achieving MTL. Numerous studies in artificial
intelligence have successfully attempted to apply MTL to existing tasks, including computer vision6–10, natural lan-
guage processing11–16, and speech recognition17. It is now well-established that MTL can enhance learning efficiency
if the model is able to selectively share information in a manner that avoids negative effects between related tasks18.
Even when confronting such challenges, MTL tends to provide insights into tasks, and it has been further applied to
biomedical settings where the main goal is scientific discovery, e.g., biological functions19, 20 and drug discoveries21.

Even without MTL, researchers have demonstrated the competence of multilabel disease modeling on EHR data22–24.
Currently, multi-task EHR learning has been utilized as a strategy on clinical events where certain model parameters
can be shared and certain parameters can be specialized. Those events pose a challenging problem in medicine due
to the complexity of associated conditions and multiple modalities of data from heterogeneous sources25. Futoma
et al.26, 27 proposed Multitask Gaussian Process (MGP) Recurrent Neural Network (RNN) classifier to detect early
sepsis with physiological variables including vitals and laboratory values. Nagpal28 concatenated clinical report word
embedding with ICD-9 code embedding as the input towards a late fusion multi-task network to predict certain clinical
conditions, which outperformed simple feature representation. Harutyunyan et al.29 formulated a heterogeneous
MTL architecture using time series variables to predict four benchmark clinical tasks including in-hospital mortality,
decompensation, forecasting length of stay and phenotype classification. Ngufor et al.30, 31 explored strategies of
how to cluster similar tasks in MTL to enhance cross-transfer of shared knowledge by predicting blood transfusion
procedure outcomes. Razavian at al.32 compared three MTL neural networks including two CNN variants and one
Long Short Term Memory network (LSTM) variant with single task learning (STL) baselines to predict the onset of
chronic kidney disease based solely on longitudinal lab test values. Wiens et al.33 adapted MTL to learn models for
patient risk stratification where different patient populations are considered as related tasks. Wang et al.34 proposed
a MTL algorithm for joint disease onset prediction using ICD-9 codes, which outperformed STL models. Nori et
al.35 achieved higher performance of several variants of multi-task models than single task models in predicting ICU
patient mortality using variables from patient demographic information and ICD-10 codes. Lopez-Martinez et al.36, 37

made use of physiological signals such as skin conductance and electrocardiogram results and implemented a MTL
technique to leverage information across patient populations in pain recognition predictions. Overall, these studies
highlight the trend for adopting MTL based on lab tests or physiological variables in clinical settings.

Meanwhile, several studies have developed patient representations from free-text clinical data. Sushil et al.38 learned
patient representations using unsupervised methods and evaluated the representation in multiple supervised setups
including patient gender, mortality, diagnostic, and procedural categories. Dubois et al.39 generated patient represen-
tations from a source task of visit diagnosis prediction and used target tasks to evaluate. However, little research has
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investigated the usage of MTL to develop the patient representation itself. To the best of our knowledge, this is the
first study that explicitly focuses on building an encoded patient vector representation from publicly accessible clinical
notes via multi-task deep learning.

Method
1 Data and Prediction settings

Following the preprocessing steps in Grnarova et al.3, we retrieve clinical notes associated with patient metadata from
MIMIC-III2. We remove neonates and patients with more than one hospital admission, then exclude the discharge
summary and all notes written post-discharge. Each patient with a single admission has multiple clinical notes and each
note has a category that indicates the specific type such as ”ECG” or ”Nursing”. We tokenize the notes using regular
expressions, keeping only the 300K most frequent words and then pre-train word embeddings for the network input.
The word embeddings are trained using the Continuous Bag-of-Words (CBOW) model with gensim40. Additionally,
the category of the clinical note is concatenated with the sentence representations (following Grnarova et al.3) as the
input of a sentence-level network where the initial category embedding is randomly assigned but dynamically altered
during training.

We focus on two issues of common concern in ICU prediction scenarios: patient mortality prediction and forecasting
length of stay. We use these issues as either source tasks to learn the representation or target tasks to evaluate the
representation. Mortality predictions includes in-hospital mortality and mortality at certain time post-discharge. For
in-hospital mortality, the death time is always the same as the discharge time. For mortality post-discharge, since
MIMIC-III uses the social security master death index2, we are able to calculate the exact death date for post-discharge
mortality. Following these steps, we avoid the use of any future information to predict the current situations and derive
the ground-truth label of each task from structured data of MIMIC-III2.

2 Network Architecture

Figure 2: Model architecture overview

The basic structure of the model for MTL training on source task is a Convolutional Neural Network (CNN). We
propose an architecture that includes two levels: a word-level CNN and a sentence-level CNN (hereafter, referred to
in combination as a multi-level CNN). As shown in Figure 2, word embeddings are first aggregated into a sentence
representation (denoted as the word-level CNN), then sentence representations are used to generate a single patient
representation (denoted as the sentence-level CNN). We concatenate multiple notes of one patient into one document,
thus the model does not consider any temporal information. To consider the relations between sentences, we add the
loss of each sentence derived from the word-level CNN with the loss function of the sentence-level CNN (known as
target replication3). For each task, we apply a softmax function after the final layer and each task is optimized for
cross entropy loss. To achieve joint multi-task learning, we sum up losses from all the tasks and optimize the final
loss. The loss function the MTL task is defined as follows:
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L =

m∑
j=1

[ lj(y, y*) +
λ

n

n∑
i=1

li(y, y*)] , y ∈ [0, 1] y* ∈ {0, 1} (1)

where m represents the task number, n represents the number of sentences in a single note, y is the final probability
output of the neural network while y* is the gold standard label, λ is the parameter determines the strength of target
replication. li(y, y*) and lj(y, y*) represents respectively the losses from the ith sentence representation and the patient
representation in the jth task.

In terms of the model structure for target task, we adopt a neural network with single dense layer. The input of this
network is the pre-trained patient vector-based representation. After a matrix computation on the input vector, the
network outputs a binary classification using softmax function with the optimization of cross entropy loss. This model
can save a great deal of time and effort compared with the CNN model in the source task.

3 Experiment and Evaluation

We pretrained 100-dimension word embeddings for MIMIC-III clinical notes. The word-level CNN uses 50 con-
volutional filters each of sizes [3, 4, 5] with stride of 1 and valid padding. The initial category embedding had 10
dimensions and the parameter of target replication λ was set to 5. The sentence-level CNN uses 50 filters each of
size 3 with the same stride and padding format as the word-level CNN. We applied a dropout probability of 0.8 af-
ter max-pooling layer to prevent overfitting. All tasks use the cross entropy loss function after the softmax layer
along with the Adam optimizer (batch size: 64 patients; learning rate: 0.01; decay: 0.99). The neural network was
implemented in Tensorflow41 on an NVidia Tesla GPU with the cuDNN library. Our code is publicly available at
https://github.com/Yuqi92/deep-patient-representation-mimiciii-multitask.

The entire dataset after preprocessing was split into training, testing, and development (dev) sets with a ratio of 8:1:1,
respectively. We trained the model on the training set, evaluated the trained model on the dev set for early stopping
before overfitting, and evaluated the final performance on the test set. The descriptive statistics of data information
is shown in Table 1. Table 1(a) shows the partition of patient data into the respective subsets. As observed from
Table 1(b), data is imbalanced with a large number of negative samples, thus we use the area under the ROC curve
(AUROC) score as the evaluation metric as it is insensitive to the class distribution.

Table 1: Descriptive statistics of dataset
(a) Partitioning of patient data

# Patients # Notes

train 30,668 969,574

dev 3,833 125,559

test 3,833 122,502

total 38,334 1,217,635

(b) Positive-class distribution

# Patients Overall %

died in hospital 4,063 10.60

died in 30 days after discharge 1,202 3.14

died in 1 year after discharge 2,560 6.68

As the clinical outcome of interest, mortality predictions (including in-hospital mortality and mortality at certain days
post-discharge) were extracted and trained as source tasks. We selected 3 common tasks (in-hospital, 30-day and
1-year mortality) to constitute the multi-task model in the first experiment, which we refer to as the 3-task model. The
entire feature representations were fed into the multi-level CNN network, trained with shared hyperparameters, then
split to each individual task, and finally returned a binary classification output for each task. Further, in the second
and third experiment, we respectively implemented a 5-task and a 20-task model with the same training process. To
create 5- and 20-task datasets, we split the distribution of patient mortality days into roughly equal-sized groups of 5-
quantiles and 20-quantiles, respectively. This resulted in the 5-task model consisting of [in-hospital, 30-day, 3-month,
1-year, 3-year] single-task models, and the 20-task model consisting of [in-hospital, 5-, 14-, 30-, 43-, 68-, 103-, 142-,
196-, 269-, 366-, 453-, 573-, 711-, 893-, 1092-, 1342-, 1626-, 1997-, 2548-day] single-task models. We also trained
a separate model for each individual task, namely, in-hospital, 30-day and 1-year mortality prediction. Lastly, we
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reported and compared the performance of MTL and STL models.

In addition, we extracted 50-dimension patient representations from above multi-task models, and evaluated the repre-
sentations on a target task for predicting patient mortality in 60 days. The target task prediction uses a neural network
model with single dense layer, which is vastly simpler than the multi-level CNN presented above (in both input and
structure) and thus must rely heavily on the given patient representation for accurate classification. We further apply
t-SNE visualization on the patient representation trained by MTL models. This representation visualization contains
all the patient samples from test subset and each representation associates with its label. The label is referred to the
patient mortality date and stratified into different subgroups based on the design of MTL models.

Results

We report the performances comparing the single-task model with three multi-task models on different scenarios. As
is shown in Table 2, at least one multi-task model outperforms the single-task model in each case (scores in bold). The
gains are small but generally consistent with known trends in MTL. Specifically, the 3-task model achieved the best
performance on in-hospital and 30-day mortality predictions with AUC scores of 94.57% and 93.24% respectively.
The 20-task model performs the best on the task of 1-year mortality prediction with an AUC score of 90.59%. By
incorporating 30-day and 1-year predictions, the performance of in-hospital mortality rises by 0.67% with a statistically
significant difference on 95% confidence level. Similar improvements respectively appear on the 30-day and 1-year
predictions by 0.19% and 0.20%. Accordingly, MTL does not negatively affect learning efficiency and achieves a
well-matched performance among all tasks, which is in line with our assumption that since the tasks are relevant, the
multi-task model enables the generalizability by sharing a robust intermediate representation.

Table 2: Performance comparison of MTL and STL models

AUROC (%) of different models on each task
Task single-task 3-task 5-task 20-task

In-hospital 93.90a 94.57 94.07 93.41
30-day 93.05b 93.24 93.07 92.35
1-year 90.39c 89.58 90.56 90.59

a 95% Confidence Interval: [93.63 - 94.16]
b 95% Confidence Interval: [92.76 - 93.33]
c 95% Confidence Interval: [90.06 - 90.71]

MTL models have the potential to learn more generalized representations that may be of use for additional tasks
beyond those they are trained on. To explore this, we extract three patient vector representations from the 3-task,
5-task and 20-task models and evaluate these representations on the target task of 60-day mortality prediction. We
also train a single-task model on 60-day mortality and compare the performance of pre-trained representations with
the single-task model on the same task. The result is shown in Table 3. We observe that the efficiency of 5-task patient
representation outperforms other approaches with an AUC score of 92.42%. Overall, the performances of multi-task
models on the target task are well-matched with the single-task model, which is consistent with the results of source
tasks. Further, the total training time is dramatically reduced while the representations still achieving comparable
performances. Training a complex STL model for 60-day mortality takes almost 20 hours, while using pre-trained
patient representation only takes less than 10 minutes owing to the simplicity of the single dense layer model. In this
way, we show the high efficiency of general-purpose patient representation.

We produced t-SNE visualization on the representations to explore the patient distribution in the embedding space.
Due to the page limit, we only display one visualization in Figure 3, which is extracted from the patient representation
of 3-task model. An obvious trend of the patient distribution reveals the majority of patients cluster into several
individual clouds. Patients who died in the hospital form into several distinct groups which are–not unexpectedly–
similar to patients that died within 30 days of discharge. Patients who died within 1 year are similar to those that
survived for at least a year (again, not surprising). We note that since the vast majority of patients lived at least 1 year,
this data imbalance results in such patients being dispersed throughout the embedding space.
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Table 3: Evaluation of patient representations on target task

2 AUROC (%) on 60-day task Total time of training
single-task 92.32a 18.45 hours

3-task patient vector 91.97 3.53 mins
5-task patient vector 92.42 4.24 mins
20-task patient vector 92.12 5.12 mins

a 95% Confidence Interval: [92.02 - 92.61]

Figure 3: tSNE visualization of 3-task patient distributed representation.
Label represents: 0: in-hospital mortality, 1: 30-day mortality, 2: 1-year mortality, 3: mortality above 1-year or patient not dead

Discussion

Our network structure is similar to Grnarova et al.3 in terms of mortality prediction, though they focus on single-
task learning. They have also reported the AUROC scores of 0.963, 0.858 and 0.853 for in-hospital, 30-day, 1-
year mortality predictions respectively, compared to our STL scores of 0.939, 0.931, and 0.904 (Table 2). A direct
comparison of STL model performance is difficult, as we do not have the access to their preprocessing details and exact
train/test splits. We also note that they have excluded patients that died in the hospital when it comes to 30-day and 1-
year mortality. As single-task approaches, the three models were separately trained and thus failed to make use of the
potential correlations between three tasks. In another similar work to ours, Sushil et al38 utilized unsupervised method
such as bag-of-word (BoW), doc2vec42, and stacked denoising autoencoder (SDAE) to learn patient representations
from clinical notes and evaluated on multiple predictions. They presented the best models associated with AUROC
scores of 0.9457 on in-hospital mortality using BoW, 0.8113 on 30-day mortality, and 0.8302 on 1-year mortality using
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doc2vec with SDAE-BoW. However, we assume the representations with solely unsupervised learning would lose
information, and we argue for using multi-task supervised learning to encode as much medically-relevant information
as the representation enables. The most similar experiment to ours is Dubois et al39, who applied MTL and extracted
clinical note features to make phenotype predictions using several RNN variant models. Although they incorporated all
diagnosis codes as the multi-task supervision, they chose six prevalent diagnosis codes as the target tasks to evaluate.
It is not clear whether the improvement is statistically significant when they transfer the representation to other tasks.

In this study, we provide insights into the feasibility of learning effective patient representations solely from clinical
notes based on supervised multi-task deep learning. We employ a MTL neural network architecture to predict interest-
ing clinical problems in the ICU. This architecture contains a unified word-level and sentence-level CNN with a joint
loss function that sums the individual task losses. We obtain the encoded patient representation from the pre-trained
neural network and use the representation to predict patient mortality of certain days with a neural network with single
dense layer. We report the performance of those models to demonstrate the efficiency of MTL and present the t-SNE
visualization of the patient representation. It has been shown that the performances of proposed multi-task models
slightly outperform that of single-task, which means the multi-task models are able to extract meaningful information
from the clinical note that single-task models fails to leverage. Meanwhile multi-task models enlarge the generaliz-
ability of the trained patient representation. The 20-task MTL model even transfers the classification into a roughly
regression-like model due to its division of patient mortality into 20 stratified subgroups ranging from in-hospital to the
death maximum date. Our pre-trained patient representation is convenient for other researchers who wish to develop
and build machine learning models for patients upon our work since the dataset in this experiment is directly from
a freely-accessible database. The patient representation can be fed into the input of a lightweight machine learning
model with small size of parameters and acquire a decent performance score (e.g., logistic regression).

We reviewed the samples of test set to check whether they reveal any systematic trend and clinical findings. We
found that MTL models, relatively speaking tend to recognize negative samples (e.g., patients who were not dead)
while failing to identify positive ones (e.g., patient who died). Fortunately, these multi-task models have higher
positive predictive values, which means that one can be more confident in samples labeled as positive. This finding is
consistent with the trend shown in the ROC curve of in-hospital mortality (Figure 4(a)).

(a) In hospital mortality (b) 30 day mortality (c) One year mortality

Figure 4: ROC curves

Apart from the capability of using the patient representation to predict mortality, we further explore how the repre-
sentation performs on other tasks. Following the approach described in Method section, we first train a 3-task binary
classification model containing 30-day, 1-year mortality and 6-day length-of-stay (LOS) prediction. Considering the
differences between these two kinds of tasks (that the mortality prediction is a classification problem and LOS fore-
casting is normally a regression task), we differentiate the model for this experiment from the previous multi-level
CNN network by adding another fully-connected layer ahead of the softmax output. Thus, the tasks are trained on two
fully-connected layers after the maxpooling of the sentence-level CNN. This difference is intended to distinguish the
characteristics of individual tasks since the patient mortality and length-of-stay are not entirely related. Similarly, we
report the performance of this 3-task model based on AUROC score in Table 4(a). We also evaluate the pre-trained
patient representation from the above tasks to predict the classification of 14-day LOS using the neural network model
with one dense layer and the result is shown in Table 4(b). It is surprisingly observed that the patient vector extracted
from the 3-task model of 30-day, 1-year mortality and 6-day LOS reached out the best performance of an AUROC
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score of 90.39% on the target task of 14-day LOS prediction. By incorporating mortality information, the performance
of 3-task model on the target task rises by 1.39% over the single-task model with a statistically significant difference
on 99% confidence level. Besides, patient vector encoded with both mortality and LOS information (3-taskc: 90.39%)
significantly improved the performance of LOS prediction comparing with the vector encoded with only mortality
information (3-taskb: 74.71%). In this manner, the generalizability of the multi-task representation can be achieved
among different clinical outcomes.

Table 4: Performance evaluation of MTL model on patient mortality and LOS task

(a) Performance of 3-task model on each task

AUROC(%) on each task
30-day 92.91
1-year 90.85

6-day LOS task 88.61

(b) Pre-trained representation on 14-day LOS task

AUROC(%) on 14-day LOS task
single-task 89.00a

3-taskb patient vector 74.71
3-taskc patient vector 90.39
5-task patient vector 74.41

20-task patient vector 74.91

a 99% Confidence Interval: [88.58 - 89.41]
b tasks of in-hospital, 30-day, 1-year mortality
c tasks of 30-day, 1-year mortality, 6-day LOS

A limitation of this study is that we currently limit our predictions to solely mortality and length-of-stay problems.
However, our work establishes the foundation path for further research in multi-task supervised learning of clinical
data. In the future, we intend to incorporate multiple modalities of data, including structured information such as
observational variables, to contribute the efficiency of representation learning. As for the prediction tasks, it would
be interesting to consider specific phenotypes or other clinical outcomes. We hope this would not merely improve the
performance on the given prediction task but also bring forward new research insights for patient treatment. Those
complex problems are more challenging in that they need complicated model architectures to selectively share infor-
mation. To achieve this, neural networks like Bi-LSTM can be used to emphasize the long-term dependencies and
correlations into multi-task predictions. In addition, we intend to further investigate the challenges and opportunities
of different MTL architectures. This includes applying attention mechanisms and learning attention weights across
multiple tasks to avoid negative impacts and make the most of shared information. Another future direction on MTL
architecture would be the application of fusion techniques43. Specifically, the late fusion approach concatenates the
attention weights across tasks. Based on different requirements, the weight coefficient of each individual task can be
set uniformly, proportional to one task, or tuned with a classifier. However, this manner triggers the trade-off between
computing complexity and model performance.

Conclusion

In this study, we design a MTL architecture based on a multi-level CNN to learn mortality-focused patient repre-
sentations from publicly available clinical notes. We apply different clinical outcomes of interest within the MTL
framework. The initial experiments show promising results, with AUROC scores of 3-task model up to 94.57% for
in-hospital mortality and 93.24% for 30-day mortality, and that of 20-task model up to 90.59% for 1-year. We also
evaluate the patient representation’s impact on a target task of 60-day mortality and as a result, 5-task patient repre-
sentation achieves the best AUROC score of 92.42%. It has been shown that learning across multiple tasks tends to
contribute to each other and leverage hidden information. Our primary goal of this research is to demonstrate the fea-
sibility of utilizing MTL to efficiently handle patient clinical notes and to obtain a vector-based patient representation
across multiple predictions. Our ultimate goal is to build a comprehensive patient representation by incorporating the
information from heterogeneous resources and multiple clinical outcomes.
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Abstract

Huntington’s Disease (HD) is a neurodegenerative disorder with serious motor, cognitive, and behavioral symptoms.
Chorea, a motor symptom of HD characterized by abrupt involuntary movements, is typically treated with tetra-
benazine or certain off-label antipsychotics. Clinical trial evidence about the impact of these drugs in the HD pop-
ulation is scant. However, multiple observational HD registries have recently been used with success to model HD
progression1, 2 and provide an opportunity to obtain effect estimates in the absence of clinical trials. We use a dataset
integrated from four large-scale HD registries to generate evidence on the efficacy of chorea treatments for chorea
as well as their impact on other aspects of HD progression. Clinical conclusions are meant only to illustrate our
methodological approach. We employ parametric G-computation for causal inference to adjust for confounding and
accommodate irregular visits and treatment patterns. We fit Bayesian hierarchical models to the results of multiple
related analyses to share strength across studies and handle multiple comparisons concerns.

Introduction

Huntington’s Disease (HD) is a neurodegenerative disorder caused by an abnormal expanded trinucleotide (CAG) re-
peat in the Huntingtin gene3. HD is characterized by progressive decay of motor and cognitive abilities, accompanied
by psychiatric episodes. There are no treatments known to slow disease progression, but certain symptoms can be
treated. Chorea is a typical motor symptom of HD. It is characterized by brief, abrupt, irregular, unpredictable, non-
stereotyped movements. Chorea is typically treated with tetrabenazine, the only drug approved specifically for HD in
the US, or certain off-label antipsychotics. Little is currently known about the comparative effectiveness of common
chorea treatments at treating chorea, or about other possible effects these treatments may have in the HD population.

Randomized trials produce gold standard estimates of causal effects. However, few trials have evaluated medica-
tions prescribed for chorea in the HD population. Past trials of antipsychotic chorea medications have been very small
and yielded mixed results4. No sizable randomized trial of chorea medications has examined long-term effects or
composite measures of disease state.

In the absence of randomized trials, we might turn to promising sources of observational data to generate evidence
about the impact of chorea treatments. Several international HD registries collect rich longitudinal data on HD patients,
including medication use and results of repeated clinical exams. Unfortunately, in observational data it is common for
treated patients to differ from untreated patients on variables that are associated with the outcome. When this is the
case, ‘confounding’ is said to be present, and a naive comparison of the treated to the untreated will yield a biased
estimate of the effect of treatment. However, when confounding variables are recorded, it is possible to adjust for them
such that estimates of causal effects are similar to what would be obtained from a randomized trial.

We employ parametric G-computation5, 6, a method appropriate to adjust for confounding in longitudinal data when
estimating the effects of time-varying treatments. We implement the approach in a way that accommodates outcomes
recorded at irregular intervals and treatments given for varying durations between visits. Even with the rich set of
variables recorded in the registries, residual unobserved confounding likely remains because (a) treatments are often
administered many months after clinical variables were last measured, and (b) clinical measurements are often noisy.
We mitigate this residual confounding by defining our cohort of interest in a very restrictive way.

We estimated effects of multiple related drugs on multiple related outcomes. Both to avoid concerns about multiple
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comparisons and to share strength across related analyses, we fit hierarchical Bayesian models to our effect estimates
as an important post-processing step.

A final notable feature of our analysis is our utilization of recent work generating representations of HD progres-
sion7 to define both outcomes and variables that can be used to adjust for confounding. In both contexts, we exploit
the fact that the extracted features produce low dimensional clinically meaningful summaries of patient state. We hope
this analysis serves as an illustration of how to extract evidence about a set of related causal questions from irregularly
sampled, observational, longitudinal data.

Data

Our dataset was integrated from four large prospective observational studies of HD patients–Enroll-HD8, REGISTRY9,
TRACK-HD/TRACK-ON10, 11, and PREDICT-HD12. Enroll-HD is a worldwide observational study of Huntington’s
Disease families. In this work, we used the ENROLL-IDS-2017-09-R2 version of the Enroll-HD periodic data, which
contains data from 14,241 subjects who made their baseline visits prior to September 2017, of whom 10,186 are
HD gene expansion carriers (HDGECs), with CAG length ≥ 36. REGISTRY is a multi-center, multi-national ob-
servational study, managed by the European Huntington’s Disease Network. This study used the REGISTRY-IDS-
2017-09-R2 version of REGISTRY data, which consists of 13,348 participants, among whom 7,939 are HDGECs.
TRACK-HD is a multinational study of HD that examines clinical and biological findings of disease progression in
individuals with pre-manifest HD and early-stage HD. At the baseline visit, 402 participants were enrolled. Among
the participants, 274 were HDGECs subjects. TRACK-ON is a follow-up study of TRACK-HD with 133 HDGECs.
PREDICT-HD is another longitudinal observational study of subjects who have not yet met criteria for a diagnosis of
HD. The PREDICT-HD data used in this study consists of 1,481 participants of whom 1,145 were HDGECs.

Participants received unified IDs across the four registries. For patients who participated in multiple studies, time gaps
between the study baselines were available. Hence, we were able to integrate the datasets. The integrated dataset
comprised 25,546 participants, of whom 18,941 were HDGECs. The mean number of visits per participant was 3.12.

Participants entered at various stages of disease progression and were tracked over time for varying numbers of visits.
Visits were meant to be approximately annual, but time between visits was somewhat irregular in practice. Each
registry collected results from a battery of clinical assessments such as the Unified Huntington’s Disease Rating Scale
(UHDRS)13 at each visit. Changes in the values of the clinical assessments can reflect HD progression. Therefore,
they are used (directly or indirectly) as the outcome measures in this study. Registries also collected timestamped data
on concomitant medications and comorbidities, as well as their durations, between visits. A diagram of a hypothetical
patient’s data can be found in Figure 1.

Figure 1: Diagram of hypothetical data from a patient who appeared for two visits after baseline.

The concomitant medications in all four studies are encoded using the WHO Drug Dictionary (WHO-DD). The WHO-
DD is administered and licensed by the World Health Organizations (WHO) Uppsala Monitoring Center (UMC)14.
The first six digits of a drug code identifies the active ingredient, regardless of salt form or plant part and extract.
Therefore, we used these six digits to link the medications with the same active ingredients in the four studies.

The indications and comorbidities are coded using different terminologies in different studies. For example, indications
are coded by MedDRA in Enroll study but by ICD10 in Track study. We used Unified Medical Language System
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(UMLS) to map MedDRA codes and ICD10 codes together15. For example, diabetes mellitus in MedDRA code of
10012601 and in ICD10 code of E14 should be mapped to the same concept C0011849.

Outcome Variables of Interest

We used the mean value of the seven chorea components in the UHDRS13 system as a measure of chorea severity at
each visit. The severity of bradykinesia (i.e. slowness of movement), a known side effect of many drugs considered,
was represented by the Bradykinesia component in the UHDRS system at each study visit.

We also evaluated the effects of chorea medications on more general HD progression. A previous work7 used a
robust Bayesian latent variable analysis to extract latent factors that can represent heterogeneous HD progression paths
based on the periodic clinical assessments. Specifically, the method was applied on motor, functional, and cognitive
assessments separately, and the resulting leading factors, referred to as ‘motor1’, ‘functional1’, and ‘cognition1’ in the
rest of this article, can serve as indicators of overall motor, functional, and cognitive progression.

Finally, [16] proposed a composite measure of motor, cognitive, and functional decline that could characterize HD
clinical progression16. The resulting composite score, referred to as the CUHDRS score, is used as an index to
indicate the general severity of HD.

Methods
Defining Causal Estimands of Interest

The field of causal inference is concerned with estimating comparisons of population distributions of outcomes under
various counterfactual population interventions. Before undertaking a causal analysis, it is important to precisely
define the population and interventions of interest. In our application, we take the population of interest to be HD
patients with serious chorea who have not yet initiated a chorea treatment. We define serious chorea as an average
chorea score across the seven UHDRS chorea score components of ≥ 2. For each treatment/outcome pair, we seek
to estimate the difference in our population of the mean outcome (measured after one and two years) had contrary to
fact (a) everyone in the population continuously taken the treatment of interest for two years and not taken any other
chorea treatment, v.s. (b) nobody in the population taken any chorea treatment at all for two years. Under assumptions
we will lay out below, this counterfactual quantity can be consistently estimated from observed data.

To formalize, define baseline to be the first visit at which a patient has mean chorea score ≥ 2 and has not yet
taken any chorea medication. Let:

• t ∈ 1, . . . ,K denote visit number after baseline, with t = 1 indicating the visit immediately following the
baseline visit and K denoting the latest observed visit;

• At denote treatment of interest in the interim between visits t− 1 and t;

• Bt denote use of any chorea treatments other than the treatment of interest A between visits t− 1 and t;

• Yt denote the outcome at visit t, e.g. mean chorea score at visit t

• Lt denote covariates preceding visit t that may influence treatment decisions about At and be associated with
outcomes at visit t or later;

• Ct indicate whether the patient has data for visit t, with Ct = 1 meaning that data is observed;

• Rt denote the number of days since the previous visit; and

• X̄t denote X0, . . . , Xt and Xt denote Xt, . . . , XK for arbitrary time varying variable X .

L1 contains all baseline information about the patient, such as demographic data and CAG length. Lt may include
the outcome variable observed at the previous visit and other clinical variables from the previous visit, as well as
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information about other drugs and comorbidities between visits t − 1 and t. The treatment variable At may be mul-
tidimensional in order to capture relevant information about treatment between visits t − 1 and t. We divide At into
two components–A1

t indicating whether treatment was ongoing less than 30 days before visit t, and A2
t denoting the

proportion of the duration between t− 1 and t that was treated. We let Bt be binary and simply indicate whether any
non-A chorea treatment was taken at all between t − 1 and t. We use capital letters to denote random variables and
corresponding lower case letters to denote specific values that random variables might take.

We adopt the counterfactual framework for time-varying treatments introduced by [5]. This framework posits that
for each patient and visit t, corresponding to each possible treatment history āt through visit t are counterfactual out-
comes that would have been observed in that individual had they actually received treatment history āt. We denote by
Yt(āt) the counterfactual outcome at visit t under treatment āt. Implicit in the notation Yt(āt) is the assumption that
the treatment strategy followed by one patient does not influence the outcome of any other patient.

Under this framework, the difference between the mean outcomes in scenarios (a) and (b) (described in the first
paragraph of this section) at one and two years after baseline can be written

E[Y1(a1 = (a1
1 = 1, a2

1 = 1), c1 = 1, r1 = 365, b1 = 0)]− E[Y1(a1 = (a1
1 = 0, a2

1 = 0), c1 = 1, r1 = 365, b1 = 0)]
(1)

and

E[Y2(ā2 = (ā1
2 = 1, ā2

2 = 1), c1 = 1, r1 = 365, b̄2 = 0)]− E[Y1(ā2 = (ā1
2 = 0, ā2

2 = 0), c̄2 = 1, r̄2 = 365, b̄2 = 0)]
(2)

respectively. The first term in (1) expressed in words is the expected value of the outcome at visit 1 had everyone in the
population taken the treatment of interest for the full period between baseline and visit 1 (i.e. a2

1 = 1), (redundantly)
taken the treatment of interest less than 30 days before visit 1 (i.e. a1

1 = 1), shown up for visit 1 365 days after the
baseline visit (i.e. c1 = 1 and r1 = 365), and not taken any other chorea medication.

G-computation

[5] showed that under the assumptions

Consistency: Yt = Yt(Ā, C̄, R̄, B̄)∀t (3)
Sequential Exchangeability: Yt(āt, c̄t, r̄t, b̄t) ⊥⊥ At, Ct, Rt, Bt|L̄t, Āt−1, C̄t−1, R̄t−1, B̄t−1 ∀t, āt, c̄t, r̄t, b̄t (4)

each term of (1) and (2) is identified by the g-formula:

E[Yt(āt, c̄t = 1, r̄t = 365, b̄t = 0)] =∑
l̄t

{E[Yt|Āt = āt, C̄t = 1, R̄t = 365, B̄t = 0, L̄t = l̄t]×

t∏
m=1

f(lm|L̄m−1 = l̄m−1, Ām−1 = ām−1, C̄m = 1, R̄m−1 = 365, B̄m−1 = 0)}

(5)

where f(·|·) denotes conditional density. Consistency is just a technical assumption necessary to link counterfactual
to observed data. It states that the observed outcomes are equal to the counterfactual outcomes corresponding to the
observed treatments. Sequential exchangeability states that treatment, censoring, and time between visits are indepen-
dent of future counterfactual outcomes conditional on recorded patient history. It basically means that there are no
unobserved confounders at any time. It is satisfied, for example, if all causes of treatment, visit timing, and censoring
that are also associated with the outcome are recorded as in the causal graph in Figure 2. Note that (5) implies that
under assumptions (3) and (4) each term in our causal quantities of interest (1) and (2) can be expressed as a function of
just the observed data, and therefore our causal quantities of interest can be estimated from data. Estimation proceeds
by estimating each term of (1) and (2) separately by approximating the g-formula.
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Figure 2: Causal graph depicting a scenario under which the assumptions required for causal inference hold. Ut are
unobserved variables that affect the outcome but do not directly affect treatment except through observed variables Lt.

To approximate the g-formula (5), we first fit regression models for the conditional expectation of the outcome given
patient history E[Yt|Āt = āt, C̄t = 1, R̄t = 365, B̄t = 0, L̄t = l̄t] and the conditional densities of the confounders
given patient history f(Lm|L̄m−1, Ām−1, C̄m = 1, R̄m−1, B̄m−1 = 0). In our application, we specified generalized
linear models for each of these regressions and, since we always condition on the event that B̄t = 0, fit them to data
with patients censored as soon as they took a chorea drug other than the drug of interest.

We next used these models to approximate the g-formula through Monte-Carlo simulation. Approximation is nec-
essary because the g-formula is a sum (or integral) over all possible patient histories and cannot be computed analyti-
cally. We sampled with replacement 250 patients from our study population. For each patient, we set their treatment
value A1 at time 1 to be the treatment value of interest a1 and set the days between the baseline visit and visit 1 (i.e.
R1) to 365. Then, given their observed visit 1 covariates L1 and imposed treatment and visit gap, we simulated their
visit 2 covariates from our estimated covariate regression f̂(Lm|L̄m−1, Ām−1, C̄m = 1, R̄m−1, B̄m−1 = 0). Next, we
set their treatment value at visit 2 to treatment value of interest a2 and set the gap between visits 1 and 2 to 365 days.
Finally, we use our estimated outcome regression Ê[Yt|Āt, C̄t = 1, R̄t, B̄t = 0, L̄t] to generate expected outcomes
for t = 1 and t = 2 given our simulated patient history. We then average the expected outcomes at each time point
across the 250 simulated patient histories to generate Monte-Carlo estimates of E[Yt(āt, c̄t = 1, r̄t = 365, b̄t = 0)]
for t = 1 and t = 2. Confidence intervals were computed by bootstrap.

See [6] for a thorough and accessible tutorial on G-computation and an application to the Nurses’ Health Study
dataset. Our implementation differs from theirs to handle irregular visits. We handle irregular visits by incorporating
time between visits as a component of the treatment and modeling the association of visit gaps with the outcome and
covariates.

Confounder Selection

Whether the sequential exchangeability assumption (4) holds depends on what variables we include in L. We want to
choose which variables to adjust for, i.e. include in L, such that (4) is most likely to hold. Whether the assumption
holds for a given combination of treatment, outcome, and L is not verifiable from data. For each analysis, we chose L
using a combination of subject matter knowledge and data driven heuristics. There are certain variables we adjusted
for in analyses of all treatment/outcome pairs: CAP score3, outcome at previous visit, CAG length, age, sex, motor1,
cognition1, function1, visit number, days since baseline, category (i.e. manifest or not), chorea score, number of other
drugs taken, and number of comorbidities diagnosed. These variables should jointly give a good characterization of
underlying disease state and symptom severity, and hopefully fill the role of L in Figure 2. Thus, it would not be
too unreasonable to simply adjust for these variables alone. In addition to the above variables, which we call L∗

for purposes of discussion in this subsection, we also adjusted for variables chosen through an automated screening
process in each analysis. We fit boosted trees predictive models for treatment and outcome with all clinical variables
from the previous visit, all demographic and baseline variables, and all medication and comorbidity variables as
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predictors. We then fit a LASSO17 regression for the outcome Yt including as predictors At, L∗
t , the 40 variables

with highest importance measure for predicting the treatment, the 40 variables with highest importance measure for
predicting the outcome, and all two way interactions between (A1

t , A2
t ) and the other predictors. In the LASSO

regression, we specify that there is no penalty for variables in L∗ or (A1
t , A2

t ). Let L
′

denote the variables that had
nonzero coefficients in the LASSO regression or were included in interactions with non-zero coefficients in the LASSO
regression. L

′
, which includes L∗, is the full set of variables we adjusted for, and the outcome model in G-computation

included all terms with non-zero coefficients in the Lasso regression.

Cohort Selection Considerations

Our restrictive cohort definition is also part of our approach to reduce confounding. Even if we adjust for all the
variables that are both relevant to treatment decisions and associated with outcomes of interest, confounding would
still likely remain as a result of two features of our dataset. First, treatment decisions are sometimes made months
after the most recent clinical visit, so variables could have changed from their last measured values by the time of the
treatment decision. Secondly, clinical measurements can be noisy. Figure 3 explains how each of these issues can
lead to biased effect estimates. By restricting our cohort to patients with serious chorea, we mitigate these sources of
confounding. In a cohort of patients with serious chorea, unobserved differences between patients at the time of their
treatment decisions would not have as large an influence on probability of treatment, since probability of treatment
will be relatively high for all. The price of strict population criteria is a reduced sample size and higher standard errors.

Figure 3: Two ways confounding can arise in our data even if all the right variables are collected at each visit. In each
diagram, the stars represent the point of treatment decision. In each scenario, two patients appear similar based on
clinical measurements. But, due either to measurement noise (Right) or delay from measurement to treatment (Left),
one patient is actually worse off at the time of the treatment decision and therefore more likely both to be prescribed
treatment and to have a worse outcome at the next visit, making it appear to us as if treatment is actually harmful.

Analyses Conducted

Using G-computation as described above, we estimated the effects of tetrabenazine and off-label antipsychotic chorea
drugs on chorea score, bradykinesia score, and composite disease progression summaries CUHDRS, motor1, func-
tion1, and cognition1. The off label antipsychotic treatments we considered were sulpiride, olanzapine, pimozide, que-
tiapine, risperidone, haloperidol, tiapride, chlorpromazine, and aripiprazole. We estimated the effect of antipsychotics
as a group, and also estimated effects of certain individual antipsychotic chorea drugs (i.e. olanzapine, risperidone,
and tiapride) commonly taken in our cohort.

We estimate the effect of the intervention ‘take any antipsychotic chorea drug’ by definingA1
t = 1 if any antipsychotic

chorea drug was taken within 30 days of visit t and defining A2
t to be the proportion of days between visits t− 1 and

t that any antipsychotic chorea drug was taken. We are estimating the effect of everybody taking an antipsychotic
chorea medication, with the choice of which one at the discretion of their doctors according to current practice.

Post-processing with Bayesian Hierarchical Models

For each outcome, we used G-computation to produce effect estimates for five treatments (over both one and two
years). (See raw effect estimates in Figure 5.) As a post-processing step, we fit the following somewhat oversimplified
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hierarchical Bayesian model to the effect estimates and standard errors for each outcome and treatment duration:

δ̂ris, δ̂ola, δ̂tia, δ̂any, δ̂tet ∼MVN{(µris, µola, µtia, µtia, µany, µtet), Σ̂bootstrap};
µris, µola, µtia, µother ∼ N(µanti, σanti);

µany = Crisµris + Colaµola + Ctiaµtia + Cotherµother;

µanti, µtet ∼ N(µ, σ); σ, σanti ∼ Uniform(0, 5); µ ∼ N(0, 10)

(6)

See Figure (4) for a graphical representation of (6). The effect estimates δ̂treat (with treat ranging over risperidone,
olanzapine, tiapride, any antipsychotic, and tetrabenazine) are assumed to come from a multivariate Gaussian distri-
bution centered at the corresponding true effects µtreat with covariance matrix equal to its bootstrap estimate Σ̂boot.
This assumption is justified by the central limit theorem. The true effects of individual antipsychotic chorea treatments
are themselves assumed to be independent draws from a common Gaussian distribution with mean µanti and standard
deviation σanti. The true effect of tetrabenazine and the average of the effects of the antipsychotic treatments µanti are
also assumed to come from a common Gaussian distribution with mean µ and standard deviation σ. We specify that
the true effect of ‘any antipsychotic’ µany is equal to the weighted average of the the individual antipsychotic treat-
ment effects we estimated and the effect µother of taking any of the other antipsychotic treatments whose effects we
did not estimate individually. The weight given to each individual treatment in the weighted average is the proportion
of patients taking any antipsychotic treatment who took that particular treatment, i.e. Cola = 87/256, Cris = 43/256,
Ctia = 43/256, and Cother = 83/256. We put weakly informative priors on the grand mean of all treatment effects µ,
the standard deviation σ of the distribution producing the tetrabenazine and mean antipsychotic true effects µtet and
µanti, and the standard deviation σanti of the common distribution of the antipsychotic treatment effects.

Figure 4: Graphical model representation of the Bayesian hierarchical model we fit to our effect estimates as a post-
processing step. Dashed lines indicate deterministic relationships, and solid lines indicate stochastic relationships.

The assumption that the true effects µris, µtia, and µola of the antipsychotic drugs come from a common Gaussian
distribution (and are related to the effect µany of any antipsychotic through a deterministic function and the parameter
µother) allows us to ‘share strength’ across estimates of these effects18. Our estimate of the effect of one treatment
informs estimates of the effects of the others because they are assumed to come from the same distribution. The lower
the standard error of an effect estimate δ̂treatment, the less influence other effect estimates will have on the posterior
distribution of its underlying true effect µtreatment. If the standard error is high (because the treatment was taken by
fewer patients or was strongly confounded with the outcome), the model can pull the posterior mean of µtreatment

closer to the posterior means of the other treatment effects and also reduce its posterior variance and narrow its Highest
Density Interval (HDI). σanti determines how much influence treatment effect estimates can have over each other, with
lower values leading to more influence. σanti is estimated from data. A similar dynamic holds between the true effect
µtet tetrabenazine and the average effect of antipsychotics µanti, with σ determining how much influence estimates of
the effect of tetrabenazine have on estimates of the effects of antipsychotic treatments and vice versa.

These models also help to ameliorate multiple comparisons concerns19 that arise from scanning raw results as in Figure
5 for ‘significant’ differences between effect estimates. Model (6) brings effect estimates closer together, so that more
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support from the data is required to pull HDIs apart. Thus, there is less concern that chance alone is responsible for
disparities in HDIs produced by a hierarchical model. See [18] and [19] for fuller discussions of hierarchical models
for sharing strength and dealing with multiple comparisons.

These models make the simplifying assumption that the effect of ‘any antipsychotic’ is a weighted average of effects
of individual antipsychotics with weights proportional to use prevalence. This assumption could be justified if antipsy-
chotic treatment is not associated with treatment effect, perhaps a reasonable assumption under clinical equipoise.

Results

Figure 5 shows raw G-computation estimates and .95 bootstrap confidence intervals (CIs) of the effects of tetrabenazine
and off-label antipsychotic chorea drugs on chorea score, bradykinesia score, and composite disease progression sum-
maries CUHDRS, motor1, function1, and cognition1. Figure 6 displays the posterior mean estimated effects and .95
HDIs output by post-processing with Bayesian hierarchical models. The .95 HDIs were narrower than the .95 CIs,
reflecting the benefits of sharing strength across analyses. The post-processed effect estimates were also clustered
closer together, with high variance estimates pulled closer to estimates with stronger support from the data.

Treatment Users
Any Antipsychotic 256
Olanzapine 87
Risperidone 43
Tiapride 43
Tetrabenazine 81

Table 1: Number of new users of each drug in our restricted chorea cohort.

Tetrabenazine and antipsychotics were estimated to be comparably effective at treating chorea after one year. After two
years, tetrabenazine was estimated to be more effective. Risperidone was estimated to be the most effective treatment
after one year, though its effect estimate was pulled closer to the other drugs in the post-processed results.

No treatment had a .95 confidence interval or HDI excluding no effect on CUHDRS, an indicator of overall disease
progression, but certain drugs were estimated to impact composite summaries of symptom categories. Tetrabenazine
was estimated to have a large harmful effect on cognition after two years but not one year in the raw effect estimates,
but the bootstrap CI of the two year effect was quite large. Post-processing brought this effect estimate much closer
to zero, and the narrower .95 HDI included no effect. Similarly, olanzapine was estimated to have a negative effect
on function after two years but not one year with a large standard error in the raw results, but this estimated effect
was also brought closer to zero by post-processing. Tetrabenazine was also estimated to have a statistically significant
beneficial effect on motor1 after both one and two years in both the raw and post-processed results.

Discussion

In the absence of randomized clinical trials, large observational disease registries are promising sources from which
to generate evidence about causal effects of medications. Compared to other sources of longitudinal observational
data, such as claims data or EHR, they have the advantage of containing repeated measures of clinical variables
chosen specifically for their relevance to disease progression, potentially improving confounding adjustment. But, as
we discussed, the possibility of confounding still remains, and results from observational studies will inevitably be
considered somewhat exploratory. Hence, we should not hesitate to explore, estimating multiple related causal effects.

In this study, we provide an example of how to generate evidence on a set of causal questions concerning treatment
effects over time from pooled observational longitudinal disease registries. We began by carefully defining our causal
questions and populations of interest. Our restrictive population definition was motivated both by substantive interest
and a desire to mitigate unobserved confounding at the expense of reduced sample size. We showed how to use para-
metric G-computation to adjust for confounding and handle the dual complications of irregular intervals between visits
and variation in actual treatment patterns among those who were treated. We exploited low dimensional summaries
(motor1, function1, cognition1, and CUHDRS) of a battery of periodic clinical measurements both to effectively adjust
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Figure 5: Raw estimated effects and .95 CIs of taking chorea drugs continuously on chorea score, bradykinesia score,
and composite summaries of disease state after one and two years compared to no treatment. For Motor1, chorea
score, and bradykinesia score, effects <0 are beneficial. For the other outcomes, effects > 0 are beneficial.

Figure 6: Post-processed estimated effects and .95 HDIs of taking chorea drugs continuously on chorea score, bradyki-
nesia score, and composite summaries of disease state after one and two years compared to no treatment. For Motor1,
chorea score, and bradykinesia score, effects <0 are beneficial. For the other outcomes, effects >0 are beneficial.

for confounding by underlying disease state and to define outcomes that represent underlying disease state. That our
effect estimates for chorea and bradykinesia were broadly consistent with clinical knowledge gives some reassurance
that we adequately adjusted for confounding.

Finally, we fit hierarchical Bayesian models to our effect estimates and standard errors both to improve the precision
of our estimates by sharing strength across closely related studies and to address multiple comparisons concerns that

797



might arise if one sifts through results looking for statistically significant differences in effects. The post-processed
estimates might be considered more reasonable based on prior knowledge. For example, one year of risperidone
treatment is unlikely to be as superior to alternative treatments at reducing chorea as the raw estimates suggest. In
future work, we will explore more complex post-processing models that incorporate prior beliefs about how treatment
effects are likely to vary over time and across outcomes.
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Abstract 

Clinical trials are essential in exploring the safety and efficacy of a new intervention. However, restrictive eligibility 
criteria pose recruitment challenges that could prolong study durations and reduce study generalizability to the 
real-world population. The objective of this study is to compare the study populations of dietary supplement (DS) 
and drug trials on metabolic syndrome related conditions. Using the COMPACT database, we retrieved the DS and 
drug trials related to metabolic syndrome and performed aggregate analyses on the study populations with respect 
to various quantitative eligibility criteria. We also extracted and compared baseline characteristics, both 
quantitative and qualitative, of recruited patients in completed trials. We found similarities and differences in 
baseline characteristics of enrolled patients between drug and DS clinical trials on metabolic syndrome-related 
conditions. This comparative aggregate analysis is an initial step towards improving patient recruitment efficacy 
and population representativeness for clinical trials across conditions and intervention types. 

Introduction 

In the United States, the use of dietary supplements (DS), including vitamins, minerals, botanical extracts, and 
protein powders has dramatically increased in recent years. The 2017 Council for Responsible Nutrition (CRN) 
Consumer Survey shows that more than 170 millions (76%) U.S. adults are taking DS, and overall health and 
wellness are the main reason for DS use.1 The Food and Drug Administration (FDA) and Federal Trade Commission 
(FTC) require “competent and reliable scientific evidence” to substantiate health claims of DS products about their 
benefits and safety.2 Clinical trials are considered as the “gold standards” in clinical research and are executed to 
validate efficacy and safety of new medical, surgical, and behavioral interventions among humans.3 Thus, designing 
and conducting clinical trials is a vital step for generating scientific evidence related to the intended health claims of 
a new intervention, including DS products. Success of a clinical trial largely depends upon recruitment and retention 
of a study population of an adequate sample size. However, patient recruitment often encounters many barriers, 
including the lack of health literacy,4 limited awareness of clinical trials,5 age limitations,6 trials restraints,7 and 
restrictive inclusion and exclusion criteria5 among various other reasons. According to recent reports, recruitment 
difficulties caused delays from 1 to 6 months for 86% of clinical trials, with the remaining 14% experiencing even 
longer delays.8 Finding the targets for qualifying and enrolling patients can be a demanding process, both in terms of 
time and money. There are published studies that have investigated and compared clinical trials across diseases and 
intervention types, primarily for drug trials.9 However, no studies have specifically compared the study populations 
between trials on DS and drugs. Understanding study population design in completed and ongoing clinical trials 
between DS and drug intervention types could help us better understand the differences and similarities among the 
participant traits on key study features. 

Among existing registries that provide easy access to information on publicly and privately funded clinical studies, 
ClinicalTrial.gov is the largest human clinical study registry holding registrations of over 289,000 research studies in 
all the 50 states of the United States and in 205 countries (as of November 2018).10 ClinicalTrials.gov was 
established by the U.S. National Library of Medicine (NLM) of the National Institutes of Health (NIH), in 
collaboration with the FDA. It is a comprehensive, reliable, one-stop information resource for wide range of users 
(e.g., patients, clinicians, researchers) on key elements pertaining to clinical trials registered to date. Specifically, 
under the DS category, there are 9,468 clinical trials on ClinicalTrials.gov, larger than any other World Health 
Organization (WHO) registry network members. Since all the clinical trials related data are readily accessible, this 
database offers great opportunities for knowledge reuse and retrospective analysis on trial design through extraction 
and analysis of relevant data, e.g., purpose of the study and study population (e.g., sample size, eligibility criteria).11 
Compared to journal publications that mainly report positive results from completed studies, ClinicalTrials.gov 
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contains the study information for all kinds of studies, regardless of their statuses of completeness and final 
outcomes. Therefore, we opted to use ClinicalTrials.gov as the data source in order to conduct a comprehensive 
comparison between drug and DS trials. 

Metabolic syndrome, also known as syndrome X, insulin resistance syndrome, or dysmetabolic syndrome, is a 
cluster of metabolic disorders contributing to major public health concerns both in the US and around the globe.12 
According to a recent study, one third of all US adults met criteria for metabolic syndrome.12 Changes in life style, 
body weight reduction, healthy diet, and regular exercises, are considered the first line of defense against metabolic 
syndrome.13 A diet including DS is often considered to be healthier, more natural, and free of adverse effects as 
opposed to their drug counterparts. DS is more commonly used among people with at least one of the risk factors for 
metabolic syndrome and its related disorders.14 However, to our best knowledge, there is no study comparing the 
main aspects of clinical trials of DS vs. drugs, among metabolic syndrome-related medical conditions.  

The objective of this study is to conduct a comparative analysis on the study populations of DS and drugs clinical 
trials, pertaining to study metadata, recruitment eligibility criteria, and baseline characteristics of enrolled patients 
for the metabolic syndrome and its related conditions including hypertension, Type 2 diabetes mellitus (T2DM), 
hyperlipidemia, and obesity/overweight, using the data collected from ClinicalTrials.gov. The knowledge gained 
from this study could facilitate study design in future studies through more efficient and effective participant 
selection. It would also increase the transparency of patient selection for clinical trials on the disease level and help 
understand the systematic biases in patient selection.  

Background 

The COMPACT database for ClinicalTrials.gov 

To support the aggregate analysis of clinical trials, we have previously built the COMPACT database which 
includes structured meta-data and eligibility criteria of all the trials on ClinicalTrials.gov.11 In the COMPACT 
database, the quantitative eligibility criteria with a permissible value range, e.g., “patients with HbA1c < 8%”, were 
parsed with a numeric expression parsing tool ValX.15 The structured expression [‘HbA1C’, “<”, “8”, “%”] consists 
of a numeric variable, a comparison operator, a threshold value, and a measurement unit. ValX not only structures 
the numeric expression, but also unifies the measurement units and converts exclusion criteria to inclusion criteria, 
enabling aggregate analysis of a variable across multiple studies. In the evaluation of Valx,15 the precision, recall, 
and F-measure for extracting numeric expressions with the quantitative feature “HbA1c” were 99.6%, 98.1%, 98.8% 
for Type 1 diabetes mellitus (T1DM) trials, and 98.8%, 96.9%, 97.8% for T2DM trials, respectively. The results of 
the corresponding measures for extracting numeric expressions with “glucose” were 97.3%, 94.8%, 96.1% for 
T1DM trials, and 92.3%, 92.3%, 92.3% for Type 2 diabetes trials, respectively. COMPACT contains structured 
metadata, readily analyzable eligibility criteria in the studies of ClinicalTrials.gov. Using COMPACT database as 
the backend, we developed a web-based tool VITTA,16 which allows its users to flexibly select a set of trials of the 
same disease and profile their study population with respect to one quantitative eligibility criterion at a time. The 
current version of the COMPACT database is based on all the clinical study summaries in ClinicalTrials.gov 
downloaded on September 26, 2016. To index the trials by medical conditions, we used the “Condition” table of the 
Aggregate Analysis of Clinical Trial (AACT) database of Duke University,17 which uses MeSH term to index trials.  

Methods 

Retrieving clinical trials for metabolic syndrome and extracting their structured eligibility criteria 

Using the COMPACT database, we retrieved all the drug and DS clinical trials on hypertension, T2DM, 
hyperlipidemia, obesity/overweight, and metabolic syndrome. Note that we used the local COMPACT database, 
which has a newer data from ClinicalTrials.gov than the one used by the web-based VITTA tool 
(http://is.gd/VITTA). We extracted study population information with respect to structured quantitative eligibility 
criteria from these retrieved clinical trials using the COMPACT database.  

Extracting baseline characteristics of enrolled patients in clinical trials  

In ClinicalTrials.gov, we searched for completed DS and drug clinical trials on various metabolic syndrome-related 
conditions that have reported baseline characteristics of their enrolled patients. We only focused on trials with a 
primary purpose of prevention or treatment. Only obesity and hyperlipidemia have more than 10 such trials using 
the intervention of a drug or a DS, respectively. For these trials, we manually extracted the baseline characteristics 
of the enrolled patients. As only a small portion of trials reported results in ClinicalTrials.gov, the enrolled patients 
in this analysis represent merely a convenience sample. For each study, we extracted both quantitative and 
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qualitative data, i.e., enrollment counts, race, mean and standard deviation (SD) for age, and gender. For 
hyperlipidemia trials, we also extracted the baseline for low-density lipoprotein cholesterol. 

Data Analysis 

In this work, we performed comparative analyses between drug trials and DS trials on the following three aspects. 

(I) Metadata: We analyzed the number of clinical trials for each of the metabolic syndrome-related conditions, 
stratified by interventional type (DS vs. drugs), study type (interventional vs. observational), primary purpose 
(treatment vs. prevention) and endpoint classifications (safety, efficacy or both, i.e., safety/efficacy).  

(II) Study population with respect to frequently used quantitative eligibility criteria: We visualized the percentage of 
trials over permissible values of each of the quantitative eligibility criteria that are used by more than 15% of trials 
on the respective condition. For example, in obesity trials, body mass index (BMI) is one of the most frequently 
used eligibility criteria (used by 64.7% of obesity trials). Thus, for the variable BMI, we analyzed the percentage of 
DS trials on obesity that allow patients with BMI of each possible value between 12 and 60 kg/m2. We performed a 
similar analysis for BMI in drug trials on obesity and compared the result with that of the DS trials. The comparison 
would reveal the difference in the study population between drug and DS trials with respect to BMI. Note that if an 
obesity trial does not use the BMI criterion, we assume it allows patients with any BMI value. 

(III) Baseline characteristics of enrolled patients: We compared the baseline characteristics of enrolled patients in 
the completed trials on obesity and hyperlipidemia. In ClinicalTrials.gov, for most baseline characteristics, the mean 
and standard deviation (SD) values were reported. We aggregated the mean and SD for each quantitative variable 
using the following formulas (adapted from18), where T is the number of studies: 

𝑾𝒆𝒊𝒈𝒉𝒕𝒆𝒅_𝒎𝒆𝒂𝒏 =  (!"#!!∗!"#$%&_!"#$%&%!"'$!!)!
!!!

!"#$%&_!"#$%&%!"'$!!!
!!!

    (1) 

𝑾𝒆𝒊𝒈𝒉𝒕𝒆𝒅_𝑺𝑫 =  (!"!!∗(!"#$%&_!"#$%&%!"'$!!!!))!
!!!

(!"#$%&_!"#$%&%!"'$!!!
!!! !!)

    (2) 

Results 

We analyzed clinical trials from three main perspectives: (I) yearly distribution of clinical trials for metabolic 
syndrome and its related conditions, (II) eligibility criteria and their permissible value ranges used in trials for each 
condition, and (III) the differences of the baseline measures of the enrolled patients between drug trials and DS 
trials. We provide the detailed results of these aforementioned perspectives as follows. 

I. Metadata analysis of DS and drug trials 

Table 1 shows the summary of the metadata of DS and drug trials on metabolic syndrome-related conditions with a 
start date between 1983 and 2016. For both DS and drug trials, there were substantially more interventional studies 
than observational studies. Across all the conditions, both DS and drug trials were more treatment driven. Regarding 
the endpoint classification, a higher proportion of drug trials focused on both safety and efficacy, whereas a higher 
proportion of DS trials focused only on efficacy. In contrast, only a small proportion of trials, especially for DS, 
focused only on safety. 

Since there were substantially fewer studies started before year 2000, we plotted the data on number of studies after 
stratifying it by intervention type and study purpose (treatment vs. prevention), between February 2000 (when 
ClinicalTrials.gov was implemented) and September 2016 as shown in Figure 1. This would help us better 
understand the more recent trends in clinical trials for various conditions related to metabolic syndrome. The number 
of drugs trials exceeded DS trials for all the conditions under study. There is a large difference for hypertension and 
T2DM but a much smaller difference for metabolic syndrome and obesity. The number of drug trials showed a 
noticeable increase between years 2000-2008, followed by a downward trend especially for metabolic syndrome. In 
contrast to drugs trials, DS trials, specifically for metabolic syndrome and obesity, showed an upward trend. We also 
observed that DS peaks followed drug peaks, indicating DS research and development progress often follows drug 
R&D. 
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Table 1. Summary of metadata for dietary supplement trials and drug trials related to metabolic syndromes  

Condition Intervention 
name (n) 

Study type Primary Purpose Endpoint Classification 

  Interventional Observational Treatment Prevention Basic 
Science 

Safety/ 
Efficacy 

Efficacy Safety 

Hyperten
sion 

DS  
(n=89) 

89  
(100%) 

0  
(0%) 

44 
(49.4%) 

24  
(26.97%) 

8 
(8.99%) 

13 
(14.61%) 

45 
(50.56%) 

3 
(3.37%) 

Drug 
(n=1,158) 

1072  
(92.57%) 

85 
(7.34%) 

906 
(78.2%) 

69  
(5.96%) 

23  
(1.99%) 

495 
(42.75%) 

264 
(22.80%) 

33 
(2.85%) 

T2DM DS 
(n=177) 

175 
(98.87%) 

2 
(1.13%) 

78 
(44.07%) 

39  
(22.03%) 

29 
(16.38%) 

25 
(14.12%) 

96 
(54.24%) 

1 
(0.56%) 

Drug 
(n=2,548) 

2368 
(92.94%) 

176 
(6.91%) 

2020 
(79.28%) 

57  
(2.24%) 

157 
(6.16%) 

1212 
(47.57%) 

433 
(16.99%) 

203 
(7.97%) 

Hyperlipi
demia 

DS 
(n=48) 

47 
(97.92%) 

1 
(2.08%) 

22 
(45.83%) 

9  
(18.75%) 

6  
(12.50%) 

15 
(31.25%) 

20 
(41.57%) 

0  
(0%) 

Drug 
(n=182) 

177 
(97.25%) 

4 
(2.20%) 

146 
(80.22%) 

15 
 (8.24%) 

6                 
(3.30%) 

100 
(54.95%) 

35 
(19.23%) 

2 
(1.10%) 

Obesity DS 
(n=445) 

440 
(98.88%) 

4 
(0.9%) 

169 
(37.98%) 

125 
(28.09%) 

90 
(20.22%) 

76 
(17.08%) 

224 
(50.34%) 

4 
(0.90%) 

Drug 
(n=734) 

721 
(98.23%) 

12 
(1.63%) 

502 
(68.39%) 

53  
(7.22%) 

82 
(11.17%) 

260 
(35.42%) 

194 
(26.43%) 

31 
(4.22%) 

Metabolic 
syndrome 

DS 
(n=137) 

135 
(98.54%) 

2 
(1.46%) 

53 
(38.69%) 

47  
(34.31%) 

21 
(15.33%) 

27 
(19.71%) 

65 
(47.45%) 

1 
(0.73%) 

Drug 
(n=200) 

197 
(98.50%) 

3 
(1.50%) 

147 
(73.50%) 

15  
(7.50%) 

17 
(8.50%) 

77 
(38.50%) 

83 
(41.50%) 

5 
(2.50%) 

 
All trials 

DS 
(n=5,961) 

5857 
(98.26%) 

96 
(1.61%) 

2270 
(38.08%) 

1510 
(25.33%) 

871 
(14.61%) 

1238 
(20.77%) 

2645 
(44.37%) 

131 
(2.20%) 

Drug 
(n =99,244) 

95670 
(96.40%) 

3184 
(3.21%) 

77337 
(77.9%) 

5853  
(5.9%) 

3711 
(3.74%) 

42989 
(43.32%) 

21070 
(21.23%) 

8698 
(8.76%) 

$ A small number of studies were categorized as patient registry and expanded access and are not included in the analysis. 
⊥
 This includes all 

conditions associated with metabolic syndrome diagnosis, i.e., hypertension, T2DM, hyperlipidemia, obesity and metabolic syndrome. 

 

Figure 1. Number of drug and DS clinical trials for various conditions related to metabolic symdrome between 
years 2000 and 2016 stratified by intervention type and study prupose. 
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II. Quantitative eligibility criteria and their permissible numerical ranges under each condition 

We also performed a comparative analysis of the study popluation for drug and DS trials clinical trials under 
conditions associated with metabolic syndrome and for the same time period (1983-2016). We analyzed the 
percentage of trials over permissable value ranges of frequently used quantitative eligibility criteria (used by more 
than 15% of trials), as shown in Table 2 and Figure 2-4.  

Table 2. Top quantitative eligibility criteria used in clinical trials for the conditions included in our study. 

 
 

 

 

Age and BMI: Figure 2 shows the percentage of clinical trials for hypertension, T2DM, hyperlipidemia, 
obesity/overweight and metabolic syndromes over permissible values of (a) age, and (b) BMI. X-axis represents the 
value of the variable. Y-axis represents the percentage of trials for a condition that allow patients with a certain 
value of the variable. We stratified the analysis by condition and intervention types (drugs vs. DS). Patients between 
17-40 years of age are generally more acceptable in drug trials corresponding to all conditions and DS trials for only 
hypertension and obesity. In other words, more DS trials allow patients with age range between 40-65 than those 
between 17-40, whereas there is no noticeable difference between these two age groups in drug trials, except 
obesity. For both DS trials and drug trials, the number of trials that allow older adults (>= 65 years old) decreases 
quickly as the age increases. For BMI, except for obesity, a higher percentage of drug trials allow patients with BMI 
between 18-45 kg/m2. Patients with BMI 18-25 kg/m2 are less accepted for trials on obesity than for other conditions.   
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Conditions Eligibility criteria (% trials) 
Hypertension Age (100%) Systolic (37.5%) Diastolic (32.5%) BMI (15.8%) 

T2DM Age (100%) HbA1c (54.7%) BMI (50.4 %) Glucose (19.2%) 
Hyperlipidemia Age (100%) BMI (29.2%) Triglycerides (16.9%) LDL Cholesterol (14.1%) 

Obesity Age (100%) BMI (64.7%) Weight (12.2%) Glucose (11.1%) 
Metabolic syndrome Age (100%) BMI (45.1%) Glucose (42.6%) Triglycerides (27.1%) 

Figure 2. Percentage of drugs and DS clinical trials conducted for hypertension, T2DM, hyperlipidemia, obesity 
and metabolic syndrome over (a) permissible age values and (b) permissible BMI values. 
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Hemoglobin A1c (HbA1c) and blood glucose levels: Figure 3(a) and 3(b) show the percentages of trials conducted 
for T2DM over permissible HbA1c values (%) and blood glucose levels (mg/dL), respectively. For HbA1c, DS trials 
are more lenient for HbA1c values <= 8% or >= 12% than drug trials. For glucose, a slightly lower percentage of DS 
trials allows patients with glucose <= 100 mg/dL than drug trials. Figure 4(a) shows the percentage of trials 
conducted for metabolic syndrome over permissible blood glucose levels. For glucose, not much difference was 
observed between DS and drug trials. 

 
Figure 3. Percentages of drug and DS clinical trials conducted for T2DM over permissible (a) HbA1c and (b) glucose levels. 
 
Systolic and diastolic blood pressure (BP): Figure 4(b) shows the percentage of trials conducted for hypertension 
over permissible systolic BP and diastolic BP. The curves for the DS trials are slightly shifted to the left of those for 
the drug trials while keeping the similar shapes, indicating that DS trials focused on patients who had a slightly 
lower blood pressure and were thus healthier than those in drug trials. We also observed that, drug trials as 
compared to DS trials, considered a broader range of clinical severity, i.e., higher diastolic (120 vs. 110 mm Hg) and 
systolic (200 vs. 180 mm Hg) BP values.  

Blood triglycerides levels: Figure 4(c) shows the percentage of trials for hyperlipidemia over permissible 
triglyceride values (mg/dL). The two curves are similar, indicating that the same study population is being sought 
for drug and DS trials, with respect to triglyceride values. Figure 4(d) shows the percentage of trials for metabolic 
syndrome over permissible triglyceride values. The trends of curves for drug and DS trials are quite similar, 
indicating that trials on both types of interventions have the similar study population w.r.t. triglyceride levels. 

III. Comparison of baseline characteristics of enrolled patients between drug and DS trials  

Table 3 gives the comparison of the baseline information of the recruited patients in drug and DS trials for obesity 
and hyperlipidemia. Overall, the patients recruited for obesity trials are younger than hyperlipidemia trials. For 
obesity trials, more female patients were recruited than male patients. For hyperlipidemia trials, more male patients 
were recruited than female patients. For both obesity and hyperlipidemia trials, the patients enrolled in drug trials are 
older than those in DS trials with statistical significance (two-sample t-test P < 0.0001), indicating that older adults 
might have been underrepresented in these DS trials. 
 
Table 3. Baseline characteristics of the recruited patients in drug and DS trials for obesity and hyperlipidemia 

        Type of Trials 

Baseline 
Characteristics 

Obesity trials Hyperlipidemia trials 

Drug trials (# of trials) DS trials  (# of trials) Drug trials (# of trials) DS trials (# of trials) 
Age 49.31 ± 9.86 (n=94) 39.02 ± 9.56 (n=16) 59.18 ± 10.02 (n=146) 52.33 ± 7.95 (n=5) 
Gender Female 66.5% (n=109) 69.6% (n=19) 41.5% (n=175) 42.1% (n=6) 

Male 34.9% (n=109) 30.4% (n=19) 58.4% (n=175) 57.9% (n=6) 
LDL (mg/dl) -- -- 129.64 ± 36.90 (n=55) 143.40 ± 27.83 (n=2) 

 
Table 4 shows the comparison of the races of the recruited patients in DS and drug trials for obesity and 
hyperlipidemia. For obesity, the DS trials recruited a higher proportion of black or African American than in drug 
trials (chi-square test P < 0.05). For hyperlipidemia, black or African American are much underrepresented in drug 
trials. 
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Table 4. Races of the recruited patients in drug and DS trials for obesity and hyperlipidemia 

Race 
 

Trial set (Number of Trials) 

American 
Indian/Alaska 

Native 

Asian Native 
Hawaiian/Other 
Pacific Islander 

Black or 
African 

American 

White More 
than one 

race 

Unknown/ 
Not 

Reported 
Obesity DS trials (n=2) 0% 0% 0% 35.71% 64.29% 0% 0% 
Obesity drug trials (n=33) 1.25% 1.12% 0.27% 18.59% 74.19% 0.44% 3.58% 
Hyperlipidemia drug trials (n=60) 0.18% 11.80% 0.16% 4.82% 78.76% 0.62% 4.39% 

 

  
Figure 4.  Percentages of drug and DS trials conducted for (a) metabolic syndrome over permissible blood glucose levels, (b) 
hypertension over permissible systolic and diastolic blood pressure values, (c) hyperlipidemia over permissible triglyceride level, 
(d) metabolic syndrome over permissible triglyceride level. 

Discussion  

In this study, we analyzed the data extracted from ClinicalTrials.gov, both for DSs and drugs, to understand the 
ongoing trends, permissible value ranges of quantitative eligibility criteria as well as characteristics of enrolled 
patients. It provides a number of pertinent contributions to our understanding of metabolic syndrome-related clinical 
trials including a broad picture of study distribution, inclusion criteria, enrollment and subject characteristics both 
for DS and drug studies. This information can provide researchers and clinicians a high-level understanding of DS 
and drug trials to help identify research gaps and inform future study planning. Substantial work has been done 
around aggregate meta-analysis on existing data of drug trials, both at macro and micro levels, in order to better 
understand and estimate an overall effect across similar studies.19 Such studies are mainly conducted on conditions 
with high prevalence in the U.S. and around the world, e.g., T2DM,20 oncology,21 and fall prevention.22 For the 
macro level analysis, elements were extracted from various trial data resources (e.g., registries, journal publications, 
systematic reviews) and analyzed for the change in study characteristics over time and other important elements 
such as randomization.23 Such descriptive analysis is also performed at the micro level on other key study elements 
such as study design, eligibility criteria, endpoints, and adverse events.24  
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This study provides important findings about DS and drug clinical trials conducted on highly prevalent metabolic 
syndrome-related conditions. These conditions increase the risk of more serious conditions, e.g., coronary artery 
disease, stroke, chronic kidney disease.12 Overall, substantially fewer trials were found to evaluate the effectiveness 
of DS than drugs. Both DS and drug trials focused more on treatment than prevention. A substantial number of 
preventive DS trials were conducted for obesity, which has been recognized as a disease by the American Medical 
Association in 2013.25 This is partly due to the false belief that DSs are “natural” products with no or relatively 
fewer severe adverse effects than their drug counterparts.26,27 We also observed that a higher proportion of drug 
trials focused on both safety and efficacy, whereas a higher proportion of DS trials focused only on efficacy. This is 
in part as a result of the DS regulatory policy not only in the U.S. but also globally with lower requirements for pre-
marketing approval.28 More aligned regulatory requirements for DS approval as usual drug approval may help to 
enhance our understanding of DS safety and efficacy. 

We observed a consistent increase in trial registration after the implementation of ClinicalTrials.gov in February 
2000, followed by other international efforts, such as the policies of the International Committee of Medical Journal 
Editors (ICMJE) and WHO, Food and Drug Administration Amendments Act (FDAAA), Declaration of Helsinki 
(DoH) and NPRM Notice of Proposed Rulemaking (NPRM).29 After 2007, there was a gradual decline of trial 
registration except for DS trials on obesity and metabolic syndrome, possibly due to the changes in eligibility 
criteria needed to make the diagnoses of metabolic syndrome after 200830 or introductions of international 
regulatory actions, which posed greater scrutiny on weight loss studies due to safety issues.31 The notable upward 
trend observed for trials on obesity and metabolic syndromes may be due to a greater focus on these conditions with 
growing prevalence and public demand for therapies after withdrawals of some previously available medications.32  

Variability in permissible value ranges for commonly used eligibility criteria, primarily age, BMI, systolic/diastolic 
BP and HbA1c was observed between DS and drugs trials. In particular, for diabetes and hypertension, the key 
physiologic inclusion parameters were less clinically constrained for DS studies than for drug studies. Visualizing 
them can help us better understand the similarities and differences between DS and drugs trials and help guide future 
clinical study design. Changes in the definitions in the clinical guidelines over time and differences between 
professional societies may in part affect the disease identification as well as the treatment goals.33 With respect to 
the age for study population of the trials for the metabolic syndromes, we found a more even distribution of drug 
trials for ages ranging from 17 to 65 years, whereas the primary study population of dietary supplement trials was 
more aggregated around a population of 40-65 years old, presumably with an increasing health awareness, 
development of clinical disease states and a greater interest in disease prevention. For both DS trials and drug trials, 
the number of trials that allow older adults (>= 65 years old) decreases quickly as the age increases, possible being a 
precautionary measure to prevent any drug interactions among older populations with complex comorbidities, age-
related physiological changes and other health issues. This also shows a systematic underrepresentation of older 
adults in both types of trials. Children are also underrepresented in trials, possibly due to the ethical, legal, and 
regulatory complexities in the enrollment, consent, and appropriate access of children of minor parents to clinical 
research.34 A higher percentage of obesity trials on both DS and drugs allows patients with BMI >= 35 kg/m2, 
mainly Class 2 (BMI 35 - 40 kg/m2) and Class 3 (BMI >= 40 kg/m2).35  

Baseline characteristics of enrolled patients on obesity and hyperlipidemia were compared on completed 
intervention trials for dietary supplements vs. drugs. Younger participants were recruited in dietary supplement trials 
vs. drug trials for both obesity (drug: 49.31 ± 9.86 vs. DS: 39.02 ± 9.56) and hyperlipidemia (drug: 59.18 ± 10.02 vs. 
DS: 52.33 ± 7.95). Interestingly, hyperlipidemia trials had more middle-aged male participants in spite of no well-
established gender predilection in terms of hyperlipidemia prevalence and perception across high-risk age groups, 
e.g., postmenopausal women and diabetics. However, this gender trend may reflect the higher male cardiovascular 
disease risk. The underrepresentation of older adults in these DS trials are likely due to the insufficient evidence on 
DS safety, adverse effects and interactions especially among older patients/consumers. However, for obesity, more 
female patients were enrolled in obesity trials (drug trials: 66.5% vs. DS trials: 69.6%) than in hyperlipidemia trials 
(drug trials: 41.5% vs. DS trials: 42.1%). These results correlate with the higher prevalence of obesity among 
women than men. Women are more conscious about their weight and more likely to report interference of their body 
image with everyday social activities and greater participation in weight loss exercises.36 The comparison of the 
racial makeup of recruited patients in DS and drug trials for obesity and hyperlipidemia showed substantial 
underrepresentation of black or African American as compared to whites despite the high prevalence of both 
conditions among them.37 

This study has certain limitations. First, we have not accessed the data on the outcomes of these trials nor the design 
issues of the trials. Second, we used the “Condition” table of the AACT database.17 There might be a small number 
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of condition indexing errors. For the aggregate analysis of the trial metadata and eligibility criteria, some trials may 
not have been primarily conducted to treat or prevent the respective condition but merely test the patients with that 
condition. Nevertheless, we manually reviewed a sample of trials and found this case to be rare in our dataset, thus 
unlikely to affect our findings. Third, we may have missed a number of trials that started before the regulatory 
changes of trial registration took place. Fourth, there might be some discrepancies between the results reported in 
ClinicalTrials.gov and journal publications.38   

Conclusions 

In this study, we performed a comparative analysis on metabolic syndrome-related DS and drug clinical trials 
documented on ClinicalTrials.gov regarding their overall trends, eligibility criteria and baseline characteristics of 
actual enrolled patient. In general, we observed a marked increase in number of clinical trials (both drugs and DS) 
from 2000 to 2007 followed by a gradual decline after 2008. The number of drugs trials, primarily therapeutic, 
exceeds DS trials for conditions like hypertension, T2DM and hyperlipidemia, whereas DS trials, both preventive 
and therapeutic, are more prevalent for obesity and metabolic syndrome reflecting a high and growing prevalence. 
Between drug and DS trials, some quantitative eligibility criteria (e.g., age, BMI, A1c, blood pressure) show 
variations, while others are much similar (e.g., blood glucose, triglycerides). Relatively younger participants were 
enrolled in DS than in drug trials in completed obesity and hyperlipidemia trials. Obesity trials recruited more young 
and female subjects, compared to hyperlipidemia. Both drug and DS trials show substantial underrepresentation of 
black or African American subjects. Further efforts in this area would help us understand disease-specific study 
populations of DS and drug trials for evidence-based patient selection design, leading to more efficient participant 
recruitment, a higher chance of successful trial execution, and a higher study generalizability. 
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Abstract

Acute Kidney Injury (AKI) in critical care is often a quickly-evolving clinical event with high morbidity and mortality.
Early prediction of AKI risk in critical care setting can facilitate early interventions that are likely to provide ben-
efit. Recently there have been some research on AKI prediction with patient Electronic Health Records (EHR). The
class imbalance problem is encountered in such prediction setting where the number of AKI cases is usually much
smaller than the controls. This study systematically investigates the impact of class imbalance on the performance of
AKI prediction. We systematically investigate several class-balancing strategies to address class imbalance, includ-
ing traditional statistical approaches and the proposed methods (case-control matching approach and individualized
prediction approach). Our results show that the proposed class-balancing strategies can effectively improve the AKI
prediction performance. Additionally, some important predictors (e.g., creatinine, chloride, and urine) for AKI can be
found based on the proposed methods.

Introduction

Acute Kidney Injury (AKI) is a clinical event characterized by a sudden decrease in kidney function, which affected
about 15% of all hospitalizations and more than 50% of patients in intensive care unit (ICU)1. Despite some precaution
measures employed in hospitals, the incidence rate of AKI keeps increasing in recent years, which affects 13.3 million
patients per year and resulting in 1.7 million deaths per year2. The mortality rate of AKI can reach 50% in the ICU and
cause a considerable increase in healthcare expenditures that range from $5.4 to $24.0 billion in the United States3.
In addition, AKI is associated with with end-stage renal disease, and chronic kidney disease, which might require
ongoing dialysis and kidney replacement4.

According to the International Society of Nephrology5, identifying patients at risk of developing AKI may produce
better outcomes than merely treating the established AKI. A direct method for AKI risk stratification is by analyzing
any rise in serum creatinine level or decrease in urine output6. A number of biomarkers-based (e.g., NGAL, Cystatin C,
and KIM-1, OPN, IL-18) methods were proposed for early detection of AKI by considering serum, plasma, or urine7.
However, quantifying biomarkers is very expensive and time-consuming. Some score-based methods were used for
the identification of AKI. Both the Acute Physiology and Chronic Health Evaluation (APACHE) II and Sequential
Organ Failure Assessment (SOFA) severity scores were used to examine outcomes in patients with AKI8. Several
studies assessed clinical decision support (CDS) tools for the identification of AKI9, 10. However, these methods mainly
focused on the retrospectively identifying AKI patients, rather than on prospectively predicting AKI risk.

With the rapid development of computer hardware and software technologies, patient EHRs are becoming increas-
ingly available. These data become a great resource for healthcare analytics. Recently, numerous data-driven models
were proposed to predict AKI risk in different clinical settings11–16. Some of these methods used machine learning
algorithms to analyze patient EHRs and develop models for the prediction of AKI in critical care15, 16.

Generally speaking, the prevalence of AKI is usually lower than 20%, which results in an imbalanced class ratio in
collected patients dataset. This class imbalance could severely impact the prediction performance. This is because
most machine learning classifiers are constructed to maximize the entire number of correct predictions, which are
more sensitive to the majority class and less sensitive to the minority class17. Thus, if the imbalance issue is not

809



properly addressed, the classification output can be biased towards majority class and lead to poor performance on
AKI prediction. The misclassification of AKI prediction including false negative cases and false positive cases can
affect the choice of therapeutic and the prognosis, which may increase the risk of condition deterioration and the
overuse of medical resource, respectively. Most of previous studies on AKI prediction did not explicitly address the
class imbalance problem. In addition, class imbalance is pervasive in many medical predictive modeling tasks. Thus,
it is important to address the class imbalance problem and improve the performance of minority class prediction.

This study systematically addresses the class imbalance problem in AKI prediction. Specifically, the traditional statis-
tical approaches, case-control matching approach, and individualized prediction approach are investigated. Our 5-fold
cross-validation experimental results demonstrate that with class balancing techniques the prediction performance can
be effectively improved. Compared with traditional statistical methods, case-control matching shows better perfor-
mance, and individualized prediction approach performs the best.

Methods

Data Set

The patient data used in our study are from the Medical Information Mart for Intensive Care III (MIMIC-III) database18.
The collection of MIMIC-III dataset is passive and de-identified, which is in compliance with the Health Insurance
Portability and Accountability Act (HIPAA) Privacy Rule and does not produce significant impacts on patient safety15.
This database was open sourced and freely accessible, and contained approximately sixty thousand admissions of pa-
tients who stayed in critical care units of the Beth Israel Deaconess Medical Center between 2001 and 2012. In
particular, this database included information such as patient demographics, vital signs, laboratory test results.

AKI Case Definition: In this study, we focus on stage-I AKI, which is defined by three criteria based on Kidney Disease
Improving Global Outcomes (KDIGO) Clinical Practice Guideline19: (1) Increase in serum creatinine by ≥ 0.3 mg/dl
(≥26.5 mol/l) within 48h; or (2) Increase in serum creatinine to ≥1.5 times baseline, which is known or presumed to
have occurred within the prior 7 days; or (3) Urine volume < 0.5 ml/kg/h for 6h.

Patient Features: We extracted groups of features from MIMIC-III as follows. Additional details about features can
be found at https://github.com/xuzhenxing2018/amia/blob/master/features_name.xlsx.

(1) Demographics: Gender, age and ethnicity.

(2) Medications: Medications20 that the patient take from the patients ICU admission until prediction time. We mainly
considered the following categories: diuretics, Non-steroidal anti-inflammatory drugs (NSAID), radiocontrast agents,
and angiotensin.

(3) Comorbidities: Comorbidities that patients already have. We mainly considered the following categories: conges-
tive heart failure, peripheral vascular, hypertension, diabetes, liver disease, myocardial infarction (MI), coronary artery
disease (CAD), cirrhosis, and jaundice.

(4) Chart-events: Vital signs measured at the bedside. We mainly considered diastolic blood pressure (DiasBP),
glucose, heart rate, mean arterial blood pressure (MeanBP), respiration rate, SpO2, systolic blood pressure (SysBP),
and temperature.

(5) Lab-events: Laboratory test results. We considered bicarbonate, blood urea nitrogen (BUN), calcium, chloride, cre-
atinine, hemoglobin, international normalized ratio (INR), platelet, potassium, prothrombin time (PT), partial throm-
boplastin time (PTT), and white blood count (WBC).

(6) We also consider the average of urine output and the minimum value of estimated glomerular filtration rate (eGFR).

Data Pre-Processing: If an ICU stay contained missing demographics and discrete variables, we deleted this ICU
stay. For time-dependent continuous variables(e.g. lab, chart-events), we calculated statistics including the first, last,
average, minimum, maximum, slope and the count based on observations during the observation window. Then we
used mean imputation to fill missing continuous values and min-max scaler to normalize all these observations. And
contained discrete variables (e.g. medication and comorbidities) were encoded as zero-one multi-hot vectors. In this
way, each ICU stay is indexed by icustay id, and represented as a 147-dimension feature vector.
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Experimental Setting

We adopted a predictive modeling setting with a rolling observational window design. Specifically, suppose t is the
elapsed time (in hours) after the patient was admitted to ICU, we utilized the patient records in t to predict the AKI
risk in the next 7 days, where t takes value in 24, 48, 72, 96, 120, 144 hours. An illustration of such rolling window
design is shown in Figure 1. For each ICU stay, we obtained labels (AKI, or non-AKI) based on whether one of the
three criteria in KDIGO definition was satisfied in the prediction window. Note that, if a patient met AKI criteria on
admission to the ICU, we excluded the patient for prediction in order to avoid predicting AKI on top of AKI. We also
excluded patients whose creatinine and urine data were missing for the whole time period that is being predicted.

Figure 1: An illustration of AKI prediction. PP: prediction point; DCW: data collection window; PW: prediction
window.

Handling the Class Imbalance Problem

The Class Imbalance Problem. The AKI class ratio is highly imbalanced in our data, which is detailed in Table 1.
This may affect the prediction performance severely. We investigated the following strategies to handle such class
imbalance problem. And all the class-balancing technique was applied to the training data after cross-validation.

Table 1: The number of AKI and non-AKI samples in our dataset.

24h 48h 72h 96h 120h 144h
AKI 8537 4778 3212 2239 1592 1195

non-AKI 30729 30703 30600 30486 30410 30337
Total 39266 35481 33812 32725 32002 31532

Traditional Class-Balancing Techniques. In this section, the classical under-sampling and over-sampling methods for
addressing class imbalance problem are introduced.

(1) The random under-sampling strategy (RU): One of the most common and simplest strategies to handle imbalanced
data is uniformly random under-sampling of the controls to achieve equal number of cases and controls. This process
will be repeated multiple times and a predictor is constructed for each created balanced dataset. Then these predictors
will be combined through majority voting.

(2) Cluster Centroids (CC): This technique uses K-means method to cluster the controls, and the cluster centroids will
be extracted as the negative samples. The K was set as the number of cases to construct a balanced dataset.

(3) Instance hardness thresholding (IH)21: This technique trains a classifier on the controls and removes the controls
with lower probabilities. Due to the probability outputs, it is not always easy to acquire a specific number of samples.
Classifier we selected was random forest classifier.

(4) One-sided selection method (OS)22: This technique performs under-sampling method based on Tomeks links23 and
1-nearest neighbor rule to remove the noise samples from majority class samples.
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(5) Edited data set using nearest neighbors (ENN)24: This technique uses a nearest-neighbors algorithm and selection
criteria to remove samples in the class to be under-sampled.

(6) Synthetic Minority Oversampling Technique (SMOTE)25: This technique uses the existing minority class samples
to synthesize elements for the minority class, which randomly chooses a point from the minority class and computes the
k-nearest neighbors for this point, and then the synthetic points are added between the chosen point and its neighbors.

(7) The combination of over- and under-sampling using SMOTE and Tomek links (ST)26: Since SMOTE does not
consider any knowledge regarding the underlying distribution of samples, some noisy samples can be generated, e.g.,
when the different classes cannot be well separated. It is useful to employ an under-sampling algorithm to clean
the noisy samples. Thus, the combination of SMOTE and Tomek links is performed, which uses SMOTE for over-
sampling and Tomek links for cleaning.

The Case-Control Matching Strategy (MS). This method matches each case with a control based on the APACHE II
score27 and Charlson comorbidity index28, and demographic information. Specifically, a matched control needs to (1)
have the same gender as the case, and the age difference is within 5 years; (2) have the highest similarity score with
the case measured by Manhattan distance based on APACHE II and Charlson comorbidity index. By this means, a
resampled balanced training set was constructed with matched cases and controls.

Individualized Predictive Modeling (IS). Individualized predictive models are customized for a specific sample using
the information acquired from similar samples. The similarity is measured with gower similarity which is one of the
most popular measures of proximity for mixed data types29, 30. Compared to global models built on all samples, this
strategy has the potential to find more individualized risk factors and obtain more accurate results. Specifically, the
process for the individualized predictive modeling of a sample is shown as follows.

(1) Receive a sample S for testing and obtain feature vector which were summarized in the previous section of patient
features. (2) Use gower similarity to find a cohort of K similar case samples and K similar control sample from all
training samples, which constructs a cohort of 2K samples. (3) Build a model based on the similar sample cohort and
predict label for sample S individually.

Predictive Models

For each predictive model, we used 5-fold cross validation to assess the performance. During each fold of iteration,
we applied different balancing techniques to sample a balanced training dataset, on which classifier was trained. In
general, we used global testing technique which means that all samples in testing dataset are predicted using the
same classifier trained on the same training dataset. In particular, individualized predictive model used local testing
technique, which means a customized classifier is trained on a customized training set and used to predict label for
each sample in testing dataset.

We used several predictive models including `2 norm regularized Logistic Regression (Ridge)31, Elastic Net regu-
larized Logistic Regression (EN)32, Random Forest (RF)33 and Gradient Boosting Decision Tree (GBDT)34. For the
implementations of Ridge, EN, and RF, we used Scikit-learn software library35. For the GBDT, we chose XGBoost
software library36. And the traditional balancing strategies were implemented with imbalanced-learn tool37. For class
balancing techniques involving random (under or over) sampling, the sampling process were repeated 50 times. The
gower similarity was calculated on the basis of the gower soft package38. We quantified our models with several
robust measurements including AUC (the area under the receiver operating characteristic curve), recall, precision and
F-score. For individualized predictive modeling, the size of the similar sample cohort were tuned from 200 to 600.

Results

Comparison of Different Methodologies with All Patient Features

We tested the performance of different predictive models with different class-balancing techniques using all patient
features with varying data collection windows. Figure 2 showed the performance of these approaches in terms
of AUC. For performance in terms of precision, recall and F-score one can refer to https://github.com/
xuzhenxing2018/amia.
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Figure 2: The AUC of different methods with 24-144 hours of data collection window. A-F denotes 24-144, respec-
tively. IMB: imbalance data.
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From Figure 2, we can observe that

• Class balancing techniques can improve the prediction performance in general. This validates our assumption
at the beginning that class imbalance will affect the performance of predictive models and class balancing
techniques are necessary.

• Case-control matching performs better than traditional class-balancing techniques. This suggests that determin-
istic sampling is more effective than random sampling in this scenario.

• Individualized predictive modeling performs the best. This implies the complexity of the AKI prediction prob-
lem. Because of the complicated distribution of cases and controls, it is difficult to build a single model over
the entire sample set with good prediction performance. Our individualized predictive modeling strategy can
be viewed as an extreme case for local learning39, which is a learning strategy first divides the data space into
different local regions and then build a predictor for each region. In our design, same number of case and control
nearest neighbors are retrieved for each sample and thus the class imbalance problem no longer exists.

• Comparing the performances of different predictors, we observe that GBDT obtains better performance.

Comparison of Different Feature Groups Using the GBDT

Five different groups of features were used to conduct AKI prediction. In this section we investigate the prediction
performance of GDBT with different type of features with 24 hours of data collection window. The results are shown in
Table 2. From the table we can observe that the laboratory features can achieve better performance than other feature
groups. The comorbidity and medication feature groups demonstrated similar performance, and the demographic
feature group contributed the least to AKI risk prediction. This is likely because ICU stay-level data rather than
patient-level cohort were used for prediction. For example, if a patient had several hospital ICU stays and he/she
might satisfy AKI criteria in one ICU stay and not in another. For this case, the demographic-only classifier would
produce worse results, because it was difficult to distinguish this patient who belong to AKI and non-AKI class by just
demographic features. Lab covariates provide specificity to each individual patient that can further classify their risk
beyond traditional demographic and past medical history information.

Table 2: The performance of different group features based on 24 hours data.

Demog Med Comm Chart Lab
Auc 0.68 ±0.007 0.693±0.007 0.683±0.008 0.694±0.006 0.703±0.006

Recall 0.57±0.014 0.65±0.015 0.621±0.013 0.651±0.012 0.678±0.014
Precision 0.243±0.011 0.271±0.012 0.265±0.01 0.312±0.012 0.356±0.011
F-score 0.341±0.012 0.383±0.013 0.371±0.011 0.422±0.013 0.467±0.012

The Important Features Selected from all Feature Groups

There are 147 features in total used for AKI prediction. The importance of each factor in AKI prediction was further
explored in experiment. The GBDT model was used to obtain the important score of each feature. Table 3 showed
the most important features based on their importance scores and correlations with label, which were obtained by
using the spearman correlation coefficient. The positive and negative signs indicated positive and negative correlation,
respectively. From the table, we can find that CREATININE, CHLORIDE, and urine are more important, because
they have strong correlation with AKI label. These results could corroborate well with some previous reports. For
example, the decrease in urine output and the magnitude of increase in serum creatinine level can be used to determine
the severity of AKI40. We also found that the minimum of eGFR value was informative, because eGFR is a number
obtained by testing creatinine in blood, which can tell how well your kidneys are working. Besides, Chloride levels
are associated with the severity of AKI41. And Ishikawa et al.42 found the percentage of patients with intraoperative
hypoxemia (SpO2 < 90%) was significantly different between the AKI groups and none-AKI groups.
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Table 3: The top 10 features selected from all feature groups based on importance score. The value nearby name of
feature is spearman correlation coefficient with label.

24h 48h 72h
1 CREATININE slope 0.0724 eGFR min -0.0431 eGFR min 0.004
2 MeanBP slope -0.0192 RespRate slope -0.0132 SpO2 slope 0.0769
3 avg urine -0.0457 BICARBONATE slope -0.0501 DiasBP max 0.0694
4 eGFR min -0.1129 MeanBP slope 0.0224 avg urine 0.1628
5 RespRate avg 0.0161 Glucose slope 0.0148 MeanBP slope 0.0451
6 Glucose slope -0.0329 SpO2 slope 0.054 CHLORIDE count 0.1585
7 CREATININE last 0.1423 CALCIUM slope -0.0051 Temp slope -0.0137
8 CHLORIDE count 0.1241 PLATELET slope 0.0183 PTT last 0.0793
9 HeartRate slope 0.0399 CREATININE slope -0.0046 Glucose slope 0.0337
10 HeartRate avg 0.0263 age 0.0605 RespRate slope -0.0294

96h 120h 144h
1 avg urine 0.2205 SpO2 slope 0.0995 avg urine 0.2448
2 Glucose slope 0.0436 Glucose slope 0.0473 HeartRate slope 0.0302
3 Temp slope -0.0239 avg urine 0.0243 Glucose slope 0.0451
4 HeartRate slope 0.0285 Temp slope -0.0239 Temp max 0.1655
5 CHLORIDE count 0.1817 DiasBP max 0.1194 SpO2 slope 0.1
6 HeartRate max 0.1401 HeartRate max 0.1146 RespRate slope -0.027
7 eGFR min 0.0404 Temp max 0.1578 DiasBP max 0.1244
8 SpO2 slope 0.0919 MeanBP slope 0.0408 HeartRate max 0.1445
9 RespRate slope -0.1315 HeartRate slope 0.0306 Glucose max 0.1112
10 DiasBP max 0.098 Temp min -0.0781 DiasBP slope 0.0292

The Comparisons of Different Size of Time Slot during Sampling Temporal Variable

We investigated the effect of time slots size during extracting feature for temporal variables on prediction. During fea-
ture engineering, each temporal variable was compressed into a statistical vector calculated on observations recorded
during overall observational window. The observational window could be split into several sub-windows, the time
slots size was set to 2h, 4h, 6h, 8h, 12h and 24h in experiments. Within each time-slot, statistics for a temporal vari-
able were got. Then we can concatenate these fine-grained statistics from all time slots together as a feature vector for
a temporal variable.

Figure 3: The performance of different time slots during sampling variable values.

The performance of different size of time slots were shown in Figure 3. This experiment were done based on 24 hours
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data using GBDT classification model and individualization predictive modeling. From these result, we could find that
when the size of time slot was set to 8h, better results could been obtained. There were the worst results when the time
slot was set to 2h, which might be because there were more missing values during sampling the variable values with
high frequency, and simple imputation for missing values might distort the original distribution. And setting time slot
to the observational window may lose time-dependency within a temporal variable.

Conclusion and Discussion

Predicting AKI accurately is helpful for clinicians to take properly measures for patients. The imbalance of case and
control can produce worse results for the AKI prediction. This study investigated the impact of data imbalance on the
performance of AKI prediction. Two strategies (case-control matching and individualized predictive modeling) were
proposed to address class imbalance problem. These two strategies could construct balanced cohort by finding similar
background cases and controls, which reduced the interference of noise data and captured important information for
the prediction of AKI. In addition, we investigated most of class-balancing strategies. Some popular machine learning
models (e.g., logistic regression, RF, and GBDT) were integrated with these class-balancing strategies for the AKI
prediction. GBDT showed better performance than other methods for the AKI prediction in this study.

Prior models of risk prediction of AKI in critically ill patients typically use static clinical parameters43, 44. The utiliza-
tion of real-time data as performed in this manuscript provides an opportunity to predict AKI with features specific
to each individual patient. Dynamic real-time data may allow for clinical monitoring of AKI risk beyond solely static
prediction upon ICU arrival. The use of dynamic clinical monitoring algorithms for AKI prediction may allow for
incorporation into the electronic medical record11. The ability to identify patients at high risk of AKI using real-time
data may allow for initiation of earlier intervention to prevent or reduce the deterioration of kidney function45. Further
optimization of dynamic clinical risk prediction models can be further improved with the incorporation of novel blood,
urine, imaging, and genomic biomarkers to allow for individualized precise detection of AKI risk.
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Abstract

Management of heart failure is a major challenge in health care. Optimal management of heart failure requires
adherence to evidence-based clinical guidelines. The nearly 80-page guideline for heart failure management is very
complex. As a result, clinical guidelines are difficult to implement and are adopted slowly by the medical community
at large. In this paper we describe a heart failure treatment adviser system which automates the reasoning process
required to comply with the heart failure management guideline. The system is able to correctly compute guideline-
compliant treatment recommendations for a given patient. For each recommendation, justification is also given by the
system. We illustrate the technical aspect of the implementation of the system as well as some primitive user interfaces
associated with the system’s core functionality. A simulated case is presented with system-generated recommendations
and justifications.

1 Introduction

Heart Failure (HF) is the inability of the heart to keep up with the demands of the body; as a result, an inadequate
of amount of blood is supplied to the human body and pressure in the heart can rise. This can cause congestion of
blood in the lungs, abdomen and legs. All of this culminates in symptoms of exercise intolerance. Half of the people
diagnosed with HF die within five years1. The cost of this disease to the economy is huge. Statistics show that there
are 11 million physician visits and 875,000 hospitalizations per year due to HF. About 25% of patient with heart failure
are readmitted to a hospital or visit an emergency room within thirty days of treatment.

Heart failure cannot be cured but only be managed. A standard approach to managing heart failure has been to have a
committee of experts develop practice guidelines that all physicians should follow. American College of Cardiology
Foundation (ACC)/American Heart Association (AHA) published the 2013 Guideline for the Management of Heart
Failure and 2016/2017 Focused Update (refereed collectively as the Guideline)2–4. The Guideline was created by a
multi-disciplinary committee of experts who thoroughly reviewed the best available clinical evidence on heart failure
management. It represents a consensus among experts on the appropriate treatment of heart failure5.

Although evidence-based guidelines should be the basis for all disease management6, physicians’ adherence to them
has been very poor7. Studies showed that compliance is as low as 30% for most disciplines8. Based on these studies
and our interview with the cardiologists, we believe the compliance with the Guideline among heart failure care
providers is far from ideal.

Reasons behind the noncompliance with clinical guidelines include lack of awareness, lack of familiarity, lack of
motivation and external barriers7. One major reason for the lack of familiarity is the complexity of the rules in the
Guideline. Take one rule in the 2013 Guideline for example2:

“Aldosterone receptor antagonists (or mineralocorticoid receptor antagonists) are recommended in pa-
tients with NYHA class II—IV HF and who have LVEF of 35% or less, unless contraindicated, to reduce
morbidity and mortality. Patients with NYHA class II HF should have a history of prior cardiovascular
hospitalization or elevated plasma natriuretic peptide levels to be considered for aldosterone receptor an-
tagonists. Creatinine should be 2.5 mg/dL or less in men or 2.0 mg/dL or less in women (or estimated
glomerular filtration rate >30 mL/min/1.73 m2), and potassium should be less than 5.0 mEq/L. Careful
monitoring of potassium, renal function, and diuretic dosing should be performed at initiation and closely
followed thereafter to minimize risk of hyperkalemia and renal insufficiency”

We believe it is impossible for humans to follow all the statements described in this nearly 80-page guideline even
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if they want to. Our claim is backed up by recent advances in both psychology and cognitive science. According to
prior research conducted by Halford et al9, a model defined by 4 variables is at the limit of processing capacity of
human mind. The Guideline, however, has around 40 variables associated with HF mortality and morbidity, which
obviously exceeds this limit. In addition, the mental model theory holds that it is much harder for humans to establish
a conclusion about what is necessary than about what is possible10. In evidence-based HF management, the healthcare
providers’ job is to give necessary treatment plans while strictly following a 80-page guideline, which is extremely
hard, if not impossible. Likewise, establishing the safety of pharmacological treatments is error-prone since humans
tend not to consider all possibilities when it comes to contraindications.

The contribution of this paper is the implementation of the justification functionality of the heart failure treatment
adviser system11 along with the system’s graphical user interface. The purpose of the system is to help overcome
the cognitive difficulties faced by physicians in implementing the Guideline. The heart failure treatment adviser sys-
tem automates all the rules in Guideline and thus able to give recommendations with justifications like a real human
physician who strictly follows the Guideline, even under the condition of incomplete information about the patient12.
We adopted a novel and powerful programming paradigm called answer set programming (ASP)13 for developing the
reasoning engine for the system. ASP facilitates the modeling of human-style commonsense reasoning14. Common-
sense reasoning is non-monotonic15, which means that conclusions that were drawn earlier may have to be revised as
more information becomes available. For example, normally ACE inhibitors should be given to a patient with heart
failure with reduced ejection fraction (HFrEF)2. But the care provider should avoid ACE inhibitors once he/she knows
that the patient in question has a history of angioedema2. Here the new information about the patient causes the care
provider to modify her treatment plan.

We have conducted an experimental study involving 10 simulated and 20 real patients with heart failure to validate the
efficacy of the heart failure treatment adviser system. Out of the 179 stage C recommendations made by the system,
168 are validated by expert cardiologists. The reasons for the missed and discordant recommendations are insufficient
system input, knowledge outside the Guideline and differing reasoning style that were not modeled in the system at
the time of validation. The details of validation and the corresponding analysis can be found in other publications12, 16.
Note that we illustrate in the paper how the heart failure treatment adviser system works by analyzing a simulated
patient with heart failure.

2 Methods
2.1 HF Guideline

The Guideline has around 60 rules regarding the treatment options for heart failure. Those rules are categorized based
on four progressive stages of heart failure. Treatment recommendations at each stage are aimed at reducing risk
factors (stage A), treating structural heart disease (stage B) and reducing morbidity and mortality (stage C and D). In
the Guideline, the relevant information about a patient includes2:

• 3 pieces of demographics information: gender; age; race

• 10 measurements: weight; creatinine; potassium; left bundle branch block; non left bundle branch block; QRS
duration; ejection fraction; NYHA class; ACC/AHA stage; sinus rhythm

• 25 types of HF-related diseases and symptoms: sleep apnea; acute coronary syndrome; myocardial infarc-
tion; diabetes; stroke; fluid retention; angioedema; ischemic attack; thromboembolism; elevated plasma natri-
uretic peptide level; asymptomatic ischemic cardiomyopathy; atrial fibrillation; myocardial ischemia; lipid dis-
orders; acute profound hemodynamic compromise; obesity; angina; threatened end organ dysfunction; ischemic
heart disease; structural cardiac abnormalities; atrioventricular block; hypertension; dilated cardiomyopathy;
volume overload; coronary artery disease

The possible recommended treatments are the following2:

• 13 pharmacological treatments: Angiotensin Converting Enzyme (ACE) inhibitors; Angiotensin Receptor
Blockers (ARBs); Beta blockers; Statin; Diuretics; Aldosterone Receptor Antagonists; Digoxin; Inotropes;
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Anticoagulants; Omege-3 fatty acids; Hydralazine and Isosorbide Dinitrate; Angiotensin Receptor-Neprilysin
Inhibitors (ARNIs); Ivabradine

• 9 management objectives: systolic blood pressure control; diastolic blood pressure control; obesity control; di-
abetes control; tobacco avoidance; cardiotoxic agents avoidance; atrial fibrillation control; sodium restriction;
water restriction;

• 4 device/surgical therapies: implantable cardioverter-defibrillator; cardiac resynchronization therapy; me-
chanical circulatory support; coronary revascularization

2.2 ASP Implementation of HF Guideline

The heart failure treatment adviser system consists of two major components: rule database and fact table. The rule
database covers all knowledge in the Guideline. The fact table contains the relevant information of the patient with
heart failure such as demographics, history of illness, history of medication, daily symptoms, contraindications, risk
factors as well as lab results. These information comes from two external sources: Electronic health records (EHR)
and clinical notes. Currently the patient’s information is coded manually by system developer but automatic generation
of ASP facts from the EHR and clinical notes is planned as future work.

Figure 1 displays the architecture of the heart failure treatment adviser system. When asked to give treatment options
for a patient, the system generates a normal logic program by attaching the patient’s fact table to the Guideline rule
document and then uses the ASP engine to compute the solution (answer set) of that program. The answer set includes
all the guideline-compliant treatment recommendations for the patient in question.

Figure 1: The architecture of heart failure treatment adviser system

All the rules in Guideline are written in one of the forms of commonsense reasoning patterns. We identified and
formalized seven reoccurring knowledge patterns across the Guideline11:

• aggressive reasoning: make a recommendation if the conditions are met; no evidence of contraindication means
there is no contraindication.

• conservative reasoning: make a recommendation if the conditions are met and the explicit proof of no con-
traindication is available.

• Anti-recommendation: a recommendation is prohibited if the evidence of at least one contraindication is
present.

• Preference: make the first-line recommendation whenever possible. If not, use the second-line recommendation

• Concomitant choice: if a recommendation is made, some other recommendations are automatically in effect
unless they are contraindicated.

• Indispensable choice: if a recommendation is made, some other choices must also be made; if those choices
can’t be made, then the first choice is revoked.

• Incompatible choice: certain recommendations can’t be in effect at the same time.
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Each single knowledge pattern is easy to understand and model, but the meaning of the conglomerate of them is not
straightforward. For instance, ARBs may look reasonable due to one rule that dictates its prescription which follows
aggressive reasoning pattern. But when ACE inhibitors are recommended for the same patient ARBs should not be
included in the medication list because of a rule that prefers ACE inhibitors over ARBs which follows preference
pattern. We make use of ASP to model the above knowledge patterns faithfully. The ability of ASP’s to model
defaults, strong/weak exceptions, preferences, etc.14 makes it ideally suited for modeling these knowledge patterns.

ASP is a declarative programming paradigm for solving hard combinatorial search problems and automation of rea-
soning which are primarily NP-hard13. A rule in ASP program follows the form

p :- q1, ..., qm, not r1, ..., not rn.

where m ≥ 0 and n ≥ 0. The part before “:-” is called the head of the rule and the one after “:-” is the body of the rule.
Each of p and qi (∀i ≤ m) is a literal; each not rj (∀j ≤ n) is a literal of default negation. A negative condition not ri
is shown to hold by showing that the positive condition ri fails to hold. It is read declaratively as a logical implication:
p if q1 and ...and qm and not r1 and ...and not rn. Note that default negations not p is different from classical
negation ¬p. Their difference can be illustrated by coding a simple piece of commonsense knowledge: a school bus
may cross railway tracks if there is no approaching train. Using classical negation to express this rule looks like:

cross :- ¬train.

It means it is okay to cross the railway if we know explicitly that no train is approaching. Had we used default negation,
the rule would be:

cross :- not train.

It says it is okay to cross the railway tracks in the absence of information about an approaching train.

An example of ASP can be seen in Figure 2. The solution, or the stable model of this program is {p, s}. The first rule
in Figure 2 is satisfied by this solution because p is a fact. The second rule is satisfied because its body does not apply.
The last rule is also satisfied because both of its body and head are true.

p.
r :- p, q.
s :- p, not q.

Figure 2: An example of answer set program

The heart failure treatment adviser system was built based on two core concepts: recommendation and contraindi-
cation. A recommendation can be translated into an action or an activity that can be implemented and measured. A
contraindication is a specific situation in which a drug, procedure, or surgery should not be used because it may be
harmful to the person. We have observed four facts in the 2013 Guideline: (i) Multiple rules can trigger a recommen-
dation; (ii) Multiple rules can lead to a contraindication; (iii) A recommendation of a treatment cannot be made if at
least one contraindication for that treatment is present; and, (iv) A recommendation/contraindication can impact the
recommendation/contraindication of other treatments11, 12.

In the system, recommendations are naturally modeled at the head of a rule while contraindications are put at the body
of a rule with either classical negation or default negation before them. With the help of knowledge patterns and core
concepts, all rules in Guideline for the treatment of ACC/AHA stage A to D are systematically coded in ASP. For
example, consider the following stage C rule2:

“In patients with a current or recent history of fluid retention, beta blockers should not be prescribed
without diuretics.”

This rule can be coded using answer set programming as follows:

RULE 1: recommendation(beta_blockers, class_1) :-
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not absent_indispensable_choice(beta_blockers),
not rejection(beta_blockers), evidence(accf_stage_c),
diagnosis(hf_with_reduced_ef).

RULE 2: absent_indispensable_choice(beta_blockers) :-
not recommendation(diuretics, class_1),
diagnosis(hf_with_reduced_ef), evidence(accf_stage_c),
current_or_recent_history_of_fluid_retention.

RULE 3: recommendation(diuretics, class_1) :-
recommendation(beta_blockers, class_1),
diagnosis(hf_with_reduced_ef),
not rejection(diuretics), evidence(accf_stage_c),
current_or_recent_history_of_fluid_retention.

Note that the rules use default negation for the contraindication of beta blockers and diuretics. To illustrate the code
above, let us study the behavior of the system for a patient who has heart failure with reduced ejection (HFrEF) and
is in ACC/AHA stage C. According to the 2013 Guideline, our system would recommend beta blockers (RULE 1 &
RULE 2). If we add the information that the patient has a history of fluid retention, then the system will add diuretics
(RULE 3). However, if diuretics are contraindicated for any reason, the system would not recommend beta blockers
either (i.e., these rules will be taken out of consideration). The rule above actually follows the indispensable choice
pattern in which if a choice is made, some other choices must also be made; if those choices cannot be made, then the
first choice is revoked.

3 Results

The following analysis is based on a simulated patient with heart failure. Suppose there is a female patient who is in
ACC/AHA stage C, belongs to NYHA class III and has been diagnosed with myocardial ischemia, atrial fibrillation
and coronary artery disease. She also suffers from sleep apnea, fluid retention and hypertension. Her left ventricular
ejection fraction (LVEF) is 35%. There is evidence that she has ischemic etiology of heart failure. Her electrocardio-
gram (ECG) has sinus rhythm and a left bundle branch block (LBBB) pattern with a QRS duration of 180ms. The
blood test says her creatinine is 1.8 mg/dL and potassium is 4.9 mEg/L. She has a history of stroke. It has been 40
days since the acute myocardial infarction happened to her. Her doctor assessed that her expected survival duration is
about 3 years. The above facts are stored as logic program atoms in the system as shown in Figure 3.

To present the patient’s information in a human-readable manner to a physician user, a look-up table is used to map
the atoms in Figure 3 to English phrases or sentences. Below are some excerpts from the look-up table:

evidence(male)=The gender is male
history(ischemic_heart_disease) = History of ischemic heart disease
diagnosis(atrial_fibrillation) = Atrial fibrillation
contraindication(beta_blockers) = Beta blockers are contraindicated

The effect of using such a look-up table can be seen in Figure 5, which displays the patient’s information in English.
Next step is to get all guideline-compliant treatment recommendations for this patient. The system computes the
solution (answer set) for the normal logic program that consists of the facts in Figure 3 and all the Guideline rules.
The computed answer set is shown in Figure 4. The guideline-compliant recommendations can be easily extracted
from the original answer set by performing simple keyword matching on atoms starting with “recommendation”.
Note this patient is in ACC stage C so measures listed as class I recommendations for her in stage A and B are also
recommended where appropriate. To save some space we list only the answer set for stage C.
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%doctor’s assessments %history of the patient
evidence(accf_stage_c). diagnosis(myocardial_ischemia).
evidence(nyha_class_3). diagnosis(atrial_fibrillation).
measurement(survival, 3). diagnosis(coronary_artery_disease).

diagnosis(hypertension).
%demographics of the patient diagnosis(hf_with_reduced_ef).
evidence(female). evidence(sleep_apnea).
measurement(age, 78). evidence(fluid_retention).

evidence(ischemic_etiology_of_hf).
%measurements from the lab history(stroke).
measurement(creatinine, 1.8). history(mi).
measurement(potassium, 4.9). history(hospitalization).
measurement(lvef, 0.35). measurement(mi, 40).
measurement(lbbb, 180).
measurement(sinus_rhythm).

Figure 3: Representation of a patient’s information in heart failure treatment adviser system

{ treatment(ivabradine) treatment(ace_inhibitors) treatment(icd) treatment(crt)
treatment(beta_blockers) treatment(diuretics) treatment(arni) treatment(arbs)
treatment(statins) treatment(aldosterone_antagonist) treatment(digoxin)
treatment(hydralazine_and_isosorbide_dinitrate) treatment(omega3_fatty_acids)
treatment(anticoagulation) treatment(continuous_intravenous_inotropic_support)
treatment(short_term_continuous_intravenous_inotropic_support)
treatment(long_term_continuous_intravenous_inotropic_support)
treatment(blood_pressure_control) treatment(systolic_blood_pressure_control)
treatment(diastolic_blood_pressure_control) treatment(obesity_control)
treatment(obesity_avoidance) treatment(diabetes_control)
treatment(diabetes_avoidance) treatment(tobacco_use_avoidance)
treatment(cardiotoxic_agents_avoidance) treatment(coronary_revascularization)
treatment(atrial_fibrillation_management) treatment(sodium_restriction)
treatment(fluid_restriction) treatment(mechanical_circulatory_support)
treatment(continuous_positive_airway_pressure) recommendation_class(class_1)
recommendation_class(class_2a) recommendation_class(class_2b) measurement(survival,3)
evidence(accf_stage_c) evidence(nyha_class_3) diagnosis(hf_with_reduced_ef)
evidence(female) measurement(age,78) measurement(creatinine,18) measurement(potassium,49)
diagnosis(myocardial_ischemia) diagnosis(atrial_fibrillation) history(mi)
diagnosis(coronary_artery_disease) diagnosis(hypertension) evidence(sleep_apnea)
evidence(ischemic_etiology_of_hf) history(cardiovascular_hospitalization) history(stroke)
evidence(fluid_retention) measurement(mi,40) measurement(lvef,35) measurement(lbbb,180)
evidence(sinus_rhythm) lvef_less_than_40 diagnosis(ischemic_heart_disease)
history(hf_with_reduced_ef) history(nyha_class_3) history(fluid_retention)
history(myocardial_ischemia) history(atrial_fibrillation) history(coronary_artery_disease)
history(hypertension) history(ischemic_heart_disease) history(accf_stage_c)
history(female) history(ischemic_etiology_of_hf) history(sleep_apnea)
history(sinus_rhythm) lvef_less_than_35 age_greater_than_75 creatinine_less_than_25
creatinine_less_than_20 potassium_less_than_50 mi_post_40_days survival_year_greater_than_1
lbbb_qrs_greater_than_150 nyha_class_2_to_4 nyha_class_2_to_3
nyha_class_3_to_4 current_or_recent_history_of_fluid_retention
history_of_mi_or_acs safe_condition_for_aldosterone_antagonists_male_creatinine
safe_condition_for_aldosterone_antagonists_female_creatinine
safe_condition_for_aldosterone_antagonists_potassium
contraindication(blood_pressure_control) contraindication(aldosterone_antagonist)
contraindication(hydralazine_and_isosorbide_dinitrate)
cardioembolic_source rejection(blood_pressure_control) rejection(aldosterone_antagonist)
rejection(hydralazine_and_isosorbide_dinitrate)
recommendation(diuretics,class_1) recommendation(beta_blockers,class_1)
recommendation(ace_inhibitors,class_1) recommendation(sodium_restriction,class_2a)
recommendation(continuous_positive_airway_pressure,class_2a) recommendation(crt,class_1)}
recommendation(digoxin,class_2a) recommendation(anticoagulation,class_1)
recommendation(omega3_fatty_acids,class_2a) recommendation(icd,class_1)

Figure 4: Answer set computed by the heart failure treatment adviser system

824



Figure 5: Display of a patient’s information in GUI
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Figure 6: Recommendation shown in GUI

Figure 7: Justification shown in GUI

The final list of treatment recommendations is displayed in GUI as in Figure 6, which is self-explanatory.

For any recommendation given by the heart failure treatment adviser system, the justification can be produced by the
underlying ASP engine called s(ASP)17, 18. s(ASP) system’s query-driven nature makes it only explores the reasoning
space that is needed to reach a recommendation. Therefore the justification, essentially the reasoning trace, for a given
recommendation is naturally available on demand. For instance, the justification for the implantable cardioverter
defibrillator (ICD) in Figure 6 is shown in Figure 7:

4 Discussion and Conclusion

In this paper we illustrated the implementation and some primitive user interfaces of the heart failure treatment adviser
system. The system takes a heart failure patient’s information as input and produces a set of guideline-compliant
treatment recommendations as output. For each recommendation given by the system, the justification (reasoning
trace) is available on demand.

Efforts are being made to refine the system so that it can serve as a point of care tool for physicians to use during a
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clinic visit to augment care via real-time feedback of guideline-compliant HF treatment recommendations and con-
traindications. As has been discussed, even when the clinical guidelines are readily accessible, the complexity of the
rules in guideline makes it virtually impossible for physicians to follow them faithfully. This issue is further com-
pounded by the fact that clinical guidelines are updated with new discoveries and knowledge. In the case of guideline
for heart failure management, it has been updated in 2016 and 2017 since its debut in 20133, 4. The heart failure
treatment adviser system faithfully mimics the reasoning that an unerring human physician would perform in treating
a heart failure patient while precisely following the Guideline. This system, functioning as a competent assistant for
human physicians, is undoubtedly helpful in improving their compliance with clinical guidelines.

We foresee that the system can be quite useful in several scenarios. It can help the patients manage their conditions in
regions where heart failure specialists are inadequate. The system can also be further developed into an educational tool
that allows cardiologist trainees to practice heart failure management in a safe environment. In a previous publication
we illustrated the realization of abductive reasoning in the heart failure treatment adviser system19. The ability to
perform abductive reasoning enables the system to gives real-time clues to help user correct their non-guideline-
compliant treatment plan. On the population level, the system can be used as a powerful analysis engine that provides
feedback to clinical leadership and health system administration regarding the overall quality of heart failure care. For
example, the system can provide the summary of clinical performance of heart failure care over a specified period of
time. This serves as a foundation for audit and feedback, which has been proven effective in enhancing the adoption
and implementation of clinical practice guidelines.20.

There have been earlier attempts to develop such clinical decision support system to manage HF21, 22. HEARTFAID23

was an European project that modeled European guidelines using Semantic Web Technology.

Future work includes adding interfaces for EHRs and clinical notes to our system. Automatic generation of patient
information as ASP facts from EHRs and clinical notes is necessary for this system to become a point of care tool in
clinical practice. Popular medical data exchange standards such as HL7 and FHIR will be used to interface the system
with EHRs. It would also be helpful if the system not only points out what information is missing with respect to
a care option, but also provides user with a link that fetches relevant results from the local EHR system. Automatic
identification of relevant rules from the guideline for a given recommendation is also a nice addition which will make
the system more informative to its physician users.
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Abstract 

Developing high-throughput and high-performance phenotyping algorithms is critical to the secondary use of 
electronic health records for clinical research. Supervised machine learning-based methods have shown good 
performance, but often require large annotated datasets that are costly to build. Simulation studies have shown that 
active learning (AL) could reduce the number of annotated samples while improving the model performance when 
assuming that the time of labeling each sample is the same (i.e., cost-insensitive). In this study, we proposed a cost-
sensitive AL (CostAL) algorithm for clinical phenotyping, using the identification of breast cancer patients as a use 
case. CostAL implements a linear regression model to estimate the actual time required for annotating each 
individual sample. We recruited two annotators to manual review medical records of 766 potential breast cancer 
patients and recorded the actual time of annotating each sample. We then compared CostAL, AL, and passive 
learning (PL, aka random sampling) using this annotated dataset and generated learning curves for each method. 
Our experimental results showed that CostAL achieved the highest area under the curve (AUC) score among the 
three algorithms (PL, AL, and CostAL are 0.784, 0.8501, and 0.8673 for user 1 and 0.8006, 0.8806 and 0.9006 for 
user 2). To achieve an accuracy of 0.94, AL and CostAL could save 36% and 60% annotation time for user 1 and 
53% and 70% annotation time for user 2, when they were compared with PL, indicating the value of cost-sensitive 
AL approaches. 

Introduction 

In the past decade, data from electronic health records (EHR) systems has become a source for clinical and 
translational research1. The potential for mining this data to support evidence-based practice and population health 
initiatives is immense. However, one of the challenges of harvesting the information within the EHR is efficiently 
and accurately identifying patients with a specific phenotype (e.g., disease or drug exposure) from the heterogeneous 
clinical data, including coded data and clinical narratives. Manual review of patients’ medical records by domain 
experts, although accurate, is costly and time-consuming. Physical review is also not scalable given the large 
number of medical records involved2–4. Therefore, developing high-throughput and high-performance phenotyping 
algorithms is of great interest to the clinical and informatics communities1. 

Many efforts have devoted to EHR phenotyping tasks, including knowledge base development and rule-based 
phenotyping algorithms5. Recently, a number of studies applied supervised machine learning (ML) algorithms to 
high-throughput phenotyping tasks2,4,6–8. Wei et al.4 developed support vector machine (SVM) classifiers to identify 
type 2 diabetes using extracted concepts, achieving F-scores over 0.95. Carroll et al.2 also applied SVM classifiers to 
identify rheumatoid arthritis (RA) cases using billing codes, medication exposures, and extracted concepts, 
achieving a precision of 0.94 and a recall of 0.87. Some studies applied logistic regression to identify rheumatoid 
arthritis (RA)6, Crohn’s disease (CD) and ulcerative colitis (UC)7 patients using coded data and clinical narratives, 
achieving accuracy over 0.94. Kawaler el al.8 showed that Naïve Bayes, along with random forests and SVM, are the 
best learners for predicting post-hospitalization venous thromboembolism (VTE) risk from EHR records. However, 
to achieve such high performance, these supervised ML-based methods often require a large number of annotated 
samples.  There is a need to develop methods to achieve high-performance phenotyping classification models while 
minimizing annotation cost, as the time and expertise required to annotate samples may otherwise be prohibitive. 

Active learning (AL)9, which actively selects the most informative samples for annotation (compared with random 
sampling or passive learning - PL), is one way to minimize annotation cost while achieving high-accuracy machine 
learning models. In seminal work, Chen et al.10 and Dligach et al.11 successfully applied AL to phenotyping tasks. 
Chen et al.10 integrated an uncertainty-based AL algorithm with SVM-based phenotyping classifiers and showed that 
AL could reduce the number of annotated samples required to achieve an area under the curve (AUC) score of 0.95 
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by up to 68%. Dligach et al.11 employed an uncertainty sampling AL method with Naïve Bayes-based phenotyping 
methods and demonstrated that AL could achieve a two-thirds reduction in the amount of manual labeling, as 
compared to its passive counterpart. Both of these studies showed that AL reduces the number of annotated samples 
in simulation studies, which is promising. However, this type of simulation assumes that the cost of labeling each 
sample is the same in terms of time, which does not hold in real-world annotation tasks.  

A number of studies12–15 have shown that in order to reduce the overall burden of annotating a corpus, AL 
algorithms need to consider annotation cost (i.e., time) in the model. Settles et al.13 conducted an extensive empirical 
study of AL with annotation costs in four open domain tasks, including named entity recognition (NER), relation 
extraction, sentence classification and image retrieval. They concluded that AL without a cost model might perform 
no better than random sampling when evaluated for time saved rather than a reduction in the number of annotated 
examples, but that improved learning curves could be achieved if AL took the variable costs of annotation into 
account appropriately. Haertel et al.14 proposed a cost-sensitive heuristic Return On Investment (ROI) based active 
learner and showed a 73% reduction in hourly cost over random sampling on a part-of-speech (POS) tagging task. 
Tomanek and Hahn12 proposed three different methods to incorporate costs into AL and revealed that cost-sensitive 
AL could reduce up to 54% of annotation time compared to random sampling on an NER task. In the medical 
domain, Chen et al.16 also showed that simple uncertainty-based AL algorithms do not guarantee a reduction of 
annotation time for different users in a clinical NER task, and argued that if the querying algorithm took into 
account the real annotation time, the AL algorithms could perform better. 

Despite promising work on cost-sensitive AL algorithms for NLP tasks such as NER and POS tagging, no existing 
work has investigated the cost model for AL in the context of a clinical phenotyping task. This task is very different 
from above NLP tasks – annotators make decisions at patient-level rather than sentence-level. They have larger 
amounts of material to review and may choose to review only certain segments of it. Consequently, development of 
a cost model for this task requires understanding how experts review chart to determine phenotypes from EHRs 
when building the actual cost model. As a preliminary study, here we proposed to develop cost-sensitive AL 
algorithms for clinical phenotyping, using the identification of breast cancer patients as a use case.  

Methods 

Overview 

In this study, we used an existing dataset containing 766 potential breast cancer patients, each of them was labeled 
with its breast cancer status (yes vs. no) by a previous study17. The dataset was annotated again by two recruited 
annotators so that the actual annotation time of each sample was recorded and a cost model was trained on a subset 
of the newly-annotated data for each annotator. We then conducted simulation experiments following the pool-based 
active learning framework18 and compared three querying algorithms: passive learning (PL, aka random sampling), 
active learning without a cost model (AL), and active learning with our proposed cost model (CostAL) by 
generating learning curves (accuracy against time or number of samples) and reporting area under the curve scores. 

Dataset  

We used an existing dataset for which gold standard decisions regarding the presence or absence of breast cancer 
were previously determined17. This dataset was composed of clinical records for 766 female patients, of which 492 
patients (~64%) have had, or currently have breast cancer. Each patient’s clinical records contain the patient’s coded 
data (i.e., diagnostic codes, medication orders, procedure orders and lab tests) and clinical notes. For clinical 
phenotyping, several studies3,19–21 shown that coded data such as the International Classification of Disease (ICD) 
codes were not sufficient or accurate enough. Therefore, many studies2,10,11 also involved a set of Unified Medical 
Language System (UMLS)22 concept identifiers (CUIs) extracted from patients’ clinical notes using NLP tools. In 
this study, we used both the coded data and clinical notes of each patient’s clinical records for clinical phenotyping. 
We randomly separated these 766 samples into four parts for different purposes as shown in Table 1. More 
specifically, the first part (66 patients) was used to train the annotators to get familiar with the task and the 
annotation system (described in the next subsections). The second part (250 patients) was used for collecting the 
actual annotation time of each sample to train the cost model for each annotator. The third part (250 patients) was 
used for evaluating the cost model and also used as the pool for different querying algorithms. Note that, this part of 
data was seen as labeled data if it was used for evaluating the cost model and unlabeled data if it was used as the 
algorithm pool. The last part (200 patients) was used for evaluating the phenotyping algorithms with different 
querying strategies. The size and distribution of each part are shown in the table, which illustrates a similar 
distribution of positive and negative examples across the partitions. 
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Table 1: Statistics of the dataset used in this study. 

Part #Positive Samples 
(Percentage) 

#Negative Samples 
(Percentage) Total Purpose Annotation Phase 

1 43 (65.2%) 23 (34.8%) 66 Annotator Training  1st Phase 
2 158 (63.2%) 92 (36.8%) 250 Cost Model Training 

2nd Phase 3 169 (67.6%) 81 (32.4%) 250 Cost Model Evaluation 
Algorithm Pool 

4 122 (61%) 78 (39%) 200 Evaluation Set --- 
Total 492 (64.2%) 274 (35.8%) 766 --- --- 

 

 
Figure 1: Home screen of the annotation system showing a patient list. 

 

 
Figure 2: The annotation system showing part of a patient’s clinical records. 
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Annotation 

Since most of the active learning research for phenotyping10,11 did not consider the real annotation cost (i.e., 
annotation time or labeling time), there was no available dataset that recorded the annotation cost of each example 
Therefore, we recruited two annotators with medical background to annotate the above dataset and recorded the time 
spent annotating each sample. The TURF software23 was used to record annotators’ keystrokes and mouse clicks. 
Within the annotation system and TURF software, we recorded the time of each annotator spend reviewing each 
patient’s clinical records to make their decision. 

Annotation Interface 

We developed a web-based annotation system for the annotators to manually review the clinical records of each 
patient. Figure 1 shows a screenshot of the home screen, which provided a patient list including patients’ age, 
gender, and other statistical information. By clicking on any line, the annotator entered the patient’s clinical records. 
Figure 2 shows a screenshot of the annotation system showing part of the patient’s clinical records. The interface 
had limited interactivity allowing the annotator to expand/contract details regarding the major components of the 
records. Each segment of the records (i.e. Diagnostic codes, Medications, Procedures, Labs, and Notes) was marked 
to indicate the number of available records. A filter/search function was available for each segment within the 
records. Thus, annotators had the capacity to explore the records to identify those aspects of it most pertinent to the 
classification task.  

Annotation Decision and Confidence 

Annotators were tasked with making a binary decision as to whether or not each patient on their list (1) currently has 
breast cancer or has had a history of breast cancer or (2) the patient does not have evidence of breast cancer at any 
point current or past. Additionally, for each decision, they were asked to indicate their confidence level in their 
determination. We defined the confidence levels from 1 to 5, which denotes “very low confidence”, “low 
confidence”, “average confidence”, “high confidence” and “very high confidence”, respectively.  

Annotation Phase 

Two phases were taken to carry out the annotation process as shown in Table 1. In the first phase, 66 samples were 
used to train the annotators to get familiar with the task and the annotation system. During this phase, each annotator 
was provided with annotation guidelines and feedback on their annotations of the 66 samples. Annotators and 
researchers discussed their decisions between the two annotators, and the annotators were provided with protocols to 
support adherence to the guidelines. In the second phase, 500 samples were divided across 10 sessions (50 samples 
one session) to allow for regular periods of rest. In total, we obtained the real annotation cost (i.e., annotation time or 
labeling time) of 500 samples. 

ML-based Phenotyping Method  

We treated phenotyping as a classification task - to predict whether a patient has a medical condition given the 
patient’s clinical records. In this study, we used a logistic regression model provided by LIBLINEAR24 to build a 
classifier to predict the probability of a patient having a specific medical condition. In the logistic regression model, 

we compute the probability with 𝑝 𝑦 𝑥 = %&∙()*

+,%&∙()*
, where 𝑥 is a vector of features extracted from the patient’s 

clinical records, 𝑦 is a binary variable representing whether or not a patient 𝑥 has a specific medical condition, 𝑤 is 
a vector of weights associated with the features, and 𝑐  is a constant. For each patient 𝑥 , we extracted all the 
diagnostic codes (ICD codes), medications, procedure orders (CPT billing codes), lab tests, and UMLS CUIs 
extracted from clinical notes, resulting in 12,225 features in total. 

AL and Cost-sensitive AL for ML-based phenotyping 

AL9 applies a querying algorithm to actively select the most informative samples for annotation. For example, 
uncertainty sampling selects the lowest confidence samples based on the current model18,25. This type of active 
learning algorithm assumes that the cost (i.e., annotation time) is identical for different samples (i.e., cost-insensitive) 
and that reducing the number of annotated examples leads to reduced annotation cost. Although the assumption is 
partially true, in practice AL algorithms that operate without considering annotation cost do not guarantee reduced 
annotation time13,16. Cost-sensitive active learning (CostAL) algorithms 12,13 consider differences in annotation cost 
between different samples, by building models to estimate the cost for each sample. In this study, we employed a 
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pool-based AL framework18, which is shown in Figure 3. The querying algorithm in line 6 is the key component and 
is implemented using the following three different strategies: 

• PL: We used random sampling as the querying algorithm. 

• AL: We employed the uncertainty sampling algorithm18,25 as the querying algorithm, which is to query the 
sample whose predicted label from the classifier is the least confident (aka the most informative): 𝑥* =
argmax

5
	𝑖𝑛𝑓𝑜(𝑥), where 𝑖𝑛𝑓𝑜 𝑥 = 1-𝑝(𝑦|𝑥) is the information content of an unlabeled example 𝑥 and 𝑦 =

argmax
@

𝑝(𝑦|𝑥) is the prediction with the highest posterior probability given the current classifier. 

• CostAL: We queried the sample by balancing informativeness against annotation cost, to maximize the 
informativeness/cost ratio, or return on investment (ROI)13,14: 𝑥* = argmax

5
	𝑖𝑛𝑓𝑜 𝑥 /𝑐𝑜𝑠𝑡(𝑥) where 𝑖𝑛𝑓𝑜(𝑥) 

is the information content of an unlabeled example 𝑥, and 𝑐𝑜𝑠𝑡(𝑥) is the annotation cost when acquiring a label 
for the unlabeled example 𝑥. We developed a linear regression model, which was trained using the collected 
dataset with real annotation time (i.e., the 2nd part of the dataset as shown in Table 1), to predict the annotation 
cost on the unlabeled samples (i.e., the 3rd part of the dataset as shown in Table 1) as 𝑐𝑜𝑠𝑡 𝑥 = 𝑤' ∙ 𝑥' + 𝑐', 
where 𝑥' is a vector of features extracted from the patient’s clinical records, 𝑤' is a vector of weights associated 
with the features, and 𝑐' is a constant. We extracted 6 features to represent each patient 𝑥, including features 
about the complexity of patient’s records: the number of (1) diagnostic codes (ICD codes), (2) medication 
orders, (3) procedure orders, (4) lab tests, and (5) clinical notes; and (6) whether a record contains obvious 
evidence about breast cancer (i.e., a set of ICD codes concerning breast cancer identified by the two annotators). 

 
Figure 3: A pool-based active learning algorithm. 

Evaluation 

We measured the accuracy of each annotator in both the two annotation phases. Higher accuracy indicates the high 
quality of the annotation. We reported both Root Mean Square Error (RMSE) and coefficient of determination (𝑅G) 
of the linear regression-based cost model26 on the training data. RMSE is used to measure the difference between 
values predicted by a model (i.e., the predicted time by the learned cost model) and the values actually observed 
(i.e., the real annotation time). 𝑅G is a statistical measure of how well the regression model approximates the data. 
An 𝑅G of 1 indicates that the regression model perfectly fits the data. Since phenotyping is treated as a classification 
task, we used accuracy to evaluate the performance of different phenotyping algorithms. We generated learning 
curves by plotting the accuracy of a classifier on the test data (i.e., the 4th part of the dataset as shown in Table 1) as 
a function of the number of the annotated samples or the time spent on the annotated samples. The area under the 
learning curve (AUC) score was used as the primary measure to compare different learning curves of PL, AL, and 
CostAL. More specifically, we repeated PL with random sampling 10 times and plot the averaged learning curve 
with variation, and we also computed its averaged AUC score with variation. 
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� 2 U ; U  U � {x+
, x
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4: Train: build a classifier with L
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Results 

Annotation Accuracy 

In the first phase of annotation, which was to train the annotators with 66 samples to get familiar with the task and 
the annotation system, the accuracy was 98% (65/66) for user 1 and 100% (66/66) for user 2. In the second phase of 
annotation, which was to collect real annotation cost of 500 samples, the accuracy was 99% (496/500) for both user 
1 and 2. The high annotation accuracies indicated that the two annotators were well trained and fit for the task. 

Statistics of the Annotation Confidence 

Table 2 shows the statistics of the annotation confidence across the 500 samples for each annotator. From the table, 
we can find that (1) most of the samples can be decided with very high confidence, and (2) most of the samples with 
confidence level less than 5 fall into the negative samples. 

Table 2: Statistics of the annotation confidence across the 500 samples for each annotator. 

 Confidence Level #Positive Samples #Negative Samples Total 

User 1 

1 0 0 0 
2 0 1 1 
3 0 5 5 
4 1 27 28 
5 326 140 466 

User 2 

1 0 0 0 
2 0 2 2 
3 0 2 2 
4 0 6 6 
5 327 163 490 

 

 
Figure 4: Distribution of the annotation time across the 500 samples for each annotator. 

Statistics of the Annotation Time 

Figure 4 shows the distribution of the annotation time across the 500 samples for each annotator. The mean and 
standard deviation were 26.90 and 51.46 for user 1 and 18.30 and 23.06 for user 2, respectively. User 1 had much 
higher variance than user 2, which showed the difference between the two annotators. The variance of annotation 
time for each annotator among different samples shows that it is necessary to consider the real annotation cost of 
each sample in order to truly reduce the time for annotating a corpus when applying active learning algorithms to 
phenotyping. 

To better understand what kind of samples were more time-consuming or effort-intensive for annotation, we further 
made statistics to the samples that took much more time than the average. For user 1, there were totally 128 samples 
that took much more time than 26.90 seconds. Among them, 23 samples were positive and 105 samples were 
negative. For user 2, there were totally 143 samples that took much more time than 18.30 seconds. Among them, 55 
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samples were positive and 88 samples were negative. These statistics showed that negative samples were more time-
consuming for annotation. 

Accuracy of the Cost Model 

The RMSE of the learned linear regression-based cost models from two annotators are 16.97 and 20.04 respectively. 
The 𝑅G scores are 0.3204 and 0.1389 respectively. The lower RMSE and higher 𝑅G of the first user indicates that the 
proposed cost model (i.e., selected features) fits much better on data for user 1 than that for user 2. 

  
    (a) user 1      (b) user 2 

  
    (c) user 1      (d) user 2 

Figure 5: Learning curves (in terms of accuracy vs. number of annotated samples or time of annotated samples) and 
AUC scores (shown in the legend of each subfigure) for different query algorithms. CostAL: Cost-sensitive Active 
Learning; AL: Active Learning without cost model; PL: Passive Learning. (a)(b) Learning curves between accuracy 
and the number of annotated training samples for user 1 and 2 respectively. (c)(d) Learning curves between 
accuracy and the annotation time spent on the annotated training samples for user 1 and 2 respectively. (a)(c) 
CostAL using the cost model trained with user 1’s annotation time. (b)(d) CostAL using the cost model trained with 
user 2’s annotation time. 

Effectiveness of the Cost Model for Active Learning 

Figure 5 illustrates the learning curves and AUC scores of different query algorithms. More specifically, the yellow 
curve is the averaged learning curve for PL by repeating random sampling 10 times, and the light-yellow area shows 
the variation of each point in the averaged learning curve. Similarly, the AUC score for PL is the averaged AUC 
score by repeating random sampling 10 times, and the symbol ± indicates the variation. Figure 5 (a) and (b) show 
the learning curves between accuracy and the number of annotated training samples for user 1 and 2 respectively. 
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For AL and PL, the learning curves are the same for two users because they did not consider actual time. According 
to the learning curves, PL achieved an accuracy of 0.94 by training on 245 annotated samples, while AL needed 109 
annotated samples to achieve the same performance, indicating a 56% reduction. The corresponding AUC scores of 
AL and PL were 0.8858 and 0.7984 ± 0.0363 respectively. When CostAL was used, user 1 needed 81 annotated 
samples and user 2 needed 87 annotated samples to achieve an accuracy of 0.94, indicating a 67% reduction and a 
64% reduction, respectively. The AUC scores were 0.877 and 0.8889 for user 1 and 2. 

Figure 5 (c) and (d) show the learning curves between accuracy and the annotation time spent on the annotated 
training samples. For user 1 (Figure 5 (c)), to achieve an accuracy of 0.94, PL required 3,466 seconds of annotation. 
However, AL and CostAL required 2,223 and 1,393 seconds of annotation respectively, indicating a 36% and a 60% 
reduction of time compared to that of PL. Furthermore, CostAL shows a 37% reduction of time compared to AL. 
The AUC scores of PL, AL, and CostAL were 0.784 ± 0.0298, 0.8501, and 0.8673 respectively. Figure 5 (d) shows 
results from user 2. To achieve an accuracy of 0.94, PL required 3,858 seconds. However, AL and CostAL required 
1,826 and 1,153 seconds of annotation respectively, indicating a 53% and 70% reduction of time compared to that of 
PL. Moreover, CostAL shows a 37% reduction of time compared to AL. The AUC scores of PL, AL, and CostAL 
were 0.8006 ± 0.0335, 0.8806 and 0.9006, respectively. 

When cost is evaluated using the number of annotated samples (Figure 5 (a) and (b)), AUC scores of CostAL were 
not better than AL. However, when actual annotation time was used in evaluation (Figure 5 (c) and (d)), AUC scores 
of CostAL outperformed AL by at least 2%. The utility of cost-sensitive AL algorithms is clearly demonstrated 
when real annotation times are used in the evaluation. Overall, AL performed better than PL, reducing the number of 
annotated samples by up to 56% and the time by up to 53%. CostAL outperformed PL by reducing the number of 
annotated samples by up to 67% and the time by up to 70%. Furthermore, CostAL performs better than AL by 
reducing the number of annotated samples by up to 26% and the time by up to 37%. 

Discussion 

In this study, we investigated the impact of cost-sensitive AL algorithms for clinical phenotyping, using the 
identification of breast cancer patients as a use case. CostAL effectively reduced the annotation time that was 
needed to achieve a high-accuracy model, with reductions of up to 70% as compared with passive learning, which 
would constitute a substantive saving in clinician resources required to produce an annotated reference set. To the 
best of our knowledge, this is the first study to apply and evaluate CostAL for ML-based clinical phenotyping.  

Since there was no available dataset that recorded the annotation cost of each example for clinical phenotyping, we 
recruited two annotators with a medical background to re-annotate an existing breast cancer dataset and recorded the 
time spent annotating each sample. The high accuracy and confidence of the annotation shown that (1) the two 
annotators were well trained and fit for the task, and the annotation quality was sufficient for our task, and (2) the 
identification of breast cancer cohort was an easy phenotyping task. Although, we achieved successful results on 
CostAL for ML-based clinical phenotyping, how much we can generalize findings in this study to phenotyping tasks 
of other diseases are not assessed yet. Moreover, the sample size of the breast cancer dataset used here is relatively 
small. In the future, we will expand and evaluate CostAL for other disease cohorts, and use many more samples. 

The statistics of the annotation time shown that negative samples were more time-consuming for annotation. In this 
work, we used both the coded data and clinical notes of each patient for clinical phenotyping, as suggested by 
previous work2,3,10,11,19–21. If the diagnosis of breast cancer is clearly mentioned in the diagnosis section of the 
records, it is not hard to determine that the patient currently has breast cancer or has had a history of breast cancer. 
However, if the diagnosis is not clearly mentioned in the diagnosis section, it doesn’t mean that the patient does not 
have breast cancer. The annotator still has to read through the other sections of the patient chart to firmly say that the 
patient does not has breast cancer. Sometimes, the patient chart contains many clinical notes and it takes more time 
to read through all the notes. 

For CostAL, an accurate cost model is important. In this work, we used linear regression with some heuristic 
features to build the cost model, which is very preliminary. Although the CostAL-based phenotyping was successful 
in the simulation study, the 𝑅G scores of the cost model suggest room for improvement. In practice, annotation 
scenarios may be more complicated than the simulation environment. For example, modeling the effects of fatigue 
over time would require more sophisticated models considering additional features. In addition, we noticed 
differences between the two users, e.g., annotation speed, which obviously affects annotation time. Currently, our 
cost models are user-specific, which requires training for each user. It would be advantageous to develop 
generalizable models that can be user independent, as this would eliminate the need for user-specific training. 
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From the four subfigures in Figure 5, we noticed that AL and CostAL did not perform well at the early stage when 
the number of training samples was small. AL was even worse than CostAL at the beginning (i.e., less than 15 
training examples or 250 seconds. One possible explanation is that the classification models were not well-trained 
due to the small training sample size and high feature dimensionality, thus resulting in poor sample selection by the 
uncertainty sampling algorithms. This could be addressed by better initial sample selection strategies and we will 
address this issue in the future work. From the subfigures, we also found that AL and CostAL reached an accuracy 
of 0.94 very quickly and then kept a stable performance, while PL achieved an accuracy of 0.94 very slow. AL and 
CostAL could save up to 53% and 70% annotation time compared with PL, indicating the value of cost-sensitive AL 
approaches. Note that, the accuracy of 0.94 in our experiments was the best accuracy the classifiers could achieved 
on the evaluation set (i.e., the 4th part of the dataset as shown in Table 1) when the classifiers were trained using 
some or all of the data in the algorithm pool (i.e., the 3rd part of the dataset as shown in Table 1). 

At this time, we employed the uncertainty-based querying algorithm for AL and CostAL only. We will further 
investigate other querying algorithms such as query-by-committee27, density-based sampling28, etc. To fully 
demonstrate the use of CostAL in real-world annotation tasks, we are also planning to develop a CostAL-enabled 
annotation system and conduct a user study to compare CostAL, AL, and PL in real-time annotation tasks.  

Conclusion 

In this study, we applied cost-sensitive active learning for clinical phenotyping, using the identification of breast 
cancer patients as a use case. Preliminary results showed that CostAL effectively reduced the annotation time 
compared to its cost-insensitive and passive counterparts. 
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Abstract 

Clinical laboratory tests are identified with LOINC but many similar tests are represented with different LOINC 
codes. We created a mapping library that annotated the medical implications in Human Phenotype Ontology (HPO) 
terms when the result of a laboratory test is low, normal or high. Together with test results in FHIR observations, 
we can infer patients’ phenotypic abnormalities in HPO terms, thus allowing semantic integration of laboratory 
tests and extracting patient phenotypes in large scale.  

Introduction 

Clinical laboratory tests are the largest component of electronic health record (EHR) systems. Laboratory tests are 
usually identified through Laboratory Observation Identifier Names and Codes (LOINC), which is a universal code 
system that defines various kinds  (>85,000) of clinical laboratory tests1. In the recently proposed Fast Healthcare 
Interoperability Resource (FHIR) standards, laboratory tests are defined as a key piece of resources, observations2. 
Each observation contains the patient identification, a LOINC code and the test result.  How to effectively utilize 
FHIR observations is key to translational research with EHR. 
 
Laboratory tests provide a critical resource for phenotype extraction. Comprehensive and precise phenotyping of 
individual disease manifestations, also termed “deep phenotyping”, is an essential component of precision medicine 
and could potentially extend the reach of genotype-phenotype association studies. Laboratory tests have broad 
applicability for translational research, but the lack of tools to integrate semantically identical laboratory tests 
together and retrieve shared phenotypes makes such research laborious and prohibitive. For instance, some tests 
measure nitrite level in urine using an automated machine, whereas others use a test strip. Some report the value in 
mg/dL whereas others report a qualitative value of positive/negative. If any of these tests were abnormal, the 
medical interpretation would be that nitrituria is present, yet current informatics frameworks do not easily support 
such inferences. Here, we propose to leverage the Human Phenotype Ontology (HPO)3, which is a controlled 
vocabulary for describing human abnormal phenotypes, to integrate medically similar laboratory tests for EHR 
research. 

Methods 

Concept—Each HPO term can be considered as the medical implication of one or several laboratory tests. For 
example, HPO term Nitrituria (HP:0031812) corresponds to all LOINC-coded laboratory tests on urine nitrite when 
the test result is abnormally high. Therefore, if we know the outcome of a test (such as Low, Normal or High) and 
the nature of the test (a LOINC code), we can transform the laboratory test into HPO terms, allowing one to 
semantically integrate multiple medically equivalent tests together.   
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Mapping LOINC codes to HPO terms—The test outcome is represented using a subset of FHIR codes, including 
“L” (lower than normal), “H” (higher than normal), “N” (normal), “A” (abnormal), “POS” (positive) and “NEG” 
(negative). For LOINC terms with quantitative (Qn) results, we mapped three HPO terms to them, corresponding to 
“L”, “N” and “H”; for LOINC terms with ordinal (Ord) results (“POS” and “NEG”), we mapped two HPO terms to 
them; for LOINC terms with nominal (Nom) results, we mapped HPO terms to each of the potential outcomes.   
 
Transforming FHIR observations into HPO terms—We created a Java app that inspects several parts of a FHIR 
observation to assign a code to represent the outcome through, e.g. 1) comparing the raw test result with the normal 
reference ranges contained in the same FHIR message or 2) directly utilizing the interpretation code if a FHIR 
message already assigned a code for the test result. Multiple approaches are attempted, and then the app looks up the 
mapping library to report the corresponding HPO term.  

Results 

LOINC to HPO mapping library—We have successfully mapped commonly used 2421 LOINC tests into candidate 
HPO terms. The majority of mapped LOINC tests are of Qn-type and Ord-type with binary outcomes. Taken 
together, these LOINC codes mapped to a total of 516 distinct HPO terms. About 56.4% HPO terms are mapped 
from multiple LOINC codes and the average is 8.5 LOINC tests for each HPO. The statistics suggest that 
transforming LOINC-coded laboratory tests into HPO has the potential to semantically aggregate multiple kinds of 
laboratory tests together.   
 
Smart on FHIR app, HPO on FHIR—We created a Smart on FHIR app that can run on any FHIR-enabled EHR 
system. The app has been tested on public FHIR servers and can successfully convert the majority of FHIR 
observations into HPO terms. For example, the app achieved a >90% success rate with test data on Open Epic 
sandbox. The test indicates that we can integrate our software with real EHR systems to reuse the laboratory test 
data. 
 
Demo with real-world EHR data—We tested our logic and library with a real EHR dataset on 15681 patients that 
visited University of North Carolina hospital for asthma- and asthma-like symptoms. Among 11 million laboratory 
tests, we successfully transformed 9.3 million (i.g. 83.1%) into HPO terms, resulting in an average of 594 in total 
and 53.5 unique HPO terms per patient. The hierarchical structure of HPO allowed us to infer twice more HPO 
terms based on phenotypic abnormalities. Using a logistic regression model, we identified phenotypic abnormalities 
significantly associated with prednisone usage, such as Hypoalbuminemia (HP:0003073), Neutrophilia 
(HP:0011897), Monocytosis (HP:0012311), Leukocytosis (HP:0001974), and abnormalities significantly associated 
with acute asthma diagnosis, such as Increased red blood cell count (HP:0020059), Increased VLDL cholesterol 
concentration (HP:0003362) and Eosinophilia (HP:0001880). 

Discussion 

We conclude that our approach for transforming laboratory tests to HPO terms can successfully integrate different 
laboratory tests that have the same medical implications. Our approach allowed us to automatically extract patient 
abnormal phenotypes from EHR in large scale. The mapped HPO terms from laboratory tests can facilitate 
translational research with EHR data.   
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Abstract  

Molecular data have increased hypothesis generation in proteomics. The data needed for proteomics have 
significant operational overhead to obtain. We utilize modern web technologies to develop functionality by revisiting 
traditional Requirements Gathering for Business Process Automation to create programmatic solutions. Results 
yielded programmatic workflows joining hospital divisions to create researcher resources agnostic to analysis 
software. In the case of pediatric brain tumor research, intend on lowering the bar to perform proteomics 
hypothesis generation.  

Introduction  

The ability to collect, integrate and view, in real-time, disparate data sources that contribute to open-ended rare disease 
biorepositories is growing and diversifying at The Children’s Hospital of Philadelphia (CHOP). In this specific case, 
Proteomics Research in Pediatric Brain Tumors is driving the requirements to integrate longitudinal clinical data, 
biospecimen information, and Radiology Imaging, Interpretations and High Resolution Diagnostic Pathology Slides 
at varying time points1,2. There are currently over 17,000 distinct patient records in CHOP’s Biorepository for rare and 
specific disease collection. The CHOP electronic Honest Broker (eHB) helps to facilitate this interconnected work. In 
one instance, a pediatric brain tumor consortium centered at CHOP, The Children’s Brain Tumor Tissue Consortium 
(CBTTC), that has over 2,500 patient enrollments that include over 6,000 longitudinal diagnostic records with 19,000 
individual biospecimens annotated with longitudinal clinical data is driving further development in data integration 
and availability. Over the last five years, we have seen an extensive shift in the need to have this type of information 
accessible, specifically in rare disease research.  

Problem  

The problem, like most in informatics, has complex people and clinical/research processes across hospital departments 
and health information systems. With advances in research like proteomics and radiogenomics research, the Brain 
Tumor research team at CHOP wanted to stay one step ahead of researcher requests and integrate pertinent imaging 
data in the same way they have made molecular data available. In short, they want to be at the forefront to fuel this 
research which includes multiple molecular data sets, imaging, narrative reports from Radiologists, Pathologists, 
Surgeons, and discrete human\automated abstracted longitudinal clinical data points. Additionally there is a 
requirement to have quick turnaround in availability across the consortium because of the prospective and 
collaborative nature of the mission of the CBTTC. The consortium spent significant resources to sequence all of their 
tumor and comparative normal biospecimens prioritized by tissue collection completeness. They sequenced tumor 
DNA, germline DNA and performed RNAseq on tumors when possible. This purposefully created a data rich 
environment to have researchers around the world propose comprehensive biomedical research projects on many rare 
pediatric brain tumors. One complex problem stood out, the availability of related imaging from both Radiology 
(DICOM) and Pathology (High Resolution layered Scans) that corresponded to key points in time during the diagnosis, 
treatment and follow up of about 2,500 patients and potentially about 6,000 surgical cases.  
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Methods  

The programmatic development approach we took was to assimilate the human process into functions in a suite of 
code, where we could immediately address project-imposed time-sensitive deliverables. The use of web and RESTful 
technologies were leveraged to iterate and integrate disparate data sources and generalize the code to scale our solution 
for the integration of diversely shaped data elements: MRI Studies, Slide Scans and Documents. All pipelines use 
CHOP’s electronic honest broker to maintain, connect and annotate these images with pertinent real-time clinical data 
which is retractable to a patient research and clinical record only with appropriate regulatory permissions3. We hope 
this project demonstrates the need to make these research data available to a trusted research informatics group or 
build out a research component when implementing a new system.  

We analyzed the human processes through a traditional gathering of requirements for business process automation 
(workflow). Through this analysis, we created reusable and open software from functional requirements as an 
automated solution to these human processes (e.g. requesting CDs or DVDs from the Radiology Department), 
exponentially increasing the operations team’s ability to process information from these disparate modalities. We 
migrated to an application agnostic cloud storage solution (Amazon S3, “Simple Storage Service”) which utilizes 
RESTful endpoints. This provides us with the ability to tag data in our S3 store with, clinical events and patient 
information temporally through the already mature honest broker software service at CHOP. We applied this method 
to Clinical Radiology MRI images and Clinical Pathology Slide Scans in ‘svs’ format that were hand selected by 
clinicians as relevant components for potential research resources from a noisy clinical record. We produced a data 
format agnostic object-store that includes programmer friendly endpoints leveraging Amazon S3. We addressed, 
specifically, requirements in proteomics projects for the entire population of the CBTTC.  

Results  

We produced a subjectively “complete” patient research record for potential brain tumor proteomics research that can 
be utilized by diverse researchers from bioinformatists, Oncologists to Radiologists. We continue to update this open- 
ended record as the patient moves through treatment automatically, creating programmatically accessible endpoints 
while building the data sets in the computational time it takes to process the file rather than in the time it takes a human 
to collect this data. These endpoints can be accessed by any application used by bioinformatics teams. We have moved 
over 5,000 high resolution slide images and 900 MRI studies to a programmatically accessible cloud platform. We 
utilize the S3 standards for key and object notation to tag the files with research information that ties it to the research 
record. The images are accessible to consortium members and made available through various portals utilized and 
developed by the CBTTC. The pipelines are now live, and the code available within out Enterprise code repository so 
all interested collaborators across divisions can contribute to the processes.  

Conclusion/Discussion  

A noted and currently unmeasured takeaway from this case study is we noticed that our ability to provide disposable 
and programmatic solutions to data integration problems. We advise revisiting time honored Information Systems 
Theory in research informatics because of today’s web and cloud technology advances over the past decade. 
Additionally it is important to note the data may not be connected to a patient identifier, barring malicious intent or 
intimate knowledge of patients. As we continue this pursuit of real-time data availability, we need to develop a way 
to measure the ability to show the response to variability in hypothesis generation. While we do not intend on creating 
process applications for the hospital population or scaling this by orders of magnitude, we do intend on showing the 
institution that technology is now available to build a bigger solution that incorporates resources directly from 
divisions like Radiology and Pathology for all patients in the health system, seeing them as potential research subjects.  
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Introduction 

Severe sepsis mortality rates have been falling over the last 25 years despite an absence of novel sepsis treatments1-3. 
Declining rates could be attributable to improved processes of care1 through quality improvement interventions such 
as those inspired by the Surviving Sepsis Campaign4. Further opportunities for process improvements could be 
identified using care pathways to connect and summarize the care received by sepsis patients. In this study, our 
objective was to visualize sepsis care pathways using Sankey diagrams and identify variations in care between two 
selected facilities in a US hospital network interested in improving their care around sepsis. 

Methods 

We conducted a retrospective cohort study of all sepsis patients admitted between June 2014 and February 2018 to 
one of two hospital facilities (Facility 1 and Facility 2) in a US hospital network. Using billing data from these 
facilities, we identified patients admitted for sepsis if they 1) were assigned any sepsis-related diagnostic codes from 
the International Classification of Diseases, Ninth and Tenth Revision, Clinical Modification (ICD-9-CM and ICD-
10-CM); and 2) received systemic antibiotics on or within one day of admission. For patients with multiple observed 
sepsis admissions, we included only the first one. From these data, we measured patient characteristics and care 
received during hospitalization, as well as outcomes of mortality, length of stay (LOS), and readmissions. Truven 
Health Analytics CareDiscovery® was used to estimate the expected LOS based on characteristics present at 
admission, since high-risk patients would be expected to have longer LOS than low-risk patients. Risk is then 
indirectly accounted for when calculating if the patient’s actual LOS was longer than their expected LOS. 

To create Sankey diagrams, we used Care Path Explorer, a visualization tool developed at IBM Research5, to visualize 
care pathways of sepsis patients. To identify variations in care, patients from Facility 1 vs. Facility 2 were compared 
at each node and each link using a chi-square test, or using Fisher’s exact test if any expected cell counts were below 
10. From this comparison, the color of each node and each link indicates whether patients from Facility 1 or Facility 
2 were overrepresented at that node or link, as well as the P value of that comparison. 

Results 

A total of 2,710 sepsis patients from Facility 1 and 2,057 from Facility 2 were included in the study. Patients from 
each facility had similar demographics in terms of sex and age distribution, with 49% of the overall cohort being 
female and 68% of the cohort being 65 years of age or older. Compared with Facility 2, Facility 1 had more patients 
identified as white (86% vs. 83%, P = 0.0014) or other (9% vs. 5%, P < 0.0001) and fewer patients identified as black 
or African-American (4% vs. 11%, P < 0.0001). In terms of comorbidities, Facility 1 had more patients with diabetes 
(28% vs. 25%, P = 0.0126), coronary atherosclerosis or angina (22% vs. 16%, P < 0.0001), chronic obstructive 
pulmonary disease (18% vs. 12%, P < 0.0001), or decubitus ulcer or chronic skin ulcer (18% vs. 7%, P < 0.0001). 
Compared with Facility 2, Facility 1 had a higher inpatient mortality rate (14% vs. 8%, P < 0.0001). 

Using Care Path Explorer, we detected several variations that differed from recommended care that Facility 1 was 
significantly more likely to provide compared with Facility 2, such as no antibiotics received on the day of admission 
(8% vs. 5%, P = 0.0003); or empiric antibiotics administered orally rather than parenterally (12% vs. 5%, P < 0.0001). 
In addition, when we compared the initial vs. final antibiotic regimens patients received, Facility 1 was significantly 
more likely to have expanded coverage (22% vs. 14%, P < 0.0001) to cover resistant organisms, such as methicillin-
resistant staphylococcus aureus (MRSA) or pseudomonas, suggesting the need for better identification of patients at 
risk for these resistant pathogens. Finally, comparing the day-to-day census of patients in the intensive care unit (ICU) 
against Facility 2, patients in Facility 1 were significantly less likely to be in the ICU on admission, numbered hospital 
day 1 (35% vs. 47%, P < 0.0001), a significant difference that persisted until hospital day 6 (17% vs 19%, P = 0.37). 

As a very simple example, we describe in detail the findings that are visualized in a simple Sankey diagram (Figure 
1). Of the patients who survived until discharge, 2,341 were from Facility 1 and 1,918 were from Facility 2. Overall, 
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3,960 patients (93%) received antibiotics on the day of admission (Facility 1: 92%; Facility 2: 95%; P = 0.0003). In 
addition, 2,323 patients (55%) had a longer-than-expected LOS (Facility 1: 55%; Facility 2: 45%; P < 0.0001). Of the 
patients who received antibiotics on the day of admission, 54% had longer-than-expected LOS (Facility 1: 57%; 
Facility 2: 50%; P < 0.0001), and of the patients who did not receive antibiotics on the day of admission, 66% had 
longer-than-expected LOS (Facility 1: 71%; Facility 2: 57%; P = 0.019).  

 

 
Figure 1. Sankey diagram of sepsis patients from Facility 1 and Facility 2 who received or did not receive systemic 
antibiotics on the day of admission, and whether their LOS was longer or shorter than expected. The height of each 
node is proportional to the relative number of patients at the node, and the width of each link is proportional to the 
number of patients flowing between the two nodes connected by the link. The color of each nodes and each link 
reflects a comparison at that node or link of patients from Facility 1 vs. Facility 2; from that comparison, the color 
indicates which facility is overrepresented and the related P value.  

 

Conclusion 

Sankey diagrams provided an intuitive visualization tool for summarizing sepsis patient care pathways. Differences 
were clearly observed between the two facilities in the study in terms of sepsis care received and outcomes measured. 
Clear and efficient presentation of this information can generate new insights and inform strategies to influence and 
optimize processes of care for sepsis and other conditions or diseases. 
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Abstract  

To support the development of Clinical Decision Support Tools (CDSTs) in both civilian and military health 

systems, the Surgical Critical Care Initiative (SC2i,) a Department of Defense funded consortium of seven 

Federal and non-Federal institutions, harmonizes clinical, laboratory, and bio-bank data and centralizes 

30+ million high-quality data elements to enhance complex decision making in acute and trauma care.(1)   

Introduction 

The Uniformed Services University (USU) Surgical Critical Care Initiative (SC2i) was established in 2013 

to develop Clinical Decision Support Tools (CDSTs) for acute and trauma care. A consortium of seven 

federal and non-federal entities (Uniformed Services University, Walter Reed National Military Medical 

Center, Naval Medical Research Center, Henry M. Jackson Foundation for the Advancement of Military 

Medicine, Duke University, Emory University, and DecisionQ Corporation), the SC2i is the Department of 

Defense’s premier precision medicine center for acute and trauma care. As such the SC2i has built data 

generation, standardization, and quality control workflows to enable reproducible results that support analysis 

and CDST development. 

Methods 

In its mission to bring highly personalized diagnoses and therapeutic interventions to its wounded service 

members, the SC2i incorporates best practices in informatics to ensure high-quality biomarkers are available 

for all of its translational and clinical research activities. All laboratory-based measurements are generated 

under Good Clinical Laboratory Practices (GCLP) and all capture of clinical information includes a tiered 

review to ensure accuracy and continually improve the process to reduce errors. Prior to aggregation within 

a Central Data Repository (CDR), automated and manual data QC is performed to ensure good alignment of 

various instrumentation and sample types across patient time points, as well as conformance to expected 

value ranges and data types. The data aggregation process involves site and consortium data managers, all 

focused on standardization, harmonization, and quality. Through the implementation of a robust Quality 

Management System, clinical and bioassay instrumentation data are aggregated across all consortium 

partners in the CDR within a secure and compliant instance of Amazon Web Services (GovCloud). Further 

quality control and standardization procedures are used to harmonize the various information streams to 

prepare output datasets for analysis. The SC2i then leverages patients’ transcriptomic, proteomic, 

bacteriological, and clinical details, as well as advanced machine learning techniques, to develop CDSTs for 

conditions associated with a high risk of morbidity or mortality (e.g. venous thromboembolism, pneumonia, 

acute kidney injury, acute respiratory distress syndrome, sepsis). To further enable process improvement the 

SC2i collects metadata around data utilization, error rates, bio-banked samples, and instrumentation data 
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availability. These metadata also allow for the refinement of current protocols and the planning of future 

studies. 

 

Figure 1 Schematic of SC2i data workflows and quality control steps from participant enrollment to CDST 

deployment, including bio-bank and metadata processes. 

Results 

Thus far, the SC2i has enrolled greater than 1600 patients, representing over 55,000 bio-banked specimens 

and 30+ million data elements. This includes greater than 10,000 variables per patient time point. The SC2i 

has generated more than 170 SOPs to ensure high quality assay and clinical data generation, with 30 more 

in-development (continuous process-improvement). There are roughly 200 automated data quality scripts 

across the consortium that perform QC checks on approximately 10,200 variables. The SC2i has released 

three CDSTs to date for the activation of a massive transfusion protocol, the prediction of the onset of sepsis, 

and the prediction of the development of invasive fungal infections; a further eight CDSTs are in development 

to deliver ‘precision’ medicine to patients with acute illnesses or injuries, enhancing clinical outcomes while 

lowering the cost of care. Software development activities follow industry standards for design and 

implementation. While the main goal is to produce CDSTs, this research has elucidated potential avenues for 

research into the functional mechanisms underlying various complications seen in the surgical critical care 

setting.  

Conclusion 

A key player in precision medicine for surgical critical care, the SC2i utilizes high-quality data, standardized 

across multiple institutions, to develop clinically-relevant CDSTs expected to improve outcomes and 

resource utilization in both civilian and military health systems. This work is enabled by robust data 

management and quality control practices across sites, a CDR for aggregating and sharing data, and is further 

supported by the 30+ million data elements collected thus far. 
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Introduction 

 
Updated health reforms within the United States have resulted in forming patient-centered medical homes, which 

aim to encourage population based care and improve patient provider relationships via care coordination. 

Coordinating care involves organizing patient care activities and sharing information among all stakeholders to 

achieve safer and more effective care. Stakeholders in this type of environment include providers, medical assistants 

(MA), community health workers (CHW), case managers (CM) and behavioral health workers (BHW).  These changes 

are especially important for homeless populations that have a high susceptibility towards progressing illness compared to 

general populations and a mortality rate four times higher [1]. Specifically, the episodic care-seeking behaviors of the 

homeless population create organizational challenges in the workflow. Workflows in a clinical setting can be defined 

as “the flow of care-related tasks as seen in the management of a patient trajectory: the allocation of multiple tasks of 

a provider or of co working providers in the processes of care and the way they collaborate” [2]. 

 

Evaluating time spent in these facilities will provide insight into how to improve staff productivity and workflow 

redesign. The purpose of this project was to observe and document the current workflow in a clinic while measuring 

wait times spent within and between workflow activities, from patient check in to the end of the clinic visit encounter 

at a southwest homeless clinic utilizing a patient centered medical home (PCMH) model. The PCMH model is 

viewed by health policy makers as a solution to reduce and manage chronic diseases and reduce emergency visits 

[3], but there were no specific standards for appropriate workflow given these additional services in the same 

location. Time motion studies assess how to increase performance by measuring and minimizing the time taken to 

perform various operations without compromising the quality of services. Using workflow analysis in a PCMH 

demonstrates collaborations among various health professionals and identifies time spent during patient care 

activities. An advantage to workflow analysis is identifying areas of redundancy and inefficiencies, and targeting 

flow improvements for redesign. 

 
Methods 

 
Observations through workflow analysis and cycle time methodology were utilized. Observation of study 

participants started with overall process flows of the clinic visit and narrowed to individual tasks of participants 

within the care process. This initially included workflow observation to identify an as-is current process and cycle 

timing to evaluate the workflow and wait times during the clinic visit. A convenience sampling technique was 

utilized to select prospective participants. During the project period, 30 clinic visits were evaluated. A swim lane 

diagram was developed to sequentially capture the clinic workflow. Figure 1 displays the mean waiting times, 

including how respective staff performed in their roles. Exploratory analysis was used to calculate and describe the 

periods of waiting times during the clinic visit. Data on wait times were based on direct observation rather than 

self-report, which improves reliability and validity of resultant data [4]. 

 
Results 

 
Clinic encounters for unscheduled or walk in visits was 27% (8/30), while 73% (22/30) were scheduled visits.  

Male visit encounters comprised 73% (22/30) of the sample while female visit encounters were 27% (8/30) of the 

sample. New patient clinic visit encounters were 37% (11/30) of the sample while established patients accounted 

for 63% (19/30) of the clinic visit encounters. Physicians evaluated 33% (10/30) of the clinic visit encounters 

while Nurse Practitioners evaluated 67% (20/30) of the remaining clinic visit encounters. Figure 1 displays the 

cycle time analysis derived from thirty clinic encounters. 
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Figure 1. Cycle Time Analysis Derived From Clinic Encounters 

Discussion 

The greatest variations in cycle waiting times were in arrival to check out time, completion of registration, 

registration to MA to vital signs, patient roomed to provider, and patient to chair/other. Provider to CHW, CM, and 

BHW wait times do not meet clinic standards. These variations were influenced by patient arrival time for 

appointment, ability to fill out forms, availability of a vacant room, provider time to obtain history and obtain 

medications/consult with pharmacist, and additional necessary services to address current health or social needs. 

This supports the work of Okotie, et al., [5] in that time spent with the physician, and in the examination room 

decreased the overall efficiency of clinics. Further, staff members did not update or consistently use the EHR established 

color system: yellow, patient has arrived; green, the patient checked in; red, MA orders waiting to be completed; black, 

completed, MA can close chart; and white, missing information. Staff used a paper checklist tool initiated at the beginning 

of the visit, which caused increased communications regarding patient location and needs during the visit, while providers 

exclusively used the EHR. 

Options for improving the workflow, specifically decreasing wait times and increasing efficiency of clinic 

operations, included the use of the EHR system to track patient movement in order for all disciplines to have real 

time information on the patient status. The use of paper and electronic methods to process patient flow leads to 

redundancy and re-work, whereas exclusive use of the EHR could streamline the process. Specifically, expanding 

the existing color coding system to reflect the full range of services would help reduce redundancies and errors 

among different members of the staff who used the paper copies instead of or in addition to the EHR. In support of 

innovation and best practices, the Institute of Medicine recognizes that a key component of a successful model has 

been the allocation of responsibility of clinic flow to one individual each day, allowing observation of standard 

work, intervention when flow stoppers occur, and an understanding of the desired daily performance [6]. Ill-defined 

workflow processes did not reflect best practices, and cycle timing did not validate the level of work efficiency. 
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Abstract 
Significant health outcomes are affected by social determinants of health in addition to clinical care to manage disease. 
With guidance from clinicians, we used non-relational data architecture to integrate air quality, pollen, and 
geographical data related to pediatric asthma with electronic medical records in a community health clinic. Clinical 
and IT staff worked together to select the data elements to be used for this project and to identify workflow integration.  

Introduction 

Health and well-being are integrally connected to the social and environmental milieu in which people live. Health 
outcomes are affected by these social determinants of health (SDoH) in addition to clinical care (1). Capturing relevant 
and reliable SDoH data is challenging. These data are often in siloes, inconsistently measured, captured at different 
granularity and units of measurement, and occasionally only available at some financial cost. Clinicians, however, 
recognize the profound potential impact that access to such information could have on their clinical decision-making 
and treatment protocols (2). 

Standardized data on SDoH can help integrate social and medical services in a person-centered approach to health. 
However, SDoH data need to be cleaned, normalized, and tagged in a meaningful and concise way before linking to 
EMR data. There has been only limited success in standardizing SDoH data such as the LOINC codes (3). To address 
this gap in data integration, we developed a data pipeline that combines relevant SDoH data from multiple sources, 
standardizes the data, and makes it available in the EMR at the point of care. As a proof of concept for this pipeline, 
we implemented this data integration system in a single clinic, with a singular focus on pediatric asthma. Besides 
clinical data from the clinic EMR, we collect ongoing air quality (including ozone, PM2.5, NO2, and SO2 levels from 
sensors nearest the patient’s residence), pollen, and environmental data (including ambient temperature and relative 
humidity) from external sources. We collect data about the patient’s home, including presence of smoke, dampness, 
allergens, pets, cockroaches, and rodents) through a questionnaire given at the time of each encounter. The clinic has 
about 300 patients they have identified with asthma-related diagnostic codes, and we only include consented patients. 

Methods 
The data pipeline extends from the multitude of data sources and connects to the applications and dashboards, focusing 
on the middle box of data processing (see Figure 1). Once relevant data sources have been identified, we ingest the 
data elements into a standardized namespace using concept mapping. A key to optimizing the usability and 
computability of data is to make the data, in storage, structured in such a way that when a user (via an application) 
requests data, the data come from the data storage in usable form. This project uses JavaScript Object Notation (JSON) 
for data formatting, storage, and retrieval. The goal is to keep the data as close to its raw (or input source) condition, 
with just enough modification to enable computation and consistent search. The semi-structured data can then be inter-
connected with similarly standardized data elements from other sources in ways that may not have been easily 
anticipated when the data were first stored. 

Because the data are structured in a format that is easily understood using a consistent mapping terminology, extracting 
data is straight-forward. We created a set of APIs on top of the data storage to allow indirect access to the data. The 
APIs control access to data elements by checking fine-tuned access permissions, facilitate exploration of the data, and 
allow appropriate data to be extracted. There is a common layer for exploring and navigating data, over which modules 
can then be layered to allow extraction of the final data in a specific format (e.g., CSV, HL7, JSON, JDBC/ODBC). 
An integral aspect of this pipeline is that the governance “rules” determining authorization and access to data elements 
at differing levels of identification (e.g., de-identified, sensitive, fully identified) are stored in the database with the 
data. Since data access is available from outside the system only via the APIs, we control who gets what data, and 
record all data access for auditing purposes. 
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Figure 1 Pipeline Architecture 

For the initial pediatric asthma use case, integration with the EMR is done rather simply. The data records system 
sends a message to the data platform, either during a clinical encounter for an individual or as a public health screening 
for all patients with asthma to determine any need for proactive actions. The data platform combines clinical and non-
clinical data and returns a data object containing a URL, which is presented on a screen in the EMR. The link takes 
the viewer to a web page providing a visualization and summary information about the potential impact the non-
clinical environment might have for this particular patient. The clinician can choose to click on the link, and retains 
control over the decision-making process. All data are sent over an encrypted channel and all data in the platform are 
stored in a HIPAA-compliant AWS environment. 

Results 
The pilot project is ongoing, and no final results are yet available. 

Conclusion 
This architecture supports data collection, storage, and security, and APIs to support authenticated and authorized data 
access. The system is deployed on a cloud-based, NoSQL data architecture using JSON to provide a standard data-
object structure. The system provides data import and export under role- and rule-based (i.e., consent-based) controls 
that provide a security platform for confidentiality and protection of data privacy. The architecture supports web, 
mobile, and client development platforms for data access, advanced analytics, machine-learning, and data 
visualization (dashboards). The intent is to provide a state-of-the-art, scalable, secure, and efficient solution for 
community data sharing to include access to social determinants of health and support the secure integration of clinical 
and personal health data, while providing clinicians timely and useful information at the point of care. 

The strength of this pipeline goes beyond its utility at the point of care. Because SDoH, environmental, clinical, billing, 
and other data can be stored together and combined as needed (under appropriate rules of access and governance), we 
can provide access to community partners, such as local school districts, local government, community organizations, 
or other clinics, as well as to researchers. The modular architecture of the tool provides an easy, yet standardized, 
means of accessing innovative or exploratory combinations of the data from multiple sources. 
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Abstract: 

Objectives:  A significant cost element of health care provision are one-on-one interactions 
with individuals at clinic visits or by phone. HIT (Health Information Technology) 
(https://www.hit.org.uk/) and patient-shared Electronic Healthcare Records (EHRs) have the 
potential to decrease these costs, improve access to healthcare data, self-care, quality of care, 
and health and patient-centred outcome. This systematic literature review was aimed at 
identifying the benefits and issues around promoting patients access to their own EHRs. The 
purpose is to outline and summarize study results on the impact of patients’ online access to 
their own EHRs from the primary healthcare centers and hospitals and access to the patient 
portals.  

Methods: Searches were conducted in PubMed, MEDLINE, COCHRANE library, CINHAL 
and Google scholar. Publication years included are from 1991-2018. Over 2000 papers were 
screened, and initially filtered based on duplicates, then by reading the titles and finally based 
on their abstracts. 54 papers were retained, analysed and summarised, of which 24 were 
studies involving patient portals. Papers were included if patient access to their own EHRs 
(including patient portals) was the primary intervention used in the study. The search 
technique used to identify relevant literature for this paper, involved input from 5 experts. 

Results:  While 52% authors agree that access to EHRs would be beneficial to patients and the 
overall healthcare system, a few (18%) critics have highlighted concerns as well. While the 
benefits range from re-assurance (8%), reduced anxiety (8%), positive impact on consultations 
(6%), better doctor-patient relationship (10%) and increased awareness and adherence to 
medicines (8%), most of the concerns are around security and privacy and confidentiality of 
personal health information along with anxiety in cases of serious illnesses (18%). 

Using patient portals was found to improve patient outcomes such as medication compliance 
(3 studies), achieving blood pressure control (1 study), controlling sugar levels and glycaemic 
control (2 studies), improving functional status and reduced high-cost healthcare utilisation in 
patients with chronic conditions (2 studies), enhance timely patient centred care (1 study). 
These were noted in a range of study populations. In addition, patient portals were found to 
improve self-reported levels of engagement or activation related to self-management (2 
studies), enhanced knowledge, and improve recovery scores, and organisational efficiencies in 
a tertiary level mental health care facility. However, three studies did not find statistical effect 
of patient portals on health outcomes (1 study). This review clearly describes the types of 
studies, participants, interventions and outcomes, as well as the data sources and search strategy 
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and tabular summaries of the studies included. Secondly, the focus has been solely on the 
impact of patient access to their EHRs. Thirdly, it has comprehensively evaluated both the 
benefits and concerns/issues of these interventions in the various studies included and 
presented under various categories/themes identified by the authors. Along with the overall 
impact of patients’ access to EHR systems, this review has presented the impact of access to 
patient portals separately as well. 

 
Conclusions:  This literature review identified some benefits and harms involved in promoting 
patients’ access to their own EHRs (including the patient portals). This access is often part of 
government strategies when developing patient-centric self-management elements of a 
sustainable healthcare system. The US government, with a program launched out of the White 
House, has made citizen access to their health records a top priority, as have private companies, 
like Apple, which has been trying to get patients' records on their phone. The 21st Century 
Cures Act (signed in Dec. 2016) has important provisions that could significantly impact the 
availability, usability and patient access of health information. UK Government is 
committed to making full GP records available online to every patient by 2018, which is an 
attempt to promote patient access to EHRs in the public sphere. The findings of this review 
could help healthcare providers look at the benefits offered by promoting patient access to 
EHRs and decide on the best approach for their own specialities and clinical set up. A robust 
cost-benefit evaluation of such initiatives along with its impact on major stakeholders within 
the healthcare system would be essential in understanding its overall impact. Such initiatives 
could help the government address concerns in developing national standards, whilst taking 
care of local variations and fulfilling the healthcare needs of the population. Ultimately, 
increasing transparency and promoting personal responsibility are key elements of a 
sustainable healthcare system for future generations. 

 
 
Acknowledgments: 
 
This research is supported by the National Institute for Health Research (NIHR) Biomedical 
Research Centre at Guy’s and St Thomas’ NHS Foundation Trust and King’s College 
London. The funders were not involved in the design and conduct of the study; collection, 
management, analysis, or interpretation of the data; nor the preparation, review, or approval 
of the manuscript.  
 

852



Finding Needles in the EHR Haystack: Design and Early Results for a Natural 
Language Processing Model to Identify Clinical Notes Relevant to a Patient’s 

Goals of Care 
Azalea Kim MD, MBA, MPA 1, Allison Dunning, MS 2, Shelley Rusincovitch, MMCi 2, Andrew 

Olson, MPA2, Julie Childers, MD, PhD 1, Erich Huang, MD, PhD 2, Ursula Rogers 2, Brian 
Griffith, MD, MMCi 1, Lawrence Mumm, MD 1, Qi Liu 2, Matias Benitez 2, Jared Lowe, MD1, 

Ricardo Henao, PhD 2, David Casarett MD, MA 1 
1Duke University Health System, Durham, NC; 2 Duke University, Durham, NC 

Abstract 
Evidence of goals of care (GOC) conversations between patients and providers are scattered throughout the electronic 
health record (EHR) as free text in clinical notes.  This text is difficult and time-intensive for providers to find. We 
present the rationale and design for a novel data science model that leverages natural language processing (NLP) and 
machine learning methods to identify notes within the EHR containing goals of care-relevant data.  

Introduction 
Care that is patient-centered and consistent with patients’ values and preferences results in better outcomes, improved 
quality of life, and more rational utilization, particularly near the end of life.1 Patients typically communicate 
preferences and goals of care (GOC) over a series of encounters with health care providers. However, clinicians often 
struggle to find evidence of these conversations that is recorded by dozens of providers and staff members in various 
parts of the electronic health record (EHR),3 often as free text in clinical notes and without standards to guide 
documentation.4 It’s not feasible for a busy clinician to do a full clinical chart review through a vast pool of notes.  
While patients’ goals may change over time, this is a missed opportunity to equip providers with the contextual data 
necessary to engage patients and their surrogates in GOC conversations and ensure that a plan of care accurately 
reflects a patient’s preferences. We present the rationale and design for a novel data science model that leverages 
natural language processing (NLP) and machine learning methods to identify notes that contain data relevant to these 
conversations. To achieve this vision, our deeply integrated clinical and quantitative teams worked in concert to create 
a model where no clear gold standard exists to define a GOC-relevant note.  

Methods 
We assembled a health data science team with quantitative expertise and clinical members from palliative care, 
hospital medicine, and primary care who are versed in conducting goals of care conversations with patients who are 
near end of life or with serious, life-limiting illnesses. The data set included approximately 5.3 million clinical notes 
for 97,402 beneficiaries in the Medicare Shared Savings Program (MSSP) associated with Duke’s Accountable Care 
Organization between 2015–2017 and who had at least 1 clinical note associated in the Duke EHR. We found no 
existing basis or precedence to define the criteria for a GOC-relevant note in the EHR, and we found it necessary to 
develop a de novo categorization. The clinical team began by reviewing palliative care and advance care planning 
notes and drew from their personal experiences with patients to create 3 categories to classify GOC-relevant notes: 1. 
Surrogate decision makers; 2. Goals and values; and 3. Care preferences. Clinical members identified key phrases that 
appeared within those note categories, and quantitative team members wrote those 51 phrases into regular expressions 
(regex) which define the criteria to search for these phrases.  

Results 
The team first conducted an exploratory analysis to describe the distribution of those regular expressions within the 
dataset of 5.3 million notes (Table 1). On average, regex phrases 
appeared once or twice within the same note, and a single note 
typically only matched one regex phrase. We next assessed the 
distribution of the top 11 regex GOC phrases, each contributing 
at least 1% of total regex matches (Figure 1).  The “Goals and 
Values” category had the most matches on GOC regex phrases.  
From these results, we confirmed that NLP via regular 
expressions alone was not adequate to distinguish between notes 
containing relevant GOC data and those that contain the 
specified expressions but do not contain information pertaining 
to GOC discussions. We postulate that notes that use templates 
contributed heavily to this problem. For example, “independent” 

Figure 1. Distribution of the top 11 regex GOC 
phrases, percent of regex phrases 
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is a key word that might be relevant to a 
patient’s goals and values; however, it is also 
part of an occupational therapy note template 
used to record patients’ ability to engage in 
self-care activities.  
We then performed an iterative series of 
paired clinical note reviews on random 
samples of notes selected via regex labels 
where reviewers were asked to adjudicate if 
the note was relevant and also classify the 
note across the 3 categories.  The 
discrepancies between reviewer adjudication 
were predominantly around categorization 

criteria.  Though complete concordance between reviewers was eventually achieved at each stage using multiple 
rounds of iteration on cases and revision of category criteria (Table 2), reviewer feedback also revealed that achieving 
concordance between reviewers required discussion to achieve consensus, and we found that the process of 
adjudicating the category of note was both time consuming and detracted from the central goal of the exercise – to 
develop a model deployed at point of care to identify notes that a provider would find relevant to a real-time GOC 
discussion.  The adjudication has since been redesigned to a process of labeling clinical notes as relevant or not to a 
real-time GOC discussion, with an additional tag for particularly significant notes. This new categorization criteria 
provides a consensus-driven standard to identify GOC-relevant notes.  The note review process is underway with 5 
clinical note reviewers with a target of 1,500 notes to review.  
Table 2. Categorization criteria and additional guidance to classify notes that contain GOC-relevant data 

Category Category Criteria 

1.Surrogate
Decision
Maker 

Includes notes that name or discuss any individual who might make medical decisions on behalf of the patient if ever he or 
she is not able or does not have capacity to make medical decisions for him or herself. In addition to legally designated 
surrogate decision makers and next of kin, notes may include discussion of additional individuals in the patient’s life who 
may impact his or her medical decisions through caregiving or accompanying patients during encounters in the healthcare 
setting. Also includes notes containing assessment of patient capacity or history of involuntary commitment. 

2. Goals and
Values

Includes notes with information related to a patient’s personal values and life goals that may be relevant in the setting of 
serious illness or disease progression. The patient’s goals may include maintenance of autonomy and control, relief of 
suffering and management of symptoms, and general optimization of quality of life from the perspective of the patient, 
including the enjoyment of particular community events or the desire to be present for a future family or personal milestone. 

3. Care
Preferences 

Includes notes that specifically describe a patient’s preferences regarding future medical care, and in particular their desire 
for or against discrete medical interventions in the setting of serious illness or disease progression. Examples include desire 
for or against life-sustaining therapies and/or measures (additional rounds of chemotherapy, escalation in care, intubation 
and/or ventilator dependence), DNAR, and/or hospice care.  

Discussion 
Our classification algorithm will be used as the basis for an interactive tool we are developing to identify relevant 
GOC notes within the EHR that will enhance point-of-care providers’ ability to conduct GOC conversations. 
Exploratory analysis of the notes data confirmed our clinical experts’ suspicions that important data that would support 
these conversations are scattered within a sea of notes within the EHR. From a data science perspective, the lack of a 
defined endpoint or “gold standard” to define GOC relevance – the basis of the interactive tool – has been a formidable 
challenge, but we have used our early experiences informed by the results of clinical adjudication to redesign the 
endpoint into a more clinically relevant classification. Once a point-of-care tool is deployed, we hypothesize that it 
may i) lead to more patient-centered GOC conversations, ii) help identify patients whose previously stated values and 
preferences are not consistent with their plan of care, and iii) potentially serve as a “soft” quality improvement metric 
to capture the impact of health system interventions in serious illness planning. Furthermore, our design and approach 
to natural language processing may be generalizable and applied to other nuanced areas of clinical care where a gold 
standard similarly may not exist within an EHR’s clinical notes.  
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Surrogate 
Decision Makers 

(9 Phrases) 

Goals and 
Values 

(22 Phrases) 

Care 
Preferences 
(20 Phrases) 

Percent of all regex 
matches 

35% 41% 23% 

Regex phrase with most 
hits 

Family Comfort Code Status 

Number of unique Notes 1,163,350 1,206,898 664,044 
Number of patients 78,708 82,894 63,537 
Number of matches per 
phrase within note 

Mean=1.8; 
Max=45 

Mean=1.6; 
Max=44 

Mean=1.4; 
Max=26 

Number of regex phrases 
per note 

Mean=1.1; Max=6 Mean=1.1; 
Max=5 

Mean=1.3; 
Max=9 

Average number of notes 
per patient 

2.69 2.29 2.48 

Table 1. Characteristics of regex associated with GOC classifications 
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Introduction: 
Rheumatoid Arthritis (RA) is a complex systemic inflammatory disease with variable course that 
may be difficult to precisely predict. Deep learning, a branch of artificial intelligence, has 
become state of the art in longitudinal predictions. It is unknown whether artificial intelligence 
can be used to prognosticate RA outcomes. We aimed to use structured data from the 
electronic health record (EHR) to build a deep learning model that would predict future RA 
disease activity. 
 
Methods: 
Data was derived from rheumatology clinics at two distinct health systems (an academic health 
center and public safety net hospital) with different EHR platforms. We extracted structured data 
including demographics, diagnoses, medications, and prior disease activity measured by the 
Clinical Disease Activity Index (CDAI). We developed a multivariate longitudinal deep learning 
method to predict disease activity, grouped as controlled disease activity (low or remission) 
vs. uncontrolled (moderate or high), for RA patients at their next rheumatology clinic visit. Data 
formatting was performed using Pandas, TensorFlow was used as the deep learning engine, 
and Hyperopt was used to assist hyperparameter selection. We compared the predicted 
disease activity from our model to actual CDAI scores and calculated Area Under the Receiver 
Operating Characteristic curve (AUC). Performance was compared to predictions based on the 
population-level likelihood of each outcome category (Baseline 1) as well as an individual's most 
recent outcome and the probability within the population of switching outcomes between visits 
(Baseline 2). We evaluated whether the model developed in one health system was 
generalizable to a second health system and assessed model interoperability strategies.  
 
Results: 
The university and safenet clinics were significantly different (Table). The highest performing 
model architecture was highly regularized (L1,L2,Dropout) and consisted of a dense function 
applied to each time step followed by Gated Recurrent Units and a final fully connected layer. At 
the university hospital, the model was trained on a subset of patients (U1,n=462) and then 
tested on a separate group (U2,n=116) and reached an AUC of 0.91 (Figure). When trained on 
all patients at the university, the model generalized well (AUC 0.74) to a cohort of patients from 
the safety net hospital (SN2,n=117) and outperformed a model trained on a separate cohort of 
patients (SN1,n=125) from the safety net (AUC=0.63). In both settings the deep learning models 
outperformed baselines. Models demonstrated a non-linear increase in forecasting performance 
with the number of samples available for training.  
 
Discussion: 
Building accurate generalizable longitudinal deep learning models to forecast patient outcomes 
on populations that only number in the hundreds is possible. Our findings, though limited to two 
distinct health systems, suggest that the RA model can be shared across hospitals with different 
EHR systems and diverse patient populations. Model performance differences between the two 
populations studied underscore the need for evaluation across a larger number of clinics to 
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identify and address potential sources of confounding or bias. Testing of artificial intelligence 
models in clinical practice is warranted to evaluate their usefulness in helping clinicians and 
patients prognosticate RA outcomes or simulate outcome trajectories under different treatment 
scenarios. 
 
 
Table: Characteristics of Individuals with Rheumatoid Arthritis in the Two Health Systems Studied 

 University Clinic 
N = 578 

Safety Net Clinic 
N = 242 

Age in years, Mean ± SD 57 (15) 60 (15) 

Female, n (%) 477 (83) 195 (81) 

Race/Ethnicity, n (%) 
    White 
    African American 
    Hispanic 
    Asian 
    Other 

  
296 (51) 
33 (6) 

97 (17) 
101 (17) 
51 (9) 

  
30 (12) 
19 (8) 

89 (37) 
70 (30) 
34 (13) 

EHR System Epic eClinicalWorks 

Average Number CDAI/person 6.9 4.3 

Median Time Between CDAI 100 days 180 days 

Medication, n (%) 
    Conventional Synthetic 
    Biologic 
    JAK Inhibitor 

  
534 (94) 
364 (63) 
29 (5) 

  
191 (79) 
70 (29) 

0 (0) 

N: Number; SD: Standard deviation; EHR: Electronic Health Record; DMARD: disease modifying antirheumatic drug; CDAI: clinical disease                 

activity index  
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Introduction: Large scale analytics of Electronic Health Records (EHR) data have produced impactful discoveries 
that have, in turn, helped enable precision medicine1.  Due to issues of interoperability, EHR-based studies should be 
prioritizing use of standardized data model structures, such as Observational Medical Outcomes Partnership (OMOP; 
https://www.ohdsi.org/data-standardization/the-common-data-model/), developed by Observational Health Data 
Sciences and Informatics (OHDSI; https://www.ohdsi.org/). There exist many barriers, however, that limit usability 
of EHR data revolving primarily around expertise. As EHR data is large-scale and typically stored in relational 
databases, some knowledge of programming is required. Furthermore, the structure and data components of EHR 
systems are intricate and necessitate strong familiarity. With this in mind, it would be invaluable to create tools that 
allow for more researchers to be able to work with the data directly.  

Software and tools that interface with EHR data and are more interactive and flexible than relational 
databases can directly benefit researchers and physicians by facilitating dynamic exploration of patient clinical data. 
The OHDSI group has produced an impressive number of packages and resources (over 100 public repositories) on 
their GitHub page (https://github.com/OHDSI), demonstrating the public interest in such tools. A substantial amount 
of research has already leveraged the power of the CDM to perform large-scale observational studies2-4. While there 
are online tools such as ATLAS (http://www.ohdsi.org/web/atlas/) that enable interaction with OMOP EHR data, we 
believe there is still a need for effective visualization dashboards for clinical data that are more in line with specific 
research questions (i.e., does this medication affect this lab test measurement). Furthermore, our goal is to develop a 
tool that can be deployed on the system of any user with access to OMOP-formatted EHR data, with little to no 
configuration. 
Methods: Although the OMOP CDM is built in a framework that is both more conducive to research and arguably 
one of the simplest systems of its kind, it still requires some familiarity with relational databases as well as a 
fundamental understanding of EHR data and ontological structures for effective use. At the same time, even those 
with sufficient proficiency could benefit from a visualization dashboard that preselects and displays high yield 
information in an intuitive manner. Visualizing these data may help researchers identify trends and phenomena not 
readily discriminable from structured text fields. PatientExploreR is built in R using the Shiny framework that connects 
to relational databases containing OMOP-formatted EHR data in either MySQL or PostgreSQL format. In regards to 
data privacy, we envision that this package could be run and maintained by an institution (which authorizes and 
authenticates itself) or by individual groups that have already obtained IRB-access to the data. This is a turnkey 
application that will work seamlessly across 
institutions given the above prerequisites are 
met. In its backend, PatientExploreR makes use 
of ROMOP 
(https://github.com/BenGlicksberg/ROMOP) 
functionality to automatically extract and map 
pertinent concepts across all relevant tables 
(e.g., person, observation, and 
condition_occurrence). 
 PatientExploreR is broken down into 
five main sections: login/landing page, patient 
finder, overall patient report, patient encounter 
timeline, and patient data explorer (Figure 1). 
Once credentials are confirmed, users can 
identify patients using any combination of 
vocabulary items in the CDM (e.g., ICD-10-
CM and RxNorm codes). The resulting patient 
list is dynamically plotted (using plotly) across 

Figure 1: Implementation and features of PatientExploreR. 
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all demographic features and can be filtered and exported. Once a patient is selected, an overall report of their clinical 
history is automatically generated which can be filtered by datatype (e.g., Conditions) and concepts (e.g., 
Dehydration). This report is ordered by date and can be exported for reference. Next, users can visualize the break-
down (i.e., bar chart of visit types) and timeline of clinical encounters for the given patient, displayed using both plotly 
and timevis packages. The timeline automatically plots all encounters on a timescale in which the user can interact. 
Selecting an encounter will display all data about the encounter as well as all clinical data that was captured during it. 
Lastly, the user can explore both categorical (e.g., disease diagnoses) and numeric (e.g., creatinine levels) data in both 
a targeted and multiplex fashion. Categorical data can either be plotted as a timeline (like in the patient encounter 
timeline) or a dot plot. Numeric data are plotted as a line and scatter plot. In the targeted mode, one modality is 
displayed at a time (i.e., disease diagnoses over time). In the multiplex mode, disparate data types (e.g., measurements 
and disease diagnosis events) are plotted simultaneously on the same timescale, facilitating exploration of multiple 
aspects concurrently. This package is freely available on GitHub: https://github.com/BenGlicksberg/PatientExploreR, 
which also contains extensive documentation and installation instructions. Further, we have created a public sandbox 
server (see below) for users to explore the visualization dashboard with synthesized clinical data.   

Results 

Synthesized Clinical Data Source: The Centers for Medicare and Medicaid Services (CMS) have released a synthetic 
clinical dataset DE-SynPUF (https://www.cms.gov/Research-Statistics-Data-and-Systems/Downloadable-Public-
Use-Files/SynPUFs/DE_Syn_PUF.html) in the public domain with the aim of being reflective of the patient 
population but containing no protected health information. The OHDSI group has underwent the task of converting 
these data into the OMOP CDM format (https://github.com/OHDSI/ETL-CMS). We obtained all data files from the 
OHDSI FTP server (accessed June 17th, 2018) and created the CDM (DDL and indexes) according to their official 
instructions, but modified for MySQL.  

Public Sandbox Servers: For users without access to OMOP-formatted EHR data, we have created a sandbox server 
with the synthesized DE_SynPUF dataset to demonstrate the functionality and utility of ROMOP and 
PatientExploreR. For space considerations, we only uploaded one million rows of each of the data files. The sandbox 
server is a Rshiny server running as an Elastic Compute Cloud (EC2) instance on Amazon Web Services (AWS) 
querying a MySQL database server (AWS Aurora MySQL). For ROMOP, we have created http://romop.ucsf.edu, 
which contains an interactive tutorial of the package created with the learnr package which uses R Markdown within 
an Rshiny frontend. Here the user can both gain familiarity with the OMOP CDM and test out various functions within 
ROMOP without having to download it, such as identifying patients using different criteria and exploring concepts of 
different classes. For PatientExploreR, users can interact with the visualization dashboard with the synthesized clinical 
data by visiting http://patientexplorer.ucsf.edu. 

Discussion: Electronic Health Records (EHR) contain invaluable data that are continuing to be utilized for biomedical 
discoveries. The use of standardized CDM’s such as the OMOP format facilitates interoperability across institutions. 
The need for computational expertise along with domain-knowledge of the EHR structure is a lingering limitation for 
more widespread adoption of these data for research use. As such, we have created both a software package, ROMOP, 
and a dynamic visualization dashboard, PatientExploreR, that are both freely available and are ready-to-use for any 
researchers with access to OMOP-formatted EHR data. We hope that these packages will lower the barrier for utilizing 
EHR data by lessening the need for computational and domain expertise. Further, our public sandbox server allows 
for users without access to these data to gain familiarity and explore these data, the EHR structure, as well as our tools. 
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Introduction 
Clinical Monitoring devices have grown in sophistication from the 50’s1, such as the Cardiotachoscope, and 
electrocardioscopes, to the present. They are crucial in the monitoring and assessment of inpatient admissions, 
critical care and emergency visits. Most monitoring devices have thresholds, which triggers an alarm when breached. 
Despite the immense benefits these devices have in Patient Care, hospitals have grappled with the unintended 
consequences of the alarms such as false alarm generation, alarm fatigue etc., which inadvertently leads to adverse 
events. ECRI Institute, an independent nonprofit organization that addresses patient safety, named alarm hazards 
as number 1 of the "Top 10 Health Technology Hazards" for both 20122 and 2013.3 Many studies have demonstrated 
that most alarm signals have no clinical relevance. The percentage of false alarms ranges from 72% to 99.4%. 4-7, 8 
The benefits of clinical monitoring yet the unfavorable the shortcomings, implies a need for Alarm Management. 
 
Background 
Duke University Health System is made up of 3 predominant entities - Duke University Hospital (DUH), Duke Regional 
Hospital (DRH), Duke Raleigh Hospital (DRaH), attracting over 69,000 inpatient stays in FY18 alone. Each of these 
locations have monitoring devices managed by the Clinical Engineering Department, which generate large amounts 
of Alarm data - some actionable, others not. The proposition was that creating metrics from this data will help 
support evidence-based decision making on staffing, education/training, effective clinical monitoring and patient 
safety. 
 
Objective 
Our objective is to curate intelligently, and utilize the longitudinal data from the devices to derive information that 
will be beneficial in designing, selecting and implementing relevant alarm management strategies. 
 
Methods 
A brainstorming session of stakeholders including the Clinical Engineering team and Analytics team kicked off the 
project. Sample raw data from the devices was reviewed, the metrics of interest such as Total Alarm per Bed per 
Day, Top Ten Alarm by Units etc. were defined as deliverable, choice of visualization (Tableau®) was made, 
acceptance criteria defined, and the requirements and data flow process were documented. Raw alarm data files 
from the Central Philips® machine were obtained and delivered into a secured shared repository. The raw data was 
then uploaded into the Duke Data Warehouse as a Table to be transformed based on predetermined conversion 
rules mapping the alarm actions to Alarm Categories, Alarm Types, Date/Time, Beds, Locations, etc. The output of 
this transformation was data in a format readable by the Tableau® application and used as a data source. User-
friendly reports were created according to metrics predefined. The reports generated are made available to users 
through dashboards located on a secure Tableau Web Application that requires authentication. Plan for routine 
maintenance, automation and scheduling to retrieve longitudinal data periodically were also implemented.  
 
Result 
The dashboard provides insight Alarm metrics of interest such as Total Alarm, Alarm per Bed per Day etc. (See Figure 
1) guiding actions to reduce false alarm. As expected, the Critical Care Units generated the most number of alarms. 
Interventions we have currently implemented include Staff education and Threshold modification depending on the 
type of alarm. For example, during Patient Safety meeting with a specific unit, using the dashboard, it was 
determined that the highest alarm is ‘ECG leads off’, educating the staff to put the machine on standby when the 
patient needs to leave the bed helped to drastically reduce the false alarm. Another pilot is ongoing to adjust the 
threshold for the ‘PVC (Premature Ventricular Contraction) Rate High’ measure to 17 (within the recommended 
safety margin) from 16, since most alarm were thrown at 16, while monitoring ADEs. It is also worthy to note the 
cost saving of over a hundred thousand dollars to the Health System with the decision to build this solution internally 
rather than using a vendor solution. 
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Currently, we include data from DRH and DUH and are using recurring retrospective data for our dashboards. We 
hope to include data from DRaH, following the same process in the nearest future and evolve to using real time data. 
The latter will be possible by working with the manufacturer to reimagine the current Alarm data storage which is 
currently in silos for the different units/hospital locations and matching the bed data to individual patients. That 
way, rather than forecasting, we can take immediate actions that are relevant to Patient Safety even quicker. 
 

 
Figure 1: One of the Tableau® dashboards, shows overview. 

 
Discussion 

Alarm management is considered good engineering practice and many of its recommendations are relevant across 
industries including the Clinical Settings. The Joint Commission on the Accreditation of Healthcare Organizations 
(JCAHO), Healthcare Technology Foundation, US Food & Drug Administration, and groups such as Association for the 
Advancement of Medical Instrumentation (AAMI) American Association of Critical-Care Nurses (AACN) are some of 
the key players driving standards and guideline for Alarm Management. On March 24, 2018, the AACN issued 
Practice Alert Outlines Alarm Management Strategies, a set evidence-based practice for both bedside care providers 
and nurse leaders as they seek ways to reduce false or non-actionable clinical alarms and prevent alarm fatigue.9 
From our ongoing experience at Duke Health, Data and Analytics promises to be a great tool in reaching the goals 
for best practices around Alarm Management. 
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Abstract 

Nurses are an integral aspect of fall prevention with the ability to monitor patients, recognize changes and intervene 
early; a process termed “nurse surveillance.” However, as the use of electronic devices is on the rise, the impact of 
their usage on nurse surveillance has not been explored. The purpose of this study is to assess the effects of 
electronic device usage and whether the use of electronic devices in healthcare affects nurse surveillance and 
related outcomes. 

Introduction 

Because of the high prevalence of falls in the United States, falls are a major healthcare concern both in terms of 
injury, suffering, and uncovered hospital expenses.(1-3) Nurses are seen as an integral aspect of fall prevention with 
the ability to monitor patients, recognize changes, and intervene early; a process termed “nurse surveillance.”(4, 5) 
However, as the use of electronic devices is on the rise, the impact of their usage on promoting or inhibiting the amount 
of time nurses spend in direct patient care has not been fully explored.(6) Moreover, the subsequent effects of nurse 
surveillance on nursing quality indicators, such as falls, has not been assessed. Therefore, the purpose of this study is 
to assess the effects of electronic device usage on nurse surveillance and patient falls. 

Methods 

Observational data about nurse activities were collected on nursing tasks on two medical/surgical units at a large urban 
academic hospital using a work sampling technique. Work sampling is a method developed by statisticians to more 
efficiently utilize observations by recording them at intervals and using statistical modeling to describe workflow over 
longer periods of time.(7) During each data collection period, the nurse being observed was asked to rate themselves 
according to Benner’s Novice To Expert Theory.(8) To maintain anonymity of the nurse, we did not record identifying 
information about each nurse. Two units were chosen because they represented similar patient populations, census 
and staffing. Data collected included electronic device usage (computer, scanner, tablet or device: data 
entry/management/retrieval, electrocardiogram or monitor setup and programming, intravenous fluid (IV) or patient 
controlled anesthesia (PCA) pump setup and programming, point-of-care device (e.g. blood glucometers), vital sign 
equipment setup and programming, smartphone use, pager use, ultrasound or unit phone) as well as personal device 
usage (cell phone, tablet, smartwatch, computer, or other personal electronic device). Fall rates were obtained through 
data already collected as a quality indicator on these units; no specific patient information was collected. Information 
on nursing staffing levels and patient census levels were also obtained. To ensure that data were collected consistently, 
we trialed the data collection process and compared results for interrater reliability between data collectors and 
achieved 78% agreement which describes strong agreement.(9) Descriptive statistics were conducted to describe 
current nursing tasks and the quantity of time spent on each, including electronic device usage. We tested for 
associations between independent (electronic device usage, activities, census, staffing, shift, day of the week, 
weekend/weekday) and dependent variable (falls, which was our primary endpoint) using Chi Square test (or Fisher’s 
Exact tests, where appropriate).  Regression analyses were used to explore the effects of electronic device usage on 
nurse surveillance and patient falls, accounting for other potential confounding variables such as nurse level of 
expertise, census level and staffing levels. Variables with a p value of < 0.3 were entered into a binary logistic 
regression with falls (yes/no) as the outcome variable.  

Results 

In 1454 observed time points from data collected on two medical surgical units; 25 unique nurses were observed over 
a one-month period, which covered all hours of the day, all days of the week. Nursing expertise varied; 11.1% of the 
observations (n=104), were with nurses who self-rated as “experts,” 27.7% (n= 259) as “proficient,” 32.7% (n=306) 

861



as “competent,” 6% (n=56) as “advanced beginner,” and 22.4% (n=209) as “novice.” Nurses were with the patient in 
27.8% of the observations and were multitasking in 50.5% of the observations. Nurses most often were observed 
recording patient notes (n = 292, 19.9%) and most often on the computer (n= 268, 18.3%). Work-related device usage 
was the most frequently observed activity (25.8% (n=378) of all activities observed). Nurses were using personal 
devices in 1.02% (n=15) of observations. The frequency of electronic device usage by the nurse was statistically 
significantly correlated with the frequency of nurse interactions with patients (p = 0.049, χ2= 3.8651). Additionally, 
electronic device usage was independently associated with patient falls (p = 0.000019, χ218.2405).  The final logistic 
model was not significant. 

Conclusions 

These preliminary results suggest that the amount of time a nurse spends with electronic devices impacts the amount 
of time spent with patients and potentially could influence patient outcomes. This study offers new insights about the 
potential negative effects device usage may have on patient outcomes. Given the potential association between device 
usage and time spent with patients, future studies could assess ways to decrease the burden of electronic devices on 
nursing care, such as automated charting or technology enabled dictation, as well as qualitative studies to understand 
patient and nursing perception of the impact of technology on patient care. Increasing the number of observations 
could improve the logistic regression modeling and provide more explanatory power.  
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Introduction 
Variants identified from germline NGS datasets are typically confirmed using additional assays such as Sanger 
sequencing, adding time and cost to clinical workflows. However, NGS data is known to be highly accurate for the 
majority of calls [1] [2], and previous attempts have shown decent discriminatory power using a combination of 
metrics. The availability of high-confidence reference variant call sets and richly informative variant annotations 
make machine learning methods particularly suitable for eliminating the need for orthogonal confirmation with 
higher fidelity than previous methods that are based upon either limited data or simple thresholds. Specifically, we 
sought to develop a machine learning-based approach to separate variant calls produced by the GATK’s 
HaplotypeCaller [3] into three distinct sets: 1) variant calls with sufficiently high confidence to allow for bypassing 
Sanger confirmation (True Positives); 2) variant calls with sufficiently low confidence to allow for bypassing Sanger 
confirmation (False Positives); and 3) variant calls requiring Sanger confirmation. 
 
Methods 
As a gold-standard dataset we used high-confidence variants from five reference individuals established by the 
Genome in a Bottle Consortium (GIAB) [4]. We performed 100bp paired-end whole-exome sequencing (WES) 
using the Illumina HiSeq on each of the five GIAB individuals. Whole-genome sequencing (WGS) was performed 
at the Broad Institute for four of the five GIAB individuals, with three replicates per individual. Both the WES and 
WGS sequencing results were run through BWA-mem [5] for alignment and HaplotypeCaller to produce variant 
calls. Expanding on a set of features established to be useful for differentiating between true-positive (TP) and false-
positive (FP) variant calls for a limited inherited cancer panel [6], we developed a set of features designed to capture 
diverse information about a variant call across the entire exome region. This extensive feature set includes variant-
specific annotations related to call quality that are obtainable from the output of a variant calling algorithm such as 
the GATK’s HaplotypeCaller, information about the type of variant (SNV/indel), the proximity of the variant to 
other variant calls, and metrics that aim to capture relevant sequence-specific information such as sequence 
complexity, uniqueness, and GC content. Multiple machine learning approaches were implemented and tested using 
the features and gold-standard dataset described above. Machine learning approaches that produce a fine-grained 
confidence estimate for each variant are particularly relevant for solving this problem, as they allow for a ranking of 
variants in terms of their confidence. Given a ranking of variants by confidence, two thresholds can be set to identify 
variants for which Sanger follow-up is deemed to be unnecessary: one indicating high-confidence true positives, and 
a second indicating high-confidence false positives. Any variant with a confidence value falling between the two 
thresholds requires Sanger follow-up. Logistic Regression is a simplistic approach to this problem that produces a 
probability of being in a given class, providing a natural ranking of variants. More sophisticated methods that are 
sufficiently fast, both in training and classification, are also amenable to this problem, by running them using 
bootstrap aggregation (bagging) with a substantial number of data partitions. For a given variant, the confidence that 
it’s a true positive can be established by calculating the fraction of classifiers that classify the variant as a true 
positive. Due to these considerations as well as preliminary results, we restricted the bulk of our analysis to Logistic 
Regression and Random Forest Classification. 
 
Results 
Our WES dataset included 116,487 variants (110,861 SNVs and 5,626 indels), with 115,037 true-positive calls and 
1,450 false-positive calls based upon the GIAB high-confidence variant call set. The WGS dataset included 282,476 
variants (268,457 SNVs and 14,019 indels), with 278,633 true-positive calls and 3,843 false-positive calls. With 
both datatypes, we found that a Random Forest classifier was able to outperform other machine learning approaches, 
including logistic regression, in discriminating between true positive calls and false positive calls. Using the GIAB 
samples for validation, the WES classifier was able to set confidence thresholds such that 98,773 (84.8%) variant 
calls were successfully classified before making any misclassifications, effectively removing the need for Sanger 
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follow-up for these calls. This left 16,556 (14.1%) TP and 1,158 (79.8%) FP WES variant calls requiring orthogonal 
confirmation. Similarly, with the WGS dataset we were able to set thresholds to eliminate the need for Sanger 
follow-up of 242,968 (86.0%) variant calls. This left 36,246 (13.0%) and 3,262 (84.8%) TP and FP calls, 
respectively, requiring orthogonal confirmation. To test the generality of these results, we evaluated the learned 
classifiers using as a baseline a set of NA12878 variants that have been confirmed via Sanger sequencing and ran 
HaplotypeCaller on the regions for which Sanger follow-up was performed. In this scenario, thresholds for TPs and 
FPs were set using models trained and tested with the GIAB baseline described above, excluding NA12878. Within 
the regions assessed by Sanger sequencing, our in-house WES pipeline made 412 (411 TP and 1 FP) variant calls for 
the NA12878 sample, while for WGS 1,293 (1,232 TP and 61 FP) calls were made across the three replicates. For 
WES one variant was misclassified as a TP with high confidence when learning the model from the GIAB high-
confidence calls. Selecting confidence thresholds that allowed for this single misclassification with respect to the 
GIAB data and applying these thresholds to the calls within the regions for which Sanger follow-up was performed 
led to the filtration of 236 (57.4%) calls, without making any misclassifications with respect to the Sanger baseline 
dataset. Similarly, using the learned WGS confidence thresholds to filter the WGS calls within the Sanger follow-up 
regions would allow for the bypassing of Sanger confirmation for 831 (64.3%) calls, without making any 
misclassifications. The classifier is efficient, adding only a trivial amount of time to a bioinformatics pipeline. 
 
Discussion 
Machine learning approaches, in particular Random Forests, can discriminate between high-confidence and low-
confidence variant calls with high accuracy, dramatically reducing the need for orthogonal confirmation of germline 
NGS variants. Our approach also produced feature importance rankings, allowing us to explore the potential causes 
of false positive calls. In particular, we noted several VCF annotations commonly recommended for variant filtering 
that were highly predictive, namely Allelic-Fraction (the fraction of reads aligned to the alt allele) and QD (call 
quality normalized by read depth). We also identified some features related to the variant context that are highly 
indicative that the variant is a false positive, such as the close proximity of a variant call to many other nearby calls. 
However, some annotations previously recommended for filtering were not very predictive. Specifically, we found 
that ReadPosRankSum, which compares the positions of reads supporting the reference allele and the alternate 
allele, contributed relatively little to the WES classifier. Implementing approaches such as this one can allow for 
reductions in the cost and turn-around-time for clinical genomic testing, while maintaining the rigor and accuracy 
required in a clinical assay. 
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Introduction 

Participatory Urban Living for Sustainable Environments (PULSE) is an international project funded by the European 

Commission under the Horizon 2020 framework to undertake research and innovation in cities in Europe, the United 

States and Asia. PULSE is partnering with municipality leaders of five major cities - Paris, Singapore, Birmingham, 

Barcelona and New York – that serve as pilot test-beds to collect information from the public health system, remote 

and fixed environmental sensors, and citizen-operated mobile devices, to develop a system for the management of 

public health policies in the urban environment.  

PULSE has two main clinical focuses: the link between air pollution and the respiratory disease of asthma, and the 

one between physical inactivity and the metabolic disease of type 2 diabetes. Within PULSE, health risk is understood 

to be a combination of environmental and social exposures (e.g. air pollution, poverty) and human behavior (e.g. a 

sedentary lifestyle). The overall goal is to build an extensible platform and technologies to predict, mitigate and 

manage public health problems, and promote community health and well-being, in cities. This goal is pursued by 

establishing an integrated data ecosystem based on continuous large-scale collection of heterogeneous data available 

within the smart city environment. 150 citizen users are being enrolled for each city, part of which are also asthma 

and/or diabetes patients, who contribute to the data collection using the PULSE Urban Participatory App (UPA) and 

a set of smartphone-connected sensors measuring levels of physical activity, air quality and mobility patterns.  

The project will culminate with the establishment of Public Health Observatories (PHOs) in each urban locality, which 

will mainly rely on the analytics components of the PULSE system to support health policy decisions. In this study, 

in order to demonstrate the usefulness of the PULSE data integration approach on a real-world use-case, we 

investigated the link between exposure to air pollution and hospitalizations/Emergency Department visits in New York 

City, through application of spatial analytics to data gathered in the context of the project. 

Methods 

We gathered data about yearly PM2.5 (Small particulate matter with less than 2.5 μm diameter) concentration from 

2014 to 2016, yearly Asthma hospitalizations and ED visits for the same years and socioeconomic factors like age, 

sex, education, race, income and poverty rate, that were found to be correlated with Asthma in previous studies1. Most 

of the data has been kindly provided to the PULSE consortium by The New York Academy of Medicine. The original 

socioeconomic data used in this paper is freely available from the NYC Neighborhood Health Atlas project website2. 

The hospitalization and ED visit rates data, as well as the PM2.5 historical data, has been retrieved from the NYC 

Environmental & Health Data Portal3. A forward stepwise regression, using the 2014 hospitalization rate as dependent 

variable has been carried out to select the variables significant in influencing the Asthma outcome in the city: all the 

variables excluding race were found to be significant (P < 0.05). In order to overcome some issues caused by the data 

acquired being described with different geographic references (i.e., different non-overlapping polygonal subdivisions 

of the city), we applied a data harmonization algorithm to represent all the data in the UHF42 (United Hospital Funds, 

42 polygons) subdivision. This algorithm calculates the value of a UHF42 polygon as the mean of all the intersecting 

polygons values in different subdivisions weighted by their intersection areas.  

We then performed spatial clustering analyses using the ArcGIS Grouping analysis tool, part of the Spatial Analyst 

toolbox, that allows to find a certain number of subgroups such that the intra-group feature similarity and the inter-

group feature dissimilarity are jointly maximized. This tool implements a clustering method based on Minimum 

Spanning Trees4. We set up a spatial constraint option that makes polygons that share at least one side/vertex more 

likely to be clustered together, thus reinforcing the analysis spatial component. The number of clusters has been 

automatically chosen in order to optimize the Calinski-Harabasz pseudo F-statistic5. 
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The considered datasets were analyzed applying the Geographically Weighted Regression (GWR)6 method to a grid 

of points with a spatial resolution of 1 km overlapped to the map of the city, weights were defined for each dot as an 

exponential function of the squared ratio between the distance to the neighbor dots and a threshold distance of 5 km. 

Results 

We performed a first exploratory analysis using the spatial clustering algorithm with PM2.5 yearly concentration and 

Asthma hospitalizations as features. Our results show a strong positive relation between the two variables in all the 

polygons of 4 out of 5 boroughs: Bronx, Queens, Brooklyn and Staten Island. The hospitalizations rate was particularly 

high in areas close to the biggest highways of the city. Manhattan appeared to be in contrast with this tendency, having 

the highest pollution levels and the lowest hospitalization rates. Being Manhattan the highest income area of the city, 

these results show that pollution levels are not the only factor that influences Asthma hospitalization rates, and 

socioeconomic factors play an important role. We repeated the analysis with the socioeconomic data at our disposal 

and our results show a strong link between poverty rate, access to health insurance and asthma hospitalizations and 

ED visits: the same areas with the highest hospitalizations had lower access to insurance and higher poverty rate. 

We obtained the same results applying the GWR to the whole city: Considering the poverty rate as independent 

variable and Asthma ED visits as dependent one, we obtained high R2
 scores throughout the city, with the only 

exception of a small area between west Brooklyn and East Staten Island. 

Discussion 

Several studies have addressed the specific effect of PM 2.5 exposure on the human respiratory system, where PM 2.5 

has been shown to have an adverse impact on asthma ED visits even after short-term exposure7 and a positive 

correlation with mortality after short- and long-term exposure1, 7. A few studies focusing specifically on urban areas 

have been conducted8, but they usually consider a coarse spatial subdivision which often corresponds to a whole city9 

or macroscopic grid-like subdivisions in the order of 10x10 km1. On the other hand, the preliminary data gathered in 

the initial phase of PULSE, has allowed the research reported in this study to effectively address the research question 

about the link between small PM, socioeconomic factors and asthma at a finer spatial resolution level than what is 

traditionally available, demonstrating the importance of spatial enablement in public health studies on urban 

environments. 

The future work to be conducted in the context of the PULSE project pilot studies will allow the collection of even 

more granular individual-level data about personal exposure and mobility patterns of citizens across the city. Through 

the insights generated by availability of novel well-integrated data, PULSE will provide decision support both to the 

PHOs designing public health policies, and to the citizen participants using the UPA, through personalized and city-

related notifications.  
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Abstract 

Utilizing EHR and claims datasets as primary data-sources for clinical research requires extensive mapping and 
alignment to merge encounters into quantifiable clinical events and, ultimately, pre-specified trial endpoints.  In the 
ADAPTABLE Aspirin Study endpoint ascertainment process consolidates multiple EHR and payer data sets at 
asynchronous intervals.  Further, patient-reported events are evaluated to identify additional out-of-network events, 
which assures comprehensive endpoint ascertainment.  This method provides a re-usable foundation for collection of 
clinical trial event endpoints via real-world data. 

Method and Application 

Standardizing multiple real-world data sources into a clinical trial endpoint dataset is complex endeavor to align data 
collected for disparate purposes.   In the ADAPTABLE Aspirin Study1,2, a prospective randomized trial of aspirin 
dosing, trial endpoints are collected from real-world data sources, consisting of EHR data from 36 sites, 2 private 
health plans and CMS Medicare, plus a patient survey.  In order to assure comprehensive event ascertainment, patient-
reported hospitalizations are reconciled against the EHR and payer datasets in order to identify additional 
hospitalizations of interest occurring outside the health system in which the patient was enrolled.  (Figure 1) 

 

 

Figure 1. ADAPTABLE Trial Data Sources and Endpoint Identification Data Flow 
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The ADAPTABLE endpoint ascertainment process (Figure 2) begins by applying extensive code-lists to map 
encounter data from EHR and claims datasets to relevant clinical events.  Events are aligned and de-duplicated both 
within and across data sources.  Each data source is updated asynchronously, with varying refresh rates (data latency) 
during the trial, resulting in an iterative and complex reconciliation process.  The ADAPTABLE trial team has 
developed a sustainable endpoint ascertainment method to routinely and robustly identify and update the trial endpoint 
dataset, which can be used for both ongoing trial oversight and ultimately analysis for clinical aims of assessing 
efficacy and safety of low and high dose aspirin in reducing cardiovascular endpoints.  Successful application of the 
method will allow for future trials to utilize real-world data sources to generate clinical trial endpoints from observable 
healthcare encounters.    

 

 

Figure 2. ADAPTABLE Patient-Reported Event Reconciliation Work Flow 
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Abstract 

We present SingleR, a computational method for unbiased cell type recognition of scRNA-seq. SingleR leverages 
reference transcriptomic datasets of pure cell types to infer the cell of origin of each of the single cells independently. 
SingleR ’s annotations combined with Seurat, a processing and analysis package designed for scRNA-seq, provide a 
powerful tool for the investigation of scRNA-seq data. SingleR is available as an R package and a web tool for 
visualization and further analysis. 

Introduction 

Recent advances in single cell RNA-seq (scRNA-seq) have enabled an unprecedented level of granularity in 
characterizing gene expression changes in disease models. Multiple single cell analysis methodologies have been 
developed to detect gene expression changes and to cluster cells by the similarity of gene expression. However, the 
classification of clusters by cell type relies heavily on known marker genes, and the annotation of clusters is performed 
manually. This strategy suffers from subjectivity and limits the adequate differentiation of closely related cell subsets. 
Thus, we developed a computational tool, SingleR (Single Cell Recognition), for unbiased annotation as well as 
clustering of scRNA-seq: SingleR assigns cellular identity for single cell transcriptomes by comparison to reference 
datasets of pure cell types sequenced by microarray or RNA-seq. 

Reference-based annotation of single-cell transcriptomes 

In order to improve annotation of cell types in scRNA-seq, we developed a computational method called SingleR, 
which correlates single cell transcriptomes with reference transcriptomic datasets and improves its inferences 
iteratively (Fig. 1a). The SingleR pipeline is based on correlating a reference dataset of bulk pure cell types 
transcriptomes with single-cell gene expression. We first present analyses of published data validating SingleR, using 
the Immunological Genome Project (ImmGen) database (1) to annotate mouse scRNA-seq and Encode (2) and 
Blueprint Epigenomics transcriptomes to annotate human data. We then report application of SingleR to scRNA-seq 
of bleomycin-induced fibrosis, where it powered both annotation and subclustering of macrophages for detection of a 
novel transitional population unique to lung injury and functionally necessary for the fibrotic response.  

In the first step of the SingleR pipeline, a Spearman coefficient is calculated for single-cell expression with each of 
the samples in the reference dataset. Importantly, the correlation analysis is performed only on variable genes in the 
reference dataset, which is essential for iterative fine-tuning: in this step, the correlation analysis is performed 
iteratively using only the top cell types from the previous step and the variable genes among them. In each iteration, 
the lowest value cell type is removed until only one cell type remains. Using only variable genes among the cell types 
increases the ability to distinguish closely related cell types. More detail can be found in the methods section and the 
SingleR Github repository at https://github.com/dviraran/SingleR.  

To validate SingleR in mouse, we studied published scRNA-seq datasets of mouse bone marrow-derived dendritic 
cells (BMDC) and mouse fibroblasts14 (Fig. 1b). Applying SingleR using the ImmGen database(1) as the reference 
library, we found that 33 of the 48 BMDCs were in fact macrophages. Of note, cells in the study were cultured with 
GM-CSF and sorted on CD11c for isolation; however, a recent study has shown that this widely used procedure (3), 
is not exclusive for DCs but also captures macrophages (4). SingleR is able in an unbiased fashion to use the 
granularity and breadth of transcriptomic comparison to make this distinction. In another example, we applied SingleR 
by reference to the Blueprint and Encode databases to an scRNA-seq study of human peripheral blood mononuclear 
cells. Compared with marker-based approaches and previous reference-based approaches, which are limited in their 
ability to distinguish cell states, SingleR differentiated cellular subtypes such as memory and naïve B and T cells (Fig. 
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1c). Similar analyses with application to >50 publicly available scRNA-seq datasets are presented online at 
http://comphealth.ucsf.edu/SingleR/. 

Conclusion 

We demonstrate the value of using reference-based annotation of single cell datasets in order to map the heterogeneity 
of canonical cell types, enhancing differentiation of transcriptionally unique subclusters within the data. This approach 
should serve as a broadly applicable platform for study of specific cellular compartments in health and disease. 

References 
1.  Heng TSP, Painter MW, Elpek K, Lukacs-Kornek V, Mauermann N, Turley SJ, et al. The Immunological Genome 

Project: networks of gene expression in immune cells. Nat Immunol [Internet]. 2008 Oct [cited 2018 Jul 
19];9(10):1091–4. Available from: http://www.ncbi.nlm.nih.gov/pubmed/18800157 

2.  Consortium EP, Bernstein BE, Birney E, Dunham I, Green ED, Gunter C, et al. An integrated encyclopedia of DNA 
elements in the human genome. Nature [Internet]. 2012;489(7414):57–74. Available from: 
http://www.nature.com/doifinder/10.1038/nature11247%5Cnpapers3://publication/doi/10.1038/nature11247 

3.  Shalek AK, Satija R, Shuga J, Trombetta JJ, Gennert D, Lu D, et al. Single-cell RNA-seq reveals dynamic paracrine 
control of cellular variation. Nature [Internet]. 2014 Jun 11 [cited 2018 Mar 4];510(7505):363–9. Available from: 
http://www.nature.com/articles/nature13437 

4.  Helft J, Böttcher J, Chakravarty P, Zelenay S, Huotari J, Schraml BU, et al. GM-CSF Mouse Bone Marrow Cultures 
Comprise a Heterogeneous Population of CD11c+MHCII+ Macrophages and Dendritic Cells. Immunity [Internet]. 2015 
Jun 16 [cited 2018 Mar 4];42(6):1197–211. Available from: http://www.ncbi.nlm.nih.gov/pubmed/26084029 

 

870



All Roads Lead to FHIR: An Extensible Clinical Data Conversion Pipeline  
Emily R. Pfaff, MS1, James Champion, BS1, Steve Cox, BS2, Hao Xu, PhD2,  

Karamarie Fecho, PhD2, Ashok Krishnamurthy, PhD2, Christopher G. Chute, MD, PhD3,  

Casey Overby Taylor, PhD3, Stan Ahalt, PhD2 
1NC TraCS Institute, UNC Chapel Hill, Chapel Hill, NC, USA; 2Renaissance Computing 

Institute, UNC Chapel Hill, NC, USA; 3Johns Hopkins University, Baltimore, MD 
 

Introduction 

The proliferation of common data models (CDMs, particularly i2b2/SHRINE, PCORnet, and OMOP) to store 

electronic health record (EHR) data has had a positive impact on cross-institutional data sharing. The ability to query 

common data structures and provision data to collaborators in a shared format lessens burden on data analysts and 

enforces common definitions that allow clinical data to be appropriately merged and compared across institutions. 

However, despite these affordances, there is no guarantee that all institutions involved in a multi-site collaboration are 

using the same CDM, potentially negating the advantage.  

The challenge of cross-institutional sharing of clinical data has arisen in the context of the NCATS-funded Biomedical 

Data Translator program.[1] The Translator program aims to design and prototype a system capable of integrating 

existing biomedical datasets and “translating” those data into insights that can accelerate translational research, 

support clinical care, and leverage clinical expertise to drive research innovation. Clinical data are central to the 

program and critical for its success. Yet, despite the importance of clinical data, Translator teams have not adopted a 

single CDM to enable the sharing of clinical data across the consortium. Moreover, even if current Translator teams 

were to adopt a single CDM, future Translator collaborators may not be able to support the agreed-upon model. 

As a solution, we propose to use HL7’s Fast Healthcare Interoperability Resources (FHIR) specification as a “meta-

CDM”—a single standard to represent data sourced from any CDM, with the additional advantage of being an industry 

standard and therefore natively supported by many EHRs. In support of this aim, we are building a shareable, 

extensible pipeline to take data through all of the steps to convert from CDM to FHIR. Once complete, the pipeline 

will have immediate utility for Translator, but can also be applied by others seeking to unify mismatched CDMs. 

Methods 

To support CDM to 

FHIR conversion, 

we designed the data 

pipeline shown in 

Figure 1. Though 

the finished pipeline 

will include 

mappings for 

i2b2/SHRINE, 

PCORnet, and 

OMOP, based on the 

success of a prior 

feasibility study [2] 

we opted to first 

pilot the pipeline 

with i2b2/SHRINE. 

(Notably, OMOP has also previously been mapped to FHIR by a team at Georgia Tech;[3] to incorporate OMOP 

within our pipeline, we would seek to work with this group to leverage their mappings with appropriate attribution.) 

Mapping CDM data elements to their FHIR equivalents is a manual process but should only need to be done once for 

each CDM to accommodate the mapping needs of many institutions. For our i2b2/SHRINE pilot, we divided the data 

into FHIR-defined domains (e.g., Patient, Encounter, Condition, etc.), and used SQL queries against our i2b2 database 
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to extract the desired components for each domain (e.g., for Encounter, admission and discharge dates, discharge 

disposition, etc.). We then compared our data to the FHIR specification. If the value and/or format in our i2b2 database 

did not match what FHIR expects for a particular field, we used CASE statements in the SQL to execute any needed 

transformations. Packaged together, these queries serve to explicitly map the i2b2/SHRINE data model to FHIR (v3). 

We implemented our i2b2/SHRINE mappings by developing a custom application, CAMP FHIR (Clinical Asset 

Mapping Program for FHIR) that combines a Data Access Object (DAO) design pattern and the HAPI-FHIR API. 

HAPI-FHIR is an open-source implementation of the HL7 FHIR specification for Java. It is currently licensed under 

the Apache Software License, version 2.0. We intend to freely share CAMP FHIR when complete. 

Results 

We have successfully used the pipeline to convert i2b2 data into valid FHIR resources. As a pilot, data on 100 

encounters from the development copy of UNC’s i2b2 application was fed into CAMP FHIR directly from the i2b2 

database, and was output from the application in FHIR format. To validate the output, we manually checked 20 of the 

100 FHIR-formatted encounters against the i2b2-formatted input to ensure faithful transformation of the data. 

Discussion 

Based on the success of initial testing, the next logical step is to complete remaining mappings for i2b2/SHRINE, 

package the mapping queries, and share the queries and CAMP FHIR with another Translator collaborator for testing. 

In general, the more “strict” the source CDM (e.g., PCORnet), the less we expect local variation to necessitate changes 

to the mapping queries. Looser CDMs like i2b2/SHRINE may require more local changes to the mappings, though 

the structure of the queries and the “FHIR side” of the mappings should remain constant. 

For the Translator program, exposing the FHIR-formatted data via an open Translator API is the most critical result 

of this project and will allow for the most flexible use of the pipeline’s output. For instance, Translator teams have 

created a service, termed the Integrated Clinical and Environmental Exposures Service (ICEES), that provides open 

access to aggregated clinical data integrated at the patient and visit level with socioenvironmental data. The data are 

integrated securely under an approved IRB protocol and subsequently binned and aggregated before being served via 

an open API. In addition to ICEES, Translator teams are using FHIR-formatted data to develop “clinical profiles,” or 

statistical profiles of disease and associated phenotypic presentation. These data also will be accessible via an open 

API and will allow investigators to glean insights into commonalities and distinctions across diseases.   

In addition to its utility to Translator and its potential to help investigators at different institutions to share data despite 

mismatched CDMs, this pipeline may also serve to support rarer data sharing opportunities, such as collaborations 

between academic medical centers and community hospitals. As EHRs increasingly adopt FHIR as a standard for data 

transmission, it will be far more likely for non-academic clinical organizations to be able to produce FHIR-formatted 

data using their EHR than they are to stand up an instance of i2b2/SHRINE, PCORnet, or OMOP, which are more 

commonly found at academic medical centers. The flexibility of the pipeline and an open API democratizes the 

opportunity to participate in data-driven clinical research and supports the overall goal of the Data Translator program. 
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Introduction 

Quality of data captured in electronic health record (EHR) systems affects its reuse for analytical purposes1. To support 

analysis of EHR data transformed to the Observational Medical Outcomes Partnership common data model (OMOP 

CDM)2, ACHILLES is a data assessment tool that aims to “generate high-level statistics to create a data-driven 

characterization of the population-level data in a database.”3 ACHILLES also features a data quality assessment 

(DQA) component dubbed ACHILLES Heel, which seeks to describe the extent to which a database adheres to five 

domains of data quality: completeness, correctness, concordance, plausibility, and currency3,4. Although ACHILLES 

Heel enables data quality assessment of OMOP CDM, it does not support data quality assessment for i2b2, which 

more than 100 institutions have adopted worldwide5.  In this study, we tested the hypothesis that ACHILLES Heel 

could extend to i2b2.  

Methods 

Weill Cornell Medicine (WCM) is an academic medical center in New York City that supports researchers with i2b2 

and OMOP using data for more than 2 million patients from multiple EHR systems.  

Working along the priorities dictated by Huser et al, we adopted the ACHILLES Heel checks from the initial structured 

query language (SQL) queries available in the ACHILLES framework, designed to run against the OMOP CDM, and 

edited them to run against the i2b2 star schema data model. While some ACHILLES Heel rules are tailored to the 

specific needs of the OMOP CDM, including checks to determine the extent to which source data was properly mapped 

to reference terminology, others were more easily generalizable to the i2b2 data model. We sought to adapt rules that 

focused less on OMOP-specific terminology management domains and more on generalizable data quality issues, 

such as patients with implausible values. We then ran each of these queries against our principal or “base” instance of 

i2b26, containing data for all patients seen at WCM/NYP, on our Microsoft SQL Server infrastructure, and documented 

the results in a table for subsequent analysis. We considered a rule to have been successfully adapted if it ran 

successfully and produced coherent results that offered insight into the quality and density of our i2b2 data. 

Results 

We successfully adapted and ran 18 of the 44 ACHILLES rules on our i2b2 instance. The resultant SQL queries ran 

in less than 3 hours and revealed multiple dimensions of our patient data of which we were previously unaware, 

including a substantial body of patients with relatively low data density (ACHILLES rule 44). Table 1 shows a brief 

description of the rules we adapted, alongside a brief description of how we adapted it to the i2b2 data model.  

The remaining 26 rules either focused on OMOP-specific elements or were of lower priority to our work. For example, 

our instance of i2b2 does not map all source terminology to reference terminology, so rule 5 (invalid type concept_ids) 

was not applicable to our work. Other rules focused on domains we do not currently model: rule 43 tests if 99%+ of 

patients have exactly one observation period (as derived from insurance coverage start/stop dates from data models 

derived from insurance claims data). Since our instance of i2b2 is derived from EHR data, this rule was meaningless 

and we did not implement it.  

All code detailing this adaptation of the ACHILLES Heel data quality framework is available on Github: 

https://github.com/wcmc-research-informatics/super-i2b2/tree/master/sql/qa 
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Table 1. ACHILLES DQA rules adapted to the i2b2 data model and executed against WCM base i2b2 instance 

ACHILLES rule Adapted rule 
2: multiple checks where minimum value of 

a measure should not be negative 

VISIT_DIMENSION entries without START_DATE or 

where START_DATE < END_DATE 

3: multiple checks related to death data 

where maximum value of a measure should 

not be positive 

START_DATE in OBSERVATION_FACT greater than 

PATIENT_DIMENSION DEATH_DATE or before 

BIRTH_DATE 
6: data with unmapped concepts Codes in OBSERVATION_FACT not present in appropriate 

tables  

18: year of birth should not be  in the future Patient BIRTH_DATE in PATIENT_DIMENSION greater than getdate() 

or DEATH_DATE < BIRTH_DATE 

20: age < 0 AGE_IN_YEARS_NUM < 0 in PATIENT_DIMENSION 

21: year of birth < 1800 

 

year(BIRTH_DATE) ≤ 1800 in PATIENT_DIMENSION 

23: age > 150 AGE_IN_YEARS_NUM > 150 in PATIENT_DIMENSION 

32: Percentage of patients with no visits 

exceeds threshold 

PATIENT_NUM not in OBSERVATION_FACT 

44: Percentage of patients with at least 1 

Measurement, 1 Dx and 1 Rx is below 

threshold 

OBSERVATION_FACT entries with appropriate 

CONCEPT_CDs 

Discussion 

Adopting the ACHILLES rules for the i2b2 data model provided valuable insight into our existing instance of i2b2. 

While many ACHILLES rules are tailored for the OMOP CDM technique of mapping source values to standard 

reference terminology, others provided a framework for better characterizing the completeness, correctness, 

plausibility, concordance, and currency of the patient data we transform and make available to researchers in the i2b2 

platform – including data not easily mapped to OMOP because of the lack of standardized reference terminology. 

Future work will explore the adaptation of additional data characterization elements from ACHILLES to the i2b2 data 

model, as well as comparing the ACHILLES results to other i2b2/SHRINE data quality assessment platforms. Other 

institutions may wish to explore adapting ACHILLES Heel data quality rules to learn more about their own i2b2 

instances. This work may also generalize to other data models used to transform EHR data for secondary research use.  
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Abstract 

Telemedicine has been previously used to improve access to and quality of care. We present an evaluation of a 
telemedicine-based medical screening exam implemented in a large, urban emergency department.  The intervention 
group had a significant decrease in the time to be seen by a provider and the walkout rate; however, there was no 
difference in the emergency department length of stay.  Telemedicine can support improvements in hospital operations 
and potentially improve patient care. 

Introduction 
Telemedicine refers to the use of technology to diagnose, monitor and treat patients remotely.1  With improvements 
in technology, telemedicine initiatives have become increasingly implemented in healthcare systems.  Previous studies 
done in the outpatient setting have shown that telemedicine can improve management of chronic conditions, increase 
access to health care, improve patient outcomes, and expedite clinical care.1,2  The use of telemedicine-based acute 
care delivery has been successful in both pediatric3 and adult populations.4  However, limited work has been conducted 
on the use of telemedicine at emergency departments.  We undertook this study to evaluate the impact of a 
telemedicine-based medical screening exam at an emergency department. 

Methods 

With the approval of the Institutional Review Board, we evaluated the implementation of a telemedicine-based 
medical screening exam at the Emergency Department (ED) of a large academic medical center in New York City.  
The technology was fully implemented at the ED in the beginning of 2018, operating for 16 hours daily (from 8 am 
to midnight).  Patients arriving at the ED were seen by a nurse who measured patients’ vital signs and initiated the 
telemedicine-based medical screening exam.  The physician working remotely performed a first assessment of the 
patient’s health, placed orders for medications and diagnostic tests, and escalated care when indicated.  Following the 
Medical Screening Exam (MSE), the patient had an in-person evaluation with clinicians, as per standard of care.  To 
evaluate the impact of this initiative, patients that received the medical screening exam via telemedicine (TeleMSE) 
were considered the intervention group, and the patients that received the standard of care medical screening exam 
were considered the control group (Non TeleMSE).  We evaluated the impact of telemedicine-based medical screening 
exam in patients' quality of care by measuring the following quality metrics: emergency department length of stay 
(ED LOS), time to provider, and total walkout rate before and after being seen by a provider.  ED LOS was defined 
as the amount of time a patient spent at the emergency department from arrival to final disposition.  Time to provider 
referred to the number of minutes from the moment that the patient arrived at the emergency department to the time 
when the patient was first seen by a clinician, either remotely or in-person.  And total walkout rate was determined by 
the proportion of patients that left the emergency department prior to a final disposition. 

Results 
During a seven-month period, 12,206 patients received medical screening exam via TeleMSE, representing 21.1% of 
the total ED visit volume.  The Emergency Severity Index (ESI) levels from patients from the intervention group were 
similar to the ones from the control group, with an average age of 47.9 years old (vs. 48.2 in the control group, p>0.05) 
and with a majority of females (59% vs. 54% in the control group, p<0.00001). English (51% vs. 54% in the control 
group) and Spanish (36% vs. 33% in the control group) were the most common primary languages in both groups.  

When evaluating the impact of the intervention on time to provider, we noticed that the intervention group had shorter 
wait times in comparison to the control group (Figure 1, p<0.00001).  Conversely, there was no significant difference 
on ED LOS between the control and intervention groups (p=0.6, Figure 2).  Overall, the intervention group presented 
a lower walkout rate than the control group with on average 4.8% of patients walking out vs. 9.0% on the control 
group (p<0.00001).  
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Figure 1. Time to provider. Difference in time to 
provider between standard of care (non TeleMSE) and 
TeleMSE by month. 

Figure 2. ED LOS. Difference in ED LOS between 
non TeleMSE and TeleMSE by month.

Discussion 
Telemedicine initiatives have been successfully implemented in multiple areas of healthcare, leading to improved 
patient outcomes; however, there is limited knowledge in the use of this technology in the ED setting.  To assess if 
the use of this technology has an impact on standard healthcare quality metrics, our study presented data on over 
twelve thousand participants undergoing the medical screening exam via telemedicine.  

Our study demonstrated that the use of telemedicine in the ED to support hospital processes is feasible, and can reduce 
the time for an Emergency Medicine Provider to evaluate patients and intervene.  This care model utilizing technology 
was implemented in the ED leading to reduced time to provider.  From the patient experience perspective, this 
translates to shorter wait times and faster order placement, resulting in faster pain management. Through earlier 
provider evaluation and dialogue, it provides the opportunity for patients to better understand the process of care at a 
much earlier point which can reduce fear and anxiety and lead to improved alignment between patient expectations 
and the operational realities of providing complex care in complex environments. Previous research studies have 
shown that decreased wait times for the first clinical assessment is significantly correlated with lower walkout rates.5  
Given this context and the results from this study, we believe that telemedicine-based medical screening exam could 
be effective and reduce walkout rates.  

While physicians’ orders are being placed faster, we do not observe a positive impact in the overall patients’ ED LOS. 
Given that there is a shorter time to provider, we would expect the intervention group to have a final disposition faster 
than the control group, and therefore a shorter ED LOS.  This finding may be related to downstream operations and 
systems workflow matters, and should be further investigated. 

Conclusion 
Telemedicine-based medical screening exam can improve emergency department processes, resulting in shorter time 
to initial clinical evaluation and decreasing patients’ walkout rate.  Clinical services provided via telemedicine can 
support process improvement in hospital settings.  
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Abstract 

This paper examines how collaborative care team experience affects outcomes of hospitalized heart failure patients.  
Among 4,664 patients, the collaborative experience of the interdisciplinary care team working together was 
calculated using an average weighted clustering coefficient based on 90-days before each index patient visit using 
co-authored notes data. Using high dimensionality propensity score approaches, results shows that the most 
experienced teams in the sample had lower probabilities of adverse outcomes, including mortality. 

Introduction 

Heart failure (HF) is a highly prevalent cardiovascular disorder that impacted over 6.5 million Americans between 
2011 and 2014. (1) HF is characterized by impairment of the heart, resulting in both chronic and severe multisystem 
dysfunction. HF patients experience high death rates and frequent hospitalizations. The Interdisciplinary Care Team 
(ICT) approach to disease management is considered the gold standard by the American Heart Association 
guidelines to mitigate risk. In this analysis, we examine how the collaborative experience (CE) of medical teams 
working together, which is how often the members of the team have worked together before on previous patients, 
can affect outcomes among hospitalized heart failure patients. To measure CE we employ a technique borrowed 
from social network analysis called an average weighted clustering coefficient (AWCC) (2), which allows the 
measurement of CE of teams of different sizes on a common scale. We hypothesize medical teams with more CE 
working together will have better outcomes than less experienced teams. 

Figure 1. Study design of collaborative experience cohort 

 
Methods 

All patients who were discharged between January 1, 2016 and December 31, 2017 from an urban, academic 
medical center and were documented with heart failure diagnosis codes recorded at the onset of hospitalization, 
within 24-hours of inpatient admission, were included into the study. We use the FY2018 Centers for Medicare and 
Medicaid (CMS) Readmission Reduction Program (RRP) criteria to identify heart failure: I11.0, I13.*, I50.2*, 
I50.3*, I50.4* and I50.9. Patients that are admitted directly into the intensive care (ICU) or pass away within two 
hours of admission are excluded from the analysis. Using interdisciplinary provider notes co-authored on a patient as 
the basis for care team attribution, we designate experience working together (i.e. edges) and providers authorship of 
notes (i.e. node) to generate a collaboration network. The ICT is identified in the first 24-hours and historical 
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experience measured over the 90-day period prior to admission. The AWCC score (range: 0 to 1) is calculated for 
each patient’s care team and each patient is assigned a dichotomized score (0: less than median AWCC, 1: greater 
than median AWCC). The primary outcomes are (i) inpatient mortality and (ii) transfer to the ICU, among patients 
who survived the initial 24-hours. Inpatient deaths, transfer to the ICU, time of death and time of transfer are 
captured in the EHR. Covariates for confounding control include the following: claim-based measures such as CMS 
HCC risk factors using a 12-month window of prior hospitalizations and index visit, admission type, length of stay, 
severity of illness, risk of mortality, age categories, sex, and payer; operational orders such as presence of palliative 
note, DNR note, orders admitting to specific clinical departments, initial admission wards, shift at time of admission 
and weekend admission indicator; and HF related risk factors including reduced ejection fraction, ventricular 
tachycardia, atrial fibrillation, myocardial infarction. Analysis was conducted using the collaborative-targeted 
maximum likelihood estimator (C-TMLE) R package that implements high-dimensional propensity score to estimate 
risk difference and 95% confidence intervals for High versus Low CE (referent group). We conduct sensitivity 
analysis by varying provider care team types; care team attribution threshold; and historical experience windows.  

Results 

A total of n= 4,664 inpatient visits were identified as part of this retrospective study. The average age of the cohort 
was 70.9 years, of which 54.4% were women, 2.4% were added to transplant services, 23% utilized ICU resources 
and 7.8% received palliative care services. Overall, 5.3% of HF admissions were elective, 21.8% were urgent, and 
72.9% were coded emergency admissions.  The median number of distinct ICT providers in the first 24-hours is 15 
per visit and the AWCC score for the HF cohort was 0.009. In total, 296 (6.1%) patients died and 371 (8.1%) 
patients were transferred into the ICU, 24-hours after admission. The unadjusted death rate in high CE group is 
7.9%, as compared to 4.3% in the low CE group <0.001).  The unadjusted ICU-transfer rate in the high CE group is 
10.3%, as compared to 5.8% in the low CE group (p-value <0.001).  In the fully adjusted model (Table 1), patients 
treated by the care team with high CE showed a -4.8% (-6.1% to -1.2%,p<0.004) reduction in mortality risk after the 
first 24 hours from admission, as compared to reference low CE group.  Furthermore, patients treated by the care 
team with high CE showed a -3.6% (-6.5% to -0.6%, p<0.019) reduction in mortality risk after the first 24 hours 
from admission, as compared to reference low CE group.  Sensitivity analysis (not shown) indicated that high CE, 
measured among ICTs was associated with mortality reduction among other time windows than 90 days, but the 
effect was not present in physician-only experience networks. 

Table 1.  Impact of high collaborative experience teams on the risk of inpatient mortality and transfer-to-ICU  

Outcome 

Propensity 
Score  

Accuracy 
High Experience vs. 
Low Experience CE 

95%  
Confidence Interval 

p-
value 

Inpatient mortality, 24-hours after admission 0.783 -4.8% reduction (-6.1% to -1.2%) 0.004 
Transfer-to-ICU, 24-hours after admission 0.782 -3.5% reduction (-6.5% to -0.6%) 0.019 
 
Conclusion 
This retrospective analysis shows that increased collaborative experience of the medical team working together on a 
patient in the first 24 hours since admission is associated with a 4.8% reduction in inpatient mortality risk and a 
3.5% reduction in ICU-transfer among heart failure patients.  Furthermore, the results of this analysis were stable 
across multiple windows of experience. While the mechanism of the effect requires further research, CE may 
convey benefits in monitoring and prioritizing ill patients, resulting in improved outcomes. These results underscore 
the complexity of medical care: while it may be logical to conclude that qualified professionals are interchangeable 
on a given medical team, this may not be the case, and further research should be conducted to quantify the benefits 
collaborative experience. This research offers many innovations including, the development of an EMR-derived, 
medical note-based measure of collaboration; risk adjustments using historical claims and EMR risk factors; 
identification of heart failure at admission; as well as, adjustment for weekend and night shift effects. Limitations of 
this research included the evaluation of a single medical condition at a single academic medical center.  

References 

1. Benjamin EJ, Virani SS, Callaway CW, Chamberlain AM, Chang AR, Cheng S, et al. Heart Disease and Stroke 
Statistics-2018 Update: A Report From the American Heart Association. Circulation. 2018 Mar 
20;137(12):e67–492. 

2. Saramäki J, Kivelä M, Onnela J-P, Kaski K, Kertész J. Generalizations of the clustering coefficient to weighted  
complex networks. Phys Rev E Stat Nonlin Soft Matter Phys. 2007 Feb;75(2 Pt 2):027105. 

878



  

Chronological Summarization for Knowledge Discovery from EHR Data 

Hossein Estiri, PhD1,2,3, Thomas H. McCoy, MD1,2, Shawn N. Murphy, MD, PhD1,2,3 
1Harvard Medical School; 2Mass. General Hospital; 3Partners Healthcare, Boston, MA

Introduction 

Electronic Health Records (EHR) data offer promising opportunities to advance biomedical research and improve 

healthcare. Artificial intelligence (AI) technologies are increasingly applied in medicine to extract knowledge from 

EHR data. However, one of the perils of applying AI techniques to EHR data in a wholly data-driven manner is that 

they can easily detect noise rather medically relevant signals.1 Extracting both meaningful and practical data 

representations from the highly dimensional, heterogeneous, often low-quality, and sparse EHR data for developing 

generalizable medical AI applications is challenging.1,2 Currently, these critical tasks are performed by domain 

experts, using complex ad-hoc procedures. To improve the ability of AI applications to extract knowledge from 

clinical data, a viable framework is needed to contextualize the raw clinical data into practical information. Medical 

ontologies such as, Systemized Nomenclature of Medicine Clinical Terms (SNOMED), RxNorm, Current Procedural 

Terminology (CPT), and International Classification of Diseases (ICD) are widely deployed and can be the building 

blocks to enabled self-learning of medical knowledge from EHR data. Large EHR data offers opportunities to explore 

general-purpose data representations, data-driven reasoning and knowledge discovery from EHR data. 

Methods 

Our goal was to explore the feasibility of a chronological summarization approach to extracting general-purpose 

medical knowledge from EHR data. Our approach (Figure 1) involves mining knowledge through: (1) patient-level 

sequencing of unique observations (i.e., computing chronological summaries), (2) aggregating patient-level sequences 

to construct a cohort-level sequences, and (3) computing sequence frequencies and conditional probabilities. To 

implement this approach, we adapted the Informatics for Integrating Biology and the Bedside (i2b2)3 hierarchical 

ontology implemented in the Research Patient Data Registry (RPDR) from Partners HealthCare.  

 

Figure 1. An ontology-driven approach for mining knowledge from EHR data. 

We used medications and diagnoses observations of 250 patients from a heart failure cohort, represented at the 4th 

level of the i2b2 hierarchical ontology. We only utilized the first occurrence of an observation at a given time and 

constructed 1-step sequences (time n and time n+1) for each patient. We then aggregated the sequences obtained from 

individual patients to construct a cohort-level sequence list with sequence frequencies, from which we computed feed-

forward and feed-backward conditional probabilities – i.e., probability of observation j being observed after 

observation j-1 in feed-forward, and vice versa. We visualized the chronological patterns through flow diagrams 

(Figure 2). 

Results 

Our preliminary results in heart failure patients show the feasibility an ontology-driven approach for extracting 

general-purpose medical knowledge from EHR data. This sequential approach yields many clinically plausible 

sequences. For example, sequence frequencies exemplify that ill-defined heart disease, atrial fibrillation, chronic heart 

disease, chest pain, ST elevation MI, and hypertension are all common antecedent of salicylates (Figure 2). This 

bespeaks the prevalence of salicylate use in the context of cardiovascular health. 
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Figure 2. A flow diagram constructed from the sequence frequencies in the Heart Failure cohort. 

The computed feed-backward conditional probabilities, for example, suggested a progression of diagnostic accuracy 

as “Unspecified fall” proceeds more specific sequelae of fall (e.g. displaced fracture of the lateral malleolus).  The 

feed-forward probabilistic network also captured the range of pharmacologic classes, comorbid conditions, and 

diagnoseable symptoms associated with a multifaceted condition like heart failure.  

Discussion 

Medical ontologies are progressively being used in the synthesis of knowledge from clinical data.4 The possibility of 

exploiting a generalizable hierarchical medical ontology to catalyze integrated computing on EHR data in order to 

support transformation of data into knowledge is promising. Feature selection and data representation are critical to 

the performance of AI applications. One way to reduce the sparsity of EHR data without dropping needed features is 

through using a hierarchical ontology. EHR data mining frameworks that facilitate data-driven knowledge discovery 

and offer theory-driven sparsity reduction approaches can boost large-scale discovery of computational models of 

disease and assist informed clinical decision making.  

We apply an EHR chronological summarization (sequencing) approach to discover common chronological patterns 

and pathways of clinical observations that can be used in discovering computational models of disease and 

constructing probabilistic models to represent joint distributions and conditional dependencies among ontology inputs, 

at the cohort and/or patient levels. In our preliminary work, we only constructed 1-step sequences, meaning that we 

only considered an observation happening before or after a benchmark observation. We are exploring ways to extend 

the number of steps or consider the Markov Blanket for the benchmark observation. Automatic extraction of deeper 

sequences can lead to discovering disease-disease, disease-medication, and medication-medication interactomes that 

may have important roles in defining phenotypes. Moreover, this approach can be used to compute the plausibility of 

a given EHR record. Towards this goal, we are computing joint probabilities by constructing Bayesian networks from 

the combined cohort-level sequences. This network would allow us to assign priors based on the patient and provider 

and adjust the joint probabilities. 
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Abstract 

We propose two neural network models – a single attention network (SAN) and a hierarchical attention network 
(HAN) model – to identify heart failure (HF) patients hospitalized with non-HF conditions using clinical free-text 
notes in MIMIC-III. The results of SAN and HAN models (F1 of 0.76, 0.8 respectively) outperformed by 4-8% the best 
result of random forest and support vector machine techniques.  

Introduction 

Heart Failure (HF) is a severe and progressive chronic condition afflicting more than 26 million people worldwide 
and carrying an average life expectancy of five years at the time of diagnosis 1. Significant efforts have been made to 
detect HF in early or precursor stages in order to initiate life-saving medical treatments proven to reduce mortality and 
offset healthcare costs incurred for management of the disease in its advanced stages. Diagnosing HF in early stages 
remains challenging due to its syndromic nature and non-specific disease presentation. Risk factors for HF or features 
of the disease in precursor stages, such as signs, symptoms, or physiologic measurements in Electronic Health Records 
(EHR), can be utilized to identify patients who are eventually clinically diagnosed with HF. 

In this study, we developed novel machine learning (ML) and natural language processing (NLP) models to detect 
early stage HF among patients who are hospitalized with non-HF related principal diagnoses using features from 
clinical notes in MIMIC III 2. Specifically, we developed Neural Network (NN) with attention model-based classifiers, 
in addition to Random Forest (RF) and Support Vector Machine (SVM) classifiers to identify HF patients. The models 
were developed over HF-related semantic features from cTAKES3 – an NLP tool to extract medical concepts from 
clinical free-text notes.  

Methods 

Data The prevalence of HF in MIMIC III, as defined by recorded ICD-9 codes of 428.XX, is 21.8%. Within this set, 
we restricted our cohort to patients aged 40 or above with at least one admission and 5 clinical notes available 365 
days prior to the initial diagnosis of HF. Of the 680 patients who met the inclusion criteria, we randomly selected 200 
patients and analyzed the variation in principal diagnoses entered by the admitting clinician. Fifteen patients with an 
admitting diagnosis of HF were excluded, as the diagnosis directly defined the outcome to be predicted. The remaining 
185 patients who subsequently developed HF within 365 days were labeled as Early HF cases. We randomly selected 
600 additional patients who had never had a HF diagnosis and also had at least one admission and 5 clinical notes 
within 365 days, and classified this control group as Never HF. Common reasons for admission among the Never HF 
control cases were sepsis, pneumonia, gastrointestinal bleed, and altered mental status; whereas common admission 
reasons for the Early HF group were pneumonia, sepsis, and respiratory failure. The total number of clinical notes 
collected from MIMIC III for our cohort was 18,102.  

Feature Selection We used cTAKES3 to extract semantic features such as clinical concept unique identifiers (CUIs), 
type unique identifiers (TUIs), and Part-of-Speech (POS) tags, negation, and tokens in clinical notes. We developed 
additional features based on methodology described by Buchan K., et al.4 for predicting Coronary Artery Disease. The 
size of features from the training data was 105,785. For dimensionality reduction, we used Principal Component 
Analysis (PCA), mutual information (MI), Boruta5, and manually reviewed features by a clinician. The clinician 
further annotated features as definitely, moderately, weakly, or not relevant to heart failure. 

Models We designed a single attention network (SAN) 6 and a hierarchical attention network (HAN) 7 in addition to 
standard baseline models such as RF and SVM with Linear and RBF kernels. Unlike RF and SVM models where 
features are independent, the NN models such as recurrent neural networks allow us to capture dynamic temporal 
clinical events for a time sequence. The first model was a SAN based on gated recurrent units (GRUs). A sequence of 
hidden states from GRUs was weighted based on the importance of clinical events by the attention layer. The sum of 
weighted hidden vectors was a context vector, which was learned from semantic tokens identified by cTAKES in 
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clinical notes. All semantic tokens within 365 days in 
clinical notes were concatenated in a time sequence, and 
were mapped to pre-trained GloVe word embeddings as the 
input of GRUs. The context vector was then input to the 
final layer to learn a representation for the HF patient. The 
second model was a HAN model designed in a two-step 
hierarchy. In the first step, the lower layer combined the 
word-based features with a convolution layer and an 
attention layer above, mapping the semantic tokens in the 
notes to generate a document-level representation. In the 
second step, the upper layer, being of similar structure, 
analyzed the notes for each patient and produced a patient-
level representation. The final patient-level representations 
are directly used for the prediction task.  

Results 

The RF, SVM, SAN, and HAN models are evaluated based 
on precision, recall, and F1 score. 80-20 rule was applied for train-test split, and 5-fold cross-validation was used to 
select the best model. Different dimensionality reduction methods were tested with a large range of features, and the 
best model was summarized in Table 1. The experiments show that the best model was HAN-Boruta model (F1: 0.80) 
on the held-out test set. The ratio of HF and non-HF patients in the dataset was kept as 1:3 to avoid acute skewness, 
while maintaining the class imbalance so that the results can be generalizable in MIMIC III. Our task in this study was 
not only identify HF patients (i.e. high recall), but also reduce false notifications of HF patients (i.e. high precision).  

Table 1. Performance comparison between HF prediction models 

 RF SVM  SAN HAN 

 #F PR RE F1 #F PR RE F1 #F PR RE F1 #F PR RE F1 

All  105K 0.65 0.71 0.65 105K 0.68 0.72 0.69 12K 0.77 0.75 0.76 12K 0.78 0.79 0.78 

PCA 50 0.71 0.74 0.69 200 0.72 0.74 0.73 - - - - - - - - 

MI 200 0.78 0.78 0.74 1,000 0.73 0.75 0.73 50 0.76 0.76 0.76 100 0.77 0.79 0.77 

Boruta 200 0.78 0.78 0.74 100 0.74 0.76 0.70 200 0.73 0.74 0.74 5000 0.80 0.80 0.80 

MRF 2768 0.64 0.67 0.65 2768 0.71 0.72 0.72 1187 0.77 0.72 0.74 1187 0.76 0.77 0.76 

#F: Number of features, PR: Precision, RE: Recall, F1: F1 score, MRF: Manually reviewed features by a clinician 

Discussion and Conclusion 

Through an analysis of free-text clinical notes using ML methodologies, we demonstrate that identification of patients 
in early or precursor stages of HF is feasible. This study has several important limitations. Our results rely on HF 
diagnoses defined by ICD-9 codes, rather than any prospective clinician review. The diagnosis of HF may have been 
precipitated by critical illness of the patient following intensive care unit admission, although prediction of HF in such 
cases is still clinically useful. We plan to further study and address these limitations in future work. 
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Introduction 

Primary aldosteronism (PA) is the most common cause of secondary hypertension, affecting approximately 5% of 
hypertension patients1. These patients have higher rates of myocardial infarction, stroke, and chronic kidney disease. 
Unfortunately, anecdotal evidence and a survey of European general practitioners suggest that PA is dramatically 
under-diagnosed2. To improve the identification of patients with this disorder, Endocrine Society guidelines 
recommend screening specific subsets of hypertension patients with higher (10 – 20%) frequencies of PA, including 
treatment-resistant hypertension and hypertension with unexplained low blood potassium1. There are excellent reports 
of identifying patients with hypertension using heuristics or random forest (AUC > 0.9)3 or treatment-resistant 
hypertension using complex heuristics (PPV > 80%)4 from electronic health record data. However, these studies 
mainly focused on the secondary use of specimens and data for research, so were not optimized for clinical decision 
making and did not implement derived algorithms in clinical practice. To survey and improve upon the care for the 
PA patients in our institution, we set out to develop, train, and test heuristic and machine learning models to identify 
patients with resistant hypertension or hypertension with unexplained low blood potassium.  

Methods 

Patients 

Adult patients (N=264,011) were identified in the University of Pennsylvania Health System (UPHS) clinical data 
repository who had at least 5 outpatient office visits with blood pressure recorded, including at least 2 such visits at a 
primary care practice, from at least 3 distinct years between 2007 and 2017. For model evaluation, we randomly 
selected 400 patients. Patient diagnoses of hypertension (N=160; 40%), resistant hypertension (N=32; 8%), and 
hypertension and unexplained hypokalemia (N=19; 5%) were assigned by clinical chart review by a study physician 
(I.A.), following guidelines adapted from the eMERGE hypertension studies3,4. 

Data extraction and processing 

Laboratory results, diagnosis codes (ICD9, ICD10; hypertension, PA, diabetes, and sleep apnea), vital signs, 
medication prescriptions (anti-hypertensives, potassium), encounter meta information, and clinical notes were 
extracted from the clinical data repository or EPIC Clarity and categorized by data source. Notes were queried for 
occurrence counts of “hypertension” and “HTN” in the absence of common negations. Positively skewed (≥ 1) 
variables were log-transformed. Data variables were transformed into patient-level features by calculation of simple 
summary statistics, including count, mean, minimum, and maximum. For some variables, expert knowledge was used 
to select the axes for summarization. For regression models, correlated variables (absolute Spearman correlation ≥ 
0.8) were adaptively excluded. Final datasets included 57 variables (35 variables for regression models). 

Model Training and Testing 

For each phenotype, several models were developed: heuristic model (1); logistic regression with previously reported 
variables3 (2), stepwise model selection (3), and lasso regression (4); classification tree (5), random forest (6), and 
balanced random forest (7). Heuristic models were designed based on domain knowledge and existing literature: 2 or 
more hypertension diagnosis codes (hypertension); 3 anti-hypertension drug classes with uncontrolled blood pressure 
or 4+ anti-hypertension drugs (resistant hypertension)4; hypertension heuristic-positive and 2+ low blood potassium 
results (hypertension with hypokalemia).  

Model performance was estimated by 10 iterations of cross-validation with different fold for each phenotype (10-fold, 
5-fold, and 2-fold). For balanced random forest, control groups were down-sampled 1:1, 1:4, or 1:5, respectively for 
each phenotype. For initial evaluations, model thresholds were selected to optimize accuracy. 

Results  

For the identification of patients with hypertension, the single factor heuristic performed well and the derived 
regression models appeared equivalent (median AUC 0.94; IQR: 0.91 – 0.97). However, random forest (unbalanced) 
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appeared to discriminate even better (median AUC 0.98; IQR: 0.96 – 0.99), with excellent median sensitivity of 88% 
(IQR: 81% - 94%) and positive predictive value (PPV) of 94% (IQR: 91% - 100%) (Figure 1). The top variables in 
this model, based on mean decrease accuracy, were the sum and mean of the number of hypertension diagnosis codes; 
the mean and max count of “hypertension” in notes; the mean, max, and median systolic blood pressure; and the 
number of encounters with patient on 1 anti-hypertensive medication. 
 

 
Figure 1. Model performance for (a) hypertension, (b) resistant hypertension, and (c) hypertension with hypokalemia 

Identifying patients with resistant hypertension proved more challenging, because of its lower prevalence (8%) and 
more complex clinical criteria. The developed heuristic model performed reasonably with a median sensitivity of 79% 
(IQR: 71% - 85%) and median PPV of 80% (IQR: 67% - 88%). Logistic regression models achieved similar 
sensitivity, but a poorer median PPV of 42%. Like in hypertension, random forest outperformed regression, achieving 
excellent median PPVs of 84% (IQR: 75% - 100%; unbalanced) and 78% (IQR: 67% - 100%; balanced). However, 
the unbalanced (median 50%; IQR: 43% - 60%) and balanced (median 61%; IQR: 50 – 80%) random forest models 
were less sensitive than the heuristic. The balanced random forest model relied mostly on the number of encounters 
with 3, 4+, or 1 anti-hypertensive medications; max systolic blood pressure; and hypertension diagnosis code count. 
 
Finally, we targeted the most specific sign of PA, unexplained low blood potassium. A simple heuristic of two or more 
observations of blood hypokalemia performed reasonably (median sensitivity of 67%, IQR: 55% - 75%; PPV of 57%, 
IQR: 54% - 60%). Balanced random forest, with default threshold selection, showed a higher median PPV of 67% 
(IQR: 60% - 80%), but at the cost of a poorer median sensitivity of 38% (IQR: 33% - 54%). 

Conclusion 

Patients who meet screening criteria for primary aldosteronism can be accurately identified by the application of 
simple heuristic or machine learning algorithms to existing electronic health record data. For this aim, expert heuristics 
and random forest discriminate reasonably well and appeared to outperform logistic regression. The implementation 
of such models in clinical practice should translate into improved identification and thus better care for PA patients. 
Future directions include serial, incremental model improvement by chart review of positive model calls, threshold 
optimization, and assessment of the performance for PA screening by laboratory testing of biobank specimens. 
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Introduction 

The placenta plays a vital role during pregnancy, as it is the key organ regulating the environment at the maternal-
fetal interface1. Although male-female differences in placental structure and function have been observed2, 3, 4, little is 
understood about the mechanism of these differences. While gene expression studies investigating this question have 
been undertaken5, 6, previous studies of placenta DNA methylation (DNAm) differences by fetal sex7, 8 have suffered 
from small sample size. Here, we present a mega-analysis of publicly available placenta DNAm samples in order to 
maximize sample size to identify sex-specific differences.  

Methods 

DNAm data was obtained from nine 
publicly available datasets of Illumina 
450K microarray data from the Gene 
Expression Omnibus (GEO) (Table 1). 
Samples were limited to those from full 
term (³ 37 weeks gestational age, or 
GA), phenotypically normal placentas. 
Probes on sex chromosomes those 
annotated as ambiguously mapping9 
were removed. All analyses were 
performed using the minfi R package. 
From the 637 samples that passed the 
inclusion criteria (Table 1), duplicate 
pairs of samples were identified using 
the 65 SNP probes measured on the 
450K array. The sample with the 
greater number of probes with 
detection p-values > 0.01 was 
concluded as less significant and thus 
was removed. The preprocessNoob() function was used for background correction and dye-bias equalization. Standard 
probe and sample-based quality control procedures10 were applied to obtain a cleaned dataset consisting of 445,278 
probes and 532 samples. Using the R package limma, DNAm values were modeled as a function of sex, adjusting for 
38 surrogate variables (SVs) as estimated via the sva R package11. Through principal component analysis we 
determined that these SVs captured the batch effect introduced by aggregating samples across many studies. To 
identify the biological pathways enriched in top findings, all probes reaching a significance threshold of 1E-8 were 
evaluated using gometh() function in the R package missMethyl. The bumphunter() function12 was used to identify 
differentially methylated regions (DMRs).  

Results 

Single site analysis revealed that a total of 5,212 CpG sites were significantly associated with fetal sex at a genome 
wide significant threshold of 1E-8 (Figure 1). Pathway analysis results showed that some of the most significant 
biological processes were keratinization (penrichment = 7.63E-21), eosinophil chemotaxis (penrichment = 2.08E-7), and 
anatomical structure development (penrichment = 1.03E-5). Nine DMRs were identified as significant beyond a discovery-
based threshold (fwerArea value) of 0.1. The most significant region (fwerArea = 0) was on chromosome 19 in the 
promoter region of ZNF175 (Figure 2)13. This gene regulates expression of chemokine receptors. The higher promoter 
DNAm in males dictates that males have lower expression of ZNF175 than females. 
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Table 1: Datasets used in analysis 
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Discussion 

We conducted the largest study to date examining placental DNAm 
differences by fetal sex. Both single site and region-based analyses 
revealed large differences according to fetal sex in the placenta 
methylome. Only one of our 5,212 identified individual sites was 
previously identified as being related to sex in placenta7. We are 
currently assessing the placenta-specificity of our findings by 
comparing our results to similar studies conducted in different 
tissues. We are also currently conducting identical analyses on 
publicly available placenta DNAm samples from earlier points (1st 
term, 2nd term, and 3rd term but £ 37 weeks GA) in the gestational 
period. We will evaluate which findings from full term placentas 
persist across gestation and are thus more likely to exhibit functional consequences on fetal development. These 
persistent differences will shed light on the by sex-specific placental functions the characterize pregnancy overall.  
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Introduction

Complex disorders are diseases caused by a combination of genetic, environmental and lifestyle factors. Once a
diagnosis is made, the progression of such disorders can change as a result of different treatments, or due to the
heterogeneity of clinical manifestations grouped under the same diagnostic term.

Sequences of events within Electronic Health Records (EHRs) act as fingerprints for disease progression. Where pat-
terns repeat, they can help us disentangle the clinical heterogeneity of complex disorders. Existing approaches based
on deep learning (DL) have been able to extract compressed representations of entire patient histories via autoen-
coders (AEs)1, recurrent neural networks (RNNs)2, and convolutional neural networks (CNN)3. These have largely
been applied to supervised applications, such as disease prediction, patient readmission, and mortality risk.

Here, we present a different use for these representations: an end-to-end, scalable, and unsupervised DL architecture
to stratify patients with complex disorders. Our aim is to separate EHR sequences from patients with the same medical
condition into informative clusters that stratify patients based on different characteristics. Our architecture combines
embedding of medical terms, CNN layers and AEs to produce patient representations that capture the longitudinal
evolution of disease within EHRs based on ordered temporal sequences of medical terms and diagnoses. As a first
application, we consider patients with Multiple Myeloma (MM). This complex malignancy of bone marrow plasma
cells is characterized by wide clinical and molecular heterogeneity.

Methods

Medication and diagnosis clinical terms (ICD-9/10), from 1980 to 2016, were selected for 7, 671 patients from the
Mount Sinai Health System’s data warehouse. Of these, 2, 521 patients had at least one diagnosis of MM, whereas
5, 150 had different diagnosis (OTH). Each patient ordered temporal sequence of medications and diagnosis was
trimmed in subsequences of length 100. From these, one was randomly sampled to build the model input.

Each patient sequence is first embedded into a temporal matrix representation. Then two 1-dimensional convolutional
layers are applied to the matrix along its temporal dimension, with the embedding dimension as channels. Sub-
sequently, patient vectors are encoded by means of two fully-connected layers. The decoding process attempts to
reconstruct the original input (i.e. sequence of tokens) in a multiclass classification problem. The model is trained us-
ing binary cross entropy loss with the Adam optimizer. Hierarchical clustering is then applied to the encoded vectors,
with the most appropriate number of clusters being the one maximizing the Silhouette Index, (i.e. a measure of how
appropriately data have been clustered). Afterwards, the encoded vectors are visualized through t-SNE for exploratory
analysis. To produce labels for the different clusters, we counted the most frequent occurrences of the medical term
tokens in the distinct clusters relative to each other. The architecture is implemented in PyTorch framework and
computations were run on a server with an NVIDIA TITAN V GPU.

Results

In a preliminary evaluation, we compared the clusters obtained with the deep representations with two baseline alter-
native approaches. In particular, we applied the hierarchical clustering to (1) the normalized raw data and to (2) the
embedded matrix of medical term count frequencies. In these cases, we noticed that only the two clusters MM and
OTH were identified; differently, our DL approach further distinguished sub-cluster sets as well, within both MM and
OTH.

Figure 1 presents 13 sub-clusters, which we have labeled with their most representative terms; examples include
Atherosclerosis, Chemotherapy for MM, Diabetes, and “MM not in remission”. Importantly, we were able to dis-
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Figure 1: t-SNE visualization of the clusters obtained applying the proposed DL architecture to the EHR sequences of the 7,671 patients. Each
color represents a cohort found through hierarchical clustering. The labels associated to the different clusters depend on the medication/diagnosis
clinical terms found with high frequency in those clusters. In particular, with medications we refer to generic medication terms, such as sodium

chloride.

tinguish a “MM not in remission” cluster, which includes 25% of all MM patients and 0.5% of OTH, from “MM-
associated chemotherapy-related medication” (19% of all MM patients, 0.3% of OTH). The latter group was identified
based on the detection of mouthwash in their prescribed treatment plan, which is a common treatment against the
oral side effects of chemotherapy. These groups are visually distinct from clusters of mainly OTH patients such as
Atherosclerosis and Diabetes groups. Notably, we observed one cluster of patients defined by atherosclerosis treated
with aspirin, accompanied by a diagnosis of hypertension (it is not unusual, in fact, that people with high-blood pres-
sure develop coronary artery disease). Hypertension diagnosis was also found with high frequency in the Diabetes
group (it is reported that hypertension often affects people with Type 1 and Type 2 diabetes). Again, all these pat-
terns were not observed during the processing of raw data or embedded count data, showing the promise and the
generalizability of our approach.

Discussion

These preliminary results on sequence encoding of EHR data via DL based on CNN-AEs demonstrate promise for
improving the diagnosis of complex disorders and identifying patient-specific features. In fact, our results suggest that
it is possible to distinguish subtypes of MM that depend on reactions to medications. Moreover, our algorithm was
able to identify common comorbid conditions with diabetes diagnosis, such as hyperlipidemia and hypertension4.

Our current work involves applying this architecture to a larger cohort of patients (about 1M patients) and EHRs data
types (e.g., lab tests, procedure, clinical notes, demography). We believe these experiments might lead to a scalable
architecture to further characterize and stratify cohorts of patients with various disorders, in order to inform more
personalized treatments and interventions. Moreover, we hypothesize that the detected subtypes might also share
similar genetic profiles. Thus, combining the method with omics data may yield important findings that improve the
genetic characterization of complex disorders, e.g. by inferring a finer gene-specific subtype structure.
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Introduction

The current trend towards personalized medicine creates an urgent need to share data among different hospitals and
health institutions. Yet, the increasing number of data breaches in the healthcare industry4, 6 is severely holding back
health institutions from exposing and sharing their data for the fear of being the next target of cyberattacks. In this
landscape, the ability to provide strong auditability, accountability and traceability of the system events plays a role
as important as data confidentiality for the purpose of enabling secure and privacy-conscious data sharing, breach de-
tection and fast recovery. National and international regulations (e.g., HIPAA7, GDPR2) impose strong requirements
both in terms of confidentiality, i.e., prevention of undue data leakages and restriction of data access, and account-
ability, i.e., recording of all data accesses and exchanges carried out by any entity with the purpose of identifying
misbehaving individuals. This is especially relevant for clinical and genomic data, whose (un)intended leakage can
severely harm individuals’ privacy and institutions’ reputation. Current operational systems for medical data sharing
are lacking in terms of privacy protection and/or transparency guarantees that can address these challenges, and they
provide a weak federated or centralized model of identity and access control that can endanger the whole network if
only one of the sites is breached. As a response to these challenges, we propose MedChain, a novel system featuring
distributed, flexible and fully decentralized identity management and access control mechanisms based on distributed
ledger technologies, that enable (a) full traceability, auditability and accountability of all system events through im-
mutable logs with no single point of failure, and (b) fine-grained configurable and privacy-conscious access control
enforced through smart contracts (protocols to digitally enforce and verify the execution of a set of agreed actions).

Methods

MedChain supports a network of mutually distrustful health institutions comprising universities, research laboratories,
and clinical sites (data providers) holding patient data that is securely shared with the researchers (queriers) of the
network. In this environment, authorized researchers can run queries over the distributed database for the purpose of
feasibility studies and advanced data analytics. MedChain must cope with internal or external attackers who might
try to break into each of the institutions and perform malicious actions in the system, which have to be traceable,
auditable, and reversible, even if the attacker gets full control over the local logs of the breached node. Conversely,
in order to enforce liability as defined by the applicable regulatory frameworks and internal organizational rules, each
institution must remain self-sovereign over its patients’ data and the management of its users (affiliated researchers
and IT staff, among others). MedChain employs a private permissioned blockchain to address the aforementioned
issues by means of distributing trust among different independent servers (which represent the institutions in the
network) and implementing consensus rules and smart contracts to define the identity management, access control, and
consent enforcement; hence, any misbehavior can be detected and traced. The underlying blockchain in MedChain
is based on OmniLedger3, a scalable and highly efficient distributed ledger that enables atomic transactions and low-
latency validation, by means of skipchains (a combination of blokchains and skiplists) and BFT (Byzantine Fault
Tolerance) consensus rules. Current blockchain-based approaches to identity management and access control employ
a blockchain solely to enforce transparency of a centralized identity manager, therefore hindering self-sovereignty.
Contrarily, identities in MedChain are completely distributed and organized in a hierarchical graph of identities that
can be collectively stored and verified but independently managed and atomically updated, therefore (a) avoiding trust
in a centralized look-up system and (b) overcoming race conditions present in traditional federated identity systems.
Regarding access control, MedChain links each data source with a structure that defines the identities and/or groups
of identities (as defined in the hierarchical identity graph) authorized to perform determined actions on the data, as
access policies expressed in a JSON-based language. This structure also defines the set of identities that are authorized
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to perform changes or updates in each of the policies; these updates are executed atomically and are recorded in
the underlying blockchain. This approach provides the nodes in the network with a flexible access control whose
expressiveness goes beyond the rigidity of currently used role-based access control systems.
When an access request by a researcher arrives to MedChain, a smart contract is run to check the identity and access
rights of the researcher and to enforce the applicable policies on the queried data source(s) before granting or denying
the requested access to the data in a privacy-conscious way. All the requests and their authorizations are also atomically
and immutably stored in the underlying blockchain, providing a secure and tamper-proof evidence for auditability and
accountability purposes.

Results

We implement and showcase MedChain in an operational setting within a representative clinical and genomic data
sharing scenario. For this purpose, we integrate MedChain into the BD2K PIC-SURE RESTful API1 and tested it on
simulated network of clinical sites equipped with i2b25, the most widespread and established framework for cohort
exploration in clinical research. i2b2-based clinical research networks lack in terms of data protection guarantees,
and they enable only a federated access control with institutional-based access, in which the data providers can only
grant, log, and revoke the access to their resources based on the credentials of the requesting institution (instead
of the individual researcher); additionally, the logs are kept locally at each institution. The integration of MedChain
addresses this shortcomings in an efficient way. MedChain is seamlessly integrated into the i2b2 workflow by replacing
the default PIC-SURE authentication and authorization modules by those provided by MedChain, and distributedly
maintained by the set of institutions participating in the network. In this scenario, authorized researchers affiliated
with one of the registered institutions have a unique identity in the system and a private-public key pair (accessible
through a smart card); they can use MedChain’s modified i2b2 Web user interface to login to the system and query
i2b2 instances, through the PIC-SURE API, for patients satisfying a set of inclusion/exclusion criteria at each of the
data sources. This is achieved by storing on the blockchain the information of the access policies and the contracts
defining (a) the access rights and (b) the computation of the applicable privacy measures needed to authorize a privacy-
conscious query (e.g., use of obfuscation to release differentially-private patient counts).

Discussion

MedChain addresses the privacy and security challenges in highly distributed medical data sharing networks by avoid-
ing single points of failure and by providing the following unparalleled properties: (a) full auditability and account-
ability of data access and usage, stored in distributed immutable logs that cannot be modified without trace; (b) flexible
identity and key management supporting revocation and updates of the individual keys in a consistent transactional
way across the whole network; (c) reproducibility of queries and tracking of dataset and system state at a network
level; (d) breach tracing and quick breach recovery to a previous accepted system state as recorded in the distributed
immutable log; finally (e) fine-grained distributed access control with increased versatility and flexibility with respect
to the traditional role-based access control used in current systems.
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Abstract 

Clinical decision support (CDS) at the point of care offers the promise of helping busy practitioners optimize treatment 

for individual patients. The move towards precision medicine accelerates opportunities for additional targeted CDS 

promoting optimal care. But current CDS such as advisories still frequently go unheeded by clinicians. How to best 

configure CDS tools to maximize clinician acceptance of recommendations remains unknown. Software is rarely 

perfectly fit for use upon first release, but the best modern software evolves over time to achieve maximal effectiveness, 

often through use of comparative micro-experiments known as A/B Testing. CDS tools share this need for adaptation 

to achieve maximal effectiveness in supporting clinical decision-making. Serial A/B Testing for evolving CDS tools 

proved practical with a modern EHR: in round 1 a minor variation (pre-checking one of six options) doubled CDS 

response. In round 2, adding contextual information to the CDS advisory user interface in accordance with local 

design principles unexpectedly proved statistically less effective within a few weeks, leading rapidly to a third A/B 

testing round of UI design options. Broad adoption of rapid-cycle serial A/B Testing could accelerate evolving CDS 

tools that are optimally received by clinicians and more effective in their intended outcomes for patients. 

Introduction 

Point-of-care clinical decision support (CDS) affords one of the principal benefits of moving to electronic health 

records (EHRs). Yet too often CDS fails to transduce guideline knowledge to the point of care. Many modern 

commercial software applications developed using "agile" software development methods enjoy high effectiveness 

and customer acceptance. Agile methods now being employed for CDS configuration include time-boxed iterations, 

agile modeling, and test-driven design.1,2 But whether agile development will improve CDS tool effectiveness with 

clinicians remains unknown.  

Software is rarely perfectly fit for use upon first release, but the best software evolves over time to achieve maximal 

effectiveness. A/B Testing (split testing) helps evolve software by offering two versions of the software (“A” and “B”) 

to different groups of users and statistically evaluating for any difference in effectiveness (typically measured by 

whether the user takes a desired action).3,4 CDS tools share this need for adaptation, so that evolving tools through 

A/B Testing may similarly increase clinician voluntary interaction with a CDS tool and action on CDS 

recommendations. 

Methods 

We performed serial A/B Testing of two variations of a best practice advisory (BPA) at our institution, an academic 

medical center. The BPA prompts addition of a missing Diabetes Mellitus (DM) diagnosis to a patient’s Problem List, 

since not seeing that a patient has diabetes can adversely affect medical decisions. In round 1 of A/B testing, both the 

A and B variations of the advisory prompted for selection from a list of Diabetes Mellitus (DM) diagnosis variations, 

including generic options such as “Type 2 diabetes mellitus” as well as more specific options (e.g. “Type 2 DM with 

complications”). Clinicians (physicians, advanced practice providers) viewing the BPA user interface (UI) were 

presented either A) all diagnosis options with none pre-checked, or B) the same diagnosis options, but with the generic 

option of “Diabetes Mellitus Type 2” pre-checked. In any given round, all clinicians were individually assigned (based 

on an ID number digit) to receive consistently either version A or version B (the assignment was not clustered by 

clinic, for instance). CDS effectiveness was defined as the clinician confirming addition of DM to the Problem List; 

effectiveness was compared between options A and B. Once a “winner” was declared in Round 1, that became the 

basis for Round 2, with version B having a new variation introduced. When A or B became clearly statistically superior 

in Round 2, the round was halted, the “winner” made the baseline, and a 3rd round of variation begun. The EHR (Epic) 

automatically records data on each interaction of a clinician with the advisory: we extracted the data using MS SQL 

Server into a dataset lacking identifiable personal health information, and analyzed it using MS PowerBI and Excel.  
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Figure 1. Left: A/B Testing (split testing) rapidly compares the relative impact of two variations (“A” and “B”) of 

system design on end-user behavior, typically by data captured automatically from end-user interactions with the 

system. Once a statistical “winner” is evident, that variation becomes the new baseline, and additional variations are 

tested sequentially.  Center: In A/B Testing Round 1, six possible diabetes diagnosis options are presented for selection 

to add to the Problem List; none is prechecked (variation “A”).  Right: the same six diagnosis options are presented; 

the most commonly-applicable option is pre-checked (variation “B”). 

Results 

In Round 1, simply pre-checking an option on the BPA UI doubled effectiveness, across three categories of clinicians 

(Figure 2). In Round 2, we added the basis for the recommendation on the user interface (the patient’s PMH diabetes 

diagnosis), as a potentially helpful cue. Unexpectedly, this variation resulted in significantly lower acceptance of the 

recommendation to add DM to the Problem List (n = 823, 26% vs. 36%, X2 = 11.2, p = 0.0008).  

 

Figure 2. Left: Frequency of clinician taking desired action (adding DM to Problem List), by advisory UI variation 

(“A” or “B”) and by clinician role.  Right: In A/B Testing-Round 1, variation “B” (with pre-checked option) proved 

more effective and thus became the baseline for Round 2. In Round 2, both versions incorporated this “winning” UI 

attribute; variation “B” also displayed the basis for the recommendation (PMH Diagnosis) on the UI; variation “A” 

proved more effective (see text). In Round 3, two vs. six diagnosis options to select from are being compared. 

Discussion 

This study’s Round 1 and Round 2 results demonstrate that A/B testing’s premise—that small variations in the UI can 

have measurable effects on “customer” behavior—applies to CDS tool configuration. Rapid-cycle sequential 

evolution of CDS tools via serial A/B testing offers potential to yield CDS tools that clinicians more readily engage 

with, and that more effectively transmit best practice recommendations to the point-of-care. 
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Abstract: Cancer cell lines are commonly used as models for cancer biology. Not all cell lines are appropriate 
models of primary tumors, however, which may contribute to the difficulty in translating in vitro findings to 
patients. We present here a comprehensive pan-cancer analysis utilizing nearly 10,000 transcriptomic profiles 
from The Cancer Genome Atlas (TCGA) and the Cell Line Encyclopedia (CCLE) to evaluate cell lines as 
models of primary tumors across 22 different tumor types. We then propose a new set of cell lines panel, the 
TCGA-110, which contains the most representative cell lines from 22 different tumor types as a more 
comprehensive and informative alternative to the NCI-60 panel.  
Introduction: Cancer cell lines are an integral part of cancer research and are routinely used to study cancer 
biology and to screen anti-tumor compounds. However, prior studies in select tumor types have shown that cell 
lines differ in their ability to represent the primary tumors they were derived from i ii iii. While these previous 
studies are valuable resources for cancer researchers, there is a need for a comprehensive pan-cancer analysis of 
cell lines and primary tumors. In this study, we leverage ~10,000 primary tumor samples and cell lines from 
TCGA and CCLE to evaluate cell line models of cancer across 22 different tumor types. 
Methods: We manually matched CCLE cell line annotations to TCGA tumor types and downloaded processed 
transcript count data for the following 22 tumor types from the Google Cloud Pilot RNA-sequencing for CCLE 
and TCGA projectiv: BLCA, BRCA, CHOL, COADREAD, ESCA, GBM, LGG, HNSC, KIRC, LIHC, LUAD, 
LUSC, MESO, OV, PAAD, PRAD, SKCM, STAD, THCA, UCEC. We used the RUVseqv package to remove 
cross-study batch effects and corrected for tumor purity in the TCGA samples using median purity estimates 
from ESTIMATE, ABSOLUTE, InfiniumPurity, and IHC. We then filtered for lowly expressed genes and 
selected the top 5000 most variable genes ranked by interquartile range for our correlation analysis comparing 
cell lines and primary tumor samples. We used the negative binomial GLM approach from the edgeR package 
to identify differentially expressed genes between cell lines and primary tumor samples. We then used Gene Set 
Enrichment Analysis (GSEA) to identify enriched hallmarks of cancer pathways using the log-fold change 
values from the differential expression results. 
Results: We correlated cell lines and primary tumor samples across 22 tumor types and identify tumor types 
that may need more appropriate cell line models (Figure 1A). We then performed differential gene expression 
analysis and GSEA to understand the molecular and pathway differences between cell lines and primary tumor 
samples across tumor types. We found that cell-cycle pathways are consistently upregulated in cell lines, while 
immune related pathways are consistently upregulated in primary tumor samples across all the tumor types. In 
our colorectal cancer case study, we identified four cell lines that were derived from a different cell type than 
the primary tumor samples. Lastly, we selected the most representative cell lines from 22 different tumor types 
to create the TCGA-110 as a more comprehensive and informative alternative to the NCI-60 panel (Figure 1B). 
Discussion: In this study, we performed a comprehensive pan-cancer analysis using data from TCGA and 
CCLE to evaluate cell lines as models of primary tumors across 22 different tumor types. We performed 
differential gene expression analysis and GSEA to understand the pathway differences between cell lines and 
primary tumor samples across the tumor types. In a case study of one tumor type, we identified colorectal cell 
lines that were derived from fibroblasts rather than tumor cells. Lastly, we propose the TCGA-110, which 
contains the most representative cell lines from 22 different tumor types, as a more comprehensive alternative to 
the NCI-60. While some of the cell lines are well correlated with multiple tumor types, this is likely due to the 
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biological similarity of certain tissues (e.g. the two hematopoietic tumors have relatively high correlations with 
each other). 
There are several limitations of our study that should be recognized. Although we were not able to match all of 
the cell lines from CCLE to primary tumor samples in TCGA, we were able to match a majority of the cell lines 
(71%) to a matching primary tumor type and we provide analysis for less common tumor types whose cell lines 
have not been well studied. Additionally, despite using samples from different studies collected at different 
times, we were able to harmonize the data and remove batch effects for our pan-cancer analyses using the 
RUVseq package. Finally, although our cell line findings lack experimental validation, we were able to identify 
colorectal cell lines that were derived from fibroblasts rather than tumor epithelial cells, showing the power of 
our correlation analysis using transcriptomic data  
We provide here a valuable resource to aid researchers in selecting the most appropriate cell line models for 
their studies.  

              

 
 
 

i Chen, B., Sirota, M., Fan-Minogue, H., Hadley, D. & Butte, A. J. Relating hepatocellular carcinoma tumor samples and cell 
lines using gene expression data in translational research. BMC Medical Genomics 8, (2015). 
ii Domcke, S., Sinha, R., Levine, D. A., Sander, C. & Schultz, N. Evaluating cell lines as tumour models by comparison of 
genomic profiles. Nature Communications 4, (2013). 
iii Vincent, K. M., Findlay, S. D. & Postovit, L. M. Assessing breast cancer cell lines as tumour models by comparison of mRNA 
expression profiles. Breast Cancer Research 17, (2015).  
iv Tatlow, P., & Piccolo, S. R. (2016). A cloud-based workflow to quantify transcript-expression levels in public cancer 
compendia. Scientific Reports, 6(1). https://doi.org/10.1038/srep39259  
v Risso, D., Ngai, J., Speed, T. P. & Dudoit, S. Normalization of RNA-seq data using factor analysis of control genes or 
samples. Nature Biotechnology 32, 896–902 (2014).  
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Figure 1 A) Correlation analysis of the CCLE and TCGA data. Each sample in the violin plot corresponds to the 
Spearman correlation between one cell line and one primary tumor sample using the 5,000 most variable genes. 
B) Proposed TCGA-110 panel. An improved cell line panel that includes cell lines with the highest correlations 
to their matched primary tumor samples across 22 tumor types. 
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Introduction   
An emerging trend in clinical photography is point-of-care photography using mobile applications that interface 
with the electronic health record (EHR). In March 2015, after approval by the appropriate oversight bodies, Mayo 
Clinic released the PhotoExam application. Designed and built in-house, the internally-available iOS-based 
application captures and uploads clinical photographs to the EHR using health care providers’ personally-owned 
mobile devices in a manner that maintains information security, patient privacy and compliance with policies and 
regulations.  For example, a provider must acknowledge consent for photography was obtained before the camera is 
available to use.  Furthermore, images from PhotoExam can only be saved in the Mayo Clinic image repository and 
must be linked to a specific patient medical record. Photographs are automatically deleted from the user’s device 
either after upload to the EHR is complete or when the user closes the application, whichever comes first. Therefore, 
no patient data is saved on the health care provider’s personal device. More recent versions of the application permit 
uploading short video recordings. 
 
A limited body of published evidence suggests that patients, citing confidentiality concerns, may be less comfortable 
with photography utilizing their provider’s personal smartphone compared to a clinic-owned camera.1,2 Patients may 
also prefer to provide consent for photography in written form rather than verbally.1,2 Because these studies 
concerned the use of native smartphone applications for clinical photography, patient attitudes about PhotoExam or 
other similar applications are unclear. Therefore, to explore provider and patient attitudes about use of the 
PhotoExam application at our institution, we surveyed providers who used PhotoExam and patients who were 
photographed using PhotoExam with a focus on consent and privacy attitudes. 
 
Methods 
A random sample of 292 patients who had been recently photographed using the PhotoExam application at Mayo 
Clinic in Rochester, Minnesota, were sent a survey via postal mail. A separate survey was emailed to all health care 
providers within the Mayo Clinic enterprise who had used the application to take more than four photos (N=1,463). 
We excluded users who had taken four or fewer photographs (who represented the bottom 30% of users) to exclude 
those who had only taken photos to become familiar with the application but had not appreciably used it in clinical 
practice. We did not set the threshold to a higher number of photographs because we explicitly wanted to capture the 
attitudes of users who may have used the application a few times but stopped using it due to dissatisfaction. Both 
surveys were sent in November 2017, and nonrespondents were sent a reminder. Both surveys were reviewed by the 
Mayo Clinic Institutional Review Board (IRB). The patient survey was approved by the IRB, and the provider 
survey was deemed exempt from IRB oversight, as it was considered quality improvement. Patient surveys included 
questions related to satisfaction, privacy and consent. Provider surveys asked about how the application was used in 
practice, how consent was obtained, satisfaction and usability, professional medical photographer use and user-
reported outcomes. Descriptive statistics were tabulated using JMP Pro 13 (Sas Institute Inc., Cary, NC). 
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Results 
Twenty eight percent (N=83) of patients or their parents (N=10; 12% of respondents) completed the postal mail 
survey, and 49% of health care providers (N=715) responded to the email survey. 
 
Patient surveys were completed at a median of 68 days after clinical photography using PhotoExam was performed. 
Seventy-nine percent of patients felt comfortable with their photos being available in their medical record, whereas 
11% felt uncomfortable and 10% were unsure. Only 3% of patients indicated that they had privacy/confidentiality 
concerns regarding the photos that were taken of them. Twenty six percent of patients recalled being given an 
explanation of the security features of the application, whereas 15% were not provided such an explanation and the 
remainder did not remember or were unsure.  Fifty eight percent of patients expressed no preference whether their 
provider used a personal mobile device or a clinic-owned camera for medical photography, whereas 8% preferred 
their provider’s personal mobile device and 34% preferred a clinic-owned camera.  Sixty six percent of patients 
provided verbal consent, 25% signed a written consent form and 9% percent did not recall the specific consent 
process. Regarding preferences for giving consent, 20% did not think specific consent was necessary, 51% preferred 
verbal consent, and 29% preferred written consent, with 53% of these patients preferring to provide this consent 
electronically on the device used to capture the photos rather than on a paper form (i.e., sign on screen—a feature 
that does not exist in the current version of the application). Two thirds (N=31) of patients provided consent in the 
manner they preferred to provide it. 
 
Seventy eight percent of providers reported on their consent practices, with 28% exclusively obtaining written 
consent, 47% exclusively obtaining verbal consent, 6% equally obtaining verbal and written consent, and 19% 
obtaining consent through another mixture of written and verbal methods. Ninety seven percent of providers 
indicated that the application’s use rarely or never violates patient privacy. 
 
Discussion 
In contrast to previous studies,1,2 our results suggest patients are comfortable with physical exam findings being 
photographed using a secure application on their health care provider’s personal mobile device. Although providers’ 
practices for obtaining consent varied, the majority of patients preferred to consent verbally, which also conflicted 
with previous studies. It is unclear whether the discrepancy with previous studies is accounted for by the 
application’s security features and integration with the EHR, the patient population studied, or changing patient 
attitudes over time as mobile device use becomes more commonplace. Privacy and confidentiality concerns by both 
patients and providers were exceedingly rare. 
 
Although the patient survey response rate of 28% was low, this was similar to other patient-mailed surveys 
conducted at our institution. To optimize the response rate, we sent a follow up survey to patients who did not 
initially respond. Because surveyed patients previously agreed to medical photography using PhotoExam and all 
providers had used PhotoExam to take multiple photos, attitudes captured in the surveys may not be representative 
of those who do not have experience with the application or who had less experience with it. Furthermore, the 
patient population in Rochester, Minnesota, is enriched with health care providers whose attitudes regarding clinical 
medical photography may differ from the general population. 
 
In conclusion, when this smartphone application, which is integrated with the EHR, is used for patient photography, 
privacy concerns by patients and providers are rare. General acceptability of this process paves the way for point-of-
care photography to become the standard of care in documenting visual physical examination findings. Although our 
consent process is not standardized, the prevailing practice of verbal consent appears adequate and is less onerous to 
obtain than written consent. Medicolegal considerations may dictate circumstances where written consent is 
preferable. 
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Introduction 

A nursing flowsheet tracks a patient’s condition over 24 hours, and it comprises a large proportion of stored medical 

records.1 This large amount of data helps visualize nursing tasks and can be used for secondary analysis to interpret 

meaningful information.2 The flowsheet structure and elements differ across distinctive electronic health record (EHR) 

systems and their capability to integrate various elements enables use by different hospitals and units. Contrary to the 

initial purpose of developing EHR systems to help nurses’ work more efficiently, flowsheets contain many data 

elements and may increase nursing workload unnecessarily. This contradiction shows the importance of carefully 

designing EHR templates to ensure all captured data is relevant to providing high quality patient care. In response, 

this research was conducted to describe the frequency of flowsheet data documentation and how various flowsheet 

elements, under the same EHR vendor, were used in different types of medical facilities 

 Methods  

The analysis was conducted on all nursing flowsheet data entries in an integrated health care system located in the 

northeast Unites States. The inpatient data of three different types of medical facilities were used: an academic medical 

center, a community hospital, and a rehabilitation center. Flowsheet data from inpatients treated from January to 

December 2017 were extracted. Patient who were in intensive care units (ICU), oncology, obstetric gynecology/labor 

and delivery units, and behavior/mental health units were excluded from the data analysis to minimize variation in 

patient acuity and different care practices. For the data analysis, we counted the frequency of flowsheet elements 

entered at the different facilities; 1) divided frequency of each flowsheet element entered  by the number of encounters 

during study periods, 2) calculated median numbers of each flowsheet item entered among total encounters.  

Results 

The majority of study units were adult medicine and surgery units, however the academic medical center setting 

contained more specific medicine and surgery units. Total flowsheet items entered, and total encounters recorded 

ranged from 729,971 to 136,757,502 and 1,961 to 35,492 respectively across the three different types of facilities 

(Table 1). 

 Table 1. Data Characteristics of Three Different Medical Facilities 

Types of medical facilities Study units Total flowsheet entries entered Encounters during study periods 

Academic Medical Center 34 136,757,502 35,492 

Community Hospital 4 18,155,046 12,904 

Rehabilitation Center 4 729,971 1,961 

Ten most commonly entered flowsheet elements were shown in Table 2. Among these elements, ‘pain score’ and 

‘pain assessment’ were highly recorded in all hospital settings. In the academic medical center, most elements were 

related to vital signs (e.g., ‘pulse’, ‘pulse oximetry’). Vital signs were also frequently documented in the community 

hospital setting (e.g., ‘pulse’ and ‘blood pressure’), but frequent documentation of wound dressing and line status were 

also noted. Documentation in the rehabilitation center setting was highly related with mental or physical conditions 

such as ‘level of consciousness’, ‘oriental level’, ‘cognition’, ‘skin color’, and ‘patient behaviors/mood’. 

Table 2. Most Frequently Entered Flowsheet Elements from Diverse Medical Facilities 

Academic Medical Center Community Hospital Rehabilitation Center 
Flowsheet 

Elements 

Frequency 

Counts* 

Median 

Counts**  

Flowsheet 

Elements 

Frequency 

Counts* 

Median 

Counts** 

Flowsheet 

Elements 

Frequency 

Counts* 

Median 

Counts** 

Pulse 71.98 34 Pain Score 21.95 17 Pain Assessment 82.91 62 

Pulse 

Oximetry 

Outgoing 

71.95 34 
Pain 

Assessment 
20.68 16 Pain Score 81.56 59 
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Pulse 

Oximetry 
48.17 22 

Dressing 

Status 
17.10 14 

Level of 

Consciousness 
56.68 46 

SPO2 

Outgoing 
48.15 22 

Line site 

Assessment 
14.82 11 Orientation Level 55.74 44 

Pain 

Assessment  
41.73 28 Pulse 14.39 10 Cognition 55.55 44 

Pain Score 39.56 27 

Pulse 

Oximetry 

Outgoing 

14.38 10 Speech 53.61 43 

Pulse 

(SPO2) 
38.20 19 

Dressing 

Type 
13.70 11 Skin Color 53.38 43 

Cardiac 

Rhythm 
38.02 18 

Dressing 

Intervention 
13.11 10 Skin Temperature 52.91 42 

Heart Rate 

Source 
37.77 16 Line Status 12.80 10 

Patient 

Behaviors/Mood 
51.33 41 

Comfort 

Safety 

Rounds 

32.69 21 
Blood 

Pressure 
12.58 9 

Assessment 

Charting Type 
47.75 39 

*Frequency Counts: calculate counts of flowsheet entered divided into numbers of encounters; **Median Counts: calculate median 

numbers of flowsheet entered among their encounters 

Discussion 

We explored how different types of nursing flowsheet elements were represented within the same EHR vendor in 

different types of medical facilities. This process, highlights how important it is to carefully design the EHR templates 

based on an understanding of the care provided in different types of facilities and what information is needed for high-

quality patient care. This focus will reduce nursing burden by eliminating useless elements on the flowsheet. Based 

on the results, we identified that the most frequently recorded flowsheet elements varied by the type of healthcare 

facility, and from acute care compared to long-term care. The frequency calculation was not normalized by length of 

stay rather our data indicates the volume of data captured per patient, on average, in each care setting. All three 

facilities included a primary focus on patient comfort, as indicated by the high frequency of data elements related to 

the assessment/treatment of pain. Yet, each type of healthcare facility appears to also have distinct clinical domains 

of focus, evidenced by the frequency of documentation activity of nurses in these institutions. Nursing activities in the 

academic medical center and a community hospital were frequently related to vital signs which may indicate 

prioritization of the current state of essential body functions for acute patients. In the rehabilitation center setting, 

nursing activities were closely related to patient’s mental or physical condition as they focus on improving self-care 

and physical functions.  

Conclusion 

The more variety that exists within the facilities of an integrated health care system, the more crucial it is for EHR 

flowsheet templates to contain elements that satisfy end users who are performing the different nursing activities. 

These types of systems require highly flexible templates that suit the needs of different settings. Well-designed 

flowsheet templates will facilitate data reuse across different facilities to achieve interoperability. Additional study is 

needed to identify data elements that can be eliminated from flowsheets to improve nurses’ work efficiency without 

adversely impacting patient care. 
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Introduction 

Non-small cell lung cancer is a leading cause of cancer death worldwide, and histopathological evaluation plays the primary 
role in its diagnosis. However, the inter-observer disagreement on this histopathological diagnosis is recognized, and the 
morphological patterns associated with the molecular subtypes have not been systematically studied. To bridge this gap, we 
developed a quantitative histopathology analytic framework to identify non-small cell lung cancer types and gene expression 
subtypes objectively.  

Methods 

We obtained the whole-slide histopathology images from 427 lung adenocarcinoma and 430 lung squamous cell carcinoma 
patients in The Cancer Genome Atlas (TCGA) database1,2. Additional 87 patients with lung adenocarcinoma and 37 with 
lung squamous cell carcinoma were identified in the International Cancer Genome Consortium (ICGC) cohort. We retrained 
four convolutional neural network (CNN) models, including AlexNet3, GoogLeNet4, VGGNet-165, and ResNet6, to identify 
tumorous regions from adjacent dense benign tissue and to classify tumor types. The models were fine-tuned by cross-
validation on the training set. We evaluated their performance by the areas under the receiver operating characteristic curves 
(AUCs) in the 20% held-out TCGA test set, validated the results in the independent ICGC cohort (n=124), and visualize the 
regions of importance in the classification process using the gradient-weighted class activation maps (Grad-CAMs)7. 

To associate transcription-based subtypes of NSCLC with their histopathology patterns, level 3 publicly-available gene 
expression data of the patients were acquired from the National Cancer Institute's Genomic Data Commons and the methods 
described by the TCGA Consortium1,2 were used to determine the transcriptomics subtypes of each patient. The associations 
between histopathology patterns and the transcriptomic subtypes were investigated by building a multi-class VGGNet-16 
classification model. The output of the last layer of the VGGNet in the held-out test set was obtained and transformed using 
principal component analysis, with the first two principal components visualized. In order to evaluate the correlations between 
the variations in the transcriptomic signature that defined tumor subtypes and the histopathology-predicted subtype score, the 
Spearman’s correlation coefficient between the transcriptomic subtype score and the subtype probability predicted by 
histopathology images in the test set was calculated for each transcriptomic subtype. All statistical analyses were performed 
in R version 3.3. 

Results 

The CNN models successfully distinguished lung adenocarcinoma from the adjacent dense benign tissue (total patient number 
= 427), with the areas under receiver operating characteristic curves (AUC) approximately 0.941-0.965 in the TCGA test set. 
The results were validated in the independent ICGC cohort, with AUCs 0.890-0.935 (Figure 1A). For lung squamous cell 
carcinoma cohort (total patient number = 430), convolutional neural network classifiers achieved AUCs of 0.935-0.987 in 
distinguishing the tumor parts from the adjacent dense benign tissue in the TCGA test set. Similar performance was observed 
in the independent test cohort from ICGC (87 adenocarcinoma patients and 37 squamous cell carcinoma patients), with AUCs 
more than 0.979 (Figure 1B). Comparing with a previously-reported quantitative method for pathology analysis using the 
TCGA datasets8, our neural networks attained 6-12% performance improvement in the TCGA test set.  

In addition, convolutional neural networks successfully distinguished adenocarcinoma from squamous cell carcinoma with 
AUCs in the TCGA test set 0.883-0.932, which were 12-27% better than the previously-described feature-based machine 
learning methods8. The AUCs of the finalized models applied to the independent test cohort (ICGC; total patient number = 
124) were 0.752-0.857 (Figure 1C). The Grad-CAMs highlighted tumorous regions important for the tumor type classification 
(Figure 1D). 
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Figure 1. (A) Convolutional neural networks distinguished lung adenocarcinoma from adjacent dense benign tissue, with the 
results validated in the independent ICGC cohort (AUC=0.890-0.935). (B) Convolutional neural networks classified lung 
squamous cell carcinoma and adjacent dense benign tissue, with the results validated in the independent ICGC cohort 
(AUC=0.979-0.995). (C) Convolutional neural networks distinguished lung squamous cell carcinoma from lung 
adenocarcinoma, with the results validated in the independent ICGC cohort (AUC=0.752-0.857). (D) Gradient-weighted class 
activation map (Grad-CAM) of the VGGNet model for tumor type classification. Regions of adenocarcinoma cancer cells 
were automatically highlighted by the trained model for tumor type classification, without human segmentation. The 
highlighted regions exhibited typical morphology of adenocarcinoma cells. 
 

Previous studies defined the subtypes of non-small cell lung cancer by the clusters of gene expression profiles of the tumor 
tissue1,2. Here we analyzed the lung adenocarcinoma and squamous cell carcinoma patients with available histopathology 
slides and RNA-sequencing data, determined their transcriptomic subtypes, and employed convolutional neural networks to 
associate the morphological patterns of the cells with patients’ transcriptomic subtypes. Multiclass image classification 
models showed that the principal components of the output values from the last layer of VGGNet were significantly correlated 
with the transcriptomic subtypes of both adenocarcinoma (ANOVA P < 0.01 in both principal components 1 and 2) and 
squamous cell carcinoma (ANOVA P < 0.001 in principal component 1). Correlation analysis showed that patients with 
typical transcriptomic profiles for the subtype they belong to also possessed histopathology patterns typical of that subtype. 
Significant associations (Spearman’s correlation test P<0.01) between the transcriptomics-based subtype scores and the 
histopathology-imputed subtype probabilities were observed in all three subtypes of lung adenocarcinoma and the two most 
common subtypes (classical and prototypical) of lung squamous cell carcinoma. These results indicated the strong 
correlations between cell morphology and gene expression subtypes of non-small cell lung cancer.  

Discussion 

We successfully classified the types and transcriptomic subtypes of non-small cell lung cancer using convolutional neural 
networks. Compared with the previous methods8,9, our approaches require no human segmentation or feature definition, 
making them easily fit into the clinical workflow of pathology diagnosis. In addition, the features extracted by neural networks 
do not rely on prior pathology knowledge10, which enables us to validate known morphology-diseases associations and to 
identify novel morphological patterns related to clinically-relevant phenotypes. Furthermore, our models performed 6-27% 
better than the previously-proposed feature-based methods8, and the results were validated in an independent cohort. The 
developed procedure is generalizable to other tumor types or diseases. 
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Introduction: Clinician assessments and viewpoints have traditionally shaped our understanding of disease. In 
contrast, patient perspectives of their illness, while individually relevant, are considered idiosyncratic and rarely 
incorporated in understanding the natural history of disease. Patient Reported Outcomes (PROs) are increasingly 
influencing the way healthcare is delivered, especially in the areas of drug discovery and development1,2. Advances 
in analyzing unstructured text using natural language processing (NLP) and machine learning (ML) have enabled 
incorporation of the “voice of the patient” to gain an understanding of the problems they face and affect daily 
functioning.   

Our research has been empowered by an extraordinary dataset comprising about 5,000 Parkinson disease (PD) patients 
who volunteered on the FoxInsight.org (FI) research platform3 to answer, in their own words by computer keyboard,  
two questions embedded in the Parkinson’s Disease – Patient Reported Outcome of Problems (PD-PROP©): (1) What 
bothers you the most about your PD? (2) In what way does this problem bother you by affecting your daily 
functioning? Participants were asked to report what bothers them the 2nd most, up to five most bothersome problems, 
and also invited about every 6 months to update their verbatim problems.   

Herein, we describe the utility of n-gram analysis to systematically characterize the course of illness as reported 
directly by patients affected by PD. Specifically, we describe the use of NLP techniques to capture and interpret 
unstructured text of the PD-PROP to build a cross-sectional profile of the problems characterizing PD.  

Methods: : Starting with a dataset comprised of 10,073 unique subjects within the FI PD-PROP database, we extracted 
a set of 4,998 subjects whose age at the time of diagnosis was greater than 15 years, had provided verbatim, gender, 
age and years since diagnosis (YSD) information and who were within 0-10 YSD, accounting for 88% of the filtered 
5013 subjects, to train a cross-sectional analysis of NLP output. “Valence” weighting of the hierarchy of the problems 
described by the subjects, ranging from a valence of 1 for the most bothersome problem to a valence of 5 for the fifth 
most bothersome problem were assigned.  

Our approach used term and phrase frequency (n-grams) of the most bothersome problems to estimate the distribution 
of the patient reported symptoms. We devised an n-gram algorithm that would consider a specific symptom count 
unique per verbatim report. For example, if a verbatim mapped to the term “tremor” was reported twice, the n-gram 
would count this as one occurrence per subject per valence.  

When describing symptoms, patient verbatims range from single word responses to phrases and sentences.  For 
example, an entire verbatim may be “Tremor”, “Sleep problems”, or “tremor in my left hand”. Choosing a specific 
value for ‘n’ has a direct impact on downstream analysis.  Using n > 2 resulted in losing single-word verbatims; 
however, using n = 1 resulted in the loss of information such as left or right hand since the uni-grams would just be 
“left” and “hand”.  For this study, we collected uni-grams and bi-grams that would allow us to bin the data into 
stratified clinical domains of PD and flag a specific symptom area for more detailed study. Prior to n-gram extraction, 
we eliminated stop words from the data set using the LexTek stop-word list4 which also included the subset stop-word 
list described in the National Center for Biotechnology Information website5. We also customized this list to include 
some additional terms such as ‘study’, ‘patients’, etc. Among the existing NLP packages, we used the OpenNLP 
package6 given our familiarity with and successful implementation of prior projects. 

To provide a more focused outcome of our NLP analysis, we stratified the n-grams into 10 traditionally reported 
clinical domains, four Motor (Tremor, Rigidity, Bradykinesia, Postural Instability) and six Non-Motor (Sleep, Fatigue, 
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Cognition, Mood, Pain, Constipation). In addition to the stratification, we also linked 
the data for these bins to age of the patient and years-since-diagnosis of PD, as reported 
by the participants.  

We referred to the Oxford Online English dictionary to identify synonyms for each of 
the clinical domains and used them to extract uni-grams and categorized them into 
respective bins as shown in Table 1. 

Since the distribution across YSD and age was uneven across the data set, being 
highest in age ranges of 50-70, we normalized the data against the group size to 
provide a more accurate percentage of distribution of the term frequency, by dividing 
the uni-gram frequency by the total frequency of the term within the data.  Table 1: Table of Terms 

Results: To gain a cross-sectional perspective of the analyzed data and insight on the    
natural history of PD, we plotted the uni-gram report as a 3D graph according to the age 
of the participant on the x-axis, corresponding YSD on the y-axis, and the binned uni-
gram frequencies on the z-axis. Among the motor symptoms, Tremor was commonly 
reported throughout the initial 10 years of PD. Rigidity and Bradykinesia symptoms 
increased with YSD, independent on the age of the patient. In contrast, Postural 
Instability symptoms (Figure 1) showed an increase in n-gram frequency indicating 
worsening of symptoms across both YSD and age.      Figure 1: Postural Instability  

While motor symptoms are typically the focus of PD related studies, patients commonly 
reported non-motor symptoms.  Sleep and Fatigue were the most frequent of non-motor 
symptoms while Pain and Cognition symptoms persisted notwithstanding age and YSD. 
Figure 2 shows the distribution of motor and non-motor symptoms and valences as 
prioritized by the patients. Non-motor symptoms warrant attention in further studies and 
provide insights into the progression of the disease and the range of problems reported 
by and affecting PD patients.        Figure 2: Term distribution                                                                                                                 

Conclusions: Analysis and visualization of unstructured text adds a unique and highly relevant patient-reported 
perspective of the natural history of PD. N-gram extraction sets the stage for binning of data by symptoms, creating a 
curated gold standard of the verbatim reports, and application of machine learning and deep-learning techniques. 
Compilation and refinement based on large datasets, such as PubMed, Clinical Trials and Wikipedia using neural 
network approaches such as Word2Vec and Word Embeddings7 will form the basis of a data dictionary to enable 
scientists to analyze what patients say about their illness and build ontologies for PD and other diseases. 
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Introduction 

The National Patient-Centered Clinical Research Network (PCORnet®) is a large distributed research network (DRN). 
PCORnet partners leverage data from electronic health records, billing systems, registries, insurance claims, and other 
sources to create DataMarts which conform to the PCORnet Common Data Model (CDM).1 These data come from 
dynamic systems designed for patient care, so it is important to assess the quality and characteristics of the data before 
using them for research. PCORnet’s Coordinating Center evaluates foundational data quality and fitness-for-use 
through a process called data curation. The data curation process includes quarterly querying activities, data quality 
checks, reporting and analyses, and ongoing communications between the Coordinating Center, network partners, and 
study teams. We will describe how data curation activities have evolved over the past three years and led to 
improvements in foundational data quality and fitness-for-use across a broad research portfolio. 

 
Methods 

PCORnet’s foundational data quality checks focus on three aspects of data quality: data model conformance, data 
plausibility, and data completeness.2 Adherence to data model conformance checks is required; exceptions to other 
checks are explained in an online annotated data dictionary. The data dictionary serves as a rich source of DataMart-
specific qualitative and quantitative information not captured in the CDM. Data quality checks are routinely executed 
on most tables and fields in the CDM and often result in multiple output measures per check. For example, a data 
plausibility check which compares patients’ service dates with their birth/death dates generates 19 separate measures 
which partners can use to identify potentially erroneous data. As shown in Table 1, data curation activities have 
evolved significantly during the past three years and reflect the increasing breadth and depth of the CDM. The data 
quality checks for all cycles and the current data curation query package are publicly available.1, 3 

Table 1: The Evolution of PCORnet Data Curation  

Aspect Cycle 1 
(Jan 2016- 
Oct 2016) 

Cycle 2 
(Nov 2016- 
Jun 2017) 

Cycle 3 
(Jul 2017- 
Dec 2017) 

Cycle 4 
(Jan 2018- 
June 2018) 

Cycle 5 
(Jul 2018- 
Dec 2018) 

CDM version  
(# of curated tables) 

V3.0  
(7 tables) 

V3.0  
(11 tables) 

V3.1  
(15 tables) 

V3.1  
(15 tables) 

V4.1 
(17 tables) 

Data Quality Checks 
(# of measures) 

13 checks 
(498 
measures) 

20 checks 
(587 measures) 

26  checks 
(644 measures) 

27 checks  
(654 measures)  

31 checks  
(1144 measures)  

Annotated data 
dictionary questions 

80 81 105 130 160 

Changes since prior 
cycle 
 

n/a 

+ 4  CDM tables 
+ 7 data checks  
∆ 9 data checks  

+ 4 CDM tables 
+ 6 data checks 
∆ 8 data checks 
CDM changes 

+ 1 data check 
∆ 5 data checks 

+2 CDM tables 
+ 4 data checks 
∆ 13 data checks 
CDM changes 

+: addition.  ∆: revision 
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Results 

We evaluated network-level performance at the beginning of Cycles 2 and 5. Cycle 1 was not comparable due to 
differences in processes and participating DataMarts.4 We present results for topics important to the PCORnet 
demonstration studies.5 Principal diagnoses were needed for endpoint ascertainment. Data latency was important for 
interventional studies since patient-specific censoring dates are usually unknown. Comprehensive, standardized 
prescription and lab result data were needed to identify patients, evaluate outcomes, and account for confounding. 

Results are shown in Table 2. Denominators vary between cycles due to changes in network participation and data 
availability, and by metric since some tables and fields are not populated by all DataMarts. We observed improvement 
in the availability of principal diagnosis data over time, and one study protocol was modified to account for the fact 
that these data are not universally available. Data latency improved over time and results were used to establish 
DataMart-specific censoring dates for PCORnet’s first pragmatic clinical trial, ADAPTABLE (Aspirin Dosing: A 
Patient-centric Trial Assessing Benefits and Long-Term Effectiveness). Finally, the volume of standardized 
prescription data more than doubled and the volume of standardized laboratory results increased more than tenfold.  

Table 2: Network Level Results for Metrics Important to PCORnet Demonstration Studies 

Topic Metric Cycle 2  Cycle 5 

Principal 
diagnoses 

Less than 10% of inpatient encounters are missing a principal diagnosis, % 
of DataMarts 

66.2% 
(45/68) 

75.3% 
(55/73) 

Data latency Encounter, diagnosis, and procedure data occurring three months prior to 
the current date are at least 75% complete, % of DataMarts 

43.4% 
(33/76) 

55.7% 
(44/79) 

Prescribing 
data 

At least 80% of orders are mapped to a RxNorm Concept Unique Identifier 
(CUI) which fully specifies the ingredient, strength and dose form of the 
medication, % of DataMarts 

62.7% 
(37/59) 

70.7% 
(53/75) 

 # of orders mapped to a RxNorm CUI which fully specifies the ingredient, 
strength and dose form, median per DataMart 

12.8 
million 

27.6 
million 

Lab data 
availability 

At least 80% of lab results are mapped to a LOINC® code, % of DataMarts 80.5% 
(58/72) 

82.9% 
(63/76) 

 # of lab results mapped to a LOINC code, median per DataMart 7.4 
million 

84.8 
million 

 # of distinct LOINC codes, median per DataMart 12 334 

Discussion 

Standardizing real-world data for use in research is a complex undertaking. We developed an iterative and 
collaborative data curation process to help network partners meet this challenge. The resulting high level of 
foundational data quality in PCORnet has enabled rapid development and execution of study-specific data quality 
assessments and analytic queries. PCORnet’s data curation process has helped increase the transparency and 
reproducibility of analyses within PCORnet and can serve as a model for other DRNs.  
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Introduction  
Electronic health records (EHR) data have become a central data source for clinical research. Though they are 

becoming readily available to researchers there are many well documented concerns. One such concern is the fact 

that people do not interact with their health care provider randomly, but only when they are sick. This can create a 

form of selection bias that we have called informed presence1.  In this presentation, we consider the scenario where 

one wants to assess the relationship between a biomarker value (e.g. glucose) and the risk of an event (MI), where 

patients (e.g. diabetics) in the EHR derived data set are measured repeatedly over time. The concern is that since 

patients may only be measured when they are sicker2, the association may be biased. We explore this question using 

simulation and real data and find minimal biases within our EHR.  

 

Methods  
Simulation Design 

We designed a simulation study to assess the association between a longitudinal biomarker and some event. We first 

simulated, the typically unobserved, complete biomarker data for a person. For simplicity we conceived that each 

person’s marker varied as a random walk, where at a given time the person’s biomarker is only a function of the 

previous time’s value.   

After generating the complete data, we generated two scenarios of observed data: 

1. Non-informative observations: observed visits followed a Poisson process, corresponding to scheduled 

encounters such as annual clinic visits. 

2. Informative observations:  observed visits were generated by some external covariate, i.e. general health 

In the simulation, we varied the strength of the informative visit process as well as considered the combination of 

informative and non-informative visits. We analyzed the data as time-varying covariate Cox model. We also 

assessed how controlling on the number of prior encounters can mitigate any observed biases. 

 

Data Example 

Based on the simulation results we performed a real data analysis. We assessed association results derived from a 

randomized clinical trial (RCT) - the NAVIGATOR trial for pre-diabetics - where one can presume the study visits 

are non-informative. We compared the results to a similarly defined EHR derived cohort, where the visits may be 

informative.  

 

Results  
Simulation Results: 

Figure 1 shows the results of the simulation. When the complete data are observed (1a) or visits are pre-

scheduled and thus non-informative (1b) there is no observed bias in the estimated hazard ratio. However, when 

visits are observed informatively there is bias in the estimate of the association between the generated biomarker and 

our outcome (1c). This bias is attenuated when controlling for the number of prior encounters (1d).   

 

Figure1. Simulated Bias Based on Visit Schedule 

 

905



We further explored how both strength of association as well as the ratio of informed to non-informative 

visits impacts bias (Figure 2). Bias increases as both the underlying biomarker association increases, but attenuates 

as patients with non-informative visits are incorporated into the analysis.  

 

Figure 2. Simulated Bias Based on Assumed Biomarker Associations Varying Percent of Population with 

Scheduled Visits 

 
 

Data Example 

Based on the simulation results, we identified biomarkers with both strong and weak associations within 

our RCT.  We abstracted comparable data from the EHR. When there is a strong association between a biomarker 

and an outcome, as with glucose and progression to diabetes, we observe a minimally biased association within the 

EHR data Table 1. When there is a null effect such as with creatinine and progression to diabetes, bias resulting 

from informed presence is minimal or non-existent. 

 

Table 1. Hazard Ratio for between biomarker and progression to diabetes* 

 Unadjusted Minimally Adjusted** Adjusted*** 

 RCT EHR RCT EHR EHR  

Glucose 1.42 (1.39, 1.45) 1.43 (1.39, 1.46) 1.42 (1.39, 1.45) 1.44 (1.40, 1.48) 1.43 (1.39, 1.46) 

Creatinine 1.01 (0.96, 1.07) 1.03 (0.99, 1.06) 1.01 (0.95, 1.07) 1.03 (0.99, 1.07) 0.99 (0.96, 1.03) 

*     Hazard ratios represent an increase of 1 standard deviation. 

**   Adjusted for age, sex, race. 

*** Adjusted for age, sex, race, and number of previous encounters. 

 

Discussion  
Though concerns about bias due to informed presence are warranted, the impact of the bias on analyses is 

contextual. Only when there is a strong association between a biomarker and the outcome will the results be biased. 

This is supported be theoretical work that also suggested minimal bias by observed visit process3. Moreover, as 

suggested by other work, this bias can be mitigated by controlling for the number of encounters4. Overall, careful 

analytic design can reduce bias. 
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Introduction 

Research addressing medical errors has produced some of the most highly cited articles in JAMIA1,2, but the scope of 
this work tends to be limited to clinical systems and clinicians. For example, a recent special issue of JAMIA on 
patient safety included only topics reflecting provider-centered and data-centered perspectives3. Patient safety and 
patient harm are ultimately about patients, yet patients and families are rarely viewed as actors with roles in seeking 
quality medical care, preventing and detecting errors, or needing information after harm events. This imbalance can 
be remedied by embracing the full scope of biomedical informatics—as an interdisciplinary field that addresses not 
only the information needs of clinical care providers, but also those of healthcare consumers4. The purpose of this 
work is to identify patient-centered approaches to promoting safety and responding to patient harm in clinical 
environments that have been under-studied within the healthcare informatics research community. 

Methods 

To identify topics of published research related to patient safety and patient harm, keyword searchers were first 
performed to retrieve abstracts from JAMIA, Journal of Biomedical Informatics, and Journal of Medical Internet 
Research. Additional topics were identified using searches in PubMed. A patient-centered framework was developed 
to organize the topics, then additional patient-centered topics were added based on my experiences over the last six 
years interacting with organizations and individuals who work to promote safety and transparency in healthcare. 

Results 

The table on the following page provides a categorization of the research topics. This analysis identified phases during 
the patient experience that are under-studied from a patient-centered informatics perspective. These include:  

• Before the healthcare encounter: With calls for increased transparency in the healthcare system, consumers now 
have online access to some publicly reported data on the safety and performance of institutions and providers. But 
further research is needed to understand how to make this information useful for healthcare consumers. 

• Follow up after harm or error: Injured patients have several types of information and communication needs (for 
example, to share their experience, to know the event has been investigated and what has been learned, and to know 
whether steps have been taken to prevent similar events). Too often these needs are overlooked by institutions. But 
workflows within clinical and administrative information systems can help to provide this accountability to patients. 

Discussion 

Informatics can play a greater role in ensuring safe and accountable healthcare systems by using a patient-centered 
perspective to identify, study, and design for the needs of patients and families. The ideas presented here suggest how 
patient-centric efforts can complement provider-centric and data-centric efforts to improve healthcare.   

References 

1.  Ash J, Berg M, Coiera E. Some unintended consequences of information technology in health care: The nature 
of patient care information system-related errors. Journal of the American Medical Informatics Association. 
2004;11:104–12.  

2.  Bates DW, Teich JM, Lee J, Seger D, Kuperman GJ, Ma’Luf N, et al. The impact of computerized physician 
order entry on medication error prevention. Journal of the American Medical Informatics Association. 
1999;6:313–21.  

3.  Ohno-Machado L. The role of informatics in promoting patient safety. Journal of the American Medical 
Informatics Association. 2018;27:773.  

4.  Kulikowski CA, Shortliffe EH, Currie LM, Elkin PL, Hunter LE, Johnson TR, et al. AMIA Board white paper: 
definition of biomedical informatics and specification of core competencies for graduate education in the 
discipline. Journal of the American Medical Informatics Association. 2012 Nov;19(6):931–8.   

907



  

Table 1. A patient-centered framework for identifying roles of informatics in promoting patient safety and responding 
to harm. This table reflects an inpatient encounter, but has elements that overlap with outpatient and home health care. 
 

 Phase of patient experience Role of informatics in promoting safety and responding to harm 

Before the healthcare encounter Facilitate transparency within the healthcare system 

Decision to seek care Patient-centric 
• Provide online information to help consumers 

choose safer healthcare (for example, quality 
and safety scores for hospitals, performance 
data for surgeons) 

• Provide online information about the safety and 
effectiveness of various treatments, 
medications, and devices 

Data-centric 
• Ensure that publicly reported performance data for 

quality and safety are useful in consumer decision 
making, timely, transparent, and unbiased by 
commercial interests 

In the clinical environment Prevent errors and harm 

Pre-treatment experience  

(exam, diagnosis, treatment 
decisions) 

Patient-centric 
• Facilitate patient learning and shared decision 

making (including discussion of treatment 
guidelines and options, understanding of care 
plan) 

Provider-centric 
• Provide clinical decision support 
• Facilitate accurate and complete documentation 
• Facilitate order entry 

Treatment experience  

(initial treatment, reassessment, 
additional treatment decisions) 
 
Including: near miss, error without 
harm, harm without error, harm 
following error 

Patient-centric 
• Develop patient-led hospital checklists 
• Provide access to care data (such as through 

an inpatient portal) 
• Facilitate communication with care providers 

Provider-centric 
• Provide clinical decision support 
• Facilitate accurate and complete documentation 
• Facilitate communication among care team 

members and continuity of care among different 
providers and settings 

• Detect potential treatment errors before they 
reach the patient 

Immediately after error or harm Facilitate rapid detection and response to an error or harm event 

Error or harm detected by: 
• patient or family member 
• care provider 
• clinical information system, or  
• not detected in the short term 

Patient-centric 
• Enable ability of patient, family member, care 

provider, or other staff to initiate a patient 
safety alert call for an immediate response 

• Support communication and information 
exchange among care providers, patient, family 

Provider-centric 
• Support rapid communication among care team 

members and review of treatment 
• Provide decision support for mitigating the effect 

of error or harm  
 

Follow-up after error or harm Support accountability to patient and family Facilitate learning from an error and harm event 

Investigation and communication Patient-centric 
• Facilitate capture of information about the 

event from the patient and family members 
• Facilitate transparency by supporting 

communication and accountability (information 
about review of the event, what has been 
learned, and how similar events will be 
prevented in the future) 

Provider-centric 
• Support workflow for documenting and 

investigating an event 
• Support review of event by external quality and 

safety experts 
• Facilitate reporting of event to appropriate outside 

regulatory organizations 

Community engagement Support emotional needs of patient and family, 
facilitate information sharing 

Analyze care delivery processes, past events, 
and pooled data for learning and improvement 

 Patient-centric 
• Develop websites for online communities to 

support emotional healing and allow 
participants to share their stories 

• Develop tools and databases for capture of 
patient-reported harm events 

Provider-centric 
• Study provider workflows to detect safety issues 

(such as interface usability, lack of process 
standardization) 

• Study cognitive aspects of clinical decision making 
(slips, mistakes) 

Data-centric 
• Facilitate sharing of event data among institutions 

to establish databases for safety research 
• Analyze clinical data to find predictors of harm 

events and safe care 
• Recommend updates to decision support and 

clinical guidelines 
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Introduction 

Nurses spend 19-35% of their shift time recording nursing notes.1 Substantial nursing records are stored in the 

Electronic Health Record(EHR) and these contain a wealth of free text data that can be analyzed and interpreted into 

meaningful information. Natural Language Processing(NLP) methods enable the extraction of structured information 

from narrative data.2 Our research goal is to identify nurses’ concern with deteriorating patient status in nursing notes 

by using NLP. As an initial step, we defined and identified ‘nursing concern’ using the Clinical Care Classification 

System(CCC system) as a basis for developing subsequent NLP approaches to automatically identify nursing concern 

in the notes. 

 Methods  

To identify nurses’ concerns that are documented in the patient’s record before they deteriorated within teaching 

hospitals, five group consensus meetings with five nurse subject-matter experts(SMEs) were held. SMEs were 

individuals with hospital experience as registered nurses who also have expert knowledge in the nursing informatics 

field. In the group consensus meetings, we utilized the CCC system(176 nursing diagnoses, and 201 nursing 

intervention concepts and their respective descriptions) to identify concepts aligned with nurses’ concern about the 

patients into a standardized conceptual level. First, we conceptualized nurses’ concerns as, “What concepts do nurses 

document in nursing notes when they feel a patient is at risk of deteriorating?”. Then, SMEs reviewed and graded the 

individual CCC concepts on a scale from 1-3(1: high concern, 2: moderate concern, 3: no concern) to reach a 

consensus. Based on their expert opinion, SME’s also assigned grades to each concept in each of 6-unit types3; two 

acute care setting(medicine, surgery unit) and four intensive care units(MICU, SICU/Trauma ICU, Cardiac ICU, 

Neuro ICU). 

Results   

A total of 124 concepts received a grade of 1 in at least one-unit setting. Figure 1 shows the distribution of each 

concept’s calculated average score from its respective individual scores.  

    
 Figure 1. Distribution of CCC Concept’s Average Score 

The concept average score threshold for inclusion was established in an additional group consensus meeting to finalize 

the set of CCC Concepts to be used in the study. Based on SMEs’ clinical judgement, an average score of 1.37 was 

set as the threshold for inclusion. Additionally, based on SME consensus, the concept type was refined to include only 
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CCC diagnosis concepts because nurses typically note patient assessment, symptoms, and conditions with nursing 

diagnoses with greater specificity and consistency than nursing interventions when they record concerns for a patient 

prior to deterioration. The resulting 29 CCC diagnosis core concepts are included in Table 1.  

Table 1. Result of Core Concepts Counts and their CCC Components 

Average 

Grade 

CCC 

Component(Counts) 

CCC Concepts CCC 

Component(Counts) 

CCC Concepts 

1.00 Cardiac(3) Blood Pressure Alteration 

Cardiac Output Alteration 

Cardiovascular Alteration 

Respiratory(3) Breathing Pattern 

Impairment 

Gas Exchange Impairment 

Respiration Alteration 

Cognitive/Neuro(2) Confusion 

Cerebral Alteration 

Role Relationship(2) Communication 

Impairment 

Verbal Impairment 

Sensory(2) Acute Pain 

Visual Alteration 

Safety(2) Suicide Risk 

Violence Risk 

Physical Regulation(3) Hyperthermia 

Hypothermia 

Intracranial Adaptive Capacity 

Impairment 

Fluid Volume(1) Fluid Volume Deficit 

Tissue Perfusion(1) Tissue Perfusion Alteration 

1.25 Coping(1) Airway Clearance Impairment Physical Regulation(1) Autonomic Dysreflexia 

Fluid Volume(1) Fluid Volume Excess Safety(2) Injury Risk 

Urinary Elimination(1) Urinary Elimination Alteration Self-mutilation Risk 

1.37 Fluid Volume(1) Fluid Volume Alteration Skin Integrity(1) Peripheral Alteration 

Physical Regulation(1) Infection Cognitive/Neuro(1) Thought Processes 

Alteration 

Discussion 

The final 29 CCC core concepts were closely related to patients’ physiological status and are common condition 

indicators for all inpatients across unit type and patient acuity. The CCC concepts with a high average grade are not 

unimportant, as they illustrate nursing concern for patient condition in a specific unit. For example, while the average 

score for ‘activity intolerance’ was 2, there was substantial variability in its score in the various settings, ranging from 

1 in the acute care setting to 3 in the ICU setting. In addition, most of the grade 2 concepts were given for specific 

circumstances, such as only having concerns when a patients’ condition suddenly changed. For example, SMEs graded 

‘Activities of Daily Living(ADLs)’, ‘auditory alteration’ and ‘memory alteration’ 2 only when this happens acutely. 

Based on this result, future steps will link CCC core concepts with the UMLS metathesaurus to provide specific 

granular terms4, which will support an unsupervised machine learning process to further expand the vocabulary by 

exploring diverse concern terms stated in free-text nursing notes. 

Conclusion 

CCC system enables codification of nursing concerns at the standardized conceptual level. Through group consensus 

meetings we selected a set of 29 CCC core diagnosis concepts. Most of the concepts were related with patient’s 

physiological condition regardless of patient acuity or their unit type. Future research will refine the granularity of 

CCC core concepts by linking them to other standard nursing terminologies to support subsequent NLP tasks.  
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Abstract 

Standards-based clinical data normalization has become a key component in support of effective data integration and 
accurate phenotyping for secondary use of electronic healthcare records (EHR) data. In an ongoing project at the 
Mayo Clinic, we have implemented a clinical data normalization pipeline based on the Fast Healthcare 
Interoperability Resources (FHIR) standard. The objective of the study is to develop and evaluate a FHIR-based EHR 
phenotyping framework by applying the FHIR-based data normalization pipeline to the identification of patients with 
obesity and its comorbidities from semi-structured discharge summaries.  

Introduction 

The Fast Healthcare Interoperability Resources (FHIR) is an emerging clinical data standards framework developed 
in HL7 for exchanging electronic healthcare data. In an ongoing project at the Mayo Clinic, we have developed a 
FHIR-based clinical data normalization pipeline which automates the transformation and representation of 
unstructured clinical data using a standard structure defined in the FHIR specification [1-2]. We implemented a FHIR-
based type system as core target model to integrate and normalize the outputs from a number of clinical NLP tools 
including cTAKES, MedXN and MedTime. The objective of the study is to develop and evaluate a FHIR-based EHR 
phenotyping framework leveraging the FHIR-based data normalization pipeline. As a case study, we applied the 
FHIR-based data normalization pipeline to the identification of patients with obesity and its comorbidities from semi-
structured discharge summaries. We demonstrate the value of FHIR-based clinical data normalization pipeline in 
enabling precise clinical data capturing and making EHR-based patient identifications more reproducible and 
interpretable. 
Materials and Methods 

The i2b2 Obesity Challenge dataset: The dataset includes a total of 1237 annotated discharge summaries. Obesity and 
its comorbidities have been annotated with 4 types of qualifier status—present (Y), absent (N), questionable (Q), or 
unmentioned (U) as gold standard. For each patient, two types of judgments—textual and intuitive are provides. 
Textual judgments are those that are based on explicit mentions in the text, and Y/N/Q/U were labed for each disease 
as the training data and testing data. Intuitive judgments are those that are based on inference from what is mentioned 
in the text, only Y/N/Q were labed for 
each disease. In addition, all records of 
this obesity dataset have been fully de-
identified and released for study purpose. 
Machine Learning Algorithms: Four 
types of machine learning algorithms 
were used in the i2b2 Obesity Challenge 
task: logistic regression (LR), support 
vector machine (SVM), decision tree 
(DT), and random forest (RF). The 
implementation packages are in Python 
and supported by scikit-learn. 
Figure 1 shows our FHIR-based EHR 
phenotyping framework that was 
tailored and implemented for the i2b2 
Obesity Challenge use case.  The 
framework comprises the following three 
core modules: 1) A document 
preprocessing module. We implemented a section detection algorithm that detects section names and normalizes 

Figure 1. The FHIR-based EHR phenotyping framework. 
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them into standard LOINC codes. For example,  the section name “History of Present Illness” coded in the LOINC: 
10164-2  is used to normalize the section names like “patient hpi”, “summary of present illness”, “present illness”, 
etc. And then we parsed unstructured discharge summary documents and converted them into the FHIR document 
resource Composition that supports the representation of a variety of documents with coded sections. 2) A FHIR-
based data normalization pipeline module. We created a set of data normalization rules that define the mappings 
between section content with corresponding FHIR resources and the mappings between the outputs from core NLP 
engines to corresponding elements defined in the FHIR resources as manifested in the FHIR-based type system. We 
also used the RegExr (a regular experssion pattern matching tool which attempts to match the patterns in input text) 
to define the rules and patterns to capture concept modifiers for “uncertainty” and “negation” that are common 
linguistic phenomenon existing in clinical documents. We noticed that the current FHIR resource definition does not 
cover many of NLP output elements, which are important features for downstream analyses. We used the FHIR 
extensions to capture these NLP specific elements, such as the offset of an identified term, sentence location, concept 
modifiers negation, uncertainty, conditionality, etc. As the output of our pipeline, a set of FHIR clinical resources 
were generated, including Condition, Procedure, MedicationStatement, FamilyMemberHistory and Observation. We 
used an exchangeable resource bundle to combine the FHIR Composition documents and their semantic links to those 
clinical resources through coded entries. This provides a flexible way to support complete document contents 
representation and exchange. 3) A FHIR-based phenotyping module. Using machine learning algorithms. We 
extracted features for classifier training from standard FHIR resource bundles generated in the module above. These 
features include 1) Concept codes and attributes extracted from FHIR resources; 2) Negation and Uncertainty 
modifiers extracted from FHIR extensions; and 3) Section codes extracted from FHIR Composition to discriminate 
the source of concept. According to the two types of classification tasks, textual and intuitive classification, we trained 
four classifiers (LR, SVM, DT and RF) for each of the 16 diseases and co-morbidities. We used the Macro- and micro-
averaged precision (P), recall (R), and F1- measure (F) measures to evaluate the performance of the classifiers. The 
annotation data provided by the Obesity Challenge was used as gold standard. We used 3 fold recursive feature 
elimination with cross-validation to get final results. 

Results and Disussion 

We detected 16 unique sections from the Obesity Challenge data, and assigned LOINC document section codes to 
each of them. Our FHIR-based pipeline produced the FHIR Bundle resource instances for all 1237 documents. Using 
the features extracted from these FHIR resources, we obtained the classification results as shown in Table 1, We found 
that random forest (RF) achieved the best classification results among these classifiers.  

Table 1. Classification results on Intuitive and Textual Judgments   
P-micro P-macro R-micro R-macro F1-micro F1-macro 

DT Intuitive 0.8504 0.6841 0.8504 0.6427 0.8504 0.652  
Textual 0.8443 0.5853 0.8443 0.5072 0.8443 0.5224 

LR Intuitive 0.8373 0.6713 0.8373 0.5767 0.8373 0.5912  
Textual 0.84 0.5512 0.84 0.4576 0.84 0.4684 

RF Intuitive 0.8652 0.7618 0.8652 0.6113 0.8652 0.633  
Textual 0.8586 0.5859 0.8586 0.4741 0.8586 0.4879 

SVM Intuitive 0.8408 0.6851 0.8408 0.5546 0.8408 0.5617  
Textual 0.8434 0.5927 0.8434 0.4527 0.8434 0.4651 

In summary, we demonstrated the FHIR resources provide fine-grained semantic models and mechanisms to precisely 
capture clinical data elements extracted from semi-structured clinical documents, and enable downstream machine-
learning-based clinical phenotyping more reproducible and interpretable.  
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Introduction  
Current national initiatives to define the health of neighborhoods through chronic disease surveillance, such as the 
Behavioral Risk Factor Surveillance System, collect data on the prevalence of chronic health conditions such as 
hypertension and diabetes.1 These data are aggregated at the state level and within metropolitan statistical areas. As 
such, there is limited information on the granular changes across neighborhoods that can drive the prevalence of 
conditions. These static approaches of disease surveillance are unable to account for changes within a neighborhood 
due to socioeconomic forces such as gentrification. When public health departments state that the health of a 
neighborhood is improving, it's unclear if this is due to improvements in access to healthcare, reduction in risk 
behavior, or due to the influx of younger, healthier, and wealthier individuals (i.e., gentrification) which displaces 
long term residents who tend to be older and in lower socioeconomic status.2 Research suggests that gentrification 
negatively impacts neighborhoods by reducing social cohesion and increasing social polarization, segregation, and 
displacement.3,4 These processes in turn may impact the prevalence of conditions as gentrification may increase rates 
of proximal health factors (e.g., diabetes, hypertension, obesity) and distal health outcomes (e.g., cardiovascular 
disease [CVD]) among long term residents within a neighborhood while introducing individuals at lower risk for these 
conditions. We used socioeconomic data linked to the EHR of patients seen within the Duke University Health System 
(DUHS) to: 1) develop a measure of gentrification that is defined using census-tract measurements of socioeconomic 
status; and 2) quantify the prevalence of multiple health conditions impacted by the gentrification of neighborhoods.  
 

Methods:  
Data Sources: We used electronic health record (EHR) data from the DUHS and Lincoln Community Health Center 
(LCHC) from 2008-2010 and 2014-2016. The DUHS consists of two community hospitals, one large referral hospital, 
and a network of outpatient clinics. LCHC is a federally qualified health center serving low income residents of 
Durham County. The EHR patient population included 116,760 patients with a Durham County address from 2008 to 
2010; they were followed until December 31, 2016 or until they exit from DUHS EHR (i.e., moved out). Also included 
as a comparison group were patients who newly entered the DUHS EHR after 2010 (i.e., movers-in).  
Gentrification: Census tract level indicators of socioeconomic status was obtained 
from the 2010 and 2015 5-year estimates from the American Community Survey 
(ACS). Indicators used to define gentrification include median household income, 
median rental price, percent with bachelor’s degree, and percent living below the 
poverty line.  
Health related outcomes: Health related outcomes included census tract prevalence 
of diabetes, hypertension, obesity, and cardiovascular disease (defined as a 
hospitalization due to a myocardial infarction or stroke).  
Statistical Analysis: Z-scores were calculated from census tract indicators using the 
2010 and 2015 ACS data. Census tracts were eligible to be gentrified if they had 
negative z-scores in 2010 for median household income, average rent, and percent 
with bachelor’s degree and a positive z-score for percent living below the poverty 
level. A census tract was considered to be gentrified in 2015 if 3 out of the 4 
variables within a census tract met the following criteria: the difference in z-scores 
between 2015 and 2010 was positive for all indicators except percent living below 
the poverty level, which needed to be negative (i.e., fewer people living below the 
poverty level). The census tract age-adjusted prevalence of health-related outcomes was calculated using ICD-9 and 
ICD-10 codes within EHR data from 2008-2010 and 2014-2016. All statistical analyses were performed in R 3.1.4 
and SAS 9.4.  
 

Results: 

Figure 1: Gentrification in Durham County, NC

Duke University Medical Center
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The demographics of neighborhoods that gentrified are inherently different than the demographic of neighborhoods 
that did not gentrify. Overall, the 2010 EHR population included middle aged individuals (median age: 43 years), 
who were mainly white (46% as compared to 42% black) and a majority female (61%). By 2016, that population 
was older, with fewer females (59%) and almost equal distribution of white (45%) and black (43%). In total, 45 
census tracts where not eligible to gentrify, 8 tracts were eligible but did not gentrify, and 7 tracts were eligible and 
did gentrify (Figure 1). By 2016, non-gentrified neighborhoods became older (increase in median age from 2010 to 
2016 of 3 years) as compared to gentrified neighborhoods (no net change in age).  
 
Neighborhoods that gentrified had a lower prevalence of 
certain health outcomes as compared to neighborhoods 
that did not gentrify. Overall, the age-adjusted prevalence 
of diabetes, hypertension, obesity, and CVD were 12.3%, 
31.2%, 18.6%, and 5.0 %, respectively in 2010 and 
14.0%, 30.9%, 31.8%, and 6.5%, respectively in 2016. 
The age-adjusted prevalence of hypertension decreased by 
a greater amount in gentrified neighborhoods (1.4%) as 
compared to neighborhoods that did not gentrify (1.1%). 
The prevalence of obesity and cardiovascular disease 
(CVD) increased across all neighborhoods, however the 
increase was less in gentrified neighborhoods for obesity 
(13.9%) and CVD (1.3%) as compared to neighborhoods 
that did not gentrify (obesity: 14.1%, CVD: 1.7%) (Figure 
2).   
 

Long-term residents have a higher prevalence of certain 
health outcomes as compared to individuals moving out or 
moving into neighborhoods. The prevalence of diabetes, 
hypertension, obesity, and CVD was 27.5%, 50.5%, 42.9%, 
and 11.5%, respectively, among long term residents of 
neighborhoods that gentrified (i.e., residents who did not 
move after neighborhoods gentrified), 21.8%, 39.1%, 42.2%, 
and 8.1% among residents who moved out of gentrified 
neighborhoods, and 14.2%, 28.2%, 21.6%, and 4.5% among 
residents who moved into neighborhoods that gentrified 
(Figure 3).  
 
Discussion: 
Our study shows that current static approaches to defining the 
health of neighborhoods, such as the BRFSS, may not 
represent the true health of neighborhoods. Gentrification 
appears to have an impact on the health of neighborhoods, especially for proximal health outcomes such as obesity 
and hypertension. Individuals moving into gentrifying neighborhoods are younger and have better health than long 
term residents of neighborhoods. When calculating the health of neighborhoods through prevalence measures, public 
health practitioners should account for these differences. Novel public health informatics methods are needed to 
address the differential impact of gentrification on long-term residents as compared to individuals moving in or out of 
neighborhoods.  
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Introduction 
Forty to eighty percent of healthcare information is forgotten immediately by patients after their visit.1 This is a 
significant barrier to self-management, a central component of the Chronic Care Model, resulting in poorer health 
outcomes.2 An after-visit summary is a common strategy to 
improve recall-of-visit information, but imposes a 
significant burden on clinicians who must document the 
entire visit in terms that are understandable to patients.3 
Alternatively, audio recordings can provide a full account 
of the clinic visit, improving patient understanding and 
recall of visit information.4 

 
As patient demand for recordings increases, a growing 
number of clinics across the U.S. are offering audio 
recordings of clinic visits.5 Yet, unstructured clinic 
recordings may overwhelm patients. To address this 
challenge, we are developing the Open Recording 
Automated Logging System (ORALS), a platform that will 
provide structure to clinic audio-recordings.  
 
ORALS will enable patients to create a comprehensive Audio Personal Health Library (Audio-PaHL) with the 
following features: 1) automatically transcribe clinical encounter audio recordings; 2) use of Natural Language 
Processing (NLP) techniques to identify key moments in the recording (e.g. discussion of medications). In the 
ORALS playback interface, these moments will be tagged in order to support efficient navigation of the recording; 
3) use of NLP techniques to associate important content from the visit to credible resources on the Internet, such as 
Medline Plus; and 4) enable the sharing of recordings with third parties, such as caregivers. 

 
We have previously presented our concept paper at AMIA Informatics Summit 2018.6 In this podium presentation 
we will present an update to our system development including 1) the current prototype of Audio-PaHL based on 
two rounds of usability testing, and 2) the finalized annotation guide and current inter-annotator agreement.  
 
Methods 
Adopting a user-centered design framework, aimed to identify health information seeking needs and strategies of 
older adults with multimorbidity and caregivers to determine Audio-PaHL system requirements. Participants were 
recruited from the Dartmouth Centers for Aging and at a local public library. Sessions were video recorded and 
consisted of envisioning activities and low-fidelity prototyping using both paper and computer prototypes of Audio-
PaHL. Participants were asked to listen to a de-identified clinic recording and complete basic tasks in the role of a 
caregiver or patient e.g. find in the recording where higher doses of patient medication are discussed. Participants 
were asked to think aloud while completing each task. A human-computer interaction design expert (CG) analyzed 
videos and identified elements of the system users found helpful, elements that were challenging and features that 
users would like to add. Modifications were made to the software prior to each round of testing. 

Figure 1. ORALS Architecture 
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Annotation guide development proceeded through several iterations using eight classes previously identified from a 
case-study of patients who received clinic recordings routinely (Table 1).5 Two medical students completed 
annotations of approximately five primary care clinic visit transcripts per iteration using eHost software. Inter-
annotator agreement (IAA) was assessed, disagreements discussed and modifications to the annotation guide were 
made prior to the next iteration, with a target inter-annotator agreement of ≥80%.    
 
Results 
Usability sessions: We have completed two rounds of usability work with 13 participants (8 males and 5 older 
adults, ≥65years) with sessions lasting 60 – 90 minutes. In Round 1 (n=8) participants completed tasks correctly 
with few challenges. When requested to identify a specific part of the recording, participants used tags related to the 
request (e.g. medication tag) rather than playing the entire audio recording. Participants did report the need to 
increase clarity of how to navigate between recordings of different visits and users, and on highlighting the ‘tag’ 
where playback was occurring. In Round 2 (n=5) participants were positive about the concept accessing audio-
recordings of their clinic visits and the idea of linking information discussed to credible online resources. Sessions 
also resulted in changes to the system including relabeling of button in the user interface; change in playback 
controls to include a ten-second play back and play forward button; addition of colors and checkboxes to key 
information tags.        
 

Annotation guide development: Four rounds 
of annotations development took place. IAA 
improved during each round: Round 1) IAA 
65% (n=3 transcripts); 2) IAA 71% (n=5 
transcripts); 3) IAA 75.9% (n=5 transcripts); 
and 4) IAA 80.4 (N=5). Upon achieving the 
80% target, annotators annotated the initial 
18 transcripts, plus two additional transcripts 
using the final guide, resulting in an overall 
IAA of 79.5% (n=20 transcripts) (Table 1).  
 
Discussion 
We have now developed an initial prototype 
of ORALS with end-users and have created 
an annotation guide with a high level of 
IAA. In the upcoming year we aim to 

complete annotations of a minimum of 200 primary care clinic visit transcripts to develop machine learning models 
for tagging. We will also further refine our ORALS platform through Plan Do Study Act cycles with patients and 
caregivers in primary care settings. At the completion of this research, we will have developed an innovative 
personal health library for patients and their caregivers, consisting of easy-to-navigate recordings of clinic visits 
connected to trusted patient resources. 
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Table 1. Inter-Annotator Agreement (n=20 primary care transcripts) 
Type IAA matches non-matches 
All selected classes 79.5% 2302 592 
Signs_Symptoms_and_Problems 82.5% 610 129 
Discussion_of_Medications 87.7% 744 104 
Test_and_Imaging_Results 80.1% 125 31 
Recommendation 72.5% 342 130 
Diagnosis 57.4% 35 26 
Education 74.7% 337 114 
Follow_ups 79.0% 79 21 
Treatment_Options 44.8% 30 37 
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Abstract 
Pneumothorax is a potentially life-threatening condition. Although computed tomography (CT) is a highly 
sensitive test for pneumothorax, it can be missed due to human error, particularly when the 
pneumothorax is small or seen only in the periphery of the scan. We present a deep learning algorithm 
for automatic detection of pneumothorax which has achieved 94% sensitivity and 94% specificity on a 
hold-out test set. Of note, this algorithm trained and validated in a national-scale dataset with 
significant hetereogeneity in acquisition hardware, clinical technique, and postprocessing, suggesting 
that deep learning approaches can be robust to the heterogeneity of clinical practice. 

Introduction 
Deep learning, a class of techniques inspired by the architecture of the visual cortex, has been a major 
driver of recent rapid gains in artificial intelligence. Deep learning has demonstrated strength in image 
segmentation and classification, which suggests natural applications in diagnostic radiology. However, 
adoption has been limited, in part due to the difficulty of devising algorithms robust to variations in 
hardware, clinical technique, and postprocessing in various hospitals and imaging centers. In this poster, 
we present an approach to developing a deep learning algorithm for pneumothorax trained and 
validated on a national-scale dataset. 

Methods 
Anonymized CT chest data was obtained from a large radiology practice, originating from a wide variety 
of practices and geographical locations, including up to 2100 hospitals and imaging practices. 85,811 CT 
studies were available for review, each scan was also associated with a finalized radiology report.  

Scan reports were semiautomatically sorted by presence or absence of pneumothorax using text mining 
with radiologist review; 536 scans were found to be positive for pneumothorax. A similar semiautomatic 
procedure was used to identify appropriate axial CTA series. Slices within 200 of the positive scans that 
contained pneumothorax were segmented by a radiologist. These 200 positive scans and 1000 negative 
scans were used to train a 2D convolutional neural network to predict presence or absence of 
pneumothorax in a single slice. 

Subsequently, these slice-wise predictions were aggregated over multiple slices and thresholded to 
create scan-level predictions. Scan-wise sensitivity and specificity measurements were then based on a 
test set (100 positive scans, 100 negative scans) not used for training.  

Results 
We obtained a patient-wise performance of 94% sensitivity and 94% specificity on a hold-out test set. 

Conclusion 
We demonstrate a deep learning algorithm with high levels of sensitivity and specificity in detecting 
pneumothorax, robust to the heterogeneity in a national-scale clinical dataset. These approaches are 
likely to generalize to other disease conditions, and may be fruitful in generating clinical-grade 
computer-aided diagnosis tools. 
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Introduction 
Report turnaround time (TAT) is a key performance indicator for evaluating quality of care and 
echocardiography laboratory efficiency and accreditation1. Analyzing the TAT workflow requires 
timestamps to map each event in the process. In previous studies, timestamps were collected 
through manual observation or tracing devices, the process of which is expensive and 
unsustainable for continuous monitoring2. The study presents the result of a fully automated system 
for TAT workflow reconstruction and demonstrates their value in further workflow analysis.   
Methods 
Domain knowledge collected from cardiologists and sonographers were incorporated in the 
modeling of the general TAT workflow. Typical events in workflow, see Figure 1, include 1) 
sonographer performs image acquisition; 2) waiting for sonographer; 3) sonographer reports 
measurements at reading room; 4) waiting for report interpretation; 5) cardiologists interpret study; 
6) cardiologists amend finalized report if needed, which could be multiple times. Other events 
prior to 1) are not modeled here due to lack of timestamps. During study interpretation, 
cardiologists are often interrupted. The model incorporates such interruptions by tracking the start, 
end and duration of each actual interpretation event and derives actual total time spent on 
interpretation. For rare cases, in which image acquisition and reporting measurements were 
repeated, the model would add the time to report measurement event.  

Table 1. Method for automatic timestamps extraction 

 
Data source includes timestamps collected automatically in picture archiving and communication 
system (PACS) and extracted from HIPPA system event log, the compliance of which is 
mandatory for PACS. A unique message would be logged for all actions on PACS, including image 
acquisition, image access, study access, report access, study modification, report modification, 
report saving, with corresponding timestamp, operator information, and unique patient study 
identifier also logged. Messages related to one study can be extracted based on unique identifiers 
for patient and study, which are MRN and studyUUID. Analyzing the sequential messages with 
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knowledge of workflow modeling enables automatic extraction of timestamps of key events. 
Method is described in Table 1. 
Automated time extraction was applied on 1683 transthoracic (TTE) and fetal echocardiograms 
performed at the Children’s National Health System (CNMC), between Jan 2nd and Jan 24th, 2018.  

Results 
Workflow reconstruction model maps clinical activities consisted in TAT workflow, see Figure 1.  

 
Figure 1. Model for TAT workflow reconstruction for one exam as example. 

Average durations of each clinical activity are reported in Table 2.  
Table 2. Duration of each clinical activity in TAT workflow.  

 
The average total interpretation time is unexpected longer than observed. This is because the model 
is unable to exclude the idle time during each interpretation event. Overall, it is identified that 0.58% 
inpatient studies exceed a TAT of 24 hours and 4.01% outpatient cases exceed one of 48 hours. 
The interpretation waiting interval has the longest duration on average in the TAT workflow, 
indicating a potential cause for delay. P-values of event image acquisition and total interpretation 
time are not significant, indicating the duration of those events are not strongly associated with the 
total duration and thus are less likely to be the root cause for TAT delay.  

Conclusion 
Automated TAT workflow reconstruction is achieved, which serves as the basis to optimize 
workflow efficiency. Further improvement of the model is needed to recognize repeated image 
acquisition and report measurement events and also to exclude idle time from study interpretation.  
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Quantifying and Adjusting for Missing Data Bias in Claims Data 
Rachel D. Melamed, PhD; University of Chicago 

Introduction 
In claims-based systems patients have more data (observations of diagnosis codes, prescription codes, etc) when they 
have more interaction with the health provider. Previous work has uncovered associations between the amount of data 
available and the health status of a patient[1].  One concern is that this phenomenon can induce confounding. Here, 
we develop an approach to measure the relationship between the amount and temporal distribution of data observed 
for a patient, and which particular drugs are prescribed to that patient. We examine the extent to which prediction of 
prescription rates in a cohort suffers from the problem of data “Missing Not At Random” (MNAR)[2]. Such a pattern 
might occur if an unobserved variable, such as patient frailty, influences both drug prescribed and the number of visits 
to the doctor. Finally, we demonstrate that by conditioning on statistics summarizing the observed-ness of a patient’s 
data, we can create unbiased predictions of drug prescription, suggesting an approach to control for missing data bias. 
 
Methods 
We use the MarketScan claims resource, which contains time-stamped and coded diagnoses, prescriptions, and 
procedures for over 150 million  privately insured patients, mostly below the Medicare age of 65, across the USA 
from the years 2003 to 2013.  For each popular drug, we model the probability that a person will get a first-recorded 
new prescription for that drug during a span of time (referred to after as person-time). As previously described(3), 
our initial logistic regression model estimates the probability of prescription in a year based on the person’s age, the 
calendar year, and the total number of new prescriptions the person has that year. We define a cohort c as a 
collection of person-years i. Thus, the expected number of prescriptions for drug d in cohort c, under model m, is the 
sum of these person-year probabilities estimated by that model. 
 
Next, we develop an approach to explore the relationship between prescription and patient observed-ness. We sample 
random cohorts of person-years, with the idea that in a random cohort, the number of prescriptions should be 
predictable from the whole population. We assess whether the model’s expected estimate matches the number of 
prescriptions of d actually observed in c. Any systematic departure between the two can only be due to bias from our 
sampling process that is not captured in the model. This gives 
us a framework to examine the relationship between observed-
ness and prescription, over a sample generated under a known, 
simple process.  There are many ways to create a random 
sample of person-years, such as selecting a random pool of 
people, and one random year from each person (Fig 1A). This 
will result in a sample that contains more prescriptions from 
people with many years observed. Another way to create a 
random sample is by selecting random people, then selecting 
a random year among the years that each person appears in the database (Fig 1B). The resulting sample will represent 
each person regardless of the number of years they appear 
in the database. But for people with fewer years, each 
observed year has a greater probability of being included 
in our sample.  In both cases, the cohort we collect will 
be influenced by patient observed-ness. If our model is 
able to predict prescription despite this, then these sample 
data appear missing at random with regard to drug 
prescription.  
 
Results 
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We evaluate the observed and expected number of each drug across many samples selected under 
scheme 1B. The model’s estimates are biased for most drugs; that is, for some drugs the model 
consistently predicts more (or less) prescription than is present in samples under 1B. The bias occurs 
because of the complex relationship between our sampling scheme and the distribution of the probability 
of taking the drug.  For example (Fig 2), people are more likely to take fluticasone in later years (2A), 
and people who have more years with any prescription have a higher probability of taking fluticasone 
in any one patient-year (2B). In sampling scheme 1B, we randomly select one of the observed years for 
our cohort—so we are as likely to select 2005 (a lower probability year) as 2013. Then, we will observe 
fewer fluticasone prescriptions than expected, since in the years with highest probability of drug, our 
sample will contain fewer of the people with the highest probability of prescription, as compared to the 
overall population. Similar problems arise under scheme 1A; simple random selection schemes do not 
result in a random sample with the same distribution as the whole population, making it possible to 
measure the resulting bias. 
 
The reason why the model fails is that the data from samples under 1A are missing not at random (Fig 
3A)—the distribution of observations (number of years with prescription) is different between people 
who take the drug and those who do not. This could be due to any number of unmeasured influences, 
labeled “U”. For example, if fluticasone is expensive, then richer people, who can afford to go to the 
doctor more, might also be prescribed more fluticasone.  By adding number of years observed to our model, we block 
the confounding path and we are able to create unbiased predictions for our random samples of person-years, across 
all drugs (Fig 4). The relationship between amount of data and probability of prescription is different for each drug, 
and it appears unpredictable. This corresponds to different relationships between unobserved variables and drug 
prescription. 
 
Discussion 
We present a systematic way to assess the relationship between the 
amount of data per patient and the specific medical events in the 
patient’s record (here, prescription of a new drug).  By creating 
random samples of person-time where sampling is influenced by 
the amount of data per person, and comparing the observed 
number of medical events against the number expected under a 
model that does not account for MNAR bias, we are able to 
quantify the bias. Our results suggest approaches to correct for this 
bias: by including statistics summarizing the amount of data a 
patient has in the model, we are able to condition away the 
confounding links between sample characteristics and medical 
events (Fig 3A). If even random samples have such bias, we can 
expect a non-random sample, such as a cohort of patients treated 
with a certain drug, to have different observed-ness than the 
general population, resulting in selection bias. A cohort of 
fluticasone-takers have more regular visits to the doctor, and thus 
might have improved detection of common diseases, even with no 
causal effect of fluticasone on these diseases (Figure 3B). Our results suggest that researchers must consider 
confounding biases that are introduced when such a cohort is selected. We show that conditioning estimates of cohort 
differences on the amount of data observed is one way to account for these confounding factors. 
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Predictive modeling of node-negative breast cancer using an alternate  
70-gene signature 

 
Radhakrishnan Nagarajan, Ph.D.1, Luigi Marchionni, M.D., Ph.D.2 

1Division of Biomedical Informatics, University of Kentucky, USA; 2Sidney Kimmel 
Comprehensive Cancer Center, Johns Hopkins University, Maryland, USA 

Abstract 

Molecular markers have the potential to be useful surrogates in predicting clinical outcomes. Recently, a 70-gene 
signature was identified to be predictive of 5 year recurrence in node-negative breast cancer. The present study re-
investigated the entire gene set N = 1149 genes to identify a new 70-gene signature with similar sensitivity but 
markedly higher specificity than those reported earlier as well traditional clinical criteria. 

Introduction 

Molecular profiling of breast cancer can complement traditional clinical characterization and has the potential to 
assist in identifying sub-populations and developing patient-tailored treatment regimens [1, 2].  A partial subset of 
molecular prognostic assays for breast cancer includes Oncotype DX (Genomic Health, Redwood City, California), 
MammaPrint (Agendia BV, Amsterdam, the Netherlands), and H/I (AvariaDX, Carlsbad, California) [3]. Unlike 
some of the established assays, data related to the Mammaprint 70-gene signature for predicting 5 year recurrence in 
node-negative breast cancer [4-6] was recently made available publicly [7]. The original Mammaprint related study 
identified a 70-gene signature in discerning good and poor-prognoses (5 year recurrence) using unsupervised 
learning (clustering). Subsequently, the data had been re-investigated independently using a battery of classification 
algorithms. Classification techniques have the potential to serve as predictive models when the objective is to predict 
future outcomes using baseline molecular expression profiles. In such a scenario, the class labels are represented by 
the outcomes and the features are represented by the molecular expression profiles. Traditional classification 
techniques use all features simultaneously often resulting in sparse high-dimensional representations that are 
pronounced at small sample sizes. These in turn can significantly affect the performance as well as generalizability 
of the findings. More recently, we have demonstrated the usefulness of two-dimensional representations that use 
pairs of molecular markers across distinct classification frameworks [7-9]. The TSP approach [7] is a rank based 
classification approach and used to classify good and poor prognosis breast cancer samples. On a related note, we 
had also demonstrated two-dimensional representations within ensemble classification frameworks using base-
classifiers in conjunction with a majority voting strategy under distinct settings [8, 9].  

Materials and Methods 

Data: The training data used consists of the expression of 1149 genes across 78 samples (44 good-prognoses + 34 
poor-prognoses) [4, 5]. The performance was determined on an independent validation cohort (test data) comprising 
the expression of 1149 genes across 307 samples (260 good-prognoses + 47 poor-prognoses) [6]. Those subjects that 
developed distant metastases within 5 years were deemed as poor-prognosis. These data sets were originally 
generated by concerted effort across multiple laboratories representing 385 samples (78 training samples + 307 test 
samples) in all. 

Ensemble framework for predicting clinical outcomes: The proposed ensemble classification framework builds on 
our recent work [8, 9]. While our earlier work relied on the predefined set of 70-gene signature, the present study 
identifies the Top 70 genes from (N = 1149 genes) ranked by their p-values from a logistic regression embedded in 
the training phase of the ensemble approach. It is important to note that the number of pairs, hence the base 
classifiers increases exponentially with the number of features. Thus it is critical to prune the number of base 
classifiers for enhanced performance of the ensembles. In our prior work, we proposed optimally thresholding the 
base classifier sensitivity so as to maximize the overall sensitivity of the ensemble in the training phase. Ensembles 
were generated using a majority voting strategy. However, in the present study the pruned set is determined by 
optimally thresholding the sensitivity as well as the specificity of the base classifiers so as to maximize the ratio of 
sensitivity to specificity of the ensemble in the training phase. Subsequently, these optimal threshold parameters in 
conjunction with the training sample and a majority voting strategy were used to predict the labels of the test 
sample. In the present study, all base classifiers in the ensemble were generated using support-vector machines with 
linear kernel (Ens-SVM).  
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Results 

Top 70 genes ranked by the p-values from the logistic regression were determined as a part of the training phase. 
Subsequently their confidence was determined from multiple resampled realizations of the training samples (N = 
78). Interestingly, a small subset of genes exhibited overlap between the original 70 genes and the 70 genes 
identified using the logistic regression. The overlapping subset included the genes (Contig32185, FLJ11354, GNAZ, 
IGFBP5, KIAA0175, SERF1A). Performance measures namely the Sensitivity, Specificity, Positive Predictive 
Value (PPV), Negative Predictive Value (NPV) on the test samples (N = 307 samples) were subsequently 
determined on the test sample using the proposed approach. Results obtained were subsequently compared to those 
obtained using popular classification approaches (TSP [7], SVA [8]) and popular clinical criteria (Adjuvant Online!, 
Nottingham Prognostic Index, St. Gallen ) and an implementation of Mammaprint, Retrained Mammaprint [8]) is 
shown in Table 1. For Ens-SVM, the average and standard deviation of the performance measures on the test sample 
obtained using 100 resampled realization of the training sample is shown. 

Table 1. Comparison of Performance measures obtained using distinct classification approaches and clinical criteria.  

 

Discussion 

Our results clearly demonstrate the existence of an alternative 70-gene signature set that yields similar sensitivity 
and markedly higher specificity than the original 70-gene signature and clinical criteria. Higher specificity can 
especially be helpful in avoiding unnecessary chemotherapy and treatment to the good prognosis subjects. 
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Proposed Framework Sensitivity Specificity PPV NPV 
Ens-SVM 0.90±0.03% 0.54±0.03% 0.26±0.01% 0.97±0.01% 

Classification Approaches Sensitivity Specificity PPV NPV 
TSP [7] 91% 47% 24% 97% 
SVA [8] 93% 48% 24% 97% 

                     LDA 70% 26% 15% 83% 
Clinical Criteria Sensitivity Specificity PPV NPV 

Mammaprint 89% 42% 21.6% 96% 
Retrained Mammaprint 94% 32% 20% 97% 

Adjuvant Online! 87% 30% 18.5% 93% 
Nottingham Prognostic Index 80% 47.8% 22% 93% 

St. Gallen 97.9% 10.2% 16.8% 96% 
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Assessing the benefits and challenges of Clinical Quality Language (CQL) – a 
HL7 specification for representing logic criteria for clinical quality measures  

Raja A. Cholan, BS, Nicole G. Weiskopf, PhD, Aaron Cohen, MD, MS, David A. Dorr, MD, 
MS; Oregon Health & Science University, Portland, Oregon 

Introduction: Electronic clinical quality measures (eCQMs) intend to measure healthcare quality by tracking 
various evidence-based elements of structure, process, and outcomes using clinical data recorded in Electronic 
Health Record systems. eCQMs have become a fundamental part of quality payment programs, such as the Merit-
based Incentive Payment System, and are used to provide performance-based incentive payments. 

    eCQMs endorsed by the Centers for Medicare and Medicaid have logic encoded in the “Health Quality 
Measure Format” (HQMF), a Health Level Seven International (HL7) representation of eCQM specifications. 
Historically, HQMFs have used the “Quality Data Model” (QDM) for representing an eCQM’s logic expression. 
QDM is an informational model that defines relationships between clinical concepts (e.g., diagnoses, encounters) 
required in the calculation of an eCQM, and is intended to facilitate standardized quality performance measurement. 
Although eCQM logic is maintained by these standardized representations, there is currently vast variation in 
current eCQM implementations 1, 2, due to variations in organizations of clinical data that currently exist across 
vendors and healthcare institutions.  

An emerging HL7 standard that might help with electronic processing of eCQM logic is the Clinical 
Quality Language (CQL), a new specification that focuses on a common model for representing expression logic for 
eCQMs and Clinical Decision Support. According to CMS’ eCQI Resource Center, CQL will be used in all ~70 
HQMFs of eCQMs intended to be implemented in 2019, replacing the QDM for logic expression. CQL aims to 
provide a more precise, human-readable, conceptual-level, representation of eCQM logic, as well as machine-
readable formats intended to reduce the burden on implementers for consuming measure artifacts. 

While the technical feasibility of translating eCQMs into CQL has been demonstrated 3, there is a lack of 
literature evaluating CQL. Therefore, in this work, our objective is to assess interpretability of human-readable 
CQL-representations of eCQMs compared to human-readable HQMF/QDM-representations of eCQMs. Our primary 
study question was: what are the benefits and challenges of CQL-representations of clinical quality measure logic?  
Methods: Design: We used a qualitative design with a purposive sample of 13 eCQM developers, authors, and 
implementers. Semi-structured interviews based on components from the PRECEDE-PROCEED model were 
conducted with participants to identify key information about each expert’s background, experience with eCQMs, 
and their insights about Predisposing, Reinforcing and Enabling Constructs in Educational Diagnosis and Evaluation 
(PRECEDE), and Policy, Regulatory, and Organizational Constructs in Educational and Environmental 
Development (PROCEED) – in the eCQM environment. Then, experts were asked to review CQL-based and 
HQMF/QDM-based logic-representations for CMS154v4: ‘Appropriate Treatment for Children with Upper 
Respiratory Infection’. This measure was chosen because it is an official, standardized eCQM, and contains multiple 
relationships between the clinical concepts, including various encounter-types and complex temporal facets. 6 
subjects were randomized to be shown the CQL-representation of the measure first and the HQMF/QDM version 
second, and 7 were randomized to be shown the HQMF/QDM-representation first.   
Analysis: We used a multi-step approach to analyze the transcripts from the interviews. First, we developed a 
codebook and standardized definitions of the codes based on prior work1, 2, pseudocode conventions, and on our 
understanding of specifications associated with delineating logic-expression for eCQMs. The data was coded 
independently, and reviewed as a group, and themes were identified using an immersion-crystallization approach.  
Results: We interviewed 13 subjects with backgrounds in clinical informatics and/or Health IT, with varying 
experience working with eCQMs. 9 subjects work at academic medical centers or large health systems, 3 at software 
vendors or as software contractors, and 1 at a coordinated care organization / local health plan. All 13 participants 
had experience with implementing eCQMs (ranging from 2-11 years, mean of 6.5 years); 3 had experience with 
developing and authoring eCQMs; and, 1 had experience in evaluating HQMF/QDM specifications. 6 participants 
had experience working with CQL, 6 had briefly reviewed CQL specifications, and 1had not yet delved into the 
details of CQL, but had heard of it.  

Despite having a wide range of experience with eCQMs, participating subjects tended to agree on both the 
resources that act as enabling factors for enhancing eCQM implementations, as well as the challenges that act as 
barriers to clearly delineating eCQM logic. CMS’ eCQI resource center and NLM’s Value Set Authority center were 
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widely referenced as the most helpful centralized repositories of documents, files, and resources related to eCQM 
specifications and logic. The Bonnie testing tool was also highlighted as particularly helpful for writing measures, 
and for understanding more complex representations of logic – especially in troubleshooting.  

One global challenge that came up consistently is that all implementations of eCQMs require some level of 
human intervention to be able to translate eCQM specifications into a query that retrieves the required data elements 
and outputs the results. Therefore, the decisions that implementers make are often made in uncertainty. Some of 
specific logic criteria that were mentioned as particularly challenging to interpret included: temporal relationships, 
navigating specific types of encounters, transforming units for calculation, accurately retrieving the initial patient 
population, and issues related to mapping and granularity of codes included in value sets.  

These same challenges were highlighted when we showed subjects a HQMF/QDM representation and CQL 
representation for logic expression of CMS154v4, Appropriate Treatment for Children with Upper Respiratory 
Infection (see Figure 1). Our qualitative analysis showed mixed results about whether subjects thought that 
HQMF/QDM or CQL versions were better at addressing the challenges outlined above. Some participants indicated 
that CQL was a better representation in terms of readability, syntax of expression, and naming conventions, while 
others thought that HQMF/QDM was better. Similarly, with temporal relationships, interpretability varied with 
some participants favoring the HQMF/QDM’s notation (e.g.,  <= 3 days) while others preferred CQL’s use of 
natural language (e.g., occurs 3 days or less). Some subjects preferred HQMF/QDM’s expression of Boolean logic 
to represent encounter types, while others favored CQL’s syntax. Although not included in Figure 1, value sets were 
displayed after the logic expression in the HQMF/QDM version, and before the logic expression in the CQL-
representation in the actual interviews; there was also discord about which format was better for interpretability.  
Figure 1. CQL vs HQMF/QDM representations for eCQM CMS 154v4: Appropriate Treatment for Children w/ URI 

Conclusions:  While our subjects agreed about specific elements of eCQM logic criteria that are challenging to 
interpret, our qualitative analysis showed that individuals may have differing preferences for the specific models of 
logic-expression to resolve these challenges. While CQL is intended to be an improvement, there still may be 
prevailing challenges in delineating eCQM logic criteria. As a result, implementers may continue to make local 
decisions based on their intuition and clinical knowledge. Further training materials, community forums, and 
examples may be required to help in the new paradigm shift as the eCQM community moves from HQMF/QDM 
representations of logic-expression to CQL-representations.  
References: 1. Cholan RA, Weiskopf NG, Rhoton D, Sachdeva B, Colin NV, Martin SJ, et al. From Concepts 
and Codes to Healthcare Quality Measurement: Understanding Variations in Value Set Vocabularies for a Statin 
Therapy Clinical Quality Measure. EGEMS (Washington, DC). 2017;5(1):19. 
2. Cholan RA, Weiskopf NG, Rhoton DL, Colin NV, Ross RL, Marzullo MN, et al. Specifications of Clinical 
Quality Measures and Value Set Vocabularies Shift Over Time: A Study of Change through Implementation 
Differences. AMIA  Annual Symposium proceedings AMIA Symposium. 2017;2017:575-84. 
3. Jiang G, Prud’Hommeax E, Solbrig H. Developing A Semantic Web-based Framework for Executing the 
Clinical Quality Language Using FHIR. Proceedings of SWAT4LS Workshop. Avalailable from: 
www.swat4ls.org/wp-content/uploads/2017/11/SWAT4LS-2017_paper_40.pdf. 
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In Search of the Holy Grail: Applying NLP to Identify Recurrent Cancer 

Rebecca Ottesen, MS, Janet Nikowitz, AA, Julie Hom, BS, Julie Kilburn, BS,  
Thanh Dellinger, MD, Joyce Niland, PhD 

City of Hope, Duarte, CA 
 

Introduction  Advances in natural language processing (NLP) to parse information from text have paved the way to 
facilitate clinical data abstraction from the electronic medical record (EMR).  In oncology research, variables such 
as patient stage or marker status may be extracted from text reports fairly easily, even with simple data mining 
techniques.  However, more complex concepts buried within unstructured text require semantic interpretation and 
context to obtain valid results.  Cancer recurrence (return of cancer cells after remission), is a notoriously 
complicated concept to abstract, yet it is one of the most important determinants of patient outcome and survival.  
While NLP algorithms to mine for recurrence may be imperfect, this approach could be a great improvement over 
the labor intensive process required to abstract this critical measure manually.  The concept of recurrence has been 
extracted via NLP with varying success in other populations.1, 2  Our cohort, ovarian cancer patients at City of Hope 
(COH), posed a challenge in that recurrence events are embedded in almost conversational physician notes, rather 
than recorded in semi-structured pathology or radiology reports, or administrative data, as in other cohorts.3 Because 
final confirmation of recurrence requires human adjudication, we sought to develop NLP queries that would 'assist' 
in identifying notes that contain information regarding recurrent disease, to reduce the time investment required with 
manual data collection.   
 
Methods  To optimize the NLP query process, the most pertinent sections of physician notes that may contain 
recurrent disease information were identified by a subject matter expert (SME).  These relevant sections were 
preprocessed, indexed and then queried using the Linguamatics I2E software.  Four separate NLP subqueries were 
developed to handle various sentence structures, and joined together to identify patients with a positive mention of 
recurrence in relation to a body site. Organ class within the built-in ontologies (based on the NCI Thesaurus) was 
used to identify recurrence site, with a supplemental list of sites that were not included in the ontology. Negation 
detection was applied to exclude statements that could result in false positives e.g. “no evidence of disease” versus 
“evidence of disease”.  Mentions of recurrences related to family history were excluded. 
 
Our cohort consisted of 203 women with ovarian cancer treated with surgical cytoreduction at COH between 2009-
2014.  A training data set of 40 patients was randomly selected and split into two phases of 20 patients each.  Each 
phase was stratified based on a known 60/40 split of recurrence to no recurrence status, to guarantee that both types 
of cases would be contained in each phase.  In the first phase, the SME reviewed 20 cases manually and recorded the 
time expended and number of reports reviewed. These 20 cases were then passed through the NLP recurrence query, 
and a report of the ‘hits’ was provided to the SME to assist in abstraction of recurrence information.  (In phase 2, to 
obviate a potential learning effect, the remaining 20 cases will be reviewed using the NLP-assisted method first, 
followed by manual review.)  To allow for full analysis of survival endpoints, we captured information both for the 
initial recurrence and any subsequent recurrence.  Data on time to review reports, and number and types of reports 
reviewed were collected for both abstraction approaches. The Wilcoxon Sign Rank test was used to compare 
differences between manual and NLP-assisted abstraction, with an alpha level of 0.05. 
 
Results  To date the first phase of 20 cases have been reviewed, with the next 20 cases currently undergoing 
evaluation.  The final results of all 40 patients will be presented.  Initial estimates showed that the NLP recurrence 
query was able to assist in correctly identifying all 20 cases with recurrence (12/12) versus those without recurrence 
(8/8).  In this first phase the estimates for precision, recall, and F-score results were 0.75, 0.74, and 0.75, 
respectively.  Table 1 shows that there was a highly significant decrease in total time required to abstract 
information for patients who had recurred, with a median time of 243 minutes per patient for manual abstraction 
versus only 70.5 minutes with NLP-assist (p=0.009).  For those without recurrence, while NLP-assist also decreased 
the time for manual abstraction (median 7.5 minutes) to 2.0 minutes with NLP-assist, this difference was only 
borderline significant (p=0.09).   
 
An improvement also was seen in time needed to identify the initial recurrence, with a median of 24.5 minutes for 
manual review compared to 6.5 minutes using NLP-assist (p=0.002).  Furthermore, the corpus of documents 
requiring review in the manual process was reduced by more than half with NLP, from a median of 103 reports 
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manually versus 39 reports with NLP-assist (p=0.0005).  There also was a significant decrease in median number of 
reports required to identify initial recurrence when comparing manual (median of 23) to NLP-assisted review 
(median of 3, p=0.001). 
Table 1. Comparison of Abstraction Metrics Using Manual Versus NLP Assisted Review Methods  
Manual Review Recurrence (N = 12) No Recurrence (N = 8) 
    All Recurrence Events min median max mean min median max mean 

  Total Time (Minutes) 43 243 860 356.7 2 7.5 35 10.9 
  Total # Reports 20 103 221 114.7 1 3.5 15 5.1 
  Clinic Notes 8 72 157 71.3 0 3 9 3.6 
  History & Physical 5 12.5 23 13.3 0 0 3 1.0 
  Consults 6 16 43 21.1 0 0 1 0.3 
  Discharge Summaries 1 8.5 21 8.9 0 0 2 0.6 

     Initial Recurrence (IR) 
  Time to Find IR (Minutes) 5 24.5 84 29.6  
  # Reports to Find IR 2 23 70 26.9  

NLP Assisted Review  Recurrence (N = 12) No Recurrence (N = 8) 
     All Recurrence Events min median max mean min median max mean 

  Total Time (Minutes) 6 70.5 320 100.6 0 2 10 4.1 
  Total # Reports (Hits) 2 39 100 42.0 0 1.5 4 1.9 

     Initial Recurrence (IR) 
  Time to Find IR (Minutes) 2 6.5 35 8.7  
  # Reports to Find IR 1 3 23 5.3  

 
Discussion  Capturing recurrence from the EMR is extremely difficult, and particularly complicated in ovarian 
cancer patients, who tend to recur multiple times.  These complexities lead to an abundance of notes that need to be 
reviewed.  This evaluation confirmed that required report review time can be decreased by first narrowing the 
corpus of documents, excluding those that yield a very low number of ‘hits’ or provide redundant information (e.g. 
consults and radiation oncology reports). We also found that applying NLP to assist in identifying the concept of 
ovarian cancer recurrence enhanced the data abstraction process, greatly reducing the time expenditure. Efficiency 
was achieved by significantly reducing the number of complex clinical reports within the corpus that required 
review to identify a recurrence.  Additionally, the NLP query assisted by pinpointing the precise location of the 
relevant information embedded in the text.  In patients without recurrence, the NLP-assist method also reduced the 
number of documents required for review, and helped the SME to quickly confirm the classification of no evidence 
of recurrent disease. 
 
While the first phase of this project led to good precision, recall and F score, several ‘lessons learned’ will be 
incorporated into future experiments to further enhance our NLP query. For example the terms ‘metastatic’ and 
‘recurrence’ are not interchangeable, but rather their relationship depends on the sentence structure and context.  
Additional evidence of potential ovarian cancer recurrence needs to be added, such as a rising CA-125 level, 
indicating a biochemical recurrence and progression of disease. While site of disease is produced from the query, we 
hope to add future enhancements so that the date of recurrence can also be captured.  Once these complexities are 
addressed in the query, our hope is to be able to adapt this NLP query for use on other solid tumors.   
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Abstract 

The Clinical Drug Experience Knowledgebase (cdek.wustl.edu) is an open platform to interrogate all active 
pharmaceutical ingredients (API) where there exists reliable evidence of human clinical testing. The construction of 
CDEK and its unique applications is discussed. A collection of insights gathered from studying the CDEK platform 
through the lens of Washington University in St. Louis is also presented. 

Introduction 

The Clinical Drug Experience Knowledgebase (cdek.wustl.edu) is an open platform to interrogate all active 
pharmaceutical ingredients (API) where there exists reliable evidence of human clinical testing. CDEK aggregates 
metadata surrounding APIs, including the details of clinical trial design, intended indications, mechanistic information 
and organizations responsible for development. The envisioned use of CDEK is to support the investigation of many 
aspects of drug development, including discovery, repurposing opportunities, chemo- and bio-informatics, clinical 
and translational research, and regulatory sciences. The uses enabled by CDEK also include the elucidation of broad 
or focused trends, competitive intelligence and guiding drug development efficiency and best practices. The platform 
is intended to serve a wide audience with a focus on investigational agents which have reached clinical stage 
development. In this work, the construction of CDEK and example applications are presented.  

Methods 

Construction of CDEK was performed in multiple iterations beginning with the predominant source of data: 
ClinicalTrials.gov accessed through the Aggregate Analysis of Clinical Trials (AACT) database1. The AACT database 
contains ClinicalTrials.gov data that has been parsed and deposited into a structured relational database. AACT also 
links clinical trials data to Medical Subject Headings (MeSH terms). This mapping enables querying of the data by 
intervention and disease indication terms. The AACT interventions table contains the variable “intervention_type” 
with the following distinct terms used to describe an intervention in a trial: Drug, Behavioral, Diagnostic Test, Dietary 
Supplement, Other, Device, Biological, Procedure, Combination Product, Genetic, and Radiation. To initially populate 
CDEK with therapeutic APIs, all AACT therapeutic interventions were added, i.e. interventions labeled Behavioral, 
Diagnostic Test, Other, Device, and Radiation were excluded. The associated clinical trial data and organizations 
linked to those entries were loaded into CDEK. Additional sources of data were ingested into the database after the 
first round of cleanup was performed. To capture APIs that have evidence of clinical testing outside of the 
ClinicalTrials.gov registry, we identified several open drug-compound databases containing clinically tested 
therapeutics. These databases include Drugbank, ChEMBL, PubChem, SuperDrug2, DrugCentral, WITHDRAWN, 
repoDB and CRIB NME. After ingestion of all active pharmaceutical ingredients with evidence of clinical testing 
from the sources listed above, a concerted effort was performed to merge and split APIs and Organizations based on 
their metadata. 

Results 

The contents of CDEK are structured around three metatopics: active pharmaceutical ingredients (n = 22,293), clinical 
trials (n = 127,220), and organizations (n = 28,911). Foreign keys link the data for each metatopic together. Figure 1 
shows a schematic of CDEK metatopics and metadata fields. CDEK contains a unique set of active pharmaceutical 
ingredients (APIs) extracted through a semi-programmatic process supplemented by expert manual curation. The 
emphasis upon a unique list of APIs is a major distinguishing feature of the CDEK database. A given API can have 
multiple names and alternative spellings (due both to language differences and simple errors), which confounds many 
databases. PubChem and ChEMBL, two of the largest and most well-known compound-oriented databases, contain 
multiple records corresponding to the same API. Furthermore, our studies detected over 100 duplicate records in 
DrugBank, despite its reputation as one of the most high-quality biopharmaceutical databases. Furthermore, CDEK 
includes vaccines, cell therapies, gene therapies, animal products, and biologics – all of which are not typically 
included in other compound-oriented databases. The API contents of CDEK was compared with other common 
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compound-oriented drug databases including: PubChem, Chembl, DrugBank, DrugCentral, SuperDrug2, 
WITHDRAWN, repoDB, drugs@FDA, the FDA Orange Book, and the European Medicines Agency. Approximately 
50% of APIs in the CDEK database cannot be found in any of the other compound-oriented databases listed above.  

Organizations involved in the research and development of active pharmaceutical ingredients with clinical testing 
were also curated. AACT contains over 108,377 organizations. After manual consolidation of organizations, that 
number collapsed to 28,911. This enables users to search for clinical trials and therapeutics by organization.  

To study the unique 
applications of CDEK, 
we looked at the role of 
Washington University 
in St. Louis (WUSTL) in 
the development of 
active pharmaceutical 
ingredients. There are 
over 37 organizations in 
AACT that correspond 
to WUSTL. Searching 
‘Washington University 
in St. Louis’ at 
clinicaltrials.gov will 
return 200 studies, when 
in reality WUSTL has 
actively been engaged in 
over 640 clinical trials. 
We found that WUSTL 
is in the top 15 
academic/hospital 
organizations running 
clinical trials. If we 
restrict the search to 
oncology trials run by all 
organizations (including 
the private sector), WUSTL falls in the top 30. Furthermore, we found that the chemotherapeutic agents: sagramostim, 
paclitaxel, carboplatin, doxorubicin, and gemcitabine were the top APIs studied in WUSTL engaged trials. We found 
a total of 511 drugs have been studied in WUSTL engaged clinical trials, 104 of those APIs remain experimental 
(unapproved by the FDA). Finally, WUSTL engaged clinical trials largely study oncology indications (~50%) 
followed by immune system diseases and hemic/lymphatic diseases.  

Discussion 

The CDEK curation team continues to incorporate new fields into the existing CDEK metatopics. Planned fields are 
shown in Figure 1 encased by dashed lines. The advantages conveyed by CDEK include both comprehensive sources 
of information but more importantly, a platform to easily and efficiently navigate the vast extant information, which 
is otherwise a tangle. Other comparable databases are accessible only by searching one compound at a time or require 
knowledge of programming languages to interrogate the data. The CDEK frontend platform (cdek.wustl.edu) contains 
advanced query tools to quickly interface with the data without having prior familiarity with a structured query 
language (SQL). The goal is to make CDEK a resource that is accessible by all research backgrounds. 

 

References 

1. Tasneem A, Aberle L, Ananth H, Chakraborty S, Chiswell K, McCourt BJ, Pietrobon R. The database for 
aggregate analysis of ClinicalTrials. gov (AACT) and subsequent regrouping by clinical specialty. PloS one. 
2012 Mar 16;7(3):e33677. 
 

  

Figure 1 Overview of CDEK contents with three primary metatopics: Therapeutics, 
Organizations, and Clinical Trials. Each metatopic is surrounded with the current fields 
(solid lines) and planned metadata fields (dashed lines).  
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Abstract 

Fetal ultrasound is recommended for every pregnant woman worldwide to identify congenital heart disease (CHD), 
the most common birth defect. Although highly accurate in principle and despite clear guidelines, diagnosis is poor 
due to challenges in image acquisition and interpretation by humans. Deep learning is a cutting-edge technique for 
identifying patterns in medical imaging. We present the first use to our knowledge of deep learning to identify 
diagnostic views, quantify structure/function, and diagnose CHD lesions from prenatal ultrasound. 

 

Introduction 

Congenital heart disease, the most common birth defect, can be asymptomatic in fetal life but cause significant 
morbidity and mortality after birth1. The earlier it is diagnosed, the better the outcomes and therapeutic options2. 
Fetal screening ultrasound is recommended for every pregnant woman worldwide and provides five views of the 
heart that, taken and used correctly, can diagnose over 90 percent of congenital heart disease1. In practice, however, 
the fetal diagnosis rate for congenital heart disease is only 30-50 percent, even where fetal ultrasound is universal3. 
We hypothesized that the main reason for this startling diagnosis gap is inadequate/uneven expertise in interpreting 
fetal cardiac images, due to the diagnostic challenge presented by a small and fast-beating fetal heart and due to 
relatively low exposure to congenital heart disease among caregivers (owing to its low prevalence). Supporting this 
hypothesis is that small, single-center clinical quality control programs can increase detection of CHD up to 100 
percent4. We therefore decided to test whether deep-learning image analysis could improve upon diagnosis rates 
commonly encountered in community practice, even when trained only on a relatively small number of clinically 
relevant imaging studies. Improved fetal diagnosis of congenital heart disease is therefore critical. Deep learning is a 
cutting-edge machine learning technique for finding patterns in images5 but has not yet been applied to fetal 
diagnosis of congenital heart disease. 

 

Methods 

Using retrospectively collected echocardiograms and screening ultrasounds from fetuses 18-24 weeks of gestational 
age from UCSF’s collection 1994-2018 (over 25,000 images from over 500 imaging studies), we trained deep 
learning models to (i) identify the five screening views of the fetal heart and (ii) calculate standard metrics such as 
cardiothoracic ratio and cardiac axis. We then trained models to distinguish between normal hearts and tetralogy of 
Fallot (TOF), a common and serious CHD lesion often requiring surgery during the neonatal period. Diagnostic 
accuracies for TOF reported in the literature are as low as 50 percent. Using convolutional neural networks (CNNs) 
developed in prior work5 with a supervised learning approach, we trained a VGG16-inspired CNN model to 
distinguish among the five recommended views of the heart. We then developed binary classifiers using the same 
network architecture to distinguish, for each view, a classification of normal vs TOF. For these classification tasks, 
data was split into 80-90 percent training data and 20-10 percent test data. Convergence plots of training and test 
data performance by training epoch showed an absence of overfitting. Finally, we created a composite diagnostic 
score by (i) selecting views with diagnostic C-statistics >60 and representing those as a vector, (ii) plotting this 
vector in Euclidean space and taking the Manhattan distance from the origin as the composite diagnostic score, and 
(iii) selecting a threshold >=2 as a definition of TOF and a score of <2 as normal. 
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Results 

The five views of the fetal heart (3-vessel trachea (3VT), 3-vessel view (3VV), apical 5-chamber (A5C), apical 4-
chamber (A4C), and abdomen (ABDO)) were classified with an F-score of 0.93 and C-statistics of 0.99, 0.99, 0.99, 
1.0, and 1.0 for each of the five views, respectively. In normal hearts, predicted cardiothoracic ratio (0.53 +/- 0.05) 
and cardiac axis (44 +/- 11 degrees) were statistically indistinguishable from clinically measured values (Mann-
Whitney U (MWU) p-values 0.2 and 0.4, respectively). As expected from clinical experience, hearts with tetralogy 
of Fallot had similar predicted cardiothoracic ratios compared to normal hearts (0.52+/- 0.07, MWU p-value 0.46) 
but increased cardiac axis (58+/- 10 degrees, MWU p-value 7.4e-6). CNN models were able to distinguish between 
normal hearts and TOF with a C-statistics of 0.80 from the 3VT view, 0.89 from the 3VV view, 0.84 from the A5C 
view, 0.70 from the A4C view, and 0.51 from the abdomen view. Notably, TOF is considered to be diagnosable 
clinically from 3VT, 3VV, and A5C views and not from the abdomen view; the A4C view is structurally normal in 
TOF although an increased cardiac axis can be present as mentioned above. The first four views were used to create 
a composite diagnostic score for TOF, resulting in a sensitivity of 75 percent and a specificity of 76 percent, a 
marked improvement over the 30-50 percent sensitivity commonly reported in the community. 

 

Discussion 

Using guidelines-recommended imaging, deep learning models can significantly improve detection of fetal 
congenital heart disease compared to the common standard of care. Where the data-hungry nature of deep learning 
models is said to be a major limitation of neural network-based machine learning, we demonstrated that using 
clinical feature engineering can allow deep learning-assisted diagnosis even for rare diseases. We plan to improve 
diagnostic accuracy by adding more data and expanding diagnosis to other serious CHD lesions, as well as to test 
whether more sophisticated neural network architectures can further improve on data efficient learning. 
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Abstract

Clinical notes offer a wealth of information for improving patient care. This information is difficult to use for analytics
as releasing notes that have not been fully de-identified can violate patient protections. Word embedding could solve
this problem by offering a method of note encoding while maintaining semantic meaning. We explore word embedding
as a solution to releasing clinical notes for a variety of classification problems.

Introduction

Electronic Health Records (EHR) provide rich structured (e.g. demographics, diagnosis codes) and unstructured (e.g.
clinical notes and physician reports) data on patients. While structured data has shown great promise for clinical
phenotyping, prediction of adverse drug reactions, and patient outcomes there is much information that is lost in
the unstructured data1–3. Unfortunately, pieces of Protected Health Information or PHI (e.g. names, medical record
number, date of birth) are often spread throughout unstructured data making it unable to be shared for analytics. One
potential solution would be encoding of a full note to de-identify the information. To date, there are no agreed upon
methods for encoding clinical notes for the purpose of patient classification.

Word embeddings have shown great potential in similar classification problems. These embeddings have been shown
to be useful in encoding data while preserving some semantic meaning behind a word4. While word embeddings have
been used with clinical notes in previous research, to date, no prior work has been done exhaustively examining the
utility of different vectorized embeddings for the purpose of de-identifying clinical notes for generalized downstream
learning at the patient or note level. The goal of this project is to find optimal hyper-parameterization for embedding
clinical notes for supervised classification tasks.

Methods

All data sets were derived from the Medical Information Mart for Intensive Care III (MIMIC III) database5. This
database includes 46,000 patients and over 2 million notes from Beth Israel Deaconess Medical Center between 2001
and 2012.

We conducted 3 experiments to test a variety of situations. Each experiment contained two subcategories: note-level
and patient-level (i.e. concatenation of all of a patients notes). Experiment 1. Classifying cancer negative versus
cancer positive. Experiment 2. Classifying if a biomarker test was administered Experiment 3. Classifying the results
of any administered biomarker test.

Word embeddings were created using the Gensim implementation of Word2Vec in Python 36. Three hyper-parameters
were explored in this paper based on previously observed importance in solving similar problems7. A note or series of
notes was represented as the average of its word vectors.

Window Size (W) is the number of words used in the context on either side of a target word. For these reasons, values
of 5, 10, 15, and 20 were explored. Dimensionality (D) is the size of the vector. Values of 100, 150, and 200 were
explored. These sizes were chosen for relevance in the literature and favored to smaller values to be computationally
reasonable6, 7. Model Type. There are two different models that can be used with Word2Vec: Continuous Bag of Words
(CBOW) or skip-gram. CBOW uses context words (i.e. words that appear within the window) to predict the target
word. In contrast, skip-gram works by using the target word to predict the words in the surrounding window. Bench
Mark Embedding Model. A bench mark model was constructed from a Bag-of-words vector space model with term
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frequency inverse document frequency (TF-IDF) normalization.

Classification. For each experiment, the performance of several classifiers was explored: Support Vector Machines
(SVM) with both Linear and Radial Basis Function kernels, Bernoulli Naive Bayes (BNB), and Extreme Random
Trees (ETREE). To evaluate the performance of each classifier on the different embedding parameterizations derived
for each experiment, precision, recall, accuracy, and area under the receiver operating curve were calculated. To
control for unbalanced classes, sets were randomly sampled without replacement with equal positive and negative data
points.

Results

In general, the patients sampled tended to be majority male and had between 2-15 different types of clinical notes.
The number of patients and notes varied by experiment: Experiment 1 (7,340 cancer positive patients, 25,809 cancer
negative patients, 128,532 cancer positive notes, 113,719 cancer negative notes), Experiment 2 (208 cancer biomarker
positive, 34,906 biomarker negative patients, 280 biomarker positive notes, 6,644 biomarker negative notes), and Ex-
periment 3 (124 cancer biomarker result positive, 84 biomarker result negative patients, 157 biomarker result positive
notes, 123 biomarker result negative notes). Table 1 contains classification results for the best performing model in
each experiment.

Table 1: The precision for the embedding with greatest average precision. Embedding parameters for each experiment
are as follows: 1:Notes = D 100, W 5, CBOW; 1:Patients = D 150, W 20, Skip-gram; 2:Notes = D 100, W 20, CBOW;
2:Patients = D 100, W 20, CBOW; 3:Notes = D 150, W 20, CBOW; 3:Patients = D 150, W 20, CBOW.

Experiment Notes Patients
LSVM RSMV BNB ETREE LSVM RSMV BNB ETREE

1 51.25 51.6 52.8 50.71 60.11 71.41 65.67 87.43
2 78.45 74.49 75.6 81.57 77.73 67.89 67.69 73.5
3 88.23 83.91 89.92 93.51 63.47 59.62 71.07 62.61

Conclusion

We present preliminary results from examining the utility of different hyper-parameters of word embeddings for the
purpose of encoding clinical notes at the patient and note-level using a sample of cancer patients. Initial results suggest
that the CBOW with smaller dimensions and larger windows creates the most effective embeddings for classification.
While some of the performance is not impressive, this is likely due to poor data curation. This study is also limited in
that the data came from a single institution and had small sample sizes for some experiments. To decide on an optimal
method, this work must be expanded to include more curated data sets, parameters, and learning methods.
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Introduction 

Fox Insight is an online clinical study platform collecting patient-reported data about health-related experiences from 
volunteers with and without Parkinson's disease (PD)1. This dataset is enabling researchers to understand patient 
needs, redefine their therapeutic priorities, and optimize clinical trial design. The Fox Insight platform, as of Nov 
2017, has captured keyboard-entry data on more than 5000 consenting PD patients5. The dataset for our research 
consists of the voice capture patient reported outcome of problems(PROPs) recorded from 250 consenting PD patients 
who are already associated with Fox Insight. With the advent of smartphones and new mobile technologies, new 
methods have arisen to collect data from the patients. Collecting voice reports  about the most bothersome problems 
(e.g., what bothers the patients most about their Parkinson’s disease), instead of computer keyboard entry, is being 
examined as a possible approach to capturing verbatim patient reports. In theory, voice capture would be easier for 
older individuals who are not computer-savvy or lack the motor stills for keyboard entry.  

The key goal of this project was to analyze the capabilities of existing speech recognition systems (such as Google, 
Google Cloud, and IBM) and evaluate their performance when transcribing patient descriptions of their most 
bothersome complaints and the associated impact on their daily functioning consequences. All recorded speech files 
were spoken in English with expected variations in speaker accents, audio quality and speech clarity. We report 
measures such as Word Error Rate (WER) – a common metric of the performance of a speech recognition system,  
calculated as the ratio of the sum of insertions, deletions, and substitutions over the number of words in a sentence3. 
We also propose a new metric, Audio Speech Quality (ASQ) which is calculated from the graded scores by two 
different listeners of the speeches on their audio quality(AQ) and speech clarity(SC). AQ and SC are important factors 
in determining the transcriptions accurately by ASR systems like Google, Google Cloud and IBM hence this new 
metric. Using the audio quality and speech clarity, we categorize the samples into three categories: Low, Medium, 
High to compare the performance of automatic speech recognition (ASR) systems.   

Methods 

The ASR systems were used on a randomly selected 100 speech samples to obtain the predicted transcriptions. We 
used manually curated interpretations of the speeches as a gold standard to evaluate the predicted transcriptions from 
the speech recognition systems. Then we used the ASR benchmark2, a project which was developed and tested on the 
VoxForge corpus to evaluate these predicted transcriptions for their WER’s. The speech transcribed is normalized and 
then evaluated with the gold standard interpretation. We also graded the transcription results of Google, Google Cloud, 
IBM by listening to the speech files and noted the audio quality and speech clarity of the samples. These were graded 
on a scale of 1-10 where 1 being the worst and 10 being the best. Audio quality and speech clarity denote respectively 
the quality of the audio recorded and the clarity of the speech of the speaker. 

Results 

The comparisons of the WER obtained by analyzing the 100 
randomly selected speech samples from people speaking their 
most bothersome problem are plotted in figure 1. 

From figure 1, we can note that Google Cloud performed the 
best with the lowest WER of 0.35. 

The ASQ grades were calculated as an average of the audio 
quality and speech clarity scores multiplied by the manual 
grades given for each of the ASR’s and this value is divided by 
ten. It has values ranging from 0-10, where 0 being the worst 
and 10 being the best score possible. This score can be used an 

Figure 1 - Evaluation of Automatic Speech Recognition 
API’s for their WordErrorRate. The lower the better. 
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indicator of the quality of the audio, speech and the accuracy of the transcription predicted by the speech recognition 
systems. 

We calculated WER and ASQ grades across three categories : low(< 8), medium(8-9), high(>9 to 10) based on each 
sample’s average score of audio quality and speech clarity. We check how these scores vary across the categories to 
see differences in the quality of transcriptions done by either of the API’s when audio quality and speech quality 
varied.  

Audio Quality  

       Type 

WER(0-1) ASQG(0-10) 

Google Google Cloud IBM Google Google Cloud IBM 

Low 0.48 0.44 0.59 4.29 4.85 3.19 

Medium 0.43 0.35 0.41 7.09 6.30 5.47 

High 0.39 0.34 0.32 8.46 7.22 6.69 

Table 1 - Table of values for WER and ASQ for the three categories. 

Table 1 shows that Google Cloud had the lowest WER and best ASQ when the audio quality was low, Google had the 
highest WER but also the best ASQ when the audio quality was medium and high. Interestingly, IBM had the lowest 
WER and lowest ASQ when the audio quality was high. Since WER is not an adequate metric to report the 
performance of speech recognition systems 6, there is a need for using a combined metric like ASQ that considers 
audio quality and speech clarity.   

Discussion 

Google Cloud which implements the latest deep learning techniques for speech recognition performed better with 
WER around 0.35 compared with the other API’s. When comparing  the results of WER and ASQ overall, Google 
and Google Cloud seem to be superior with Google Cloud having a slight benefit over Google because of its ability 
to transcribe well even when quality of audio and speech is low. Because impaired speech articulation is a problem 
for PD patients, an API having low WER and best ASQ scores for low quality audio and speech is preferred. 

Conclusion 

In comparing analyses of verbatim speech data of patients with PD and speech recognition API’s, the Google Cloud 
API had the lowest WER and best ASQ scores even when the audio quality was suboptimal. We plan to examine the 
duration of the files for calculating the ASQ metric. Also, IBM’s speech recognition API identified hesitations in the 
recorded speech that could be used to identify the extent of PD impairment 4.  
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Introduction 

Availability of Direct-to-Consumer (DTC) genetic testing has recently proliferated in the United States. Previous 
research has shown that physicians feel ill prepared to educate patients about genetic test results1 but there is a 
knowledge gap for how well healthcare providers interpret this kind of genetic test results. With precision medicine 
implementing a tier of knowledge derived from patient genetic information, understanding the nuances of these tests 
will become an important clinical skill. The complexity of these tests is one of the reasons the American College of 
Medical Genetics and Genomics has recommended that genetics experts should be made available for patient test 
result consultations2. However, there are only 4,244 genetic counselors3 and 1,302 clinical geneticists4 currently 
working in the United States. As precision medicine and genetic testing expand, primary care providers may be 
increasing relied upon to interpret results for patients. Informatics is well suited for crafting a solution to this 
concern, but first the scope of the challenge needs to be properly understood. The purpose of this study is to 
understand whether primary care physicians are prepared to take on this role. We adapted a survey instrument, with 
permission from the original author5, that was designed and constructed to understand consumer comprehension of 
DTC genetic tests and polled primary care providers and genetic counselors to understand the following aims: to 
evaluate how each group interprets genetic test results; determine their confidence and self-efficacy of interpreting 
genetic test results with patients; and capture their opinions and experiences with direct-to-consumer genetic tests. 

Methods 

The online survey was comprised of 33 questions. Face validity was achieved by having subject matter experts 
review the questions for accuracy, and having a separate expert on question construction also review the survey 
instrument. The survey collected demographic information, assessed genetic self-efficacy, and tested the 
participant’s ability to answer questions on three genetic interpretation scenarios. Genetic efficacy was measured on 
a six-point Likert scale (1= Strongly agree, 3 = Somewhat agree, 6 = Strongly disagree). The first scenario presents a 
DTC test result for the genetic susceptibility for diabetes (3 questions). The second scenario presents a result for 
DCTN1, as a variant of this gene can cause distal hereditary motor neuronopathy type VIIB (2 questions). The third 
scenario is a genetic drug response result for the statin drug simvastatin (1 question). After completing the scenarios, 
participants were ask about how prepared they felt to discuss DTC genetic tests with patients (5-point scale, 1= Well 
prepared, 3 = Neutral, 5 = Very unprepared). Two populations were targeted; genetic counselors (recruited through 
email sent by the National Society of Genetic Counselors) and primary care healthcare providers (recruited through 
email, professional societies, web forums, and social media). Cronbach’s alpha, chi-square, and binomial logistical 
regression were used for analysis of the results. The binomial logistic regression was performed to assess the effects 
of age, prior DTC test result consultations (Y/N), opinions if DTC tests were trustworthy (5 point Likert, 1= Highly 
Trustworthy, 3 = Neutral, 5 = Highly Untrustworthy), and average genetic self-efficacy scores on the likelihood that 
participants scored above the median interpretation score (median = 5 correct out of the 6 scenario questions).  

Results 

Recruitment efforts lead to 427 surveys being initiated, with a 62% completion rate, yielding 264 completed 
surveys. Ninety-nine primary care healthcare providers completed the survey with a response rate of around 5.5% 
(201 initiated out of 3,628 solicitations). The primary care cohort comprised of internal medicine (25.3%), primary 
care (18.2%), nurse practitioners (16.2%), family medicine (15.2%), physician assistants (14.1%), emergency 
medicine (5.2%), and other specialist (6.1%). 160 genetic counselors and 4 clinical geneticists made up the genetic 
specialists cohort, which showed a response rate of 6.7% (226 initiated out of 3,371 solicitations). When looking at 
how well the two groups interpreted the scenarios, the providers group averaged 74.4% of correct response 
compared to the genetic specialist’s 83.4%; a statistically significant difference of .09, p < .001. Of particular note, 
the first question in scenario two proved challenging, with 80% of the specialists correctly interpreting it compared  
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Table 1. Summary of logistic regression for scoring highly (6 out of 6) on interpretation tasks (n = 253) 

Variables B S.E. Wald Df Sig Odds 
Ratio 

95% C.I. for Odds 
Ratio 

Lower Upper 
Age -0.04 0.02 6.12 1.00 0.01 0.96 0.93 0.99 
Trustworthy   5.98 4.00 0.20    
    Highly Untrustworthy -19.25 22353 0.00 1.00 1.00 0.00 0.00 . 
    Highly Trustworthy -18.32 13481 0.00 1.00 1.00 0.00 0.00 . 
    Neutral 1.18 0.56 4.55 1.00 0.03 3.27 1.10 9.69 
    Trustworthy 1.35 0.56 5.84 1.00 0.02 3.87 1.29 11.62 
DTCCustomers(1) 0.71 0.35 3.99 1.00 0.046 2.03 1.01 4.06 
EfficacyAve -0.24 0.18 1.70 1.00 0.19 0.79 0.55 1.13 
Constant -0.89 0.80 1.22 1.00 0.27 0.41   
Note: 6 participants from the original 264 did not answer the trustworthy question and thus were not included in this 
regression; 5 participants were removed as outliers for having studentized residuals > 2.75. 

 
to the 58.6% of the provider group (proportional difference of .214, p = .001). The genetic specialists had high self-
efficacy in their ability to discuss genetic results with patients (1.45 average, scale from 1-6, higher scores map to 
higher efficacy) and a Cronbach's alpha test showed strong internal consistency (.974). Provider’s self-efficacy was 
slightly lower at an average of 2.43 (Cronbach’s alpha = .918). Genetic specialists were more confident in their 
ability to discuss DTC results with patients (1.7 average, scale of 1-5, higher being more confident) compared to the 
providers (3.0 average), which was statistically significant (p < .001). The logistic regression model was statistically 
significant, χ2(7) = 23.31, p < .001. The model explained 16.9% (Nagelkerke R2) of the variance test interpretation 
and correctly classified 81% of cases. Of the eight-predictor variables only two were statistically significant: age, 
and prior DTC test consultations (as shown in Table 1). Prior exposure to DTC test from patients had 2 times higher 
odds to properly interpret the scenarios than those who have not had patients bring in their results. Increasing age 
was associated with a decreased likelihood of properly interpreting the scenarios. Effects of grouping (provider or 
specialist) were initially included, but it was removed as a factor during the stepwise backward logistic regression. 

Discussion 

Response rates for the survey were low (5.5% and 6.7%), leading to a potential nonresponse bias. Two factors 
suspected for the response rate include survey length (15 minutes to finish on average) and lack of financial 
compensation for completions. The high level of correct interpretation seen in the diabetes and drug risk is attributed 
to familiarity with these topics in these groups of providers and specialists. When we introduced a case, which is 
encountered with less frequency (HMN7B), interpretation rates started to diverge between the two groups. Specialist 
comments in free text feedback indicated that more information was desired for scenario 2, which was limited due to 
the static, non-interactive design of the scenarios. When evaluating the HMN7B report one participant expressed 
concern that it “never said how variant was classified with clarity”. Several specialists expressed a desired to be able 
delve deeper into the report and research the clinical significance of the variant in ClinVar. The findings of this 
study indicate that specialists remain the best group to assist patients with DTC genetic tests, however, primary care 
providers may still provide accurate interpretation of test results when specialists are unavailable. Informatics tools 
for genetic consultations need to correctly highlight relevant interactive information and provide actionable options 
to its end users. 
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Abstract 

Several recommendations for standardizing patient demographics exist. However, there is no consensus and little 
formal evidence to inform these recommendations. We evaluated the impact of demographic data standardization on 
patient matching performance using four gold-standard record linkage datasets. Standardizing address and last name 
fields were independently associated with improved match sensitivity. Combined standardization revealed even 
greater match sensitivity improvement. We conclude that demographic data standardization can improve match 
performance. 

Introduction 
Because the US lacks a national unique identification system, health systems rely on patient demographics to drive 
patient matching algorithms. However, demographic data are captured in varying formats, and while algorithms can 
be quite effective when implemented properly, they must be paired with high quality, standardized data elements to 
maximize matching accuracy. The recognized lack of consistent matching data standardization has generated multiple 
best practice recommendations for optimizing patient matching including data standardization from several 
organizations1-3, but no consensus. Further, there is a paucity of peer-reviewed research assessing the effectiveness of 
specific recommendations. With an incomplete evidence base to more firmly support existing standardization 
guidance, stakeholders may be less inclined to pursue approaches with unclear value or they may implement methods 
that upon further study prove to be less effective and generalizable than initially perceived. Thus, this study seeks to 
assess the impact of the Office of the National Coordinator for Health Information Technology (ONC) 
recommendations for demographic data standardization on patient matching accuracy in the United States. 

Methods 
Datasets. We compared baseline matching accuracy to matching results that implement best practice recommendations 
for standardizing matching data as outlined in a 2014 report to the ONC2. To ensure generalizability of findings, we 
used linked demographic data from four gold-standard sub-populations representing diverse use-cases with significant 
clinical, public health, and research implications. The four gold-standard datasets included: 1) newborn screening lab 
results linked to follow-up pediatric clinic registration data (30,000 records); 2) duplicate entries identified in a county 
public health demographics registry (66,010 records); 3) two linked, geographically proximate hospital master person 
indexes (MPI’s) (100,000 records); 4) Social Security Death Master File (SSDMF) records linked to an HIE global 
patient index (40,000 records).  These datasets were sampled from more than 100 health care and public health sources 
across the state of Indiana. 

Standardization methods. We implemented data standardization methods for five fields, including last name, telephone 
number, social security number (SSN), date of birth (DOB), and address. For last name, we implemented the Council 
for Affordable Quality Healthcare’s (CAQH) Core 258 name standards rule4.  We applied telephone formatting rules 
described by the International Telecommunications Union Recommendation E.123 specification5. We applied SSN 
standardization using formatting and numbering guidance provided by the Social Security Administration6. We 
formatted individual components (month, day of month, year) and excluded month values greater than 12, and day of 
month values greater than 31. For address, we applied the USPS postal address formatting standards specified in the 
United States Postal Service Publication 28 – Postal Address Standards7. 

Matching algorithm. We used the Fellegi-Sunter (FS) probabilistic matching algorithm to declare matches for all 
datasets. The FS algorithm assigns a match score to each potentially matched record pair based on the number and 
type of agreeing fields, producing a set of algorithm-determined matches and non-matches8. Given the five fields to 
be standardized, there were up to 32 (25) possible combinations of standardized and unstandardized fields for each of 
the four datasets. We created multiple analytic datasets reflecting these combinations and applied the FS algorithm to 
each analytic dataset to determine the impact of various combinations of standardization. 
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Analysis. We evaluated the match performance using sensitivity, specificity, positive predictive value, and overall 
accuracy, as indicated by the percent correctly classified. These metrics were established based on the selection of 
match-score thresholds, where record pairs with a match-score at or above the threshold were classified as matches 
and those with a matching score below the threshold were classified as non-matches. We evaluated whether 
standardization of fields individually or collectively resulted in differences in each matching accuracy metric using 
the generalized estimating equations approach with logistic regression. Estimated mean differences, as well as 95% 
confidence intervals, were calculated based on the model to evaluate the changes. 

Results 
Single field standardization. We first examined the impact of standardizing a single field at a time, leaving all others 
unstandardized. Standardizing only address was associated with improved matching sensitivity of approximately 0.6% 
and 4.5% for the public health and hospital MPI datasets, respectively, while the address standardization for the 
SSDMF showed no improvement. For the newborn screening dataset, address information was incomplete and thus 
could not be assessed. Standardizing last name improved matching sensitivity by 0.6% for the hospital MPI dataset, 
while we noted no similar improvement for the other 3 datasets. Standardizing any other individual field (telephone, 
DOB, or SSN) showed no matching improvements across all datasets. 

Multi-field standardization. We also examined combinations of multiple field standardization. We observed that 
standardizing both address and last name results in a synergistic improvement in match rates for the hospital MPI 
dataset. Match sensitivity improved by nearly 10%, while match accuracy improved by 7%. We observed no matching 
performance improvements for any other multi-field standardizations. 

Conclusion 
We found that the recommendation by many policy organizations for enhanced standardization of certain data 
elements can yield matching improvements. Because last name and address information are commonly entered as 
unstructured text, they can exhibit meaningful variation. We hypothesize that last name and address standardization 
is associated with match rate improvement because it minimizes this variation. Consequently, we found utility in 
standardizing address and last name in combination, which can significantly reduce the number of unmatched records. 
Conversely, we did not find evidence for standardizing birth date and telephone. Given the limited degrees of freedom 
for information for these fields, we hypothesize that these fields require little standardization. We conclude that 
demographic data standardization can improve match performance. 
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Introduction 

One of the primary goals of personalized medicine is to identify the right patient to give the right course of treatment 

at the right time. Pharmacogenomic markers are proven to help in identifying the right patients who may harbour 

genetic polymorphisms that affect the efficacy of one or multiple drugs or may also have genetic variants that cause 

adverse drug reactions1. University of Pennsylvania Health System (also known as Penn Medicine) is one of the 

primary health care providers in Philadelphia and surrounding areas of Pennsylvania. Penn Medicine consists of close 

to 3.6 million patients whose data are stored in an EHR going back to approximately 1999. About 50,000 of these 

patients have enrolled in the Penn Medicine biobank (PMBB) research program, and a subset of 5,676 have been 

genotyped for research purposes on the Illumina GSA array; all of their genetic data is linked to their EHR data. 

Prescriptions of some drugs, like opioids or warfarin, require a trial and error approach to determine the correct dose 

to be prescribed; but considering genetic information can help in identifying if a patient is a poor metabolizer for a 

drug or if genetic variants may cause adverse drug reactions. The Clinical Pharmacogenetics Implementation 

Consortium (CPIC)2 has provided a set of guidelines that characterize gene-drug interactions with the most evidence 

and thus provide recommendations to alter prescribing practices. In consideration of the possibility of implementing 

pharmacogenomics into clinical care in the future, we wanted to know how much of the Penn Medicine population is 

impacted by CPIC guideline medications and genes.  Considering this, we looked at the distribution of prescriptions 

of CPIC guideline drugs in Penn Medicine EHR. We also evaluated genotypes in the 5,676 PMBB participants to 

explicitly look for variants in the key pharmacogenes.  Our study provides an overall landscape of CPIC guideline 

drug prescriptions and individuals carrying one or more copies of variations in these important pharmacogenes. We 

also discuss challenges with mining drug information in the EHR and implementation strategies for returning genetic 

results into the EHR. 

 

Methods 

Electronic Health Records (EHR) consist of a variety of information in both structured and unstructured format3. We 

extracted drug information on approximately 3.6 million patients from the Penn Medicine EHR. For our pilot analyses, 

we limited the extraction of data from October 2011- December 2017. For each patient in these years, we extracted 

information on 37 Pharmacogenomics (PGx) actionable drugs recommended by CPIC2. Patients were counted once 

per year for each medication to get a unique number of prescriptions per year. Medications or drugs can be entered 

into the EHR in many ways. We established an extensive list of all drug name variables to extract from the EHR, and 
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we extracted information on these 37 drugs using generic nomenclatures. We observed data for each year to identify 

prescribing patterns. We also evaluated how many patients have prescribed more than one PGx actionable drug. 

Further, we extracted 38 genes paired with 37 PGx actionable drugs in CPIC. We extracted the variant positions in 

these 38 genes using PharmGKB4 and identified a total of 511 variants in 38 genes within PMBB genotype data.  

Among the 5,676 individuals genotyped on the GSA array in PMBB, we identified every individual that has at least 

one or two copies of non-referent alleles. PharmCAT5 is a bioinformatics tool to annotate pharmacogenomic variants 

using a set of pre-specified annotations (not released yet) – currently, it generates a report for 11 CPIC guideline genes. 

We performed PharmCAT annotation on the genotyped individuals to identify all PMBB individuals with one or 

more-star alleles in CPIC guideline genes. 

 

Results 

Implementing pharmacogenomics in a health system requires the knowledge of prescribing trends that might be 

specific to the patient population or the patients recruited into studies6. Data extraction in Penn Medicine EHR revealed 

an increasing trend of prescription of PGx actionable medications from 2011-2016. Notably, we observed that in 2016 

alone over 50,000 patients were prescribed more than one PGx actionable drug. We also observed an increasing trend 

in the number of prescriptions for medications such as opioids (codeine and oxycodone), warfarin, ondansetron, 

among others. Approximately 31,000 unique patients were prescribed the anticoagulant drug warfarin, and 25,000 

patients were prescribed clopidogrel in Penn EHR from 2011-2016. Among the 5,676 genotyped individuals, 96.67% 

of samples have at least one non-referent allele in the 38 genes tested in this analysis. PharmCAT annotation also 

identified that 19.10% of samples are carriers of one or more genes for which there exists a CPIC guideline. For 

example, we specifically looked at gene-drug interactions for warfarin (only CYP2C9) and clopidogrel (CYP2C19) 

and found 729 samples that have 1 or 2 copies of reduced function allele which confers warfarin sensitivity and 1,689 

samples that contained star alleles which are associated with nonresponse to clopidogrel and are at greater risk for 

major cardiac events. 

     

Discussion 

Identification of a large number of clinically actionable variants and how they interact with medications has led 

investigators to critically think about implementing pharmacogenetic testing of these variants into clinical practice. 

Although it seems appropriate to perform the genetic test on patients pre-emptively, before they are prescribed 

medication of interest, there are many challenges faced which include but are not limited to cost effectiveness, 

availability of resources, patient and prescriber education, and review of genetic reports among others. In this study, 

we aim to observe the landscape of prescription trends of drugs that have a pharmacological impact in the Penn 

Medicine EHR in order to make necessary decisions about where and how to implement pharmacogenomics. We 

identified different challenges about collecting and mining data from the EHR to observe these trends. Our analyses 

on 5,676 genotyped individuals demonstrate that the frequency of patients containing polymorphisms in one or more 

clinically actionable variants is very high. Our analyses aimed at highlighting essential considerations for clinicians 

and researchers for implementing pharmacogenomics in clinical practice. 
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Introduction 
Precision oncology refers to tailoring interventions to patients in ways that go beyond traditional characteristics like 
age, sex, disease, and symptoms by considering biomarkers. These biomarkers may be either genetic characteristics 
or mRNA or protein expression values. Genetic characteristics include point mutations, insertions, deletions, 
duplications, gene fusions and rearrangements. They may be either germline (inherited, present in normal tissue) or 
somatic (present in cancer cells but not normal tissue). Expression values refer to the expression of mRNA or 
protein in tumors, either in comparison to other tumors or to adjacent normal tissue.  
The term “molecular profiling” is often used to refer to some test that considers one or more biomarkers. For some 
tumor types, it is now routine to check for specific molecular features to decide on a targeted treatment plan. For 
example, KRAS-wild type colorectal cancer is generally treated with EGFR inhibitors, ER-positive breast cancer 
with tamoxifen or fulvestrant, and HER2-positive breast cancer with trastuzumab. In many cases tumor molecular 
profiling may be used when a patient has few or no treatment options left. In that case a patient may receive an off-
label therapy that is prescribed for their alteration in another tumor type. 
Our goal is to expand the range of options of targeted therapies for cancer patients who undergo molecular profiling 
by developing CDGnet (Cancer-Drug-Gene network), a user-friendly, evidence-based approach that accounts for the 
cross-talk within and between pathways in cancer and is personalized for the individual patient. Our current 
prototype, which uses the shiny framework with an R backend, is available at: 
https://siminaboca.shinyapps.io/Search_MP_results_using_FDA_approvals_targets_KEGG/. 
 
Methods 

The user inputs into CDGnet are the specific alterations 
found in a patient’s tumor and the patient’s cancer type. 
Part of the landing page is shown in Figure 1. These data 
are then integrated with: biological networks relevant to the 
cancer type and to the specific alterations (from KEGG), 
FDA-approved targeted cancer therapies and indications 
(curated from therapy labels at 
https://dailymed.nlm.nih.gov/dailymed/), additional gene-
drug connections in the form of drug targets (from 
DrugBank), information on whether a gene is an oncogene 
i.e. overactivated in cancer (from KEGG). Currently the 
biological networks we consider are the cancer-specific 

pathways in KEGG and thus, for now we are also restricting the cancer types to those that have KEGG pathways. 
We currently consider 4 different therapy categories that can be prioritized for a patient, given their specific tumor 
alterations: 1. FDA-approved drugs for which the alterations are biomarkers for their tumor type; 2. FDA-approved 
drugs for which the alterations are biomarkers in other tumor types; 3. drugs for which these alterations or other 
genes/proteins in the pathway corresponding to the patient’s tumor type are targets/biomarkers; and 4. drugs for 
which these alterations or other genes/proteins in additional cancer pathways are targets/biomarkers. We 
differentiate between targets and biomarkers because in many cases, due to complicated biological interactions, a 
therapy’s target may be different from the biomarker used to specify the indication, such as the case specified above 
with EGFR inhibitors being given for KRAS wild-type tumors. 
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The pathway-based 
recommendations used for 
the therapies in categories 3 
and 4 consider only the 
genes/proteins that are 
downstream of the altered 
genes/proteins that are also 
oncogenes. This is because 
once an oncogene is 
activated in cancer – 
typically due to a specific 
mutation – it cannot be 
“turned off” via a drug that 
affects the pathway 
somewhere upstream; 

instead, drugs are generally considered to turn off the downstream activations that may occur. For categories 3 and 
4, users have the option to only consider FDA-approved targeted cancer therapies, all FDA-approved therapies, or 

all drugs in DrugBank; this allows for clinical researchers to 
consider increasing numbers of therapies only as needed, as opposed 
to being overwhelmed with a huge number of therapies from the 
start. For each category, a table of therapies is output with the FDA-
approved indications; for categories 3 and 4 network visualizations 
are also shown. Figure 2 shows part of the table for therapies in 
category 3 corresponding to the inputs in Figure 1. The “path” 
column 
represents 
the pathway 
between the 
altered 
gene/protein 
and the 
gene/protein 
that is a 
biomarker or 

target; the “alteration” column represents the alteration for 
the FDA-approved indication; the “predicted effect” column 
is “sensitive” if the “gene or protein” + “type” + “alteration” columns are a biomarker for an FDA-approved 
indication and “target” if the drug targets the protein (using the data in DrugBank on drug targets). One type of 
network visualization (built using the igraph package in R), shown in Figure 3, highlights the input genes/proteins 
in purple, the drugs in orange, and other nodes in blue, showing the biological interactions. The second type (built 
using a custom package with embedded HTML widgets), shown in Figure 4, is a Sankey flow diagram and focuses 
on the flow of evidence between drug-gene and gene-gene connections, allowing an intuitive visualization from the 
molecular profile to the inferred targets and recommended therapies. 
 
Results 
Screenshots from our tool are shown in Figures 1-4. For a patient with the alterations shown in Figure 1, there are 
no Category 1 recommendations; Category 2 recommendations consist of olaparib (Lynparza) and rucaparib 
(Rubraca), which are given for deleterious BRCA2 mutations in breast and ovarian cancers, Category 3 
recommendations include those in Figure 3, and Category 4 includes EGFR and MTOR inhibitors. 
 
Discussion 
We have developed a prototype of CDGnet, an approach that uses biological networks and connections between 
genes, proteins, and drugs, to prioritize targeted therapies for cancer patients. Our approach integrates many 
disparate sources of knowledge and provides results in a number of easily-accessible and usable forms, with the goal 
of eventually providing additional targeted therapy options to cancer patients. Next steps include more formal 
evaluations from oncologists about how this system would fit into Tumor Board discussions. 
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Introduction 

Several electronic health record (EHR)-based tools such as Order Sets (OS) are increasingly utilized to provide more 
protocolized, consistent, and high value patient care1,2. Despite their wide use and general accepted benefits, best 
practices have not been well characterized around OS creation, ongoing use and maintenance (including updates, 
retirement and improvements). Understanding OS utilization in a healthcare delivery system also provides an 
important opportunity to measure practice variation and influence outcomes by institutionalizing guideline adherence. 
As such, OS best practices are critical for guiding the governance and management at a health system/organizational 
level. To fill these gaps, we sought to establish an OS best practice framework using literature review and expert input 
to support healthcare organizations in the promulgation of this important EHR-based tool.  

Methods 

This study comprised of four phases: 1) Analyze peer-reviewed literature using key words “order sets”, “governance” 
“use”, “maintenance” and identify those with OS governance/management/guidance; 2) Develop a semi-structured 
interview questionnaire and validate with four OS experts; 3) Conduct semi-structured interviews with OS experts 
and analyze data to organize findings into categories and identify themes; 4) Develop and validate the OS best 
practices framework. For phase 3 expert interviews, ten identified OS experts from various healthcare organizations 
(nine different healthcare delivery systems) were interviewed with backgrounds in clinical/nurse/pharmacy 
informatics and clinical decision support research. Applied expertise included informatics leadership, governance of 
OS committees, and clinical decision support.  In-person interviews and virtual interviews by WebEx were conducted 
in May and June 2018, with thematic qualitative analysis done collectively by study authors (SR, EL, RA). 
Development of the best practices framework in final phase 4 was completed collaboratively by the study team 
(informaticians with clinical and research expertise), which was then validated with two clinical informatics leaders.  

Results 

Key findings from four study phases: 1) Analysis of OS literature and selected articles (n = 29) presented in Figure 1; 
2) Construction of a semi-structured questionnaire in phase 2 with 16 questions across 7 categories; 3) Identification 
of five high level themes from expert interviews in phase 3, with Table 1 presenting some highlights; 4) Development 
and validation of OS best practices framework with 26 metrics organized across 5 categories (Table 2).   

Figure 1: Highlights of Literature Review on Order Sets 
 

 
 
 
 
 

Table 1: High-Level Themes from Expert Interviews on Order Sets 
Themes Categories Sample Quotes 

Governance 
OS ownership  “group which looks at ‘forest’ to determine clinical need and mindful of alert fatigue”  

Drive consensus “specialty leads are responsible for driving consensus – this is a high workload” 

Maintenance 
OS up-to-date “keeping them up to date is difficult” 

Tracking “this is an area to improve – how to flush out duplicates” 

Search Results 
OS & governance (5); OS & 
use (153); OS & utilization 

(89); OS & management (349); 
OS & maintenance (18) 

Total articles = 614 D
e-

du
pl

ic
at

io
n 

+
 st

ud
y 

cr
ite

ria
 

+
 a

dd
 re

po
rts

 
To

ta
l =

 2
9 

  

Examples of Selected OS Articles 
Wright et al., (2006, 2010, 2011, 2012); Middleton et al., (2016); Payne et al., 

(2003, 2007); McGreevey (2013, 2018); Hulse et al., (2005, 2008, 2016, 2018); 
Chen et al., (2013, 2017); Zhang et al.,(2012, 2014); AHRQ (2008); ISMP (2010); 
Grissinger (2014); Kamal (2003); Starmer (2006, 2006); McClay (2006); Novak 

(2006); Meleskie (2009); Munasinghe (2010); Cowansage (2012); Idemoto (2016) 
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Overall, 26 criteria related to OS best practices were identified and organized into categories of governance, 
development, maintenance, use metrics and interoperability (Table 2). Certain criteria were identified by all the experts 
as critical to the effective management of OS, including governance with collaborative decision-making. Some of the 
criteria were relevant to OS analytics which appears to be a key capability for the OS maintenance process. 

Table 2: Criteria* for Order Sets Best Practices Management Framework 

Governance 

Multi-stakeholder committee with OS expertise21 (L11+E10) OS ownership and responsible for content decisions16 (L8+E8) 

Effective process of communication with stakeholders17 (L9+E8) Address input & issues from users/stakeholders on OS15 (L5+E10) 

Drive consensus across constituents for OS content15 (L6+E9) Create accountability to adhere to timeline & processes10 (L2+E8) 

Inclusion of OS as part of overall CDS governance11 (L2+E9) 

Development 

Evidence-base to support creation of an OS33 (L23+E10) Standards/Guidelines to adhere for OS development14 (L11+E3) 

Clinical council/expert workgroup to guide development24 (L14+E10) Capability to link OS to guideline/relevant references15 (L5+E10) 

Maintenance 

Frequency of review (e.g. accreditation requirement)19 (L10+E9) Tracking of user requests for OS changes, new OS10 (L2+E8) 

Track changes (date of creation, date of updates, versions)12 (L4+E8) Criteria to discontinue use of a certain OS14 (L6+E8) 

Keep OS up-to-date with Evidence & Practice changes (e.g. additions, deletions, modifications of existing content)17(L7+E10) 

Metrics to Track Use and Facilitate Management 

Use of Individual Orders within an OS24 (L16+E8) Use over various time periods26 (L18+E8) 

Use by various users (e.g. individual providers)10 (L2+E8) Use by various user groups (e.g. residents, neurologists)10 (L6+E4) 

Use by various organizational entities13 (L8+E5) Use by various clinical units19 (L14+E5) 

Use by specific patient population (e.g. disease conditions)14(L9+E5) Use by specific procedures/treatments/tasks11(L6+E5) 

Identify outcome metrics based on institutional priority and quantify impact15(L5+E10) 

Sharing OS/Interoperability 

Ability to share effective OS across institutions8(L7+E1) 

*superscript indicates number of sources: Total [Literature (L) + Experts (E)] 
Discussion 
Order set best practices identified through complementary sources were used to create a robust framework and address 
a gap in literature. The inclusion of use metrics as an integral part underscores the importance of data driven decision-
making. Lessons learned can be applied to development and maintenance of other CDS tools and help to facilitate an 
overall organizational CDS strategy. With the remarkable growth of CDS tools and continued evolution to support 
care and wellness2, it is critical that best practices are developed and implemented.  This framework requires additional 
validation and refinement in practice to optimally promote use of evidence-based OS to achieve improved outcomes.   
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Introduction: Insufficient patient enrollment in clinical trials remains a serious and costly problem and is often considered 
the most critical issue to solve for the clinical trials community. One potential barrier to enrollment is the difficulty to 
correlate eligibility criteria with patient characteristics in a timely manner. Eligibility criteria specify the characteristics of 
study participants and provide a checklist for screening and recruiting participants. They are essential to every clinical 
research study. Computable representations of eligibility criteria1-4 can significantly accelerate electronic screening of 
clinical research study participants and improve research recruitment efficiency.5 The adoption of Electronic Health Record 
(EHR) systems is growing at a fast pace in the U.S. This growth results in very large quantities of patient clinical data 
becoming available in electronic format. Secondary use of clinical data is essential to fulfill the potentials for effective 
scientific research, high quality healthcare, and improved healthcare management. For clinical trial recruitment support, 
methods based on natural language processing (NLP) have the potential to automate the extraction of patients' clinical 
characteristics from the EHR text notes,1 adding breadth and depth to the limited coded data available in typical EHRs (i.e., 
diagnostic and procedure codes). 
 
Our hypothesis is that an automated process based on NLP can detect patients eligible for a specific clinical trial by linking 
the information extracted from the narrative description of clinical trial eligibility criteria to the corresponding clinical 
information extracted from an EHR and alerting clinicians caring for the patient. In this project, we focus on assessing the 
feasibility of automatically detecting a patient's eligibility for a sample of breast cancer clinical trials by mapping coded 
clinical trial eligibility criteria to the corresponding clinical information extracted from the EHR. 
 
Methods: This pilot study, approved by the Medical University of South Carolina (MUSC) Institutional Review Board, 
includes patients treated at the Hollings Cancer Center (HCC, Charleston, SC) and a selection of three breast cancer clinical 
trials currently open at this institution. Patients selected in three categories are considered: “positive” (i.e., enrolled in a 
selected trial), “possible” (i.e., screened but not enrolled), or “negative” (i.e., diagnosed with breast cancer, but neither 
screened nor enrolled). On the trial ‘side’, key eligibility criteria for each selected trial are retrieved from ClinicalTrials.gov 
trial descriptions and manually abstracted by domain experts with an electronic tool (ATLAS from the OHDSI consortium6) 
allowing to represent eligibility criteria in a structured and coded form. We use the OMOP common data model (CDM, 
v5.2) with a selection of standard terminologies for representing these criteria, as experimented by Si and Weng.7 On the 
EHR ‘side’, a NLP-based modular software application has been developed. It is built on an enterprise-grade framework: 
Apache UIMA8. At a very high level, this application 1) extracts all mentions of eligibility criteria in clinical notes from 
the target population, 2) consolidates these mentions to create a recent and accurate set of values for these criteria, and 3) 
represents them with our selected data model (i.e., OMOP CDM v5.2) and terminologies. Eligibility criteria mention 
extraction has been implemented as sequential token-based labeling using a support vector machine (SVM) model trained 
with lexical features. A randomly selected collection of 138 clinical notes was manually annotated by medical experts 
(required about 65.4 hours; 28 minutes per document) and used for training and evaluation of our SVM model. Examples 
of key eligibility criteria annotated include demographics, TNM staging, biomarkers (e.g., estrogen receptors, progesterone 
receptors), functional status, and menopausal status. 
 
To determine the eligibility of a patient for a clinical trial, we assess the ‘alignment’ of eligibility criteria represented in a 
structured and coded form on both ‘sides.’ Two different approaches have been implemented and compared. The first uses 
the cosine similarity measure to compare patient and trial data represented in vectors. Each criterion is represented as a 
component of the vector. The more concepts shared between a patient's concept vector and a trial description vector, the 
closer they will be in our multi-dimensional space. The second approach uses a SVM to determine the strength of 
association between a patient (again, represented as a vector of binary features) and a trial (likewise represented as a vector 
of binary features). We used the LIBLINEAR implementation of SVMs, with default parameter values (except the negative 
examples weight set to 0.1). The stronger the association, the more applicable a patient is for a particular trial. For eligibility 
alignment evaluation, we used the mean average precision (MAP) and area under the curve (AUC, which approximates the 
likelihood a model ranks a random patient with the correct trial with a higher score than incorrect trial).  
 
Results: Three breast cancer clinical trials open at the HCC were selected (i.e., NCT01872975, NCT01901094, 
NCT01953588) in close collaboration with the oncology experts’ team. Patients were then selected in three categories:  
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positive, possible, and negative. All clinical text notes and a selection of structured clinical data were then retrieved from 
MUSC’s central clinical data warehouse for each patient selected, resulting in a collection of 15,124 text notes (Table 1).  
The technical infrastructure for the pilot study consists of a 
NLP-based information extraction application and a pair of 
research databases based on the OMOP CDM; one on the trial 
side and one on the EHR side. The latter databases have been 
installed, along with query and analysis tools (e.g., OHDSI 
ATLAS) used for manual definition of the selected trial 
eligibility criteria. This definition resulted in creation of sets 
of criteria captured as a “cohort” for each trial and could be 
exported as database queries (in SQL language). 
 
The framework for the NLP application was installed, and custom modules developed and tested. As mentioned above, 
they implemented sequential token-based labeling with SVMs to find and interpret mentions of each criterion selected and 
combine them at the patient level. The information extracted was then automatically stored in the “enriched” (i.e., EHR 
side) OMOP research database. The accuracy of this NLP application was then evaluated using the collection of 138 
manually annotated clinical notes and reached 90.9% (micro-averaged) recall and 89.7% precision. With the mentions 
extracted from text notes, we applied two alignment methods to determine the eligibility of a patient for each clinical trial. 
We treated “possible” cases as “positive” cases, which enabled our methods to assign binary labels to each patient. Table 
2 shows the alignment performance results. For each evaluation metric, 
the better result appears in boldface. To calculate MAP scores, for each 
clinical trial, we sorted the test cases (patients) by the cosine similarity 
score in the cosine alignment method and the probability score in binary 
SVM classification. The SVM-based alignment method outperformed 
the cosine similarity-based alignment method overall. The MAP of the SVM alignment method was 35.2%, which roughly 
means that we can obtain the relevant samples if fewer than three times the number of patients is selected. The AUC 
reached 89.8%, and average recall and precision span between 64.3 and 100%, and 19.6 and 26.7%, respectively. 
 
Limitation: No temporal information related to eligibility criteria is used in this pilot study. This simplification will result 
in a higher false positive rate on patients that were not eligible for a trial because of a mismatch between their cancer onset 
and the trial dates. 

Conclusion: Insufficient clinical trial enrollment is a critical issue that has been addressed with various strategies, but 
never with automated processing of unstructured clinical and trial data, as envisioned in this pilot project. Eligibility criteria 
have been automatically extracted from trial descriptions, 1-4 but not from unstructured EHR data. Our objectives after this 
pilot study will be to integrate the automated extraction of eligibility criteria on both trial and EHR sides, to eventually 
notify healthcare providers of patients potentially eligible for clinical trials in a far more timely and comprehensive way 
than currently possible. 
 
Acknowledgments:  This work is supported in part by pilot research funding, Hollings Cancer Center’s Cancer Center 
Support Grant P30 CA138313 at the Medical University of South Carolina, and by NIH/NCATS 5UL1TR001450-03.   
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Table 1: Study population characteristics  
Positive 

cases 
Possible 

cases 
Negative 

cases 
Patient count 25 7 200 
Note count 2470 889 12143 
Average age (y) 58.51 63.75 63.58 
Gender (% female) 100% 100% 100% 

Table 2. Alignment performance results (%) 
 Cosine SVM 

MAP 18.0 35.2 
AUC 75.5 89.8 
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Introduction 

Brain monitoring in critical care has grown dramatically over the past 20 years with the discovery that a large 
proportion of ICU patients suffer from subclinical seizures and seizure-like electrical events, collectively called “ictal-
interictal-injury continuum abnormalities” (IIICAs), detectable only by electroencephalography (EEG). This growth 
has created a crisis in critical care: Prolonged exposure to IIICAs damages the brain and can cause permanent 
neurologic disability, yet detection of IIICAs by expert visual review is often delayed. There is a critical need for 
automated real-time monitoring tools to cope with the deluge and velocity of ICU EEG data. Deep learning (DL) 
algorithms are increasingly applied to physiological signals, but the automated analysis of EEG signal is challenging 
due to its chaotic nature1. We aim to develop a set of DL algorithms that can automate IIICA detection in critical care 
EEG data. In particular, these DL algorithms will accurately detect the following types of IIICAs: electrographic 
seizures, lateralized and generalized periodic discharges (LPDs, GPDs), and lateralized and generalized rhythmic delta 
activity (LRDA, GRDA).  

Toward this goal, over the past several years we have assembled a massive set of clinical EEG data obtained in the 
course of monitoring ICU patients (>10 TB). However, a major challenge that must be overcome before this data can 
be used for to train a general purpose brain monitoring algorithm is that high-quality labels are not available. That is, 
although we have clinical reports stating whether each type of IIICA occurred within a 12-24 hour of EEG recording, 
detailed time stamps marking the beginning and ending times of each IIICA pattern are not generated in the course of 
routine clinical care and gathered manually from experts. In addition, interrater agreement among experts regarding 
IIICA patterns is often low, necessitating collection of independent labels form multiple experts. Therefore, we need 
an efficient and iterative mechanism to collect the labels from human experts to increase EEG label quality.   

In this study, we propose a way to improve human raters' consistency in the labeling task, while simultaneously 
improving performance of machine learning models on seizure classification. In particular, the proposed method aids 
human experts to efficiently and iteratively tackle the difficulties in data labeling mentioned above and to improve the 
quality of labels in an iterative fashion (Figure 1).  

 
Figure 1. (a) Workflow with a feedback loop. (b) Web application for efficient and fast relabeling tasks. 
 

Methods 

Inspired by active learning2, we propose a method that asks domain experts to relabel some data points, improving the 
quality of the dataset labels, which can subsequently improve the DL algorithm performance rapidly across iterations. 

Figure 1a describes the overall process: First, deep learning models are trained using a given dataset which consists 
of noisy labels at the beginning. Second, all data points (16-sec EEG segments) including train and test sets are 
evaluated by the trained model, and it recommends relabeling of the top N = 1000 data points on which 1) the model 
disagrees with the current labels and 2) the algorithm has high confidence. Finally, domain experts review the 
suggestions and provide proper updated labels. To maximize the efficiency of this step with a number of suggestions, 
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we developed an interactive web application illustrated in Figure 1b. It provides 16 second segment of EEG signals 
to be labeled and corresponding spectrograms with a 10-min time window so that experts can take into account both 
local signal structure (16 second raw signal view) and evolution over time (10 minutes spectrogram view). These three 
steps are iterated until convergence is achieved under certain criteria. 

Algorithmic details are described as follows. A deep convolutional neural network model is trained given the initial 
labeled dataset. We use a DenseNet-BC architecture3 with 7 dense blocks, each consisting with 4 layers with a growth 
rate of  ! = 32. After the model is trained, all data points (training, testing, and validation) are relabeled using the 
following procedure: First, all data points for which the model prediction differed from its current expert label (e.g. 
Expert: Seizure, Model: LPD) are selected. Second, these data points are sorted into groups having the same pair of 
original and model-predicted labels. Third, k-means clustering is performed separately for each group, to create a total 
of 1000 clusters (total across groups). Fourth, the closest points to each cluster center are extracted, and the expert is 
requested to relabel these 1000 data points. Only the cluster centers were suggested for relabeling to avoid suggesting 
many data points close to each other in the feature space. Finally, the labels for the all associated members of each 
cluster are updated using the label that the clinical expert gave to the cluster center. 

Results 

We conducted experiments of labeling EEG signal segments over multiple iterations. Our original dataset, collected 
at the Massachusetts General Hospital (MGH), contains 1.4TB of multiple hours-long (generally >24 hours) 
recordings of EEG for 490 different patients, sampled at 200 Hz, with EEG electrodes placed in standardized locations 
following the international 10-20 system. Each segment of 2 second EEG signal from these recordings was initially 
manually given a “first draft label” using a previously described method that is very fast but prone to error; these 
initial labels generally have a high error rate as described above. Specifically, each 2 second segment of EGG is 
categorized as one of the five IIICA classes (seizure, LPD, GPD, LRDA, GRDA), or as Other/Artifacts (O/A). We 
extracted labeled data points, each consisting of the label assigned to a given 2 second EEG segment and a 16 second 
segment of EEG (the 2 labeled seconds of EEG, together with the 7 seconds of data before and after, which provides 
contextual necessary for classification). Then, we divided the dataset into three disjoint subsets of train, validation, 
and test set with a ratio of 5:1:2 respectively. All experiments were performed with Ubuntu 16.04 and PyTorch 0.4 on 
a machine equipped with an Intel Xeon E5-2690v4 CPU, 251GB RAM, and a NVIDIA TITAN Xp GPU card. 
Table 1 summarizes key statistics on the test data over the three iterations of relabeling by an ICU EEG expert (MBW). 
With the initial first-draft labels (iteration 0), model “accuracy” (agreement of predictions with data labels) is poor, 
reflecting noise in both training and testing data. Model accuracy clearly improves with each expert relabeling 
iteration. The labels for more than half of the 1000 queried data points were changed at each iteration, and most 
changes were to the class predicted by the model. These results provide evidence that the model tends to query data 
points that likely have incorrect labels.  
Table 1. Model performance and relabeling statistics over 3 iterations. The changed labels include a portion of 
accepted suggestions that differ from their previous expert labels. 

Iteration Model Accuracy (%) Accepted Suggestions (%) Changed Labels (%) 
0 12.42 56.80 70.40 
1 28.69 49.50 65.20 
2 39.53 39.00 54.00 
3 56.28 47.60 58.90 

 
Discussion 

We have developed an efficient method to quickly train accurate deep learning algorithms for seizure classification 
when there is lack of reliably labeled data. This method enables us to simultaneously improve both the quality of 
dataset labels and the performance of deep learning models trained from those labels. In future work, we will expand 
our study across multiple institutions to utilize collective intelligence by multiple experts and a massive amount of 
data so that we can build even a larger dataset with consensus labels as well as better machine learning models.  
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Introduction 

Social Determinants of Health (SDH) are defined as ‘the structural determinants and conditions in which people are 
born, grow, live, work and age’1. They include an individual’s socio-economic status, education, neighborhood and 
physical environment, employment, education and access to services2. The influence of SDH on an individual’s health 
status are well established3. Awareness on the value of SDH, as well as the collection of aggregate SDH measured 
across various geographic areas are on the uptrend. Unfortunately, information infrastructure for accessing and sharing 
aggregate-level SDH has not progressed in tandem with these advances. Most SDH data are silo’ed by nature, and are 
available as flat data files that must be manually curated for analytical tasks. Furthermore, there is no established 
standard for sharing aggregate SDH data. We leveraged the Fast Health Interoperable Resources (FHIR) standard4 to 
model aggregate-level SDH. We partnered with an organization vested in curating aggregate SDH to build a FHIR 
based Application Programming Interface (API) to communicate aggregate-level SDH for Central Indiana. 

Materials and methods 

Working with the FHIR community, we modelled the FHIR MeasureReport resource5 to represent aggregate SDH. 
Given that each SDH indicator may be measured at various geographical levels and measurement units, we configured 
the MeasureReport resource to represent up to 3 geographic levels (block group, census tract and county) and 3 
measurement units (summary, ratio and percent). Next, we collaborated with The Polis Center of Indianapolis6 a not-
for-profit organization that serves as a curator of aggregate-level SDH extracted from multiple sources7, to implement 
a .NET-based Application Programming Interface (API) using the aforementioned FHIR resource. The FHIR API 
would enable standardized access to the Polis SDH database.  

Results 

The structure of the FHIR MeasureReport for sharing aggregate-level SDH is presented in Appendix A. The Polis 
FHIR API consisted of (a) a catalog of over 4,000 SDH indictors obtained from 30 organizations and agencies 
(Appendix B) and (b) an API that allows users to extract information on a specific SDH indicator for a geographic 
location identified by an address. Indicators are updated annually or quarterly. Each indicator was measured across 
multiple geographic levels and measurement units, resulting in multiple results per each query. Where data collected 
across multiple time periods were available, the API would return only the most recent by default. Additionally, the 
API could be queried to obtain summary statistics on the availability and variance of specific indicators at county 
level. These metrics offer researchers a measure of the suitability of each indicator for further study. This information 
was also modelled in the form of a FHIR resource, but queried using a county identifier instead of a geographic 
address. Further, all FHIR resources would be available in either XML or JSON format. 

Discussion 

Our efforts present the first documented effort to leverage a standards-based approach to democratize the use of silo’ed 
aggregate-level SDH data. The Polis FHIR API offers Medical Record systems the potential to gain programmatic 
access to aggregate SDH in real time, making it invaluable for a range of tasks from understanding SDH data 
availability, building composite indicators such as Area Based Deprivation Indices (ADI) as well as leveraging SDH 
for machine learning based healthcare and population health innovations8. Our efforts are relevant to a diverse range 
of stakeholders and research efforts spread across the healthcare continuum, from clinical research programs such as 
the Indiana University Precision Medicine Grand Challenge, to entities focused on community health services, social 
welfare and healthcare policy. Next steps include expanding the Polis FHIR API to support longitudinal and historical 
SDH retrieval, strengthening the API by adding authentication facilities to enable easy integration with other online 
tools/systems, and assessing feasibility to expand its use outside of central Indiana. 
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Appendix A. High-level structure of the proposed FHIR MeasureReport resource for reporting aggregate-level SDH 
<MeasureReport xmlns=http://hl7.org/fhir> 
<identifier> <!-- Indicator being reported --> </identifier>  
<reportingOrganization><!-- Source of Information--></reportingOrganization>  
... <!—Groups to report data as summary, percentage and ratio --> 
<group><!—Group that reports indicator data as a Summary --> 
 <identifier><value value="Indicator measured as a Summary"/> </identifier> 
 <!-- One stratifier per geographic location --> 
 <stratifier><identifier><value value="BLKGRP2010"/></identifier> 
  <stratum><value value="180973564001"/> <!-- Block Group under study --> 
   <measureScore value="301"/> <! -- Numerical value reported --> 
  </stratum></stratifier> 
 <stratifier><identifier><value value="TRACT2010"/></identifier></stratifier>  
 <stratifier><identifier><value value="COUNTY"/></identifier></stratifier> 
</group> 
<group>  <identifier><value value="Indicator measured as a Percentage"/></identifier> 
 <!-- Stratum to report by Block group, Census tract and county --> 
 ... </group> 
 
<group>  <identifier><value value="Indicator measured as a Ratio"/></identifier> 
 <!-- Stratum to report by Block group, Census tract and county --> 
 ... </group> 
</MeasureReport> 

 
Appendix B. Subset of data sourcs contributing to the Polis center, together with geographic extent and granularity of 
data availability. (MSA = Metropolitan Statistical Area covering 11 Indiana counties, Marion = Marion county only) 

Administrative data 
# of 
Indicators 

Geographic 
extent 

Block 
group 

Census 
Tract 

School 
corp. 

Zip 
code County 

US Census Decennial census data 778 MSA X X X   X 
US Census community survey 1295 MSA X X X   X 
Education data 112       X   X 
Home mortgage data 199 MSA   X     X 
Housing and Urban Development 
(HUD) housing data 321 MSA   X     X 
Indiana State Dept of Health  33 MSA         X 
Marion county vitals data 100 Marion    X X     
All crime data 80 MSA X X X X   
Juvenile justice data 67 Marion  X X X X X 
US EPA air quality/emissions data 112 MSA         X 
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Abstract 

The near-ubiquitous use of EHRs creates expanding opportunities for pragmatic clinical research. Enterprise EHR 

platforms collect certain data useful for clinical-translational research, and can be configured for additional research 

electronic data capture (EDC). But specific EDC platforms, in particular REDCap, afford major advantages to 

clinical researchers. REDCap can now integrate with the EHR via a Fast Healthcare Interoperability Resource 

(FHIR) interface. We report the first application of this EHR-REDCap FHIR interface for an active clinical study.  

Introduction 

When on a robust, integrated enterprise EHR platform, how should electronic data capture (EDC) for pragmatic 

clinical-translational research optimally be performed? As the day-to-day tool for clinicians and their staffs, one 

advantage of using an EHR for research EDC is being naturally embedded within normal clinical workflows. And 

employing the EHR can reduce the need for duplicative data entry of the same patient information with its 

accompanying need for data reconciliation.  On the other hand, use of the dedicated research EDC application REDCap 

confers major advantages: constructing new EDC tools is simplified and can be performed by more staff; a large 

academic user base has helped create a library of over 2000 pre-built forms, and facilitates multi-institutional research 

projects; the EDC tools are EHR-agnostic; and data retrieval for subsequent analysis is streamlined1.  

So this begs the question—can we leverage the best of both approaches? To do so would require interfacing with each 

EHR, which traditionally proves a daunting task. More recently, the Fast Healthcare Interoperability Resources 

(FHIR) specification from HL7 has emerged as a standard for real-time integration between EHRs and other 

applications2. The REDCap team thus has developed FHIR data interchange with EHRs for supporting clinical-

translational research. EHR vendors currently provide FHIR “read” APIs, though “write” functions will be coming. 

In this project, we set out to demonstrate feasibility of EHR-to-REDCap integration via FHIR for combined EDC 

leveraging both the EHR and REDCap, to streamline conduct of a clinical-translational research study. We report here 

on the first instance in a production EHR of Epic-REDCap integration via FHIR for an active clinical study. 

Methods 

The enterprise EHR for UT Southwestern’s hospitals and clinics is Epic (Verona, WI). Initial server and software 

configuration is required to configure EHR FHIR capability. Provider-facing OAuth authentication was employed for 

EHR-REDCap FHIR integration. REDCap was configured to display within the EHR in a frame, with shared patient 

context and the ability to add the patient to a REDCap clinical study project directly from the EHR (Figure 1).  

 

Figure 1. Left: Connectivity between Epic, REDCap and FHIR-related servers. A provider logged into Epic 

(“Hyperspace”) authenticates to REDCap via OAuth2. Requests for patient data are fulfilled by the production Epic 

Cache database and returned to REDCap via FHIR resources.  Right: REDCap opens in a frame visually contained 

within the EHR with patient context (mock screenshot), allowing selection of a study the patient is eligible for, and 

launching dynamic data pull (DDP) from the EHR into the study REDCap database via FHIR. 
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REDCap setup included enabling a feature “DDP on FHIR with EHR Launch”, entering certain EHR-specific settings 

and SMART on FHIR web service URLs, DDP permissions, and time intervals for REDCap to check for new data. 

Epic setup included configuring the interface engine for FHIR, configuring REDCap to display in a frame within the 

EHR and a menu item to launch REDCap, updating user security to access needed FHIR resources, and mapping EHR 

local codes (like result component codes) to interoperable standards (LOINC). For a given project, study-level setup 

includes mapping source EHR fields to REDCap database fields. Once a given patient’s data is pulled into REDCap 

from the EHR, an opportunity to adjudicate the data is provided prior to committing to the study database (Figure 2).  

 

Figure 2. Left: Mapping source EHR fields to REDCap fields.  Right: Test patient data imported from EHR via FHIR. 

The initial research project was the Study of Antimalarials in Incomplete Lupus Erythematosus (SMILE), a CTSA 

Trial Innovation Network (TIN) initiative study (ClinicalTrials.gov – NCT03030118), funded by the National Institute 

of Arthritis, Musculoskeletal and Skin Disorders.  Epic-REDCap FHIR integration was employed at the UTSW study 

site to facilitate recruitment and associated data acquisition.   

Results 

For this study, data categories mapped from Epic to REDCap included discrete data for patient demographics and 

laboratory results; Epic data for problems, medications, and allergies was also mapped for importation into REDCap 

as text fields. A total of 76 lab result component LOINC codes were mapped for the SMILE study. At the time of 

abstract submission, 140 patients meeting basic inclusion criteria (age and a single laboratory value) were screened in 

Epic during a three-week period, 10 patients potentially meeting eligibility requirements have had at least some data 

dynamically pulled from the Epic EHR into the REDCap database via FHIR, and one subject was enrolled in the 

study. Two additional studies are already undergoing Epic-REDCap integration configuration. 

Discussion 

Dynamically pulling patient data from the Epic EHR into a REDCap study base proves feasible for a multi-institutional 

study protocol. Once the relevant integration infrastructure is in place, configuration of an individual study is proving 

straightforward. At our institution, additional mapping of local laboratory codes to standard codes on EHR component 

records (not just results) has proven an initial critical path step. Once done, these LOINC mappings can be re-used for 

other research projects, as well as for electronic clinical quality measures (eCQMs) and shareable clinical decision 

support initiatives. The FHIR resources and profiles encourage a “common data model”-like structure on REDCap 

study databases wishing to ingest EHR data via FHIR, further standardizing clinical research data for interoperability. 

Since most clinical trials have complex inclusion and exclusion criteria, investigator review of the EHR is necessary. 

Leveraging EHR-to-REDCap integration enables taking advantage of the Electronic Data Capture capabilities of both 

platforms, with potential to streamline conduct of pragmatic clinical-translational research employing EHR data3. 
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Introduction 

Systemic Lupus Erythematosus (SLE) is a systemic autoimmune disease that has diverse manifestations that can occur 
over a long period of time.  The complexity of the disease and its varied presentation makes identification of patients 
with SLE difficult.  A better understanding of disease presentation based on clinical aspects of disease could support 
earlier identification of disease, personalized treatment, improve identification of patients for clinical trials, and 
support research into the genetic and environmental mechanisms of SLE.  Electronic health record (EHR) data presents 
a rich source of information, but no detection algorithms have been developed based on “phenotypic” descriptors of 
SLE.  We examined three clinical classification criteria for SLE to assess whether they could be a foundation for the 
development of such algorithms to detect patients with SLE in EHR data. 

Methods 

We identified 513 patients with known SLE in a physician validated registry, the Chicago Lupus Database (CLD), 
whose medical records were also in the Northwestern Medicine Electronic Data Warehouse (NMEDW).  We 
developed “uncomplicated” algorithms based on the American College of Rheumatology (ACR)1, Systemic Lupus 
International Collaborating Clinics (SLICC)2 and American College of Rheumatology/European League Against 
Rheumatism (ACR/EULAR)3 classification criteria using only structured data elements (diagnosis codes 
(ICD9/ICD10) and lab results) to determine whether patients met the same classification criteria in both the CLD and 
the NMEDW (see Tables 1 and 2 for criteria).  To be classified with SLE, ACR  requires patients to meet 4 or more 
criteria; SLICC requires 1 clinical and at least 1 immunologic criteria and 4 or more criteria; and ACR/EULAR 
requires that  patients must have positive anti-nuclear antibody (ANA) test and score 10 points based on the most 
severe criteria documented in each of 10 clinical domains. 

Results 

Results:  As shown in Table 1, of the 513 patients with physician validated SLE present in the CLD who satisfied  the 
ACR and SLICC, the ACR-based EHR algorithm detected 75% (385/513) as having SLE, the SLICC-based algorithm 
detected 92% (471/513).  The results of the ACR/EULAR-based algorithm are in Table 2.  Of the 513 patients with 
physician validated SLE in the CLD, only 441 had a positive ANA test, reducing the number of patients who were 
evaluated over the rest of the criteria. Of those, ACR/EULAR detected 89% (391/441). 

Conclusions 

The ACR-, SLICC- and ACR/EULAR based EHR algorithms all detect a significant proportion of patients in the CLD 
that were classified by a rheumatologist as having definite SLE, however SLICC-based algorithm had the highest 
detection rate, likely due to the inclusion of more laboratory parameters in the criteria set and differences in the skin 
parameter identification that favored documentation in the EHR within structured data elements. To support portability 
of our phenotypes, these algorithms were developed using only structured data which reduced detection of criteria 
primarily documented in free text, and which may have reduced the power of the ACR/EULAR algorithm to detect 
important and highly weighted classification criteria (such as renal biopsy results).  All three algorithms will likely be 
improved by using of natural language processing (NLP) that can probe free-text physician notes and test results for 
concepts that align with the classification criteria (such as arthritis or renal biopsy results) that were difficult to detect 
using only diagnosis codes and lab results.  Because NLP has to be customized for a given environment, it could be 
an effective tool to improve detection of clinical criteria in individual health record systems but could reduce the ease 
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of portability of the algorithms to other EHR data sets which could reduce the usefulness of the algorithms for larger 
collaborative studies across networks of health systems. 
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Table 1. Rate of detection of individual ACR and SLICC criteria. Note: Renal Disorder and Neurologic Disorder have different 
definitions under the ACR and SLICC criteria definitions.    

Data Types ACR Criteria Detected in 
EHR SLICC Criteria Detected in 

EHR 
ICD9/10 Malar Rash 87/289 (30%) Acute Cutaneous Lupus 426/435 (98%) ICD9/10 Photosensitivity 63/368 (17%) 
ICD9/10 Discoid Rash 83/122 (68%) Chronic Cutaneous Lupus 138/146 (95%) 
ICD9/10 Oral Ulcers 49/281(17%) Oral Ulcers 49/281 (17%) 
ICD9/10 Arthritis 148/472 (31%) Synovitis (Arthritis) 148/472 (31%) 
ICD9/10 Serositis 100/221 (45%) Serositis 100/221(45%) 
ICD9/10, Labs Renal Disorder 136/154 (88%) Renal Disorder 128/248 (52%) 
ICD9/10 Neurologic Disorder 16/43 (37%) Neurologic Disorder 41/205 (20%) 
Labs 

Hematological Disorders 469/509 (92%) 
Leukoopenia 390/508 (77%) 

Labs Hemolytic Anemia 1/5 (20%) 
Labs Thrombocytopenia 89/454 (20%) 
ICD9/10 Alopecia 14/96 (15%) 
Labs 

Immunological Disorders 339/389 (87%) 
Anti-ds-DNA Antibodies 289/348 (83%) 

Labs Anti-phospholipid Antibodies 90/131 (69%) 
Labs Anti-Smith Antibodies 19/109 (17%) 
Labs Anti-Nuclear Antibodies 360/441 (82%) Anti-Nuclear Antibodies 360/441 (82%) 
Labs Low Complement 368/500 (74%) 
Labs Direct Coomb’s Test 2/12 (8%) 

Table 2: Rate of ACR/EULAR detection.  Renal Biopsy was not detected (ND) due to lack of structured data. 
Data Types Domain Points Criteria Detected in EHR 

Lab Entry Criterion REQ Positive ANA Test 360/441 (82%) 
ICD9/10 Constitutional 2 Unexplained Fever 20/83 (24%) 
ICD9/10 

Muco-Cutaneous 

2 Alopecia 14/96 (15%) 
ICD9/10 2 Oral Ulcers 49/281 (17%) 
ICD9/10 4 Discoid Lupus 138/146 (95%) 
ICD9/10 6 Acute Cutaneous Lupus 426/435 (98%) 
ICD9/10 Arthritis 6 Synovitis 148/472 (31%) 
ICD9/10 Neurologic 2 Delirium 0/0  
ICD9/10 5 Seizure 18/32 (56%) 
ICD9/10 Serositis 5/6 Pleural Effusion/Acute Pericarditis 100/221 (45%) 
Labs 

Hematological 
3 Leukopenia 390/508 (77%) 

Labs 4 Thrombocytopenia 89/454 (20%) 
Labs 4 Hemolytic Anemia 1/5 (20%) 
Labs 

Renal 
4 Proteinuria 49/103 (48%) 

Biopsy Report 8 Class II or V Lupus Nephritis ND 
Biopsy Report 10 Class III or IV Lupus Nephritis ND 
Labs Anti-Phospholipid 2 Anti-Phospholipid Antibodies 309/350 (88%) 
Labs Complement Proteins 3 Low C3 215/494 (44%) 
Labs 3 Low C4 351/493 (71%) 
Labs Highly Specific Antibodies 6 Anti-dsDNA Ab 289/348 (83%) 
Labs 6 Anti-Smith Ab 19/109 (17%) 
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Introduction: 
Recognition of the value of standardized nomenclature to describe the findings of medicine 

dates to at least the 1850’s work of Florence Nightingale and her systematic description of the causes of 
battlefield mortality. Despite a generation plus of work by Standards Development Organizations, the 
goal of standardized interoperable healthcare information remains elusive. 

While the “Big 5” healthcare terminologies (ICD-10, CPT, SNOMED CT, LOINC, and RxNorm) have 
been incorporated into electronic health information (EHI) systems, these terminologies are primarily 
positioned as secondary encoding schemas, rather than as data standards used in the primary capture of 
clinical data, or even as meta-data to enable the semantically interoperable transfer of data between 
EHI systems (including the transmission of clinical data to registries). Instead, proprietary processes and 
unique solutions are needed at each data transfer point, creating an expensive operational barrier to 
optimal patient care while contributing to the increasing costs of healthcare.  

This study has three specific Aims; Aim 1: To compare the case report forms of at least 20 
different disease and device registries established by professional societies and to identify all medication 
data elements that are common across those registries. Aim 2: To evaluate the identified common 
medication registry data elements in the context of the “Big 5” healthcare data standards and national 
medication data models (FHIR, RxNorm, RxClass, NDC, NDF-RT), determining the matches and 
suggesting the most appropriate match between common registry data element and existing medication 
data standards. Aim 3: To describe the current state of the medication data standards environment, 
identifying the limitations of that framework, for the purpose of producing a roadmap that catalyzes the 
governance structural, operational, and technical transformations needed to implement a common 
clinical data element set across EHI and registry systems, and national data models. 
Methods: 

We solicited the contributions of data dictionaries of registries that were members of the following 
organizations: the PCPI National Quality Registry Network (NQRN) and / or the Council of Medical 
Specialty Societies through a combination of face to face meetings, webinars, direct recruitment, 
personal communications, and word of mouth. After receiving permission from the specialty societies, 
we reviewed 36 registries for their medication data. Of these 36 registries, 28 (78%) had questions 
directly related to medications. These questions fell into four general categories. 

1. Provide a list of medications (n=12) Example: List all medications patient is currently taking. 
2. Specific, domain-pertinent medications (n=12) Example: Does the patient have a TOBI Podhaler? 
3. Medications in a class of drugs (n=18) Example: Is the patient on Anticoagulation drugs? 
4. Medications administered related to a procedure (n=8) Example: Indicates if patient was 

prescribed for Ciprofloxacin (Cipro) antibiotic after biopsy. 
Once these general categories were observed, we analyzed each specific question against the AHRQ 

Health Information Technology Standards Panel’s (HITSP) medication data dictionary. Any medication 
questions that could not be categorized in the HITSP were created a similar model, backed with existing 
standards. We counted which registries asked for which information and then counted how many times 
those sources adhered to the interoperable standards. 
Results: 

HITSP identified thirteen general categories that drug information categorizations and sources 
for their data model. Three elements were noted that were not covered by the HITSP, but their 
definitions were adopted from standard sources. Those three are noted with an asterisk. Table 1 shows 
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the number of registries that ask questions in the specific fields of the HITSP framework (Count) as well 
as the number of registries that follow existing terminology standards (Interoperable Count). It is 
important to note that the Existing Sources column is not an exhaustive list of interoperable sources, but 
rather representative of what standards are utilized in the registries studied. 

Name Definition Existing Sources Count Interoperable 
Count 

Fill Status This identifies whether the medication has been fulfilled, 
such as completed and aborted. 

HL7 v3 2 1 

Indication The medical condition or problem intended to be 
addressed by the ordered medication. 

ICD-9; ICD-10; or 
SNOMED CT 

3 2 

Product 
Form 

The physical form of the product as presented to the 
individual. 

NCI 2 1 

Dose The dose of the product prescribed by the individual NCI; LOINC; or 
HL7 v3 

12 2 

Route The method for the medication received by the individual NCI; or HL7 v3 6 3 

Type This is a classification based on how the medication is 
marketed 

SNOMED CT 0 0 

Site This is the anatomic site where the medication is 
administered. 

(Body Site) 0 0 

Brand Name The product brand name of drugs RxNorm 0 0 

Clinical Drug 
Name 

The product clinical name of drugs RxNorm; or 
LOINC 

21 9 

Drug Class The pharmacological drug class RxClass; or 
MED-RT 

18 2 

Packaged 
Product 

The labeler, product, and trade package size NDC 1 1 

Ingredient 
Name 

Drug ingredients UNII; or RxNorm 0 0 

Vehicle Non-active ingredient(s), or substances not of therapeutic 
interest, in which the active ingredients are dispersed. 

SNOMED CT 0 0 

Prescriber* Clinician that prescribed or administered a drug. NPI 1 1 

Effective 
Date* 

Date of the earliest fill date. HL7  v3 10 10 

Duration* Amount of time patient take prescription HL7 v3 5 1 

Table 1. 
From the analysis of these 36 registries, we can see that while some data adheres to 

interoperable standards (Effective Date, Indication, Packaged Product), most of the data did not follow 
established standards. Notably, out of the 18 registries that asked about drug classes, only two 
documented the use of defined interoperable standards in their data dictionary. Overall, of the potential 
85 registry counts, only 33 (39%) adhered to potential interoperable standards. 
Discussion: 

This abstract demonstrates that medications collected in registries can but often do not adhere 
to interoperable standards. The lack of adherence to standards hampers efforts to efficiently collect, 
report, and utilize medication data. This project is not intended to create a new standard but rather act 
as an implementation guide using existing data sources. Combining the identification of the four 
categories of medication questions with the specific technology data allows registries and EHI vendors 
to create semantically and syntactically interoperable data.  

957



Leveraging a Neural-Symbolic Representation of Biomedical Knowledge to
Improve Pediatric Subphenotyping

Tiffany J. Callahan, MPH1, Adrianne L. Stefanski, PhD2, Lawrence E. Hunter, PhD1,
Michael G. Kahn, MD, PhD3

1Computational Bioscience Program, University of Colorado Denver Anschutz Medical
Campus, Aurora, CO; 2Department of Pulmonary Sciences and Critical Care, University of

Colorado Denver Anschutz Medical Campus, Aurora, CO 80045, USA; 3Department of
Pediatrics, University of Colorado Denver Anschutz Medical Campus, Aurora, CO;

Introduction

Subphenotyping aims to cluster patients with a particular disease into clinically distinct groups. Genomic and related
molecular signatures, such as mRNA expression, have recently shown great promise for subphenotyping 1, but such
molecular data are not available for most patients. Linking knowledge from generalized molecular data to patient ob-
servations may help solve this problem until molecular data is available for every patient. Biomedical ontologies, when
integrated into a knowledge graph (KG), provide a biologically meaningful representation of molecular mechanism(s).
Deep learning has recently demonstrated promise when used to reduce complex KGs 2 and have been successfully ap-
plied to embed electronic health record (EHR) data for phenotyping3. It is currently unknown if embedding knowledge
of molecular mechanism(s) at the patient-level, would improve subphenotyping.

To address this gap, we leverage neural-symbolic representation learning of a biomedical KG to generate molec-
ular mechanism embeddings associated with human disease. These embeddings are then to mapped to a patient’s
conditions, medications, and labs from an EHR. We hypothesize that mapping each patient’s unique sets of condi-
tions, medications, and labs to the molecular mechanism(s) will improve subphenotyping. As a proof-of-concept, we
demonstrate how this approach performs on a multiclass classification task compared to embeddings derived using
only clinical concepts.

Methods

Subjects: we examined two groups of pediatric patients: (1) Rare Disease Patients (≥ 10 visits) with a diagnosis of
Phenylketonuria (PKU), Congenital Hypothyroidism (CH), Sickle Cell Disease (SCD), or Cystic Fibrosis (CF); (2)
Other Patients with similarly medically complex records (≥ 10 visits) and no occurrence of the diagnosis codes used
to identify Rare Disease Patients.

Clinical Data: patient data were extracted from a de-identified version of the Childrens Hospital Colorado EHR. All
data from the condition occurrence, drug exposure, measurement, and visit occurrence tables were considered. Use of
this data was approved by the Colorado Multiple Institutional Review Board (15-0445).

Molecular Data: a KG was built using Semantic Web technologies that included phenotypes, diseases, genes, biolog-
ical processes, molecular functions, cellular components, pathways, and chemicals. Data sources used to conbstruct
the KG included: the Human Phenotype Ontology (HP), the Gene Ontology, the Human Disease Ontology (DOID),
Reactome, the Comparative Toxicogenomics Database (CTD), and the STRING Database (downloaded 11/2017).

Embeddings. Clinical: patient-level embeddings were generated using (Doc2Vec5, Python Gensim library). Both
the distributed memory model (DM) and distributed bag of words (DBOW) models were applied. For each model,
different combinations of sliding window size (5, 10, 15, 20) and dimensions (100, 150, 200) were examined. A
bag-of-words model with term-frequency inverse document frequency was used as the baseline representation.

Mechanism: embeddings were generated from the biomedical KG edge list using a modified version of the DeepWalk
algorithm. DeepWalk generate paths of machanism(s) from the KG (e.g. CFTR has function chloride transmembrane
transport) and then learns embeddings of these paths using a skip-gram like approach (parameters: 512 dimensions,
sliding window size of 10). Patient-level mechanism(s) embeddings are derived (after mechanism(s) are mapped to
clinical concepts) by averaging each patient’s set of mapped mechanism(s) embeddings.
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Terminology Mapping. Mappings were made between: (1) conditions (i.e. SNOMED-CT codes) and the HP/DOID
concepts, (2) medications (i.e. RxNorm codes) and Mesh identifiers from the CTD, and (3) laboratory tests (i.e.
LOINC codes) and HP/DOID concepts. For medications and diagnoses, the following steps were used to map medical
codes to ontology concepts: 1) retrieve ontology and/or database cross-references; 2) exact string-match code labels
to ontology and/or database labels and synonyms; and 3) manually mapping. For laboratory tests, clinically abnormal
results (i.e. results above or below a specified reference range) were mapped to HP concepts.

Evaluation. A one-vs-the-rest multiclass classification strategy, with five cross-fold validation, was used to evaluate
the discriminatory ability two types of embeddings: 1) clinical embeddings (i.e. generating embeddings using only
condition, medication, and laboratory test codes); 2) mechanism embeddings (i.e. the average of all mechanism
embeddings that were successfully mapped to each patients clinical codes). To account for for class imbalance,
Synthetic Minority Over-sampling with Edited Nearest Neighbors under-sampling was implemented4. Classifiers
included: logistic regression, Bernoulli Näive Bayes, and a Linear Support Vector Machine. Precision and recall were
used to evaluate performance. Embeddings from the best performing models were dimensionality reduced using the t-
distributed Stochastic Neighbor Embedding algorithm and visualized. Rare Disease Patient Subphenotype differences
were investigated using K-Means clustering and reviewed with a clinician.

Results

Eligible patients included 2,464 Rare Disease Patients (CF=835, CH=760, SCD=816, and PKU=235) and 10,000
Other Patients. Clinical embeddings were built from 178,727 visits and included 6,382 conditions, 2,334 medica-
tions, and 272 labs. Mechanism(s) embeddings were generated from a KG comprised of 116,158 nodes (human genes
(n=23,776), diseases (n=3,744), GO concepts (n=49,185), phenotypes (n=13,159), pathways (n=11,124), and chem-
icals (n=15,019)) and 3,593,567 edges. Successful mappings of mechanism(s) were made for 45.4% (n=2900) of
conditions, 99.7% (n=2327) of medications, and 72.2% (n=130) of labs. It is important to note that only 180 of the
available 272 labs had valid results and were thus eligible for this mapping (n=180).

For all embeddings, the Linear Support Vector Machine classifier performed best. The best performance for the DM
(precision=0.77, recall=0.75) and DBOW (precision=0.83, recall=0.82) models occurred with 150 dimensions and a
sliding window size of 5. The averaged mechanism(s) embeddings (precision=0.95, recall=0.95) out-performed all
parameterizations of the Doc2Vec models. Clustering the Rare Disease Patient’s embeddings from the DBOW model
(150, 5) resulted in 6 clusters (i.e. 1 CF, 1 SCD, 1 CH, and 3 mixed disease). In comparison, clustering the averaged
mechanism embeddings resulted in 10 clusters (2 CF, 3 CH, 3 SCD, 1 PKU, and 1 mixed disease).

Conclusion

This work describes preliminary results from leveraging neural-symbolic representation learning of a biomedical KG
to generate patient-level mechanism(s) embeddings. Our findings demonstrate superior performance of these embed-
dings compared to embeddings learned using only clinical data. Clustering the embeddings from the best performing
models resulted in promising rare disease subphenotypes suggestive of different stages of each disease. Future work
will address existing limitations by validating results using data from a different EHR, exploring alternatives for bal-
ancing data, and examining different classifiers.
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Introduction 

Participants in the Electronic Medical Records and Genomics (eMERGE) Network, including 

Northwestern University (NU), previously demonstrated that it is technically feasible to integrate Pharmacogenomic 

Clinical Decision Support (PGx CDS) into live clinical IT systems.[1]  Using data collected from these systems, it is 

now possible to gain a better understanding of how PGx CDS is actually used by clinicians in a real-world setting.  

Such analyses are an important next step towards understanding how to most effectively design and implement PGx 

CDS to fit clinician needs and improve patient outcomes.  To better understand clinician usage patterns at NU, we 

used a mixed-methods approach in which we examined nearly four years’ worth of PGx CDS logging data and 

correlated it with interview data collected shortly after system launch. 

 

Methods 

This study was performed at Northwestern Medicine’s general internal medicine outpatient clinics, with 

patients and physicians who consented to participate in the eMERGE Network’s PGx project.[2]  A physician 

advisory group recommended against PGx education prior to rollout.  The CDS portion of Northwestern’s PGx 

project initially went live in June 2014 and included CDS alerts for three different drug-gene interactions.  The 

initial set of alerts covered clopidogrel (CYP2C19), simvastatin (SLCO1B1), and warfarin (CYP2C9/VKORC1).  

Alerts took the form of passive or active Best Practice Alerts.  Passive alerts were optional to view and available to 

clinicians in the patient’s chart at any time after results were released to the EHR. Active alerts were required to 

view and triggered during order entry when a relevant genetic result existed for the patient.  PGx-related results were 

regularly released to the EHR, with peak activity between January and September 2015.  Physicians received an 

informational inbox message when results were available.  In all, 2,238 genetic results for 744 unique patients were 

included in the study. Alerts from June 2014 through March 2018 were included in the analysis. 

We used a mixed-methods approach to analyze physician response to PGx CDS alerts.  A qualitative 

component of the study consisted of structured interviews with participating physicians to determine their subjective 

attitudes and responses to the alerts.  A quantitative component consisted of analysis of alert log data collected by 

the EHR to objectively determine how physicians responded to alerts when encountering them in the patient’s chart. 

Between May and July 2015, we conducted thirteen structured interviews with participating physicians to 

determine their attitudes about the overall PGx program to-date.  These interviews included a subset of questions 

regarding their awareness of and use of the PGx CDS tools.  Four questions were answered on a 5-point Likert scale 

(ranging from 1 for Strongly Agree to 5 for Strongly Disagree), along with two open-ended questions.  Interviews 

were recorded, then transcribed and imported into QDA Miner 4 Lite for analysis. 

Two independent coders analyzed the PGx CDS-related sections of the transcripts.  Coder 1 performed an 

initial analysis and created a codebook with six themes: Usage, Usefulness, Usability, Impact on Workflow, 

Attitudes, and Education.  Both coders independently used the final codebook to code the transcripts.  After 

separately coding, the two met to compare coding choices and reconcile differences.  Through these meetings, Coder 

1 and Coder 2 reached consensus on all coding decisions without the need of third party intervention. 

Alert log analysis was conducted by direct SQL query of log data collected by the EHR and made available 

via the Northwestern Electronic Data Warehouse.  Analysis included examination of the total number of alerts fired, 

number of physician interactions with those alerts (i.e., clicks on an alert), and action taken.  Through this data, we 

were able to distinguish between active and passive alerts and between “accepted” or “cancelled” alerts (according 

to what button was pressed).  Alert responses were linked to the patient encounter, which allowed analysis of 

clinical response by examining which medications physicians ordered after viewing an alert. 

 

Results 

Clinicians responded in a narrow range between neutral and slightly positive to Likert-scale questions 

about helpfulness, frequency, and ease of use. 
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Table 1. Average Physician Responses to Interview Questions (1: Strongly Agree, 5: Strongly Disagree) 

Statement Average Response 

The clinical decision support tools were helpful 2.4 

The frequency of BPA firing was appropriate 2.7 

The content of BPAs was easy to understand 2.6 

It was easy to find the BPA about the PGx test results 2.5 

 

The most common axial code to appear in qualitative coding was “Did Not Use Tools,” under the “Usage” 

theme, with 11 of 13 interviewees expressing some level of this concept.  Analysis at the individual open code level 

revealed a general lack of exposure to, and awareness of, the PGx CDS alerts. 9 of 13 interviewees indicated that 

they had little opportunity to use the CDS tools and 7 of 13 indicated that they were not fully aware of what PGx 

CDS tools were available, or what those tools were capable of.  When physicians had exposure to PGx CDS alerts, 

they generally found them to have good usability.  Five users expressed that they were satisfied with the formatting 

and three indicated it was easy to find the information they needed.  There was some skepticism of PGx in general, 

with five users thinking there was not yet enough evidence to adopt PGx in their practice and four thinking the 

proper course of care when incorporating PGx is unclear in general.  Six users indicated they were receptive to 

additional education on PGx. Four users wanted PGx information to be available in “layman’s terms.” 

Log analysis concurred with user reports of low exposure. Notably, passive alerts account for a significant 

majority of total alert exposures and interactions, despite a low overall interaction rate and optional nature. 

 

Table 2. Alert Firing and Interaction Rates 

 Alerts Fired Alerts w/ Interaction Interaction Rate 

Active 40 (0.4%) 40 (10.3%) 100% 

Passive 10,972 (99.6%) 347 (89.7%) 3.2% 

Total 11,012 387 3.5% 

 

Direct alert responses were categorized as “Accepted” or “Cancelled.”  Clinical responses (what was 

ordered after seeing the alert) were categorized as “Standard,” “Alternate,” or “No Related.”  Alert responses were 

mixed.  Clinical responses were primarily to order a standard dose, despite the alert recommendations.  Only 

warfarin showed potential evidence of clinical compliance with the alert recommendations. 

 

Table 3. Alert Responses and Clinical Responses by Drug 

 Alerts Accepted Cancelled Standard Order Alternate Order No Related Order 

Warfarin 25 7 18 12 9 4 

Clopidogrel 9 6 3 7 0 2 

Simvastatin 6 4 2 6 0 0 

Total 40 17 23 25 9 6 

 

Discussion 

Physicians’ attitudes about PGx CDS, and responses to actual alerts, were mixed.  When interviewed about 

PGx CDS, attitudes leaned slightly positive, but log data showed alert interactions were infrequent and rarely 

resulted in an order different from the standard practice.  Firing rates for active warfarin, clopidogrel, and 

simvastatin alerts were lower than expected.  Interaction rates for passive alerts were expectedly low, but sheer 

volume led to a surprising number of total interactions.  As such, passive alerts may prove to be a valuable 

educational tool via mere exposure. Supporting this, responses trended towards SmartSet usage instead of simple 

acknowledgement over time.  Overall, these results are consistent with the first-generation nature of PGx CDS 

technology and the currently low level of PGx education in the clinical community. This study establishes a baseline 

for the further research into physician response to PGx CDS that is currently underway at NU. 
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Introduction

Many initiatives to improve healthcare rely on metrics that are reported on an annual basis, such as Medicare’s Ac-
countable Care Organizations and Medicaid’s Delivery System Reform & Incentive Payment program. To improve,
providers must track their performance on the metric throughout the year; however, because the metric is defined with
respect only to year-end performance, the best method for reporting the metric on a monthly (or sometimes weekly,
or daily level) is unclear. Our review of the literature found no related research or recommendations related to these
issues.

The objective of this research was to empirically evaluate four different methods for reporting an annual, once-a-year
metric on a monthly basis, so as to best accomplish two goals: (1) Predict year-end performance; and (2) Detect any
statistically significant change in performance, such as might happen as the result of a planned intervention. The four
methods were based on existing methods that we have seen used in our own and other quality improvement initiatives.
Here we state them with respect to the dental quality metric for an annual diabetic oral exam1, which is the metric
we used in our evaluation: (1) The proportion of diabetic patients with one or more encounters in the month who still
needed an oral exam and received one in the month; (2) The proportion of diabetic patients seen in the month who
got or previously received (in the reporting year) an oral exam; (3) The rolling 12 month annual metric reported as
if each month was the twelfth month of a twelve month reporting period; and (4) The proportion of diabetic patients
who visited from the start of the reporting year through the month and had an oral exam.

Method

We used the same SQL scripts to calculate monthly results for each method from two US dental schools and one large
dental accountable care organization (Sites A-C) for 2015 encounters. The data included monthly numerators and
denominators along with identifiers for each institution and method. We used Tableau Desktop for visualization and
analysis. We used the mean squared error (MSE) to measure how well each method predicted year-end performance.
To measure suitability for detecting change, we used the two requirements for XmR charts–a type of statistical process
control chart for detecting change in a process over time. The statistical limits for XmR charts are based on the
average two point moving range of the metric. The two requirements are: (1) “successive values need to be logically
comparable”; and (2) “the moving ranges need to isolate and capture the local, short-term, routine variability that is
inherent in the process generating the data.”2

Results

Figure 1 shows the results of each method for Site A. Table 1 shows the MSE of each method by site. Method 3, which
calculates the metric using a rolling 12-month window has by far the lowest forecast error. Both Methods 3 and 4 (the
cumulative year-to-date method) converge to the year-end result for the last month of the reporting period; however,
Method 4 has a much higher MSE since it begins with a large error that then decreases throughout the year. This is
due to the once-a-year requirement of the metric: each month that a patient returns to a practice there is a new chance
for them to meet the metric. Once met, a patient is in the numerator for all remaining months.

To detect change, Method 1 is the only method that meets the requirements specified above, because each monthly
value is based only on how the process is performing in that month. All other methods include data from patients seen
in previous months. Figure 2 shows the X chart portion of the XmR chart for all four methods for Site A. The dotted
line in the charts marks the year-end value. Method 1 correctly shows no statistical evidence of change in performance,
whereas all other methods incorrectly indicate statistical shifts.
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Figure 1: Time series of monthly proportions for all
methods for Site A.

Table 1: Mean squared error (MSE) of monthly pre-
dictions from year-end values

Site

Method A B C
1 402.27 629.36 488.09
2 98.08 172.32 197.54
3 1.34 0.44 0.86
4 121.43 202.05 246.33

Method
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Figure 2: X Charts for all methods for Site A. For each
approach, dashed lines are upper and lower control limits;
the solid black line is the mean of all monthly values; the
dotted line is the year-end value. Pink and red points mark
statistical outliers (signals) as noted by the chart legend.

Discussion

For a once-a-year metric, Method 3 is the best method
for prediction. For statistical change detection, Method
1, which measures performance within each month is
the only choice from among the four methods. Different
types of metrics, such as blood pressure control, where
improvement might only be detected months or more af-
ter an initial, non-conformant visit, may require different
methods. In our experience, metrics are often reported
on a monthly, weekly, or even daily basis based on year-
to-date visits (Method 4); however, this research shows
that this can give a misleadingly low estimate of actual
performance early in the year (see Figure 2, Method 4)
which may lead to assigning resources where none are
needed.
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Introduction 

Electronic health records (EHR) have become an essential data source for identifying cohorts of patients for clinical 

research.  EHR data, however, has significant data quality and completeness biases that limit its use in raw form. To 

overcome some of these challenges, many studies have developed algorithms to compute disease phenotypes from 

EHR data.  Computable phenotypes are algorithms, either rules-based or probabilistic, that improve the precision of 

ascertaining cohorts.  A challenge is obtaining gold standard data to train these algorithms.  Labels are customarily 

generated from detailed chart review by one or more clinical experts - a time-consuming task that limits the amount 

of available training data for any given phenotype.  Recent methods have employed non-gold standard approaches to 

training computable phenotypes that do not require clinician generated labels but rely on surrogate, or "silver-

standard", labels.  These approaches are advantageous by leveraging a larger part of the dataset for training, thus 

helping to avoid bias and overfitting.   

One such unsupervised method is PheNorm by Yu, et al.  PheNorm uses two important features for a disease 

algorithm: the primary ICD (International Classification of Disease) codes and mentions of the disease in clinical 

text from natural language processing (NLP)1.  The features are adjusted by healthcare utilization to account for the 

diversity in patient data completeness.  The PheNorm approach is shown to have comparable performance to 

traditional supervised method. In this study we aim to scale the PheNorm approach to over 100 disease phenotypes 

in 2+ million patients in a large health system.  As part of this effort we have built a library of ICD codes and NLP 

terms linked to each phenotype and validated each phenotype using gold standard labels.   

Methods 

Population: The Partners Healthcare Research Data Repository (RPDR) is a data warehouse of EHR data for over 7 

million patients of academic medical centers, community hospitals and affiliated outpatient health centers. We filter 

patients using a data floor of at least 3 separate encounters and at least one clinical note between 1998 and 2018.  All 

coded diagnosis and demographic data are linked to over 30 million clinical narratives available in a full-text 

indexed SQL Server 2014 database. 

PheWAS Phenotypes: In the initial phase of implementation, we selected a subset of 110 diseases from 1,645 

PheWAS codes.  PheWAS is a custom grouping of ICD-9 codes primarily used for identifying patterns of diagnostic 

codes associated with specific genetic variants of interest2.  In addition, we manually mapped ICD-10 codes to the 

110 diseases of interest because as of this writing ICD-10 is not yet available in the published PheWAS catalog. We 

chose PheWAS because it is derived directly from ICD-9 which is the source coding in the EHR.  We explored 

indexing the diseases based other disease ontologies such as OMIM and SNOMED-CT but these are derived from 

non-EHR data sources and are harder to consistently map to source ICD codes.   

NLP: For each disease phenotype we also mapped the primary UMLS CUIs to identify mentions of the disease in 

the clinical notes.  We took the set of distinct shortest common strings for each CUI and ran a simplified NLP 

process using Microsoft SQL Server full-text search along with regular expressions implementing negation and 

family history exclusion logic as provided in NegEx3. 

PheNorm: For each phenotype we create a dataset of all patients with at least 1 ICD code for the disease and create 

five variables for model training: 1) x_ICD: count of ICD codes; 2) x_NLP: count of NLP codes; 3) x_enct: count of 

encounters to the health system and 4) x_note: count of clinical notes.  In addition, age and sex areconstrained when 

appropriate (e.g. prostate cancer is only computed on men).   We then compute the initial step of PheNorm as 

964



described by Yu, et al. Briefly, PheNorm normalizes x_ICD and x_NLP to resemble a normal mixture distribution to 

compute PheNorm ICD, PheNorm NLP and PheNorm ICDNLP. The final score averages the 3 of these components cases 

are selected based on a cutoff of 0.5.   

Validation: Performance of each algorithm is measured using gold standard labels created from a detailed chart 

review of random sample of patients by a trained clinician.  We compute AUC for each PheNorm score as well as 

precision, accuracy and sensitivity.  

Implementation: The final trained algorithms are implemented back into the RPDR query tool to allow Partners 

investigators to use the selected cases in their queries.  We also provide a detailed report for each phenotype 

outlining component ICD and NLP terms, model performance and comparisons against single ICD code queries. 

Results 

2,060,906 patients were used to train 110 disease phenotype algorithms using PheNorm.  Model performance ranged 

from AUCs of 0.984 (Type-1 diabetes [PheWAS:250.1]) to 0.761 (Hyperparathyroidism [PheWAS:244]) with high 

precision at the standard cut-off of 0.5.  Some phenotypes, however, had poor recall at 0.5 (e.g. Lyme disease: 0.17 

true positive rate).  Figure 1 below presents PheNorm distribution scores and validation results for Alzheimer’s 

Disease (PheWAS:290.11) 

 

 

Figure 1: PheNorm Scores and Model Performance for Alzheimer’s Disease (PheWAS:290.11) 

Conclusion 

Using novel unsupervised machine learning we can effectively and efficiently train computed phenotype algorithms 

across a large EHR dataset.  Future efforts will incorporate additional supporting features in the models and 

phenotype-specific cut-offs based on estimated prevalence from validation data. 
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Introduction 

 

Chronic obstructive pulmonary disease (COPD) is a leading cause of death in the United States. Electronic health 

records (EHR) provide a novel and cost-effective approach for studying COPD, but thus far have been underutilized 

due to challenges with identifying individuals with COPD. 

 

Currently, the diagnostic standard for COPD is based on pulmonary function test (PFT) data. While PFTs are required 

clinically for the diagnosis of COPD, they are underutilized and may not be available when a patient transfers 

healthcare systems. Beyond spirometry, there is no standardized clinical diagnostic metric for COPD, leading to issues 

with misdiagnosis. COPD is also a highly heterogeneous disease that presents with non-specific respiratory symptoms 

such as cough, shortness of breath, or wheezing. Other respiratory conditions, such as asthma, present similarly, adding 

further complexity to identification of COPD cases in EHR. The few previously proposed phenotyping algorithms for 

COPD have been developed in primary care or administrative databases using chart review rather than PFT as the 

gold standard for COPD diagnosis. The majority of these algorithms have also relied predominantly on billing codes, 

with only a few adding additional components such as text from a problem list or patient profile or medication use. 

Our objective was to determine whether the addition of structured and unstructured clinical text improves phenotyping 

for large-scale clinical and genetic studies of COPD. 

 

Methods 

 

Vanderbilt University Medical Center (VUMC) is home to the Synthetic Derivative (SD), a de-identified image of the 

VUMC EHR. The SD includes diagnostic codes (ICD-9-CM and ICD-10-CM), demographic information, clinical 

notes, laboratory values, and medication data on over 2.1 million adult patients. Data are available from both inpatient 

and outpatient encounters. PFT data has been available in an extractable format since January 2011. Our study 

population included adults over 45 years of age at last clinic visit who underwent PFTs at VUMC between January 

2011 and February 2017. The gold-standard definition for COPD case status was post-bronchodilator FEV1/FVC < 

0.7. Demographics, visit dates, diagnostic codes, and PFTs were retrieved from structured fields in the SD. A natural 

language processing (NLP) tool, MedEx, was used to extract medication information. Manual chart review of 200 

records was used to extract additional unstructured clinical data, including mentions of emphysema on radiology report 

and mentions of emphysema, chronic bronchitis, COPD, cough, shortness of breath, or oxygen use on the problem 

list. 

 

We tested several algorithms to identify COPD cases and controls using combinations of diagnostic codes, medication 

information, problem list text, and radiology reports. COPD diagnostic codes included ICD-9-CM (491.xx, 492.xx, 

496.xx) and ICD-10-CM (J41.xx, J42.xx, J43.xx, J44.xx). For algorithms requiring a specific number of ICD codes, 

any combination of ICD codes counted toward the requirement. This included individuals who had several different 

ICD codes for COPD (eg, 491.xx, 496.xx, and J41.xx) as well as individuals who had the same ICD code used over 

multiple visits (eg, J44.xx on 3 separate visits). Diagnostic codes for asthma (493.xx, J45.xx), sarcoidosis (135.xx, 

D86.xx), and idiopathic pulmonary fibrosis (516.31, J84.112) were used as exclusion criteria for controls. Additional 

criteria extracted from the medical record included mention of emphysema on a radiology report or unstructured text 
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mentions of emphysema, chronic bronchitis, cough, shortness of breath, or oxygen use. Manual chart review was 

performed by two trained reviewers (VM and VEK) on 200 records to confirm the accuracy of medications extracted 

from the clinical record and to extract additional clinical variables, as described above. For each algorithm, recall, 

precision, specificity, negative predictive value (NPV), and F-measure were calculated by comparing the classification 

determined by the algorithm to the gold standard PFT data. 

 

Results 

 

We identified 14,058 adults over 45 years of age with available PFT data. The median population age was 64.9 years 

and the majority of individuals were white per physician report (82.2%). A total of 2,015 (14.3%) were COPD cases 

(PFT-defined). The median post-bronchodilator FEV1/FVC was 0.59 among PFT-defined cases and 0.78 among PFT-

defined controls. 

 

We developed and tested our algorithm using 200 clinical records. Our initial algorithm required cases to have 3 ICD 

codes for COPD and 2 respiratory medications. This had a recall of 68.9%, precision of 70.5%, specificity of 87.1%, 

NPV of 86.3%, and F-measure of 0.70. Removing the medication criteria and using 3 codes alone had minimal impact 

on performance (recall of 69.6%, precision of 69.6%, specificity of 86.3%, NPV of 86.3%, and F-measure of 0.70). 

Reducing the case definition to 2 ICD codes provided modest improvement in recall (73.6%) and F-measure (0.71) 

but decreased specificity (83.0%) and precision (68.4%). The addition of data from radiology reports and the clinical 

problem list increased recall and F-measure compared to the initial algorithm but decreased specificity, with varying 

impacts on precision. We tested various combinations of this additional evidence in the algorithm. The algorithm with 

the highest F-measure (0.72) defined cases as individuals with a combination of ICD codes and additional evidence 

of COPD in the clinical record. Three sets of additional evidence had the highest precision (70.2%) and specificity 

(83.8%): 1) mention of COPD in the problem list and emphysema in a radiology report, 2) COPD in the problem list 

and two or more medications for COPD, or 3) two or more medications for COPD and mentions of cough and shortness 

of breath on the problem list. 

 

Discussion 

 

We tested multiple phenotyping algorithms for COPD in the Vanderbilt EHR. We found that a combination of ICD 

codes, radiology report information, medication data, and problem list text provided the best performance by F-

measure when compared to PFT data. We also confirmed that the use of 2 ICD codes only to define COPD cases can 

generate large clinical cohorts with reasonable precision, which may be valuable in clinical centers where advanced 

NLP is not possible. Our best performing algorithms have comparable metrics to previously published algorithms for 

COPD while minimizing algorithm complexity to allow for easier implementation. Furthermore, our use of PFT data 

as the gold standard provided an objective metric for COPD status. Our study may still be influenced by inherent 

challenges of EHR data, such as missing data, inconsistent documentation, and bias toward individuals with more 

severe disease. Furthermore, our algorithm performance is impacted by the complexity of COPD diagnosis and the 

well-known problems of COPD misdiagnosis.  

 

While PFT data strengthens our work by providing an objective gold standard, it may also be a limitation. PFTs are 

not routinely performed in clinical care unless respiratory problems are suspected. Therefore, our cohort is enriched 

for pulmonary phenotypes, even among controls. Many of these pulmonary phenotypes can present with similar 

symptoms and benefit from similar treatments, which reduces their utility as a discriminatory measure. We are 

currently deploying our phenotyping algorithm across the entire VUMC EHR to assess algorithm metrics in the entire 

clinical population. 

 

Overall, our study demonstrates that phenotyping algorithms for COPD can be implemented in EHR to generate large 

clinical cohorts for COPD research. We also show the performance metrics for a variety of different phenotyping 

algorithms with varying complexity, which will provide important data for investigators. The use of phenotyping 

algorithms to conduct EHR research may allow for pragmatic clinical trials in COPD to be conducted in settings where 

PFT data is often unavailable and expand opportunities for biomedical informatics research in COPD. 
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Introduction 

Clinical studies are one of the most valuable mediums for generating medical knowledge. To obtain clinically 
meaningful results, researchers should consider all key design components and carefully design a study, and the 
obtained results should be explained within the scope of the study design. Researchers design a study based on their 
prior experience or related published studies. However, a comprehensive literature review is time-consuming and far 
too often, study designs are based on a limited set of popular publications in the field. Such a limitation may lead to 
compromises in study quality, for example, increasing the risk of a biased or incomplete study population. In this 
paper, we present Smart Clinical Study design component extractor (SCS), a solution for automatic literature review 
that can extract sentences describing key design components from clinical studies (including both clinical trial 
protocols and observational study research papers) at scale.   

Method 

SCS was trained to extract 11 study design components: case inclusion, case exclusion, control inclusion, control 
exclusion, primary/secondary outcomes, features (modifiers/confounders), study duration (start/end enrollment or 
observation date), sample size, data source (for observational study only), statistical methods, and study results. Two 
sources of information were considered: (a) Clinical trial protocols and (b) Observational study papers. From clinical 
trial protocols, intervention information was extracted as a part of the case or control inclusions/exclusions, and results 
were extracted only when they are available. Clinical trial protocols from Clinicaltrial.gov and observational studies 
from published journal papers (both abstract and main body) were used to train SCS to identify sentences describing 
key design components. We built a prototype with the study goal of “understanding hospitalization risk for patients 
with Type 2 diabetes”. For clinical trial protocols, we annotated 60 relevant clinical trial protocols and used 50 for 
training and 10 for testing. For observational study papers which tend to be more complex with free-form descriptions, 
we annotated 220 relevant articles and used 200 for training and 20 for testing. 

After obtaining the corpus, we replaced the ground atoms (e.g. diabetic, metformin) with its corresponding semantic 
type (e.g., diagnosis, medication). This exercise allowed us to increase the generalizability of our system for adaptation 
to additional queries and future use cases; thus, reducing the burden of annotation for each use case. We detected these 
generic forms using IBM’s Annotation for Clinical Data (ACD), a customizable rule-based annotator. Using ACD, 
we mapped all the ground atoms appearing in a sentence to its corresponding semantic types (disease, medication, lab 
test procedure, provider facility, ethnicity, gender, and age). This ‘transformed’ representation of sentences formed 
the basis for all the subsequent activities in our pipeline. 

Our pipeline comprises of three broad modules.  The first module (relevance detection module) identifies and retains 
only the sentences that are ‘relevant’ to our design components. The second module (classification module) classifies 
these identified ‘relevant’ sentences into the 11 design components enumerated earlier. As there can be many sentences 
within a design component, the third module (ranking module) ranks these sentences within a design component based 
on its usage and frequency. The need for a separate relevance detection module stems from the observation that it is 
infeasible to capture potentially infinite characteristics of an ‘irrelevant’ sentence in a training set and have one 
classifier distinguish between the 12 classes (11 design components + ‘irrelevant’ class). Hence, the relevance 
detection module is implemented as an outlier detection process followed by the classification module.  

For clinical trial protocols, we used an SVM based One-Class-Classification (OCC) to remove ‘irrelevant’ sentences. 
To train the model, we converted the raw words in a sentence into word-vectors and aggregated them to obtain ‘feature 
vectors’. While the results were satisfactory, this out of the box solution did not work effectively for observational 
study papers due to the complexity in the text. Hence, we adapted a Positive-Negative-Unlabeled (PNU)-learning 
based framework to capture the nuances exhibited in the free-form text – specifically we: (i) clustered the samples in 
our training data, and (ii) built a binary classifier (relevant vs. irrelevant).  Then for a test sample, we measured its 
proximity to the clusters created in step (i) and if found to be sufficiently close, the binary classifier of step (ii) was 
used to determine its relevance. If the test sample was found to be far from the clusters, it was marked as an ‘irrelevant’. 
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This step helps us handle variations in ‘irrelevant’ sentences that are not part of our training set and the use of clusters 
helps us do this in an efficient manner.  

Once the irrelevant sentences were removed, we used IBM’s Natural Language Classifier (NLC), which performs a 
multi-class classification to classify the ‘relevant’ sentences into 11 design components using deep learning 
algorithms. Lastly, we ranked these classified sentences based on Term Frequency–Inverse Document Frequency (TF-
IDF) scores (where one document is defined for each design component). These ranked sentences within each design 
component were then shown to the user.  The user has the ability to select each detected study component and review 
the additional information in the original document from where the sentence was extracted and its surrounding context 
in the document. The user also has the option to select a specific paper and see its study design.  

  
Results 

From clinical trial protocols, OCC removed irrelevant sentences relatively well (precision 0.85 and recall 0.84). 
However, for observational study papers, OCC yielded low precision (precision 0.21 and recall 0.81) mainly due to 
data (free-formed text) heterogeneity. The proposed PNU based approach improved the performance (precision 0.56, 
recall 0.75, and F2 score 0.70).  

The performance of NLC to classify relevant sentences from clinical trial protocols to 11 design components were 
relatively good: average F2 score of 0.90, with a range from 0.77 (control exclusion) to 0.98 (primary/secondary 
outcomes). NLC performance on observational study papers was slightly lower than that of the clinical trial studies; 
average F2 score of 0.73, with a range between 0.55 (sample size) to 0.86 (case exclusion).  

We measured the performance of the ranking based on TF-IDF using ‘Average Precision (AP) @K’. The AP@K 
denotes the changes in the false positives in the top-k results returned when a corresponding change is made to the k. 
The average AP@10, AP@15, and AP@20 across different study components were 0.91, 0.91 and 0.79, respectively.  

Discussion and Conclusion 

Here we presented SCS, a solution that can extract clinical study design component from literature. While the SCS 
prototype was developed based on a specific case study (‘hospitalization risks for patients with Type 2 diabetes’), we 
replaced diabetic-specific terminologies with generic terminologies, and hence, the capability from the prototype can 
be used to extract design components to support other study goals. SCS can save time and effort to read many papers. 
The outputs along with the contextual information in the paper would help the researcher compare and contrast related 
study design, evaluate them to inform his/her specific study.  

When compared to solutions that solve a similar problem, our pure text-based approach tends to yield better result 
despite other solutions utilizing additional information apart from the text (such as section headings, e.g. Materials 
and Methods, Results). For instance, in [1] the best results for a setting similar to ours yielded an F2 score of 0.61. 
Another important thing to note is that they do not handle the “irrelevant” sentences as an outlier problem and assume 
that they can be completely characterized by the training set. In another related application described in [2], the average 
precision and recall for pure text-based classifiers were 0.48 and 0.27 respectively. Note that [2] also showcases the 
use of semantic features (precision: 0.67 and recall: 0.76). However, when using these features they ignore all other 
tokens that do not match to the predefined semantic categories, while we merely replace the ground atoms in a text 
with its semantic type, with an intention of generalizability across domains (our tests without this steps also yields a 
similar precision and recall). We believe that the three-module approach allows the pipeline to better focus on different 
aspects of the problem. For instance, the ‘relevance detection’ module focuses on improving recall when it removes 
‘irrelevant’ sentences while the ‘ranking’ module reduces false positives; thus, improving precision.  

We are currently working on extending SCS to link to secondary datasets (e.g., claims, EMR, or registry data). 
Together with this capability, we believe SCS will help researchers such as health economics and outcomes 
researchers, statistician, or data scientists to make an informed choice amongst all available study designs and to 
conduct proper clinical studies and compare with existing published results.  
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Introduction 

There are many potential applications related to the accurate measurement and capturing of an individual’s health 

status (versus individual disease status, a person who has physical or mental symptoms with or without definite 

diagnoses). Individual’s health status refers to a person’s overall physical, mental, and social well-being, free from 

illness or injury. Disease status has been used for a long time in clinical care, e.g., to classify disease stages. Accurate 

individual health status measures can be utilized to provide customized prevention services, lifestyle suggestions as 

well as to determine population health, the occurrence of chronical diseases, and providers’ performance in 

prevention services, and to control fast-growing healthcare expenses. However, health status is not a typical category 

of data captured in most electronic health records (EHR) systems. Our group has conducted a literature review to 

collect the existing health indicators that can be utilized to measure individual health. We then examined four 

commercial EHR systems in rural primary care ambulatory settings to explore the availability and presentation of 

indicators. We found that none of the systems captures all of the indicators[1]. Comparing to SF-36, we look for more 

objective indicators to measure health status more comprehensively. Reporting the results of a public perspective 

survey on health indicators is the first step to prioritize all of the indicators. In the long term, we expect to collect 

robust evidence about the relative importance of these health indicators, such as the core and secondary sets of health 

indicators, via examing existing literature and conducting multiple validations.  

Methods 

In summer 2017, we invited the Ohio University community (over 20,000 email addresses, Ohio University IRB 17-

X-142) to complete an online survey questionnaire. Notably, the survey link could be shared by the email recipients. 

We invited the participants, who are at least 18 years old, to complete the survey questionnaire as a means to share 

their perspectives about the importance (0-10 scale) of the indicators to measuring an individual’s health status. We 

calculated the mean and SD score for each indicator. Then, we counted the frequencies of each score (from 0 to 10) 

for each indicator. We then conducted stepwise regressions to investigate whether there is a significant difference for 

each health indicators concerning the demographics variable categories (i.e., age, gender, professional group, and 

educational level). The stepwise regressions were conducted by using the demographic variables as the independent 

variables and the health indicator as the dependent variable.  

Results 

Due to a mistake in the IRB application, we could only use the first 385 completed survey results, of which 383 

were valid. Table 1 shows the main demographics of the participants. Table 2 presents the importance scores and the 

top three most frequent scores and their percentages, and the final model generated via stepwise regression for each 

health indicator. The majority of the participants currently live in Ohio (88.5%) and are White (86.7%).  Therefore, 

we did not use ethnicity or residence country/state as independent variables to determine their contribution to the 

final health indicator rating. Due to the unbalanced participants distribution, we needed to recode the data for 

analysis. For example, we combined the age categories of “>65” (n=10) and “56-65” as a new category “>55”. 

Table 1. Demographics of participants who completed the health indicators survey 
Participants demographics  n % 

Sex:       Female 276 72.1% 

Male 99 25.9% 

Age group: <=35 269 70.2% 

36-45 42 11% 

46-55 34 8.9% 

>55 38 9.9% 

Professional group: Healthcare provider 80 20.9% 

Health data researcher  20 5.2% 

Public health professional  23 6% 

Other researchers 79 20.6% 

Other specialties 181 47.3% 
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Educational level: High school 145 37.9% 

Associate’s degree  29 7.6% 

Bachelor’s degree 93 24.3% 

Master’s degree 64 16.7% 

Doctorate 52 13.6% 

Table 2. Indicators’ importance score and the final model of stepwise regression 

 Mean n 

= 383 

SD The top three 

frequent scores 

Percentage 

of top three 

Stepwise regression final model (n = 375) 

Alcohol abuse 7.58 2.01 10 8 7 61% -- 

BMI 5.76 2.53 5 7 6 44% Age (>55)* 

Diet and nutrition 7.77 1.94 10 8 7 62% Educational (bachelor’s*, master’s*) 

Drug or substance abuse 8.16 1.92 10 8 9 67% Age (>55)* 

Family history of cancer 6.38 2.25 7 6 5 49% -- 

Physical inactivity 6.90 2.08 8 10 9 55% Professional group(other, specify*) 

Smoking, tobacco use 8.05 1.97 10 9 8 66% Age (>55**) 

Sun protection 5.77 2.30 5 6 7 48% Age (>55**), Gender (male***) 

Immunization 

vaccination  

7.69 2.31 10 9 7 60% -- 

Insurance coverage 6.79 2.92 10 5 8 51% Age (>55*), Gender (male*) 

Personal care needs 7.03 2.30 10 8 7 48% Gender (male*), Professional group (other, 

specify*) 

Cancer screening 

detection 

7.27 2.31 10 7 8 58% -- 

Hypertension screening 7.17 2.28 10 8 7 54% Age ( >55*) 

HIV testing 6.60 2.65 10 8 7 48% Age (36 - 45**), Gender (male*) 

Self-rated health status 6.58 2.17 7 8 5 52% -- 

Blood cholesterol  7.67 2.25 8 7 9 52% -- 

Blood sugar level 8.00 2.10 8 9 7 53% Age (>55***) 

Blood triglycerides 7.48 2.22 8 7 9 51% -- 

HDL cholesterol 7.50 2.29 8 7 9 50% -- 

LDL cholesterol 7.51 2.28 8 7 9 51% Gender (male*) 

High school diploma 6.08 3.05 10 5 7 48% -- 

Air quality index >100  6.75 2.12 8 7 6 56% Age (>55**) 

Dentist supply 6.32 2.22 7 6 8 53% Age(>55***) 

Engaged with others 4.83 2.84 5 7 8 39% Age (>55***), Professional group (other, 

specify*) 

Health literacy rate 7.03 2.25 8 9 7 50% -- 

Major depression 7.81 1.89 10 8 9 62% -- 

Purpose of life 6.67 2.51 8 7 5 51% -- 

Race and ethnicities 4.42 2.77 5 6 7 37% Age (>55**)  

Unemployed individual 5.54 2.67 5 7 6 46% Educational level (bachelor’s*, master’s*, 

doctorate**) 

Yellow, mean > 8; green, mean > 7; pink, mean < 5; *p < 0.05; **p < 0.01; ***p < 0.001; 10, the most important; 0, 

not at all important; all independent variables are categorical used in the regression. 

Conclusion 

The survey results show that drug or substance abuse, smoking or tobacco use, and blood sugar level are rated as the 

most important health indicators. The top three frequent score results are consistent with the mean for each indicator. 

The stepwise regression analyses show that there were significant differences in certain health indicators concerning 

certain categories of the demographic variables. Further validation involves (1) analyzing a larger and more diverse 

group of participants, which is ongoing via ResearchMatch and AMIA communities and (2) examining individuals’ 

longitudinal records to verify the roles of these important indicators obtained from surveys among real records.  

1  Jing X, Lekey F, Kacpura A, et al. Health indicators within EHR systems in primary care settings: 

availability and presentation. In: Yin X, Geller J, Li Y, et al., eds. Lecture Notes in Computer Science 

10038. The 5th International Conference on Health Information Science (HIS 2016). Shanghai, China: 

Springer 2016. 161–7. doi:dx.doi.org/10.1007/978-3-319-48335-1_18 
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Introduction 

i2b21 is an open source software product deployed in many academic medical centers across the country. 
Typical data dimensions incorporated into i2b2 include clinical and administrative data from electronic 
medical record systems, diagnosis and procedure codes from billing systems, tissue data from bio-
repositories and genetic information. The primary use of i2b2 is cohort identification.  Its prevalence and rich 
data elements made it an appealing target for the purposes of predictive analytics and deep learning. 

Deep learning has recently become the paradigm of choice to empower successful artificial intelligence (AI) 
systems. Two key factors attributed to its groundbreaking success are: first, large enough datasets suitable 
for neural network analysis finally becoming available; second, hardware platforms that accelerate 
computation have become widely adopted, such as NVIDIA’s Graphical Processing Unit (GPU). In 
medicine, deep learning’s primary contributions to date have been in image analysis, notably in lesion 
analysis for skin cancer classification2 and histopathologic slide analysis for prostate cancer diagnosis3. 

In this work we demonstrate the feasibility of replacing i2b2’s relational database backend with a deep 
learning-derived backend. TensorFlow is a popular deep learning framework developed by Google for deep 
neural network and machine learning projects. TensorFlow uses a computation graph with nodes representing 
operations and edges, tensors. Many common data models (such as i2b2, OMOP, PCORNet) are EAV based 
(entity-attribute-value). For a production i2b2 instance, the set of concepts (attributes) may easily number in 
the hundreds of thousands, typically including ICD, CPT, LOINC, RxNorm and SNOMED codes. Our main 
intuition to adopt TensorFlow arose from the insight that EAVs such as rows in i2b2’s “observation fact” 
tables may be represented as a 2D sparse tensor, the dense format of which maps all the concepts onto the 
row axis and the encounters onto the column axis. The SQL operations are then expressed as operations such 
as matrix multiplication and element-wise array operations. The result is a system which allows the regular 
cohort identification queries to be seamlessly emulated using TensorFlow, while also opening up the 
environment to benefit from the built-in GPU acceleration and the rich set of predictive analytics and deep 
learning tools in the TensorFlow ecosystem.  

Methods 

The first step is to transform the i2b2 data into a tensor format. The main data content of the i2b2 data mart 
resides inside one or more “observation fact” tables. To construct the aforementioned 2-dimensional sparse 
tensor, we first enumerate the encounters, encoding each as an integer.  Similarly we enumerate the universe 
of concept codes, thus mapping each row of observations to an encounter-concept index pair [x,y]. The value 
associated with the observation fact is encoded in the following manner: for boolean, nominal concepts such 
as diagnosis and procedure codes, we set the value to 1; for numerical values such as lab tests or vitals, the 
value is conserved as is; finally, for categorical or ordinal values represented as text such as urine color, when 
the number of categories is <64, we map each to a bit position, and if ≥64, each is mapped onto consecutive 
integers beginning with 1. (We note that we could have chosen to further enrich the data by incorporating the 
modifier codes, such as primary or secondary diagnosis via construction of additional compound concepts.) 
Such indices [x, y] along with the encoded observation values are fed into the sparse tensor constructor. We 
emphasize the importance of using a sparse tensor due to two reasons: first, the excellent computational speed 
achieved through TensorFlow’s built-in special operations on them; second, the underlying layout of 
observation fact data is basically a sparse tensor data structure thus making the data conversion effort trivial. 
The following simple illustration demonstrates the utility of tensor operations.

The 2-dimensional tensor is a simplified dense tensor representation of 5 
encounters and 4 concepts after performing the above transformation. Suppose 
the concepts consist of ICD-9 codes with two asthma ICD-9 codes (e.g. 493.20, 
493.90) corresponding to the 1st and 3rd elements. A query for those two asthma  ⎣

⎢
⎢
⎢
⎡
1		1		1		0
0		0		0		1
0		0		0		0
1		0		0		0
0		0		0		1⎦

⎥
⎥
⎥
⎤
∙ +

1
0
1
0

, = 	

⎣
⎢
⎢
⎢
⎡
2
0
0
1
0⎦
⎥
⎥
⎥
⎤
 

972



  

codes is represented as the 1-dimensional tensor with 1st and 3rd element set to 1, and the product represents 
the number of matching criteria by encounter. The next step is to emulate regular query executions by 
composing computation graphs that perform tensor operations. To illustrate, we use the following example: 
“find all the asthma patients who had a visit between 2016 and 2017 and whose hemoglobin and BMI are 
both within the normal range”.  To compute the solution, four consecutive steps are composed: diagnosis 
attrition, lab and vital value attrition, and visit time attrition.

Numerical comparisons needed 
for lab and vital attritions were 
achieved using greater and less 
than operations. Since 
TensorFlow does not natively 
support time comparison, the 
admit time was encoded as a 64 
bit integer. All four attrition 
operations yield one-dimension 
tensors that have the exact same 
size – the total number of 
encounters. Element-wise array 
operations were used to generate 
the final result. Since 
TensorFlow also supports 
Logical OR and NOT, all query 
constructs in i2b2 may be 
emulated. Figure 1 illustrates the 
computation graph for the 
example.  Figure 1. Computational graph to emulate the example query, 

generated using TensorBoard

Results 

Using the methods explained in this paper, we found a computation graph may be composed using tensorflow 
operators to emulate any i2b2 query pattern, indicating a TensorFlow computation graph composer may be 
integrated directly into the i2b2 as a drop-in replacement for the relational query engine while keeping front-
end and middle-ware layers intact. We have implemented TensorFlow graphs like the one illustrated in Figure 
1 on a mid-grade system with a NVIDIA GTX 6GB GPU. As a result, we have a dual-purpose system that is 
not only capable of supporting regular queries, but also deep learning enabled. We are currently developing 
meaningful use cases such as generating high quality synthetic data using encoder-decoder RNN. 

Discussion 

Although our approach is presented in the context of i2b2, it generalizes and is applicable to many other 
datamarts such as OMOP and PCORNet. The key insight is that since these datamarts all employ the common 
underlying data structure of [encounter, concept, value], their data contents can be converted directly into 
sparse tensor format. The future direction for this work is twofold: 1) develop a CRC cell plugin to 
automatically compose TensorFlow computation graphs, allowing the i2b2 application to run directly on a 
deep learning enabled backend; 2) utilize the rich set of technical assets in the TensorFlow eco-system to 
enhance i2b2 with cutting-edge predictive analytics and deep learning capabilities.  
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Background and Objective: Mental or substance use disorders are major contributors of global disease burden with 
high risk for hospital readmissions.1, In the United States, an estimated 51.2 million adults aged 18 years or older 
(22.5 percent of adults) have experienced one or more mental substance use disorders in the past 12 months2 and 
hospital stays primarily for mental or substance disorders accounted for nearly 7% of all hospital stays.3 Identifying 
risk factors for readmission may facilitate disease management and reduce the social and economic burden. We 
sought to develop and validate a hospital readmission model using a machine learning (ML) approach.  
  
Methods: We analyzed patients with continuous insurance enrollment from January, 2014 through August, 2015. 
Only admissions with mental health related disorders (ICD-9 codes) as the primary reason for hospital admission 
were included in the analysis. The candidate variables included demographics, disease related group (DRG), history 
of previous hospitalization, comorbidity, and index hospital cost. The outcome was readmission with mental or 
substance use disorders within 30-days of index hospital discharge. Model performance was evaluated using ROC. 
First, we compared ROCs of an extreme gradient boosted tree (XGBoost) model to a baseline GLM logistic model 
with elastic-net regularization using 10-fold cross-validation run on the complete dataset. Then, after 80/20 random 
split of study population, we trained and tested the 30-day readmission model based on the XGBoost approach to 
estimate its performance. 
 
Results: A total of 65,426 unique patients and 97,762 admissions were analyzed. Patients with mental disorders 
(predominately psychosis and depressions) accounted for 66% of overall admissions; the other 34% were substance 
use disorders (alcohol/drug abuse or dependence) (Table 1). The overall 30-day readmission rate for the study 
population was 16.4%. Patients with substance use disorders had a higher readmission rate (22.3%) than those with 
mental disorders (13.2%), P<0.0001. Among all those who had readmissions, 70.7%, 17.0%, and 12.4% had 1, 2, or 
3+ readmissions during study period, respectively. Previous hospitalizations, index hospital expenditure, discharge 
status, diagnosis category, and hospital geographic location were identified as among the highest important 
predictors in the XGBoost model. The 10-fold cross validation ROC of the XGBoost approach was 0.737 (95% CI: 
0.732, 0.742), significantly better than that of the GLM 0.697 (95% CI: 0.690, 0.703) (Figure 1). The ROC of the 
final XGBoost model applied on the test set was 0.736. 
 
Conclusions: The machine learning approach can generate a clinically valid predictive model with ROC 
comparable with published readmission models of other chronic diseases. The XGBoost approach produces superior 
model than the GLM. Our model may be useful in aiding targeted demographic initiatives to reduce readmissions 
among patients hospitalized for mental or substance use disorders.  
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Table 1. Patient characteristics by training  versus testing cohort 

Variable 

Training cohort (80%), 
n=78,209 

Testing cohort (20%), 
n=19,552 

Prevalence 
(column %) 

Readmission 
rate (% of 
admissions) 

Prevalence 
(column %) 

Readmission 
rate (% of 
admissions) 

Age group         
Adolescents (11-17) 21.4 13.3 21.4 14.0 
Young adults (18-44) 45.8 18.6 45.8 18.5 
Middle age adults (45-64) 32.8 14.6 32.8 14.2 
Sex         
Male 48.2 17.2 47.9 17.2 
Female 51.8 15.2 52.1 15.2 
Discharge status         
Home 74.9 13.0 74.5 13.0 
Other institution 25.1 25.5 25.5 25.5 
Disease Related Group (DRG)         
885- Psychoses  51.9 13.6 52.9 13.6 
881- Depressive neuroses  6.8 9.1 6.6 9.6 
DRG 880 882 883  876 884 886 887 other mental 
disorders 7.4 14.0 7.1 14.5 

897- Alcohol/drug abuse or dependence w/o 
rehabilitation therapy 30.0 22.5 29.5 22.4 

DRG 876 894 895 896 other substance use disorder 4.0 18.4 3.9 17.7 
 
 
Figure 1. Compare ROC (95% CI) of XGBoost model versus base GLM model  
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Introduction 

Free-text data in the electronic health record (EHR) can provide information beyond coded data and improve accuracy 

in analytical tasks (e.g. risk factor identification).1 The challenge in information extraction (IE) remains to determine 

what and how to extract – the curation of the terms and patterns that qualify as the desired information elements (i.e. 

extraction logic). Variations in documentation patterns and study questions result in the need to customize the 

extraction logic in approximately half of the projects.1 Controlled terminologies cover only a small subset of the terms 

found in clinical texts,2 while the high variability of human language hinders subject matter experts (SMEs) from 

accurately enumerating all possible forms of the desired concepts, especially for high-level ones.  

We hypothesize that active learning will allow the curation of an accurate and comprehensive extraction logic with 

minimal SME effort and lessened dependency on standard terminologies.3  This work is part of a larger research study 

– the CONCERN Study - which investigates nurses’ judgment that a patient’s clinical state may be deteriorating, in 

both narrative and structured information in acute and critical care.4 We use the identification of relevant information 

about impaired gas exchange (IGE) as an example to illustrate our methods and preliminary findings. 

Methods 

We utilize an active-learning approach to semi-automate the 

ad-hoc curation of a comprehensive lexicon for a specific IE 

task. Briefly we use neural word embeddings to mine 

associations between words and phrases in the target texts.5 

To extract a particular concept, the user begins with an 

intuitive seed term, and the associations are used to suggest 

additional terms manifesting the desired concepts (Figure 1). 

Entity Definitions: Nursing SMEs translated the abstract 

concept of IGE to 14 specific entities with 50 seed terms 

(Table 1). The prevalence of IGE in manual inspection of a 

random sample of 50 notes was approximately 5%.  

Data collection: we used nursing notes in acute and critical 

care, including nursing progress notes, nursing summary, 

significant events etc. We excluded note types with high 

frequency of templated content (e.g. plan of care notes). 

Knowledgebase creation: The included notes were 

randomly divided to train and test sets, stratified by the note type distribution. The notes in the training set only were 

pre-processed to clean noise (non-ASCII characters and computer-added headers) and consolidate classes (date, time, 

numbers etc.), and were tokenized and sentence-segmented using Stanford CoreNLP suite. The vocabulary for word 

embeddings included all tokens with a frequency >=5 or a frequency of 3-4 that satisfy the regular expression [a-zA-

Z][-a-zA-Z0-9]+. All sequences matching a SNOMED CT term were fused to a single phrase token. Word embeddings 

were trained using word2vec's skip-gram with negative sampling algorithm,5 and hyperparameters were optimized 

using University of Minnesota word relatedness reference data.6  

Term expansion: A custom web-application was used to expand the seed terms. For each separate entity, 1) seed 

term(s) were submitted. 2) For each, a vector representation was calculated (lookup in the vocabulary or averaging its 

tokens’ vectors), and all of the embeddings were queried for the nearest-neighbors, 3) the top 100 suggestions, ranked 

by averaging their similarity to each seed term were returned, removing duplicates and previously-seen ones and 4) 

adjudicated by the user. The selected suggestions were resubmitted to retrieve additional suggestions in the same 

process, repeating until no new appropriate suggestions were found. The selected terms were organized in a lexicon 

of terms and regular expression patterns fed into to MTERMS,7 our information extraction suite, and were examined 

Figure 1 Term expansion for the seed term "dyspnea" 
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on a separate subset of the test notes. Positive matches were reviewed, and the lexicon was modified to avoid erroneous 

matches. The final lexicon was used by MTERMS to extract any non-negated mention of the desired entities from a 

separate unused subset of the test notes.  

Evaluation: The suggestions’ accuracy was evaluated by two nursing informaticians who adjudicated two sets: 1) a 

random sample of 272 notes with IGE extractions, to verify the correctness of the extracted mentions (precision) and 

2) a random sample 487 notes from which no 

mention was extracted, to ensure no cases 

were missed (recall).   

Results 

Overall, 1,555,497 (training: 1,540,013, 

testing: 15,484) notes were included. The 

expansion process resulted in 305 terms and 

patterns (Table 1) which were found in 1,595  

validation notes. Manual review revealed 

overall precision of 95.0% and recall of 

83.3%. Inspection of false negative cases 

found complex expressions, negation and 

inflections as root causes for errors. 
 

Discussion 

The current study demonstrated how off-the-

shelf unsupervised learning methods can 

facilitate simpler and easier-to-manage rule-

based IE, while achieving accuracy 

comparable to those reported in the clinical 

IE literature,1 and reducing the dependency on terminologies. This may facilitate the use of unstructured information 

from more esoteric specialties or answering ad-hoc study questions, where no terminologies are available. In this 

study, the nursing diagnosis concept IGE is present in a standard nursing terminology, the Clinical Care Classification 

(CCC), as "L26.3: gas exchange impairment",8 but neither it nor its mapped SNOMED CT concept (70944005 | 

impaired gas exchange) have additional descriptions or children, thus requiring manual curation. While some of the 

expanded terms were also found in SNOMED CT, our method spared the need to look up the concept itself, thus 

providing value, even if limited, also when terminologies are available. Being data-driven, our methods are sensitive 

to the idiosyncrasies of and availability of training data. Our study included notes from a single network (Partners' 

Healthcare). We plan to test the generalizability of our method using a corresponding corpus from another institution 

(Columbia University) and on additional concepts and utilize unsupervised entity induction methods.  

Acknowledgements: Research reported in this abstract was supported by National Institute of Nursing Research of 

the National Institutes of Health under award number 1R01NR016941. The content is solely the responsibility of the 

authors and does not necessarily represent the official views of the National Institutes of Health. 
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Table 1 IGE entities and example of seed and expanded terms 
Entity (seed terms) Expanded terms 

abnormal arterial blood gases (abnormal ABG) abnormal abgs* 

abnormal rate, rhythm, depth of breathing (RR 
30s-40s, tachypnea, hyperpnea) 

breaths min 

decreased carbon dioxide (abnormal CO2) hypocapnia, hypocapnea* 

diaphoresis (sweating, sudation) drenching* 

dyspnea (dyspnea on exertion, SOB) orthop* 

hypercapnia (hypercarbia, hypercapnia) elevated paco2*, high 
pco2* 

hypoxemia (Sat 80% on RA) desatting* 

hypoxia (blue mucous membranes, poor tissue 
perfusion) 

lactic acidosis 

irritability (combative) beligerence*  

nasal flaring (nasal flaring) nasal flaring 

restlessness (restlessness) agitation, ativn 

somnolence (somnolence) lethargy, sleepiness 

tachycardia (palpitations) atach*, palps* 

visual disturbances (diplopia, blurriness) blurred vision* 

* the term was not found verbatim in SNOMED CT. Lexical errors are 
exactly as they stand in the original to demonstrate the linguistic variability.  
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Introduction: Alzheimer’s Disease (AD), a progressive cognitive disorder, is the 6th leading cause of death in the United States1. 
Despite studies demonstrating that females having a greater lifetime risk of developing AD2, molecular signatures underlying these 
findings remain elusive. We present a comprehensive, sex-specific meta analysis of whole blood gene expression in the context of 
AD and elucidate a female-specific gene expression signature using network-based approaches. Our findings represent the largest 
meta analysis of whole blood gene expression in AD to date and provide a critical step forward towards understanding sex 
differences in AD.  
Methods: We analyzed three publicly available microarray whole blood datasets from the Alzheimer’s Disease Neuroimaging 
Initiative (ADNI)3 and AddNeuroMed (GSE63060, GSE63061)4 databases, excluding patients with Mild Cognitive Impairment, 
Frontotemporal dementia, Lewy-body disease and non-Alzheimer’s dementias. Data was preprocessed by computing the median of 
the probes mapping to the same gene, applying a log2 transformation to each gene, and performing quantile normalization of each 
study to ensure that the gene expression levels were standardized across all samples. We merged data from all three studies using 
Combat5 to minimize batch effects and preserve variation due to sex and disease, yielding 10,905 protein coding genes and 798 
individuals after outlier removal. 347 were males, 451 were females, 498 were healthy, and 300 had AD. Principal Component 
Analysis (PCA) assessed the presence of batch effects by study, and Weighted Gene Coexpression Network Analysis (WGCNA) 
identified sex-specific disease-associated gene networks using k-means clustering and a one-sided hypergeometric test, after fitting a 
generalized linear model that controlled for age and varied with sex and disease status. Further, we used xCell6 (a tool that outputs an 
enrichment score for each cell type based on the average of all the single sample GSEA scores corresponding to all gene signatures 
for the cell type of interest) to perform cell type deconvolution, elucidating cell types that were enriched in males and females based 
on the gene expression patterns. 
Results: PCA on the merged data revealed no batch effects by study (Figure 1A). Network analysis using WGCNA revealed 6 
significant disease-associated modules from the female data and 2 significant disease-associated modules from male data (Figure 1B 
and C). A disease-associated module is one that has a significant amount of genes that overlap with the primary genes in the 
corresponding disease. The modules were identified by relating the module eigengene to disease status using a generalized linear 
model. Four of the 6 female modules had a significant amount of overlapped genes with the 2 significant male modules, being 
enriched for pathways7,8 including neutrophil degradation, IL-5 Signaling, and Oxidative phosphorylation (Figure 1B). The 
remaining two female disease-associated modules were enriched for the immune system, nucleotide-binding domain, leucine rich 
repeat containing receptor signaling pathways, cellular response to DNA damage stimulus, regulation of nucleobase-containing 
compound metabolic process, and the nuclear lumen (p<0.001). After performing cell-type deconvolution using xCell and fitting a 
generalized linear model with age, disease status and disease:sex interaction as fixed effects, we found an upregulation in specific 
immune cell types in females with AD, in comparison to healthy females, but no upregulation in males. 
Discussion: This meta-analysis revealed female-specific AD disease gene signatures involving immune-related and DNA-binding 
processes. Studies have shown an immune dysregulation in AD9, and connecting this with sex, can improve therapeutics. Network 
and cell type-specific analyses revealed biological functions that exhibit a significant disease effect in females only, offering a novel 
transcriptomic explanation for differential AD risk in males and females. Understanding sex-specific gene expression could lead to 
more precise biomarkers for AD.  

A. B.      
Figure 1. A) PCA plot colored by study shows minimal batch effects by study. B) Significant Male and Female Module Overlaps: Venn diagrams illustrate                        
overlapped genes between significant male and female modules and function category describes their corresponding biological pathways. There is a significant                    
overlap between male and female modules in the first 4 venn diagrams, determined by a one-sided hypergeometric test; however, last two female modules, cyan and                         
salmon, have no significant overlap with any disease-associated male modules (green and red modules). 
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Introduction 

At NewYork-Presbyterian Hospital we are testing an early warning system to notify providers when their patients’ 

vitals signify acute physiologic decompensation. We are using the EHR-identified care team to determine which 

providers should receive alerts. In this study, we assess whether the EHR-designated care team appropriately identifies 

the set of individuals involved in care, and who should receive notifications regarding patient physiologic status. 

Previous research has shown that knowing who is on a patient’s care team is perceived as an important need by 

physicians and nurses.1 Moreover, knowledge of the care team is crucial for enhancing care delivery through better 

care coordination, improved communication between patients and providers, and targeted and timely notification of 

relevant clinical information (such as lab results).2 Our work adds to the literature by examining the accuracy of the 

care team in the context of early warning systems, which can directly affect care quality and patient outcomes. 

Methods 

We conducted a retrospective study on care team membership for inpatient admits at NewYork-Presbyterian 

Hospital/Columbia University Medical Center. We included patients admitted to the hospital between April and June 

2018, the time period over which we have been testing our early warning system. We tabulated how often a nurse, 1st 

call, or attending provider is identified within the prior 12 hours of an alert sent for each patient. If a provider is on 

the care team within the past 12 hours of an alert, then we consider them as being involved in patient care.  

Results 

Our inclusion criteria resulted in 8,265 unique patient admissions during the April through June 2018 period. Our 

early warning system issued 422 alerts in total over the retrospective period for patients on the floor (i.e. non-ICU 

units), with an average of 1 alert per one hundred patients (excluding alerts sent when patients were in the ICU). In 

Table 1 we tabulate how often a nurse, first call, or attending was identified in the care team in the 12 hours prior to 

an alert being sent for a given patient. 

Table 1. This table shows the fraction of all early warning alerts in which a given provider role was identified in the EHR-

designated care team, in the 12 hours prior to the alert being fired. 

Provider Role Fraction of Alerts with Role Identified in 12-hrs prior  

Nurse 90% 

First Call 91% 

Attending 72% 

Conclusion 

The EHR-designated care team appears to appropriately identify providers involved in patient care and can be used 

to determine the providers who should receive notifications from an early warning system for patient health.  
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Introduction 

Personalized medicine brings greater opportunity to augment evidenced-based care in the primary care setting, so-

called advanced primary care.  The challenge of personalized medicine is to gather the information and bring it to 

the physician during a medical encounter for further assessment and intervention without interrupting the normal 

practice workflow and the doctor-patient relationship.  To that end, electronic tools can be leveraged to facilitate the 

process.  However, it is not clear which provider, practice and system characteristics predict which physicians will 

take advantage of these tools to achieve the benefits of advanced primary care.  Further, understanding the reasons 

why these characteristics are salient will lead to stronger interventions to improve participation overall.  

NorthShore University HealthSystem, headquartered in Evanston, Illinois, is composed of four hospitals and a 

medical group of over 900 physicians.  NorthShore integrated personalized medicine into primary care by 

implementing a Genetic and Wellness Assessment (GWA).  The GWA is a personal and family history screening 

questionnaire that covers cancer, diabetes, and cardiovascular disease to determine patients’ genetic risk for these 

conditions, as other institutions have done1.  Presented to the patient through the patient portal in advance of an 

annual physical examination, positive screens are displayed to the primary care physician (PCP) as a clinical 

decision support (CDS) alert that summarizes the patient-reported information with recommendations for a specific 

genetic panel and/or a referral to a genetic specialist.  Response choices to the CDS are 1) order the lab; 2) place a 

referral; 3) document why this alert is not applicable (override); or 4) simply move on in their workflow.   

Methods 

The dependent variable for this analysis was binary: whether the PCP acted upon the alert (responses 1-3 above) or 

not (response 4 above) during encounters where the GWA was completed and a personalized medicine alert was 

presented to the PCP.  A hierarchical mixed-effect logistic regression model was fit to the data.  This type of model 

was used because it can account for nesting variables (i.e. visits within physicians) and incorporate mixed effects, 

where neither can be accomplished with a standard logistic regression. An 80%/20% training/testing split was used 

to fit the model and then validate it. Numerous candidate variables at each level were assessed for inclusion.  Across 

PCP practices, practice-level predictors such as the average PCP age, percent of male PCPs in the practice, number 

of patients seen in the previous year, and average severity of each visit measured in relative value units (RVUs), did 

not contribute to the model and were dropped, leaving predictors at the provider and patient levels.  The final model 

was comprised of three patient-level (mean-subtracted patient age, patient gender, and number of non-personalized 

medicine CDS alerts during the visit) and three provider-level variables (standardized number of patients seen the 

previous year, PCP gender, and an indicator if the PCP’s primary specialty was obstetrics & gynecology or not). 

Results 

The model had an AUC of 0.925, sensitivity of 0.9409, and specificity of 0.7383.  The statistically significant 

variables (p < 0.05) show that alerts are more likely to be acted on if the patient is female and older than the average 

patient the PCP sees and if the PCP is female and see more patients relative to other PCPs. 

Conclusion 

Predictive modeling can identify factors that contribute to the success of CDS in the context of personalized 

medicine and can serve as benchmark for quality improvement.  These scores will also be used when trying to 

optimize CDS adherence in two pilot clinics by quantifying the effects of the intervention. 
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Abstract: Frailty, the loss of ability to maintain homeostasis under everyday stressors, is associated with increased  
risk of postoperative complications. Screening for frailty could lead to better outcomes in vulnerable populations.  
We compared two frailty metrics: the Rockwood Index (RI) and the Risk Analysis Index-Administrative (RAI-A)  
calculated using registry data. However, the RI can also be calculated from the electronic health record (EHR).  
Study supported in part by the San Antonio Pepper Center P30AG044271, U01TR002393 and 1UL1TR002645

Introduction:  RAI-A uses  11  variables  extracted 
from the   American College of Surgeons National 
Surgical  Quality  Improvement  Program  (NSQIP) 
registry,  including  medical  co-morbidities  and 
functional  status.1 RAI-A is  a  good  predictor  of 
postoperative  complications  but  missing  variables 
could  lead  to  underestimating  the  index.  On  the 
other hand the RI2 does not depend on a specific set 
of variables– it is simply an unweighted fraction of 
variables with abnormal values relative to the total 
number of variables under consideration. The only 
stipulation  is  that  the  chosen  variables  should 
represent many different physiological systems. The 
RI is robust against missing data and comparison of 
different  data  sources.  If  RI  has  a  high  level  of 
agreement  with  RAI-A,  then  RI  may  be  more 
clinically  useful  for  identifying  high-risk  patients 
because of its acceptance in the frailty field, ability 
to  calculate  from  EHR  data  and  resilience  to 
heterogeneous data.

Materials  and Methods:  We used  data  from our 
local  2013-2017  NSQIP  registry.  Model 
comparison/refinement was performed on 176 cases 
randomly sampled from a  total  of  541 emergency 
surgery cases. 

Results:  Kaplan-Meier curves of 30-day readmissions for RAI-A and RI (Figure 1).  RI demonstrating a slightly 
higher Harrell's C (0.369) than RAI-A (0.349). Even a sample size of 176 was sufficient to detect a significant effect  
for both RAI-A and RI. The threshold value that maximizes the sum of sensitivity and specificity in this population 
was 9.5 for RAI-A and 0.264 for RI.

Conclusions: RAI-A and RI are both reasonable predictors of 30-day readmission; RI has the advantage of being 
more robust to missing variables and can be calculated from the EHR.
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Figure  1.  Ability  of  RAI-A and  Rockwood  Index  (RI)  to 
distinguish  high-risk  from  low-risk  patients.  The  lines  are 
Kaplan-Meier curves with the x-axis representing time from 
surgery until first readmission (30-day follow-up).and the y-
axis represents percent of patients who have not yet had a 30-
day readmission. The shaded areas represent 95% confidence 
intervals. The 'High' and 'Low' lines represent patients binned 
into  the  upper  and  lower  halves  of  RAI-A and  RI  in  the 
respective plots.
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Abstract: 

We present a novel method for identifying the enrichment of different pathways by combined analysis of the 

expression of all genes involved in the pathway. Our model is based on the analysis of the distance 

correlation between pathway genes and the phenotypes. Simulation modeling shows that our model has 

increased statistical power compared to univariate based models. 

Introduction: 

Most current pathway enrichment analysis models focus on individual genes within the pathway to infer the 

enrichment. When the association between gene expression and phenotype is small, individually significant results 

are harder to detect. This leads to the loss of power in pathway analysis. We propose a novel method that analyzes all 

the genes comprising the entire pathway simultaneously. The idea is minute gene alterations dismissed in individual 

gene comparisons may contain pathway enrichment information and including them would increase statistical power.  

Methods: 

Distance Correlation 

Distance correlation between two multivariate variables X and Y is: dCor(𝑋, 𝑌) =
dCov(𝑋,𝑌)

√dVar(𝑋)dVar(𝑌)
,  where  

dCov𝑛
2(𝑋, 𝑌): =

1

𝑛2
∑ 𝑛
𝑗=1 ∑ 𝑛

𝑘=1 𝐴𝑗,𝑘𝐵𝑗,𝑘  where 𝐴𝑗,𝑘: = 𝑎𝑗,𝑘 − 𝑎𝑗⋅ − 𝑎⋅𝑘 + 𝑎⋅⋅ and 𝑎𝑗,𝑘 =∥ 𝑋𝑗 − 𝑋𝑘 ∥, 𝑗, 𝑘 = 1,2,… , 𝑛. [1] 

Pathway Enrichment Analysis Using Distance Correlation 

For a specific pathway (P) with S genes in a dataset consisting of L genes and response phenotype Y: 

1. Calculate the distance correlation between the pathway genes and Y; 

2. For large number of times N, randomly choose S genes outside of P to form a quasi-pathway Calculate the 

distance correlation between genes of Q_n ( n=1,…,N) and Y and  estimate 𝑝𝑣𝑎𝑙𝑢𝑒 = #[(𝑑𝑐𝑜𝑟(𝑄𝑛),𝑌)>𝑑𝑐𝑜𝑟(𝑋,𝑌)]

𝑁
 

Results and Discussion 

We compared the sensitivity of our model against the popular GSEA algorithm [2]. Results indicate higher sensitivity 

for a wide range of enrichment levels. Also distance correlation based model offers increased power for larger sample 

sizes. Figure 1.  

Conclusion 

In this work we presented a novel method for pathway enrichment 

analysis. The model shows improvement under certain experimental 

conditions in comparison to well-known models. 

Figure 1. Comparison of the Percentage of identified enriched 

pathways between Distance correlation model and GSEA  
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Introduction: Despite progress in establishing therapies for cardiovascular disease prevention, many studies have 
identified gaps in implementation and adherence to guideline recommended strategies.1,2 Our institution 
implemented a clinical decision support (CDS) system to promote adherence to guidelines for cardiovascular disease 
prevention. The CDS system, entitled CV risk profile, gave providers individualized patient information and was 
linked to the Mayo electronic health record (EHR) for 10 years until transition to a new EHR system, at which time 
the CDS system became non-functional. This study investigates provider opinions, including “ease of use”, of the 
CDS system for cardiovascular risk assessment and for the creation of a replacement system.  

Methods: A provider survey with 9 questions was developed and an invitation letter was sent by e-mail with a link 
to the self-administered web-based survey. An invitation letter was sent to 279 providers including all staff 
physicians, fellows, nurse practitioners, physician assistants and nurses who provide cardiovascular consultations in 
the Department of Cardiovascular Medicine Mayo Clinic, Rochester, MN. Of this group, 100 providers responded to 
the survey resulting in a response rate of 35.8%.  

Results: Among the 100 providers that responded to the survey, 52 (52%) indicated they had used the CV risk 
profile system and were prompted to continue the survey, while the remaining 48% indicated they had not used the 
system, and were not asked to complete the survey.  Among 52 providers who indicated they had used the CV risk 
profile, 15.4% reported they used the system daily. Of the providers who had used the system 42(80.8%) indicated 
that they found use of the system within their clinical practice as either important (n = 25; 48.1%) or very important 
(n = 17; 32.7%). 45 (86.5%) of respondents also reported the system was either easy (n = 28; 53.8%) or very easy (n 
= 17; 32.7%) to use in their clinical practice. In addition, 48 (96.0%) of respondents reported that the CV risk profile 
supported their thought process at the time of patient encounters (Figure 1). When asked if similar functionalities to 
the CV risk profile system should be added into the new EHR system, 47 (97.9%) of respondents indicated these 
functionalities should be implemented and 41 (85.4%) of respondents reported new functionalities should also be 
implemented. 
 

 
Conclusions: Of the providers who had used the CDS system, most found it was easy to use and supported clinical 
thought process. There is clear indication that providers felt their practice was supported and should continue to be 
supported by CDS systems providing point of care and individualized patient information.  
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Introduction.  

Sepsis, a life-threatening systemic response to infection, is the most common and costly cause of hospitalization in 
the US and kills 6 million people worldwide each year. However, heterogeneity among sepsis patients is a major 
barrier to improving treatment. We sought to use comprehensive electronic medical record (EMR) data to quantify 
distinct clinical features among infection and sepsis patients that could direct future research for targeted treatment. 

Methods.  

We selected 35,000 infection and sepsis encounters admitted to the emergency department at 21 hospitals between 
2010 and 2013 in an integrated healthcare delivery system in Northern California. Using EMR time stamps, all orders, 
medications, and procedures (items) within each patient’s first 24 hours of hospitalization were extracted. Orders were 
aggregated into order sets and medications classified by pharmacy subclass. Each item was reweighted with term 
frequency-inverse document frequency (TF-iDF) and items used only once overall were excluded. Latent Dirichlet 
Allocation (LDA) was used to empirically generate treatment topics based on EMR item frequency and co-occurrence. 
The optimal number of topics (between 25 and 75) was determined based on minimum median Bayesian information 
criterion (BIC) value from 2,550 iterations of LDA by including the topic distributions for each patient in a logistic 
regression for hospital mortality. Each topic was labeled according to the clinical significance of its highest-weight 
items. A distribution of topics described the signature of each hospitalization. Patients were grouped by dominant 
topic and topic validity was assessed by comparing mortality, disease severity, mortality, and time to first antibiotic. 

Results.  

Overall, the patients were 48.1% male, mean age was 70  
17 years, and 9.6% died. We included 1,891,198 EMR items 
across 2,521 unique item types, including orders (n = 
1,173,380), order sets (n = 248,096), medications (n = 
452,104), and procedures (n = 17,618), with 42 topics 
optimally distinguishing patients. The most prevalent topics 
were those characterized by items used for diabetes (6.0%), 
viral pneumonia (5.4%), pneumonia (5.4%), and urinary 
tract infection (4.7%). Only 43.1% of hospitalizations had a 
single topic comprising over half of its signature. Figure 1 
presents the co-occurrence of maximum and second 
maximum topics in each patient. Topics were clinically 
valid, with those reflecting the most acute conditions and 
obvious infection showing shorter time to antibiotics and 
topics reflecting critical illness and coagulopathy showing 
the highest inpatient mortality and illness severity scores. 

Conclusion.  

An unsupervised topic model leveraged clinician action in 
the EMR to quantify severe infection heterogeneity. These 
topics reflect the need to adjust treatment based on 
underlying critical illness, severe infection, and/or chronic 
disease. The empirical representations offer a novel machine 
learning approach to quantifying clinical signatures among 
sepsis patients using highly-granular EMR data and may enable targeted approaches to developing interventions.  

 

Figure 1: Chord plot connecting maximum and second topic for 
each patient. The band width reflects the proportion of patients with 
that topic co-occurrence. Topic distribution reflects great variability 
between patients and the need for targeted interventions. 
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While researchers have been increasingly identifying the underlying biological causes of these 
conditions, the potential role of shared, genetic alterations and/or pathways across pediatric 
cancers and birth defects is not well explored. Furthermore, the informatics efforts that support 
these different fields have also traditionally not intersected. The NIH Common Fund Gabriella 
Miller Kids First Program represents a first-in-kind national, collaborative initiative focused on 
large-scale clinical and genomic data for childhood cancers and structural birth defects. As part 
of this program, the Kids First Data Resource Center (DRC) is charged with empowering 
collaborative discovery across Kids First datasets. Through newly developed platforms and 
cloud-based resources, researchers will be able to access harmonized, WGS data as well as 
phenotypic/clinical data across a diverse landscape of childhood cancers and structural birth 
defects. A better understanding of common developmental settings could spur advancements in 
prevention, detection, and therapeutics that will improve the lives of the children and families 
impacted by these conditions.  
 
Approximately 8,000 patient samples will be ready at the launch of the Kids First DRC portal. 
More than 25,000 WGS are expected to be processed by 2019, making the DRC one of the 
largest pediatric data resources of its kind across a large diversity of diseases. This makes it an 
ideal platform for new informatics approaches across data modalities, starting with genomics 
and clinical data. Genomic pipelines will be open source and provided via Common Workflow 
Language (CWL) and Docker to enable reproducibility. Phenotype data will be harmonized 
using community based standards such as Human Phenotype Ontology (HPO) and NCI 
Thesaurus (NCIt). In normal operations, the DRC is capable of running 200 workflows 
simultaneously with the ability to expand to much larger capacities when needed. In parallel to 
harmonizing the data, the DRC will be developing a portal where researchers will initially be 
able to search based on clinical and file metadata to identify, create, and share virtual cohorts of 
interest across the DRC. Further features will allow searching on genomic features such as 
variants and genes to identify cohorts as well as perform visualization and standard analysis on 
clinical, phenotypic and genomic data. All of the above platforms meet or exceed the security 
and compliance criteria developed by NIH for handling controlled-access dbGaP data. 
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Abstract 

Developing terminologies to integrate diverse health information and support multiple functions is challenging. 

Health information originates in multiple contexts and includes terminologies intended for reporting and 

reimbursement rather than usability and research. The UAB Foundational Ontology (UFO) is a metathesaurus of 

local and standard terminology and enhancements to improve usability and usefulness of the component 

terminologies for retrieving data coded using those terminologies. 

Introduction 

Many comprehensive terminology efforts have addressed longstanding challenges in connecting clinical information 

for analysis and research1, 2, 3, 4. Standard terminologies may not include interface terms or local content and may be 

based on strict (single) hierarchies, hindering usability and retrieval3, 4. While multiple terminologies will continue to 

be needed to address specialized use cases, integrating interface, reference, and aggregate terminologies takes 

advantage of the collective features of these terminologies4. Columbia University’s Medical Entities Dictionary 

(MED)2 and the National Institutes of Health’s Research Entities Dictionary (RED)3 addressed these issues, focusing 

on aggregating content and classification. As they were designed for local use, they contain significant content that 

is not relevant to UAB and do not include UAB-specific content, making them difficult to adapt to other settings.  

Approach 

The UAB Foundational Ontology (UFO) incorporates UAB Health System content and standard terminologies and 

ontologies with additional features that improve usability and usefulness for operations and research. Enhancements 

include supplemental concepts, organizational classes, hierarchies, and maps between standard terminologies to 

improve the comprehensiveness of class-based queries. Additional synonyms and display names improve searching 

and usability. UFO supports interoperability between UAB’s clinical information systems, local research 

infrastructure, and partner research institutions (Figure 1). We are collaborating with partner institutions, which will 

provide feedback during evaluations between native and improved terminologies for usability and retrieval. 

The immediate objective is to cover all structured elements used in the Health System and enhance the terminologies 

ontologies used for retrieving patients (e.g., in i2b2) for clinical and translational research. In shared information 

exchanges, such as a SHRINE network, partner organizations can collectively benefit from these improvements, as 

they can use the enhanced ontologies to query other sites. The strategic vision is to impact user interfaces, 

interoperability, and data reuse for health care and research across UAB and the wider research community.  
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Introduction: Systemic Lupus Erythematosus (SLE) is an autoimmune disease that can affect many parts of the 

body including skin, lungs, brain, heart, kidneys, joints, and blood vessels and does not have a standard presentation 

in patients. Therefore, it is a difficult disease to diagnose and a relatively rare disease making it challenging to power 

genetic studies from just one institution. EHRs are a widely used source of information about patients that can be 

mined for earlier diagnosis identification, but some data is not standardized or only available in text.  

 

Methods: We implemented the Systemic Lupus International Collaborating Clinics (SLICC) classification criteria1 

as a phenotype algorithm using ICD9/10 diagnosis codes and labs.  According to SLICC criteria, to have definite 

lupus you need at least 1 clinical criterion and at least 1 immunologic criterion, towards a total of at least 4 criteria.  

We evaluated each criterion individually and then added the total number of criteria fulfilled. We created a control 

algorithm using ICD9/10 diagnosis codes to exclude SLE patients and only include patients seen recently more than 

once in a primary care setting.  This algorithm was then run against the Northwestern Medicine Enterprise Data 

Warehouse (NMEDW), and validated against a set of 472 patients from the Chicago Lupus Database present in 

Northwestern’s EHRs. 

Results: Using EHR data from the NMEDW, we correctly categorized 411/472 (87.1%) patients as having SLE 

using SLICC Criteria. Tables 1 and 2 list the sensitivity, specificity, Positive Predictive Value (PPV), and Negative 

Predictive Value (NPV) of each SLICC criteria.  

 

Discussion: Preliminary results show that our phenotype algorithm is able to capture over 85% of patients correctly.  

To improve identification of individuals, we are expanding the algorithm to use natural language processing (NLP) 

to extract criteria like alopecia, oral ulcer, arthritis, and renal biopsy.  Once completed, future work will be to 

implement this algorithm using the OHDSI tools so that a portable, executable definition may be run against the 

OMOP data model. We also plan to validate our algorithms using multi-center external cohort, as well as to evaluate 

the portability of NLP-enhanced phenotyping. 
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Table 2: Patients with Immunologic SLICC Criteria Identified 

in CLD and NMEDW 

Immunologic 

Criteria 

Sensitivity 

(%) 

Specificity 

(%) 

PPV 

(%) 

NPV 

(%) 

Anti-nuclear 

antibody 

52.3 59.7 88.7 17.2 

Anti-dsDNA Ab 83.2 72.0 87.3 65.2 

Complement 86.8 53.7 80.6 64.8 

Anti-

phospholipid 

antibody 

64.6 86.1 63.1 86.8 

Anti-Smith 

antibody 

20.9 59.9 13.0 72.6 

Coombs 8.3 86.7 6.2 97.6 
 

Table 1: Patients with Clinical SLICC Criteria Identified in CLD 

and NMEDW 

Clinical Criteria Sensitivity 

(%) 

Specificity 

(%) 

PPV 

(%) 

NPV 

(%) 

Acute cutaneous 98.0 3.1 86.4 20.0 

Chronic cutaneous 97.5 2.6 25.7 75.0 

Renal 73.0 72.4 61.6 81.6 

Serositis 27.1 79.4 51.4 57.6 

Arthritis 12.9 86.2 93.4 6.1 

Neurological 31.4 87.6 41.0 82.2 

Oral ulcers 15.8 90.8 68.9 45.5 

Alopecia 14.6 91.8 31.1 80.8 

Leukopenia 83.3 67.5 96.5 27.3 

Thrombocytopenia 70.7 88.1 45.6 95.4 

Hemolytic Anemia 15.9 95.8 28.0 91.7 
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Background 
 

Coordination of tumor board information can be a time consuming and labor-intensive activity for medical practitioners 

with patients’ medical history, tumor information, radiology images, pathology reports, and electronic medical record 

notes frequently having to be collected and organized manually. The purpose of this application is to standardize and 

streamline the process by organizing patient data, integrated securely from diversified sources into a workflow 

software solution that facilitates efficient teamwork, reduces errors, and gives more time to evaluate potential treatment 

options. 
 

Methods 
 

The solution to build a clinical decision support system application involved the development of a web-based interface 

for optimized workflow from collecting and preparing patient data to documenting treatment plans. Virtual Tumor 

Board has the capability of accessing data by various specialists working on a single cancer case from remote locations. 

A RESTful web service has been created that pulls clinical data from the VA Corporate Data Warehouse (CDW). The 

information can be accessed by medical practitioners using the interface which is developed using the Bootstrap. 

Patient images can be accessed using Orthanc webviewer which is integrated within the application. Other 

functionalities of the interface include patient scheduling, lab report analyses and medication lists. 
 

 

 
Conclusion 

 

Figure: Patient Dashboard view of the Virtual Tumor Board Interface

 

Complicated clinical data makes it difficult to collect all significant information and provide a complete view of the 

patient for presentation to clinical staff. Using tools that systemize and regulate the entire workflow process can help 

tumor boards overcome the challenges and achieve the primary goal of implementing the best remedial options to 

improve patient health. One of the primary benefits of Virtual Tumor Board is ensuring all diagnostic tests and 

treatment options for a patient are available for tumor board evaluation. 
 

Acknowledgements 
 

This study was funded in part by grants from the NIH NLM T15LM012595, NCATS UL1TR001412.  This study 

was funded in part by the NCI and the Department of Veterans Affairs through the BD-STEP program. 
 

References 
 

1. Lamb BW, Green JS, Benn J, et al. Improving decision making in multidisciplinary tumor boards: prospective 

longitudinal evaluation of a multicomponent intervention for 1,421 patients. J Am Coll Surg. 2013; 217:412-420 

2.    Krasna M, Freeman R K, Petrelli NJ. Re: Tumorboards and the quality of cancer care. J Natl Cancer Inst. 2013; 

105:1839-1840 
3.    Gaudioso Carmelo, Elkin Peter. Considerations of Human Factors in the Design and Implementation of Clinical 

Decision Support Systems for Tumor Boards. SHTI. 2017;245(MEDINFO 2017: Precision Healthcare through 

Informatics):1324-1324. doi:10.3233/978-1-61499-830-3-1324 

988



   
 

   
 

Table 1: Age of onset of clinical features associated 
with NF1 was computed using empirical analysis 
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Introduction 
Neurofibromatosis (NF) encompasses a set of complex genetic disorders that affects almost every organ system. NF 
is diagnosed most often in children and young adults, occurring in all races, ethnic groups and both sexes.  Of the 
three types of NF, Neurofibromatosis Type 1 (NF1) is the most prevalent, occurring in about one of every 3,000 births. 
Caused by a germline mutation in the NF1 tumor suppressor gene, children with NF1 are prone to the development of 
low-grade neoplasms of the nerves (neurofibromas) and brain (optic pathway gliomas; OPGs), as well as an increased 
incidence of scoliosis, tibial dysplasia, seizures, vasculopathy, neuro-behavioral/developmental disorders (NDD), and 
other cancers1. While most children with NF1 are born with a germline NF1 gene mutation, this completely penetrant 
neurogenetic disorder exhibits extreme clinical variability that presents a challenge for clinicians and families. While 
clinical experience indicates that NF1-related clinical features develop at different ages, the current diagnostic criteria 
are age-irrespective. We analyze the temporal progression of clinical features in children with NF1. Studying the 
influence of age and demographic characteristics on NF1 clinical trajectories has the potential to allow for the use of 
predictive algorithms to inform more precise approaches to the sub-phenotyping and management of NF1. 
 

Methods 
We used an existing dataset from the Washington NF Center Clinical Program at St. Louis Children’s Hospital. All 
patients (n=753) had a confirmed NF1 diagnosis before entering the study. Patients were assessed over multiple visits 
for the presence of signs associated with NF1, and this dataset spanned encounters from 2002 to 2016. This dataset is 
maintained in a semi-structured clinical registry and we developed a clinical feature/phenotype extraction pipeline 
based on data manipulation, data imputation and text mining to answer the clinically relevant questions. In order to 
assess the temporal progression of NF1, we only analyzed patients with multiple visits in our dataset. We included 
only patients who entered the study younger than 18 years of age in order to capture the progression of childhood-
associated clinical features (n=400).  To analyze the age of onset and development for various NF1-related clinical 
features over time, we further limited our study sample to only include patients without a specific clinical feature at 
the time of their first clinical visit.  To determine if clinical feature prevalence was uniformly distributed, missing data 
between annual visits was extrapolated, such that if a patient presented with the same clinical features during any two 
consecutive visits, the clinical features were assumed present during all intervening years. Similarly, we extrapolated 
the visit data for all patients from their last visit until the age of eighteen based upon the assumption that none of the 
clinical features once present would disappear. The incidence and prevalence of clinical features was subsequently 
used to determine the ages at which NF1-specific features stabilized in the NF1 patient population.  
 

Results 
The population distributions were: 53% female/47% male, and 18% 
non-white/82% white. There was a median of two visits per patient 
and a mean time between visits was 380 days. Individuals identifying 
as white were more likely to develop OPG compared to those 
identifying as non-white (OR:2.07, p=0.015). Table 1 contains results 
from the prevalence analysis. The results revealed the stabilization of 
new cases of OPG by 5 years of age and NDDs by 12 years of age. 
  
Discussion 
Our results corroborate what has been heuristically determined in clinical practice, but also provides empiric validation 
of age of onset ranges for specific conditions associated with NF1. Moreover, determination of age ranges where 
condition prevalence stabilizes will be useful in refining the clinical criteria for diagnoses to be more age-appropriate. 
Future directions for this work will include the incorporation of the demographic and age-based analyses into a 
personalized risk score for various clinical features.  
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Condition Mean Age of Onset 
in Years (SD) 

OPG 5.75 (4.04) 
Skinfold Freckling 4.51 (3.50) 
Plexiform Neurofibromas 8.71 (4.90) 
Dermal Neurofibromas 9.05 (4.96) 
ADHD (Attention Deficit 
Hyperactivity Disorder) 

9.45 (4.42) 

Learning Disability 9.19 (4.31) 
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Introduction

Food allergy (FA) is a serious and widespread immune-based disease. Unfortunately, there is no safe and accurate
means of distinguishing patients who have mild food sensitization from those who risk life-threatening anaphylaxis
with true food allergies. This study presents a data-driven approach to identify discriminating biomarkers of FA using
DNA Methylation (DNAm) data and to use those biomarkers to diagnose FA both safely and accurately.

Materials and methods

I used a dataset in the Gene Expression Omnibus under accession id GSE59999, where each sample was associated
with a DNAm profile taken from mononuclear blood cells. The 58 samples were randomly split into three cohorts:
40 for training, 10 for testing, and 8 completely hidden for cross-validation. All reported results are averaged over 8
independent folds (K-Fold Cross Validation), where the samples in the training, testing, and hidden cohorts were var-
ied. For each fold, I used the NCBI GEO2R tool on the training set to obtain a total of 636 unique CpGs differentially
expressed across the sensitized and allergic patients. For each fold and for each of the CpGs, I built a Decision Tree,
Logistic Regression, Radial Basis Function, and Multi-Layer Perceptron such that the CpG was the only input to each
model. The classifier with the highest testing accuracy was selected. Finally, the accuracy on the hidden samples was
computed and averaged across the eight folds (classifiers retrained each time). The process was repeated with combi-
nations of 2-12 CpGs as inputs. Prediction outputs from odd-numbered models, each with a unique CpG-feature set,
were also combined using a majority voting scheme.

Results

Combining 29 single-input classifiers using the voting scheme resulted in perfect classification, which was also
achieved for the 12-input feature case. The top 18 CPGs from twenty-six 12-input models mapped to 13 genes that are
expressed in the exocrine, digestive, immune, and nervous systems. cg06410630, which maps to the RNF213 gene,
was found to be the most discriminating feature.

Table 1: Classifier statistics based on number of input features

Number of Inputs Best Accuracy Average Accuracy (5) Average AUROC (5) Best Accuracy Combining
1 84.375 80 0.8031 100
2 87.5 86.25 0.9086 95.31
... ... ... ... ...
11 98.4375 98.4375 0.9984375 98.4375
12 100 99.0625 1 100

Conclusion

I created an innovative set of generalized machine learning models that were combined together to develop a highly
accurate classification system. Obtaining 100% average accuracy on 8-fold cross-validated hidden samples, my models
are stronger than current clinical tests. I also identified many CpGs and genes as novel biomarkers of FA, which
may provide therapeutic solutions for the disease. Limitations include the small size of the dataset and the potential
difference in methylation patterns between different allergens. I would like to acknowledge Dr. Joseph Hernandez
from Stanford Allergy and Immunology for his suggestions on biological insights, as well as Dr. Satnam Alag and Dr.
Eric Nelson for their reviews and feedback.
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MODIMA: A Method for Multivariate Omnibus Distance Mediation Analysis 
with Applications in Microbiome Data 

Bashir Hamidi, MPH, Alexander V. Alekseyenko, PhD  
The Biomedical Informatics Center, Medical University of South Carolina, Charleston, SC 

A traditional univariate estimation framework approach to mediation (Figure 1) 
assumes that the relationship between the exposure (X), mediator (M), and 
response (Y) can be described in terms of linear regressions that capture the 
effect of the exposure on the response 𝑌 =	 𝑖% + 𝛾𝑋 + 𝜀%, the effect of the 
response on the mediator 𝑀 =	 𝑖+ + 𝛼𝑋 + 𝜀+, and the effect of both mediator 
and exposure on response 𝑌 =	 𝑖- + 𝛾.𝑋 + 𝛽𝑀 + 𝜀-, where 𝑋 =
0𝑥%,… , 𝑥456; 	𝑌 = 8𝑦%,… , 𝑦4:;; 𝑖%, 𝑖-, and	𝑖+ are intercepts; 𝛼 relates exposure 

and mediator; 𝛽 relates mediator and response; 𝛾	and	𝛾. quantify unadjusted and adjusted effects of the exposure on 
outcome; 𝜀%, 𝜀-, and	𝜀+ are random errors. Boca et al.1 have shown that the linear models have equivalent 
representations based on Pearson correlation coefficients: 𝜌(𝑋, 𝑌), 𝜌(𝑋,𝑀), 𝜌B𝑟D|F, 𝑟G|FH, where 𝑟 denotes the 
residuals of the conditional correlation on regression of X on M and X on Y. Further, these correlation coefficients can 
be multiplicatively combined to arrive at a statistic that is capable of capturing the presence of mediation in a 
hypothesis testing framework. 

Microbiome data are high-dimensional, under-sampled, compositional, and over-dispersed; nonetheless, we would 
like to be able to explain its role as a causal mediator just like a univariate mediator would. To do so, we propose to 
use distance correlation and partial distance correlation statistics that are capable of capturing relationships between 
vector-valued random variables. These statistics naturally flow from the definition of Pearson correlation by allowing 
a distance metric (such as Euclidean distance, or specialized distances for microbiome data) to serve as a sufficient 
statistic for the dependence relationship within each random vector. Partial correlations following a usual Pearson-
Fisher definition apply in both the univariate and multivariate and distance frameworks, e.g. 𝑝𝑑𝐶𝑜𝑟(𝑋, 𝑌; 𝑍) =
N∗(F,G)PN∗(F,Q)N∗(G,Q)
R%PN∗(F,Q)SR%PN∗(F,G)S

. 

We performed extensive simulations comparing the performance of our proposed method to proposed approaches by 
Boca et al.1 (Sampson) and Zhang et al.2 (Chen). When the null hypothesis is true (Figure 2), Sampson and Chen 

methods display overly conservative type I error rates. Without 
sacrificing the control of type I error rate at a 0.05 level, our proposed 
method is able to demonstrate equal or better power in all scenarios (not 
shown here), often increasing power with the increase of mediating 
effect. Within a few selected parameters, all methods performed 
equally. 

In addition to simulation results, we have shown empirical application 
of proposed methods by analysis of a real dataset of methylmercury 
level absorption within the human body and the mediating effect of 
microbiota (n=52). In this application, we want to quantify the 
association between the subjects’ mercury absorbed and metabolized, 
and if these are mediated by the gut microbiota. We will present 
findings on the mediating effects of microbiome on mercury absorption 
at several time-points to demonstrate the clinical significance and 
robustness of the proposed approach. 

Figure 2. Simulation results comparing published permutation approach with proposed methods within this research. 
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ODIMA: An Omnibus Method for Multivariate Distance Mediation Analysis 
for High-Dimensional Data 

Bashir Hamidi, MPH, Alexander V. Alekseyenko, PhD  
The Biomedical Informatics Center, Medical University of South Carolina, Charleston, SC 

A traditional univariate estimation framework approach to mediation (Figure 1) 
assumes that the relationship between the exposure (X), mediator (M), and 
outcome (Y) can be quantified by a set of linear equations: 

𝑌  𝑖 𝛾𝑋 𝜀
𝑌  𝑖 𝛾 𝑋 𝛽𝑀 𝜀 1

𝑀  𝑖 𝛼𝑋 𝜀
 

where 𝑋 𝑥 , … , 𝑥 ;  𝑌 𝑦 , … , 𝑦 ; 𝑖 , 𝑖 , and 𝑖  are intercepts; 𝛼 relates independent variable and the 

mediator; 𝛽 relates mediator and dependent variable; 𝛾 and 𝛾  quantify unadjusted and adjusted effect of the 
independent variable on the dependent one;  𝜀 , 𝜀 , and 𝜀  are random errors. Boca et al.1 have shown that the linear 
models have equivalent representations based on Pearson correlation coefficients: 𝜌 𝑋, 𝑌 , 𝜌 𝑋, 𝑀 , 𝜌 𝑟 | , 𝑟 | , 
where 𝑟 denotes the residuals of the conditional correlation on regression of X on M and X on Y. Further, these 
correlation coefficients can be multiplicatively combined to arrive at a statistic that is capable of capturing the presence 
of mediation in a hypothesis testing framework. 

Microbiome data are high-dimensional, under-sampled, compositional, and over-dispersed; nonetheless, we would 
like to be able to explain its role as a causal mediator just like a univariate mediator would. To do so, we propose to 
use distance correlation and partial distance correlation statistics that are capable of capturing relationships between 
vector-valued random variables. These statistics naturally flow from the definition of Pearson correlation by allowing 
a distance metric (such as Euclidean distance, or specialized distances for microbiome data) to serve as a sufficient 
statistic for the dependence relationship within each random vector. Partial correlations following a usual Pearson-
Fisher definition apply in both the univariate and multivariate and distance frameworks, e.g. 𝑝𝑑𝐶𝑜𝑟 𝑋, 𝑌; 𝑍

∗ , ∗ , ∗ ,
∗ , ∗ ,

. 

We performed extensive simulations (Figure 2) comparing the performance of our proposed method to previously 
published approach by Boca et al.1 (Sampson). When the null hypothesis is true (first column and first row), Sampson 
method displays overly conservative type I error rate with minimal power. Without sacrificing the control of type I 

error rate at a 0.05 level, our proposed method is able to 
demonstrate equal or better power in all scenarios, often 
increasing power with the increase of mediating effect. Within a 
few selected parameters, both tests performed equally. 

In addition to simulation results, we have applied the new 
method to analysis of a real dataset of methylmercury level 
absorption within the human body and the mediating effect of 
microbiota as an empirical example of application of our 
method. In this application, we want to quantify the association 
between the subjects’ mercury absorbed and metabolized, and if 
these are mediated by the gut microbiota. We will present 
findings on the mediating effects of microbiome on mercury 
absorption at several time-points to demonstrate the clinical 
significance and robustness of the proposed approach. 

Figure 2. Simulation results comparing published permutation approach with proposed methods within this research. 
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Introduction 

Electronic health record (EHR) and observational databases which include robust and complete information on 

healthcare providers have the potential to unlock key insights for new provider-level analyses. Since 2008, 

physicians are mandated to include their National Provider Identification (NPI) number in the National Plan and 

Provider Enumeration System (NPPES) registry for reimbursement and therefore, NPI is a ubiquitous element of 

registries, observational databases, and credentialing systems. However, these databases are often missing additional 

information about providers, including specialty, that would enable more meaningful analyses. Therefore, using NPI 

as the common identifier, we sought to create a program with the ability to extract missing provider specialty data 

from NPPES and validated its concordance with local credentialing system data. 

 

Methods 

Using provider information from the Columbia University Irving Medical Center (CUIMC) credentialing system, 

we first created a Python program to identify and extract each provider in the NPPES system. This program makes a 

RESTful webservice call within NPPES for each provider using their NPI number as the primary identifier. We then 

compared the completeness of the logged Taxonomy Code and Descriptions with that of the provider information 

found in the credentialing system. To assess the fidelity and validate this approach, we manually reviewed each 

provider’s Taxonomy Description, which is the field in which the provider specializes in, against the existing entries 

of primary and secondary specialty found in CUIMC’s credentialing system. This allowed us to quantify the 

concordance between the information stored in the NPPES database and CUIMC’s credentialing system. 

 

Results 

The CUIMC credentialing database was composed of 3,838 physicians. Of those, 3,752 (97.7%) had an existing and 

valid NPI number identifiable in NPPES with a corresponding specialty which could be successfully extracted by 

the program. 87 providers could not be identified due to: 1) deactivated NPI, 2) mis-entered NPI, or 3) missing NPI. 

We successfully confirmed concordance of specialty and NPI data for 3,659 of the remaining 3,752 providers 

(97.5%) across the two database records. 3,239 (84.4%) of the matching cases had a specialty which was perfectly 

concordant between the Taxonomy Description from NPPES and primary or secondary specialty of the credentialing 

database, 295 (7.7%) had a specialty that was more specific in the NPPES database, and 119 (3.1%) had a specialty 

that was more specific in the credentialing database. The remaining inaccuracies consisted of 70 (1.82%) specialties 

that were too general in the NPPES database to be cross-referenced and 2 (<.05%) were listed as ‘Unknown’ or 

‘Other’ in the credentialing database. There were 21 (0.5%) providers that had a disagreement in the specialty 

information in the credentialing database and the information from the NPI number.  

 

Conclusion 

Overall, we were able to successfully develop a tool to extract specialty data from NPPES for providers with a valid 

NPI number and found a high correlation between the specialty information within our credentialing system and the 

extracted specialty from NPPES.  Utilization of this national registry and extraction tool can enhance the richness of 

provider-level data in clinical and EHR databases, expanding our ability to conduct research on a wide spectrum of 

topics including practice patterns, word sense disambiguation, cohort identification, and linkage across visits. 
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Introduction 

Provision of EHR data sets is a critical and potentially rate-limiting step in an EHR-enabled data science pipeline. 

Ensuring quality, reproducibility and data provenance at this step is crucial but comes with its own attendant 

challenges. Data within EHR are constantly changing due to ongoing clinical care encounters that generate and update 

data. Various automated or manual processes further transform the data outside of EHR before the provision of data 

sets. Finally, during the provision of datasets there can be diversity in approaches among analysts in a large 

decentralized enterprise with multiple data delivery teams.   

Methods 

Based on our direct experience of these challenges, feedback from researchers/statisticians/data scientists, and 

published approaches1 we propose a three-pronged approach that is platform-agnostic. This involves standardizing 

methods used by analysts to extract data, formalizing institutional knowledge and cataloguing datasets with the 

associated metadata and artifacts. Together these components enable us to track provenance and IRB compliance, and 

enhance reproducibility while making the data findable, accessible, and reusable2.  

Methods Library contains curated methods for provisioning datasets from the EHR at an institution. It is group-

owned, with a governance structure for additions and updates to the library. This can improve quality by standardizing 

approaches across a team while democratizing siloed institutional knowledge. 

Knowledge Library consolidates and tracks knowledge about the EHR data that is specific to the institution. This 

includes information about conceptual data elements and the actual data points underlying those conceptual elements. 

It also includes clinical workflows that drive certain data within the EHR, and translation of phenotypes to actual EHR 

data elements.   

Data Catalog houses the data, metadata, and other artifacts for each dataset that is provisioned. This includes the data 

requirements and the data dictionary, the exact code that was executed to provision the dataset, and how it was sourced 

from the established methods library.  It also contains incontrovertible artifacts such as sha256 hashes of the resulting 

data files. This, while ensuring data provenance, also makes the datasets and the methods behind them transparent. 

Results & Conclusion 

The above approach is being currently implemented within Duke Health and Technology Solutions (DHTS) Analytics 

Center of Excellence - Research (ACE-R) and Duke Clinical Research Institute (DCRI) which account for a large 

percentage of  data extracts from Duke’s Epic-based EHR. The three components are being implemented as version 

controlled repositories with the attached wikis. The methods library contains modularized code that can be used in 

combination with a defined cohort to provision datasets efficiently. Details such as hashes of data files, and the hashes 

of the code that was executed, is maintained in a service management system. The results of this implementation are 

forthcoming and will inform an enterprise-wide effort to ensure not just reproducibility and quality, but also agility in 

data provisioning for data science.  
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Abstract 

The computational prediction of disease-causing genes is typically performed using network-based methods such as 

a random walk.  However, most assessments of these types of algorithms are done on small datasets such as OMIM.  

We assessed the performance of random walks on a variety of large disease gene sets, comparing it to other common 

approaches such as shortest path distance, to determine the viability and biases underlying the approach. 

Problem Description 

Detecting the genes that cause diseases is an open research problem that could assist medical researchers in creating 

drugs and treatment plans that target the underlying cause of genetic diseases rather than managing their symptoms.  

One common approach to finding disease genes is to run a random walk with restart (RWR) on the underlying protein-

protein interaction (PPI) network to find the most probable disease causing genes1,2,3,4. We explored the detection of 

disease-causing genes, determining how well random walks and shortest path network-based methods did at detecting 

known disease-causing genes when using large datasets.  Most previous work has been done using OMIM datasets, 

which are well studied leading to small sets of high degree genes, biasing most network-based techniques.  We built 

our PPI network from five public databases, and ran random walk and shortest path-based algorithms on large and 

small sets of disease-causing genes, using leave one out cross validation for analysis.  Our results show that random 

walks perform no better than a weighted shortest path using the most reliable path algorithm, and the algorithm 

performs poorly when looking for genes that are not neighbors of any seed genes. 
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Introduction 
The spread of multidrug resistant infections constitutes a public health crisis given the few available antimicrobial 
treatment options to combat these infections. One pathogen of major concern is Carbapenem-resistant 
Enterobacteriaceae (CRE). In an environment of limited healthcare resources, justification for the allocation of 
resources toward the prevention and treatment of CRE infections are of paramount importance. The majority of 
patients who develop CRE infections have underlying complex medical conditions that also increase the risk for 
adverse outcomes. Using high dimensional healthcare data, we sought to evaluate the outcomes of hospital costs, 
length of stay, and death attributable to CRE infections.  
Methods 
We performed a retrospective study of hospitalized patients with CRE infection using billing records from the U.S. 
military health system database. Cases included patients admitted to a military treatment facility for ≥ 2 days from 
October 2008 to September 2015 with a clinical culture growing any Enterobacteriaceae species reported as resistant 
to carbepenems. Controls were selected from all other hospitalized patients in military treatment facilities for at least 
2 days. Demographic, clinical, and outpatient prescription data was obtained, including age, sex, DoD beneficiary 
status (active duty, retired, dependent, or other), hospital region (North, South, West, and Overseas) and hospital size 
(large, medium, or small). Diagnostic and procedure codes from outpatient and inpatient encounters at both civilian 
and military facilities in the 52 weeks preceding hospital admission for all subjects were collected. A two-step 
approach was used to determine the association between CRE infection and the outcomes of interest similar to methods 
described by Schneeweiss et al.1 All of the predictors were first included in a model that fit a Lasso regularized 
generalized logistic model via penalized maximum likelihood. The selected variables from the Lasso model were used 
to calculate a high dimensional propensity score.  The propensity score was then ranked and converted into deciles 
and used in a logistic regression model to predict the outcome variables of interest. Ultimately, the two step propensity 
score method will be compared to a Targeted Maximum Likelihood Estimation as described by Van der Laan.2 

Results 
Our analysis identified 1,162,686 hospitalizations to U.S. MTFs during the 7-year study period. Of these, 143 patients 
were found to have CRE infection (0.012%). Compared to those patients hospitalized without CRE infection, those 
with CRE were significantly older, mostly male, active duty, retired, and admitted to large MTFs in the TRICARE 
North region of the U.S. After propensity score adjustment CRE infection was associated with a more than 3 times 
increased odds of in-hospital mortality (adjusted odds ratio, 3.34; 95% confidence interval, 1.82-6.12) Additionally, 
CRE infection was shown to have a significant impact on hospitalization length of stay and costs. Patients hospitalized 
with CRE infection had an attributable difference of a 28.8 day longer hospital stay (P<0.001) and $180,225 (P<0.001) 
greater hospitalization costs. CRE hospital stays have a mean cost of $4,713 per hospital day with non-CRE inpatient 
stays at $4,123, a difference of $590 per day (p= 0.007). 
Conclusion 
Isolating outcomes attributable to inpatient infections can be challenging because of many comorbid conditions which 
confound the associations.  Causal inference methods such as propensity scores or targeted learning can be applied to 
the analysis of inpatient infections to adequately isolate the attributable increase of adverse outcomes. Using these 
techniques we identified an increased risk of death, increase hospital length of stay, and increase in hospital costs.  
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Introduction. The American Medical Association’s Integrated Health Model Initiative (IHMI) is a collaborative effort              
that supports a continuous learning environment to enable interoperable technology solutions and care models that               
evolve with real-world use and feedback. The Integrated Health Model (IHM) is a unified clinical terminology and                 
information model that provides a framework for this initiative. IHMI is focused initially on patient generated health data                  
such as those needed for patient self-monitoring of blood pressure (SMBP). We have developed a conceptual model that                  
includes clinically relevant aspects of blood pressure measurement including exertional state, body site, position, device               
and cuff size. Our approach unifies these contextual aspects of an observation into a single, rich, holistic concept. When                   
a blood pressure reading is performed, the observation is recorded as a coordinated concept reflecting a combination of                  
these clinically-relevant aspects, wrapped in an information container with the time, declarant, subject, and provenance. 
 
Challenge. Health information system design must address the integration information and terminology models in a               
consistent manner, minimizing semantic gaps and overlap1. Industry standard approaches such as those of Health Level                
Seven (HL7) International’s Clinical Information Modeling Initiative and Fast Healthcare Interoperability Resources            
(FHIR) treat the information model as the primary backbone of data representation, potentially allowing for inconsistent                
terminologies as disparate leaves of an information tree. These risk creating semantic gaps, overlaps and inconsistencies.                
As a consequence, meaningful interoperability, computation, and inference from medical information remains            
challenging. 
 
Proposal. In contrast to conventional approaches, the IHM design2 incorporates a rationalization between a terminology               
model, as a SNOMED-CT extension, and a clinical information model to convey semantically consistent instance-level               
facts. The IHM can therefore be seen as a temporal stream of assertions about a patient, where each assertion binds a rich                      
clinical concept to event-specific details in a patient’s clinical record. In the IHM, relevant details of an assertion are                   
represented consistently with no conflicts, gaps, or overlaps between the clinical record and the bound clinical concept.                 
With a semantically rationalized binding of clinical concepts to a minimally sufficient information model, meaningful               
interoperability, computation, and inference from medical records can be realized. This poster will show how the IHMI                 
approach can be used to model, record and process SMBP observations. 
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Introduction 

Analyzing obstetric histories of female patients is highly relevant for population health studies. However, the women's 
obstetric history is not typically available in a computable form in Electronic Health Records (EHRs), but rather is 
often recorded in clinical notes. The gravida/para/abortus (GPA) system is the most common recording system to 
express the gravidity, parity, and abortion counts in clinical text. For instance, “G2P2A0” encodes the obstetric history 
of a woman who has had two pregnancies that resulted in live births and no abortions. An extension of GPA is the 
GTPAL system, which makes the distinction between premature (P) and on term (T) births, and additionally records 
the number of living (L) children. Based on the specifications of the above-mentioned recording systems, we 
developed a large-scale text mining approach to automatically extract gravidity, parity, term, preterm, abortion, and 
living children counts corresponding to female patients admitted at Vanderbilt University Medical Center (VUMC). 

Materials and Methods 

The dataset used in our study included all the clinical notes of the female patients from the Synthetic Derivative (SD), 
a de-identified version of the Vanderbilt EHR. We performed manual annotations on 1,000 randomly sampled notes 
with types either from the general clinical domain (e.g., ‘discharge summary’, ‘history and physical examination’) or 
from the obstetrics and gynecology domain (e.g., ‘gynecology clinic visit’, ‘gynecology annual clinic visit’). Common 
proportions of 70%-30% were used to split the annotated notes into training and test sets, respectively. We analyzed 
the notes from the training set to capture predefined patterns of the annotated obstetric histories and to implement 
these patterns with regular expressions. We compared the manual annotated mentions with the ones extracted by the 
regular expressions and computed the precision, recall, and F1-measure. During training, we iteratively refined the 
regular expressions with the purpose of maximizing the F1-measure. For evaluation, we reported the results from 
applying the regular expressions derived from the above-mentioned optimization process on the test set. The extraction 
of all female patients with obstetric histories in the SD allowed us to test the hypothesis that, more recently, women 
defer their pregnancies to later ages. For this, we equally divided the mothers of the same parity by the time of their 
last pregnancy and compared the mean ages at parity event from each subgroup. 

Results 

The system evaluation revealed a precision, recall, and F1-measure of 98.9, 87.7, and 93.0, respectively. The error 
analysis indicated that most of the false negative obstetric histories were expressed in text using different or modified 
recording systems. When running the system on >50 million notes corresponding to >1.1 million women from the SD, 
>750,00 obstetric history mentions of >150,00 distinct patients were identified. From the mothers with all their parity 
events mentioned in notes, there were 5,683 and 737 of them with 2 and 3 children, respectively. For these two cohorts, 
Figure 1 confirms the hypothesis that in recent years women give birth to their children at later ages. For instance, the 
difference in age at the second pregnancy between the two subgroups of mothers with 2 children is approximately one 
year (29.35±0.25 vs. 30.27±0.23; P<0.001). We also noticed a tendency for women who had their first child earlier in 
their life to have more pregnancies than those having their first pregnancy at a later age. For instance, the mean age 
for the parity one of women with four pregnancies is 22.76±0.62 years whereas the mean age for the parity one of 
women with two pregnancies is 27.63±0.16 (P<0.001). 

Conclusion 

Our text mining approach is a scalable solution for high-
precision extraction of obstetric histories from the EHR. 
Future work could enhance the identification of large-
scale patient cohorts to investigate clinical and genetic 
associations with pregnancy events. 

 

Figure 1 Temporal trends in mean age at the time of parity 
event for mothers of 2 and 3 children. 
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Propensity score matching using electronic health record data: Assessing the 

impact of specialist care 

Courtney Page MA, Tracy Setji MD, Neha Pagidipati MD, Benjamin A. Goldstein, PhD 

Duke University, Durham, NC 

Background: It is often financially preferable for patients to see a primary care physician (PCP) over a specialist. 

However, for hard to manage patients such as those with poorly controlled diabetes, seeing a specialist, i.e. 

endocrinologist (Endo), can be preferable. In this retrospective analysis, we sought to assess short-term health 

outcomes for patients with poorly controlled diabetes following an Endo versus PCP visit. 

Methods: We extracted clinical data from our institution’s EHR system covering the years 2007-2016. We 

identified a local cohort of patients with type 2 diabetes and suboptimal hemoglobin A1c (Hgb A1c) control. The 

main exposure of interest was provider type and the primary outcome of interest was time to A1c control. If this 

analysis was conducted as a clinical trial, the goal would be to randomize patients with poorly controlled diabetes to 

either an endocrinologist or PCP and observe subsequent treatment differences.  To mimic the trial setting we first 

identified all patients with type 2 diabetes with an out of range Hg A1c lab excluding patients that had seen an 

endocrinologist in the previous year. We then selected an endocrinologist or PCP encounter occurring in the next 3 

months. We abstracted information on 410 clinical factors known prior to the encounter. 

After identifying eligible encounters, we accounted for confounding due to differences in the patient populations 

that saw the different types of providers by performing a propensity matched analysis. To filter the baseline 

variables, and focus the propensity score, we selected candidate matching variables based on their prognostic 

association. Since there were many more PCP visits vs Endo visits we used 4:1 matching on the propensity score, 

encounter date with a caliper of 365 days, difference in days from the out of range lab value to the encounter date 

with a caliper of 7 days and baseline A1c with a caliper of 0.5.  We used the standardized mean difference (SMD) of 

the prognostic score to assess covariate balance and selected the matched cohort with the lowest SMD for final 

analysis.  To test the robustness of the matching process we created multiple matched cohorts varying the type of 

model and variables used to estimate the propensity score, and the matching algorithm.  

Results: We identified 409 and 17,289 eligible Endo and PCP encounters respectively. Figure 1 shows the Kaplan 

Meir estimates for time to control in the unmatched and matched cohorts. Using a Cox regression model, the 

unmatched data shows no statistically significant difference in time to A1c control between patients seen by Endo 

compared with those seen by PCPs (hazard ratio [HR], 0.98; 95% CI, 0.824 to 1.165). However, upon matching, 

those who were seen by an Endo visit obtained A1c control at a faster rate (HR, 1.226; 95% CI, 1.01 to 1.488) than 

those seen by PCPs.   For a secondary outcome of time to next hospitalization we found no difference between PCPs 

and Endos (HR, 0.993; 95% CI, 0.789 to 1.25). 

Discussion: The results suggested that specialist care is more effective at getting A1c to goal in patients with poorly 

controlled diabetes compared with care provided by PCPs. The change in inference upon matching, indicates both 

the value and opportunity to incorporate causal inference techniques with EHR data. 
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Reconstructing the Diagnostic Process in Colorectal Cancer 
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1Center for Applied Health Services Research; 

 2Department of Colorectal Surgery, Ochsner Health System, New Orleans, LA 

Introduction 

Large Electronic Medical Record (EMR) databases are an 

enormous asset to understanding the prevalence of and 

patterns within most outcomes of human health. However, 

most efforts to characterize these health outcomes rely on 

phenotypes of structured data, particularly diagnosis codes. 

For complex diseases such as cancer, associated data codes 

are generated via multi-step clinical diagnostic or screening 

pathways. These pathways, in turn, may record the subtleties 

of disease presentation, diagnosis, progression and treatment 

response which are never captured in the presence or absence 

of the final diagnosis code.  

We propose that by utilizing original source systems, all 

steps of a process can be recovered, analyzed, and combined 

to present a more complete picture of the disease. In this 

poster, we present our current work in applying this strategy 

to colorectal cancer. 

Methods 

See Figure 1. We examined colonoscopy procedure reports, 

the resulting pathology reports and clinical data housed in 3 

different systems within the Ochsner Health System, 

Louisiana's largest integrated delivery health system. Each colonoscopy report 

contains the procedure indication as well as number and size of identified 

polyps.. Resulting pathology reports were retrieved as xml by using the medical 

record number and colonoscopy procedure date. Both reports were analyzed 

with text processing. Patient details were also used to query our enterprise data 

warehouse for relevant structured data such as demographics, medical history, 

prior and subsequent procedure dates, whether the colonoscopy ultimately 

resulted in a cancer diagnosis, and details of subsequent cancer treatment. 

Results 

231,000 colonoscopies have been recorded between 2002 and 2017 at our 

institution (30.0% African American, 69.4% Caucasian/White, 55.0% Female, 

Mean Age 61.6). In 2017, approximately 21,800 colonoscopies were performed. 

Approximately 7,400 were routine screening for average risk people and 3,300 

had high risk personal history. 10,800 had a clean exam and 7,500 exams 

resulted in abnormal pathology, ultimately leading approximately 630 

diagnoses of colorectal cancer that year. See Figure 2 for summary. 

Next Steps 

We are currently exploring the utility of this dataset with projects that include investigating racial disparities in 

incidence, screening, and progression of adenomatous changes and cancer in initial screening colonoscopies 

(n=35,000); and whether adenomatous changes and cancer risk fall to baseline on a third colonoscopy, where the 

second colonoscopy was normal following an abnormal original screening colonoscopy (n=3,000). Our next steps are 

to use this foundation to build an infrastructure for data sharing, expand to other cancer types, and integrate new 

system data such as imaging interpretation reports. 

Figure 1: Illustration of linking diagnostic 

evidence across dedicated systems. 

Figure 2: Sample results from 2017. System 

colors are the same as Figure 1. 
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Definitions matter: Data issues in sepsis quality improvement efforts 
Daniel G. Duncan, MSN, RN, Rebecca R. Kitzmiller, PhD, MHR, RN, BC,  

Carol F. Durham, EdD, RN, ANEF, FAAN 
University of North Carolina, Chapel Hill, NC 

Introduction 
Sepsis affects well over 1 million people, kills upwards of 250,000 and represents the most expensive inpatient 

diagnosis among hospitalized United States (US) patients1,2. Those who survive sepsis experience increased 
morbidity and mortality and incur greater healthcare expenses when compared to those who do not experience 
sepsis. Providing optimal care to patients at risk for developing sepsis is one of the most urgent challenges faced by 
the US health care system and remains the subject of many quality improvement projects nation-wide. However, 
improving care delivery requires that organizations understand treatment of patients diagnosed with sepsis, as well 
as those at risk for sepsis. To provide a baseline for sepsis care delivery process improvement, we explored three 
methods for identifying at-risk patients in a single academic medical center emergency department. 
Design and Methods 
We retrospectively examined 12 months of Emergency Department visits (n=25,334) to identify three patient 
groups: septic (explicit ICD 10 code3); clinically suspected to have sepsis (IV antibiotics and blood culture4 orders 
during ED treatment); and at-risk for sepsis (antibiotic course of > 7 days (i.e. 168 hours). Data analysts queried the 
clinical data warehouse (CDW) and electronic health record (EHR) to provide data in MS Excel files. Data included 
sepsis admission and discharge diagnoses (ICD 10); antibiotic name, route, date/time, and duration; and blood 
culture name and date/time. To construct each group of patients, we applied group definitions to sort patients using 
the MS Excel filter functionality. We matched patient identifiers to find overlap between groups.  
Results 
81 patients had an ICD 10 sepsis diagnosis (group 1). 60 patients had antibiotic and blood culture orders (group 2) 
with n=3 in group 1. 73 patients had > 7 days antibiotic therapy (group 3) with n=4 in group 1 and n=0 in group 2.  
Discussion and Conclusion 
In order to identify facilitators and barriers to effective sepsis care delivery, hospital process improvement efforts 
must evaluate septic patients and those who avert sepsis through appropriate clinician action. Although ICD-10 
codes provided the greatest number of septic patients (group 1), very few overlapped with the clinical suspicion of 
sepsis group (2) or at-risk for sepsis group (3). The most significant limiting factor was the effort to efficiently 
obtain and clean EHR data using MS Excel. Initial queries returned over 140 antibiotics, dozens of start/stop times 
for each order as well as dozens of culture types. Further, defining ≥ 7 days antibiotics as 168 hours versus 167.98 
returned a substantially different number of patients. Therefore, quality improvement projects grounded in CDW 
and EHR data require careful attention to detail and data granularity. Our strategies for identifying a broad cohort of 
patients at risk for sepsis holds the potential to improve understanding of patient’s initial presentation to ED 
providers, leverage learning from patients who are at risk for but do not develop sepsis,  and lead to better screening, 
early identification and early intervention. Future efforts will include evaluation of other sepsis identification 
methods such as those developed by Vizient University HealthSystem Consortium and the Agency for Healthcare 
Research and Quality. 
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Standardized Nursing Toxicity Assessments Captured in the Electronic 
Health Record (EHR) Predict Early Discontinuation of Cancer Therapy: A 

Pilot Study of the Ohio State Sarcoma Outcomes Registry  

David A Liebner, MD1, Gabriel Tinoco, MD1, James L Chen, MD1 

1`Ohio State University, Columbus, Ohio, USA 

Abstract.  As part of our prospective sarcoma outcomes registry at Ohio State University, we have established a 
pipeline to automatically capture clinically relevant discrete data from the EHR, including routine nursing 
assessments of chemotherapy toxicity.  We demonstrate the utility of these assessments for predicting early 
discontinuation of chemotherapy used for the treatment of metastatic sarcoma, and argue for the further evaluation 
of nursing assessments in the development of clinical decision support tools for cancer patients. 

Introduction.  Precision Medicine Programs (PMPs) for cancer patients have largely focused on the selection 
and/or prioritization of chemotherapy drugs for individual patients based on various tumor biomarkers and the 
predicted likelihood that those drugs will lead to tumor shrinkage.  There is increased awareness, however, that 
personalized predictions of toxicity are equally important for a robust PMP[1, 2].  We sought to evaluate the utility 
of standardized nursing assessments of treatment toxicity and hypothesized that nursing toxicity assessments would 
be correlated to key patient outcomes, such as time to treatment discontinuation (TTD) and overall survival (OS).  

Methods.  Patients who are seen at our institution with a diagnosis of bone or sort tissue sarcoma are eligible for our 
hybrid outcomes registry (clinicaltrials.gov: NCT02677961), which combines data elements that are extracted 
manually by trained registry coordinators with additional data points extracted automatically from the EHR.  For this 
pilot study, we specifically evaluated TTD and OS for patients with metastatic sarcoma undergoing treatment with 
the FDA-approved agent, pazopanib. Toxicity of pazopanib was determined based on discrete nursing toxicity 
assessments during the first 90 days of treatment.   

Results.  A total of 49 patients had received pazopanib as a single-
agent in the setting of metastatic disease.  All patients were 
treatment naïve with respect to pazopanib.  The median time to 
treatment discontinuation (TTD) was 3.2 months; OS was 27.5 
months in the cohort.  Patients with a high toxicity score, as defined 
by a nursing toxicity score exceeding the median, demonstrated a 
shorter TTD versus those with a low toxicity score (1.8 mo vs 7.8 
mo, p = 0.0455).  No difference was seen in overall survival 
between the two groups (p = 0.97). 

Discussion.  Nursing assessments of chemotherapy toxicity are 
routinely captured during patient visits at our institution and provide 
discrete data points that can be easily extracted from the EMR.  
Importantly, these toxicity assessments are correlated to TTD, a 
clinically relevant endpoint for clinicians recommending cancer 
chemotherapy.  Once validated, we note that the nearly 50,000 
discrete toxicity assessments performed annually at our institution 
will be an invaluable resource for the development of automated 
patient-specific predictions of drug toxicity. 
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Figure 1. Nursing assessments of drug 
toxicity are strongly correlated with TTD in 
sarcoma patients treated with pazopanib. 
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Francisco, CA 

Introduction 

The past few years have seen the rapid expansion of tumor molecular profiling in the care of cancer patients. The easy 
availability of clinical tumor sequencing allows for the rapid and efficient identification of genomic alterations in 
genes and pathways that can be targeted with an ever-widening array of therapeutic agents. As a result, molecular 
profiling of tumor genomics is considered to be a cornerstone of precision medicine advances in oncology. 
Theoretically, the widespread adoption of comprehensive molecular characterization of patient tumors using next-
generation sequencing panels should provide new treatment options for patients and overall improvements in clinical 
outcomes. For patients, this type of testing can identify new clinical trial options when no other satisfactory alternative 
treatments remain available. However, despite their ever-expanding use in the clinical setting, the overall impact and 
potential benefit of clinical genomics using tumor molecular profiling remains unclear, and evidence demonstrating 
improvement in patient outcomes is lacking. 
 

Methods 

The widespread adoption of tumor molecular profiling over the past few years provides a clear opportunity to examine 
in a retrospective fashion the utility of clinical genomics testing in cancer patients. We estimate that thousands of 
patients have now had molecular testing performed on their tumor samples at our institution alone. The potential 
benefit for patients can be analyzed by linking “real-word” patient data mined from electronic medical records to the 
results of clinical genomic testing. In this study, we present the development of the UCSF Genomic Test Database 
that combines clinical genomic results from our internal next-generation sequencing panel, as well as commercially 
available external clinical genomic panels, with a variety of data points from a de-identified representation of our 
institution’s electronic medical record (EMR). We have obtained the results of clinical genomic testing as XML files 
from each testing laboratory and assembled these into a relational database that follows a similar format to our de-
identified EMR allowing for linking of the two data types for efficient analysis. To date, we have linked clinical 
genomics test results to the EMR data of 1005 patients across a wide variety of common and rare cancer types seen in 
various clinics at our institution. This cohort contains a total of 5026 genomic alterations from the set of 1005 patient 
genomic reports. The patient cohort in the database will rapidly expand as we link an additional 1400 genomic reports 
to the respective EMR data, and obtain test reports from additional commercial vendors of tumor mutation profiling.  
 

Results 

The linked data set that we have created allows us to measure the utility of genomic tumor testing for the management 
of cancer patients. We can analyze the magnitude of positive impact for various tumor types, identify barriers to 
efficient use of genomic tumor testing, and assess for disparities in the utilization of testing. For example, patient 
survival data relative to the clinical action of obtaining tumor molecular profiling can be measured. We are able to 
identify a patient death date in the de-identified EMR for 197 of the patients in our cohort. Within this subset, we find 
that a small fraction of patients dies before results return and any action can be taken (10 out of 197 patients). This 
raises additional questions that we wish to explore, such as whether testing should have been considered earlier during 
the course of management for these patients, and whether there are systematic delays to obtaining genomic test results 
that are affecting mortality.  
 

Discussion 

In the future, expanding this database will provide new opportunities for advancing precision oncology initiatives and 
improving patient care, such as identifying which cancer patients should get genomic testing and when it should be 
obtained. We expect that combining information on patient outcomes from “real-world” EMR data with clinical 
genomic testing will provide the additional opportunity of identifying exceptional responders or non-responders with 
greater efficiency, which can lead to the discovery of new therapeutic targets and treatments as well as the 
identification of novel biomarkers for response or resistance to therapy.
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Abstract 

The number of the glomeruli is an important metrics in the pathologic evaluation of kidney biopsies. In current 
practice, manual quantitation of the glomeruli is a human-intensive and time-consuming process. Our results show 
that deep learning-based object detection models such as RetinaNet can be used to perform accurate automatic 
enumeration of glomeruli in kidney histological slides. 

 

Introduction 

Microscopic evaluation of the glomeruli is an integral part of routine pathologic work-up of kidney biopsies and 
nephrectomies in formalin fixed paraffin embedded tissue sections. This includes identification, quantitation, and 
assessment of various glomerular morphologic abnormalities. In current practice, manual quantitation of the 
glomeruli is a human-intensive and time-consuming process. It has been shown that glomeruli classification can be 
successfully performed in PAS stained histological slides2; however, there have been no attempt to apply modern 
deep learning object detection algorithms to perform direct glomerular counting on hematoxylin and eosin stained 
sections. 

Methods 

RetinaNet model3 with ResNet50 backend initialized with ImageNet pretrained weights was trained to detect and 
localize glomeruli in needle biopsies of kidney transplant patients. The whole slide imaging was acquired under 40x 
magnification using Aperio CS2 scanner and glomeruli were contoured using ImageScope software. Data were split 
into three sets: training set, validation set, and test set with 60, 12 and 11 slides respectively. Patches were generated 
from tissue-containing areas of the slides of size 8192x8192 and subsampled by a factor of 4 down to 512x512 to 
reduce computational load, yielding 1291, 238, and 250 patches for training, validation and testing sets respectively. 
We used a keras implementation of RetinaNet, with tensorflow backend trained over 120 epochs. 

Results 

Using the obtained model, we achieved counting error of -4.93% ± 7.37% of true glomeruli count per slide (mean 
number of glomeruli is 77.82 ± 11.17 per slide) with average precision score of 75.76% for normal glomeruli and 
19.44% for sclerotic glomeruli, with weighted average of 71.83% at IoU=0.5 and a score threshold of 0.2 within the 
test set. Per-slide Pearson R was 0.852±0.063, p-value=9.43e-8. 

Conclusion 

Our results show that object detection deep learning models such as RetinaNet can be used to perform automatic 
enumeration of glomeruli in kidney histological slides. 
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Abstract  

The aim was to reduce Influenza cases at the Los Angeles Jewish Home (LAJH) during the 2017-2018 Flu season.  

LAJH delivers care to the elderly in an integrated delivery model where all levels of care are provided.  This poster 

describes an interdisciplinary, stakeholder-engagement approach to reduce Influenza cases. 

Introduction 

LAJH is licensed for 819 beds serving patients (aged ≥ 65 years) in independent living facilities, residential care 

facility, short-term rehab, and skilled nursing facilities.  According to the Centers for Disease Control and 

Prevention, the 2017-2018 Influenza season was considered as severe as the Swine Flu outbreak of 20091.  In Los 

Angeles County alone, 226 adults died from Flu-related complications2.  Hospitalization rates during Influenza 

outbreaks in long-term care facilities are reported as approximately 43% of those infected3.  The high Flu-related 

morbidity suggests that a successful Flu management strategy needs a consistently implemented stakeholder-

engagement model.  This study measured the outcome of a Performance Improvement Project (PIP): a novel 

approach to Influenza prevention and management in a multi-level care setting for the elderly. 

Method 

Our method followed CDC guidelines on Influenza prevention, testing and treatment4.  All nursing teams at three of 

our facilities tracked every Influenza-like illness case by: location of the patient, onset date of illness, symptom 

presentation, Influenza test result (by PCR), and medication treatment. Facility 1 was the experimental group which 

implemented the PIP, while the other two served as controls. The PIP was a standardized prevention, test and 

treatment protocols including patients, families, administration, nursing team, housekeeping, outpatient clinic, 

laundry service, social services, activities, security, patient safety, laboratory, pharmacy and primary care providers. 

Results and Discussion 

Data was collected from 10/1/2017 to 3/31/2018.  One unit was omitted due to lack of data. The total number of 

cases at each facility, as well as infection rate (calculated as number of cases/weekly census) was analyzed.  During 

10/1 to 12/3, no cases were reported.  At Facility 1, where the PIP was implemented, Flu cases dropped, whereas at 

Facilities 2 and 3 which either were passive participants or chose not to participate, Influenza rates increased.  At 

Facility 1, ≥ 52 cases of Flu were reported during the 2016-2017 season, whereas it reported 17 cases (67.3% 

reduction) during the 2017-2018 Flu season.  Facility 2 reported an increase from 16 cases the previous year to 21 

cases this year.  Facility 3 reported an increase from 10 cases in 2016-2017 to 12 cases this year.   

Conclusion 

An interdisciplinary team effort inclusive of all stakeholders, including patients and family, is effective in reducing 

Influenza infections in a multi-level care encompassing long-term care facilities.   
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Introduction 
Sepsis, the dysregulated host response to infection that can result in life-threatening organ dysfunction, is a spectrum 
of illness that in its highest acuity can confer mortality in excess of 40%.1,2 The US healthcare system spends more 
than $20 billion treating sepsis annually, with the majority of cost due to patients with septic shock.1 These public 
burdens of septic shock combined with variations in medical practice have interested both hospital administration as 
well as clinical and translational research. Despite a consensus definition for septic shock, clinicians and researchers 
operationalize different definitions at the point-of-care, yielding heterogeneous populations and outcomes. This 
makes any comparative analyses difficult.1 The purpose of this study is to characterize the unique cohorts identified 
by the different criteria.  
 

Methodology 
Clinical data for all patients ≥18 years admitted between 2012-2017 to Barnes-Jewish Hospital, a large tertiary 
referral center, were extracted from the electronic health record. Cohorts were identified according to 5 definitions 
of septic shock: ICD code, Sepsis-2 criteria, Sepsis-3 criteria, and two pragmatic definitions reflecting common 
physician practice-vasopressors with positive cultures within a 24-hour interval or the use of vasopressors with 
antibiotics within a 24-hour interval.1 These definitions encompass the spectrum of criteria used to diagnose septic 
shock in both the clinical and research settings. All definitions are usable in real-time except for ICD codes. Cohen’s 
kappa was used to assess the degree of pairwise agreement for classifying patients among these definitions of septic 
shock. 
 

Results 
In total, there were 61,364 hospital admissions. Estimates of hospital mortality and time to shock varied dramatically 
by cohort (Table 1). The maximal agreement between septic shock definitions was 0.49 (Fig.1).  

 Table 1. Comparative analysis between septic shock definitions. 
 
Discussion and Conclusion 
The criteria used to identify septic shock can change the cohort of 
patients identified in the electronic medical record. These different 
cohorts have markedly different outcomes, making comparative 
analyses difficult. The degree of variability between these definitions 
is likely the result of imperfect documentation and the heterogenous 
nature of septic shock. Nevertheless, by characterizing the differences 
between these cohorts, researchers can better choose the definition 
needed for accurate analyses.  Future analyses are needed to more 
completely quantify the implications of these different definitions. 
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 ICD Code Vasopressor 
+ Culture 

Vasopressor + 
Antibiotic 

Sepsis-2 
Septic Shock 

Sepsis-3 
Septic Shock 

 n = 238 n = 183 n = 870 n = 107 n = 130 
Admitted via ER (%) 110 (46) 77 (42) 109 (13) 35 (33) 77 (61) 

In-hospital mortality (%) 89 (37) 54 (30) 66 (8) 23 (21) 57 (45) 
Mean Length of Stay (days, SD) 21.2 (24.4) 21.8 (23.1) 11.9 (13.6) 18.0 (18.5) 23.9 (24.9) 
Median Time to Shock (hours) ~ 32.2 20.0 38.9 44.4 

Figure 1. Level of agreement among septic shock 
definitions. Cohen’s kappa was used to compare relative 
degree of agreement among different septic shock 
definitions. 
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Introduction 
 
Pharmacogenetics studies often use racial and ethnic categories to stratify patients; however, these categories can be 
inconsistent across different studies. In this study, we attempt to characterize the variety of racial and ethnic 
categories used for populations defined as ‘Black’ using the National Institutes of Health (NIH) guidelines, as well 
as the methods that researchers use to derive these categories1. We also compare the allele data found for individual 
racial and ethnic categories to the global allele data frequency for African and African American populations.  
 
Methods 
 
We searched the PubMed database using the following Boolean search term: (pharmacogenetics OR 
pharmacogenomics) AND (race OR ethnicity) AND (CYP2C9 OR CYP2D6 OR CYP2C19). We filtered the results 
to show results only from May 2015 to July 2018 in order to focus on more recent trends in terminology. We then 
examined the ethnic categories used in each paper. In total, we analyzed 55 papers. 
 
Using the information contained within the papers as well as examining other literature related to racial and ethnic 
classification, we categorized each of the racial and ethnic categories within the other categories. We also examined 
the basis of each racial category used and established four general methods that racial categories were classified by: 
NIH category only, geographical region, country, and cultural group. For our pharmacogene allele analysis, we 
chose to analyze specific CYP450 alleles which have been classified as actionable pharmacogenes by the 
Pharmacogenomics Knowledgebase with Level 1A evidence2. The global allele frequency data for Africans and 
African Americans, as defined by the Clinical Pharmacogenetics Implementation Consortium (CPIC), was 
compared to allele frequency data extracted from the papers included in our racial category analysis3. 
 
Results 
 
In total, we found 62 different racial and ethnic categories which are defined as ‘Black’ using NIH guidelines. A 
high degree of heterogeneity was present in classification methods used. Many papers used more than one 
classification method because they cited other papers into their results. In total, 31 papers used classification by 
country, 18 papers classified by cultural group, 13 papers by geographical region, and 13 by NIH category only. 
 
We found allele data for 29 of the 62 ethnic categories analyzed in this paper which satisfied our inclusion criteria, 
excluding the two CPIC categories. Of these categories, seven racial and ethnic groups differed from the CPIC 
global allele frequencies in at least one of the alleles analyzed in this study. A difference in allele frequency was 
found for at least one group in each of the classification methods as well.  
 
Conclusions 
 
Current methods used for classification of racial and ethnic categories in pharmacogene studies are highly variable. 
Based on our pharmacogene allele frequency analysis, we can conclude that some overgeneralization effect is 
occurring when classifying populations of African ancestry as one genetically homogeneous group. Further studies 
are needed to identify a level of specificity which is optimal with respect to ease of verification and precision. 
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Introduction

A word-embedding model — a low-dimensional vector representations of semantic meaning of words — suitable
for clinical encounter notes would require a corpus that was de-identified and large enough to capture rare medical
terms and domain-appropriate senses of common ones. We hypothesized that embeddings trained on open-access case
reports would perform better on clinical NLP tasks compared to models trained on non-clinical corpora.

Methods

Embedding models were trained using the text of PubMed Central Open Access Subset case-report manuscripts and
a Wikipedia text dump using the fasttext1 and word2vec2 methods with 300 dimensions. Model performance was
assessed using four clinically relevant tasks. With the MIMIC-III dataset,3 we examined 1) the clustering purity from
a k-means procedure based on discharge documents from three ICUs, 2) the lexical coverage of each corpus in a
selection of discharge summaries, 3) in-hospital mortality predictions based on the physican admission note using a
convolutional neural network; and 4) a semantic similarity task with a manually annotated set of clinical terms.4

Results

The final Open Access training corpus contained 47,731,255 tokens from 27,434 documents after preprocessing. An
embedding model trained on the Open Access corpus performed as least as well if not better than those trained on the
Wikipedia corpus for each task (Table 1). We observed variable performance between fasttext and word2vec models.
Table 1: Model performance by task with bootstrapped median (95% confidence interval). MSE=mean squared error,
OA=Open Access, BS=Brier Score.

Model + Corpus Clustering purity Semantic similarity (MSE) Coverage, n (%) Mortality (BS)
fasttext + OA 0.66 (0.65 - 0.66) 0.03 (0.03 - 0.03) 24,101,243 (100) 0.12 (0.12 - 0.12)
word2vec + OA 0.66 (0.66 - 0.67) 0.32 (0.30 - 0.32) 22,751,573 (94.4) 0.10 (0.10 - 0.10)
fasttext + Wikipedia 0.61 (0.60 - 0.62) 0.07 (0.06 - 0.07) 24,101,243 (100) 0.10 (0.09 - 0.10)
word2vec + Wikipedia 0.65 (0.64 - 0.65) 0.17 (0.15 - 0.17) 17,015,487 (70.7) 0.10 (0.09 - 0.10)

Conclusion

Word embedding models trained on a relatively small and publicly available clinical corpus performed at least as well
and sometimes better than models trained on a large, non-clinical corpus, across several NLP tasks. These findings
support the use of domain-specific embeddings when analyzing clinical text.
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Introduction 

Trauma is the leading cause of death for Americans less than 45 years old1. A 2016 National Academies of Sciences 

Engineering and Medicine report identified that 20% of trauma deaths are preventable, with national efforts aimed at 

achieving the goal of zero preventable deaths2. While significant attention has been focused on improving in-

hospital mortality, less is focused on prehospital care. A key barrier limiting prehospital improvement is lack of 

robust data. Data from Emergency Medical Services (EMS) offer a prospective resource. The purpose of this study 

was to evaluate and characterize EMS motor vehicle crash (MVC) data completeness and variability.  

Methods 

Free text EMS records were annotated to characterize language associated with clinically relevant MVC data 

elements. To characterize data completeness for downstream analysis, two practicing surgeons identified relevant 

variables. The surgical experts [CT, GMM] and an informatics researcher [EL] created review guidelines. Data 

assessment and preliminary annotations were performed by a student researcher [GR] and an informatics researcher 

[EL] with 10% overlap in annotations to characterize inter-rater reliability (% agreement 93.33, Kappa 0.87). 

Results 

Overall, 50 notes were analyzed to document the frequency of elements from guidelines (Table 1) and associated 

language with key MVC data elements (Table 2), which demonstrated extensive variability in both documentation 

frequency and content of EMS notes.  

Table 1. Frequency of Elements in 50 EMS Notes 
Subject (98%) Run Number (100%) Ins. Status (100%) Driver Status (98%) Ejection (6%) Seatbelt (82%) 

Entrapment (20%) Extrication Time (8%) Location (90%) Providers (56%) Triage (16%) Location of Intrusion (48%) 
Speed (66%) Severity Intrusion (42%) Dead on Arrival (8%) Death Same Car (0%) Airbags (84%) Head On (20%) 

T-Bone (14%) Rollover (16%) Other Severe (22%) Other Minor (38%) Procedure (92%) Indication (94%) 
Attempts (88%) Size (82%) Airway (12%) Blood Prods. (16%) No Cervical-Collar (2%) End Tidal CO2 (16%) 

Table 2. Variation in Documentation in 50 EMS Notes 
Vehicle Speed MVC Type Entrapment Extrication Time Severity Intrusion 

Hwy speeds 

High rate of speed 

Unknown speed 
Approx. 50 mph 

Posted limit is 65 mph 

Went end over end 7 or 8 

times 

Flew approx. 125 feet 
striking front end 

Car was rear ended 

Hit a pickup truck 

Left leg remained 

trapped in vehicle 

Pt required extrication 
Pt was partially slid 

under steering wheel 

Approx. 15 min 

14 min scene time 

More than 30 min 
Extrication efforts being 

performed by fire 

responders 

>18 in. 

Major damage to vehicle 

Pt’s vehicle is totaled 
with approximately a 

foot of intrusion 

Discussion 

EMS data provide a rich resource for trauma surveillance; it is possible that improved prehospital field management 

could prevent trauma deaths. Much variation in both documentation frequency and content of EMS notes currently 

exists. In future, these data could be used to develop a gold standard to train statistical models for use in natural 

language processing, which would facilitate automation of extracting data from EMS records, ultimately to inform 

clinical decision-making for improved outcomes for MVC trauma patients. 
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Introduction 

High-throughput sequencing technologies provide novel insights into patients’ individual genomics landscape. 

Longitudinal data from patients cohorts could be useful to assess risk factors for disease progression and to calculate 

probabilities of transition to subsequent stages. Since longitudinal analysis could be time and cost demanding, many 

studies only cover a short time window within the disease progression. It is thus interesting to exploit cross-sectional data 

of patients in different disease stages to simulate probabilistic trajectories describing possible patients evolution. We are 

interested in studying the dynamics of Myelodysplastic syndromes (MDS), heterogeneous hematopoietic disorders, whose 

patients are characterized by different risks of Acute Myeloid Leukemia (AML) development. 

Methods 

Cross-sectional data of 921 MDS patients were collected from San Matteo University Hospital (Pavia, Italy). For 310 

patients, somatic point mutations associated with MDS were found after sequencing analysis. Each patient belongs to one 

of five different groups (Very Low-Low-Intermediate-High-Very High) according to the IPSSR1, a clinical prognostic 

score that assess individual risks progression towards AML. We developed a method to simulate longitudinal data from 

cross-sectional data, taking into account patient similarity computed through a matrix trifactorization strategy, a data 

fusion approach that combines clinical and genomics data. Each patient in a given stage has a probability of progression 

to the following stage defined by the mean survival probability in that stage. Starting from each patient in the first stage, 

when running the simulation, he/she may evolve to the following stage or he/she may remain in the same stage. If a patient 

evolves, he/she “become” one of the patients of the following stage with a probability proportional to their similarity 

through a roulette wheel algorithm. A couple of patients linked by the simulation strategy become a single macro-patient. 

This procedure is applied again for the following IPSSR stages. Potentially, macro-patients evolving in all of the five 

IPSSR stages could be simulated. 10000 Monte Carlo simulations are performed and the longest most frequent trajectories 

are selected. The resulting simulated longitudinal dataset is exploited for Cox analysis (My.stepwise R package). After 

that, we implemented a continuous-time Markov model 

(msm R package). 

Results 

Figure 1 shows Markov model transition probabilities after 

10 years from diagnosis. Boxes between different IPSSR 

stages report genomic and clinical covariates selected by 

Cox model as important for disease evolution. The 

majority of them are confirmed by literature.  

Conclusion 

Collection of longitudinal data is time and cost demanding. 
We developed a method to simulate disease progression 

from cross-sectional data and we applied it to a cohort of 

MDS patients. The simulated longitudinal dataset allowed us 

to perform Cox and Markov analysis. A major limitation is 

the lack of true longitudinal data for the validation of our 

algorithm. Despite models are built from simulated data, the former was able to reveal many significant covariates that 

were found in literature. Future directions would be the validation of the progression simulation algorithm, that could be 

applied to other diseases characterized by an evolution between stages. 
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Figure 1. Some of the Cox selected covariates and 

Markov model transition probabilities after 10 years 

from diagnosis. Red covariates indicate higher risk of 

transition, green covariates are protective. 
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Introduction 

While free text clinical notes are an important part of the modern electronic health record (EHR), they can be 
challenging and time consuming for providers and other clinicians to read. To address this, our team developed a tool 
to automatically detect and highlight new information progressively contained in clinical notes. This tool is similar to 
but distinct from an existing EHR tool to identify the origin of copy-pasted information. This study aimed to obtain 
initial feedback from potential users. 

 

 

 

Figure 1.  New findings.                          Figure 2. New medications.  

Methods 

Details of the methods used by the highlighting tool have been previously described1. Briefly, statistical language 
models augmented with semantic similarity measures were used to identify clinically relevant new information over 
longitudinal clinical notes for a given patient. Users have the option to select between four categories of new 
information: All New Info, New Meds, New Findings, and New Procedures. Figures 1 and 2 show the output from 
the new findings and new medications tabs for a specific note. We granted three users access to tool in the EHR and 
conducted interviews about their experience using it.  

Results 

In interviews, users thought the tool had potential to improve their experience and thought the tool was easy to use. 
However, users encountered challenges with the tool included confusing error messages and confusion over how to 
access the tool and challenges with the output of the tool including incorrect categorization of new information, 
inconsistencies in text that was classified as “new,” and highlighting of text that was clinically irrelevant. When 
asked about an existing tool for identifying copy-pasted information, one user discussed that while the tools are 
similar, the highlighting tool provides more information and is more visually appealing.  

Conclusion 

Our findings illustrate the challenges of building tools to integrate in the EHR and the importance of incorporating 
user feedback and user centered design principles in the design of new tools. This proof of concept study only included 
three participants.  Future work could build upon this by expanding the population of users. This work was conducted 
at a single health system and may not be generalizable.  
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Introduction 

Cascade screening allows for early detection and treatment of familial hypercholesterolemia (FH) and can thereby 
reduce adverse outcomes such as myocardial infarction.1 Privacy concerns restrict healthcare providers from directly 
contacting at-risk family members of FH probands, therefore novel approaches that utilize health information 
technology are needed to facilitate sharing of health risks information among family members.2 

Methods 

We adopted a user-centered approach to design an interactive website that enables FH probands to communicate 
information about FH with family members. A proband can create a family pedigree, use templated emails to share 
FH diagnosis and invite family members to use the website. An initial prototype was developed using Yii, a PHP: 
Hypertext Preprocessor framework. The interface was coded with HTML5 and Cascading Style Sheets Level 3 
(CSS3). Usability of the prototype was assessed by the cognitive walkthrough technique in the Mayo Clinic 
Usability Laboratory where three experts completed eleven typical activities a website user would undertake.  

Results 

Six key themes emerged during the website evaluation: Design, Format, Navigation, Terminology, Instructions, and 
Learnability (Table 1). The difficulties encountered by users will inform modifications to website design, in order to 
make it more effective and efficient for the end-user to promote familial health information sharing. 

Table 1. “Cognitive Walkthrough” Study Results; Themes and Comments. 

Theme 
 

Usability Experts Comments 

Design “Find graphics that will help the user understand the concepts and use the graphics wisely.” 
 “The first call to action box is filled with all caps which makes it hard to read. First impression 
why are they yelling at me?” 

Format “Is it necessary to have all caps in the top navigation elements?” 
“The contact page seems to want to limit what I can ask questions about...there could be a form 
for ‘Contact Us.’” 

Navigation “Many of the reference links to materials (e.g. FAQ) send me to new tabs and large content.” 
“After working on the site, the user could have 15 tabs open which reduces efficient navigation.” 

Terminology “The user has no idea what happens after they send an email to their family and friends. There is 
nowhere to view this…” 
 “Who is the audience for this information, they look like journal articles that many might not 
want to wade through.” 

Instructions “No indication that I am logged in.” 
“Not sure what the family tree does for me except provide information that I construct.” 

Learnability “The evaluation resulted in several findings, some of which might fluster the user.” 

 

Conclusion 

Based on usability findings, the website will be iteratively refined and deployed into clinical practice at Mayo 
Clinic, after which implementation metrics and cascade screening outcomes will be assessed.  
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Introduction  

Opioid abuse is a significant public health issue affecting large population with estimated 630,000 deaths in the US 

due to opioid overdose between 1999 and 20161. Medical claims provide the broadest view of overall patient status as 

they span over multiple providers and typically over many years. Medicare claims are one of the largest datasets that 

provide longitudinal view of Medicare eligible population in the US, including Part D prescription data for eligible 

beneficiaries. Claims data allow for identification and prediction of opioid use.  

Methods 

Data used in this study were extracted from Medicare Part D beneficiaries’ information between 2007 and 2013. For 

each Part D beneficiary who received at least one opioid prescription, daily dosage was calculated as morphine 

milligram equivalents (MME), based on formulas available from the Centers for Disease Control and Prevention 

(CDC)2. Before calculating MME, if patient had more than one prescription in a day, the prescription with the highest 

dosage was picked. Next, if there were overlaps between prescriptions, values were added up. Final dataset included 

18,959 patients at least 65 years old. The daily dosages were aligned by the first day (t0) patients reached MME 48, 

which is considered as average daily use of patients. Then the data one year prior and one year after t0 were grouped 

into monthly bins to calculate average monthly use. K-means clustering with Euclidian distance was applied to the 

temporal data to obtain common patients’ trajectories before and after t0.  

Results 

About 34% of Part D beneficiaries received at least one opioid prescription, and 16% of them reached dosage of MME 

48. The results of applying K-means clustering algorithm with number of clusters ranging from 2 to 19 indicated the 

presence of four basic shapes of trajectories that can be broadly described as: sustained high dose, temporary high 

dose, steady dose increase, and high dose with steady decline. All obtained clusters follow these four main categories, 

with the major differences in the actual value (height) of the use as illustrated in Figure 1 in which center of the plot 

corresponds to the first day with MME 48. Other clustering methods have been tested, but led to inferior results. 

 

Figure 1. Centroids of clustered opioid use trajectories with k=2, 9 and 19 clusters.  

Discussion 

The presented detection of common trajectories of opioid use is the first step to identify people at risk of high opioid 

use, risk of addiction, and overdose. The vast majority of patients don’t abuse opioids as identified in temporal clusters 

(98% in for k=2, 94% for k=9, 92% for k=19). Remainder of the patients typically receive high dosage of the opioids 

which remains close to constant over time. Additionally a number of patients steadily decrease use of opioids after 

initial increased dose. Finally, a small number of patients demonstrated an increase in dosage over time. However, the 

data does not indicate significant number of patients with dosage steadily growing prior to reaching MME 48. The 

clustered data can also be combined with health and socioeconomic status indicators available in claims data and 

therefore used for construction of models that would allow for predicting risk of sustained high dosage ahead of time.  
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Introduction 
 
Today’s electronic health records (EHRs) have been widely used to effectively capture and store clinical data. 
However, the EHRs do not readily support access to national benchmarks, statistical processing, and tailored 
reporting of individual patient data. Research on decision tools based on local EHR data suggests that incomplete or 
biased measures limit the tools’ effectiveness. 
 
The FORCE-TJR national research cohort of 35,000 total joint replacement patients captures demographic and 
comorbidity risks, and patient-reported outcomes (PROs) from advanced knee and hip arthritis patients directly 
before and after surgery. With PCORI funding (A.S.K.; Arthritis care through Shared Knowledge), we designed and 
developed a real-time, predictive, individualized shared decision report based on the FORCE-TJR cohort to guide 
knee and hip arthritis care in clinic. 
 
Design of Shared Decision Report 
 
Content Design. A web-based system was developed to 
collect the patient-reported symptoms and risk factors 
prior to the office visit. An individual report is real-time 
generated, including trended pain and function scores 
over time, comparison with national norms, patient risk 
profile, and individualized prediction of likely pain relief 
and functional gain after surgery based on the experience 
of similar patients in the national cohort study. 
 
Patient and Provider Feedback. Patient focus groups and 
clinician interviews were conducted to solicit their 
interpretation, feedback, and suggestions. Iterative 
design procedures were applied to include patient and 
provider preferences. 
 
Use in Clinics. The patient completes the PRO questionnaire on a laptop in clinic or through email at home. The 
automated individual report is generated and available in the clinic to support patients and providers in shared 
treatment decision making. 
 
Future EHR Inter-operability 
 
The web system can collect patient-reported data as a third-party platform, and be readily deployed interfacing with 
EHRs (e.g., API) for storage of discrete PRO data and decision reports. Longitudinal direct-to-patient data capture 
can support EHRs to collect complete data across health systems to assess treatment impact and disease progression. 
 
Conclusion 
 
Web-based informatics tools to generate evidence-based, individualized predictive reports have the potential to 
improve patient-provider shared treatment decision making to complement the EHR. 
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Introduction 

NIH issued policy requiring the use of single IRBs for multisite research projects.  “The goal of this policy is to 

enhance and streamline the IRB review process in the context of multi-site research so that research can proceed as 

effectively and expeditiously as possible.  Eliminating duplicative IRB review is expected to reduce unnecessary 

administrative burdens and systemic inefficiencies without diminishing human subjects protections.”
1
 To meet this 

requirement we utilized the SMARTIRB platform to facilitate Mayo Clinic IRB oversight for a 5-site study. 

Methods 

SMARTIRB (www.smartirb.org) is designed to work as a platform which allows the study teams and their local 

IRBs to communicate with each other concerning specific studies while eliminating the need to sign reliance 

agreements for each study.  Using SMARTIRB, local IRB’s can establish an a priori agreement to share protocols, 

and subsequently review study files and cede or take full oversight of individual studies, thus eliminating the need to 

sign reliance agreements each time a new study begins between sites. 

Results 

Here are the lessons we learned from our process.  Signing into SMARTIRB is a two-step process: SMARTIRB 

Online Reliance System and SMARTIRB Agreement.  The former is the infrastructure for passing study documents 

between sites, while the latter is the regulatory documentation establishing the relationship between sites, wherein 

the sites agree to use each other’s single oversight when appropriate.  Critically, the two steps are independent, and 

not all sites have signed into both steps.  This is not always evident at first glance.  Therefore study teams are wise to 

double-check with partner sites that both steps have been completed prior to initiating collaboration.  In our study, it 

was found that one site had not finished signing the SMARTIRB Agreement.  While study documentation could be 

passed to and from this site, that local IRB was not able to cede oversight to Mayo using the platform.  For this site 

an alternative method was developed where communication with the local IRB and study teams was undertaken 

through emails.  While this old-fashioned approach was successful in the end, it incurred significant delays while we 

waited for the SMARTIRB process. 

 

The second lesson we would share is that SMARTIRB can be a time-saver if the main (overseeing) site files a 

protocol with their local IRB, receives approval and only then file the approved protocol with SMARTIRB 

requesting the other sites to cede IRB oversight.  During this period, all site PI’s and study teams are able to review 

all the study documents and notify their site IRB of this potential study.  The site IRBs are thus able to prepare for 

approval and cession prior to the request via SMARTIRB.  The most important part of this process is for the study 

teams to gather and update all the documents required by the overseeing IRB (CV’s, FWA’s, etc.).  The alternatives 

are for an unapproved study to be shared with sites via SMARTIRB, delaying approval at the site IRB’s, or for sites 

to wait until they receive requests for updated documents from the overseeing IRB, causing obvious delays.   

Conclusion 

SMARTIRB is a good solution for multisite studies when used as designed.  It does not necessarily save effort, 

because each IRB has its own unique regulatory requirements, but it can save time due to the parallel processing, 

and it can facilitate future collaborations because the intuitions will have established a working relationship.  
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High-throughput data acquisition from resected tumors or blood has great promise in 
personalized medicine to elucidate dysregulated signaling pathways and aberrant functions in 
cancer. Mass-spectrometry assisted phosphoproteomics can provide insight into the state of 
signaling pathways at a global level from tumors, but challenges with this data exist including 
the presence of many phosphosites with unknown functional effects and variable ways that the 
activity of kinases are regulated. As part of the Clinical Proteomics Tumor Analysis Consortium 
(CPTAC) we have gathered a large dataset of tumor-related phosphoproteomics data 
comprising nearly 500 samples from ovarian [1], breast [2], and colorectal cancers [3], and 
acute myeloid leukemia (AML)[4]. We have analyzed this unparalleled dataset using statistical 
and network-based methods to gain insight in to the relationship between protein and 
phosphopeptide levels and pathway activity, and between kinase activity and clinical outcomes 
such as survival and drug resistance. We use data integration methods, correlation and 
regression approaches, and statistical enrichment and evaluate success using cross validation 
methods and association with clinical outcome; e.g. log odds ratios for survival, classification 
performance for drug resistance, and correlation and statistical significance for continuous 
associations. We will present an overview of this work, with insights into best methods for 
determining these relationships and common and unique biological pathways highlighted by our 
work spanning these different questions and cancers.  

1. Zhang H, Liu T, Zhang Z, Payne SH, Zhang B, McDermott JE, Zhou J, Petyuk VA, Chen L, Ray 
D, Sun S, Yang F, Chen L, Wang J, Shah P, Won Cha S, Aiyetan P, Woo S, Tian Y, Gritsenko 
MA, Choi C, Monroe ME, Thomas S, Moore RJ, Yu K, Tabb DL, Fenyo D, Bafna V, Wang Y, 
Rodriguez H, Boja ES, Hiltke T, Rivers RC, Sokoll L, Zhu H, Shih L, Pandey A, Zhang B, Snyder 
MP, Levine DA, Smith RD, Chan DW, Rodland KD, and the CPTAC Investigators. 2016. 
Integrated proteogenomic characterization of human high grade serous ovarian cancer. Cell. 
166(3): 755-65 PMID: 27372738 

2. Mertins P, Mani DR, Ruggles KV, Gillette MA, Clauser KR, Wang P, Wang X, Qiao JW, Cao S, 
Petralia F, Kawaler E, Mundt F, Krug K, Tu Z, Lei JT, Gatza ML, Wilkerson M, Perou CM, 
Yellapantula V, Huang KL, Lin C, McLellan MD, Yan P, Davies SR, Townsend RR, Skates SJ, 
Wang J, Zhang B, Kinsinger CR, Mesri M, Rodriguez H, Ding L, Paulovich AG, Fenyö D, Ellis MJ, 
Carr SA, NCI CPTAC. 2016 Proteogenomics connects somatic mutations to signalling in breast 
cancer. Nature. 534(7605):55-62 PMID: 27251275 

3. Zhang B, Wang J, Wang Z, Zhu J, Liu Q, Shi Z, Chambers MC, Zimmerman LJ, Shaddox KF, 
Kim S, Davies SR, Kinsinger CR, Rivers RC, Rodriguez HA, Townsend RR, Ellis MJC, Carr SA, 
Tabb DL, Coffey RJ, Slebos RJC, Liebler DC, *NCI CPTAC Network. 2014. Proteogenomic 
characterization of human colon and rectal cancer. Nature 513:382-7 PMID: 25043054 

4. Mahmood S., Kaempf A, Davare MA, Kurtz SE, Elferich J, McDermott JE, Liu T, Payne SH, 
Shinde U, Rodland KD, Mori M, Druker BJ, Singer J Agarwal A. 2017. Inhibition of IRAK1 with the 
kinase inhibitor pacritinib as a therapeutic strategy for acute myeloid leukemia. Leukemia (in 
press) PMID: 29743719 

1016



Heterogeneous drug network modules to predict and characterize drug-drug interactions 
Jaswanth K. Yella1,2, Anil G. Jegga1,2,3 

1Division of Biomedical Informatics, Cincinnati Children’s Hospital Medical Center, Cincinnati, Ohio, USA; 
2Electrical Engineering & Computer Science, University of Cincinnati, Cincinnati, Ohio, USA; 

3Department of Pediatrics, University of Cincinnati College of Medicine, Cincinnati, Ohio, USA; 

 
Data 

We downloaded safe drug-drug interactions (DDI) data from the drug combinations database (DCDB) and unsafe DDI data with severi

ty (i.e., minor, moderate and major) from Drugs.com. Using 1766 launched drugs (from Clue.io), we mapped them to DrugBank identi

fiers and obtained 937 safe, 9027 minor, 114260 moderate, 28945 major, and 1473888 random DDIs. In this study, 7 different features 

are collected such as drug-ATC and drug-MesH-categories from DrugBank, drug-Indications from DrugCentral, drug-Pathway and dru

g-Targets from CTDBase, drug-Adverse Events from ADReCs and drug-Chemical Structures from Pubchem. Using Jaccard Index, pai

rwise drug-drug similarities are calculated for individual drug-features. In order to validate the predictions, websites such as Physicians 

Desk Reference (pdr.net) and Rxlist (rxlist.com) are used. 

 

Methods 

With a cutoff of 0.5 on the Jaccard Index score, we used the drug-drug similarity graphs to calculate modularity using Eigen Vector, 

Label Propagation, Fast Greedy, Girvan-Newman, Walktrap (step=2), Walktrap (step=4) and Louvain algorithms as shown in Figure 1. 

Although, these algorithms are typically used for social-network analysis, the topological similarity amongst the drug-features motivated 

us to apply them for DDI predictions. In order to estimate how similar the communities detected by different algorithms are, we used 

normalized mutual information (NMI) which is often used to measure the congruence between the known and predicted communities. 

To test the robustness of the module detection algorithms used, in each of the drug feature networks, we removed a percentage of edges 

and added an equal number of random edges to the network. Our hypothesis for this test is algorithms which perform well tend to 

progressively decline as percentage of randomness increases.  

 

Results 

Except for Girvan-Newman algorithm, all of the modularity detection algorithms tested showed a decline in the modularity score with 

an increasing amount of noise (edge removal and addition of random edges) in the network (Fig. 2). When the algorithms are compared 

to identify module similarity using NMI for all of the drug feature networks, Girvan-Newman is dissimilar to most of the other algorithms 

tested. However, Louvain, Walktraps and Fast-Greedy algorithm based approaches tend to identify similar modules in ADReCs , MeSH, 

indications, chemical structure, ATC and combined features (i.e., all the 7 mentioned features) based networks.  To identify severity of 

the DDIs within the detected modules from each of the six tested modularity detection algorithms, we performed Fisher’s exact test for  

calculating enrichment of different types of DDIs. We generated all possible combinations within a community and compared to DDIs 

collected from Drugs.com. We identified that Walktrap algorithm performed (p-value <0.01) better than most of the algorithms with 

respect to all the DDI severities. We noticed that drug-MeSH categories, drug-indications and drug-Combined tend to be the key features 

for identifying DDIs. On the other hand, side-effects, pathways, and targets appear to be not the best indicators for identifying DDIs. 

 

Conclusion 

In this study, we collected a variety of drug-related features to identify the best contributing feature for the DDI using module detection 

algorithms. Based on our preliminary results, drug-MeSH category feature performs better with Walktrap algorithms in detecting 

existing and potentially novel DDIs. We found that predicted DDIs in enriched modules have been reported to be major or severe DDIs 

in pdr.net and rxlist.com resources which compile known DDIs. 

 

 
Figure 1. Workflow for identifying DDI 

communities using heterogeneous drug-feature 

networks and module detection algorithms 

 
Figure 2. Modularity score plots for performance of algorithms for individual 

features with random edge removal and random edge addition ranging from 

0%, 5%, 25% and 50% edges. 
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The ability to extract meaning from medical record text is one of the most significant challenges facing healthcare. 
Current NLP systems are highly feature engineered, application specific, and difficult to adapt. We propose a different 
approach based on deep models of general language understanding and adapting these models to healthcare domains. 
Using a state-of-the-art encoder-decoder hierarchical attention model with unsupervised domain adaptation, an 
accuracy of 0.912 was achieved answering 12 clinical questions on a test set of 20 colonoscopy pathology reports 
(240 test points). 

1) Preprocessing 
• Grammar cleanup 
• Sentence simplification via dependency grammar 

Dependency clauses before Dependency clauses after 
patient|was placed in|left lateral position 
patient|was placed in|left position 
patient|was placed in|lateral position 
patient|monitored continuously|ECG tracing 
patient|was placed in|position 
patient|pulse|oximetry monitoring 
patient|monitored|ECG tracing 

patient|was placed in|left lateral position 
patient|monitored continuously|ECG tracing 
patient|pulse|oximetry monitoring 
 

2) Training 
• Word and character embeddings. 
• Deep encoder-decoder hierarchical attention network (Transformer, Fig. 1) trained for ~60,000 epochs on nVidia 

cK-80 GPU instance. SQUAD for supervised data, pathology reports for un-supervised domain adaptation. 
3) Question answering (Fig. 2) 

 

 
Fig.1 Hierarchical Attention Network Fig. 2 Question Answering 

4) Sentence generation 
What were the findings for the Transverse Colon? 

1 polyp 2 mm in size 

Findings for the Transverse Colon: 1 polyp 2 mm in size 
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Introduction 

Advanced prostate cancer patients may develop bone metastases during disease progression. Performing a nuclear 

bone scan is the current standard to diagnose the presence of these lesions and informs further treatment. However, 

the scans are expensive and usage in practice is not systematically required. The National Comprehensive Cancer 

Network (NCCN) and the American Urological Association (AUA) guidelines advise a bone scan for high-risk 

patients only. Despite these guidelines, bone scans in clinical practice are overutilized in low-risk patients and 

underutilized in high-risk patients and quality metrics exist to systematically measure over- and underutilization. 

Electronic health records (EHRs) represent an opportunity to provide a clear picture of clinical practice which can 

provide immediate feedback that impacts patient care. In this study, we focused on analyzing the utilization of bone 

scans for prostate cancer patients at an academic hospital using both structured and unstructured EHR data. 

Method 

We used a prostate-specific clinical data warehouse to classify patients as high-, intermediate-, and low-risk and 

identified bone scans in from structured data (i.e., Current Procedural Terminology (CPT) codes and radiology 

records). As a referral center, it was necessary to identify patients seeking a second opinion presenting with outside 

bone scans. This required the creation of a Natural Language Processing (NLP) pipeline to identify documentation of 

external bone scans as unstructured data in the EHR. We developed and compared two NLP methods: (1) a rule-based 

method with a lexicon of terms; (2) a method that calculates the word embedding average of all words in sentences 

and uses to a multi-layer perceptron to classify the sentences. A sample of 100 randomly selected records with the 

keyword "bone scan" was annotated by 4 reviewers to identify which patients had documentation of a bone scan. To 

evaluate the performances of these methods, we calculated standard precision, recall and F-score metrics based on the 

manually annotated reference set. Finally, by including clinical stage, prostate-specific antigen (PSA) values, and the 

Gleason scores, we were able to assess the quality of our practice patterns as compared to NCCN and AUA guidelines 

and established quality metrics. 

Results 

The results of this study were calculated from 2,621 patients diagnosed between 01/01/2018 and 31/12/2018. Only 

412 (16%) of these patients had a CPT code or radiology report related to bone scans. However, with the two NLP 

methods we were able to identify 21%  26% additional patients who received an outside bone scan. The rule-based 

method reported precision of 92% and recall of 71% for the 100 manually annotated reports, and for the all cohort, it 

identified 858 patients who underwent a bone scan including 546 patients without CPT code (21%). On the other 

hand, with a precision of 89% and recall of 90%, the method based on word vectors and a neural network classifier 

identified 1,043 patients including 695 patients without CPT code (21%). Our results demonstrate that 10% of low-

risk patients underwent bone scans, as compared to 72% of high-risk patients in accordance with guidelines 

recommendations. 

Conclusion 

As emphasis on reporting and measuring guideline adherence and quality metrics continues to grow under healthcare 

reform, understanding and leveraging routinely collected data from EHRs is essential. In this study, we present a 

comprehensive system to assess the utilization of bone scans to diagnosis metastatic disease. The system uses both 

structured and unstructured EHR data and compares two different NLP approaches to capture bone scan 

documentation in clinical notes, with the word vector approach outperforming the rule-based approach. Future work 

involves using a Convolutional Neural Network (CNN) model on the word embedding for sentence classification, 

investigating relevant outcomes and developing a monitoring system to guide clinical practice. 
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Introduction  

Tobacco and alcohol use have adverse effects on a person’s body systems and are determinants for many diseases 
including respiratory and cardiovascular diseases. However, in general, details on usage and consumption are not 
standardized in the Electronic Health Record (EHR). This results in difficulty following the progression of any 
patient’s tobacco and alcohol use history. 

While clinical notes encode various forms of information on tobacco and alcohol use, identifying a detailed signature 
of these determinants of health as well as their longitudinal exposure has been less well studied. Our goal was to 
evaluate the feasibility of creating a comprehensive timeline of each patient’s tobacco and alcohol use history from 
the clinical notes of patients admitted at Vanderbilt University Medical Center (VUMC). 

Materials and Methods 

The dataset used in our study included patient notes from the Synthetic Derivative (SD), a de-identified version of the 
Vanderbilt EHR. From this dataset, we randomly selected 105 patients with records spanning across at least 5 years 
and performed manual annotation of all their corresponding clinical notes with “social history” mentions. All 
annotations were performed using the brat rapid annotation tool. Our annotation guidelines consisted of 6 status 
categories for smoking use (Current Smoker, Past Smoker,  Never Smoker, Unknown Smoker, Smoker, and Secondary 
Smoker) and 5 status categories for alcohol use (Current Drinker, Past Drinker, Never Drinker, Unknown Drinker, 
and Drinker). Of note, similar to the annotation guidelines proposed for the i2b2 challenge on smoking status 
identification,[1] we annotated as Smoker/Drinker those expressions that indicate current or past tobacco/alcohol use, 
but do not provide specific information for either category (eg, “history of alcohol use”). Furthermore, for each status 
category, we selected for annotation the following 9 attributes: Assertion (“denies”), Type (“cigarette”, “wine”), 
Method (“smoke”), Amount (“2-3 drinks”), Frequency (“occasionally”), Exposure History (“2 yrs”), Quit History (“a 
year ago”), Start Date (“1991”), and Quit Date (“2013”). Our analysis of the annotated data included: 1) extracting 
descriptive statistics of annotation categories and corresponding text mentions, and 2) extracting trends of tobacco and 
alcohol use history from the patient timelines encoding the two determinants of health. 

Results 

We manually annotated a total of 2,220 clinical notes in which most of the status categories were Never Smoker 
(N=1,300) and Never Drinker (N=742). Less frequently annotated status categories were Current Smoker (127), Past 
Smoker (236), Current Drinker (439), and Past Drinker (118). Among the annotated attributes, Assertion (2,007), 
Frequency (811), Amount (532), and  Type (499) were found as the most prevalent in the annotated dataset. 
Aggregation of status categories and construction of patient timelines enabled us to extract information regarding the 
longitudinal exposure of tobacco and alcohol use history. From the 105 analyzed patients: 1) 9 (8.6%) of them did not 
have tobacco use information in their notes; 2) 23 (21.9%) did not have alcohol use information; 3) 55 (52.4%) were 
Never Smoker; 4) 6 (5.7%) transitioned from Never Smoker to Current Smoker; 5) 32 (30.5%) were Never Drinker, 
and 6) 16 (15.2%) transitioned from Never Drinker to Current Drinker. 

Conclusions 

We presented preliminary results from a dataset of patient notes manually annotated with tobacco and alcohol use 
information. We found that, for most of the patients, their clinical notes contain information regarding the two 
determinants of health, despite the fact the majority of the annotated categories were Never Smoker and Never Drinker. 
Preliminary analysis indicated that timelines of tobacco and alcohol use history can be reliably constructed. 
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Introduction: Prescription drug costs accounted for 10% of national health expenditure in the United States in 

20161. Generic drugs have the potential to eliminate significant spending when appropriately substituted2, and are 

associated with greater patient adherence3. Malhotra et. al. showed that reengineering an e-prescribing interface to 

convert providers’ selections of branded drugs to generic drugs significantly increased the proportion of generic 

prescriptions 4 . However, this approach may not be appropriate for other workflows, such as when providers must 

choose between non-equivalent options. We present a simple intervention whereby generic options are promoted 

within search results while still allowing providers to choose brand or generic options. The intervention significantly 

increased the rate of generic prescribing without requiring either changes to the design of the ordering module or 

dedicated provider communication. 

 

Methods:  The home-grown electronic health record for a national primary care clinic system allows for search 

results to be reordered based on matching against arbitrarily defined medication synonyms. Branded medication 

names were listed as synonyms for their respective generic medications, prompting the generic to be promoted when 

a physician searches for its corresponding branded medication. This change was made for four medications in May 

2018: valacyclovir (Valtrex), escitalopram oxalate (Lexapro), amoxicillin-potassium clavulanate (Augmentin), and 

atorvastatin (Lipitor).  New prescriptions were tracked for two months before and after, and were analyzed using 

Pearson’s chi-squared test with the SciPy open source package for Python version 0.19.1. 

 
Results: In the measurement period, 18,639 prescriptions were made for the branded or generic versions of the test 

medications, with each medication showing a significant increase in the proportion of generic prescriptions (p < 

0.001).  Amoxicillin-potassium clavulanate showed the largest increase, with an absolute increase of 59.75%, 

followed by valacyclovir (21.1%), escitalopram oxalate (11.8%), and atorvastatin (4.5%).  

 

 
 
Conclusions: Changing the position of equivalent generic medications in search results significantly increases the 

generic prescribing rate without subverting physician intent. This suggests that minor user experience changes such 

as the list ordering can be used to nudge clinicians into making higher quality and better value decisions with their 

patients. 
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Abstract 

This study investigated the extent that families can report seizures using a mobile application. A pilot study was                  
conducted in 135 patients with epilepsy and their families at the Boston Children’s Hospital. Nearly one-third of                 
participants used the app to document one or more seizures. In our next release, we plan to provide a patient-facing                    
dashboard and improved interobality with hospital Electronic Health Record systems. 

Introduction 

Many families fail to document patient seizure events during pediatric epilepsy treatment [1,2].Existing online 
seizure diaries are not well integrated with Electronic Health Records (EHR). In response, we developed a Cerner 
compatible mobile seizure diary app. The app was developed by TriVox Health and enabled patients and caregivers 
to report the time, duration and presentation of patient seizures. These reports could then be reviewed by clinicians 
on our hospital's EHR. We conducted a pilot study to help prioritize features for our next release. 

Methods 

The pilot study was offered to families at Boston Children’s Hospital’s (BCH) pediatric epilepsy clinics in Boston, 
MA. Inclusion criteria included English speaking families that had a patient with epilepsy (0-26 years). The families 
were enrolled on a first-come, first-serve basis between August 2017-2018. Interview phone calls and an online 
survey were conducted after 30 days to evaluate app usage, satisfaction. 

Results 

Thirty-seven percent one-third of participants (28 caregivers and one patient) documented one or more seizures (483                
total seizures) using the app. 

Most survey participants “agreed” or “strongly” agreed that the app was helpful (19/23) but cited several                
shortcomings. In addition, when asked, “what did you dislike about the app?,” most respondents commented that                
seizure reports needed to be displayed on a dashboard to be useful to them. 

The most common reason cited for not using the app was that participants were either “too busy” to use the app,                     
seizures occurred too infrequently to warrant documenting, or that they had difficulty registering an account with us. 

Conclusion 

The main finding is that an online, patient and caregiver-reported seizure diary can provide seizure type, duration,                 
and rescue medication information between outpatient visits. 

In our next release, outlined in (Figure 1, right) we plan to provide a patient-facing dashboard and make the app                    
compatible with a greater number of EHRs by supporting the emerging SMART on FHIR specifications [3]. 
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Introduction 

Prostate cancer is the most common cancer and second leading cause of cancer death among men in the United States, 
killing 29,000 men per year. While approximately 90% of all prostate cancers are detected in local and regional stages, 
a substantial percentage (17-50%) of cases are overdiagnosed and overtreated due to the difficulty of recognizing 
aggressiveness. Accurately detecting this at an early stage could improve outcomes in men who need treatment, while 
sparing men with non-aggressive cancers the potential harms of unnecessary treatment. The purpose of this study is 
to detect aggressive prostate cancer by leveraging multiparametric MRI - a powerful imaging technique for which 
prostate lesions show characteristics in different MRI pulse sequences that are informative for assessing 
aggressiveness. Our hypothesis is that analyzing three MR image sequences: T2 weighted imaging, diffusion weighted 
imaging, and apparent diffusion coefficient mapping images at a same scale can lead to improved tumor assessment. 
Thus, we develop a pipeline that accurately registers prostate lesions on these scans, extracts an extensive list of 
quantitative features from each registered scan, and accurately predicts the aggressiveness of the prostate cancer. 

Methodology 

On a single slice of each multiparametric MRI scan for 76 patients, the tumors were outlined by an expert radiologist. 
However, in certain image sequences (mainly DWI), the lesion segmentations were circumscribed more 
conservatively, leading to a smaller area of the lesion being analyzed. An accurate registration of ROIs across images 
is needed so that the further steps in the pipeline can analyze the entire lesion in each image by considering the union 
of the registered ROIs. To achieve this, we experiment with three registration methods: (i) Intensity-Based; (ii) Shape-
Based; (iii) Feature-Point-Based. We qualitatively evaluate these registration algorithms by analyzing the alignment 
of the ROIs and images, determining shape-based registration to work best. After registering the images with this 
algorithm, we extract 204 features from each image sequence. These features capture information about the shape, 
edge, intensity, and texture of the lesion and its surrounding tissue. We concatenate and standardize these features to 
create a matrix with 612 dimensions. Using machine learning, we classified lesions as aggressive (Gleason score ≥ 7) 
or non-aggressive (Gleason score < 7). Using 5-fold cross-validation, we train and test five different ML models: (i) 
Ridge; (ii) Elastic Net; (iii) LASSO; (iv) SVM with PCA; (v) Logistic Regression with PCA. We evaluate the ROC-
AUC of the models and compare them to the state-of-the-art machine learning model1 that was trained and evaluated 
on the same dataset without registration of the multiparametric MR images. The proposed pipeline and its performance 
on a cross-validation setting are shown below (Figure 1). 

  
Figure 1. Pipeline for Prostate Cancer Aggressiveness Classification (left) – ROC AUC of Best Model (right) 

Results & Conclusion 

When identifying aggressive prostate cancer (Gleason score ≥ 7), the SVM model with PCA achieved the best ROC-
AUC at 0.89±0.05 which outperformed the state-of-the-art model trained on the same dataset with reported ROC-
AUC of 0.73±0.02. Thus, our method more accurately detects aggressive prostate cancer than the current approach, 
and ultimately could be clinically useful. Our results suggest that registering multiparametric MR image sequences 
can boost the performance of models in identifying aggressive prostate cancer by incorporating quantitative image 
features at a same scale and provide more powerful pipeline for quantitative analysis of multiparametric MR. 
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Our retrospective study analyzed disability claims from a database consisting of claims from over 260 large employers. Predictors of work disability 
incidence were identified from over 10,000 employees with a new major depressive disorder diagnosis. The multi-variable analysis identified 13 
predictors of disability incidence from over 100 variables including measures of pharmaco- and psychotherapy adherence. This work demonstrates 
the secondary use of claims and health records for identifying predictors of disability leaves caused by newly diagnosed mental health conditions. 
 
Introduction. For individuals with major depressive disorder (MDD), pharmacotherapy and psychotherapy utilization may affect the 
incidence of future work disability. Earlier research shows that patients with MDD fail to adhere to their treatment and their 
antidepressant adherence decreases with time. This retrospective study used employee disability claims to analyze the association 
between pharmaco- and psychotherapy adherence and the incidence of disability leave in individuals with MDD.  
 
Methods. This retrospective study analyzed claims from the MarketScan Commercial Claims and Encounters and Health Productivity 
and Management databases. Over 260 employers and 40 health plans, representing 350 unique carriers, contribute data to the 
databases. Patients were included in the study if their first depressive disorder diagnosis was specified as a mild, moderate, or 
severe MDD between 2008 and 2015. Patients were only included if they had health care coverage for one year before and after 
their first diagnosis. End of follow-up was the first reported work disability during the follow-up period or either the end of disability 
eligibility or health insurance. Patients had to have at least two depression diagnoses noted in their records. Patients were excluded 
if they gave birth within one year of their first MDD diagnosis. Patients could not have an antidepressant prescription, a psychiatric 
visit, or a temporary disability due to depression prior to their first diagnosis. Adherence to antidepressant medication was 
measured as the proportion of days covered during the acute phase of treatment, or the first 114 days. 
 
Multi-variable Cox proportional hazard models were developed to evaluate factors associated with time to first work disability leave. 

Pharmaco- and psychotherapy were considered during the acute phase of depression treatment. Factors for the multiple variable 

Cox proportional hazard models were selected using the Least Absolute Shrinkage and Selection Operator (LASSO) procedure. Ten-

fold cross validation was used with LASSO, and those variables having the largest values of lambda were chosen. 
 
Results. The LASSO selection procedure favored work-related variables including whether the patient was salaried and in a union 

when first diagnosed. Four of the 13 variables selected by LASSO were industries in which patients were employed at the time of 

their first MDD diagnosis. Protective factors discovered included being enrolled in a Health Maintenance Organization and 

participating in a psychotherapy visit within seven days of being diagnosed with MDD. Those most at risk are females, hourly 

workers, and those living in a rural area. Comorbidities and coexisting conditions including diabetes and hypertension were also risk 

factors. Depression severity was negatively associated with time to disability. Patients that did not adhere to their antidepressant 

medication prescription during the acute phase of depression treatment were also more at-risk. Notably, greater risk is also shown 

for patients not receiving psychotherapy during the acute phase of depression treatment. Lastly, patients with a prior disability leave 

show much greater risk for another disability than those without one. 
 

Table 1. Results from the Multiple-Variable Cox Proportional-Hazards Model with Variables Selected Using the LASSO Procedure. 

 Hazard Ratio 95% CI p-Value 

Salaried Employee at First MDD Diagnosis 0.49 0.44 - 0.53 <0.001 

Union Employee at First MDD Diagnosis 1.20 1.09 - 1.31 <0.001 

Diabetes Mellitus Coexisting Condition or Comorbidity in the Year Prior 1.27 1.09 - 1.47 0.002 

Hypertension Coexisting Condition or Comorbidity in the Year Prior 1.22 1.10 - 1.35 <0.001 

Proportion of Days Covered in Acute Phase 1.46 1.30 - 1.64 <0.001 

Previous Leave Prior to First MDD Diagnosis 2.49 2.28 - 2.72 <0.001 

Initial Depression Diagnosed as Severe. 1.19 1.10 - 1.3 <0.001 

Employee Worked in the Finance, Insurance, or Real Estate Industry at Time of First MDD Diagnosis  1.54 1.37 - 1.72 <0.001 

Employee Worked in the Retail Industry at Time of First MDD Diagnosis  0.73 0.57 - 0.94 0.014 

Employee Worked in the Services Industry at Time of First MDD Diagnosis 0.64 0.54 - 0.76 <0.001 

Employee Worked in the Transportation, Communications, or Utilities Industry 1.37 1.24 - 1.51 <0.001 

Patient Covered by a Health Maintenance Organization at Time of First MDD Diagnosis 0.74 0.65 - 0.85 <0.001 

Received a Psychotherapy Visit within Seven Days of First MDD Diagnosis 0.84 0.77 - 0.91 <0.001 
 
Conclusion. The univariate and multi-variable analyses revealed an association between antidepressant usage during the acute 
phase of treatment and future risk of work disability leave. Those with greater antidepressant usage had a greater risk of future 
work disability leave. This finding is likely confounded by the severity of depression; individuals with more severe depression are 
more likely to be prescribed an antidepressant. To explore this relationship further, future work should consider the progression of 
depression severity through time, instead of just focusing on the initial diagnosis. This study also shows greater risk of disability 
incidence among employees with previous disability claims. 
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Electronic health record mining for detection of suicidality following hospitalization for medical illness 
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Description of the problem: Medical illness is a risk factor for suicide, particularly among individuals with serious mental 
illness (SMI)(1). Compared to matched controls,(2) patients with SMI are 10 times more likely to die by suicide within seven 
days of discharge from a medical unit . Half of individuals who complete suicide within 72 hours of discharge were 
hospitalized for non-psychiatric reasons(3). Although population studies have identified medical illness as a risk factor for 
suicide, there is no readily applicable clinical risk prediction model of suicidality after medical hospitalization. Thus, 
clinicians do not have an evidenced-based strategy to identify individuals at high risk of suicide following medical 
hospitalization. Here, we provide a proof of concept study in which we extract features from electronic health records 
(EHR) and develop a machine learning-derived algorithm to identify patient cohorts at high risk for subsequent admission 
for suicidality following medical (non-psychiatric) hospitalization. 

Methodology: In this longitudinal cohort study, EHR data from adult (>18 years old) patients with SMI (major depressive 
disorder, bipolar disorder, or psychotic disorder) were used to develop an algorithm to predict suicidality after medical 
hospitalization. Data were extracted from two large academic medical centers within the University of California, Los 
Angeles (UCLA) Health System. We identified adults with at least one medical hospitalization from 2006 through 2016. All 
available potentially clinically relevant predictors, including demographics, diagnoses, and prescriptions were extracted. 
Primary outcome was rehospitalization associated with an ICD-9 or -10 diagnosis of suicide attempt or suicidal ideation. 
Statistical analyses included aggregated descriptive statistics of demographic data, clinical events, and readmission 
times. Classification and regression tree (CART) models were implemented to hierarchically structure predictors (depth 5, 
minimum sample 5). As the outcome of suicidality was infrequent, we derived balanced trees and used k-fold cross-
validation to internally validate the models and compare sensitivity, specificity, accuracy, and area under the curve (AUC). 
Trees were developed with the full EHR phenotype (all variables, automated feature selection) and a limited EHR 
phenotype (clinically-selected subset, semi-automated feature selection). The UCLA Institutional Review Board approved 
this study. Analyses were conducted in R 3.4.0 and Python 3.7.0, SciPy machine learning package v0.19.1. 

Results: We identified 16,552 medical (non-psychiatric) hospitalizations of patients (Npt=5,255) with SMI. Of these, 417 
were rehospitalizations (Npt=287) for suicidality (suicide attempt, Npt=83, or suicidal ideation, Npt=220) following an index 
medical hospitalization. The following predictors were associated with suicidality (attempt or ideation) following discharge: 
prior suicidal ideation, ≥4 prior year all-cause hospitalizations, ≥7 medical comorbidity category diagnoses, prior 
emergency department presentation for psychiatric chief complaint, history of complicated hypertension, and absence of 
home health supports upon discharge [Sensitivity: 92.2%, Specificity: 85.9%, Accuracy: 85.2%, AUC 91%]. The following 
predictors were associated with risk of suicide attempt: prior suicide attempt, ≥4 medical comorbidity category diagnoses, 
diagnosis of depression, prior year ambulatory visits, administration of analgesics, and history of cardiovascular disease 
[Sensitivity: 99.1%, Specificity: 97.1%, Accuracy: 97.1%, AUC: 95%]. 

Conclusions: A subset of patients with SMI are at high risk of suicide following medical hospitalization. The algorithm 
developed in this study resulted in accurate detection of rehospitalization for suicidality and suggests that medical 
comorbidity profile and prior care utilization may predict suicidality. Learning-based methods have the potential to 
efficiently identify individuals who may benefit from referral to aftercare services or psychiatric intervention at time of 
medical hospitalization. EHR mining holds tremendous promise as a new approach in mental health services research. 

Fig 1. Graphic Abstract 
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REDCap is a popular as a database for storing research and clinical data with close to 3000 
institutions using it worldwide. At Memorial Sloan-Kettering, it is used to store manually 
abstracted data along with data received from MSK’s data warehouse. There are efforts in place 
to load data automatically into REDCap databases via SQL push. However this approach is 
currently a custom solution specific to each REDCap database. By far the more common 
approach is to do a SQL query and store the results as a spreadsheet to be uploaded into 
REDCap.  
 
Each spreadsheet however the presents a problem for the end user who is not computer savvy. 
REDCap databases often use radio buttons or check boxes or drop downs to minimize data 
entry errors. Thus the values in these structured fields are often numeric codes representing 
the user friendly labels. For example: In many REDCap projects at MSK, gender is often stored 
as “1, Male” and “2, Female”. Thus when a user receives a spreadsheet with gender values 
generated from a SQL database search, the user often manually recodes the gender data from 
“Male” and “Female” to “1” and “2”. This process is repeated for all the other fields that use 
structured data entry: Drug Names, Diagnosis, Patient Status, etc… 
 
Here we present a Python script that receives as input the SQL generated spreadsheet and 
outputs a CSV file that is ready to be uploaded into REDCap. An additional input parameter is 
the REDCap data dictionary for that project. The script parses through the dictionary and finds 
the permissible values for each field and their associated code (most are number but can be 
text as well). The script then loads the data spreadsheet or csv file and flags errors. Errors are 
entries that do not match any of the permissible values for that field. Matches have to be exact. 
The correct entries are recoded to their appropriate values. Checkboxes are more complicated 
since REDCap needs are separate column for each permissible value in a checkbox data 
element. Then the appropriate column has a 1 or 0 depending on whether that value is checked 
or not. If there are any errors found, the output spreadsheet is a duplicate of the original data 
but with the erroneous values highlighted in pink. The end user is expected to fix all the errors 
and re-run the script. When there are no errors, the final output file is a CSV file that is ready to 
upload to REDCap. Current code is available on GITHUB and a future version will be a web 
application, rather than command line. 
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Introduction: Low clinical trial enrollment rates coupled with the increased use of online resources to find 

health information has led to the development of clinical trial search engines. These search engines seek to aid 

research organizations in patient enrollment and to help patients navigate clinical trials. 

Objective: To evaluate the performance of clinicaltrials.gov compared with the recently implemented clinical 

trial search engine, XpertTrial developed by XpertDox,LLC for the University of Alabama at Birmingham 

(UAB).  

Methods: All actively recruiting clinical trials in the state of Alabama were identified. Search terms were 

derived from the UAB Medicine website. These terms were then entered in the search bar of Clinicaltrials.gov 

and XpertTrial. The studies that match the search terms were recorded. These search term and clinical trial pairs 

from each platform were then evaluated by a physician using a blinded approach. The performance of the search 

engines was then compared against this physician adjudicated gold standard using cross tabulation and logistic 

regression. 

Results: Clinicaltrials.gov and XpertTrial identified 761 and 679 trials, respectively, out of a total of 1113 

trials. Clinicaltrials.gov had a lower specificity (10% vs.90%), higher sensitivity (97% vs. 81%), lower positive 

predictive value (89% vs. 98%) and lower negative predictive value (28% vs. 38%) compared with XpertTrial. 

Using logistic regression with the physician adjudicated measure as dependent variable, XpertTrial (OR= 37, 

95% CI: 23-62, p<.0001) had a significantly stronger association, compared to clinicaltrials.gov (OR=3, 95% 

CI:2-5, p<.0001).  Area under the curve comparisons showed better diagnostic performance for XpertTrial as 

compared to clinical trial.gov (0.85 vs. 0.53, χ2 =189.74, p<0.0001). 

Discussion:  Our results illustrate the evolution of clinical trial search engines in that XpertTrial outperformed 

Clinicaltrials.gov in providing more specific search results. The high number of false positive results with 

clinicaltrials.gov led to a low specificity, which is likely explained by the search methodology employed by 

clinicaltrials.gov. The clinicaltrials.gov engine searches for free text in multiple study fields, whereas XpertTrial 

maps the whole text derived specifically from conditions, keywords and MeSH terms for a specific trial to its 

own metathesaurus using its proprietary matching algorithm.  

Conclusion: XpertTrial performed better at identifying clinical trials specific to the search query, compared 

with clinicaltrials.gov. 

 
Table 1: Comparison of XpertDox search results with the Gold 

Standard 

 Search term 

present 

Search term 

absent 

Total 

Test positive 1095 18 1113 

Test negative 264 162 426 

Total 1359 180 1539 

Table 2: Comparison of Clinicaltrials.gov search results with Gold 

Standard 

 Search term 

present 

Search term 

absent 

Total 

Test positive 1312 162 1474 

Test negative 47 18 65 

Total 1359 180 1539 

 

 

 

 

 

 

 

Table 3: Chi-Square and OR (95%CI) of predictor variables and 

outcome variable using logistic regression. 

 
Chi-

Square 

Pr>Chisq OR Point 

Estimate 

OR 

95%CI 

XpertDox 
197.24 <.0001 37.33 22.53-

61.86 

Clinicaltrials.gov 
15.30 <.0001 3.10 1.76-

5.47 
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Introduction 
The emergence of Electronic Health Records (EHR) containing structured longitudinal patient records on diagnosis, 
medications, labs or demographic information like age, gender or race have led to the possibility of using advanced 
machine learning algorithms to classify and cluster millions of patient data. Usually the medical feature space is 
high dimensional and moreover highly correlated, leading to over fitting, lower accuracy and high computational 
time during evaluation1. Optimized feature selection combined with clinical knowledge removes redundancy and 
helps in better understanding of the model for bigger datasets in the health informatics domain.  
Objectives 
• Evaluate various feature selection algorithms and indexes using 2012 Medicare EHR data.  
•  Compare statistical models to models based on features, ascertained clinically relevant, to predict high cost patients. 
Methods and Data 
The data used in the study was Medicare 2012 from New York City comprising 1.6 million patient records including 
flags for different diagnosis, disability, frailty and palliative care as well as demographic variables (>300 features). 
The main outcome variable was patient cost. Inpatient, outpatient and ED cost was summed so that each patient had 
1 total cost. Patients in the top 10 percentiles were recognized as high utilizers. For the task of feature selection in 
the dataset for evaluating high cost, the algorithms used were: 1. Univariable tests – Chi Sq, T.TEST and Mann 
Whitney U Test; 2. Univariable and Multivariable Logistic Regression; 3. Lasso Regression with 5- fold cross 
validation; 4. CART model and ranking features according to information Gain; 5. Mutual information (MI) 
between individual features and cost and all features were ranked based on decreasing MI. 
For the second objective a subset list of features, for predicting high cost patients, was made with the help of a 
clinician. Finally, two CART models were built, one on all the features and another on the handpicked clinically 
relevant features. Data was divided into 80:20 training and testing sets to find prediction accuracy.  

Results  
Table 1 on left shows the top 5 
significant features from each 
algorithm and corresponding index 
value for the evaluation.  
CART algorithm selected 25 features 
when built on the whole feature list 
and gave an accuracy of 94.85% for 

the prediction of high cost patients in the test set. Accuracy decreased to 91.54% using the subset of features 
identified by clinician. Table 2 below shows the top similar and dissimilar features between the two models.  
Discussion, Limitations and Future Work 
The clinical feature space is highly correlated with a lot of redundant features1, which can 
decrease model accuracy. From the analysis, it was observed that simple statistical models 
like T.TEST or Chi Sq test or even univariable and multivariable logistic regressions which 
give out p values for evaluating feature significance are not efficient in bigger datasets. 
Really low p values (<10-18) were found for small differences of the feature values, making 
it difficult to rank features and optimize feature selection2. Using other indexes like coefficient estimates from Lasso 
or information gain in CART models or MI were more consistent indicators of feature significance. Using just p 
values might miss to rank certain significant features like, flag for Hospice care in our study which all the other 
algorithms ranked higher. CART models built on all features for predicting high utilizers in the study only used 25 
features from the whole list of 300 features, exemplifying the high redundancy and collinearity in the feature space. 
Comparing the features picked by the clinician and the statistical methods showed that some features like 
‘Pall_Alt_crit’ (Alternate critical care flag) or flag for acute myocardial infraction, which were missed by a clinician 
can turn out to be significant features for cost prediction and possibly leading to higher accuracy of the statistical 
methods. Future work could include clustering of the high utilizers to investigate any subgroups in the population. 

References 
1. Chandra B, Gupta M. An efficient statistical feature selection approach for classification of gene expression 
data. J Biomed Inform 2011; 44: 529-35. 
2. Sullivan GM, Feinn R. Using effect size- or why the p value is not enough. J Grad Med Educ 2012; 4: 279-82. 

Univariable 
Logistic 

p 
value 

Lasso Coef 
Estimate 

CART Info 
Gain 

Mutual Info MI 
values 

Bene_Origin 0 Pall_haemo 1.82 HospNoSNF 95369.96 HospNoSNF 0.15 

CCW_lpain 0 HospSNF 1.10 Pall_alt_crit 54686.63 Pall_flag 0.11 

Flg_amiihd 0 Pall_renal 0.93 Pall_flag 47272.81 Pall_alt_crit 0.10 

Flg_amputat 0 HCC82 0.91 HospSNF 30709.45 HospSNF 0.08 
Flg_arthrit 0 CCW_hip_fra 0.85 Pall_CHF 27688.44 Pall_CHF 0.06 

Similar 
features 

Dissimilar 
features 

HospSNF  Pall_alt_crit 

Pall Renal Flg_amiihd 
Pall_CHF Bene_origin 
Pall_Heamo Seg 
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Introduction: 
An individual’s risk of disease is influenced by both genetic factors and environmental exposures. Studies examining the 
effect of genes and environment on an individual’s disease risk require large numbers of cases and controls to detect signals. 
National, multi-site studies may provide the large numbers necessary for well-powered studies, and allow for greater 
diversity in geographic/socioeconomic measurements, increasing variability in patient data. However, it is challenging to 
send geographic data across institutions due to HIPAA restrictions and concerns regarding transfer of protected health 
information (PHI). United States American Community Survey (ACS) data has been validated as an acceptable measure for 
socioeconomic status (SES) in particular settings, and, when linked to a patient’s address is not considered PHI, and therefore 
can be shared easily across multiple institutions. If SES information can be linked with complete genotypic and phenotypic 
data, large throughput studies of the effect of gene-environment interactions can be completed on large number of 
phenotypes. Our study proposes to link this environmental data with SNP and phenotypic data to assess the relative effect of 
socioeconomic factors and genotypic expressions in presentation of multiple phenotypes. 
 
Methods: 
Patients enrolled in the Electronic Medical Records and Genomics (eMERGE) study with valid phenotype and genotype data 
and geocoded home address were used in our study. ACS data was linked to each patient based on the census tract identified 
in the patient’s geocoded id, individually at each participating site, and sent to Northwestern University to merge with 
existing SNP and clinical data. An initial SES variable was defined using the ACS variable “% of population below poverty” 
with a dichotomous cut-point at the median. 
 
We identified the largest published GWAS study (performed on European Americans) for each of 40 traits for which 
phenotype algorithms were developed by the eMERGE consortium, and, from these studies, obtained a list significant SNPs 
for each of these phenotypes. We used the Cochran-Armitage test for trend to examine the association of each eMERGE 
phenotype with relevant SNPs. We then selected the 50 SNP-phenotype associations with the smallest p-values for 
association analysis in different strata of SES. Simple chi-squared tests and logistic regression models including the 
interaction of SES and SNP were generated to assess the relative effect of SES and SNP on phenotypic outcome. Odds ratios 
(ORs) and corresponding confidence intervals (Cis) were compared across SES levels in a forest plot. 
 
Results: 
Complete phenotype, genotype, and environmental data was collected from 35,812 patients across six eMERGE institutions. 
The top 50 SNP-phenotype associations with the smallest p-values spanned 16 separate eMERGE phenotypes. Of those 
associations, four showed significantly different strengths across SES group in unadjusted models: the effect of SNP 
rs78707713 was significant in patients with high SES, but not significant in patients with low SES; the effect of SNP 
rs2897442 on Atopic Dermatitis was stronger in patients with higher SES; the effect of SNP rs2814778 on white blood cell 
count was stronger in patients with low SES; the effect of rs7775698 on red blood cell count was stronger in patients with 
low SES. The effect of SNP on phenotypic outcome did not differ by SES group in the remaining models. 
 
Discussion: 
We successfully merged phenotypic, SNP, and SES data for patients at six different institutions without sharing PHI, and 
identified a significant difference on the effect of gene on phenotypic presentation by SES group for four genotype/phenotype 
association studies using this merged data. Future research will focus on adjusting the effects of SNP and environment on 
phenotypic presentation for age, race, and additional relevant covariates. Additionally, to uncover SNP-phenotype 
combinations that might have strong associations in only one SES group, we plan to repeat the analysis stratifying by SES 
initially and identifying the most significant SNP-phenotype association in each stratified group. Lastly, our initial research 
only utilized one ACS variable as a surrogate for SES, and we plan to explore other options for this variable, including Index 
of Concentration at the Extremes (ICE) and developing our own study SES index. 
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Introduction. Zellig Harris theorized that specialized domains use language in specialized ways1. This theory has
been extended to the biomedical domain2 where it has been shown that clinical notes contain several distinct sublan-
guages3. In the clinical setting, unambiguous communication is a key component of efficiency and patient safety, and
linguistic differences must be both recognized and reconciled4. By analyzing a large corpus of clinical notes, we aim
to explore the similarities and differences between the sublanguages of different clinical specialties.

Methods. A corpus of 6,852,519 clinical notes was collected. From those notes, 3265 providers with one of 83 medical
specialties were identified, and their specific notes were transformed into term frequency vectors for each specialty.
These vectors were then clustered using standard hierarchical/agglomerative algorithms. The National Uniform Claim
Committee (NUCC) Provider Taxonomy was also leveraged in an effort to compare specialty language similarity
vs. how closely the specialties are related in a curated taxonomy structure. Specialty sublanguages were analyzed
pairwise, comparing language vector distance to the number of common Provider Taxonomy levels.

Results/Discussion. Figure 1 shows a hierarchical clustering of sublanguage term frequency vectors for each medical
specialty. Qualitatively, there appears to be logical clustering of similar specialties (for example, Hematology, Hema-
tology/Oncology, and Medical Oncology are highly clustered). This impression is confirmed in Figure 2, which shows
that specialties sharing common levels in the NUCC Provider Taxonomy are more likely on average to have smaller
language differences. This suggests that there is some congruence between how specialties are related in the Provider
Taxonomy vs. specialty sublanguage characteristics. In other words, similar specialties in the Provider Taxonomy
tend to use similar sublanguages.

Figure 1: Hierarchical/agglomerative clustering of specialty sublan-
guage term frequency vectors.

Figure 2: Comparing average spe-
cialty pairwise similarity – NUCC
Provider Taxonomy vs. sublanguage
term frequency euclidean distance.
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Introduction 
Protein prioritization is crucial for protein array design and targeted proteomics studies, since many modern targeted assays can only 
profile hundreds to thousands of proteins at the same time1. Published research articles constitute a rich resource of proteomics 
knowledge and can facilitate protein prioritization for various studies. However, it is difficult to manually summarize 3.7 million 
PubMed papers on proteins and quantify the relevance of each protein to the biology and diseases of interest. To address this challenge, 
we developed a fully-automated system to identify and prioritize proteins associated with any biological entity.  

Methods 
To quantify the strength of the associations between proteins and topics, we designed a Protein Universal Reference Publication-
Originated Search Engine (PURPOSE) score. The PURPOSE score is defined as follows: 

1 + log&' 𝑛𝑇𝑃 + log&'
𝑆𝑢𝑚(𝐶𝑖𝑡𝑌𝑟 ) + 1

10
× 1 + log&'

𝑛𝑈
𝑛𝑇

+ log&'
𝑛𝑈
𝑛𝑃

, 

where nTP is the number of papers related to both the protein and the topic (TP, retrieved by the PubMed e-Utilities application program 
interface), Sum(Cit/Yr) is the sum of the annualized citation number of TP, nU is the number of publications in the PubMed database, 
nT is the number of publications regarding the topic of interest, and nP is the number of publications regarding the protein of interest. 
This score is analogous to the term frequency-inverse document frequency measurement commonly used in text mining: the first part 
of the protein prioritization score is proportional to the strength of TP co-publications weighted by the annualized citation, and the 
second part penalizes well-published topics and proteins without significant proportions of co-publications, thereby prioritizing topic-
specific proteins2. The number of citations per year was included to account for the visibility and importance of each publication. 
Biologist-curated lists of known protein-topic relations from the Comparative Toxicogenomics Database (CTD) were used to evaluate 
the prioritized lists of proteins retrieved from the PURPOSE system2,3. We selected “cardiovascular,” “kidney,” “liver,” and “lung” as 
the targets for evaluation, because they are among the Biology/Disease-driven (B/D)-Human Proteome Project (HPP) targeted areas and 
their associated proteins are well-curated in CTD. The performance of two related tools, GLAD4U4 and PubPular5, was evaluated and 
compared with that of the PURPOSE algorithm. 

Results 
In the developed cloud-based literature mining system (http://rebrand.ly/proteinpurpose), we used the targeted areas of the B/D-HPP as 
examples and prioritized the relevant proteins through their PURPOSE scores. Comparing to GLAD4U and PubPular, PURPOSE 
algorithm had a 2.8-25.6% improvement in precision and recall and a 3.8-21.5% improvement in the F1 score when evaluating the 
prioritization results with CTD annotations. We further extended the bioinformatics workflow to identify the relevant proteins in all 
organ systems and human diseases. The cloud-based tool can prioritize proteins related to any custom search terms in multiple species 
in real time. 

Discussion 
This study demonstrated the utility of protein prioritization using objective bibliographical measurements, and the results were consistent 
with the established knowledge on the proteins in the targeted fields of B/D-HPP. In addition, we showed the extensibility of our methods 
in investigating the key proteins in a number of organ systems, disease entities, and organisms. Publication bias and the difficulty in 
retrieving all relevant literature are known limitations of this and related literature mining works. However, with more data-driven high-
throughput proteomic studies, we expect less publication bias in the near future. Our cloud-based real-time query tool is regularly used 
by the investigators of the HPP. 
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Introduction 

Recent reports estimate that each year 1200 women in the USA die from pregnancy-related complications and about 

60,000 suffer near fatal complications. The obstetrics and maternal-fetal literature are rich in research on the most 

frequent causes of maternal morbidity and peripartum complications such as preeclampsia, postpartum hemorrhage, 

premature rupture of membranes, and diabetes, studies on less common co-morbidities are lacking. We explore 

sections of the discharge summaries of pregnant or postpartum women admitted to an ICU to identify associated 

diseases and disorders and then mine the literature to identify knowledge gaps in clinical research. 

Methods  

Data for the study were discharge summaries from pregnant or peripartum patients in MIMIC databases (1). The 

patients were found searching the clinical notes for “pregnancy OR pregnant”. The demographic, procedure and 

discharge diagnosis data were extracted from the structured tables of the database. We extracted a control cohort to 

study if there is a difference in comorbidities between pregnant and not-pregnant patients with similar reasons for 

admission. In discharge summaries, we manually identified comorbidities of the UMLS semantic types Disease or 

Syndrome, Mental or Behavioral Dysfunction, and Injury or Poisoning. We then used Entrez Programming Utilities 

(E-Utilities) to query PubMed®. The searches were constructed using the manually extracted disease terms ANDed 

with pregnancy. For example, UMLS preferred term ‘Abdominal Compartment Syndrome’|CUI: C1142110|Disease 

or Syndrome was extracted from the text in Discharge Summary: “A diagnosis of abdominal compartment syndrome 

was made and the patient taken to the operating room for an emergent decompressive laparotomy.” Then, PubMed 

was searched for: “abdominal compartment syndrome”[All Fields] AND (pregnancy[MeSH Terms] OR 

pregnancy[All Fields]) AND (2013/01/01[PDat]: 2013/12/31[PDat])”.  

Results 

We identified 246 pregnant and postpartum patients between 16 and 52 years old, with an average age of 33. A control 

group of 587 not-pregnancy related admissions matched on age and admit diagnosis. Excluding pregnancy related 

codes, we found overlap of 24.3% discharge diagnoses between the two groups, and 7.5% of the codes exclusively in 

the pregnancy group. We identified 33 disease mentions not included in the most common reported causes of maternal 

morbidity and mortality (MMM). Of these, 61% were included in the structured data, and 39% were identified only 

in the text. Examples of diseases not reported in the literature as causes of MMM and with less than 10 PubMed® 

citations per year in the last five years were: Abdominal Compartment Syndrome, Brain Injury, Diabetic Ketoacidosis, 

Drug Abuse/overdose, Intraventricular hemorrhage, Pseudocyst of Pancreas, Posterior Reversible 

Leukoencephalopathy.   

Discussion 

Our results demonstrate that clinical notes and structured data help find understudied disorders potentially associated 

with pregnancy and delivery. Clinical text alone provided 39% of understudied diseases.  Automatic methods 

enhanced with manual review identified pregnancy-associated diseases not reported in the literature as common causes 

of MMM in the cohort. 
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Introduction 

Researchers who want to conduct pragmatic, prospective studies using patient engagement data need a way to easily link 

individual patients across various sources of data. A thoughtfully designed invitation code can serve that purpose with 

minimal additional effort on the clinical trial sites.  

The ADAPTABLE study (Aspirin Dosing: A Patient-centered Trial Assessing the Benefits and Long-term 

Effectiveness)1,2 is a pragmatic clinical trial where eligible patients are identified using electronic health records (EHR) 

and invited to join the study via a patient portal using an invitation code (also known within the study team as the “Golden 

Ticket,” a label inspired by a popular children’s book3). The Golden Ticket is the key to the portal that allows invited 

patients to self-enroll into the study. The key assures that only eligible patients enroll and serves as a crosswalk to identify 

enrolled patients within the Patient-Centered Clinical Research Network (PCORnet) distributed research network.  

 

Design 

The ADAPTABLE study distributes invitation codes to potentially eligible 

participants as part of the pragmatic approach for patient enrollment. The 

invitation code is designed to link the participant to the associated DataMart and 

site. Sites are provided a bolus of invitation codes (generally10,000 codes per site) 

to distribute to their identified patients. The invited participant enters the Golden 

Ticket into the patient portal to learn about the study, read the consent, answer a 

few eligibility questions, and if interested enroll in the study.  

 

Upfront design considerations include format of the Golden Ticket and crosswalk to other data sources. The Golden 

Ticket invitation code is designed so that the first two digits are DataMart and Site identifiers. We purposely kept the 

number of characters to a minimum to reduce data entry errors.  As we were using both numbers and letters, we eliminated 

certain characters that may add confusion (e.g. I/1/l , O/0. S/5).  

 

The Golden Ticket metrics track participants’ interest and progression through the patient portal. With the Golden Ticket 

methodology, trial teams can link multiple data sources, assure eligibility of enrolled patients, support patient-driven 

enrollment, and improve trial enrollment process by tracking patient progress through the enrollment process. 

 

Results 

Employing invitation codes that serve as a gateway to enrollment has been 

key on ADAPTABLE to quickly and efficiently reach out to the large cohort 

of potentially eligible subjects as identified through the computable 

phenotype work. Golden Tickets metrics are key indicators of outreach, 

patient interest, eligibility and enrollment. Accounting for those subjects that 

enroll through traditional non-internet entryways, there is still ~20% success 

rate in enrollment for those who are issued an invitation code. 

Discussion  

Smart invitation codes designed for easy distribution, entry, linkage and tracking enables future projects to utilize datasets 

from various sources including direct-from-patient and EHR datasets. When planning a pragmatic approach for direct-to-

patient research, early upfront considerations in design are critical to connect various data sources such as ePRO (patient 

reported outcomes). 
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Introduction: The Phenotype Execution and Modeling Architecture (PhEMA) project leverages existing standards 
such as the Health Quality Measure Format (HQMF), and has demonstrated that a centrally authored phenotype 
definition may be run against multiple data repositories, including i2b2 and a local enterprise data warehouse1.  
PhEMA uses a decompositional approach to execution2, which affords opportunities for analytics on multiple branches 
of complex phenotypes.  This is important in the implementation of a new phenotype to assess where large numbers 
of patients may be filtered out, resulting in lower than anticipated cohort sizes.  Initial work using KNIME workflows 
demonstrated the importance of transparency and traceability during execution, which we have incorporated into a 
revised PhEMA execution program (“executer”). 

Methods: Based on our experience of implementing a benign prostatic hyperplasia (BPH) phenotype at eight 
institutions1, the study team collectively reviewed problematic areas during the implementation process which 
required manual investigation and configuration changes.  Reviews were conducted during weekly development team 
meetings, and solutions iteratively implemented in the new PhEMA executer. 

Results: We have revised the PhEMA executer as a command-line application written in Java, which is available at: 
https://github.com/phema/phema-executer.  As an example in its configuration with i2b2, as a phenotype definition is 
run the executer communicates with i2b2 using API calls to gather information about the i2b2 environment, which is 
displayed for the user.  During execution, users see information regarding the phenotype algorithm, where and how 
the executer is interacting with i2b2, and results of its configuration steps, such as the use of mapping rules between 
value sets and an i2b2 ontology.  The executer detects a pre-determined list of issues, such as an ontology mapping 
step finding 0 terms, and provides suggestions for why this may be.  Challenges addressed in the new executer are 
further detailed in Table 1.  The study team has noted anecdotally that the revisions have increased the speed by which 
they can successfully run a phenotype definition, when compared to the original KNIME implementation. 

Table 1. Execution challenges addressed in revised PhEMA executer. 
Challenge in Phenotype Execution Solution in New Executer 
Cumbersome to identify part of phenotype 
where patients are excluded. 

Output patient counts from each part of the phenotype definition, 
including individual components (e.g., diagnosis codes), as well as 
Boolean combinations. 

Unable to determine if executer was “stuck” 
or taking a long time to run. 

More verbose logging of status, including periodic updates on 
progress of i2b2 execution status, and response code from i2b2. 

Unclear if the translation from value set to 
i2b2 ontology was complete, or what to do if 
there were no results. 

Provide a listing of the i2b2 ontology configuration to aid the user if 
additional mapping is needed.  Report how many codes were mapped 
between a value set and i2b2.  Warn if mapping or filtering rules 
appear to cause translation to return 0 results. 

Discussion: The new execution environment provides a more streamlined approach for executing HQMF-based 
phenotype algorithms against i2b2.  Ongoing work includes support for execution against OHDSI, support for the 
Clinical Quality Language (CQL) to represent the phenotype logic, and a graphical user interface. 
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Problem 
The Department of Veterans Affairs (VA) maintains nearly two petabytes of data related to Veterans health and healthcare, 
which are collected from over 8,000 sites and organized in multiple databases. Understanding how to use these data can be 
challenging, as documentation describing how data are collected and structured does not adequately capture details about 
its utility and quality that are required to address analytic or research problems. These details often reside in tacit knowledge 
that is transferred from experienced data users to novices within a community of practice such as VA’s HSRData Listserv. 
While HSRData is valued for presenting information from experienced data users that is not explicated or aggregated 
elsewhere, listserv users have lamented its dated technology and inability to capture and organize shared knowledge so that 
it is available for re-use, which is an ongoing challenge in online communities.1 Without access to this knowledge, VA staff 
using data for research or operational analyses are at greater risk for misinterpreting data or using it inappropriately.  

Proposed Solution 
There has been great organizational interest in seeking a more robust technology that better supports sharing, evaluating, 
recording, organizing, and readily retrieving this valuable tacit knowledge to ensure the effective use of data to support the 
VA as a learning healthcare system, especially for high priority issues like Veteran suicide. Building on our prior work with 
VA’s HSRData Listserv,2 we are piloting a custom build of an online community platform to provide a curated space for 
sharing and accessing knowledge, documents, tools, algorithms, and code related to using VA data. To effectively navigate 
issues of start-up and scale, the pilot is constrained specifically to the community of research, quality improvement, and 
program evaluation staff using data to address the problem of Veteran suicide.  

Iterative Development & Design 
We are collaborating with a team of experts in user experience, interface and database design, usability testing, and 
knowledge organization to develop and refine our platform. Following human centered design principles, we plan to collect 
feedback from community users to ascertain how well features support community goals and to iterate aspects of the 
community design and social practice. We are engaging current HSRData Listserv members and suicide prevention 
researchers in the iterative process of developing and shaping the platform,3 and have created user personas and journey 
maps to inform functionality and design. This iterative process ensures we meet diverse stakeholder needs for sharing 
questions and knowledge about data related to suicide prevention.  

Evaluation & Impact 
Developing a platform to better support data knowledge-sharing will not, in itself, solve vexing institutional data re-use 
problems such as reconciling temporal or source differences or variations in local practice. Our goal for this project is to 
create an online space that effectively structures social and technical practices that support understanding the quality and 
utility of available data. A successful pilot of this platform will be one that improves organizational capacity to share, 
organize, and retrieve knowledge that will inform more effective use of data. We will measure success by looking for 
indicators of engagement showing that the community space is being used (e.g., volume of posts, conversations, responses, 
up/down votes) and that valuable knowledge is generated (e.g., satisfaction surveys and qualitative feedback).3 The pilot 
results will enable the development of organizational infrastructure to support focused technical conversations about data, 
collaboration to quickly transfer evidence to practice, and consensus-building regarding key data to address pressing 
problems in VA’s healthcare system.  
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INTRODUCTION 
Subarachnoid Hemorrhage (SAH) is bleeding around the brain, often from ruptured aneurysms, that contaminates 
the cerebrospinal fluid (CSF) spaces and clogs the normal drainage pathways, which can lead to accumulation of 
CSF in the brain and neurologic deterioration. Prior models for predicting shunt-dependent hydrocephalus (SDHC) 
have poor predictive ability and limited applicability.  An improved understanding of who will ultimately require 
shunting could reduce expense and morbidity from shortened ICU length of stay and prevention of unnecessary 
procedures. 
 
OBJECTIVE 
To predict who development of SDHC after SAH utilizing large patient cohorts and the richness of the clinical 
electronic medical record.  
 
METHODS 
Clinical parameters were extracted from the  the Medical Information Mart for Intensive Care (MIMIC-III) dataset, 
a single institution dataset consisting of electronic medical record data on nearly 40,000 ICU stays. Patients were 
identified by the presence of ICD-9 diagnosis codes for SAH and subsequent shunting was identified using 
procedural billing codes. We identified and extracted patient-level risk factors based on prior literature.  We 
generated random forest models to identify patients with SDHC using manually curated gold standard.  
 
RESULTS 
Overall the initial model was able to correctly classified over 73.19% of our test cohort set. Our most significant 
predictive variable is age based on this current model. 
 
Graph 1: Random Forest Initial Model  

 
CONCLUSION 
We are able to more accurately predict the need for 
shunting after subarachnoid hemorrhage using 
machine learning methods on data extracted from 
electronic medical records.  Going forward, these 
methods need to be validated on external data and 
could be augmented by adding predictive variables 
through Natural Language Processing (NLP) and 
discovery of latent variables to improve model 
performance and help lend clinical insights into 
predictive models.  
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Problem/Goal 

We present a new natural language processing (NLP) task: identifying and classifying known unknowns, open 
questions, or ignorance statements in the prenatal nutrition scientific literature by their knowledge goals or actionable 
next steps. Previous work in NLP mainly aims to extract information or knowledge and discard ignorance statements. 
Building upon prior work in ignorance1-3 and manual annotation, we present a preliminary classification or taxonomy 
of prenatal nutrition ignorance statements focusing on the actionable next steps. 

Purpose 

Prenatal nutrition is the focus because of its public health relevance and clearly stated open questions. These clearly 
stated open questions exist in the literature because people, including researchers, clinicians, funders, and the public, 
are interested in them. With identification and classification of ignorance statements, we could characterize the 
literature by its known unknowns or open questions, which is truer to the research endeavor and helpful for new 
researchers to a field, including new graduate students or researchers changing fields. Clinicians and pregnant mothers 
could see the true state of the field - research transparency. Funders could use this characterization to prioritize and 
create policies around funding for research questions. Secondly, transforming these ignorance statements into 
knowledge goals (actionable next steps), we could create a new form of literature-based discovery, using these 
knowledge goals as bait to fish across research ponds (crossing disciplinary boundaries) for relevant information.  

Methodology 

Boguslav manually reviewed 736 prenatal nutrition abstracts from the PubMed Central Open Access subset starting 
from previous taxonomies to create a taxonomy that groups ignorance statements together based on knowledge goals 
or actionable next steps. To begin to evaluate this taxonomy, the syntactic structure, specifically the dependency parse, 
of these ignorance statements were examined to determine their hierarchical structure, expecting linguistic cues of 
such statements to appear towards the top of the hierarchy, qualifying the subject matter of the statement. Further we 
chose one example sentence as bait to fish in the Google Scholar research pond: using a bag of words representation 
of the concepts in the dependency parse tree as input to Google Scholar to find relevant articles to the example to 
show proof of concept of the new form of literature-based discovery. 

Evaluation Results/Conclusions 

We present a working ignorance taxonomy with annotation guidelines (found at 
https://github.com/mboguslav/Epistemic_Guidelines) for a future annotation task to test reproducibility by calculating 
inter-annotator agreement. From the dependency parse trees, we find that the linguistic cue level distribution is skewed 
right, meaning linguistic cues generally are towards the top of the tree with subject matter potentially below. Using 
the one example as bait in Google Scholar, in the top three hits we found one article that was already cited in the 
original article where the ignorance statement came from and a second article that was relevant but not cited. Showing 
a proof of concept of the new form of literature-based discovery. 

Our future work includes an annotation task with two independent annotators, creating different types of 
computational formal representations of knowledge goals to be used as bait to fish across research ponds, and testing 
on other domains besides prenatal nutrition for generalizability. 
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Introduction 

Text simplification requires many different components that affect different text units. In earlier work, we tested the 
importance of word level features (term familiarity and negation), sentence level features (grammar familiarity and 
parse tree structures), and document level features (lexical chains) for automated simplification. For those features 
where experiments showed a positive impact on text consumers, we developed algorithms for integration in a free, 
online text simplification tool. In this work, we evaluate how best to automatically determine when to split a single 
sentence into multiple shorter sentences to improve readability and comprehension. These principles are not limited 
to medical topics by are intended for all types of text. 

Data, Classifiers and Results 

We created a corpus containing 63,850 sentences from the Newsela corpus1, which contains news articles simplified 
by experts. To extract positive examples of sentences that should be split, we selected those where the simplified 
sentence was 73.5% shorter than the original (difficult) version. In addition, we extracted sentences where punctuation 
existed in the difficult sentence, but not in the simplified. These resulted in 30,090 positive examples.  For negative 
examples, we extracted 33,760 sentences that did not meet these two criteria.  We created three sets of features. Surface 
features included sentence length, part-of-speech counts, and average length of noun/verb phrases. Parse tree features 
included parse tree depth, average depth of tree nodes, shortest depth of conjunction, subordinating conjunction or 
comma (“connector”), average length of the topmost connector’s siblings, and difference in length between siblings 
of the topmost connector. Semantic features were the 300-dimension vector representations for the first 5 nouns and 
first 5 verbs using Google News’ pre-trained word2vec model2. 

We applied both decision trees (C5.0) and a feedforward neural network in R (RSNNS). The decision tree was trained 
with adaptive boosting with 10 iterations. The neural network had three hidden layers of size 50, 30 and 15, and was 
trained using backpropagation with a learning rate of 0.2, maximum output difference tolerance of 0.3, and maximum 
number of iterations of 100 (parameters were decided after pilot testing). Given our large corpus, we used a 70/30 
training-test split without cross validation. The majority baseline (i.e., most common label assigned to all sentences) 
for this dataset was 55.64%. Overall, both classifiers performed better than the baseline with any subset of the features. 
The best results were achieved by the decision tree using all features (74.51% accuracy). Sentence length contributed 
the most to the split/no split decision, however, even without, good results were achieved demonstrating how other 
features are important and will help indicate the position of the split. 

Table 1. Classification results 
 Decision Tree Neural Network 
 Accuracy Precision  Recall Accuracy Precision  Recall 
Surface Features (no sent. length) 72.91% 70.04% 68.03% 73.38% 69.97% 70.06% 
Sentence Length Only 73.20% 69.21% 71.28% 73.71% 69.83% 71.70% 
Parse Tree Features 72.55% 70.14% 66.34% 71.41% 69.73% 62.83% 
Semantic Features 61.25% 57.52% 48.31% 68.89% 64.21% 67.47% 
All Combined 74.51% 71.27% 71.23% 73.86% 70.23% 71.30% 

Conclusion 

All features had a positive impact on classification with sentence length being the most important factor. 

Acknowledgements: Research reported in this paper was supported by the NLM/NIH - R01LM011975. The content 
is solely the responsibility of the authors and does not necessarily represent the official views of the NIH.  

References 
1. Xu, W., Callison-Burch, C., & Napoles, C. (2015). Problems in current text simplification research: New data 

can help. Transactions of the Association of Computational Linguistics. 
2. Mikolov, T., Sutskever, I., Chen, K., Corrado, G. S., & Dean, J. (2013). Distributed representations of words and 

phrases and their compositionality. In Advances in neural information processing systems (pp. 3111-3119). 

  

1038



Partners Healthcare Data Enclave: Enabling Secure, Robust, Collaborative Access 

for the Biobank Disease Challenge 
 

Michael Mendis1, Eloy Toscano1, Edana Merchan, PhD1, Victor Castro1, 

 Shawn N. Murphy, MD PhD 1,2  
1 Partners Healthcare, Boston, MA; 2 Massachusetts General Hospital, Boston, MA 

 

Introduction The Partners HealthCare Biobank is an enterprise-wide initiative whose goal is to provide a foundation for the 

next generation of translational research studies of genotype, environment, gene-environment interaction, biomarker and 

family history associations with disease phenotypes (Karlson, 2016). The Biobank has leveraged in-person and electronic 

recruitment methods to enroll over 80,000 participants since 2010. All participants in the Biobank have their electronic health 

record (EHR) data linked to biospecimens, genotype data and self-reported health survey information (Gainer, 2016). The 

data is aggregated into an i2b2 environment called the Biobank Portal to facilitate querying and analysis in a web user 

interface and data backend (Murphy, 2010).  

 

EHR data is available for large populations, can be quickly ascertained for research and provides a naturalistic data collection 

pattern. These benefits come with significant limitations, however. Namely, the data has significant data quality and 

completeness biases that can be difficult to use to derive new knowledge or identify interesting signals. One of the earliest 

use cases of leveraging this EHR data is for building computed phenotype algorithms to use for GWAS and other genomic 

data analyses (Kohane, 2011; Bowton, 2014; Castro, 2016). Computed phenotypes are machine learning algorithms to 

identify a patient’s true disease state from raw EHR data. Once true disease status is known, additional models can be derived 

to predict future onset of disease, quantify severity of disease and/or identify sub-populations within diseases.  

 

The Challenge 1) In this challenge we are asking participants to develop computed phenotype machine learning algorithms 

to identify 5 disease states (to be released at the beginning of the challenge) of all patients enrolled in the Partners Biobank. 

Algorithms must be developed against available EHR data and limited training data. These algorithms will be assessed 

against gold standard labels from clinician assessment of a patient’s full clinical chart. All submissions should include an 

algorithm score for each patient and disease state. Scores will be ranked for each disease and an area under the ROC curve 

(AUC) will be calculated based on the validation dataset. The final score will be partially based on the average of the 5 

disease AUCs. 2) The second part is an open-ended task that will invite teams to develop artificial intelligence algorithms to 

identify interesting patterns within one of the disease populations in part 1 of the challenge. In this challenge, users can 

choose any analysis/model that provides insight from the EHR data. The evaluation of this part of the challenge is subjective 

and will be judged based on innovation and clinical insightfulness.  
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Learning Objective 
The primary objective of the pilot was to demonstrate the usability of the CDSTA at an outside institution, and to assemble a knowledge base of 

recommendations in order to implement the CDSTA at other organizations.  

Background 
Clinical decision support tools offer translational medicine instruments to clinicians through the use of amalgamated data. This information guides 

diagnosis and treatments which may eventually lead to better patient outcomes and reliable, advanced knowledge of how a patient will fare following a 

specific treatment course. Currently, computerized clinical decision support (CCDS) tools still have a number of issues that prevent them from being 

optimized.1,2 Primarily, the main stumbling point remains communication between the clinical and IT staff. This is demonstrated in a number of means: 

technical language barriers, reluctance of clinicians to adapt,2 standard of care clinical documentation integration1, 3, and CCDS system backend updating 

without sufficient notification to the end users.4 Other common problems include encryption for privacy purposes through DDP or VPN systems3,4 , as well 

as standardization of Heuristic evaluations techniques.5  

The focus of the pilot was to collect a prescribed dataset of pre-surgical patients with a primary diagnosis of lumbar degenerative spondylolisthesis (grades 

I-II) and follow their post-surgical outcomes using the CCDS. Patients who decided not to proceed with surgery were also assessed and followed.  

Methods  
Institutional Review Board exemption from review was obtained prior to any pilot activity. Patients were initially identified using ICD-10 codes, but this 

was later modified to include an electronic practice management (EPM) scheduling field report. A clinical decision support tool algorithm (CDSTA) was 

used in tandem the pilot site’s current usual clinical care pathway to evaluate the quality issues associated with incorporating the CDSTA into practice as 

related to individual patient one-year surgical outcome prediction assessment. From this information, a guidance tool is to be developed with best practices 

for implementation at other institutions.  

The CDSTA was initially generated through an outside institution via data collection of individual patient demographics, risk factors such as comorbidities, 

pre and post-surgical difficulty with daily activities of living, and pain scores. This algorithm was used at the pilot site, in addition to the site’s usual 

clinical care pathway, in collecting the same pre and post-surgical information. Clinical data was entered into the proprietary electronic data capture (EDC) 

system using a dedicated US based, HIPAA compliant server and IPSec VPN with AEN encryption. 

Study staff were provided a script to aid in explaining the purpose and intent of the CDSTA. If patients agreed to participate, they were given the option to 

complete the baseline assessments at their next pre-operative visit with the study tablets, to complete them via a secure email link to the EDC, or to 

complete them over the phone. Patients were also asked to complete assessments at 6 weeks, 3 months, 6 months and 12 months after either the initial 

assessment (non-operative patients) or surgery (operative patients).  

Results  
To date (seven months of active enrollment), 43 participants out of the end-goal of 50 have completed the baseline assessments. Of these, 23 have been 

entered by either the user or admin into the CDSTA. 28 patients have agreed after some troubleshooting, to use the patient user end to complete their 

follow-up questionnaires. Further in enrollment, clinicians were asked to complete a feedback form at baseline as well as at the one-year follow-up.  

Troubleshooting issues included patients’ initial inability to navigate the database via their own personal computers. Clinical staff was also limited through 

the implementation of a VPN system, which was later withdrawn. Additional downtime for updates were also an obstruction to swift enrollment.  

Discussion 
A primary difficulty of any CCDS was noted. Participants experienced difficulty with classifying their pain experience based on the questions being posed. 

Some of the questionnaires used were standardized, and others customized to the population. There was also numerous user end complications, which led 

to the majority of participants to use paper questionnaires. This negated the intuitiveness of the CDSTA.. The best means of recruitment also took more 

time than expected to determine. Another unanticipated issue that arose was geographic perception of healthcare-related questions. The pilot site noted 

some patients were extremely reluctant to answer questions, as they believed that it would affect their care and payer coverage. Care needed to be taken to 

thoroughly explain that CDSTA participation would not affect their care, nor be the deciding factor for treatment. 

Conclusion 
While still in enrollment, more than a few challenges arose that required timely resolution in order to maintain pilot momentum. The most significate lesson 

to date is to maintain the lines of communication open between the coordinating and pilot site, particularly during system requirement changes.  
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Introduction and Background 

Data standardization is essential when using data collected in the EHR (Electronic Health Records) for 
research use because EHR systems are typically designed for hospital operations and patient care so that 
there are hurdles expected using this data including recording biases, and issues with variations in data 
collection, such as invalid, inconsistent, and missing data1,2. When it comes to laboratory results especially 
for categorical values, it becomes more difficult to harmonize because these data contain lots of noise; 
therefore, a massive amount of labor and time are required in the data preprocessing process. In this study, 
we aim to develop an automatic standardization algorithm that supports the elimination of noise from 
categorical laboratory data and mapping to standard terms.  
 

Methods 

Here, we proposed a method called SALT-C (Standardization Algorithm for Laboratory Test – Categorical 
result) algorithm that processes categorical laboratory data such as ‘pos +’, ‘250 4+ (urinalysis results)’, 
‘reddish (urinalysis color results)’. SALT-C tried to remove large amounts of noise in the data. For example, 
‘pos +’, ‘250 4+’, ‘reddish’ are converted to ‘positive’, ‘++++’, ‘red’ respectively. First, the SALT-C 
extracts categorical data from a source database and applies the general data cleansing rules to extracted 
data, i.e., lowercase to uppercase, strip side space deletion. Second, it categorized the data that preprocessed 
in the previous step into pre-defined five groups such as urine color, urine dipstick qualifier, blood type, 
presence finding qualifier, and pathogeneses qualifier. Third, all data in each group is vectorized, and the 
reference values of each group are also vectorized to calculate a similarity score between the data and each 
reference values. Fourth, a similarity score is calculated between a vector of data and the vectors of each 
reference values. Finally, the reference value closest to the data in the set of reference values is assigned. 
The methods used to measure similarity are Cosine similarity, Euclidean distance, and the combination 
method of Cosine similarity and Euclidean distance. 
 

Results 

In this study, we validated this SALT-C through a clinical data warehouse in a single hospital. Aside from 
the data whose original meaning cannot be interpreted or mapped to the reference set, i.e., ‘**’, ‘_^’, the 
algorithm mapped raw data to correct reference value for each group with the accuracy of 99.1% (urine 
color group), 98.32% (urine dipstick qualifier group), 94.7% (blood type group), 99.9% (Presence finding 
qualifier group), 99.9% (Pathogenesis qualifier group) respectfully when combination method of Cosine 
similarity and Euclidean distance as a similarity measure was applied.  
 

Conclusion and Discussion 

In this study, we developed the SALT-C Algorithm. This algorithm was validated by 89,333,533 data points 
(uniquely 167,224) generated over 23 years from a single institution manually. The accuracy of Presence 
finding qualifier and Pathogenesis qualifier groups seems high, this is because the raw data pattern in these 
groups is simple. We tried to put as many reference values as possible; we could get high accuracy in the 
urine color group. Most of the laboratory test results can be processed well through the SALT-C algorithm. 
In addition, we plan to apply the SALT-C algorithm to the multi-institutional CDM database to evaluate 
the effectiveness of SALT–C algorithm. 
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Purpose	
We	propose	a	machine	learning	framework	to	aggregate	lesion	measurements	from	multiple	
radiologists	into	a	single	representative	measurement	which	can	be	utilized	for	a	peer	
benchmarking	clinical	decision	support	tool.	
	
Materials	and	Methods	
13	board-certified	radiologists	repeatedly	reviewed	10	CT	image	sets	of	lung	lesions	and	hepatic	
metastases	during	two	non-contiguous	time	periods	(T1,	T2).	Lesion	size	measurements	were	
performed	under	Response	Evaluation	Criteria	in	Solid	Tumors	(RECISTS)	1.1	guidelines.	The	
development	of	the	proposed	decision	support	tool	was	based	on	decision	tree	expansion,	
Bayesian	Mixture	model,	and	Expectation	Maximization	algorithm.	In	detail,	the	modeling	
technique	assumed	there	is	a	single	true	measurement	value	for	each	lesion	and	treated	
acceptability	of	each	measurement	by	radiologist	as	a	binary	latent	(hidden)	factor:	within-
range	(i.e.	close	enough	to	the	true	measurement	value)	threshold	or,	out-of-range	(i.e.	too	far	
from	the	true	measurement	value;	measurement	deviation).	The	decision	tree-based	expansion	
was	performed	by	considering	all	potential	true	measurement	values,	which	resulted	in	a	total	
of	1.29	×	10H	possible	scenarios	with	one	true	scenario	targeted	to	be	identified.	The	Bayesian	
mixture	model	and	expectation	maximization	algorithm	were	applied	to	evaluate	likelihood	of	
each	scenario.	Finally,	each	research	participant	was	presented	with	the	aggregated	
measurement	values	and	asked	whether	they	were	clinically	acceptable.	
	
Results	
Despite	inter-observer	variability	among	the	participating	radiologists,	three	aggregated	
measurements	were	marked	as	‘clinically	acceptable’	by	all	radiologists.	Most	aggregated	
measurements	(90%)	were	marked	as	‘clinically	acceptable’	by	the	majority	(>50%)	of	
radiologists.	
	
Conclusion	
The	proposed	solution	has	a	potential	to	be	utilized	in	an	educational	intervention	aiming	to	
reduce	inter-observer	variability	among	radiologists.	
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Background: 
Empiric antibiotic therapy is given in many patient encounters1, yet more than 2 million infections occur due to 
resistant infections each year in the US2. Culture data, which is used to guide antibiotic therapy, takes days to result, 
but improved outcomes are noted when antibiotics are begun expeditiously3. Therefore, empiric treatment based on 
prior results in the Electronic Health Record (EHR) is often pursued. Unfortunately, discovering and reviewing these 
results is often a cumbersome process and may contribute to inappropriate prescribing, which has been found to 
occur up to 25-63% of the time1,4. Visualization techniques have been utilized to distill complex data for easier 
comprehension and may be able to portray a patient’s antibiotic sensitivities in a more informative manner.  
  
Methods: 
We developed a visualization tool for microbiological culture results that displays sensitivity data for each culture 
specimen in a color-coded matrix. Adult Emergency Department (ED) visits at a tertiary care urban academic 
medical center were prospectively screened as a convenience sample during research assistant work hours. When a 
physician ordered antibiotics for a patient with prior culture data, the encounter was randomized to using the 
visualization tool versus using the standard EHR tools. The physician was then asked whether the patient had prior 
resistance to four different antibiotics. The primary outcome was the number of correct answers regarding previous 
antibiotic sensitivities. Visits were excluded if the patient had already received antibiotics, the antibiotic order was 
cancelled, the research assistant could not reach the provider before the end of the visit, the past cultures did not 
include blood or urine cultures, or if participation in the study would impede clinical care. The intervention was 
delivered via tablet to the prescribing physician to ensure randomization, reduce contamination, as well as follow 
local hospital IT policy which precludes randomization of EHR functionality. Although the intervention was 
delivered via tablet for the purposes of this study, the intervention is built directly into the EHR and will be 
accessible as native EHR functionality at the termination of this study. 
  
Results: 
Providers from 263 patient encounters have been enrolled into the study from 3/5/2018 to 9/28/2018 with 140 
encounters randomized to the intervention arm and 123 encounters randomized to the control arm of the study. 3 
encounters were incorrectly randomized and excluded from the analysis. Without the tool, the median number of 
correct sensitivities was 0% (IQR: 0%, 62.5%,) whereas it was 100% with the use of the tool (IQR: 75%, 100%) 
with a p-value of < 0.0001 using a Wilcoxon Signed Rank test. 119 encounters were excluded as participation in the 
study would have impeded care, 82 encounters were excluded as blood or urine culture results were not present in 
the EHR, research assistants were unable to reach providers before the end of the visit in 22 encounters, and 28 
encounters were excluded for other reasons. 

   
Conclusion: 
The preliminary results show that a visualization tool may be useful in distilling complex results and increasing 
comprehension of culture data in the ED. Future plans include evaluating the impact of the tool on clinicians’ 
antibiotic choices and further refining its functionality.  
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Introduction 

Intensive care units (ICUs) are complex clinical environments where electronic health information is generated on a 

continuous basis. In order to make patient-centered decisions, healthcare providers must aggregate large quantities of 

information from multiple sources. To facilitate timely interpretation of clinical information, healthcare providers rely 

on trends in patient data, particularly their vital signs and hemodynamic metrics. Currently, information displayed on 

dashboards is not disease specific and rarely integrates data in a clinically impactful manner. Moreover, the graphical 

representation of clinical information is typically complex in appearance and not tailored to represent patient treatment 

goals. The purpose of this project is to create a simple and comprehensive dashboard that aggregates and displays real-

time, patient-specific information in a clinically useful manner.  
 

Methods 

To create the ICU dashboard, an interdisciplinary team consisting of informaticians, software developers, and health 

care providers was established. This allowed the end-users to be involved in all phases of development from needs 

assessment to design and implementation. This facilitated an iterative human-computer design and user-centered 

development.2 To create the initial dashboard, an agile software development model was employed, such that both the 

clinical needs and potential solutions iteratively evolve through input from the multiple stakeholders. ICU-based 

clinicians on the development team drafted a list of clinically impactful elements and ranked each one by importance. 

A prototype dashboard based on this hierarchical list was developed using data from the Medical Information Mart 

for Intensive Care III (MIMIC-III) dataset, stored as a MySQL relational database. This data was loaded into the 

Tableau visualization software and aggregated into graphical representations. Additional considerations raised during 

the initial development process included: (1) identifying the most clinically-relevant time period over which data 

should be displayed by default; (2) assessing methods to display values out of the expected range. 
 

Results 

The first 6 features incorporated into the dashboard were 

vital signs (heart rate, respiratory rate, temperature, 

systolic blood pressure) and two laboratory measurements 

(central venous oxygen saturation and lactate). A 24-hour 

time period was identified as the ideal “default” amount 

of time over which to view data. Figure 1 shows the first 

prototype developed in the iterative software 

development cycle. This version attempts to minimize the 

number of separate graphs by combining multiple data 

types onto a single set of axes over a 24-hour timeframe.  
 

Discussion and Future Work 

To create a clinically impactful intervention, 

interdepartmental collaboration is vital. The MIMIC-III 

database was successfully manipulated using MySQL in Tableau and can be used to create dashboards for the ICU. 

Our approach aims to build upon the previously employed techniques of qualitative contextual evaluation and 

visioning effort, and enhance the process by incorporating clinician feedback from the early phases of development.3 

It will then undergo iterative refinement and formal human-computer interaction review before clinical testing.   
 

References 
1. Johnson AE, Pollard TJ, Shen L, Lehman LW, Feng M, Ghassemi M, Moody B, Szolovits P, Celi LA, Mark RG. MIMIC-III, a 

freely accessible critical care database. Scientific data. 2016;  

2. Shneiderman B. Designing the user interface: strategies for effective human-computer interaction. Pearson Education India; 

2010. 
3. Wright MC, Dunbar S, Macpherson BC, Moretti EW, Del Fiol G, Bolte J, Taekman JM, Segall N. Toward Designing 

Information Display to Support Critical Care. A Qualitative Contextual Evaluation and Visioning Effort. Appl Clin Inform. 

2016 Oct 5;7(4):912-929. PubMed PMID: 27704138; PubMed Central PMCID: PMC5228134. 

Figure 1: Initial hemodynamics dashboard incorporating 6 data 
elements with minimal axes.  
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Introduction 

Patient-centered outcomes are paramount in healthcare, and an essential aspect of providing patient-centered care is 

understanding and addressing disparities (1-4). Inequalities are precipitated by interrelated factors occurring at the 

individual, provider, and national levels. Studies evaluating unconscious or conscious biases are not well established. 

Resultantly, biases and barriers are hurting health outcomes, and studies that help us to understand and overcome 

disparities may improve our care delivery and, ultimately, patient outcomes. 

Objective 

Our goal is to assess whether in-hospital deaths vary by patient population 

Methods 

We analyzed electronic medical record data from 30,860 patients that were admitted to the intensive care unit after 

presentation to the emergency department (ED) using the MIMIC-III (Medical Information Mart for Intensive Care 

III) database. We identified potential predictor variables, including ED length of stay, diagnosis, and patient 

demographics such as marital status, religion, insurance, language, and ethnicity. To identify the prognostic factors 

for in-hospital death this study utilizes logistic regression with stepwise selection. 

Results 

Results of the Hosmer and Lemeshow test indicate model fitness, and the area under the curve (AUC) of 0.68 shows 

acceptable discrimination properties. We found that time in the ED is inversely correlated with mortality, with each 

additional hour decreasing likelihood of death by 2.2%. In comparison to Whites, the likelihood of in-hospital death 

for Native Hawaiian or other Pacific Islanders increased by a factor of 10.81.  For patients whose ethnicity was 

unknown or they declined to answer/unobtainable the likelihood of in-hospital death increased by a factor of 1.74 and 

1.97, respectively. Considering patients with government insurance compared to those who were self-pay the 

likelihood of in-hospital death decreased by a factor of 0.70. The likelihood of death for Jewish and subjects with 

other religions increased by a factor of 1.10 and 1.39 respectively in comparison to Catholics. In contrast to English 

speakers, patients who reported Russian, Indonesian, Cantonese or other languages had increased likelihood of 

inpatient death by factors of 1.348, 1.859, 1.691 and 2.026 respectively. 

Conclusion  

Demographic disparities are seen to independently correlate with mortality outcomes. The need for addressing 

disparities associated with in-hospital deaths warrants further investigation, and comparative informatics studies may 

help to minimize or eliminate disparities. 
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Introduction 

A recurring issue with clinical health informatics is the need to present a large volume of information without 

overwhelming the user.  The EHR is a rich source of information relevant to clinicians for patient care, but this 

richness can obscure relevant information within a mass of redundant or irrelevant data.  This is especially true for 

Natural Language information, which is rich, varied, but often semantically redundant. 

Nested Visualization 

We have developed a straightforward visualization allowing for presentation of summarized natural language data 

from the EHR.  The specific use case is presentation of evidence for assignment of an ASA score
1
, which is 

dependent upon the presence of a variety of medical conditions.  The approach is modularized for easy reuse in 

other applications.  Mayo’s MedTagger pipeline
2
 is used to identify and extract sentences mentioning the presence 

of a number (~20) of medical conditions such as Congestive Heart Failure, Diabetes, or Metastatic Cancer.  

Evidence sentences are filtered out on the basis of negation (“no history of…”), family history (“father had severe 

sleep apnea”), and hypotheticals (“people who take this medication may experience side effects such as…”).  The 

extracted conditions and all associated evidence sentences are stored in a database table. 

The visualization (Figure 1) groups all evidence for all conditions.  The ASA use case connects specific conditions 

with specific ASA scores but this is handled via a separate logic module.  The visualization presents the most recent 

evidence for each condition (from both structured and unstructured data) along with a numerical indicator of how 

many evidence sentences overall were identified for the condition in question.  The presented evidence can be 

expanded to show the full set of evidence for any given condition, or the group collapsed to leave only the list of 

conditions.  Future development will link the extracted evidence back to the full clinical note for additional context 

if desired.  Additional conditions can easily be added, and the extracted evidence reused in additional applications. 

 

Figure 1: Example of Nested Visualization (simulated patient) 
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Introduction 
A phenotype risk score (PheRS) uses the component phenotypes of a syndrome to create a 
score representing the degree to which a patient matches a given disease, analogous to how a 
genetic risk score combines multiple genetic variants in one score[1]. PheRS can find cases and 
controls for diseases without using the phenotype label - for example, the approach identifies 
cases of cystic fibrosis (CF) without requiring the diagnosis code for CF. The initial work on 
PheRS developed PheRS for 1204 Mendelian diseases by matching EHR phenotypes (in the 
form of phenome-wide association study codes, or phecodes, that are custom aggregations of 
billing codes). In addition, patients with a high PheRS for a disease may carry Mendelian 
disease variants that could be contributing to their conditions.  By measuring the phenotypic 
impact of rare variants, PheRS can also help identify the pathogenicity of variants. It may also 
aid in identifying individuals who are in need of genetic testing. With this in mind, we 
implemented a web application to calculate the PheRSs of a patient from their EHR data. 
  
Method 
EHR phenotypes were made from the clinical features of 1204 Mendelian diseases. A PheRS 
for a given disease is a weighted sum of the patient’s phenotypes which are represented as 
phecodes. The web application calculates a patient’s PheRSs for monogenic diseases from 
inputted EHR data. A user can type in ICD codes, select from phecodes that are part of a 
PheRS, or upload a CSV file of ICD codes for a patient. ICD codes are converted to phecodes 
and then a PheRS for a particular disease is calculated based on the weighting derived from the 
Vanderbilt Synthetic Derivative, a de-identified resource of nearly 3 million patients. The UI also 
displays useful information about the diseases and genes with links to more information. A 
RESTful API is available for other applications to retrieve PheRSs for their patients.  
 
Conclusion 
PheRSs may aid in diagnosing individuals with genetic diseases. Our hope is the web tool will 
aid others in exploring and using PheRSs. 
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Abstract 
 
A major hurdle for the development of novel immune-based therapies for pediatric cancers is the 
identification of tumor-associated antigens with minimal normal tissue expression. In response, we 
developed a data analytics and harmonized sequencing platform (DiseaseXpress) that can aid in selection 
of antigens for CAR-T and other immune-based therapies. This resource is powered by data derived from 
the Children’s Brain Tumor Tissue Consortium, the pacific pediatric neuro-oncology consortium and 
the Kids First Data Resource Center.  
 
Introduction 
 
Developing novel, precision immunotherapeutic approaches for pediatric tumors that can be translated to 
safe and efficacious clinical care faces a number of key challenges. One of the most important issues is the 
identification of specific tumor associated antigens that have minimal to no normal tissue expression. 
Targets such as Glypican 2, which is overexpressed in high-risk Neuroblastomas in response to MYCN 
amplification, are ideal as they are not only preferentially expressed in tumors but also driven by known 
oncogenes1. Antigens required for tumor survival are equally attractive as they ensure long-lasting tumor 
cytotoxic effect in the absence of immune escape. Growing publicly available datasets such as TCGA, 
TARGET, and GTEx complemented by large-scale cohorts of RNA sequencing data derived from cross-
disease cohorts in the Children’s Brain Tumor Tissue Consortium (CBTTC), the Pacific Pediatric Neuro-
Oncology Consortium (PNOC), and other Kids First Data Resource Center datasets are essential for this 
workflow. Expression-based pipelines use these datasets to find antigens that are statistically enriched in 
tumor population and then employ a number of other metrics to prioritize these tumor associated antigens 
for CAR-T, ADC, and mAB based therapeutic strategies for pediatric brain tumors and other cancers. To 
streamline and expedite this process we have developed a scalable data analytics and harmonized 
sequencing platform (DiseaseXpress) that overcomes a number of challenges. First, we compare our large-
scale RNA sequencing based mRNA expression measures between tumors and a compendium harmonized 
normal mRNA (GTEx) to determine genes which are significantly differentially expressed overall or in a 
meaningful molecular subtype. We then couple this unbiased RNA sequencing-based discovery platform 
with a robust triaging step that includes the comprehensive validation of differential protein expression and 
tumor cell functional dependency. Together, implementing these workflows in DiseaseXpress provides for 
novel avenues for CAR-T target development and translation to a potently efficacious immunotherapeutic.  
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Introduction 

Electronic health records can share health information electronically among all members of the health care team. 
However, the use of different terminologies by different professions can lead to confusion among clinicians as well 
as patients.1 SNOMED-CT is a valid interoperable interdisciplinary health terminology that has potential to increase 
shared use of terms between disciplines. The purpose of this study was to identify the use of nurse terminologies 
within SNOMED-CT by physicians over time. 

Methods 

We conducted a secondary data analysis using a previously published physician discharge summary term list from 
2006 to 20122 and compared the last 4 versions of NLM Nursing Problem List Subset of SNOMED CT3. To 
examine the baseline physician usage of nursing concepts, physician terms from years before nursing problem list 
publication were included. Each term in both data sets was identified by a Concept Unique Identifier (CUI) from the 
Unified Medical Language System (UMLS). For each of the physician years and each nurse list, we examined the 
terms by string matching the CUIs from both lists. The number of matching terms were divided by the total term 
number from the NLM list.  

Results 

12,698 physician CUI concepts were used at least 15 times a year.  368, 417, 506, and 673 nurse CUI concepts were 
published in respective lists. We found that physicians used a small percentage of nursing terms. The percentage of 
the nursing terms doctors used ranges from 16.3% to 29.5%. The average was 24.6% (±3.5%). 

Table 1. Percentage of NLM Nursing SNOMED-CT list used by physicians in discharge summaries 

 Physician List of Concepts Year 
2006 2007 2008 2009 2010 2011 2012 

 

Nursing 
List Pub 

Year 

2011 21.7% 20.7% 23.1% 22.8% 21.2% 22.6% 16.3% 
2012 28.1% 27.1% 29.5% 29.0% 27.6% 28.5% 21.8% 
2014 27.1% 27.0% 29.4% 28.7% 27.5% 28.4% 22.2% 
2017 22.6% 22.4% 24.4% 23.9% 22.9% 23.6% 18.4% 

Discussion and Conclusion 

Physicians on average use 24.6% of nursing concepts regardless of size. Our earlier analysis that focused 
specifically on NANDA-I, NIC, and NOC nursing terminologies found only 21% of overlap and physician terms.2 

SNOMED-CT was originally developed by physicians and later included other professional terminologies. Even 
with a 70% increase in nursing SNOMED-CT concepts, the physician utilization is similar. While SNOMED-CT is 
marketed as a universal health language, the low percentages reaffirm that physicians and nurses have different 
scopes of care.1 In addition, SNOMED-CT may not ensure collaboration or shared understanding of the patients and 
their needs. The results also raise doubts about physicians’ awareness of nursing scope of practice and potential gaps 
in care. Documentation analysis continues to be a fruitful way to shed light on interprofessional collaboration. 
Additional research is needed to understand what types of nursing terms are not present in physician documentation. 
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Introduction 
Among numerous clinical notes collected in a large health system are data relevant to goals of care (GoC) discussions. 
Since no gold standard exists to define a GoC relevant note, it is necessary to perform expert review to label notes. A 
simple random sample of notes from the entire medical record would likely not find a sufficient number of “relevant” 
notes consistently. Therefore, we developed an interactive visualization tool that combines machine learning and web 
development to allow clinical experts to label notes and implement feedback into a deep learning model. 

Methods 
From 5.3 million notes in 97,402 patients within Duke EHR system, 51 clinician provided phrases best distinguishing 
GoC notes were coded into regular expressions (RegEx) in order to label notes. We discovered over 2.1 million unique 
notes containing at least one of these 51 phrases. On notes containing at least one of the top 11 most popular RegEx 
phrases, we employed a deep learning method, Label-Embedding Attentive Model (LEAM)1, which utilizes the RegEx 
outcomes as labels to identify notes for clinical review. 

LEAM is a Convolutional Neural Network (CNN) framework to carry out text classification using compatibility 
between notes and labels to assign attention scores and obtain weighted embedding vectors for each note.  Then we 
assigned probabilities to each note in relationship to each of the labels and calculated AUC for each label achieving 
an average AUC of 0.961 across the 11 labels. With confirmation of adequate performance of LEAM model we 
applied note-embedding vectors and attention scores into the data visualization phase.  

Data visualization via a cluster plot was carried out using t-Distributed Stochastic Neighbor Embedding (t-SNE)2 for 
dimensionality reduction on note-embedding vectors. HTML code was developed for the plot to combine with a web 
application to allow note adjudication, thus reviewers can interact with the plot and send their live feedback to the 
machine learning model for training. 

Results 
Shown in Figure 1 is the advance interactive data visualization tool embedded with the t-SNE cluster plot. 

 
Figure 1. Interactive Visualization Tool. The left panel shows the cluster plot obtained from t-SNE, where each point represents a note and different 
colors represent different RegEx phrases. The middle panel shows the note text, highlighted according to attention scores. The darker the 
highlighting color, the more important the word. The right panel is an adjudication application, where clinicians can label the note. 

Along with training and guidelines provided to reviewers, this interactive tool allows clinicians to more easily identify 
possible ‘GoC’ notes and provide instant adjudication. This feedback will be instantly stored and given to the model.  

Discussion 
In the future, we will continue performing the iterative process to gain feedback from the clinical team to refine the 
model and categorizations. We believe that the methods and tools developed/employed in this research, i.e., the 
iterative model enhancement process, the label-attentive classifier, the interactive visualization tool with live feedback, 
can also be applied to other fields where similar unstructured texts are involved and no clear endpoint is defined.  
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Introduction 

Renal cell carcinoma carries a colossal disease burden; annually, there are more than 65,000 newly-diagnosed patients and 15,000 
fatalities in the U.S1. The three most common histological types of renal cell carcinoma – clear cell carcinoma (KIRC), papillary 
cell carcinoma (KIRP), and chromophobe (KICH) – along with tumor differentiation levels (histological grade) are related to 
prognosis. However, inter-rater disagreement (κ = 0.55) in manual histopathology classification is reported 2. Thus, we aimed to 
develop automated informatics pipelines to identify the quantitative histopathology image patterns and gene expression profiles 
associated with tumor types, differentiation levels, and patients’ survival outcomes. 

Methods 

The clinical, histopathology, and RNA-sequencing data of 537 KIRC, 269 KIRP, and 139 KICH patients were obtained from the 
TCGA data portal. Transfer learning with a convolutional neural network (CNN), VGG163, was applied to the dense tiles4 of 
whole-slide histopathology images using the Keras API. Held-out cross-validation was used to evaluate the performance of the 
benign versus malignant, tumor type, and grade (grades 1-2 versus grades 3-4) classifiers. The grad-CAM5 method was employed 
to visualize the image regions important for classification. To identify the gene expression patterns associated with the diagnostic 
categories, genes with fold changes > 2 and Bonferroni-corrected Wilcoxson rank sum test P-values < 0.05 were identified for 
each binary category. Bonferroni-corrected Kruskal-Wallis test was employed for multi-class classification tasks. Enrichment 
analysis on these genes was performed using the STRING tool6. For survival prediction, the Kaplan-Meier estimators were used 
as the prediction target. Due to the limited number of stage I samples with available survival outcomes (n=269), 5-fold cross-
validation was conducted in survival analysis.  
Results 

VGG16 successfully identified histopathology slides with malignant cells, 
achieving AUCs of ≥0.92 for KIRC, KIRP, and KICH. Our model distinguished 
among KIRC, KIRP, and KICH with accuracy 0.952 and attained AUCs of 0.94, 
0.995, and 0.96, respectively in the one-vs.-rest analyses. We further 
demonstrated that the overall transcriptomics profiles of the tumor tissue were 
indicative of the histological types (Kruskal-Wallis test P < 0.00001 in principal 
components 1 and 2). Enrichment analyses revealed that the differentially 
expressed genes across the histological types were associated with the Ras 
signaling pathway and the citrate cycle. CNN-based image evaluation was also 
able to classify the tumor grades in KIRC patients, achieving an AUC of 0.92. 
Transcriptomic analysis revealed that genes associated with histological grades 
were related to extracellular space and condensed nuclear chromosomes. The 
image-based prognostic prediction model was capable of identifying the survival outcomes of Stage I KIRC patients (Figure 1; 
log-rank test P = 0.00727), as were the transcriptomics-based model (log-rank test P = 0.02). In particular, the expression levels 
of DNAI1, FRMD5, and LCTL were indicative of patients’ survival outcomes, suggesting the role of cell migration regulation 
in patient prognosis.  

Discussion 

Our study illustrates the power of CNNs in quantitative histopathology analyses, and our transcriptomic analyses elucidated the 
molecular pathways associated with histopathology patterns as well as patients’ phenotypes. This integrative approach empowers 
us to consistently and efficiently diagnose patients, anticipate prognoses, and understand the molecular pathways underpinning 
patients’ phenotypes. In addition, the performance of our diagnostic classification models is comparable to that of human 
pathologists2. Our approaches have been successfully employed to study other types of cancer4, which demonstrated the 
generalizability of our algorithms. 
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Introduction 

HIV infection remains a significant public health problem especially among young men who have sex with men 
(YMSM) ages 13-18.1 At the same time, there is a dearth of evidence-based HIV prevention interventions for YMSM 
at high risk for HIV. We adapted the MyPEEPS intervention – an evidence-based, group-level intervention for YMSM 
– to individual-level delivery via mobile application (app), for greater reach to the target population. The purpose of 
this study is to describe the adaptation of the group-based intervention curriculum to a mobile app.  

Methods 

We used an expert panel (n=8) review, in-depth interviews 
with targeted end-users (n=40), and weekly meetings with 
the investigative team and the software development 
company to translate the group-based intervention into a 
mobile app.  

Results 

The expert panel recommended changes to the MyPEEPS 
intervention in the following key areas: 1) biomedical 
interventions, 2) salience of intervention content, 3) age 
group relevance, 4) technical components, and 5) stigma. 

content. Basic sexual health information (including 
HIV/STI transmission risk) was included in the original 
MyPEEPS intervention and translated to the app. 
Additional information regarding Pre Exposure 
Prophylaxis (PrEP) was added in the “HIV True/False” 
activity, including information on adolescent rights to 
confidential sexual health services (see example, Figure 1). Interview findings from YMSM largely reflected current 
areas of focus for the intervention and recommendations of the expert panel for new content. In regular meetings 
between with the software development firm, guiding principles included development of dynamic content, while 
maintaining fidelity of the original curriculum and shortening intervention content overall for mobile delivery.  
Conclusion 

Given the strength of the original evidence-based MyPEEPS curriculum and our rigorous mobile adaption process, 
we anticipate that MyPEEPS Mobile will be novel, innovative, and scalable resulting in a strong public health impact. 
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Figure 1. True/ False Activity related to PrEP 

1052



Biosurveillance of virulence genes within human microbiome using public 
metagenomic repositories 

Richard M. Jin1, Sapan Mandloi1, PhD, John C. Hu2, MD, PhD, Thomas A. Russo2, MD, 
and Peter L. Elkin1,2, MD 

1Department of Biomedical Informatics, 2Department of Medicine, The Jacobs School of 
Medicine and Biomedical Sciences, University at Buffalo, Buffalo, NY 

Background 
The acquisition of virulence factors enables pathogens to gain adaptive advantages in response to host and 
environmental stressors. However, the ability to monitor the spread of virulence genes within microbial communities 
across the globe has largely been limited. Understanding the interplay between the regional microbiome and the 
development of virulence is critical for design of effective public health interventions both locally and abroad. 
Methods 
To address this growing need, we propose a bioinformatic pipeline for deep analysis of the vast, readily accessible 
microbiome metagenomic data available in the public domain (Figure 1). Briefly, raw human metagenomic whole 
genome sequencing (WGS) datasets will be acquired from public repositories and pre-processed1-3. Metagenomic 
datasets will be filtered by user-defined sample material (e.g. feces, sputum) and organism (16s). This filtered database 
will be queried using hmmer based on a user-defined sequence/gene to parse datasets that either contain or do not 
contain the gene of interest. A three-pronged approach will be applied for downstream analysis of the parsed datasets: 
(1) gene abundance will be calculated to determine the prevalence of the gene of interest (2) differential gene analysis 
will be performed to identify novel candidate virulence associated genes and (3) taxonomic analysis will be completed 
to compare the microbiome composition. These analyses will be further broken down by geographic location provided 
within the metadata to understand region-specific differences. This strategy will be tested for biosurveillance of 
hypervirulent-associated virulence genes of Klebsiella pneumoniae4. 

Figure 1. Strategies to leverage metagenomic repositories to study the acquisition of virulence genes across the world.  
Conclusions 
Using this bioinformatic strategy, we can gain insight into and monitor global distribution of a virulence gene in a 
pathogen, its association with the local microbiome, as well as identify additional candidate virulence factors. 
Biosurveillance afforded by this platform, will bolster public health preparedness and enable the development of new 
public health initiatives to limit or prevent disease threats. 
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Introduction 

i2b2 (Informatics for Integrating Biology and the Bedside)1 employs an excellent security model that segregates 

ontologies, concepts, and patient data into projects.  The i2b2 security model can become difficult to manage when a 

variety of user roles require access to varying sets of protected patient cohorts.  We have designed and implemented 

a security model for a typical i2b2 project that contains EHR data available to all users but which also contains one 

or more protected patient cohorts/data sets.  Access to each of these protected data sets is restricted to a specific set 

of authorized i2b2 users.  Researchers working in multiple protocols can, if IRB-approved, create queries that cross 

all of their protocols.  Figure 1 shows a single 

i2b2 project that supports users with three 

different data perspectives.  All users have access 

to the general EHR data but some have access to 

additional protected study-specific data sets.  This 

is achieved without having to duplicate general 

EHR data across multiple projects.   

Methods and Results 

The security model requirements: 

 Only users with access to a protected patient 

group/protocol can create queries using 

protected concepts associated with that protocol.   

 Users’ access to a patient group/protocol is 

terminated automatically at the protocol 

expiration date, when users change jobs, or at 

the request of the PI. 

 Users with access to a patient group/protocol 

may create and execute queries but will not 

automatically have rights to download PHI data (via a custom data-

download plug-in) for the patients selected by the query. 

 When users’ access to a patient group/protocol is terminated, they will not lose prior queries but the queries cannot 

be re-executed until access is fully restored. 

 It is possible to drag a previous query into another query (perhaps with multiple levels of nesting) to build more 

complex queries.  The security process will need to search through all embedded queries for any protected 

protocol concepts hidden inside nested queries. 

 A custom plug-in, which allows for the download of PHI associated with a user’s protocols, refuses to start a 

download if the user has lost access to a protocol, even if the query used to start this process was executed when 

the user did have access to that protocol.   

 Log all queries executed against all protected data. 

 

Conclusion 

It is possible to have a single i2b2 project containing different protected data sets.  This can be achieved with new 

database objects (new security tables, triggers, stored procedures) without altering i2b2 software.  This security 

model has been used to protect specific patient and concept data, limiting queries on that data to a small set of users.   
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Figure 1 - Three users, three data slices 
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Introduction  

High-quality phenotyping with validation is an important prerequisite for generating reliable real world evidence 
from observational data, which is increasingly being used for oncologic research. The Observational Health Data 
Sciences and Informatics (OHDSI) and OMOP common data model (CDM) present an opportunity to perform large-
scale network studies on cancer using standardized data. However, there is limited and conflicting evidence 
regarding the validity of diagnosis and treatment codes for cancer in electronic health record (EHR) and claims 
data,1–3 and no prior studies following implementation of a CDM. We sought to develop and determine the validity 
of phenotypes across a variety of cancer diagnoses and treatments using standardized vocabularies in the OMOP 
CDM. 

Methods 

We used the Columbia University Medical Center OMOP database, based on EHR data. We constructed phenotypes 
using SNOMED codes, the OMOP standard vocabulary for clinical conditions, across a variety of cancer diagnoses 
representing a spectrum of different levels of acuity, prognoses, and cancer types—acute myeloid leukemia (AML), 
chronic lymphocytic leukemia (CLL), pancreatic cancer, prostate cancer, and any cancer. We also constructed 
phenotypes for treatments using the standard vocabularies for treatments including medications using RxNorm 
codes, as well as procedures and therapies using ICD9Proc, SNOMED, HCPCS, and CPT4 codes. We validated 
these phenotypes using manual chart review and matching with the local North American Association of Central 
Cancer Registries (NACCR) tumor registry to determine PPV and sensitivity, from which we then calculated 
specificity using prevalence.  

Results 

We identified 207,719 unique patients with cancer among 6.3 million patient records. For diagnosis of any cancer, 
validation demonstrated a PPV of 95.9%, sensitivity 98.9%, and specificity 99.87%. For the 4 specific cancer 
diagnoses, PPV ranged from 70.6% (AML) to 94% (prostate), sensitivity 95.7% (CLL) to 99% (prostate), and 
specificity was 99.9% for all due to the low prevalence of these conditions. For treatment categories of 
chemotherapy, hormone therapy, immunotherapy, and radiation therapy, we successfully verified receipt of 
treatment with a PPV of 86% (radiation therapy) to 100% (chemotherapy, immunotherapy) of patients.  

Conclusion  

Phenotyping of cancer diagnoses and treatments based on the standardized vocabulary and concepts in the OMOP 
CDM is feasible with high accuracy. Validation of such phenotypes prior to implementation in observational clinical 
research is important to identify limitations and ensure the production of reliable and reproducible real-world 
evidence. 
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Background  

The exponential growth in the technologies and informatics tools for generating and managing large biological data 
sets (omics data) has led to the potential for advancing patient care and clinical research1. Incorporating large amounts 
of data is the basis of network analysis. Predicting hidden connections/links in a network can be understood by 
simplifying complex biological systems, where, entities are represented as nodes while relationships between nodes 
are depicted as edges. Here we have used the method based on a network description and analysis to provide an 
interesting approach for predicting hidden association, drug design, and repurposing2-4.  

Methods  

The implementation of the proposed approach (Figure 1) can be divided into 3 major steps: 
1) Network design: A heterogeneous network (different types of node elements) is constructed using experimental 
data (e.g. Protein-Protein interaction data from STRING database) and/or predicted/theoretical data (e.g. an 
association between two drugs/diseases from CTD/DrugBank database). 2) Integrating Biological data: Edges are 
weighted to reflect different strengths or reliability of associations. We used different biological data repositories like 
GEO and The Human Protein Atlas (for omics data), KEGG (for pathways), FDA (for side effects) etc. as edge 
weights. Nodes are weighted based on biological features (biological processes, pathways, and phenotype).   3) 
Predicting and validation of hidden links/associations: Heterogeneous network analysis (using random walk with 
restart algorithm and Hidden Markov Model) and shortest path information flow analysis using node/edge weights.  
 

 
Figure 1. Overview of the proposed approach. 

Conclusions 

Previous computational approaches for hidden association extraction focused either on gene-drug, drug-disease and 
gene-disease similarity approaches whereas we have taken a more holistic approach by considering gene-drug-disease 
relationships and multi-omics data also. There is enormous potential in the integration and use of multi-omics data 
and other biological features onto the network for a better understanding of molecular mechanisms and disease 
processes. We will analyze weighted heterogeneous network modules to predict putative associations and validate our 
predictions based on reported data (not included in starting network) from past literature or clinical trials reports.  
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Introduction 

Sentiment analysis, also known as opinion mining, is a natural language processing (NLP) approach for evaluating 
the subjectivity of text and identifying author feelings (or sentiment). This methodology has been used to examine 
clinician attitudes and implicit biases towards patients, with implications for quality of patient care and outcomes.1  

Methods 

Patients 18 years or older with record of an ICD10 code for opioid use disorder between 1/1/2016 and 12/31/2017 
were identified within a large health information exchange (HIE). The cohort of 11,663 patients was divided into four 
demographic groups based on gender and white/non-white. There were 311,742 clinical notes within a year of the 
ICD10 identification date that were utilized within nDepth, Regenstrief’s text mining platform. nDepth’s state machine 
tool was used to identify co-occurring opioid and problem terms (indicative of an encounter for opioid misuse) and 
extract the relevant section of the note2. The text was pre-processed to remove metadata, symbols, and duplicates. The 
sentiment of the extracted text was calculated with the “SentimentAnalysis” R package, which implements a 
dictionary-based approach, by which the number of occurrences of pre-determined positive, neutral, or negative words 
is used to assign a sentiment score to each piece of extracted text3. Descriptive statistics were calculated for the 
sentiment scores, as well as the percent of positive, neutral, and negative results. Welch’s t-test was used to assess the 
difference in provider sentiment in the clinical notes of the demographic groups.  

Results 

The majority of the extracted text was classified as negative and the mean sentiment score for all the demographic 
groups was negative (Table 1). This suggests primarily negative provider affect in opioid misuse encounters, as 
expressed in clinical notes. There was not a statistically significant difference in sentiment scores from extracted text 
between the white and non-white results (p=0.394, α=0.05). However, with p=0.005, providers displayed more 
negative sentiment when writing about female patients in opioid misuse encounters than male patients (Figure 1).  

Table 1. Summary of sentiment analysis results, where n is the count of patients per demographic group.  
Demographic Group White (n=9,454) Non-White (n=1,405) Male (n=5,669) Female (n=5,994) 
Extracted Text Sections 12,518 254 6,030 8,436 
Percent Negative 62.20 55.91 60.95 62.83 
M/SD 𝒙𝒙�= -0.094, s=0.166 𝒙𝒙�= -0.084, s=0.172 𝒙𝒙�= -0.090, s=0.169 𝒙𝒙�= -0.098, s=0.167 

Figure 1. Boxplot comparing distribution 
of sentiment scores from clinical notes 
written about female vs. male patients. 

Conclusion 

Linked structured and unstructured data can be used to derive clinically significant insight with sentiment analysis and 
NLP. This methodology can be utilized across different disease phenotypes for gaining insight into implicit bias that 
may be present within clinician encounters, particularly with opioid patients. 
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Introduction 

Sepsis is the dysregulated response to infection resulting in life-threatening organ dysfunction1. For patients who 

develop sepsis, timeliness of diagnosis and treatment is critical; each hour of delay in treatment was found to be 

associated with an increase in mortality of around 8%2. As a result, Surviving Sepsis Guideline recommends initiation 

of treatment within 1 hour of time of presentation. Early prediction and detection of sepsis would aid in providing 

timely intervention. While there has been a substantial body of work on early detection of sepsis in the ICU setting, 

far fewer have been focused on prediction in the general ward setting. In this research, we present supervised machine 

learning models for predicting sepsis 6 hours prior to diagnosis. 

Methods 

Clinical data was extracted from Electronic Health Records at Barnes-Jewish Hospital, a large academic medical 

center in St. Louis, MO. All inpatients admitted to general ward between 2012 and 2017 were included in the study. 

Patients with length of stay less than 1 day, missing or insufficient vitals documentation, present-on-admission sepsis, 

or admitted through Psychiatry or OB-Gyn services were excluded from the study. Also, only the first encounters per 

patient were included in the study. Positive/sepsis cases were found using the common interpretation of Sepsis-2 

criteria which is comprised of the Systemic Inflammatory Response Syndrome (SIRS) criteria and the Suspicion of 

Infection criteria. Time of sepsis was defined as the first time when both criteria are met within a 6 hour window. Only 

patients who develop sepsis after 24 hours of admission were taken as the positive cohort. For every Sepsis case, we 

randomly sampled 2 non-sepsis cases in our analysis. The index event time for negative cohort was defined as midpoint 

between admission and discharge if length of stay greater than 2 days, if not, 24 hours into admission. Features for 

prediction were taken from 24 hours prior to index event to 6 hours prior to index event. 56 total features were used 

and include demographics (e.g. age), vitals (e.g. mean heart rate), lab results (e.g. abnormal creatinine), comorbidities 

(e.g. hypertension), and additional patient characteristics (e.g. admitted through ER). Binary classification models 

including SVM, Logistic Regression, and kNN were trained and tested (20% test spilt as well as 10-fold CV). All 

analysis was performed using python and python libraries including pandas, numpy, scipy, and scikit-learn. 

Results 

In the 6 year inpatient dataset, out of 61364 total encounters (49493 unique patients), 377 met all criteria for positive 

cohort (age = 57.5±16.1, length of stay = 21.1±19.9). Logistic regression with L2-regularization (c=1.0) yielded a 

training accuracy of 85.5%, mean 10-fold CV accuracy of 82.7%, testing accuracy of 83.3%, and an AUROC (area 

under receiver operator characteristic curve) of 89.6%. Linear soft-margin SVM (c=1.0) yielded a training accuracy 

of 85.7%, mean 10-fold CV accuracy of 82.3%, testing accuracy of 85.0%, and an AUROC of 89.4%. Radial Basis 

Function (RBF) kernel soft-margin SVM (c=1.0) yielded a training accuracy of 91.8%, mean 10-fold CV accuracy of 

83.5%, testing accuracy of 84.6%, and an AUROC of 89.1%. kNN (k=10) yielded a training accuracy of 80.4%, mean 

10-fold CV accuracy of 77.2%, testing accuracy of 78.4%, and an AUROC of 85.5%. 

Conclusion 

Logistic regression, linear-kernel SVM, and RBF-kernel SVM yielded testing AUROC >89% for sepsis prediction 

among non-ICU inpatient population 6 hours prior to sepsis event. Additional feature creation, engineering, and 

selection work will be done to improve the performance and interpretability of the models. Further work is necessary 

to incorporate sepsis prediction algorithms into practice as a real-time, decision support tool. Authors believe that once 

implemented, sepsis early waning tool will aid in patient stratification, initiation of closer monitoring, timely 

administration of treatments, and ultimately, improved patient outcomes. 
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Introduction 

Electronic health records (EHRs) data have potential for novel discovery and can be used to provide personalize health 

care. However, a significant amount of information in EHRs is documented in clinical narratives as unstructured text. 

For instance, core elements necessary for clinical diagnoses, such as digital rectal examinations (DRE) necessary for 

prostate cancer staging but they are not consistently captured in the EHR and thus cannot be reliably extracted for 

clinical and research purposes. To identify and extract related information from clinical narratives using natural 

language processing (NLP) methods there is need for terminologies, lexicons or preferably ontologies. On the other 

hand, to our knowledge there is no comprehensive dictionary related many important clinical concepts, including DRE 

findings. Therefore, in this preliminary study we propose an automated unsupervised algorithm to create a semantic 

dictionary to serve as a knowledge base for future information extraction task related to DRE findings.  

Method 

We developed an automated unsupervised NLP methodology to capture the synonyms of terms referring to digital 

rectal examination findings and clustered them based on their context similarity using EHRs from an academic medical 

center. In order to incorporate linguistic variation during learning, we trained our NLP pipeline using 615,131 

heterogeneous types of clinical notes documented by clinicians with varying expertise from 2005 to 2018, including 

operative, procedure, progress, physical and consultation notes. We applied standard text preprocessing, i.e extract 

and parse the text for sentence and word segmentation, removing punctuations etc. To learn position of individual 

terms within the word-vector space, we used distributional semantics approach with the popular word2vec package. 

The skip-gram model with vector length 300 and a context window width of 5 was used to analyze word-context of 

unstructured clinical notes. As the final step, in order to identify informative taxonomical structures in a given set of 

concepts, we apply k-means+ technique to automatically cluster similar terms where similarity is defined by cosine 

distance in the learnt word-vector space. We collected an initial term list (20 terms) referring to DRE findings from 

two field experts to feed as seeds into the clustering method to formulate the comprehensive dictionary.  

Results 

The algorithm identified 20 clusters as one cluster for each seed term. Based on similarity scores, each cluster was 

included maximum 25 terms with represent synonyms of a given seed term. As a quantitative evaluation, similarities 

between clusters were also calculated based on the centroid of each cluster and we observed that individual clusters 

are very well divided into three main semantic categories related to DRE locations, findings and deferred/refused. As 

the qualitative evaluation, the final candidate terms in different clusters were evaluated by experts and it appeared that 

most of the clusters contain semantically similar words. Experts manually checked and an initial semantic dictionary 

for DRE finding was proposed.  

Conclusion 

In this preliminary study, we have shown it is possible to create a semantic dictionary using NLP and unsupervised 

clustering; here we use DRE as a clinical use case. However, at this stage, the methodology is not fully automatic as 

it required domain experts’ input for seed terms and final assessment for creating a semantic dictionary. This work 

provides a fundamental basis of EHR information extraction through the creation of knowledge bases which are an 

essential part of the automated structured information extraction from clinical narratives. In future, we are planning to 

extend our methodology for fully automated dictionary creation by analyzing domain-specific narratives. 
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Introduction
Autism spectrum disorders (ASD) are complex neurodevelopmental disorders that are characterized by a variety of challenges
in communication and social development. Current estimates of the prevalence of autism are 1 in 59 children overall, and
26.6 in 1000 for males and 6.6 in 1000 for females.1 Because of the heterogeneity of symptoms and severity within autistic
children, the potential for identifying ASD in data derived from electronic health records (EHR) without extensive chart
review is unclear. We aim to address this problem by refining and validating a rule-based discrete data phenotype initially
implemented in PEDSnet.2

Methods
A panel of experts developed an initial algorithm to be implemented against the PEDSnet/OHDSI Common Data Model. 3

We refined the algorithm through iterative testing and interrogation of data from the CHOP health system to detect potential
anomalies and examine clinical characteristics of the identified cohort. We focused on distributions of demographics, age of
first diagnosis, pattern of follow up visits, behavioral specialist visits, and occupational and speech therapy visits to inform
the algorithm refinement.

Results
This analysis resulted in an ASD case definition of either two or more clinician assigned diagnoses of ASD, or only one
diagnosis but from a specialist in Neurology, Psychiatry, or Developmental-Behavioral Pediatrics, restricted to patients whose
age of first diagnosis was before 18 years. To analyze the performance of the algorithm, the characteristics and attributes of the
identified ASD cohort were verified and informed by face validity. As expected1, the ratio of males to females with ASD was
approximately 4 to 1. Looking at standard incidence ratios (SIR) allowed us to qualify ASD within the cohort. Tables 1 and 2
show the most common medications and co-occurring conditions associated with ASD that was extracted through the cohort.
The most overrepresented diagnoses are expected co-morbidities of ASD and the most frequent medications correspond to
medications commonly associated with treatment of ASD.

Medication SIR
Clonidine Oral Tablet 11.3
Dexmethylphenidate Extended Release Oral Capsule 7.9
Guanfacine Oral Tablet 15.6
Sertraline Oral Tablet 5.7
Risperidone Oral Tablet 17.5

Table 1: Medication Validation

Condition SIR
Developmental delay 11.4
Mixed receptive-expressive language disorder 16.9
Attention deficit hyperactivity disorder 6.0
Delayed milestone 12.6
Attention deficit hyperactivity disorder, combined type 9.8

Table 2: Co-morbidity Validation

Conclusions
We have successfully developed an algorithm with strong face validity for a condition that has been traditionally difficult to
define and characterize. Construct validation using logistic regression is currently underway, as is reproducibility testing in
data from other PEDSnet institutions. Chart reviews are also being conducted to determine precision and recall against a
comparator cohort. Reproducible cohort identification will allow children with ASD to be identified quickly and reliably for
both quality improvement and broader research applications.
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Introduction 

Axial spondyloarthritis (axSpA) is a chronic inflammatory arthritis that causes chronic pain, functional limitations, 

and deformities of the spine and other joints. There are tremendous opportunities to improve knowledge in the field 

of axSpA, since nearly one-half of the 3.6 million Americans with axSpA phenotypes were excluded from axSpA 

disease definitions prior to 2009.  Observational research in axSpA research has been severely limited by a lack of 

adequate methods for identifying axSpA patients, since there are no billing codes for most subtypes of axSpA. 

Developing methods to accurately identify axSpA will enable previously impractical observational research in axSpA, 

with outcomes such as mortality, comorbidities, and patterns of diagnosis and treatment. 

Methods 

The study population included 600 Veterans with risk factors for axSpA in the Veteran Health Administration between 

January 1, 2005 and June 30, 2015. Clinical experts reviewed medical records to determine axSpA status (yes/no). 

axSpA identification models were developed in a subset of 451 patients (training set) and tested in the remaining 149 

patients (testing set).   The models included 49 variables anticipated by clinical expert to be predictive of an axSpA 

diagnosis. The variables included demographics, billing codes, provider utilization patterns, medication dispensations, 

laboratory results, and affirmative language for key disease features (spond*, sacroiliitis, and HLA-B27 positivity) 

that was extracted from the free text of clinical notes with natural language processing (NLP).  Three models were 

developed: Full model (all coded and NLP variables), High Feasibility model (16 coded variables) based on Random 

Forest Algorithm and Spond* NLP model (Spond* NLP variable only). The variables for the High Feasibility model 

were selected according to the error rate with the sequential additions of each variable ranked by Gini Score. In the 

training dataset, 5-fold cross validation was used to find the best parameter “mtry” (number of variables randomly 

sampled as candidates at each split). 

Results 

In the testing set, the sensitivity of the Spond NLP model was 95.0% and the specificity was 78.0%.  For the High 

Feasibility model, the sensitivity was 85.0% and the specificity was 93.6%. For the Full model, the sensitivity was 

87.5%, and the specificity was 91.7% (Figure 1). The areas under the curve with the receiver operating characteristic 

analysis for the testing set were 0.86 for the Spond NLP model, 0.94 for the High Feasibility model, and 0.96 for the 

Full model. 

Conclusions 

Sensitive and specific models were developed for identifying axSpA patients for observational research. These models 

offer a range of performance and feasibility attributes that may be appropriate for a broad array of axSpA research 

requirements.  

Figure 1. Sensitivity, specificity, PPV, and NPV of axSpA identification algorithms in the testing subset (n=149) 
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Abstract 

Background: Cancer cell lines are frequently used to research as in-vitro tumor models. Genomic data and large scale 

drug screening has accelerated and facilitated drug repositioning for cancer research. However the issue of how to 

utilize these multi-omics data with drug response from cancer cells to predict drug reposition at the level of single 

patient has not been addressed. In this research, two important questions will be studied (1) How to identify optimum 

cancer cell lines as individual tumor model by multi-omics genomic comparison; (2) How to identify optimum 

therapeutic interventions for the single patient. 

 Methods: Genomic and genetic variation data is collected from Cancer Cell Line Encyclopedia (CCLE), which 

included 1097 gene expression profiles with 23,316 gene, 946 copy number profiles with 20,068 genes, and 1048 

cancer cell lines tested with 48,270 SNPs. The common 680 cancer cell lines distributed in 29 tissues are used for 

further data analysis. Cancer Therapeutics Response Portal (CTRP) provides 480 drug sensitivity responses across 

680 cancer cell lines. We developed a new computational method for drug repositioning in precision cancer oncology 

based on cancer cells screening and systematic analysis. K-means clustering with an updated t-Distributed Stochastic 

Neighbor Embedding (t-SNE) is developed to detect the similarity between cancer cells and a single tumor and the 

similarity in a low dimension visualization space is observed. By ranking the average of AUC (Area Under drug 

response Curve) values of each drug across similar cell lines, we prioritized these top efficacy drugs for the single 

patient.  

Results: A hundred patients with triple negative breast cancer are observed their associated cancer drugs by the 

calculation platform. The average 12, 14, 20 cancer cells are selected as the most similar cells with tumor in mRNA 

/Mutation/ copy number variation respectively by K-means with updated t-SNE method. The average eight optimum 

drugs out of 481 are recommended for the single patient by ranking system AUC. Comparing with the Cancer Genome 

Atlas (TCGA) and clinical trial records, 52% of results kept accordance with the current research and observation.  

Thirty five percent of 72 recommended drugs for TNBC are new therapies, including PARP related inhibitors, EGFR 

inhibitors, AKT/mTOR inhibitors and EZH2 inhibitors etc. These new results should be validated further in future 

researches. 

Conclusion: A new computational method is developed to predict the drug repositioning for precision cancer 

medicine. The unique algorithm is based on cancer cells screening and systematic analysis: K-means clustering with 

an update t-SNE to detect the similarity between cancer cells and a single tumor with a reduce dimension visualization 

space. A drug repurpose platform is conducted to deliver potential efficacy drugs for a single patient by ranked AUC. 

The research provides a novelty useful tool to detect efficacy drugs for the right patient by genomic omics data.   
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Introduction  

Hypertension is second only to tobacco use as a leading cause of preventable death1. With just over 
50% of Americans with hypertension at goal pressures, a 10% increase in management would save an 
estimated 14,000 lives per year2. The current clinical model, despite being informed by adequate 
knowledge of effective treatment, falls short of managing hypertension for several reasons3,4. First, in 
addition to possible misdiagnosis due to white coat hypertension, intermittent blood pressure (BP) 
monitoring in clinic can lead to a major risk of adverse events due to low BP outside of clinic. 
Second, the in-person practice to establish a diagnosis and achieve target pressures places an undue 
burden on both the patient and the health care system and significantly contributes to patients lost to 
follow-up and resultant missed opportunity to achieve target pressures. Home hypertension 
monitoring and management has proven an effective option to improve clinical outcomes and increase 

patient and provider experience5. However, challenges integrating patient-collected data into clinician workflow has limited 
widespread adoption even with national leaders such as Kaiser Permanente. This project aims to examine the clinical outcomes 
and usability a virtual management model using home BP cuffs that integrate with patients’ smart phone and electronic medical 
records. Integrating home data into clinicians’ usual workflow, via the electronic health record (EHR) may lead to increased 
patient engagement, provider efficiency, and lower resource utilization. 
Methods  

We are actively recruiting a total of 100 uncontrolled hypertensive patients from Stanford primary 
care clinics in Santa Clara and Palo Alto and have already recruited 59. Eligible patients are 
randomly assigned 1:1 to either usual care, consisting of pharmacist-led hypertension management, 
or usual care plus the ability to transmit home BP data, automatically, to our EHR. Both groups 
receive an identical BP cuff. When to take BP measurements will be instructed by the pharmacist 
as per usual care, and we will not be providing extra reminders outside of this. We will be able to 
see the time of the measurements in the EHR.  

The primary outcome is the change in BP of patients over a 6-month period in the control group vs 
the intervention group. Secondary outcomes include frequency of patient visits to clinic, patient remote interactions, number of 
medication changes, and time to reach BP control. We will also be examining patient and provider satisfaction with using a 
connected device and investigating barriers to use. Stanford University’s IRB determined this study to be quality improvement 
work. 
Expected Results and Future Directions  
We anticipate that using a connected BP cuff integrated with the patient’s electronic medical record will be acceptable and 
preferable to usual care to both patients and providers and potentially allow clinicians to titrate medications faster and with fewer 
clinic visits. This may lead to greater decreases in BP or faster times to controlled BP. Qualitative analysis of patient and provider 
satisfaction will likely provide information on barriers to use and how this technology can be better optimized to achieve higher 
usage rates and greater reductions in BPs.  

Possible avenues of future inquiry include algorithm-based titration and video conference appointments and targeting special 
populations for whom close BP monitoring is important, such as post-stroke, peripartum, and chronic kidney disease. This 
information may be valuable to vendors and health systems seeking to deploy EHR-connected devices in new clinical care 
delivery models. 
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Introduction 

The number of computed tomography exams per 1,000 inhabitants in Japan in 2017 was 230.8, the highest among 

the Organisation for Economic Co-operation and Development countries1. Although physicians who request 

examinations have to confirm radiology reports written by radiologists, omission of this confirmation sometimes 

occurs and this has become an important issue in Japan recently. Structured reports and direct contact by radiologists 

may be a more effective way of avoiding overlooked reports, but this would impose additional costs to modify the 

system as well as added costs for personnel. Therefore, we think an external automatic detection system could be 

successful in detecting overlooked radiology reports, and we are now developing such a system. 

Methods 

The system for detecting overlooked radiology reports works as follows. First, the system extracts the indicated 

diseases from the natural language radiology reports. Then, the system searches for terms related to the indicated 

diseases. Finally, if there are no or low numbers of the terms, the system encourages the physicians to confirm the 

radiology reports. Our hypothesis is that if physicians overlooked or misunderstood the messages from the radiologists, 

there are no or low numbers of the terms. To test this hypothesis, we researched the appearance of the term “infarction” 

in records of one patient with overlooked brain infarction and four patients with ordinary treatment for 2 weeks after 

the radiologists’ reports were completed. 

Results 

The term “infarction” appeared 0.07 times/day for the patient with overlooked infarction, and 3.93 times/day, 1.71 

times/day, 2.00 times/day, and 3.57 times/day for each of the treatment cases. Figure 1 shows the number of 

appearances of the term “infarction” over 2 weeks. 

 

 

Figure 1. The number of appearances of the term “infarction” over 2 weeks in four treatment cases and one case of 

overlooked infarction 

 

Discussion 

The results of basic validation supported our hypothesis. We will continue to develop and implement this system 

to prevent overlooked radiology reports. This system is one of the concepts of the Patient Safety Monitoring Center 

(provisional name) to centrally monitor all human errors, including errors and omissions in patient treatment. 
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Introduction 

Despite the importance, making use of the temporal information in the biomedical informatics is limited because of 

the indeterminacy of temporal expressions. Suppose a sentence such as “she suffered from a migraine a week ago”. 

Even though a migraine could have existed exactly seven days ago, it is likely that the patient had a migraine on six 

or eight days ago. In other words, temporal expressions rarely guarantee to correspond to the exact time points they 

refer to. This study aims to investigate how indeterminacy of temporal information varies depending on linguistic 

features – event class, part of speech of event expression, time granularity, and relation type between event and time. 

The indeterminacy of temporal information was measured in terms of interval, which is the range of dates when the 

event could have occurred, and fuzziness, which is possibility of the event at the endpoints of the ranges.  

Methods 

Using the MIMIC-III (v1.4)1, 42,329 sentences from clinical notes with temporal expressions (day, week, month) 

were extracted. With TARSQI Toolkit2, each sentence was annotated with linguistic features. 38 sentences in which 

only one time and event are marked were chosen, having conditions in each factor evenly distributed (Table 1). 

Provided with a graphic interface created with Java, three physicians adjusted interval slider and fuzziness slider for 

19 sentences. The interval ranged from 2 to 60 days and fuzziness ranged from 0 to 100 at an interval of 10. To see 

if the indeterminacy values differ among conditions of linguistics features, one-way ANOVAs were conducted.  

 

Sentence Event_Class POS Granularity Relation_Type 

Low lung volumes are stable since four days ago. STATE JJ (adjective) day BEGUN_BY 

Former tobacco use until 2 months ago. OCCURRENCE NN (noun) month ENDED_BY 

Table 1. Examples of stimuli and their annotated features. The event and time expressions are italicized. 

Results 

Time granularity had significant effects on interval (F(2, 54) = 30.48, p < 0.001) and fuzziness (F(2, 54) = 12.55, p < 

0.001). Relational type of event and time had significant effects on interval (F(2, 54) = 4.643, p < 0.05) and fuzziness 

(F(2, 54) = 3.537, p < 0.05). Event class and POS had no effects both on interval and fuzziness.  

Conclusions 

The result suggests that linguistic features such as time granularity and relation type of event and time can predict the 

degree of indeterminacy of temporal expression in clinical notes, facilitating use of temporal information in biomedical 

informatics. To obtain more generalizable results, further study with more participants and stimuli is needed. 
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Introduction 
eagle-i is an open source resource discovery platform developed in 2009 with the goal of helping biomedical 
researchers find the resources they need to conduct their research. eagle-i is a national, distributed network of over 40 
institutions with metadata for over 83,000 resources along with several international collaborations. The eagle-i 
platform is a complete software solution consisting of a data repository (structured as a resource description framework 
(RDF) triple store), data administration tools, and a resource discovery browser. By nature, biomedical research and 
the resources necessary to conduct the research are a constantly changing landscape. To address this, eagle-i was 
architected to be driven by an ontology, allowing the platform to evolve alongside developments in the biomedical 
research world by freely modifying the ontology and only minimal changes to the software code. Despite being 
ontology-driven, the platform is very nearly ontology, and thus domain, agnostic. In theory, it is possible to substitute 
any domain ontology for the standard eagle-i resource ontology (ERO) in the platform. We test the versatility and 
adaptability of the eagle-i platform with a new ontology created for educational resources. 
  
Methodology 
Educational resource domain experts and an ontology development group created an ontology to describe educational 
offerings available to biomedical researchers. This ontology was developed independently of the standard ERO. In 
parallel, a complementary eagle-i application layer ontology was developed that allows the software to consume the 
new educational resource ontology. To evaluate the versatility of the code, we branched the eagle-i source code to 
accommodate and isolate potential code changes that may be needed to complete the integration of the new educational 
resource ontology. Additionally, we compared two different methods for inputting data into the platform. The first 
method is to directly add resource description statements to the data repository via a set of application programming 
interfaces (APIs). The second method is to enter resource metadata via one of the data administration tools, specifically 
our Semantic Web Entry and Editing Tool (SWEET). 
  
Results 
With minimal code changes, we were able to accommodate a new domain ontology in the eagle-i platform, proving 
that the platform is domain-agnostic. We identified locations in the code where we made assumptions about the 
ontology to address certain design constraints that are not applicable to all domains, e.g. the notion of a Core 
Laboratory. The code changes were evaluated, and we determined that the code can be refactored with relatively 
minimal effort to incorporate these changes permanently. In other words, it is feasible to modify the distributed eagle-
i platform such that anyone can repeat this exercise with a domain ontology of their choosing without needing to 
branch the source code. 
Specifically, the required code changes occurred in our data repository and data administration tools. As a consumer 
of the APIs provided by the data repository and administration tools, our resource discovery application did not require 
any code changes. This highlights many possibilities for the re-use of the data that is maintained in the eagle-i platform: 
adopters can build their own tools which leverage our APIs to provide views of their data that is most appropriate for 
their community. 
The comparison of the different methods for inputting data has further highlighted our decision to add a layer of 
abstraction for end users to input data. A bare RDF data repository is able to store any data that are syntactically 
correct triples, regardless of ontology. When data were entered directly into the repository, there was nothing to 
enforce that the data adhered to an ontology and this resulted in malformed data that was not able to be properly linked 
and represented correctly in the resource discovery browser or accessible via our APIs. When data were entered using 
SWEET, users were provided with ontologically correct templates and constraints for the expected data, which 
enhances data validity.  
Finally, we identified three assumptions that new ontologies must respect to ensure compatibility with the eagle-i 
platform: all resources must have a name, a resource type, and linked to an organization record. With further 
development of the software, it may be possible to remove even these minimal constraints, further expanding the 
adaptability and versatility of the eagle-i resource discovery platform.  
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Introduction 

Health plants participating in the Healthcare Effectiveness Data and Information Set (HEDIS®) are allowed to map 
drug codes included in pharmacy measure specifications to other codes of equivalent ingredient, strength, route, and 
dose form1. In this work we describe our experience with mapping these codes, and consider the downstream impact 
on population health assessment and performance measurement. 

Methods 

We leverage the FDA’s National Drug Code Directory2 (Directory) to identify eleven-digit National Drug Codes 
(NDCs) semantically equivalent to those specified by NCQA for use in HEDIS pharmacy measures3. HEDIS-specified 
codes were located in the Directory’s “package” file and mapped to each corresponding entry in the “product” file. 
All other entries in the product file of identical substance, strength, route, and dose form were then included, provided 
that their marketing categories coincided with the measurement period of calendar year 2017, and similarly mapped 
back to eleven-digit NDCs in the package file. 

For historical NDC information, we also consulted the RxNorm API (API)4.  The API’s “approximateterm” endpoint 
was used to map HEDIS-specified NDCs to an RxNorm concept identifier (RXCUI), where the score of the returned 
match was 100.  If no such match was returned, we consulted the API’s “idtype” endpoint.  Where either of these 
methods returned an RXCUI, we mapped that RXCUI to all other RXCUI of equivalent ingredient, strength, and dose 
form.  We then queried the API’s “allhistoricalndcs” endpoint to retrieve equivalent NDCs, again filtering the result 
to include only those with a marketing period coinciding with calendar year 2017. 

Finally, we retrieved counts of unique patients in the IBM Explorys® Therapeutic Dataset (TDS) having active drug 
records during calendar year 2017 that were associated with NDCs given by HEDIS and each of the above methods. 

Results 

In a majority of the 656 drug IDs in the HEDIS 2018 specification (482), we observed an increase in the number of 
patients with applicable drug records in the TDS. Using the Directory alone, 181 IDs saw an increase in applicable 
patients of greater than 1%; when coupled with the RxNorm API, that figure rose to 369. 

Table 1: Unique patients with applicable drug records in 2017, using additional sources of NDCs (select results) 
Drug ID Drug NDC source 

HEDIS With FDA With FDA and RxNorm 
d04859 Gemifloxacin oral tablet 799 2,703 3,603 
d04370 Insulin isophane / regular human 70/30 74,090 77,780 78,967 
d03457 Aspirin/butalbital/caffeine oral tablet 73,053 127,976 131,615 
d03485 Atropine/hyoscyamine/phenobarbital/scopolamine 29,205 35,991 46,588 

 

Conclusions 

Using NDCs to characterize drug products can be precarious, because no exhaustive and authoritative list of these 
codes exists, and manufacturers can recycle segments of the codes on the packages that they issue.  Measuring the 
quality of care under different health plans by specifying drugs with these codes alone may be subject to considerable 
variation, depending on whether additional resources are used to expand the set of applicable NDCs. 
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Introduction: The Children’s Hospital of Philadelphia (CHOP) utilizes a suite of integrated tools, known collectively 

as the Biorepository toolkit (BRP), for the honest brokering and the managing of multiple biobanking projects that 

include complex temporal data integration, data sharing and workflows1. This study aims to evaluate CHOP’s BRP’s 

return of investment in the currency of people, time, and research output. We performed an initial small-scale 

qualitative study to answer the question “What is the impact of advances in biobanking informatics, specifically 

CHOP’s Biorepository infrastructure, on translational biomedical science output?”. We set out to 1) To identify 

impact areas in the research process since the implementation and adoption of these tools, and 2) To identify common 

research themes the biobanks and their tools are valuable for.   
 
Methods: The study utilized publications and investigators from three multi-institutional research programs who are 

considered “heavy users” of the BRP in terms of percentage of subjects and specimens entered into repository. They 

include: The Center for Childhood Cancer Research (CCCR), The Children’s Brain Tumor Tissue Consortium 

(CBTTC) and The Center for Pediatric Inflammatory Bowel Disease (IBD). First, we performed a literature review of 

publications from the three programs that acknowledge or used CHOP’s BRP. The papers evaluated had to be 

empirical and contain conclusions affecting biomedical research in their respective domain. We documented the 

research aim/hypothesis that drove the publication and the findings of the study. The second component of this study 

were one-on-one interviews with investigators and research coordinators who directly or indirectly utilize CHOP’s 

BRP. An interview guide was created with the following components: 1) An interviewer introduction that states the 

purpose of the study and the interviewee’s right to confidentiality, 2) interview questions that prompt open-ended 

answers to assess the aforementioned objectives and 3) closing statements informing the interviewees of intended 

study plans. All interviews were recorded and transcribed shortly after. Finally, the data collected from the publications 

and transcriptions were aggregated and codified to identify common themes that meet the research objectives.  

 

Results: The literature review yielded 10 publications that utilize data and specimens hosted on CHOP’s 

infrastructure. Analysis of the research aims and research findings from these 10 publications revealed that the studies 

all have the common goal of attempting to identify common gene variants obtained from sequencing collected 

biospecimens (somatic and affected/malignant tissue) in order to achieve one or many of the following translational 

outcomes: 1. Improvement in stratified diagnostics, identification of risk factors and understanding of disease 

progression 2. Development of new treatments by identifying new molecular targets, and/or 3. Cross-diseases genomic 

comparisons. 8 out of the 10 publications exhibited research aims/findings relating to the first type of translational 

outcome, and another subset of 8 out of the 10 publications related to the second type. The third type of translational 

outcome was identified in 4 of the 10 publications. The results from the literature review reveal that despite differences 

in disease foci amongst the studies, investigators of the BRP can, and have shared, a common research interest. The 

interview component of this study included 5 investigators. The following themes emerged: 1) The BRP improves 

time to conduct research, and 2) the BRP enables novel, cross-disciplinary research. The results from the one-on-one 

interviews reveal that the BRP has positively impacted researchers in their research process, specifically in the area 

of data collection and enabling the research of novel hypotheses.  

 

Conclusions: Biobanking informatics are a necessary resource for biomedical studies that aim to identify key genetic 

variants in patients and/or biospecimens to target for translational outcomes. Biobanking informatics are critical to 

reduce time in data collection, and the very existence of these types of novelty research are made possible by biobanks 

and their tools. Limitations of this study include its breadth - the research programs (CCCR, CBTTC and IBD) are 

on-going, and the subjective interpretation of the open-ended research questions. Next steps of this study include 

continuing to monitor publications that use the BRP,  and extending this research to other biobanks. We believe this 

method to be transferable to new or larger studies on this topic.  
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Introduction 

Lung cancer represents a serious health issue worldwide due to its high prevalence and mortality rates. Diagnosis and 
subtyping of non-small cell lung cancer can be challenging even for an experienced pathologist. Utilizing Apple core 
ML 2 machine learning module, we were able to detect and subclassify non-small cell carcinoma based on 
histopathological images. 

Overview of the Methodology 

750 images (250 benign lung tissue, 250 adenocarcinomas, 250 squamous cell carcinomas) were obtained using Leica 
Microscope MC190 HD Camera connected to Olympus BX41 microscope and Leica Acquire software for Apple 
computers. All the images were captured at 1024 x 768 pixels resolution using 60x dry objective. The images were 
not augmented or normalized. Apple Create ML is a GPU-accelerated tool for developers to help them build machine 
learning models using Swift programing language and XCode software. We created ImageClassifier model using 
Apple XCode v10 beta on MacBook Pro running MacOS v10.14 beta.  We trained our model with a training data set 
consisting of 80% of images from each category (75% were chosen randomly for training, 5% were chosen randomly 
for validation). Subsequently we evaluated our model’s performance with a testing data set (20% of images from each 
category) that it has never seen before. 

Evaluation of the Results 

Our model detected 100% of non-small cell lung carcinomas. 94% of adenocarcinomas and 88% of squamous cell 
carcinoma were correctly subclassified. The training accuracy was 96% and validation accuracy was 97%. The overall 
evaluation accuracy of unknown images was 94% (Figure 1). 

 

 
Figure 1. Screenshot of Apple XCode CreateML module results. 

 

It took the software less than 2 minutes to analyze and extract features from 600 images included in the training data 
set and to train the model on extracted features. The model was set to 10 iterations. It took 21.30 seconds to evaluate 
the testing data set of 150 images.  

Conclusion 

Our data demonstrates the utility of Apple core ML 2 machine learning for detection and subclassification of non-
small lung carcinoma images. The trained model was able to detect all cancer cases and successfully subclassify 94% 
of adenocarcinoma and 88% of squamous cell carcinoma cases. 

 

1069



  

Validation of a Natural Language Processing System to Identify Peripheral 
Artery Disease Cases from Clinical Narratives in 3 eMERGE sites  

Sungrim Moon PhDa, Uriel Sanchez Rangela, Naveed Afzal PhDa, Cosmin A. Bejan PhDb, 
Ning Shang PhDc, Sungwhan Sohn PhDa, Joshua C. Denny MD, MSb,  

George Hripcsak MD, MSc, Iftikhar J. Kullo MDa, Hongfang Liu PhDa, 
 Adelaide M. Arruda-Olson MD, PhDa  

a Mayo Clinic, Rochester, MN, USA;  b Vanderbilt University School of Medicine, Nashville, 
TN, USA; c Columbia University, New York City, NY, USA.  

Introduction: Despite electronic health record (EHRs) hosting valuable longitudinal patient data, unstructured 
narrative text in EHRs remains underutilized. Information regarding peripheral artery disease (PAD) patients is 
largely embedded in clinical narratives from diverse medicine specialties in the EHR but PAD is consistently 
underdiagnosed and undertreated. Natural language processing (NLP) converts narrative information into objective 
and accessible structured data. However, most NLP systems remain isolated to particular institutions and their 
performance across data sources is limited1.  

Methods: A rule-based NLP algorithm using the Medtagger software applied to clinical notes of EHRs, identifying 
patients with PAD was developed and validated at Mayo Clinic, Rochester2 using a dataset of 1569 patients with 
PAD and controls randomly assigned into training (n = 935) and testing (n = 634) subsets. Keywords were used to 
build rules and to handle negations. The PAD-NLP system extracted the textual context (for PAD cases) based on 
which the PAD decision was taken at the patient level. This PAD-NLP system was deployed within the distinct 
EHRs of Vanderbilt University and Columbia University following collaborative customization. The system was 
validated via manual review by trained abstractors from the primary and each secondary site following a written 
guideline for standardization of abstraction. Included cohorts were 50 randomly selected patients (25 PAD cases and 
25 non-cases) from the  Electronic Medical Records and Genomics (eMERGE) Network cohorts at each site. 
Medical specialty, clinical note types, and clinical note sections of relevant PAD cases at secondary sites were 
mapped to counterparts within the Mayo Clinic EHRs. System performance and error analysis were evaluated. 
Iterative optimization processes were performed by communication and consensus between primary and secondary 
sites until the system generated reliable performance in all sites. 
 
Results: All 3 sites underwent an iterative customization process. The PAD-NLP system addressed clinical 
document variations in individual EHRs for algorithm adoption and secondary validation process. This was tailored 
to each site via manual review by experts to achieve reliable PAD-NLP system performance. The PAD-NLP system 
was optimized to improve positive predictive value (PPV). Vanderbilt University and Columbia University 
demonstrated PPV of 94% and 90%, compared with 98% at Mayo Clinic.  
 
Conclusions: In spite of different EHR structures and settings, we developed and successfully validated a PAD-NLP 
system at 3 distinct sites of the eMERGE network. Our process validates system performance and portability, taking 
a strong step towards greater collaboration and the expansion of NLP systems for clinical use. This accomplishes a 
primary goal of the eMERGE network to develop and validate portable phenotype extraction algorithms. 

Acknowledgements: Supported by the NIH (K01HL124045, R01AG034676, and R25HL092621-10) and NHGRI 
(HG04599, HG006379 and HG008680). 
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Data Sources and Methods: The drug side-effects data was obtained from Prescriber’s Digital Reference (PDR) which contains 

information of 1684 marketed drugs, 827 labelled adverse events (AEs), and 94,063 drug-side effect pairs. The AEs are categorized into 

mild, moderate, and severe. In order to recognize drug names from PDR, we created a drug thesaurus by integrating different sources 

of drug names. Our drug thesaurus is mainly based on synonyms obtained from UMLS database and Drugbank. Using our drug 

thesaurus, we were able to map 1,194 PDR drugs to DrugBank identifiers.  

To calculate similarities between drugs based on AEs, we used dummy-variable approach to assign numerical values to 

different categories (0.25, 0.5 and 1 to mild, moderate, and severe drug AEs respectively). We computed the cosine similarity for each 

of the drug pairs (1,194 drugs - 712,221 pairs). We then applied graph clustering methods to drug-drug network to extract densely 

connected clusters and mined those using known indications to extract potential drug interaction candidates. We considered each drug 

as a node in a network and connected two nodes with a weighted edge (where the weight is cosine similarity between two drugs). Drugs 

that were not connected to other drugs by at least one edge were excluded from the drug network. The resultant drug network has 

689,010 edges. In order to improve the reliability of the drug network, we filtered the edges with lower similarity (cutoff - 0.5) and this 

resulted in a drug-drug network of 926 nodes and 4,162 edges. We then used two state-of-the-art graph clustering algorithms, namely 

ClusterONE and Louvain’s modularity.  

Next, based on drug-disease associations obtained from CLUE database, we also constructed connections between known 

indications and drug modules generated using ClusterONE and Louvain’s method. To do this, we map drugs within a community to 

their known interactions and generate edges between drugs and diseases. Here we hypothesize that drugs in the same community could 

potentially be served as repositioning candidates for the diseases within that community. Instead of generating all possible drug-disease 

combinations within a community and presenting them as repositioning candidates, we calculate the strength of the associations between 

drugs and diseases. To do this, we consider every community as an independent network and then use RWR algorithm to rank the 

associations between all the disease and drug pairs based on RWR scores after removing the known interactions. We then select top 1% 

of the interactions within a community as drug-disease interaction predictions. Similar approach is applied to predict novel drug-disease 

contraindication pairs.  

Results: We ran ClusterONE with default parameter values on the filtered network and obtained 122 drug modules with 53 modules 

being significant (p-value < 0.05; 426 drugs). Using Louvain’s method, we identified 57 modules with a modularity of 0.773. To test 

the robustness of Louvain clustering algorithm, we removed 10% of the edges at a time and shuffled 10% of the edges and checked for 

the modularity. We repeated this for ten times and compared the modularity with the original network. The average modularity in case 

of networks obtained using random edges ranged from 0.34 to 0.47 which is significantly lesser than the modularity obtained on the 

original network. To compare the similarity between clusters obtained using Louvain’s method and ClusterONE, we used Jaccard 

coefficient. Based on Jaccard similarity, we found that 22 of the clusters had a similarity >0.5 and 12 of them had a similarity of 1.  

We next tested whether drugs within a community share a common mechanism of action (MoA). To do this, we first compiled 

the Anatomical Therapeutic Code (ATC) code for each of the drugs. After mapping drugs to their respective ATC codes, enrichment of 

ATC classes among the identified network communities was determined using Fisher’s exact test. We found out that all the modules 

generated by ClusterONE and the communities generated by Louvain’s method are enriched for at least one ATC code. We further 

checked for communities that are enriched by more than one ATC code and found out that 36 of 57 communities obtained using 

Louvain’s method were enriched by more than one ATC code. Similarly, 39 of 53 modules obtained using ClusterONE were enriched  

for multiple ATC codes. Additionally, we assessed the ability of communities obtained for disease enrichment analyses using known 

indications. On the filtered network and communities obtained using Louvain’s method, we retrieved known indications for 74% of the 

drugs (692 out of 926). Out of 397 unique diseases from known indications, we retained 234 diseases containing at least two approved 

drugs and conducted enrichment analyses based on Fisher’s test. We found that 47 out of 57 communities were significantly enriched 

for at least one disease (p-value < 0.05). Similarly, for the modules obtained using ClusterONE, we obtained known interactions for 

90% of the drugs (385 out of 426) and identified that 49 out of 53 modules were significantly enriched (p-value < 0.05). 

To determine enrichment analyses on contraindications, we chose DrugCentral to retrieve drug-disease contraindication pairs. 

On the filtered drug network and the modules obtained using Louvain clustering, we generated contraindications for 75% of the drugs 

(696 out of 926). Overall, 860 diseases out of 1184 diseases have more than one drug that could potentially aggravate existing symptoms 

and subsequently considered for enrichment analyses using Fisher’s test. We observed that 53 out of 57 communities were significantly 

enriched for more than one contraindicated disease.  Likewise, we were able to retrieve contraindications for 91% of the drugs (390 out 

of 426) for ClusterONE generated modules and considered for enrichment analyses. We found that 49 out of 53 modules were enriched 

for at least one contraindicated disease. 

Out of the 57 clusters found by Louvain clustering, 415 drug-repositioning candidates were extracted using RWR. In the case 

of 53 ClusterONE generated clusters, 133 drug-repositioning candidates were generated. There were 54 drug repositioning candidates 

found by both clustering approaches. For drug-disease contraindications using 57 clusters obtained from Louvain, we reported 2,044 

potential drug-disease contraindicated pairs and 543 drug-disease contraindicated pairs using ClusterONE. 
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Introduction 

Medical imaging is a critical source of data in research and patient treatment. While clinical and genomic data are 

often stored in text form, where data can be extracted using text processing techniques and structured for further use, 

image data requires additional consideration in terms of format, access, and information extraction and storage. To 

address this need, we have developed a solution consisting of the open-source PACS (Picture Archiving and 

Communication System) server ORTHANC, Python scripting and a utility developed using .NET. Medical image 

source data in the form of DICOM images on a network share is stored in ORTHANC, where it is exposed through a 

RESTful API. Images can be accessed, processed locally, and the resulting analysis and metadata inserted into an SQL 

database. The objective of this project is to develop a pipeline to store and access image data from DICOM images.   

Methods and Materials 

We evaluated several open source PACS server solutions based on several criteria: (1) availability for research use, 

(2) wide platform support, (3) web-accessible API, and (4) an actively maintained codebase. ORTHANC meets all 

criteria, including a RESTful API for image upload and access as well as a web image viewer. The PACS is installed 

on a server at the Biomedical Informatics Lab at the Veterans Affairs (VA) Medical Center, Buffalo. An SQL database 

is created with schema containing DICOM header data identified as useful for research and clinical analysis. 

DICOM files are sent to a network share periodically as per VA IRB approved protocols from a VA Server. A Python 

script uploads new files to ORTHANC from the network share, after which the .NET command line utility updates 

the database with the new image metadata. The database is accessible from outside the network via a secure RESTful 

API1, enabling access to outside applications such as a virtual tumor board and data commons. All database and 

network share connections are fully configurable. Our proposed solution is planned to be implemented at University 

at Buffalo Computing Center to insure interoperability of image analysis across health systems. 

 

Figure 1. Pipeline for extracting data from images. 

Conclusion 

This pipeline facilitates the storage of image data along with all other types of patient data at a central database and 

helps a variety of purposes. A) Data may be shared with approved researchers outside the organization, B) Common 

applications for research and clinical decision support (eg: Electronic Tumor Board, BMI Investigator and Patient 

Finder) may use the image library derived from this effort.  
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Introduction 

Use of electronic health record (EHR) alerts at the point of care for research study recruitment is increasing. Studies 

have shown challenges, success, and the promise of these tools to increase study accrual1-3. In addition, the use of 

REDCap in conjunction with EHR alerts to augment recruitment and data management has increased. This research 

study, entitled Lifestyle Empowerment for Alzheimer’s Prevention (LEAP! Rx) is a randomized, controlled trial of 

lifestyle modification education and support, delivered at YMCAs in the community. 

Methods 

In the LEAP! Rx trial we utilized the Epic EHR to design a point-of-care recruitment alert that displays to specific 

clinicians who have agreed to recruit participants for the study. The alert algorithm was based on age, home address, 

and excluded patients with certain diagnoses. The alert itself contains study information, as well as interactive options 

that will connect the patient to the study record the EHR and notify the study coordinator that there is a potential 

subject awaiting follow-up screening. EHR reporting tools assist the study team in managing the study cohort.  

Once an individual is identified as potentially eligible via the alert, they are screened by phone and screening 

information is entered into REDCap. If eligibility is confirmed and the individual is interested, a series of emails 

notifications is triggered from REDCap between the study team and the YMCA to support scheduling and information 

transfer for baseline testing. If a subject passes all screening tests, randomization is performed in REDCap to assign 

group, stratified by the referring clinical practice. Subject status is updated in the EHR to reflect patient status on 

study. Study data are captured in the REDCap database and include the use of the public survey feature to facilitate 

exercise session data capture at the YMCAs. Additional custom coding in REDcap allows for interaction between 

multiple organizational databases to facilitate multiple choice selection for improved data validation. 

Results 

The EHR alert went live on July 19, 2018 and was set to display for two providers at the time the eligible patient 

presented in clinic. To date, the EHR alert has displayed 29 times to the providers. Of those, 26 were overridden, 1 

was marked as “Decline”, and 2 were marked as “Interested”. Of the 2 “Interested” subjects, 1 has been excluded due 

to their already active lifestyle and the remaining subject is currently being screened.   

Conclusion 

This study represents a method to utilize the EHR or clinical trial recruitment and integrate that work with an external 

data capture system such as REDCap. More work is needed to further streamline processes and coach clinicians on 

use of the EHR alert. 
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Introduction 

The Pediatric Research using Integrated Sensor Monitoring Systems (PRISMS) program is developing informatics 

methods for exposomic research1. The emergence of electronically enabled interventional devices (e-Devices) such 

as asthma e-inhalers2, which connect with mobile platforms and internet-of-things networks, provides unprecedented 

opportunities for translational research. E-Devices with their embedded sensors and actuators provide data about the 

environment of the study participant and the use of such devices. In pediatric asthma this could be used for tracking 

adherence to treatment protocols, and for detecting patterns in routine and "rescue inhalers" use and their relationship 

with exposures. Such patterns can be early indicators of changes to asthma control, and could be used to trigger “just 

in time” interventions and adaptive study designs. In order to systematically utilize e-devices in research studies, we 

need to characterize their metadata.  

Methods 

We performed a literature review (e.g.3) for electronically 

enabled inhaler devices and associated features through 

literature review and investigation of product websites and 

brochures. We extracted descriptions of inhalers, their 

deployment in studies, and data capture and information 

management. We compared these features with existing 

metadata models.  

Results and Conclusion 

e-devices are in different states of maturity ranging from early 

research prototypes to mature products. In order to capture 

sufficient detail of these diverse types of devices, we developed 

a Device Common Metadata Specification (DCMS) (Figure 1). 

DCMS describes an e-Device, its deployment in research 

studies as well as data and readings generated from such 

devices. We categorized the metadata into three domains: (1) Instrument (physical characteristics of an e-device), (2) 

Deployment (utilization in research studies), and (3) Output (readings generated from sensor and actuator 

components). We found that DCMS can be linked with study metadata models such as CDISC and BRIDG for 

describing e-Device requirements in research studies, and to the PRISMS Sensor Common Metadata Specification4 

for associated sensor measurements. DCMS can be implemented in graph stores for managing metadata and document 

stores for generated readings as well as into RDF and OWL. While relatively new, we envision that our modeling for 

e-inhalers can be generalized to other e-devices used in interventional studies. It supports ‘FAIRness’5 of e-devices 

by providing a library of e-devices for researchers’ selection, and harmonizing deployment and measurement 

information for data interoperability and reuse. As next steps we will perform a community review of DCMS, and 

utilize it in the Utah PRISMS Informatics Ecosystem1 to systematically operationalize exposomic research studies. 
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Figure 1: Device Common Metadata Specification. 
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Introduction 
The downstream consequences of the opioid epidemic persists despite increasing awareness and efforts to address the 
problem. A recent emergency department study reported a 29.7% increase in visits for opioid overdoses from July 
2016-September 2017.1 In 2016 alone, opioids killed 116 people a day.2  Recently there have been a number of national 
initiatives to address the opioid crisis: an opioid roadmap, guidelines for prescribing opioids,3 and opioid stewardship.4 
A core fundamental of opioid stewardship is monitoring and reporting of patients taking chronic opioids and 
prescribing practices. To assist such stewardship efforts, a number of quality metrics have been defined by national 
entities such as the National Quality Forum and Centers for Medicare and Medicaid Services, which health systems 
and practices as encouraged or required to monitor.3 To identify patients taking opioids and evaluate the effects of 
opioid stewardship to improve quality metrics, healthcare organizations need a functional and dynamic registry. As 
such, many institutions are independently working to develop and implement a registry for chronic opioids. However, 
there is limited literature describing a functional chronic opioid registry integrated within an electronic health record 
(EHR) outside of an integrated health system. Therefore, here we describe a chronic opioid registry created using 
existing functionality within a common EHR (Epic) to support efforts in addressing the opioid epidemic.   
Methods and Design 
The registry was designed to support population health, quality improvement, and operational needs of the health 
system, clinics, and providers. An interdisciplinary group representing end users and with expertise in opioid 
management convened to specify the registry inclusion criteria, variables, and functionality. Buy in and feedback from 
stakeholders and executive leadership was obtained in advance and continued throughout the design process.  
 

Reports generated from the registry were designed to be readily accessible on demand and be adaptable to the variety 
of end user needs. The population health program can identify the number of patients on chronic opioids in the system, 
create lists of high-risk patients, or evaluate performance of quality metrics. Quality can monitor compliance with 
safety or universal precautions when prescribed chronic opioid therapy. Clinic administration or leadership can 
monitor prescribing practices and patient patterns. Individual clinicians can identify specific high-risk patients with 
medications from multiple providers, filling early, positive urine drug screens, or taking concomitant pain medications.  
 

Given functional constraints of the EHR, some variables desired by the interdisciplinary group were not possible, thus 
revisions were made to the initial list of desired variables. Further, because we are not an integrated health system, we 
were not able to comprehensively capture all opioids, particularly if prescribed or dispensed outside the system. 
Examples of types of variables included in the registry are: concurrent high-risk medications prescribed, patient 
identifiers, identity and dates of past of upcoming primary care visits, urine drug screen and pain contract dates, and 
morphine dose equivalent. Content validity was performed by two independent clinicians to ensure accuracy and 
completeness of the registry results. During the validation process, iterative changes were made to the inclusion criteria 
to maximize accuracy and completeness of results, while adhering to the functional constraints of the EHR. A build 
guide was developed to assist other institutions to develop a similar registry.  
Conclusion  
We designed and implemented a registry integrated within a common EHR of a large health system for patients taking 
chronic opioids. The process included input from many stakeholders and required flexibility to conform to the 
functional constraints of the EHR. We have developed a build guide to share with other institutions to facilitate 
scalability.    
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Introduction 

Healthcare has made significant gains in transitioning patient electronic health records (EHR) to a digital format, yet 

one of the field’s newest challenges is finding ways to utilize the bulk of electronic data which is unstructured.  This 

poster addresses factors to consider while working with large volumes of clinical narratives and raw text that contain 

useful data not captured in standardized data elements, yet rich with details of a patient’s health story. 

Data Description 

Only about twenty percent of health data falls under the umbrella of 

structured data1. At Duke University Medical Center, we have 

extracted and extensively worked with notes for various clinical 

informatics projects in order to capture valuable narrative. We have a 

sizeable resource of clinical notes (Table 1), and the majority of 

patients (58%) have at least one clinical note captured.  71% of these 

notes are captured in Progress Notes, Procedure Notes or Patient 

Instructions, while the remainder 29% exist in 97 other note types captured during patient care.  

Discussion 

Applying analytic approaches, such as natural language processing (NLP) and machine learning have helped us find 

signals and patterns buried in narrative text. In our NICU project, we have used NLP to identify doctor’s “suspicions” 

and “potential diagnosis” of neo-natal disease; in palliative care, we have identified “conversations” related to end-

of-life across all types of notes; and in medication adherence studies, the clinical narrative identifies patients who are 

non-compliant with their insulin. However, while extracting and processing such large volumes of unstructured data 

for these purposes from the EHR, we found it is not without challenges: 

Factors Considerations Recommendations 

Size of data Large volumes of raw text take a long time to extract 

and process causing memory issues 

Consider storage options; pre-process 

notes on high-capacity GPU servers 

Database 

character 

limitations 

Databases have text limitations. Our experience is 

with EPIC’s Oracle Clarity database limiting text to 

4000 characters. 

Reconstruct the notes into a CLOB 

(Character Large Object) to support > 

4000 characters 

Text 

concatenation 

Multi-row text storage means users must deal with the 

complexity of concatenating text  

Write SQL to handle text that was 

potentially truncated in the middle of a 

word or at a space, tab or carriage return 

Special 

characters 

Text entered into the EHR by a clinician may contain 

special characters that do not translate correctly when 

stored in the database 

Use REGEXP_REPLACE to remove 

illegible characters causing errors 

Template 

structures 

Templates in EHR note entry screens exist to guide 

clinicians in entering useful, related data   

Templates cause noise in extracted text 

and should be identified in processing 

Note types Multiple types of notes are available and represent 

different workflows, authors and care settings 

Parse note types based on your need, or 

utilize all types for machine learning 

Note versions Notes are often changed or updated in the EHR front-

end before final 

Complex queries may be needed to pull 

current versions of notes from database 

Table 2. Considerations when working with narrative notes data 

Conclusion 

Clinical Notes reveal insights into patient care not seen in structured data. Researchers and analysts, however, 

should not underestimate the difficulties of working with text due to the volume and complexity of the data.  
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Abstract 
The 2018 Data Science Bowl was a world-wide data science challenge, with the goal of automated identification of the 
nuclei in divergent images regardless of the experimental setup, in an effort to enable faster cure of diseases. Our team 
approached the challenge in three different ways and scored in the top 12%. We are working on applying these algorithms 
to histopathology data from cancer patients, and imaging features with gene and protein expression data, to better 
understand cancer mechanisms.  
Introduction 
The Data Science Bowl is a worldwide competition that brings together data scientists, technologists, and domain experts 
across industries to take on the world’s challenges with data and technology. In the 2018 Data Science Bowl challenge, the 
aim was to identify the nuclei in divergent microscopy images, regardless of the experimental setup, over a period of 90 
days.  
Tissue samples are taken from patients, and are viewed under the microscope by a pathologist, to help understand the 
nature of the disease. This is a manual and slow process, and eventually led to the rise of digital pathology and automated 
analysis of microscopic images. If the nuclei in these microscopy images could be correctly identified, researchers would 
be able to study how these cells responded to various drugs and decipher the biological processes at work. The automation 
of nuclei detection would enable more efficient drug testing, with the ultimate goal of transforming human lives through 
faster cures. Although there are existing software that can automatically detect nuclei from a specific type of image, the 
aim of this 2018 Data Science Bowl was to have one algorithm that could detect nuclei from a diverse collection of 
microscopic images and across varied conditions. The ultimate goal was to use one algorithm to automate nuclei detection, 
to enable faster cure of diseases. 
Data  
The dataset consisted of segmented nuclei images, which were acquired under different conditions and vary in the cell 
type, magnification and imaging modality. The Stage 1 training set consisted of 670 images. The test images were 
provided to all participants in two separate stages, Stage 1, which had a total of 65 images and Stage 2, which included 
3019 images. The images were a combination of histopathological, bright field and fluorescence microscopy images, taken 
from various tissue sections in the human body.  
Methods 
We approached the problem in three different ways. In all three methods, we used open source tools in an effort to make 
the workflow reproducible, and comply with Findable, Accessible, Interoperable, Reusable (FAIR) standards. The same 
pre-processing methods were used across all three methods. All models were built using the images provided in the Stage 
1 (training and set). The same models were then applied to the data from Stage 2. (1) We first applied a deep learning 
model called Mask Region-based Convolutional Network (Mask R-CNN) with a resnet inception backbone using 
Google TensorFlow Object Detection API. (2) Our second approach was to apply open source R and Bioconductor 
packages. We used a well-known image analysis Bioconductor package called ‘EBIImage’. (3) Our third approach 
was to apply open source Python based tools: This approach involved image processing and classification using the 
‘scikit-image’ and ‘scikit-learn’ libraries in Python.  
Results  
We calculated the intersection over union (IOU, or Jaccard’s index), a commonly reported metric for object detection and 
image segmentation. Overall, we achieved an IOU of 0.404 for method 1, which performed best. In comparison, the top-
ranked team on Kaggle achieved an IOU of 0.631. At the end of the competition, our team ranked in the top 12%, out of 
more than 68,000 algorithms that were submitted.   
Future work 
World-wide data science competitions such as the 2018 Data Science Bowl give academic researchers an excellent 
exposure to commercially as well as scientific R&D driven projects that can be done using open source translational 
bioinformatics tools to drive precision medicine. We are currently working on applying these algorithms on 
histopathology data from cancer patients, and integrating imaging features extracted with gene and protein expression 
data, to better understand cancer mechanisms.  
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Introduction  
Acute kidney injuries (AKI) are associated with significant increases in morbidity, mortality, and cost to the healthcare 
system. While AKI are common in hospitalized patients, literature implicates concomitant vancomycin (VAN) and 
piperacillin-tazobactam (TZP) therapy in the increased incidence of AKI.1 Despite these findings, no literature has 
examined the problem of predicting which patients receiving combination antimicrobial therapy are at risk for AKI. 
The objective of this study was to predict AKI in patients receiving combination empiric antimicrobial therapy via a 
variety of machine-learning models.   
 

Methods  
Adult patients admitted between July 1, 2008 and June 30, 2017 at the University of Kentucky HealthCare enterprise, 
who received empiric antibiotics for at least 48 hours were eligible for inclusion. The primary outcome of this study 
was empirical antibiotic therapy associated AKI as determined by the risk, injury, failure, loss, and end-stage (RIFLE) 
criteria. Patient index dates were set to 48 hours after the initiation of combination therapy. To mimic application of 
predictive models in a real-world setting, data occurring in the 3 days prior to the index date were included in the 
predictive models. Data were separated into training and validation datasets, the training dataset was then partitioned 
training and testing sets. Models examined included: Naïve Bayes classifier, Random Forest classifier, L2-regularized 
logistic regression classifier, and Neural Network models. All models were repeated 100 times with different 
training/test splits. Random selection of outcome was used as a baseline to demonstrate model effectiveness. Model 
performance was assessed on the validation set and metrics included accuracy, precision, recall, area under the receiver 
operator curve, and F1 score.  
 

Results  
In total, 29,647 patients were included in this study, of which 7,321 (24.7%) experienced an AKI. Model metrics are 
summarized in Table 1.   
Table 1: Machine learning model metrics on validation set  

Model  Accuracy  Precision 
(PPV)  

Recall  AUC  F1 Score  

RS  0.618  
(0.616-0.620)  

0.257  
(0.254-0.261)  

0.255  
(0.251-0.261)  

0.500  
(0.497-0.502)  

0.256  
(0.252-0.260)  

L2  0.782  
(0.780-0.784)  

0.580  
(0.573-0.587)  

0.434  
(0.429-0.439)  

0.665  
(0.663-0.668)  

0.496  
(0.491-0.501)  

NB  0.641  
(0.639-0.644)  

0.363  
(0.359-0.367)  

0.593  
(0.588-0.598)  

0.625  
(0.622-0.628)  

0.450  
(0.446-0.454)  

RF  0.768  
(0.766-0.770)  

0.618  
(0.608-0.629)  

0.170  
(0.166-0.173)  

0.568  
(0.566-0.570)  

0.266  
(0.261-0.271)  

NN1  0.790  
(0.787-0.792)  

0.606  
(0.595-0.617)  

0.460  
(0.446-0.474)  

0.679  
(0.675-0.683)  

0.516  
(0.509-0.523)  

NN2  0.791  
(0.788-0.794)  

0.614  
(0.602-0.626)  

0.455  
(0.442-0.468)  

0.678  
(0.674-0.682)  

0.515  
(0.509-0.522)  

NN3  0.785  
(0.782-0.788)  

0.593  
(0.580-0.605)  

0.479  
(0.463-0.495)  

0.683  
(0.678-0.687)  

0.521  
(0.513-0.529)  

NN4  0.798  
(0.796-0.801)  

0.659  
(0.648-0.669)  

0.398  
(0.387-0.410)  

0.664  
(0.660-0.668)  

0.491  
(0.484-0.499)  

Footnote: L2 – L2 penalized logistic regression, NB – Naïve Bayes Classifier, NN – Neural Network, RF – Random Forest, RS – Random 
Selection  
 

Conclusion  
We successfully utilized a variety of machine learning methods to predict AKI in these patients using the data available 
at 48 hours of therapy. Models were able to predict AKI with only 72 hours of clinical data and may represent a viable 
clinical tool to inform physician decision making. Model accuracy may improve with longer lookback periods, the 
inclusion of outpatient data, or the use of more sophisticated methods.   
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Introduction and Methods 
We used the Computational Analysis of Novel Drug Opportunities (CANDO) platform1 to find protein features that 
are important for drug repurposing. CANDO uses a library of 46,784 proteins and 3,733 human-ingestible 
drugs/compounds to identify putative drug repurposing candidates for 2,030 indications. Compound-protein 
interactions are determined by first identifying potential binding sites on the target protein via COFACTOR2, then 
determining the fingerprint structural similarity of ligands known to bind to the selected binding site to the query 
drug/compound. An interaction vector/signature with all 46,784 proteins is generated for every compound. 
Compounds are ranked relative to each other using the root-mean-squared deviation (RMSD) of their interaction 
signatures. The leave-one-out benchmark assesses accuracies based on whether another drug associated with the same 
indication can be captured within a certain cutoff. We used a greedy feature selection method to rank randomly 
selected protein subsets of size 8 by benchmarking accuracy and combined the best performing subsets into supersets 
up to size 400. The best performing protein sets were analyzed to find protein features, such as fold space, structure 
source, organismal source, or interacting ligand structure distributions, responsible for benchmarking accuracy. The 
ligands in the COFACTOR database were clustered and each protein was assigned a ligand cluster signature vector 
where each value is the number of times a ligand from each cluster was chosen while calculating its interaction scores.  
Results 
The maximum value obtained by the supersets for average indication accuracy was 14.0%, which represents a 14% 
improvement on the control (using all 46,784 proteins) value of 12.3%. Sorting the supersets by size reveals that at 
least 80-120 proteins and therefore features are required to reach optimal benchmarking accuracy. The feature found 
to be most important was proteins having a more equitably diverse ligand cluster interaction signature (Figure 1). 
Also, a case study generating putative drug candidates against malaria using a subset of 100 moderately promiscuous 
proteins yields more non-approved candidates with known anti-malarial activity than using the full protein set. 

 
Figure 1. The best and worst protein types for benchmarking performance. A) Top five ligand clusters account 
for 46.3% of the total interactions. B) One ligand cluster accounts for over 98% of the total interactions. C) The top 
five ligand clusters account for only 18.3% of the total interactions - the remaining sixteen ligands surrounding the 
protein account for 28.7%. Protein sets composed of proteins similar to A are the best therapeutic descriptors. 
Conclusions 
We discovered that moderately promiscuous proteins, in terms of the structures of ligands with which they are 
predicted to interact, are important for describing how drugs behave in biological systems. This information can be 
utilized to identify putative drug repurposing candidates, which can alleviate problems with drug discovery, and also 
sheds light on the multitarget nature of drugs and their interactions with larger macromolecules in their environments.  
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Abstract 
Identifying mechanical ventilation use is a known challenge in healthcare research, especially on daily basis in the 
intensive care unit. Procedure codes are specific, but not sensitive. Thus, we sought to develop an algorithm using 
electronic health record data to identify patients receiving mechanical ventilation from radiology data, medication 
administrations, and procedural codes.  
 
Introduction 
Identifying use of mechanical ventilation (MV) is a known challenge in healthcare research. In particular, it is difficult 
to identify MV use on a daily basis. Currently, the most common practice to identify MV is through procedure codes1, 
but the sensitivity of procedural codes is low, and duration of MV is not well captured. We sought to develop an 
algorithm using electronic health record (EHR) data to better identify hospitalizations with MV.  
 
Methods 
We examined all acute care hospitalizations in the nationwide U.S. Veterans Affairs (VA) healthcare system (2014-
2017). For each hospitalization, we identified daily MV use via three approaches. First, we identified MV using 
procedural codes. Second, we identified patients with an endotracheal tube (the catheter used to connect a patient to 
MV). We did this by text mining all pertinent imaging procedures in the Radiology Domain of the VA Corporate Data 
Warehouse—specifically examining the order indications, the report text, and the impression text for evidence of an 
endotracheal tube. Third, we identified patients receiving a paralytic medication in bar code medication 
administration records (BCMA), since these medications require a patient to be mechanically ventilated. To 
understand how different MV identification approaches may bias study findings, we compared characteristics of MV 
hospitalizations identified by the different approaches. Data validation was done through chart reviews. 
 
Results 

Conclusion 
Interrogating radiology and pharmacy EHR data can increase the identification of MV use. Further work is needed to 
validate this algorithm, on both a hospitalization and a patient-day basis. Additional EHR data (e.g. clinician orders) 
may be necessary to further optimize the algorithm to accurately identify MV on a day-to-day basis.  
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Using procedural codes alone, we identified 36,853 
hospitalizations with mechanical ventilation. Interrogation 
of radiology data identified an additional 14,861 
hospitalizations, and interrogation of BCMA records for 
paralytic medication use identified a further 582 
hospitalizations (Figure 1). In total, the three-pronged 
approach to identifying mechanical ventilation identified 
52,296 hospitalizations, a 1.42-fold increase over the 
standard approach of procedural codes alone. 
Hospitalizations identified by radiology but not procedural 
codes were more commonly treated in a surgical versus 
medical ICU. In addition, MV hospitalizations identified by 
radiology had lower in-hospital mortality compared to MV 
hospitalizations identified by procedural codes. 

 

Figure 1. Number of Hospitalizations with Mechanical 
Ventilation identified by method, 2014-2017.  
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Introduction 

Sepsis is caused by the body’s life-threatening response to infection, which afflicts over 1.7 million Americans each 

year and is responsible for over 270,000 deaths. Sepsis management is complex as different hospitals adapt the 

recommended guidelines differently to their standards of care. To further improve the care process, we need to better 

understand the current clinical pathways in terms of adherence to the guidelines. However, we should also keep in 

mind that sepsis remains difficult to diagnose which may further complicate the clinical pathways. Electronic 

Medical Records (EMRs) contain adequate timestamped data for identifying the critical events describing how 

severe sepsis evolves over time with or without timely treatments. In this abstract, we introduced a process mining 

technique to summarize and visualize the interactive behaviors of sepsis alerts and treatments in temporal order. 

Methods 

We retrospectively evaluated adult patients who were admitted through the University of Kansas Hospital 

Emergency Department from 2007 to 2017 by using data from our de-identified clinical data repository. Patients 

were selected for the study based on presence of a suspected infection (SI), defined as a body fluid culture ordered 

and anti-infective administered within four hours of one another. According to the American College of Chest 

Physicians/Society of Critical Care Medicine (Sepsis-1) definitions, we collected onset times of Systemic 

Inflammatory Response Syndrome (SIRS) and different sites of acute organ dysfunctions (OD) defined by the first 

presence of an abnormal laboratory value1, which will all be referred as “Alert”. To track the care process, or 

“Treatment”, we collected result time for lactate, order time for blood culture, administration time for antibiotics, as 

well as initiation and completion time for bolus by following the Surviving Sepsis Guidelines 3-hour bundle2. 

Finally, we weaved together the sequence of timestamped entries comprising both sepsis alerts and treatment 

components, or “event logs” (e.g. the event trace “SIRS2@1--BLOOD_C@2--LAC1@3” means 2 SIRS occurred 

first, followed by blood culture and initial lactate, where “@X” refers to relative temporal order), aggregated data 

and used Sankey diagram to visualize the flow3. The primary outcome is severe sepsis onset, which is defined as the 

last occurrence of SI, 2 SIRS, and first OD.  

Results 

Among 15,616 eligible encounters, we identified 

2,538 distinct non-trivial clinical pathways. Figure 1 

displayed part of the entire Sankey diagram, which is 

a directed acyclic graph capturing all event paths from 

triage start to severe sepsis onset or the last identified 

events for no progression to severe sepsis within 48 

hours (see link for full graph). As diverse as the 

pathways are, our integration and visualization 

strategy could help recognize certain patterns: a) Leading indicators: a majority of our cohort came in with 

suspected infection or 2 SIRS, which led to more conformed response and better outcome for former, but not latter. 

However, without timely treatment, 2 SIRS would progress to various OD and lead to worse outcome; b) Treatment 

effectiveness: the outcomes flowing out of a treatment node usually turns out to be better, especially for early 

administration of antibiotics (ABX), a therapeutic component. 

Conclusion 

We introduced a temporal pattern mining technique and visualization that aggregated disease evolution statistics by 

integrating both symptoms and medical interventions for severe sepsis patients. This preliminary study showed 

promise in understanding current treatment process as well as identifying potential care management discrepancies.  
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Background 

Family history has been crucial in estimating disease risks and customizing treatment plans. There is also increasing 

awareness that age descriptors (e.g. age-of-onset, age-at-death) may play an important role in familial disease 

conditions. Several genetic diseases such as Huntington's disease show a distinctively earlier age-of-onset through 

generations 1. Despite the increasing knowledge of heritability of certain diseases, familial patterns of most diseases 

remain unclear. A currently popular strategy for assessing hereditary risks, pedigree analysis, faces limitations when 

dealing with complex diseases. Definite links between age and familial pattern of disease are hidden but evidence 

shows patients with early onset Alzheimer's are mostly suffer from the familial mutations 2. Recent findings also 

discovered that earlier age-of-onset reflects increased genetic risk for depression 3. Hence, age related information 

from the EHR family history section is a useful resource to complement pedigree analysis to reveal familial patterns 

(e.g. hereditary vs. sporadic, purely aging-related vs. genetic traits) of diseases, as well as expressivity and 

penetrance of potentially disease causal genes. 

Methods 

In this study, we analyzed a family history text corpus consisting of the clinical notes of 79,676 patients in the Mayo 

Clinic Cardiovascular Disease cohort. Age descriptors were extracted using an Unstructured Information 

Management Application (UIMA)-based natural language processing (NLP) module. Disease conditions were 

identified using the Unified Medical Language System (UMLS) Metathesaurus. Manual normalization was 

performed to combine related UMLS disease concepts. Disease-age descriptors pairs were identified through a rule-

based system and were further classified as “age-of-onset”, “age-at-death” and “current age”. 

Results 

730,334 sentences were identified as family history sentences. 18% of the sentences have both disease mentions and 

age descriptors. Among 146,729 disease-age descriptors pairs, 17% include “age-of-onset” or “age-of-diagnosis” 

information and 41% include “age-at-death” information. We calculated the percentage of disease terms that were 

associated with age descriptors. We found that terms associated with Cardiovascular and Neoplastic diseases have 

the most terms with >50% age association. Percentage for chronic conditions and acute conditions vary within the 

Cardiovascular category (shown in Table 1). In agreement with this observation, “Diabetes”, “Asthma” and mental 

health conditions have a relatively low percentage. However, “Diabetes complications” have much higher 

percentage and is mostly associated with “age-at-death”. Cancers generally have a percentage around 50% but some 

cancer types (e.g. breast, colon) have a relatively higher percentage compared to others (e.g. lung, uterine, skin). 

Mentions of “age-of-diagnosis” is more common in cancer related sentences than other disease categories.  

Table 1 Disease Term Count and Age Descriptor Association Percentage (Selected Disease Terms) 

Cardiovascular Count Age % Neoplasm Count Age % Other Count Age % 

myocardial infarction 3076 77% breast cancer 26448 54% alcoholism 2829 11% 

heart attack 5085 71% colon cancer 16567 52% depression 10582 7% 

CVA 2821 60% lung cancer 7039 37% diabetes 12024 20% 

hypertension 20685 25% uterine cancer 1951 36% diabetes complications 515 67% 

coronary artery disease 6704 44% skin cancer 1183 15% asthma 2913 17% 

Conclusions 

Our work demonstrates that extracting and analyzing age descriptors in family history can be a viable way to 

complement pedigree analysis to predict heritability of diseases. From the results we conclude that for certain diseases 

or disease categories, age-of-onset, age-at-death are more commonly mentioned. This indicates that for those diseases, 

age-of-onset and age-at-death might be important aspects to determine disease subtypes (familial or sporadic) as well 

as genetic risks.  
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Introduction: Ensemble pruning aims to reduce ensemble members to achieve similar or better performance than the 
ensemble of all members. It can offer the advantage of saving computational time or physical resources that would be 
consumed by excluded members. In our previous research on electronic health record (EHR) narratives de-
identification1, we applied a variety of information extraction methods including deep learning, shallow learning, and 
rule-based approaches. We created a voting ensemble method that combines twelve de-identification models. 
Although the voting ensemble yielded better performance than individual models, ablation tests revealed that some 
models did not contribute to the performance of the voting ensemble. In this study, we present a pruning method that 
allows one to automatically determine the voting threshold (i.e., number of members voting for one annotation) and 
the optimal combination of de-identification models. 

Methods: The input for this method is predictions from each model. We performed 10-fold cross-validation on the 
2014 i2b2 NLP challenge2 training set to acquire these predictions. This procedure is to maximize the micro-averaged 
F1 score with strict entity matching, where both the text span and Protected Health Information category exactly match 
the reference annotations. We began with an ensemble containing all individual models ranked with the F1 score 
measured during cross-validation on the training set. At each step, we subsequently excluded one model such that the 
F1 score was the highest without the model. These steps continued until the performance was no longer improved. 
This procedure was repeated for each voting threshold to obtain a subset of de-identification models. We chose the 
voting threshold that yielded the best performance. 

Results: Figure shows the results measured with a pruned voting ensemble, an ensemble with all models, and the best 
individual de-identification model on the 2014 i2b22 test sets. Note that the y-axis scale in each graph does not start 
at zero to focus on the value ranges of interest. The results with voting thresholds ranging from one to six are presented. 
The precision rates increase as the threshold gets higher and voting pruning (red-colored curve) achieved 97.9% 
precision. As shown in Figure (c), when the voting threshold was set to two with a pruned ensemble (with 4 members), 
it achieved the highest F1 score (95.6%), significantly better than the corresponding ensemble including all members 
(blue-colored curve) and the best individual model (black-colored line) at the 95% significance level. 

Figure. Results of a pruned ensemble, an ensemble with all members, and the best individual model.  

 
Conclusion: For a more effective ensemble, we presented an ensemble pruning method selecting a subset of de-
identification models without manual effort. We successfully demonstrated that our selective ensemble with fewer 
models can achieve higher performance than an ensemble using all models. Our proposed method is very intuitive to 
implement and can be easily applied to other natural language processing tasks. 
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Introduction 

Application of machine learning (deep learning) in medical service to predict event from six cardinal vital signs (blood 

pressure, pulse, heart rate, temperature, oxygen device, respiratory rate) is a very popular research area. We focused 

on deep learning models. Our primary outcome is whether patient would have event (in-hospital mortality or ICU 

transfer) or not. Patients’ longitudinal electronic health records data are created in 2-hour time blocks for each patient. 

The two questions we are investigating are: 1, whether chronological clinical information would have any contribution 

to model predictive power. 2, how much time blocks to look back and how much time blocks horizon would still give 

us solid predictive performance of the model. 

Methods 

We used in-patient data on 82,450 Duke Health patients from 2014-2016 from Duke University Hospital. We refined 

time-varying clinical data (i.e. vital signs, laboratory tests, medication records) and followed patients until transfer to 

ICU or death or discharged alive. We split the data into training data(60%), validation data(20%), testing data(20%). 

We trained a standard multilayer perceptron (MLP) with single hidden layer with 128 hidden units using the expansion 

of the data (without chronological clinical information) and make predictions on patient level. Then we trained 

recurrent neural network (RNN) with 128 hidden units in Long Short Memory Term (LSTM) cell, using each 

individual patient as a single training example (with chronological information). Area under curve (AUC) plot is 

generated from validation procedure for searching the best number of time blocks to look back and best time horizon. 

Then we use the selected number of time blocks to look back and time horizon on the test data and check the model 

performance comparison between multilayer perceptron and recurrent neural network. Most of those analytical 

processes are done using Python and TensorFlow. 

 

Conclusion 

From the plot we can see that RNN has stronger overall predictive ability comparing to MLP, especially using 24 

blocks (48 hours) look back and 0 blocks time horizon. RNN result also consolidate our conjecture that chronological 

clinical information would have descent contribution to prediction of event (death or ICU transfer) outcome. From 

both models, they showed that 24 blocks (48 hours) and 0 blocks time horizon would have the best predictive power. 

But 8 blocks time to look back and 12 blocks time horizon didn’t perform very bad actually. 
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Introduction 

RNA editing is a post-transcriptional mechanism that alters the sequence of the RNA without any change in the 
encoding DNA sequence,1 creating protein diversity. While A>I type of RNA editing is non-specific and occurs at 
hundreds of thousands of sites, mostly in the non-coding regions,2 C>U type of RNA editing is site-specific and 
mostly occurs in the coding regions of gene transcripts.3;4 Sharma et al., recently showed that the APOBEC3 
cytidine deaminases, which site-specifically edit hundreds of transcripts in human immune cells, prefer stem-loop 
structure in their RNA substrates.4 Specifically, the stem-loop consists of a tetraloop with the putative edited C at the 
3’ end of the loop and T(U) or C as the nucleotide prior to the edited C in case of APOBEC3A or APOBEC3G, 
respectively.4 Using the features of the experimentally verified RNA editing sites, we will develop a program to 
predict these putative sites for all human genes’ transcripts. 

Methods 

Our protocol will first search for the mRNA sequence with a six nucleotide sliding window searching for two 
criteria: complementary nucleotides at the 0 and 5 positions with respect to the edited C (e.g. C and G at positions 0 
and 5) and a cytidine at the 4 position. This will identify the sections of the sequences that could potentially form 
stem loops with the cytidine in the correct position for editing. Each of these identified sites will be further 
investigated for the length and stability of the stem loop; the window will be expanded stepwise to determine how 
many inverted nucleotide repeats flank the central four nucleotides. The more nucleotides that match, the longer the 
stem, thus greater is the probability of RNA editing of the C.4 Once all potential stem loops with C at the 3’ end of 
the tetraloop are found, they will be ranked based upon the length of stem of the stem-loop structure and the relative 
strength of the complements (G+C > A+U > G+U). These ranked sequences will then be analyzed for additional 
features that identify RNA editing sites. One example is identifying the nucleotide that precedes the putative edited 
C. This nucleotide must be a T(U) or C in the case of APOBEC3A and 3G, respectively.4 Another example of an 
important feature is determining if the tetra-loop for a given sequence contains one of the 5 sequences (CAUC, 
CACC, CCUC, CUUC and UAUC) for which RNA editing is known.3 

Results 

We have verified the efficacy of this knowledge-based protocol by accurately predicting the RNA editing sites for 
26 of 33 RNAs in which C>U editing has been previously reported.3 Further optimization and the inclusion of 
secondary structure prediction may lead to higher accuracy for this protocol. In addition, experimental validation of 
predicted, novel RNA editing sites would further support the efficacy of this software. 

Conclusion 

Using this protocol, we will be able to identify putative RNA editing sites for many human genes. This knowledge 
will allow us to predict C>U RNA editing sites for the APOBEC3 enzymes whose RNA editing function is yet to be 
discovered, as well as the effect of the C>U RNA editing on protein diversity and gene regulation. 
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Figure 1. Mean ROC curve with AUC value over 10-fold 

cross validation for four datasets with xgboost. 

An alternative way of characterizing injury to youth on farms 

Zengyan Wang, MS1,2, Barbara Marlenga, PhD1, Richard Berg, MS1, Peggy Peissig, PhD1 
1Marshfield Clinic Research Institute, Marshfield, WI; 2The University of Georgia, Athens, GA 

Abstract 

This study will describe and compare the characteristics of injury events of youth injured on farms with those of 

youth injured elsewhere. Our general aim is to better understand farm-related injuries among youth by using 

machine learning to conduct an exploration instead of using statistical learning methods, which have limitations on 

the high-dimensional and imbalanced classes data. 

Introduction  In 2014, there were approximately 25,041,816 youth visiting, living and working on farms in the 

United States. According to the 2017 fact sheet of childhood agricultural injuries in the U.S., every three days, a 

child dies in an agriculture-related incident. About 33 children are injured in agriculture-related incidents every day1. 

Previous research has described the incidence, types of injuries, and causes of farm-related trauma to children2. 

Analytical methods commonly used include factor analysis, descriptive analyses, regression and hypothesis testing. 

However, statistical analysis methods require some assumptions, which limit the capability of the model to analyze 

high-dimensional imbalanced data. To assess complex patterns which may distinguish farm-related injuries among 

youth, we used machine learning approaches to conduct a high-dimensional exploration of the similarities and 

differences in the nature, mechanisms, and pattern of injuries to youth on farms with those occurring elsewhere. 

Methodology  We used data from four national public health databases that capture extensive details on injury 

events. These data come from emergency rooms, ambulance services, trauma registries and death certificates2. Due 

to the imbalances in the databases with respect to the populations that we would like to compare (327 farm records 

versus 335,725 non-farm injuries), the datasets were pre-processed before analyses and split into training-testing sets 

with ratio 0.8 – 0.2. Farm injury patterns were analyzed using 1) under-sampling the majority nonfarm class; 2) 

increasing the penalty on the misclassification of 

the minority farm class; 3) using random forest, 

extreme gradient boosting and neural networks 

to characterize farm injuries with cross 

validation to tune hyperparameters; and 4) 

assessing the results by area under the “receiver 

operating curve” (AUC) over 10-fold cross 

validation. 

Results Extreme gradient boosting (xgboost) 

had the best performance with a mean AUC for 

farm and non-farm injury classes of 0.86 for the 

data collected from emergency rooms. Attributes 

derived from the xgboost model by the 

importance factor increased the AUCs from 0.61 

to 0.86 (compared to the dataset without those 

features). The important features found by the 

xgboost model match the conclusion from previous 

research. For instance, from the National Electronic 

Injury Surveillance System (NEISS) dataset, the top three factors related to youth injury are 1) small hospitals in far 

rural areas have higher probability to accept farm patients; 2) exposure to machinery; and 3) horse-related activities 

are common reason to get injured. 

Conclusion  Pattern discovery using massive, correlated, high-dimensional farm injury data can be effectively 

derived using extreme gradient boosting tree methods. 
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Early Findings of a Survey on the Perception of Clinical Trial Generalizability 
Assessment and Eligibility Criteria Design 
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Introduction  

Clinical studies involving human participants are intended to advance medical knowledge, and are essential to the 
progress of evidence-based medicine. Due to the over emphasis on the internal validity, clinical studies are often 
criticized for their poor generalizability. Unnecessarily rigid criteria are key factors in limiting patient access to 
studies, resulting in studies that either fail to accrue or fail to capture the heterogeneity of the target population. 
Particularly, fewer than 5% of US adults with cancer have participated in cancer clinical trials. As investigators may 
favor internal validity over external validity, it is yet know if the study generalizability as well as its association with 
eligibility criteria have been commonly realized as an issue in the cancer clinical research enterprise. To bridge this 
knowledge gap, we are conducting an online survey among cancer clinical investigators, with the hope of informing 
the design of evidence-based informatics tools for eligibility criteria design towards better generalizabiltiy.  

Methods 

We designed a survey with 25 multiple choice questions and three free-text questions. During the survey design, we 
consulted the seven investigators regarding the appropriateness and coverage of questions and their answers. The 
multiple choice questions are about: (1) demographics and experiences with clinical trials (11 questions), (2) 
perception about study generalizability (10 questions), and (3) eligibility criteria design practice (4 questions). The 
three free-text questions were designed to allow the respondents to discuss study design practice and recruitment 
strategies. FSU Institutional Review Board approved this study. The survey was developed on Qualtrics and 
disseminated to cancer investigators in Florida. To participate, a participant must be an oncologist/hematologist who 
has treated and evaluated patients with cancer including solid tumors or hematologic malignancies.  

Results and Discussion 

Thus far, we have received 16 responses. Among them, 31.3% (N=5) have the primary specialty of medical 
oncology; 6.3% (N=1) has the primary specialty of hemotology; 25% (N=4) have the primary specialty of both 
oncology and hemotology. Regarding their perception about the generalizability issue in cancer studies, 68.8% 
(N=11) participants answered “Definitely yes” or “Probabaly yes” to the question “Do you think trial 
generalizability is an issue in cancer studies?”. For the question “Do you consider generalizability when you design 
eligibility criteria of a new trial?”, 56.3% (N=9) participants answered “Definitely yes” or “Probabaly yes”. 
Regarding the eligibility criteria design practice, 68.8% (N=11) participants agreed that there are overly restrictive 
eligibility criteria in cancer studies. 50% (N=8) participants agreed that there are subjective and vague eligibility 
criteria in cancer studies. 75% (N=12) participants agreed that eligibility criteria can be made more objective and 
less vague. In the free-text questions, participants suggested that thoughtful evidence-based exclusion criteria should 
be designed as opposed to copying and pasting from previous protocols. Regarding the concerns about eligibility 
criteria design, participants mentioned that drug makers will not conduct trials without highly rigorous internal 
validity based on regulatory requirements, regardless of their design to achieve optimal generalizability. Concerns 
over liability and lawsuits as well as federal regulations make trial not available to many patients, when they know 
the best are for most cancer patients would be on a clinical trial. In the future, we will collect more responses from 
cancer clinical investigators and report the complete findings in the future. The preliminary findings of this research 
present a pressing need of informatics tools to support eligibility criteria design towards an optimal balance between 
internal validity and external validity. Recent technical innovations such as computable eligibility criteria for cohort 
discovery,1 as well as informatics-based methods for a priori generalizability assessment2 enable such tools to be 
developed over large clinical data warehouses. 
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Analyzing the association of time-varying vital signs with in-hospital mortality 
& ICU transfer. 

Zhecheng Sheng, BA1, Armando Bedoya, MD1, Cara O’Brien, MD1, Sheng Luo, PhD1, 
Benjamin A. Goldstein, PhD 1 1Duke University, Durham, NC 

Background 

Inpatient hospital data constitutes some of the most comprehensive data captured by EHRs. Treatments, procedures 
and tests patients receive are recorded with time stamping. Vital signs constitute one particularly dense form of 
clinical data. Depending on the patient’s location, vital signs may be recorded in anywhere from 8 hr to 1 min 
increments. In this poster, we illustrate how to assess the relationship of 6 regularly captured vital signs (systolic & 
diastolic blood pressure, pulse, SpO2, respiration and temperature) with in-hospital mortality and ICU transfer.  

Methods 

We extracted time stamped vital signs from flowsheets on 82,450 inpatients visits from 2014-2016. We followed 
patients on general medical wards until discharge, transfer to ICU or mortality. We right-aligned all the data at event 
time or discharge time before statistical analysis. We first performed functional principal components analysis 
(fPCA) to characterize the changes in vital signs over time. We next performed functional regression to assess the 
relationship with the composite outcome of mortality or ICU transfer. Results were analyzed with the publicly 
available refund  package in R. 
Results 

Figure 1 presents smoothed mean measurement for each vital sign over the time domain. The outcome is stratified 
into those who were discharged and who experienced  event(death or ICU transfer). The second row represents the 
trajectories after accounting for mean and variability and scaled to the same unit. Pulse and respiration illustrate the 
most meaningful variations in trajectories between two groups. Patients who were discharged have lower lower 
respiration rate and pulse as time approaching the endpoint. In the meanwhile, their vitals are stable within this 
period. Conversely, patients with events have higher respiration rate and pulse from 72 hours before event to event 
time with a consisitent increase. We also ran a variable-domain functional regression1 to demonstrate how the 
coefficient of each vital changes over time.  

 
Figure 1. Grid plot of mean function for 6 vital signs over time. 

Discussion 

These results illustrate that changes in respiration rate and pulse are associated with mortality & ICU transfer. This 
association is most pronounced in the 6-8 hours prior to the event. Moreover, this work demonstrates how one can 
analyze dense time varying data captured in the EHR. 
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Introduction 

We attempt to adapt unsupervised Latent Dirichlet Allocation (LDA), a natural language processing 

technique, to discern novel correlational relationships between the diagnoses associated with a rare disease (i.e., 

comorbidities) and to produce clinical profiles of disease exhibition. Using International Classification of Diseases 

(ICD) codes, our project sought to identify distinct topics/clusters of concurrent medical symptoms within rare disease 

populations in the Duke University Health System (DUHS). 

Data & Methodology 

The data set includes all DUHS patients assigned an ICD code categorized as a “rare disease” by the National 

Library of Medicine. The data set runs from April 2013 to September 2016. It includes only structured data from the 

three-year period, including medications and ICD diagnostic codes (versions 9 and 10). The data set includes 1.2 

million unique individuals and 43.3 million unique ICD codes and medications. The data set also includes age, sex, and 

month of visit (i.e., observation). 

We selected Urea Cycle Disorder, Parkinson’s Disease, and Sickle Cell Anemia as our initial sample cohorts. 

Cohorts were established by filtering for patients who were assigned the corresponding ICD10 code at least once in the 

data set. All ICD-9 codes and medications associated with those patients were collected. The data set straddles DUHS’s 

transition to ICD-10. To normalize the dataset, we mapped all ICD-10 codes to ICD-9 using CMS mappings. The use 

of ICD9 maximized sample size, as it would be more difficult to map ICD-9 codes to their more specific ICD-10 

counterparts. 

The frequency of a patient’s association with an ICD-9 code was tallied. The data was then re-weighted using 

Term-Frequency Inverse-Document-Frequency. These frequencies were multiplied by a factor of 1000 and then 

rounded to the nearest integer to fit LDA’s discrete data requirement. The results were fed to the LDA implementation 

found in the topicmodeling package in R.1,2 Resulting topic models were presented to clinicians to verify content 

validity and to manually downweigh ICD codes with known symptomatic associations with the rare disease.  

Model Validation 

LDA requires a predetermined number of topics. Here, the number of symptom/medication topics could not be 

determined a priori. An optimization metric comprised of Cao’s 2009 and Deveaud’s 2014 findings was used to 

determine the statistically optimal number of topics.3,4,5 P-value tests of perplexity over the distribution of 1000 MC 

simulations were used as a measure of statistical significance for a given n number of topics.6
 

Results/Conclusions 

We plotted the term frequency of the top ten most-predominant terms in each topic, both within topic and 

throughout the corpus. Within-topic frequency (β) correlates to the probability of an ICD-9 code belonging to a topic.6 

We considered each topic a profile of disease exhibition. 

All disease cohorts produced a distinct topic with only medications as primary features, suggesting systematic 

differences in DUHS medication data management compared to ICD9 data management. Iterative consultation with 

clinicians verified the content validity of all three LDA models. Notably, within Parkinson’s disease, dementia and 

vascular headaches appeared to be novel correlations in disease exhibition. 

Future Steps 

Within sickle cell anemia and urea cycle disorders, clinically-insignificant clusters dominated the analysis. For 

example, sickle cell anemia clusters were defined by pain in extremities, which are not novel correlations. We attempt 

to resolve this issue by downweighing known symptomatic association with clinician input but acknowledge the need 

for a more standardized method of depreciation. 

Furthermore, while precedent exists for adapting LDA for clinical purposes, we lack well-established 

theoretical framework for our analysis.7,8 P-value tests establish the model’s overall statistical significance but fail to 

quantify the strength of a model’s correlations. 
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Adversarial Learning in Time-to-event Prediction 
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Introduction 

Most clinical prediction algorithms are designed to predict the probability of having an event (e.g. death) during some 

prespecified window of time. This means that even when data are available longitudinally, the most we can predict is 

the probability of having an event within some time window (e.g., dying within the next 24 hrs). However, often it is 

of interest to predict not whether someone is likely to have an event but when someone will likely have an event. To 

achieve this, we propose a Deep Learning Network (DLN) architecture, based on Generative Adversarial Network 

(GAN) and Recurrent Neural Network (RNN) to predict time-to-event (in-hospital mortality or ICU transfer) 1 

distribution. Different than traditional methods like Cox-Proportional Hazards (PH) models (can only get risk) and 

Accelerated Failure Time (AFT), which cannot recover the time-to-event distribution well, our model characterizes 

the approximate time until the event better.  

Methods 

We used in-patient data on 82,450 Duke Health patients from 2014-2016. We abstracted time varying clinical data 

(i.e., vital signs, laboratory tests, medications) and followed patients until Intensive Care Unit (ICU) transfer or 

Death. We trained the DLN on 60% of the patients. On the basis of DATE model[1], we added RNN structure prior 

to GAN, to handle a sequence of observations instead of single observation estimation. We compared our results to 

the more traditional Survival based methods, namely, AFT (Weibull and log-normal), which can provide time 

estimations as well, on the held-out patients.  

Results 

 
Figure 1. (Left) Comparison of time-to-event distribution for DATE-RNN(with different minibatches strategy), 

DATE, AFT(lognormal) and AFT(weibull). Our model DATE-RNN is most close to the true empirical distribution 

(the red line), and the AFT models is very flat thus cannot recover the distribution at all. (Right) Comparison of 

survival risk based on Kaplan-Meier Estimator for different methods. 

Conclusion 

Adversarial learning with Deep Learning Network is a non-parametric method to discover the empirical distributions 

of time-to-event, thus can provide more information on patients’ survival time to clinicians than just the survival risk. 
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Abstract

We present an i2b2 plugin that allows a researcher to extract, on a self-service basis, a spreadsheet of visit-level de-
identified data reversibly modify how any data element is represented without re-running the query. Support: Long  
School of Medicine KL2 Award; NIH/NCATS: 1UL1TR002645; PCORI CDRN: 1306-04631 &  1501-26643

Introduction

As a open source, vendor-agnostic, highly-extensible software data warehouse platform, i2b21 is well positioned to 
bridge data silos and is a popular tool for preparatory to research activities. For extracting data for observational 
studies  there  are  three  common  approaches:  aggregation,  separate  excerpts  from  multiple  database  tables,  or  
employing a team of analysts to write custom queries for each project.

Methods and Software

We offer an alternative-- an i2b2 plug-in 
called DataFinisher2. DataFinisher can be 
self-serviceandlessens the pre-processing 
burden on researchers because it outputs 
an ordinary spreadsheet with one row per 
visit,-- well suited to time series analysis, 
repeated measures regression, or survival 
models  with  time-varying  covariates.  A 
key  problem  to  solve  was  dynamically 
generating SQL appropriate  to  whatever 
variables  a  researcher  selects  (patient 
versus visit-level,  numeric versus  discrete versus  hierarchical  etc.).  DataFinisher  uses  a  rules  file  to choose an 
appropriate representation for each variable based on features like cardinality and utilization patterns of optional  
fact-table  fieldssuch as  modifiers.  The rules  file  can be  customized by the local  informatics  team(requiring an 
understanding of the i2b2 schema and how data is organized in the local EMR system). Here we present a refactored  
DataFinisher which is more flexible in how it represents the data and our road-map, in collaboration with Partners 
HealthCare, for making it practical to deploy at sites beyond UT Health.The rules file format is simpler and there are  
fewer  cases  where  modifications  are  needed  because  DataFinisher  embeds  information  sufficient  to  undo  its 
decisions and interactively choose alternate representations of the data  without re-running the query. The researcher  
still needs to be knowledgeable enough about secondary use of medical records to make valid decisions about how 
to represent and analyze the data. The intent of DataFinisher is to automate SQL queries for self-joining of the data  
and decouple this step from data representation.

Conclusion

DataFinisher extends and simplifies the usage of i2b2 for organizing EMR data into an analysis-friendly form with 
the latest update giving the researcher more granular control.
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Figure 1. Simplified diagram of DataFinisher. Green represents new
functionality.
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Abstract 

One of the main factors driving the inefficiencies in the current clinical development model is lack of timely, 

convenient, and integrated access to data. Here, we present Xcellerate, a modern, cloud-based technology platform 

that uses advanced data integration, analytic, and visualization capabilities to help study teams track the progress of 

their trials and identify and mitigate potential risks with greater insight, speed, and efficiency. Xcellerate provides 

timely, secure, integrated, and contextualized access to clinical trial data under a unique user experience to enable 

full transparency and oversight of study conduct and performance, support proactive risk management, and deliver 

actionable insights. 

Purpose, Capabilities and Impact 

Xcellerate represents a clinical “operating system” designed to enable pharmaceutical companies and their partners 

to execute clinical studies on an integrated technology platform accessible from a distributed, scalable, and 

regulatory-compliant cloud.1 At the core of the system is a clinical data hub that supports near-real-time acquisition, 

mapping, and integration of clinical trial data from any germane source, comprised of two data warehouses: a 

dimensional relational store for the operational data, and a late-binding, distributed NoSQL store for the patient data. 

Layered on top of the data hub is a comprehensive suite of end-user applications that support the entire clinical 

development process, including clinical data management, risk-based monitoring, medical review, issue 

management, safety signal detection, metrics reporting, and many others (Figure 1). We demonstrate that the 

system, which is being used extensively at Covance and has also been adopted as an enterprise SaaS solution by Eli 

Lilly, GSK, and a third soon-to-be-named pharmaceutical company for their global portfolio of clinical trials, 

improves the efficiency and effectiveness of the clinical oversight process as measured on various quality, timeline, 

and cost dimensions. 
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Introduction 

Patient-reported outcomes (PROs) support patient-centered outcomes research and can inform clinical management 
of individuals, shared decision making, patient self-management support, care planning, goal setting, and goal 
attainment. Clinical researchers face challenges in supporting use of PRO data as limited standards exist for 
collecting and exchanging structured data from various instruments across health IT systems, thereby limiting the 
ability to use and exchange PRO data across health systems for research or other purposes. 

To fill these gaps, ONC led a project to standardize integration of structured PRO data in health IT solutions for 
interoperable exchange with two pilot sites to test the specification built as part of the effort. One pilot site, the 
Research Action for Health network’s (REACHnet) team at LPHI, worked to use the Pragmatic Trial App Suite 
(PTAS) platform via tablet administration to facilitate interoperable exchange of PRO data for the PROMIS Physical 
Function v2 and the Patient Assessment of Chronic Illness Care – 11 (PACIC11) measures. PTAS is an EHR-
agnostic tablet platform taking advantage of harmonized clinical data such as REACHnet/PCORnet Common Data 
Model (CDM) to target patient groups for administration of specific PRO Measures (PROMs). PTAS is currently in 
use in four health systems in about 70 exam rooms to distribute PROs to patients during clinic visits. PTAS recruits 
patients into a patient network (Health in Our Hands - http://www.hioh.org) of over 8,000 patients where PROMs 
and their resulting PROs can be administered and collected.  

To exchange data across health IT systems, PROMs and data were standardized in a specification using the HL7 
FHIR Questionnaire and QuestionnaireResponse resources. One-to-one mappings of PROM concepts to FHIR 
objects allow for the seamless exchange of any PRO measure and resulting data between apps and EHRs and can 
support consistency in interpretation of results for patients and providers to foster shared decision-making. 

Conclusion 

Patient Reported Outcomes Measures and Data can be standardized for electronic exchange and use by clinicians 
and patients for the enhancement of the patient-care experience and shared decision making.  
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Introduction

With creative use of wearable sensing and ubiquitous computing, mobile health (mHealth) supports novel health
monitoring at both the individual and population level. Researchers conduct mHealth studies to validate physiological
parameters, discover novel biomarkers, detect adverse health conditions, and develop just-in-time interventions while
individuals are in their natural environment. These studies must follow human subject research protocols, which can
be challenging to enforce with current approaches. First, collecting informed consent from subjects can require manual
effort and paper-based documentation. Second, current mHealth systems do not provide a secure and fail-proof method
for anonymizing and storing de-identified data that minimizes re-identification risk. Third, many mHealth systems
lack an automated audit trail that ensures the provenance, integrity, and quality of data. Fourth, mHealth systems lack
subject-level permission controls for secondary data sharing for future research protocols.

Key Platform Features

We demonstrate Tabatha, a smartwatch- and tablet-based research platform that we use to collect data from children
with autism to develop methods for identifying and predicting verbal protest and motor stereotypy (Figure 1). We
show how our blockchain-enabled system addresses existing challenges.
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Annotation

Data
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Access	Control

Collaborator

Primary	
Investigator	(PI)

Auditor
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Figure 1: Platform overview

A role-based platform for automated provisioning:
The platform facilitates six crucial roles within a unified
environment: subject (uses a wearable in a free-living
condition); parent (for minor subjects); primary inves-
tigator (monitors, manages, and approves the ongoing
activities), study coordinator (recruits subjects, acquires
informed consent, and administers study sessions), au-
ditor (evaluate the protocol compliance), third-party col-
laborator (access anonymized study data).

Consent management and data sharing permissions:
Blockchain provides a secure and trusted framework for
consent management and secondary data sharing. Prior
to enrollment, consent information, collected from sub-
jects, are securely stored on the ledger. Data owners
can further specify fine-grained access rights, such as in-
tended users, data type, and duration of usage, which
smart contracts verify to validate authorized data re-
quests. Any attempts to tamper with the data are tracked
and immediately recorded in the immutable transaction
log. Such a framework not only improves privacy but
also induces transparency through an automated audit trail.

Edge computing and reducing the risk of re-identification: The platform collects raw sensor data sampled at high
frequency — accelerometer (96 Hz), gyroscope (48 Hz), Photoplethysmogram (24 Hz), Heart rate (1 Hz), and the
acoustics (44.1 kHz). To minimize the re-identification risk, the platform anonymizes the sensed samples right at
the source by assigning, associating, and storing a random UUID to each sensed sample. Acoustic sensing poses
an additional risk of identification due to subject-specific speech traits. We obfuscate these identifiable traits by
computing and storing time and frequency domain speech features. Furthermore, this approach offloads resource
hungry computations to edge devices and reduce sampling frequency from 44.1 kHz to 100 Hz.
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MEd,5 Stel Avramidis, BS5  
1University of California San Francisco, San Francisco, CA, 2Vivli Center for Global Clinical 

Research Data, Cambridge, MA, 3Cochrane, London, United Kingdom, 4SUNY Upstate Medical 
University, Syracuse, NY, 5BlueMetal, Watertown, MA, 

Introduction and Background 
Clinical trials are one of the most important sources of evidence for research and care. For greatest value, individual 
participant-level data (IPD) should be shared to enable discoveries beyond those possible with only summary-level 
data. Although funders and journals are increasingly mandating IPD sharing, there are capacity, policy, technology, 
and resource barriers. Vivli is a new non-profit organization that is addressing these barriers through a global neutral 
data-sharing platform that launched in July 2018. We will demonstrate the Vivli data-sharing platform.   

Methods 
Together with development partner BlueMetal, Vivli defined and implemented the system architecture and security 
on Microsoft’s Azure cloud platform. Based on extensive consultations with existing IPD data-sharing platforms and 
user interviews, we defined platform features for core user roles of Data Contributor and Data Requester, and for 
administrative roles of Data Curator, Review Panel Reviewer and Vivli Administrator.  
To enable scientifically appropriate retrieval of relevant IPD, Vivli supports PICO (Population-Intervention-
Comparison-Outcome)-based, vocabulary-enhanced queries. Studies available on Vivli are described by a metadata 
model merging the Cochrane ontology and the Ontology of Clinical Research. Terms come from the Cochrane 
Vocabulary, which is based on SNOMED, MedDRA, and WHO-AT.  
Through a years-long process of stakeholder engagement, Vivli defined a platform-wide Data Contributor 
Agreement, Data Use Agreement, data request form, and common processes for reviewing data requests.   

Results 
At launch in July 2018, the Vivli platform listed over 2500 studies with data from over 1.8 million subjects from 98 
countries. Studies are from industry, academic, government, and non-profit contributors. Studies are posted on Vivli 
normally using their ClinicalTrials.gov registration ID (NCT ID). Vivli programmatically extracts administrative 
information from the ClinicalTrials.gov record, while a human curator extracts the PICO elements and annotates 
them to the Cochrane vocabulary. Data Contributors may store IPD on Vivli at the time of posting for long-term 
archiving or may store their IPD at a partner platform and provide IPD only in response to an approved data request.  
A Data Requester can search for and request IPD from Vivli-listed studies as well as studies from partner platforms. 
The Data Requester completes a common Data Request form that is routed to the appropriate Independent Review 
Panel(s). When approval is granted, the requested IPD is provisioned to a secure virtual machine (VM), where 
analysis must occur. All provisioned IPD must be deidentified and be sharable under the obtained informed consent, 
which complies with General Data Protection Regulation (GDPR). IPD is recommended to be in SDTM format; data 
alignment is currently to be performed manually by the Data Requester. Once planned analyses are completed and 
their results downloaded, the VM is deleted. All study and derivative datasets are issued DOIs using the DataCite 
service. Per-study listing charges and VM rates have been defined. Vivli launched with 15 partners including 
Harvard, Duke and Johns Hopkins Universities, UCSF, Helmsley Charitable Trust, BioLINCC, GSK and Pfizer. 

Discussion 
Vivli is the first-ever data-sharing platform that enables the secure aggregation of IPD from multiple platforms. It is 
disease agnostic and supports variable levels of data access. Vivli helps meet emerging mandates for data sharing.    
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Introduction 
Clinical research and data science often require manual review of patient records for algorithm 
evaluation/validation and data extraction tasks. This work often occurs in the source EHR or in deployed 
server solutions (e.g., i2b2, etc.). These solutions are often suboptimal due to workflow concerns (EHRs) 
or complex deployment (server solutions). In these solutions, record abstraction often occurs in a 
secondary system (e.g., REDCap,1 or Excel file). Here we present a lightweight and portable R Shiny app 
that displays patient records and has a built-in review interface to improve workflow and accuracy.   

Methods 
ReviewR is a web-based application developed using the R programming language2 and Shiny framework.3 
It is cross-platform and can be deployed locally on any machine that has R installed. It can also be hosted 
on a server to allow access through a website for users who do not have a local version of R. Code is 
available at: https://github.com/laurakwiley/ReviewR  

Results 
ReviewR is architected to be flexible across data models and fully supports the OMOP data model. It 
supports both Postgres and BigQuery databases.  Each table can be filtered by columns and supports text-
based search, highlighting, and filtering. The chart abstraction interface supports multiple types of data 
capture (e.g., radio buttons, check lists, free text entry, etc.). Data is stored locally and will support upload 

to REDCap. A screenshot 
is presented in Figure 1.   

Conclusion 
We have created a light-
weight, portable R Shiny 
application to review 
medical record data in 
multiple data models 
stored in Postgres or 
BigQuery and stores a 
local version of record 
abstractions.  
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Figure 1. Screenshot of ReviewR Interface  

1096



  

CEDAR: Accelerating the Submission of High-Quality Metadata 

Mark A. Musen, M.D., Ph.D., Martin J. O’Connor, M.S., Marcos Martínez- 
Romero, Ph.D., Attila L. Egyedi, Josef Hardi, Debra Willrett, and John Graybeal 

Center for Biomedical Informatics Research, Stanford University, Stanford, CA, USA 

Abstract 

There is growing awareness of the poor quality of the metadata that accompany datasets submitted to public 
repositories. Many research groups are hoping to address this shortcoming by developing data-submission pipelines 
that place a strong emphasis on accompanying data submissions with semantically rich metadata. However, there are 
no widely used tools to support the development of these pipelines, particularly tools that can support the diverse 
workflow requirements of research in biomedicine. The Center for Expanded Data Annotation and Retrieval (CEDAR) 
is developing technology to address this need. CEDAR provides highly configurable tools that support the creation of 
metadata submission pipelines to meet diverse deployment and adoption scenarios. We demonstrate how CEDAR 
provides robust pipelines to several research communities for authoring and submitting metadata. 

Developing Metadata Submission Pipelines 

The CEDAR Workbench1 has been developed to assist the authoring of metadata to annotate experimental datasets 
and to simplify their submission to online repositories. At its core, CEDAR offers a library of standardized templates 
for authoring different types of metadata. CEDAR templates incorporate community metadata standards and provide 
linkages to controlled terminologies. Scientists can use existing CEDAR templates or create new templates to describe 
metadata for particular kinds of biomedical experiments. The system generates Web-based forms from the templates, 
acquires metadata from submitters using these forms, and then transforms and uploads the resulting metadata and 
associated datasets to the designated repositories.  
CEDAR is being adopted by a diverse set of community-based groups with varied requirements. Some groups wish 
to submit their metadata to existing public repositories and thus they require a full end-to-end pipeline. Other groups 
have existing pipelines and use a subset of CEDAR components to enhance the quality of their metadata and to 
simplify the submission processes. We describe three deployments that illustrate the various ways in which CEDAR 
has been used to operationalize metadata submission pipelines. 
AIRR: The Adaptive Immune Receptor Repertoire (AIRR) Community (http://airr.irmacs.sfu.ca/) utilizes repertoire 
sequencing to study the immune response. AIRR researchers have identified the lack of metadata standards to describe 
their datasets as a bottleneck to their progress. The Community thus established guidelines for uploading metadata 
specifications and associated datasets to the appropriate NCBI repositories. They operationalized an end-to-end 
submission pipeline by using CEDAR to design a template describing standard metadata, to acquire metadata from 
users, and to submit those metadata to NCBI repositories (currently BioProject, BioSample, and SRA).  
LINCS: The Library of Integrated Network-Based Cellular Signatures (LINCS) (http://www.lincsproject.org/) is a 
consortium studying cell signaling to learn how cells respond to various genetic and environmental stressors. The 
LINCS community had an existing metadata submission pipeline and its own data repository, but investigators needed 
a larger array of additional metadata specifications to describe diverse datasets. They enhanced their pipeline by 
integrating CEDAR’s template-creation and metadata-acquisition components into their workflow to generate these 
additional metadata specifications and to acquire conforming metadata. 
NIH Cloud Credits Model Pilot: The NIH Cloud Credits Model Pilot (https://www.commons-credit-portal.org/) was 
established to evaluate approaches for allocating scientific computational resources in the NIH Data Commons. It 
explores a credits allocation model to encourage the sharing of various types of digital objects resulting from NIH 
research in the Cloud. To support the Pilot’s metadata collection and indexing needs, CEDAR worked with the 
BioCADDIE DataMed team to set up a Pilot-specific CEDAR template, whose metadata instances could then be 
harvested and indexed by the DataMed system to enable it to search for experimental datasets stored in the Cloud. 
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Introduction 

This systems demonstration illustrates three extensions to i2b2: (1) data visualizations to show the predictive value of 
information about patient interactions with the healthcare system, such as the time of day when a laboratory test is 
ordered; (2) a "SumTree" visualization that gives a bird's-eye-view of an entire i2b2 ontology; and (3) the use of 
"streaming algorithms" to enable real-time (millisecond) queries of data on millions of patients. 

System Descriptions 

Healthcare System Dynamics (HSD): Electronic health records (EHR) and administrative claims databases are 
transforming medical research by giving investigators access to data on millions of individual patients. However, 
EHRs and claims are observational databases, which reflect not only the health of the patients, but also their 
interactions with the healthcare system. Research studies that do not account for this can have counterintuitive 
findings. For example, we found that patients with normal white blood cell (WBC) count test results in the middle of 
the night have lower survival rates on average than patients with abnormal test results in the afternoon1. This is because 
typically only sick patients have laboratory tests ordered in the middle of the night. In fact, for most laboratory tests, 
the time of day, the day of the week, and the frequency the test is ordered is more predictive of survival than the value 
of the test result1. By ignoring how dynamic processes within the healthcare system affect observational health data 
or naively treating it as noise, investigators risk both misinterpreting the actual patient pathophysiology and losing 
valuable information content. In order to help investigators understand these potential biases and leverage them in 
their studies, we developed several data visualizations and ontology extensions for i2b2 (Informatics for Integrating 
Biology & the Bedside), a widely used open source software platform for query and analysis of clinical research data. 

SumTree Ontology Visualization: Standard medical ontologies, 
such as ICD-10 diagnoses and RxNorm medications, have many 
thousands of concepts. Existing tree-based visualizations enable 
users to expand a "parent" concept to view its "child" concepts. 
However, this only shows a tiny portion of the entire ontology. We 
created a "SumTree" visualization that extends a traditional tree 
view by graphically showing next to each concept summary 
statistics about the full subtree under that concept. With 
SumTrees, users can simultaneously see both the overall structure 
of an entire ontology and details of individual concepts.  

Real-Time Queries. A challenge of creating interactive data visualizations of population-wide health data for millions 
of patients is being able to query the underlying clinical databases in real-time. We leveraged "streaming algorithms", 
which compress big data into small probabilistic data structures called "sketches", to gain orders of magnitude in query 
performance compared to conventional methods. Using a large claims dataset with 50+ million patients and 10+ billion 
data facts, the method runs i2b2 queries that normally take several minutes in only a few milliseconds. The trade-off 
is a small amount of error, which is usually less than 1% of the actual result. 

Software Availability 

As of the date of submitting this proposal, beta versions of the HSD plugins, a SumTree demo and corresponding 
code, and code to test a streaming algorithm on simulated data are available at http://HealthcareSystemDynamics.org. 
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Abstract 

Environmental exposures have significant effects on health through direct biological pathway alterations as well as 

mutagenic and epigenetic mechanisms. The Utah PRISMS Informatics Ecosystem is a comprehensive standards-

based, open-source informatics platform aligned with the goals of modern environmental health research supporting 

meaningful integration of sensor, computationally modeled and biomedical data. 

Introduction 

Quantifying effects of the environment on health requires integrating data from all contributing exposures (exposome) 

which can span endogenous processes within the body, biological responses of adaptation to environment, and socio-

behavioral factors. Exposomic research is translational in nature as the exposome includes direct biological pathway 

alterations as well as mutagenic and epigenetic mechanisms of environmental influences on the phenome. Generating 

exposomes requires data integration across sensors and environmental monitors, as well as physiology, medication 

use and other clinical data, genomic and other biospecimen-derived data, and person-reported data. This integration 

must support variable spatio-temporal resolutions due to differences in study, experimental and analytical designs. 

Gaps in measured data may need to be filled with modeled data along with characterization of uncertainties.  

Methods and Demonstration 

We are developing a scalable infrastructure, the Utah 

PRISMS (Pediatric Research Using Integrated 

Sensor Monitoring Systems) Informatics Ecosystem 

(UPIE) to address these needs. UPIE is a 

comprehensive, standards-based, open-source 

informatics platform that provides semantically 

consistent, metadata-driven, event-based 

management of exposomic data. The event-driven 

architecture allows modeling and storage of all 

activities related to the study and its operations in 

their primitive form on a timeline of events that can 

be transformed to higher/analytical models. Its key 

components are summarized in Figure 1.  

In this demonstration, we discuss the architecture of 

UPIE, and the generalizability of this multi-scale and 

multi-omics platform as a robust pipeline for 

reproducible exposomic research; with results from 

pilot projects using real-time, low-cost air quality 

sensors. These pediatric studies are aligned with the 

National Institutes of Health (NIH) ECHO program 

and NIH PRISMS program and evaluated 

acceptability of personal and home-based Internet-

of-Things sensor monitoring; demonstrated the 

feasibility of gathering environmental exposure data 

from low-cost sensors at a fine level of resolution; demonstrated the efficacy in integrating heterogeneous data for 

building and analyzing exposure profiles.  

Statement of the Degree of Deployment: The platform is currently deployed at the University of Utah to support 

exposomic studies and send integrated data to the PRISMS Data Coordinating Center; the platform is also deployed 

to support capture of air quality sensor data for the Utah ECHO study. We will present results from these deployments. 

Figure 1: Key Components of UPIE. 
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Introduction

The installation and configuration of clinical Natural Language Processing (NLP) tools is often outside the expertise
of clinical researchers and beyond the scope of institutions without dedicated informatics personnel. Software installa-
tion, system configuration, and XML input/output specification present significant challenges to novice users of NLP
systems. The NLP Artifact Discovery And Preparation Toolkit (NLP-ADAPT) aims to address these issues with a
portable, consistent environment that NLP researchers can use to compare, evaluate, and compose NLP solutions.

The toolkit includes publicly available NLP systems such as MetaMapa, cTAKESb, CLAMPc, and BioMedICUSd,
and novel systems developed at the University of Minnesota for querying, visualizing (NLP-TAB1), merging, filtering,
and combining (AMICUS2) the artifacts produced by various NLP systems. System scripts execute the software in a
pre-configured manner that allows for greater levels of software interoperability. The suggested workflow (Figure 1)
and instructions distributed with the system guide the user from raw text input to useful output. The Virtual Machine
(VM) that contains the tools requires only basic knowledge of computers and virtualization to install, allowing NLP-
ADAPT to be deployed by anyone with modest computing resources. We propose that NLP-ADAPT will lower the
barrier to participation in clinically focused NLP research and enable unconventional approaches that rely on artifacts
derived from multiple NLP systems.

In the proposed demo we will show step-by-step how NLP-ADAPT can be used to explore the performance of in-
cluded NLP systems on collections of unstructured reports from three types of clinical documentation (clinical notes,
radiology, and pathology reports) and how to define an ensemble of NLP systems optimized for each note type.

University of Minnesota
NLP-ADAPT

Sanitize input with feed-
back from “lint” script

Run available NLP systems

Browse annotations from each
system with NLP-TAB and

the UIMA Annotation Viewer

Configure and run AMICUS
to compose and filter the
annotations meaningfully

Use resulting annota-
tions for further analysis

Figure 1: Suggested Workflow

Development and Deployment

NLP-ADAPT is under continuous development and is being deployed and tested
at four institutions that participate in the Open Health Natural Language Process-
ing (OHNLP) Collaboratory. Installation instructions are available to interested
researchers via a github repository.e More NLP systems and analysis tools are
slated for later inclusion, with which we hope to address the need for alternative
workflows and methodologies, since workflows diverging from the suggested one
may not execute as gracefully. Alongside this effort a sister projectf aims to provide
versions of the tools “at scale” using Docker and a distributed workflow such that
millions of documents can be annotated and analyzed.
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Abstract 

The application of Data Science in healthcare is met with several challenges peculiar to most healthcare 
organizations. These challenges include problems relating to data access, standardization, collaboration, computing 
resource needs, and deployment of predictive models. We present a Cerner® solution developed in collaboration 
with CHOC Children’s Hospital that solves most of these challenges while simplifying development of large scale 
Data Science solutions. It uses the Amazon Web Services S3 bucket as an encrypted data lake to store both 
structured and unstructured data by FHIR standards(1), and the Elastic MapReduce for high performance 
distributed computing(2). It takes advantage of several Apache® Project Solutions such as Hive and Spark(3) and 
uses Jupyter® as the integrated development environment. The platform is HIPAA complaint with data encrypted in 
rest and in flight. We present the platform using Spark Machine Learning Library to build predictive models on 
corresponding EMR data. Specifically, we used deep learning and tree ensemble algorithms (random forest and 
gradient-boosted trees) to predict patient deterioration as captured by inpatient mortality, the need to transfer 
patients to the ICU, and high healthcare resource utilizers on claims data. 

About Cerner® HealtheDataLab 

Cerner HealtheDataLab is a cloud-based ecosystem and elastic data lake designed to help answer questions using 
statistical and data science-oriented tools to query data, extract and transform data sets in research-ready formats, 
build complex models/algorithms, and push insights back into the clinical workflow. HealtheDataLab offers the 
scalability of Amazon Web Services (AWS). The information in HealtheDataLab is encrypted and de-identified for 
confidentiality and compliance of the Health Insurance Portability and Accountability Act of 1996 (HIPAA) privacy 
regulations. 

HealtheDataLab recently became available at the beginning of 2018 and is currently being leveraged by two clients 
with several more in early stages of implementation planning. In addition, HealtheDataLab is has been deployed 
internally for HealthePrograms and Care Management Identification. Cerner currently has 20 data scientists 
partnering with various clients working on innovative projects using HealtheDataLab. 
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Abstract  - Clinical and population health researchers have the opportunity to create combined datasets 
for clinical research that are vastly larger and, therefore, offer the potential to be more accurate than those 
in traditional clinical research environments.  The difficulty in creating these datasets is in transforming 
records from disparate sources into comparable structures as well as cleaning and validating the data.  
Identifying potential duplicate records is an essential step for the data cleansing as it allows for a more 
accurate count of unique patients, a more accurate picture of disease burden, and a better view of clinical 
outcomes of care over time.  This identification of duplicate records is complicated by privacy rules 
adopted by many countries, such as the U.S. Health Insurance Portability and Accountability Act 
(HIPAA).  Individually identifiable health information must be masked from parties that do not have 
viewing permission.  In order to simplify the process of cleaning duplicate medical records and generating 
a unique patient identifier, thereby retaining HIPAA protections, we have created an easy to use software 
tool, called “The De Duplicate and De Identify Research Engine” or “DeDeRE” which includes 4 
services: hashing, matching, reporting, and optimization. 

The DeDeRE software was developed to provide a solution for integrating and de-duplicating patient 
records across disparate clinical systems in order to allow the resulting datasets to be combined into larger 
de-identified and Limited Data Sets (LDS) while still protecting patient privacy.  The hashing and 
matching components of the software offer a secure linkage of electronic medical record (EMR) data 
within one health system with heterogeneous systems as well as across multiple health systems engaged 
in collaborative research efforts.  The reporting service produces matrix reports for matching results and 
static reports for data analysis.  Finally, the optimization service provides enhancements to data mining 
and data cleaning. 

As a tangible example, suppose system A has 1.2 million unique patients, and system B, located in close 
proximity to system A, has 1.8 million unique patients.  Unknown to each system is a 300,000 patient 
overlap.  The DeDeRE system will correctly match the overlapping patients and produce a resulting de-
identified and/or LDS of 2.7 million unique combined patients.  Extending this to a third system in close 
proximity to systems A and B allows for a truly regional population health effort as opposed to what are 
currently system-specific approaches.  In addition, having an LDS covering the substantial population of a 
region allows for true longitudinal studies, increased clinical trials, and the integration of other types of 
data (e.g. geographic, Census, environmental).   Different than other patient matching systems in current 
production, the DeDeRE platform allows for the ingestion of disparate data sources with minimal to no 
pre-processing required on the part of the end users. 

The DeDeRE software was developed in 2018 and used specifically as a test platform for the purpose of 
determining duplicate patients in multiple U.S. state cancer registries participating in the SEER program.  
Specifically, by hashing and matching millions of records of multiple state cancer registries, duplicate 
cases both intra-state and inter-state were identified and adjudicated.  Following this proof of concept, the 
software will be used to de-duplicate clinical data across multiple health systems in the Northeast Ohio 
area. 
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	Abstract
	1 Introduction
	Data for this study comes from the clinical records of adult patients with diabetes treated in primary care practices affiliated with Massachusetts General Hospital and Brigham & Women’s Hospital between 2000 and 2014.
	3.2.2 Data Collection Criteria
	For training and testing the NLP methodologies we used provider notes of patients who were at risk for declining insulin therapy. We identified them by selecting patients who had blood glucose levels above the recommended targets (HbA1c ≥ 7.0%) and ha...
	These values demonstrate the rarity of the phenomena we seek to identify: in both set the negative class instances make up 99.98% of the data. This also highlights the difficulty associated with identifying this information through manual chart review...
	The primary aim of our evaluation is to assess the accuracy with which instances of insulin decline by patients can be detected. Given the extremely low prevalence of this information (as given in section 3.2), we utilize the balanced F-score (F1) of ...
	This evaluation was conducted against the aforementioned held-out gold standard test set. This data is annotated at the sentence level, so our measures quantify how well the methods are able to detect sentences that mention insulin decline, across all...
	4 Results
	We first report the performance of our machine-learning models on the training data. This was performed under stratified 10-fold cross-validation. This was then followed by an evaluation on the held-out test set to assess their generalization.
	4.1 Cross-Validation Experiments
	In this section we report our cross-validation results using the training data.
	4.1.1 SVM Classification Model
	As described earlier, we experimented with training linear SVM models using words, lemmas, and features from the previous sentence to capture any relevant contextual information. The results for these models are presented below in Table 2.
	We observe that the performance between words and lemmas is very similar. However, including information from the previous sentence decreases performance for both feature categories. This indicates that these sentences do not usually contain relevant ...
	We also repeated these experiments with sentence filtering to remove instances that did not contain relevant keywords (e.g. ‘insulin’ and ‘Lantus’). This filtering greatly reduces the size of the negative class to approximately 10k sentences. However,...
	As noted earlier, our data is highly imbalanced and SVM models are sensitive to such imbalances. In particular, it is known that in such cases they produce models that favor the majority class.32 Data resampling methods are one way to mitigate such is...
	Since our training set only included 535 samples from the positive class, we tested increasing this number via oversampling. To achieve this we took our best model from the previous experiments (SVM with word features) and applied the SMOTE oversampli...
	We observe that oversampling with 4k provides a significant boost over the same model with just the original data. The increase in the F1 score is due to a substantial increase in the model’s sensitivity (recall) and a decrease in precision. According...
	4.1.2 CRF Sequence Labeling Model
	The results for our CRF models, using both word and lemma features, are presented in Table 4. Compared to the SVM model from the previous section, the CRFs achieve higher precision but lower recall. This may be preferable in scenarios where we wish to...
	4.1.3 Canary Language Model
	Our final method is a clinician-designed language model created using the Canary platform described above. The clinician received the annotated training set that was used to train the machine learning models and analyzed the data by manually inspectin...
	This process was performed iteratively until the clinician determined that no significant further improvements could be made. At the end of the process it resulted in a set of 148 word classes and 284 rules. When evaluated on the training data this mo...
	4.2 Test Set Evaluation
	We next evaluated all of our models on the test set to see how well they generalize beyond the training data. The results for all models are shown below in Table 5.
	The evaluation shows that the cross-validation patterns hold, with the Canary model achieving the best results. This high performance indicates that the rules developed during training generalize very well to additional data. On the other hand, we not...
	The SVM model performs better with oversampling, highlighting the importance of class prevalence and imbalance for such information extraction tasks. The CRF model achieved the worst performance on this task.
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	Abstract
	Introduction
	Methods
	Our methods were informed by an integrated set of theoretical frameworks previously used to evaluate technology acceptance and success. We used the Unified Theory of Acceptance and Use of Technology Model (UTAUT) which has been previously used to exam...
	Thus, to evaluate the use of the Dashboard (i.e. the technology in this case) in the context of the constructs described in the UTAUT and D&M models, we used a mixed-methods approach consisting of both quantitative and qualitative components. The quan...
	Quantitative evaluation study
	Our evaluation used a quasi-experimental, longitudinal study design to evaluate the relationship between Dashboard usage and various outcomes related to clinical care in encounters with a chief complaint of chest pain. For the purpose of the evaluatio...
	We linked INPC usage log data to encounter data in order to determine encounters where the clinician accessed a patient's clinical information in the HIE. INPC usage logs record all instances of user querying a patient's clinical information through C...
	Evaluation Hypotheses
	As determined through the small-scale pilot study described above, usage of patient information from the HIE was low mainly due to the logistical and technical barriers to using CareWeb. The technical and user experience design of the Dashboard was in...
	HIE use in the intervention ED will increase after the implementation of the Dashboard.
	Our analysis focuses on two additional hypotheses which we will examine in the near future. First, since the Dashboard allows clinicians to view relevant clinical information within the EHR with much less effort than when using the EHR and CareWeb, ou...
	Dependent and Independent Variables
	Based on our primary hypothesis, our dependent variable was HIE Use, defined as 1 if the HIE was used in an encounter (either through CareWeb or the Dashboard) and 0 if not. While this outcome examines each encounter regarding whether the HIE was acce...
	Data Analysis
	We first examined the distributions of various variables of interest. Using Chi-squared analysis or t-tests as appropriate, we evaluated the bivariate relationships between independent variables and the binary dependent variable. Next, using a differe...
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	Questionnaire
	Data analysis
	Results
	Quantitative evaluation results
	INPC usage
	p-value
	Confidence Interval
	Odds Ratio
	Variables
	0.329
	(0.95, 1.16)
	1.05
	Post
	<0.001
	(2.73, 4.20)
	3.38
	Intervention
	0.026
	(1.02, 1.30)
	1.15
	Post × Intervention (DID estimator)
	Table 1: Estimates from difference-in-difference analysis for INPC usage. INPC usage refers to INPC usage through CareWeb or through the Dashboard. Post refers to the binary variable indicating time period, 1: post-implementation; 0: pre-implementation. Intervention refers to whether a given encounter was in the intervention ED or other EDs in the IUH system, 1: Intervention ED; 0: Other EDs
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	Introduction
	Our goal was to explore the feasibility of a chronological summarization approach to extracting general-purpose medical knowledge from EHR data. Our approach (Figure 1) involves mining knowledge through: (1) patient-level sequencing of unique observat...
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	Results
	We evaluated network-level performance at the beginning of Cycles 2 and 5. Cycle 1 was not comparable due to differences in processes and participating DataMarts.4 We present results for topics important to the PCORnet demonstration studies.5 Principa...
	Results are shown in Table 2. Denominators vary between cycles due to changes in network participation and data availability, and by metric since some tables and fields are not populated by all DataMarts. We observed improvement in the availability of...
	Table 2: Network Level Results for Metrics Important to PCORnet Demonstration Studies
	Discussion
	Standardizing real-world data for use in research is a complex undertaking. We developed an iterative and collaborative data curation process to help network partners meet this challenge. The resulting high level of foundational data quality in PCORne...
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	The Department of Veterans Affairs (VA) maintains nearly two petabytes of data related to Veterans health and healthcare, which are collected from over 8,000 sites and organized in multiple databases. Understanding how to use these data can be challen...
	Proposed Solution
	There has been great organizational interest in seeking a more robust technology that better supports sharing, evaluating, recording, organizing, and readily retrieving this valuable tacit knowledge to ensure the effective use of data to support the V...
	Iterative Development & Design
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