
AMIA 2018 Informatics Summit Welcome Letter 
 
On behalf of AMIA and the TBI and CRI Scientific Program Committees, we are pleased to welcome you to 
the eleventh AMIA Informatics Summit!  
 
The Informatics Summit serve as the primary forum to connect with leaders in the field of informatics who 
are advancing translational science at the nexus of bioinformatics and clinical research.  
 
The meeting brings together translational scientists, data scientists, informatics researchers and 
practitioners from academia, industry, government and non-profit sectors to share knowledge and best 
practices, and to forge collaborations across boundaries. 
 
Equally emphasizing discovery and impact, the Informatics Summit welcomed submission on the innovation, 
evaluation, and implementation of transformative concepts, methods, and technologies to accelerate 
translational science and precision medicine. It includes contributions to foundational concepts and 
methodologies as well as applications with public health impact. The TBI Summit focuses on innovative 
methods and novel discoveries that advance understanding of human disease and enable personalized and 
precision medicine, while the CRI Summit highlights translational research from bench to bedside, practice, 
and communities. 
 
The following types of submissions were submitted: 
 

• Papers 
• Student Papers 
• Podium Abstract Presentations 
• Posters 
• Panels 
• Partnerships in Innovation 

 
Moreover, the following awards were presented: 
 

• Marco Ramoni Distinguished Paper Award for Translational Bioinformatics 
• Clinical Research Informatics (CRI) Distinguished Paper Award  
• TBI Student Paper Award 
• CRI Student Paper Award 

 
We thank you for your contribution and participation! 
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Towards Large-Scale Predictive Drug Safety: A Systems Pharmacology 
Perspective 

Keith Burkhart, MD1, Lang Li, PhD2, Avi Ma’ayan, PhD3, Nicholas Tatonetti, PhD4, Ping 
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Participants 

• Organizer and Moderator: Ping Zhang, PhD, Center for Computational Health, IBM T.J. Watson Research 
Center 

• Panelist: Keith Burkhart, MD, Center for Drug Evaluation and Research, U.S. Food and Drug Administration 

• Panelist: Lang Li, PhD, Department of Biomedical Informatics, Ohio State University 

• Panelist: Avi Ma’ayan, PhD, Department of Pharmacological Sciences, Icahn School of Medicine at Mount 
Sinai 

• Panelist: Nicholas Tatonetti, PhD, Department of Biomedical Informatics, Columbia University 

Abstract 

Adverse drug reaction (ADR) is a major burden for patients and healthcare industry. Systems pharmacology, which 
involves the application of systems biology approaches, combining large-scale experimental studies with 
computational analytics, can enhance the understanding of ADRs by looking at the effects of a drug in the context of 
cellular networks as well as exploring relationships between drugs. Recent efforts in high throughput experiments 
have generated a huge amount of data across the multiple biological scales of the organism, across a wide range of 
time scales, and across multiple species. These data sets provide unprecedented opportunities for systems 
pharmacology, but impose great challenges in big data management, mining, and integration. Furthermore, to 
materialize the true potential and impact of systems pharmacology approaches, much work is needed to show that 
they can be successfully adopted into practical applications. In this panel, participants will summarize the recent 
advances in informatics and systems pharmacology for drug safety and identify challenges and opportunities. Panel 
participants will synthesize their perspectives on these key issues and likely future developments in this area, explore 
a diverse set of topics, and engage in thoughtful discussion with the audience. 

Learning Objectives 

After participating in this session, the learner should be better able to: 

• Recognize the benefits of applying systems pharmacology models for large-scale predictive drug safety  

• Understand recent advances in concepts, methods, analytics, and new trend of systems pharmacology and its 
applications  

• Gain knowledge of the usage of different drug safety data sources, understand the unique vantage point of 
each data source could provide, and unique strengths and limitations of each data source has 

• Discuss current challenges and opportunities for large-scale predictive drug safety from informatics and 
systems pharmacology perspective 

Introduction 

According to the definition by World Health Organization (WHO), an ADR is generally defined as an unintended, 
harmful reaction suspected to be caused by a drug taken under normal conditions. It has been long recognized that 
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ADRs represent a significant public health problem all over the world. In the United States, it is estimated that over 2 
million serious ADRs occur among hospitalized patients, which results in over 100,000 deaths each year. 

Randomized control clinical trials have limited power to detect all ADRs due to factors such as highly selected 
participants, small sample size and relatively short duration. Regulatory agencies rely on postmarketing surveillance 
to monitor safety once drugs are approved for clinical use. There are also new ways to conduct pharmacovigilance 
using expanded data sources including data from Electronic Health Records (EHRs), medical claims, and social media. 
Despite advances in pharmacovigilance methods that address issues of confounding bias, clinical data of ADRs are 
inherently noisy. Systems pharmacology, the integration of systems biology and chemical genomics, offers 
complementary approaches for integrating biological data towards large-scale predictive drug safety. 

Urgency, Timeliness and Importance of the Panel 

Systems pharmacology aims to holistically understand mechanisms of drug actions to support drug discovery and 
clinical practice. The recent exponentially growing amount of data at multiple scales (genetic, molecular, cellular, 
organismal, and environmental) with safety events has promoted the development of integrative systems 
pharmacology approaches to large-scale predictive drug safety. The added value of such approaches is that, beyond 
the traditional identification of potentially liable chemical fragments for selected safety end points, they have the 
potential to provide mechanistic insights for a much larger and diverse set of safety events in a statistically sound non-
supervised manner, based on the similarity to drug classes, the interaction with secondary targets, and the interference 
with biological pathways. The combined identification of chemical and biological hazards enhances our ability to 
assess the safety risk of bioactive small molecules with higher confidence than that using structural alerts only. As a 
result, now is an exciting time for developing systems pharmacology approaches that examines ADR-related 
information from a diverse set of potentially complementary data sources and illuminates potential mechanisms of 
action leading to adverse outcomes, to predict ADRs in both individual patients and global populations. 

Despite the progress, there is clearly room for technical improvement with regard to systems pharmacology for drug 
safety. Furthermore, to materialize the true potential and impact of these methods, much work is needed to show that 
they can be successfully adopted into practical applications. Current challenges include: (1) the integration of 
diversified models that are from different resources, based on different methodologies, and at different temporal and 
spatial scales into a unified, potentially more powerful mechanistic or predictive model that captures the whole 
spectrum of drug safety profiles; (2) the translation of mathematical languages or decipher black boxes representing 
these systems pharmacology models into causal-effect relationships or simple rules that can be comprehended by 
biologists and clinicians; (3) the implementation of theoretical models into practical uses is far from straightforward, 
due to some inevitable factors like missing data and data bias. Therefore, it is very urgent to bring the challenges and 
opportunities to the table. The aim of our panel session is to provide a forum to bring together the research community 
for a serious examination of these important issues and to stimulate innovative work for years to come. 

This panel gathers five researchers who actively design, develop, and/or implement systems pharmacology models 
for drug safety. The five panel participants have diverse backgrounds (e.g., academia, industry, and regulatory agency, 
MD and PhD, big data and biomedicine) and have their own perspectives on these challenges and opportunities. All 
participants will share experiences of conducting their research in systems pharmacology for drug safety and discuss 
the implications of their studies. These individual stories will then serve as the material for an open discussion with 
the audience. In sum, this is an important panel to have at AMIA in order to engage the community in discussing 
critical questions about advancing systems pharmacology methodology for drug safety, which will result in significant 
cost savings in drug development as well as a significant increase in patient safety. 

Brief Description of Panelists and Presentations 

The panel session will begin with four 10-minute presentations of panelists (each followed by 5 minutes of questions) 
detailing experiences, approaches and outcomes of their exemplar studies. Then we will open the floor to discussion 
among panelists and with the audience in the remaining 30 minutes. 

Keith Burkhart, MD is the Senior Advisor for Medical Toxicology and Lead Medical Officer for the Medical 
Informatics Team in the Division of Applied Regulatory Science in the Office of Clinical Pharmacology within the 
Office of Translational Science at U.S. Food and Drug Administration (FDA). Dr. Burkhart will present his research 
at the FDA where he and his colleagues use bioinformatics and cheminformatics tools for predictive and mechanistic 
understanding of adverse events. Specifically, they data mine FDA Adverse Event Reporting System (FAERS) to 
generate target adverse event profiles and use cheminformatics in silico predictions for off-target activity predictions. 
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Lang Li, PhD is chair of the Department of Biomedical Informatics at The Ohio State University College of Medicine. 
He is the Associate Editor for Pharmacometrics and Systems Pharmacology, and IEEE Computational Biology and 
Bioinformatics. Dr. Li will present translational informatics research in high-dimensional drug interactions. 
Physiologically based pharmacokinetics models (PBPK) and drug-count dose response models are used to mine 
medical record database, and identify myopathy associated high dimensional drug interactions. Drug-count dose 
response model enable us to detect drug interactions that have increased myopathy risk, while the PBPK model 
simulates their inhibition mechanisms of drug metabolism enzymes in the liver. These high-dimensional drug 
interactions are tested and validated in two different health record databases. 

Avi Ma’ayan, PhD is the Director of the Mount Sinai Center for Bioinformatics and a Professor in the Department 
of Pharmacological Sciences. He is also Principal Investigator of the NIH-funded BD2K-LINCS Data Coordination 
and Integration Center. The Ma'ayan Laboratory applies computational and mathematical methods to study the 
complexity of regulatory networks in mammalian cells. Dr. Ma'ayan will present his recent work of drug-induced 
adverse events prediction with the LINCS L1000 data. Dr. Ma'ayan and his co-authors developed a machine learning 
classifier to prioritize ADRs for approved drugs and preclinical small-molecule compounds by combining chemical 
structure (CS) and gene expression (GE) features. Using various benchmarking methods, they showed that the 
integration of GE data with the CS of the drugs can significantly improve the predictability of ADRs, and can assist 
in understanding the drug mechanisms of action. They applied the classifier to all  >20 000 small-molecules profiled, 
and developed a web portal for browsing and searching predictive small-molecule/ADR connections. 

Nicholas Tatonetti, PhD is Herbert Irving Assistant Professor of Biomedical Informatics at Columbia University 
with interdisciplinary appointments in the Department of Systems Biology and the Department of Medicine. Dr. 
Tatonetti will speak about how data is changing how we approach the study of drug safety. In drug safety, data from 
EHRs and search logs are now being collected alongside traditional sources like case studies, spontaneous reporting 
systems, and model systems. These data sources present new opportunities for studying the phenomenological and 
molecular effects of active small molecules. However, they also present new challenges in data integration, statistical 
analysis, and the nature of hypothesis generation. Dr. Tatonetti will discuss the integration of heterogeneous data, 
highlighting the challenges of data harmonization and confounding biases, and the applications to drug safety using 
adverse event reports, EHRs, and laboratory experiments. 

Ping Zhang, PhD is Research Staff Member in IBM T. J. Watson Research Center. Dr. Zhang will moderate the 
panel. During the panel discussion, Dr. Zhang will introduce chemical-protein interactome (CPI) that utilizes in silico 
simulations to mimic the theoretical interaction profile (docking results) of a small molecule across human proteome. 
He will discuss the implementation of CPI to ADR and drug-drug interaction predictions. 

Discussion Questions 

A list of discussion questions to enhance audience participation: 

1. How accurate are the systems pharmacology methods in predicting therapeutic efficacy and adverse event 
probability prior to commencement of therapy? 

2. Lots of data are used for predictive drug safety, e.g., genomic, phenotypic, clinical, environmental data. What 
are the pros and cons for each type of data? 

3. Will the combination of systems pharmacology models and pharmacovigilance statistics improve drug safety 
surveillance? 

4. How to design an experiment to compare multiple predictive methods for drug safety? How to prepare/define 
gold standard (especially negative samples)? Which evaluation metrics should choose? Do current metrics 
meet the needs from pharmaceutical industry? 

5. How can we efficiently and effectively manage multiple diverse systems pharmacology models, including 
sharing, reuse, validation, reproducibility, access, and searching? 

6. How can we translate mathematical languages or decipher black boxes representing systems pharmacology 
models into causal-effect relationships or simple rules that can be comprehended by biologists and clinicians, 
and integrate them with existing knowledge for automated reasoning and decision making? 

Participation Statement 

All proposed participants have agreed to take part on the panel. 
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Abstract 

With advancing informatics capabilities and rapidly expanding research knowledge, incorporating novel 

approaches into practice can be daunting.  This panel of four diverse informatics leaders will discuss how they help 

to build organizational capacity to translate knowledge into practice through descriptions of their roles and 

strategies.  The panel will focus efforts on enhancing the findability, accessibility, interoperability, and reuse (the 

FAIR principles) of data, tools, and standards in their organizations. 

Introduction 

In an age of vast improvements in machine learning and artificial intelligence, informatics has the potential to 

catalyze those improvements, making sure they reach the people who may benefit.  New adaptable machine learning 

algorithms for early detection and prognosis of sepsis, chronic kidney disease, and heart disease have outperformed 

traditional algorithms, but implementing these algorithms can be daunting, even for organizations with the right 

workforce.  In addition, the plethora of new data and information types to make more precise and tailored treatment 

decisions, including genetic sources of both rare and common diseases, have raised a challenge of how to adapt 

systems and processes to incorporate these new information and knowledge sources into care and observe the 

effects.  However, translating research knowledge into practice requires careful attention to the policies, procedures, 

current infrastructure, and workflows of an organization.  In this panel, we provide four perspectives on building 

organizational capacity to use data, information, and knowledge more readily in the care of patients.  We will use 

two frameworks to guide discussants.  First, we will examine the responsibilities, key drivers, and strategy of four 

related but distinct roles at organizations that can drive knowledge into practice.  The roles will be chief analytics 

officer, chief health information officer, implementation scientist, and chief research information officer.  The 

second framework we will use is a matrix of capabilities that facilitate better use and reuse of data to make it FAIR – 

findable, accessible, interoperable, and reusable- by adopting tools, standards, algorithms and processes.  Each 

discussant will describe their approach, facilitators, and barriers to better integrate research knowledge into practice 

and their strategy for overcoming future barriers. 

Objectives 

Objectives of the panel will include 

  

1)      Describe each organization, the informatics governance structure, and how the strategy relates to translating 

research information into practice. 

2)      Identify different roles that contribute to that mission, their barriers, facilitates, and success strategies. 

3)      Describe organizational capabilities that enhance the ability to make use of information and knowledge in the 

care of individuals and populations; and 

4)      Explore advances in tools, standards, and processes that will further enhance the FAIRness of data ecosystems. 

Frameworks 

Table 1 highlights the frameworks and major issues identified around organizational capabilities
1
.  For each, key 

decisions have to be made on how to advance organization capabilities.  For tools, choices must be made on how 

tools are supported and marketed to potential users; governance policies must appropriately allow access to tools 

and manage licensing; tools with active communities and a sharing, open source infrastructure may allow for 

innovation and rapid problem solving, but commercial tools may provide broader reliability and sustainability in an 

organization.  Each presenter will explore part of these relationships in their reflections. 

Table 1. FAIR (Findable, Accessible, Interoperable, and Reusable) approaches to ensure tools, ontologies, 

algorithms, data and standards are in place to advance organizational capabilities  
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Findable  Accessible  Interoperable  Reusable  

Tools (SW)

 

Marketing and 

supporting 

Managing governance and 

access 

Using standard tool pathways 

and communities 

Open source and 

commercialization 

Ontologies 

 

Leveraging in tools and 

systems 
Installing and licensing 

Evolving from local 

taxonomies to advanced 

ontologies 

Anticipating 

consortium needs 

across uses 

Algorithms 

 

Managing algorithm 

lists  

Creating standard pipelines 

and workflows 

Leveraging common sharing 

platforms 

Rewarding sharing and 

adapting 

Data 

 

Exposing data structures 

and resources 

Creating multiple levels of 

accessibility, including 

synthetic or de-identified 

Strategically advancing the 

use of standards and common 

data models 

Facilitating metadata 

and source to target 

mapping 

Standards

 

Producing and 

publishing roadmaps 
Providing links and training 

Updating rapidly as field 

evolves 

Applying across 

missions and contexts 

 

Panelists and Topics 

Genevieve Melton-Meaux is a colorectal surgeon and informatics researcher at University of Minnesota and Chief 

Data and Health Iinformaticson Officer at Fairview Health Services where she is responsible for developing, 

maturing, and delivering on strategies to improve the value and use of information assets and health information 

technology (HIT) for high quality patient care, enhanced business insights and operations, and clinical innovation. 

Genevieve will describe a perspective on the power of connecting strategies of clinical informatics and clinical care 

innovation with an organizational data analytics strategy at an integrated healthcare system, as well as some of the 

opportunities and challenges for healthcare systems in infusing research.  

Adam Wilcox, PhD is the Chief Analytics Officer at UW Medicine, and a Professor of Biomedical Informatics at 

the University of Washington. He have broad experience in both applied and research informatics, with experience 

both in academia and healthcare delivery organizations. He will focus on data processes, structures and models that 

are successful in applying research findings to practice, and to evaluating translation success. He’ll specifically 

detail data use in supporting informatics research applications. He’ll also explore variations in these processes and 

models across different implementations. 

David Dorr is an informatician, implementation scientist, and internal medicine physician who has assisted hundreds 

of clinics in integrating research on risk stratification and complex care management into care.  He’ll focus on team-

based enhancements to prepare clinical care environments to successfully adapt and fully adopt algorithms intended 

to identify and mitigate risk, and how these processes can be used to understand how to make future research more 

effective.  He’ll describe a researcher’s perspective as algorithms are taken and put into practice at diverse 

institutions, and the helpful strategies needed to overcome health information technology barriers frequently 

encountered.  He’ll also explore the approach needed to scale innovations into practice, and adaptations to consider 

when taking advanced informatics approaches to new organizations. 

Peter Embi serves the President and CEO of Regenstrief and leader in the field of clinical and translational research 

informatics. He previously served in various leadership positions at The Ohio State University, including Interim 

Chair of Biomedical Informatics, Informatics Director of the OSU Center for Clinical and Translational Science, and 

Chief Research Information Officer at the OSU Wexner Medical Center. Dr. Embi will discuss his experience in 

enhancing the capabilities of several institutions in research and translational informatics, focusing on the capability 

maturity model and its guidance in understanding current state and future strategy. 

Conclusion 

Advancing organizational capabilities through application of research knowledge and innovative informatics 

approaches requires a variety of approaches.  Highlighting these efforts though organizational and role 
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characteristics in combination with frameworks for better, more FAIR use of data can help other organizations and 

stakeholders explore how they can advance their own organization’s application of data, information, and 

knowledge into practice. 
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Abstract 

The new Center for Data to Health (CD2H) welcomes the entire translational informatics community to this panel 
discussion to meet the CD2H team and hear about the plans for collaborative translational informatics - built on the 
structure and vision of the Clinical and Translational Awards Program. The session provides an opportunity to 
discuss ideas for how to best leverage and engage AMIA pioneers and activities in open science, clinical and 
biomedical informatics, and in health science libraries for the purposes of creating a welcoming ecosystem of 
shared data, tools and algorithms, and expertise across clinical and translational science institutions.  

Introduction 

Over the past decade, incredible progress has been made toward developing informatics tools and services to support 
institutional translational research. However, to realize the full potential of translational informatics and create the 
necessary ecosystem of collaboration and sharing, robust collaboration across the CTSA Program hubs and the 
greater translational informatics community is required. As part of this new CD2H center, we have created an open 
governance model that welcomes and actively includes all who wish to participate and collaboratively forge the the 
framework and path for this journey. We embrace an ‘idea to implementation’ approach, supporting the creation of 
collaboratively-developed sustainable infrastructure. We will work to develop ideas across three axes: open data, 
open software, open resources, and through two integrated thematic areas of urgent need: rare disease and human 
health across the lifespan. Underpinning these efforts are innovative models for evaluation, robust training 
infrastructure, and broad community engagement facilitated through community challenges as mechanisms to 
stimulate new and impactful tools and methods. We actively leverage the power of open processes and a team 
science approach to demonstrate new research opportunities.  

Our leadership include: Oregon Health & Science University, Northwestern University, University of Washington, 
Johns Hopkins University School of Medicine, and Sage Bionetworks, The Scripps Research Institute, Washington 
University in St. Louis, the University of Iowa, and The Jackson Laboratory. We have collaborators from all areas 
of translational informatics including health record vendors, clinical research networks, and leaders in open software 
and open data. Together, in partnership with the community, our efforts will catalyze the next stage in the evolution 
of the national informatics infrastructure for clinical and translational research. 

We aspire to engage all stakeholders who participate in open platforms and will apply an open governance model of 
inclusion.  The CTSA community has been instrumental in contributing to informatic platform adoption (i.e. i2b2, 
REDCap) across academic medical research  and we aim to coalesce their strengths. The open science community 
has created a framework for collaborative innovation and development which will be applied, as well (data sharing, 
software, community challenges, etc.). As part of this session, we will discuss current activities and opportunities to 
collaborate  (see Figure 1).  
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Figure 1. CDH2 offers an opportunity to catalyze the cultural and technological changes necessary for data and 
informatics to fundamentally impact research and improved health outcomes. 

Objectives of the panel include: 

1. Describe the mission of the CD2H, including opportunities for collaborative innovation and the barriers 
that the CD2H center aims to overcome 

2. Describe the governance and structure of the CD2H and invite community to participate 

3. Discuss opportunities for the CD2H to catalyze the work of the AMIA community 

Questions 

1. The CTSA network has helped support implementation of a number of informatics platforms at their hub 
sites including i2b2, TriNetX, REDCap, clinical trials management systems, and others.  What software 
should be a focus for future CTSA hub investment? What are some exciting software development efforts 
that should be nurtured? 

2. How can the CD2H  best support data sharing activities (i.e. open data portals, best practices surrounding 
data use agreements, good data practices, etc.)?   

3. How to support an informatics ecosystem within the CTSA hub network without the collaborative activities 
seeming like an unfunded mandate? 

4. How to best integrate the basic science community within the CTSA hubs to the CD2H and what are their 
most pressing areas of need? 

5. We have a focus on community challenges with the DREAM challenge, we would like to hear about 
suggestions on future challenges to support. 

6. What are the CTSA informatics community’s biggest challenges, with respect to training and professional 
development? 

7. What conferences are best to present at and engage the community? What other venues and vehicles are 
important to engage CTSA Program hubs? 

Panelists & Topics 

Dr. Melissa Haendel is an informatics researcher at the Oregon Health & Science University (OHSU) and a co-
director of the recently awarded CD2H. At OHSU, she is responsible for co-directing the OHSU Library, as well as 
translational research infrastructure projects such as the Monarch Initiative and the NCATS Biomedical Data 
Translator. She is also leading efforts in the community to develop patient-centered phenotyping approaches and 
improved efficacy and efficiency of data licensing and data sharing. Melissa will describe barriers to connecting 
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basic research data to clinical data and combined analytics, as well as community barriers to crossing this 
translational divide.     

Dr. Kristi Holmes is the Director of Galter Health Sciences Library, Director of Evaluation for NUCATS, 
Associate Professor of Preventive Medicine-Health and Biomedical Informatics, and a co-director of the CD2H. 
Holmes has a strong methodological background in assessing and reporting research impact and she and her team 
have built a robust evaluation infrastructure for their campus based on a foundation of informatics and data, enabling 
new methods for tracking of translational impact.  She also champions Galter Library’s strong presence on campus 
through research and data programs, anchored clinical information efforts, and digital innovation initiatives.  Here 
she will discuss new models to empower a collaborative informatics community and CD2H efforts to enable data-
driven evaluation and better recognition and credit for contributions across the translational workforce. 

Dr. Sean Mooney leads Research IT for UW Medicine and is focusing efforts to support and build clinical research 
informatic platforms as its first Chief Research Information Officer (CRIO) and as a Professor in the Department of 
Biomedical Informatics and Medical Education at the University of Washington.  His group has collaborated on 
many data coordinating and dissemination efforts funded by the NIH and NSF and he has significant experience in 
data management, analytic software development, web engineering, and dissemination of public and protected data 
sets.  In addition to collaborative activities in informatics, his primary research interests focus on data science, with 
an emphasis on building and applying computational models to develop new methods in translational biomedical 
informatics and in building our growing clinical research platforms in precision medicine. 

Dr. Christopher Chute is the Bloomberg Distinguished Professor of Health Informatics, Professor of Medicine, 
Public Health, and Nursing, Chief Research Information Officer, and Deputy Director of the Institute for Clinical 
and Translational Research at Johns Hopkins.  He is a co-director of the CD2H, and PI of the NCATS Translator 
program which aspires to bridge the historical semantic chasm of despair that impedes the rapid translation of basic 
science information into practice.  He will address pragmatic approaches to data normalization and semantic 
harmonization, and how these might generalize across CTSA hubs. 

Dr. Justin Guinney is the Director of Computational Oncology at Sage Bionetworks.  His research is focused on 
the development of integrative modeling approaches in cancer using large-scale biomedical and high-throughput 
genomic data, with an emphasis on translational cancer research and the utilization of molecular data to optimize the 
prediction of patient outcomes and response to treatment. Dr. Guinney is co-director of the DREAM Challenges, and 
has led several challenges related to cancer prognosis, combination therapy, and image analysis of digital 
mammograms. Dr. Guinney will discuss best practices across large biomedical research consortia and how to 
leverage DREAM Challenges as a vehicle to address scientific questions and to foster open and collaborative 
science.  
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Abstract 

To fulfill the promise of Precision Medicine, genomic data from the research lab must be integrated into clinical 

practice. In this panel, experts share their experience of successfully integrating a next-generation sequencing test 

(EXaCT-1) into the clinical setting. A core guiding principle of the initiative was to store discrete, variant-level 

genomic data in both the Electronic Health Record (EHR) and research database; this allows for customizable data 

views, decision support for clinical care, and analysis for research purposes. The monumental task required 

coordination and build between multiple departments, vendors, clinical and research information system personnel. 

Each panelist relays the unique challenges and pragmatic aspects of project design, information system build, system 

and workflow integration, data flow and storage from their perspective. We also describe our strategy around use of 

controlled vocabularies and existing vendor architecture for storing genomic data, so as to prevent future invalidation 

of data representation that may occur as these systems evolve independently.  

 

Introduction 

In February 2015, the President unveiled details of the administrations Precision Medicine Initiative.1 Congress passed 

the 21st Century Cures Act in December 2016 authorizing $1.8 billion in funding for the Cancer Moonshot over 7 

years which included accelerating research for making more therapies available to patients with existing cancers. In 

parallel, the Englander Institute for Precision Medicine at Weill Cornell Medicine started an ambitious effort to bring 

tailored treatment options for patients suffering from advanced cancers to the forefront of clinical medicine.2 Exome 

Cancer Test v1.0 (EXaCT-1), a proprietary whole exome sequencing-based Precision Cancer Care test was developed 

for identifying clinically relevant genomic alterations within 21,000 genes of a tumor sample, instead of limiting the 

screening to highly frequent “hotspot” mutations.3,4 The test was approved by New York State Department of Health 

in 2015 and a task force was created to bring it to routine clinical practice. 

To become part of routine clinical use, Precision medicine must integrate significant portions of the genomic testing 

workflow within the Electronic Health Record (EHR), starting from the clinician’s order and ending with storage of 

the results.5 Till recently storing results for detailed genomic results as PDF reports was the only realistic option for 

use in clinical practice. These PDF reports typically contain the molecular pathologist’s interpretive summary along 

with selected listings of mutations that they feel might be useful to share with the oncologist for patient care. The 

unstructured PDF limits machine parsing, share-ability, custom views/ trends and therefore is not adequate for 

anything beyond visualization. Instead, if discrete nucleotide level variant data is stored in an EHR, it can be used to 

drive decision support for targeted therapy, trials and population level interpretations.6 Data from SNP analysis and 

targeted gene panels have long been actionable in EHRs for cancer therapy and pharmacogenomics but they still 

represent an extremely narrow peek into the genome as compared to the data that we now generate through whole 

exome/ next generation sequencing techniques (NGS).7–9 In order to make the EXaCT-1 scalable it was determined 

that the test follow paradigms analogous to any other laboratory test and therefore store results that are trend-able, 

append-able, actionable in terms of clinical decision support (CDS) for therapy or trial enrollment purposes. That 

being said, NGS tests are not like any other laboratory test and the detailed narrative, variant tabulation and review by 

a Molecular Pathologist are critical for interpretation which is why we needed to support the generation, linkage and 

storage of the PDF report as well. 

In this session we describe pioneering work performed at Weill Cornell Medicine in establishing an integrated 

workflow between the EHR, Pathology information system (LIS), Sample and Sequencing Management System 

(LIMS) and Genomic Information System (GIS) through intra-institutional and external vendor collaboration. We 

describe how we store clinically relevant genomic results (results classified as Tier 1 and Tier 2 per American College 

of Medical Genetics guidelines) in the EHR’s result hierarchy and how we structured our strategic roadmap to prevent 
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any dissonance that may occur in the future due to parallel developments being made by the EHR vendors to host 

genomic data.10,11  

1. Bringing it all together: Integrating a precision medicine program in to clinical practice (Curtis Cole) 

What made this a particularly ambitious project is that its primary stakeholders span multiple departments, disciplines, 

and institutions. Each utilized different information systems with varied combinations of internal and vendor build 

and configuration. Further, EXaCT-1 is a cutting edge test built in a research environment being translated into clinical 

use. This required very different technical and cultural expectations. In this session we describe how a governance 

structure with implementation, IT strategy, finance quality and operations subcommittees were established. EXaCT-

1 was selected as the maiden test for this implementation while two other NGS tests were still waiting for state approval 

(Oncomine, Myeloid). There were some unique challenges with EXaCT-1 in that NGS was applied on two separate 

samples- tumor tissue and germline blood sample. These required establishing unprecedented clinical and billing 

workflows as the tissues were obtained at different locations, different departments (E.g. Surgery, Interventional 

radiology) using different separate information systems. The NGS data from the two sources are ultimately unified in 

GIS for interpretation and subsequent resulting by a molecular pathologist. We also describe our strategic roadmap 

for enabling retrospective research and performing genome-phenome association for making new discoveries. 

2. Use cases of cancer genomics for targeted therapy: Lessons on scalability (Olivier Elemento) 

To date we have evaluated over 800 patients with EXaCT-1 and have analyzed primary as well as metastatic tumors. 

We also created an interactive online application called Precision Medicine Knowledge Base (PMKB) for 

collaborative editing, maintenance and sharing of structured clinical grade cancer mutation interpretations.12 An API 

provides automated tiering and annotation of EXaCT-1 profiles. In 800 patients, we have found that in 80% of cases, 

at least one driver mutation can be identified using EXaCT-1. The discovery of actionable mutations uncovers 

treatment options that may not have been anticipated without genomic testing. For example, we were able to identify 

mutations typically associated with breast cancer (HER2 amplification) in a patient with relapsing metastatic bladder 

cancer. Based on these findings a breast cancer targeted agent (Herceptin) was successful in eradicating the patient’s 

metastases, something that would not have been considered in a typical bladder carcinoma. Genomic testing has 

allowed for prospective trials based on identification of actionable mutations, e.g. the My Pathway trial. The natural 

next step is to utilize this data in enriching clinician knowledge and leverage it for developing rules to determine 

therapy alternatives whether as part of a trial or as supplemental information integrated in to a patients chart for review 

by Tumor boards. 

3. Implementation of a Genomic Information System (Dave Artz) 

We have an institutional EHR and analytics strategy.  We wanted the genomics labs to connect with our clinical 

systems in a manner consistent with this strategy, as opposed to a PDF-generating silo.  Our solution has been the 

implementation of a Genomic Information System (GIS), which communicates to the LIS and EHR via HL7 discrete 

data interfaces, communicates with the LIMS to obtain sequencing results, and provides a high-performance 

computing environment for the annotation, interpretation and sign-out of genomic results. As part of this session we 

outline some of the functionality of a GIS and how the genomics lab workflow integrates with the rest of the health 

system. 

4. Representation of Genomic data in the EHR for clinical care and research enrollment (Sameer Malhotra) 

Storing complete sequencing data obtained from an individual’s germline tissue or tumor in an EHR is both impractical 

and unnecessary. This is not only due to current system storage (data/ metadata for over 21k genes) and performance 

limitations, but that clinicians are unlikely to make use of this data at the point of care. We chose to incorporate 

clinically relevant genomic results (Tier 1, 2) characterized by ten discrete components (including gene position, copy 

number anomaly, exon number, etc.). We were cognizant of the fact that genomic results are not analogous to 

traditional lab results and would have unique system architecture requirements to account for the mutability of gene 

interpretations and need to sustain a variety of relationships with other sections of the EHR such as problem list, family 

history, consent management. We talk about how this influenced how we placed these results in our lab result 

hierarchy by making use of controlled vocabularies, and how our approach is aimed at preventing any contradictions 

that may occur as EHR’s evolve to assimilate genomic data in the future. We will also describe our first use case for 

cancer trial recruitment using decision support leveraging discrete genomic data. 
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5. Research Integration (Thomas Campion) 

Making EXaCT-1 data from the GIS available to researchers occurs through the same infrastructure that makes EHR 

data available to researchers.  On a weekly basis, the GIS sends a copy of all EXaCT-1 data in a relational database 

format to the research data warehouse team, which integrates it with data from outpatient and inpatient EHR systems 

as well as any other clinical system that uses a shared institutional medical record number.  Although the GIS sends 

only clinically actionable data to the EHR, it sends all EXaCT-1 data to the research data warehouse to enable 

subsequent study.  For scientists to interact with EXaCT-1 data alongside EHR data, multiple tools are available, 

including i2b2 (Informatics for Integrating Biology and the Bedside) and OMOP (Observational Medical Outcomes 

Partnership), to facilitate analysis.13,14 
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Abstract: Genomics is being integrated into clinical care at an accelerated pace as evidence accrues for 

its value and impact on health outcomes. Major challenges exist that interfere with clinical translation. 

This includes the lack of standards for variant interpretation, representation, and knowledge management, 

as well as the availability of information at the point of care to guide clinicians and patients. Two 

NHGRI-funded projects, the electronic Medical Records and Genomics (eMERGE) network and the 

Clinical Genome resource (ClinGen), are working in conjunction with other efforts such as Health Level 

7 (HL7) and Global Alliance for Genomic Health (GA4GH) to create and test resources that address these 

challenges. The objectives of this panel are to: 1) present progress on resources to support variant curation 

(ClinGen), point of care informational resources (eMERGE and ClinGen), and informatic standards 

(HL7, GA4GH), 2) inform attendees how to utilize these resources, and 3) solicit feedback from attendees 

on how these resources can be improved from the perspective of end-users.  

 

This panel will present four topics of relevance to the implementation of genomic medicine in the clinic 

setting. These include standards for structured variant representation (Dr. Freimuth), variant classification 

and associated knowledge representation (Dr. Patel), and point of care education and guidance (Drs. 

Rasmussen and Del Fiol). Descriptions of each talk are provided below. Time will be managed such that 

there will be the opportunity to have a dialogue with the audience for each topic. 

 

Introduction: Dr. Williams 

This brief talk will provide an orientation to the format and an overview of eMERGE, ClinGen, HL7 and 

GA4GH to allow the other presentations to focus on content rather than background. 

HL7 variant representation resource: Dr. Freimuth 

Researchers and clinicians have more opportunities to exchange data and knowledge than ever before. 

However, there remain significant challenges to the effective representation, exchange, integration, and 

use of genomics data to inform clinical practice. This presentation will provide an overview of key efforts 

by two international standards development organizations, HL7 and GA4GH, that are working together to 

create harmonized standards for genomic data that meet the needs of the discovery, translational, and 

clinical researchers.  In particular, I will describe recent advances in the representation of genetic variants 

and the development of common APIs that will facilitate the exchange genomic data, which are being 

adopted by large research consortia and public knowledge bases.  I will highlight important successes, 

summarize ongoing areas of focus, and describe key challenges that remain. 

 Discussion Questions: 
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1. How stable are these standards? 

2. How can I contribute to standards development? 

 

ClinGen Allele Registry and Variant Curation Interface: Drs. Patel and Dwight 

To help organize a growing data ecosystem around genetic variants, ClinGen investigators have 

developed the ClinGen Allele Registry (services and documentation are available at 

http://reg.clinicalgenome.org). As a key component of the federated ecosystem, the Registry enables the 

linking of information about genetic variants by providing unique identifiers for genetic variants from 

publicly available databases as well as novel variants identified through research or clinical testing. The 

variant curation interface supports the current standards for variant interpretation and lowers barriers to 

accessing these standards for variant annotators. The curation interface can also be used in training new 

annotators reducing the variability currently seen due to inconsistent application of annotation standards. 

We will present an overview and use cases of the ClinGen Allele Registry services available for a variety 

of end users including clinicians, researchers, and, resource developers. 

  

Discussion Questions:  

1. What services will be most useful for a broad adoption of ClinGen Allele Registry Identifiers? 

2. Feasibility and limitations of including identifiers provided by allele registry in clinical reports. 

3. ClinGen Allele Registry pre-registers, deduplicates, and, provides links to valuable resources like 

ClinVar, gnomAD, ExAC, and, dbSNP. What other variant-centric resources, if pre-registered 

and cross-linked, will be useful to the community? 

4. Are there variants where allele registry services will fail to provide correct mappings and 

identifiers? Are there differences related to whole exome vs. whole genome sequencing? 

 

eMERGE DocUBuild: Dr. Rasmussen 

Developed as part of the NHGRI-funded electronic Medical Records and Genomics (eMERGE) network, 

and officially released in February 2017, DocUBuild (https://docubuild.fsm.northwestern.edu/) provides 

infrastructure to support: 1) authoring reference materials using structured templates, 2) enabling 

reference materials to be discoverable using the HL7 infobutton standard to annotate documents and 

individual sections, c) sharing reference materials across institutions, and d) deploying reference materials 

in multiple formats in order to meet institutional needs. We will discuss DocUBuild, demonstrating its use 

at Northwestern University within our eMERGE projects, and discuss possible use cases for its 

implementation at other institutions. 

 

Discussion Questions: 

1. While healthcare providers agree that having relevant information is important, providing 

integrated links via technology such as infobuttons is not always prioritized and implemented at 

an institution.  What causes these barriers to implementation? 

2. Systems developed as part of a “research project” do not always reach the same level of maturity 

or adoption as commercial systems.  What strategies can be taken to address this, both from a 

system development and institutional adoption standpoint. 

 

Implementation of Genomic OpenInfobutton in a prototype EHR environment: Dr. Del Fiol will 

demonstrate a prototype implementation of infobuttons integrated with Web-based clinical genomics 

resources, such as ClinGen, PharmGKB, Genetics Home Reference, and ClinVar. The prototype 

demonstrates how different EHR modules (e.g., problem list, medications, laboratory test results) can be 

coupled with infobutton links to clinical genomics resources. The prototype is compliant with the Health 
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Level Seven (HL7) Infobutton standard, which is required for electronic health record (EHR) certification 

in the US. Infobutton capabilities are enabled by OpenInfobutton, an open source suite that has been 

deployed at several healthcare organizations in the US. Dr. Del Fiol describes deployment alternatives for 

healthcare organizations that wish to enable OpenInfobutton within their clinical systems and will briefly 

demonstrate how to customize OpenInfobutton. 

 

Discussion Questions: 

1. Do I need OpenInfobutton to enable infobutton functionality within my institution’s EHR? 

2. Who should I work with in my organization to help enable infobuttons within our EHR?  

3. What skill sets are needed to configure infobuttons? 

 

Why this panel at this time? Genomic medicine is approaching a tipping point. The evidence base for 

using genomic information to guide care is developing, particularly in areas such as oncology and 

pharmacogenomics. There is universal agreement that informatics solutions are needed to manage the 

data and information in genomics is to improve outcomes and add value. Models such as the Learning 

Healthcare System provide a conceptual framework for genomic medicine that supports a virtuous cycle 

whereby genomic information is used to guide clinical care and clinical data extracted from the EHR, that 

is relevant to pre-defined outcomes, is gathered and used to generate new knowledge that can 

continuously improve genomic medicine implementation. This ongoing iterative process can accelerate 

the use of genomics for situations with the highest impact, while identifying low value, ineffective 

interventions that should be improved or removed. These strategies focused on active dissemination using 

the evaluative tools of implementation science can avoid the time delay and inappropriate variation 

inherent in translation that relies on passive diffusion of knowledge. 

 

A tremendous amount of foundational informatics research has been presented previously through AMIA. 

While this has been academically fruitful, it has not led to a measurable change in implementation in the 

healthcare setting—a result that isn’t inappropriate given the maturity of the evidence base. This is about 

to change and new approaches that are relevant to and scalable within the clinical setting are needed. The 

projects that underpin the content of the panel are all focused on evaluation and implementation of 

genomic medicine. They rely heavily on prior research, but have focused on translation at scale through 

application of the tools of dissemination and Implementation science. The four presentations described 

above address significant barriers to implementation and provide solutions that are available today for use 

in transactional EHR systems through the use of current and emerging standards. These projects will also 

benefit from end user feedback so as can be provided in a forum like a panel presentation. The proposed 

program should be of great interest to attendees and should engender rich dialogue.   
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Abstract

Cancer stage is one of the most important prognostic parameters in most cancer subtypes. The American Joint Com-
mittee on Cancer (AJCC) specifies criteria for staging each cancer type based on tumor characteristics (T), lymph
node involvement (N), and tumor metastasis (M) known as TNM staging system. Information related to cancer stage is
typically recorded in clinical narrative text notes and other informal means of communication in the Electronic Health
Record (EHR). As a result, human chart-abstractors (known as certified tumor registrars) have to search through volu-
minous amounts of text to extract accurate stage information and resolve discordance between different data sources.
This study proposes novel applications of natural language processing and machine learning to automatically extract
and classify TNM stage mentions from records at the Utah Cancer Registry. Our results indicate that TNM stages can
be extracted and classified automatically with high accuracy (extraction sensitivity: 95.5%–98.4% and classification
sensitivity: 83.5%–87%).

Introduction

Cancer is the second leading cause of death in the United States and recently became the leading cause of death in
21 states, surpassing heart diseases. In the United States, about 595,690 cancer deaths are estimated to have occurred
in 2016, which is about 1,630 people per day1. The burden of cancer on public health has mobilized national and
international institutions to develop strategies to combat, prevent and control cancer2, 3.

One of the resources vital to the fight against cancer are cancer registries that collect critical information at the popu-
lation level. Human abstractors, known as Certified Tumor Registrars (CTRs), are tasked with identifying reportable
cancer cases and manually collecting data required for cancer registries. This is often a time-consuming and laborious
process that is prone to human error and affects quality, completeness and timeliness of cancer registry data. A study
based on surveys conducted across European cancer registries as part of the EUROCOURSE project and covering a
population of more than 280 million found that the median time to complete case ascertainment for the relevant year
was 18 months, with an additional 3-6 months to publish data to national databases4, 5.Though delay in completion is
primarily related to clinical processes to evaluate the patients extent of disease, reduced time to ascertainment is very
desirable. The Maryland Cancer Registry reported 13% of cases with missing staging information6. A similar study in
the Ottawa Regional Cancer Centre found missing staging information in 10% of lymphoma cases and 38% of breast
cancer cases7. In a prostate cancer study in Connecticut, about 23% of cases in the registry had incorrectly coded
staging information8. A study conducted in Los Angeles County Cancer Surveillance Program (CSP) database found
that 77% of cases with testicular cancer were coded with inaccurate stage group9. While there is a range of accuracy
of stage determination, an automated or semi-automated process consisting of a systematic review of relevant text
information could potentially improve accuracy.

The American Joint Committee on Cancer (AJCC) manual specifies criteria for staging each cancer site depending
on primary tumor characteristics (T), number and location of lymph nodes involvement (N), and metastatic nature
(M). Information about the cancer stage is critical for assessing prognosis and selection of treatment plans. Clinical
guidelines require clinicians to assign TNM stages prior to initiating any treatment10. The clinical TNM stage is
determined based on the results of physical exams, imaging (such as x-rays or CT scans), and tumor biopsies. The
pathological TNM stage is determined based on surgery to remove a tumor or explore the extent of the cancer.

Natural Language Processing (NLP) coupled with Machine Learning (ML) are promising technologies to increase the
efficiency of cancer registry data abstraction processes. NLP and statistical machine learning have been successfully
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applied in several medical domains to extract various types of information from clinical text. Their potential for
increased efficiency and manual process automation have been demonstrated11. In the domain of cancer, several
studies showed effectiveness of NLP and ML to mine the electronic health record for cancer-related information from
a variety of report types12 and automatically discover reportable cancer cases based on analysis of pathology records13.
In the study presented here, we use state-of-the-art Natural Language Processing (NLP) and Machine Learning (ML)
to automatically extract TNM stage mentions from patient records collected at the Utah Cancer Registry. The TNM
mentions are classified as either pathological or clinical depending on contextual information and will subsequently be
used to automatically consolidate stage information and assign a stage group for each cancer case within the registry.

Related Work

Most previous studies have focused on extracting AJCC TNM stage information exclusively from pathology re-
ports14–18. This would not support cancer registry efforts adequately because clinical staging is assigned prior to
initiation of treatment and many patients do not immediately undertake resection of tumor and pathology examination.
Newer editions of the AJCC TNM manual specifically include separate clinical stage (designated with cT, cN, and
cM) and pathological stage (designated with pT, pN, pM) to reflect this time-sensitive staging mechanism. Cancer
registries require the use of both clinical and pathological stage information to find the most accurate stage group.
The former is primarily based on clinical examination tests and findings (e.g., imaging reports such as CT-scan) and
cannot, by definition, be assigned based on information from pathology reports.

McCowan et. al.14 focused their work on extracting T and N stages from lung cancer pathology reports. The pathol-
ogy reports were first preprocessed to standardize input followed by document-level bag-of-word classifiers to detect
relevant reports that contain enough information for the T and N stage classification. They then used a series of rule-
based and support vector machine (SVM-based) classifiers at the sentence level to detect phrases with relevant T and
N stage information based on factors found in the TNM stage guidelines such as tumor dimension and lymph node
involvement. The highest T and N stages detected by the sentence-level classifiers were assigned to each patient.
Their approach achieved accuracies of 74.3% and 86.6% for T and N stage classification respectively when trained on
a dataset of 710 cases, and evaluated on a held-out dataset of 179 cases. The authors used the manually-assigned TNM
pathologic stages as gold standard to measure accuracy of their system. Since the approach to perform stage classi-
fication heavily relies on factors associated with lung cancer that were obtained using expert manual annotations, it
would be difficult to generalize to other cancer sites without re-training the whole system on new annotations. Nguyen
et al.15 used a similar lung cancer dataset and replaced the machine learning component of McCowan et. al. with
a rule-based dictionary component. Their approach eliminated the need for expert manual annotations, and achieved
comparable accuracies of 73% and 79% for T and N stages respectively.

Martinez et al.16 experimented with various machine learning approaches to identify TNM stages for colorectal cancer
in reports obtained from the Royal Melbourne Hospital in Australia. A notable aspect of their experiment was assess-
ment of the generalizability of their methods when using a colorectal cancer dataset from a different institution. Their
results showed that accuracy dropped significantly from above 80% down to 50% to slightly above 60% when training
and testing on the same corpus versus using corpora from different institutions (cross-corpora) for training and testing.
They attribute this drop mainly to differences between the two corpora in expressing TNM labels (e.g., T1 for staging
T). Based on feature selection analysis performed by the authors, these explicit TNM labels are among the top features
for good performance within the same corpus and differences across corpora may lead to inconsistent predictions that
could introduce many errors and hamper good performance.

Kim et al.17 focused on extracting TNM stage information from pathology notes of prostate cancer patients. Using
a set of 100 radical prostatectomy specimen reports, they first created a gold standard using two blinded manual
reviewers. They then used an NLP system developed to directly match TNM mentions like pT2 and achieved very
high accuracies of 99%, 95% and 100% for T, N and M stages respectively. It is worth mentioning, however, that for
the M stage, the dataset was highly skewed with all 100 cases from the randomly selected sample staged as MX.

Warner et al.18 implemented an NLP system that searched and directly found relevant phrases for summary stage
information (i.e., stage I, stage II, early stage, etc.) from the entire EHR available at their institution. They successfully
achieved high accuracy (Cohen’s kappa of 0.906) when comparing with stages manually determined at the cancer
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Table 1: Document types and counts for the corpus used in this study.

Record Type QCSET (n=60) ABSTRACTION (n=240) TOTAL (n=300)
NAACCR 72 286 358

E-path 113 339 452
TOTAL 185 625 810

registry, and using a set of 2,323 cancer cases with about 751,880 documents.

Based on the prior scientific work cited above, we used a hybrid approach combining pattern-matching for extraction
and supervised machine learning for classification of TNM stage mentions as either pathological or clinical. To the best
of our knowledge, our study is the first to report about the extraction of TNM staging information from unstructured
text found in records collected at the central Utah Cancer Registry (UCR).

Methods
Utah Cancer Registry Data

This study is based on data collected at the UCR which instructs and oversees more than 70 cancer facilities in the
state of Utah. Each cancer treatment facility sends records abstracts containing the required data elements for a given
cancer patient electronically to the Utah Cancer Registry for each newly diagnosed cancer case. Two types of reports
were used for this study. The first type is the North American Association of Central Cancer Registries (NAACCR)
abstract record19, 20 which contains coded information required for reporting to national cancer databases such as the
patient age, date of diagnosis, cancer tumor histology, and grade. NAACCR abstracts also contain unstructured text
fields that include information such as the patient clinical history, clinical exam results, imaging study descriptions,
and any potential staging information. The other type of record is the electronic surgical pathology report also known
as E-path. Its content consist of mostly unstructured text fields about the tumor gross pathology, histology, and final
diagnoses. Since a patient can be seen in multiple different facilities within a state or have multiple visits within the
same facility, there are usually multiple NAACCR and E-path records available for each patient at the Utah Cancer
Registry. We refer to these reports as unconsolidated records in this study. The role of registrars at the Utah Cancer
Registry is to consolidate all information received by the registry for a given cancer case and to produce one final
consolidated abstract that captures the most accurate information for final reporting to national authorities.

Reference Standard

For development and evaluation of our system, a random subset of 100 cancer cases was selected from three different
cancer primary sites (300 cases total): Colon, Lung and Prostate cancers. These three primary sites are among the
most prevalent cancer types at the UCR and could therefore benefit the most from case review and consolidation
automation. The text fields from NAACCR (see appendix for details) and e-path records for these 300 cases constituted
the corpus for this study (see Table 1). Note that since each case may have multiple records (3 on average), the corpus
contains far more documents than selected cancer cases. In our case, the corpus consisted of 810 NAACCR and e-path
records as shown in Table 1. All text fields in these records were manually annotated for mentions of TNM staging
information. Two human annotators who are certified tumor registrars conducted the annotation independently, and a
third domain expert participated in the process for adjudication of differences between annotators when necessary. The
annotation task was initiated by going through preliminary practice rounds in which annotators were given the same
set of 25 documents to annotate followed by team meetings where agreement was discussed, and annotation guidelines
revised to clarify ambiguous examples found during preceding practice sessions. Once an adequate level of agreement
(κ = 0.81) was observed and good understanding of the annotation task was achieved, we started the quality control
phase in which a small subset (QCSET) of 20 cases from each cancer site (60 cases total) from the reference standard
was selected for double-annotation. The inter-annotator agreement was calculated using Cohen’s kappa statistic and
results are shown in Table 3. Disagreements in the QCSET were mostly due to either a missed TNM value mention
by one annotator or discrepancies in the timing attribute. Given the excellent inter-annotator agreement observed, the
remaining documents in our corpus (ABSTRACTION) were each annotated by one annotator only. The annotation
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Table 2: TNM mentions extracted by annotators from corpus used as reference standard.

Data Subset Count of NAACCR and e-path Records T N M Total TNM annotations
Train ( 50%) 405 235 192 86 513

Development ( 17%) 135 85 73 27 185
Test ( 33%) 270 139 119 52 310

All 810 459 384 165 1008

project and reference standard development was managed using the WebAnno tool21.

The annotation schema included three categories of information to be annotated corresponding to T, N and M stage
mentions. Each TNM stage mention was annotated with the following attributes:

• Stage: The AJCC stage designation (e.g., T1, N1b).

• Timing: This attribute is used to indicate if the staging is clinical or pathological as per the rules of the AJCC
manual and according to the context of the mention.

• Negation: The value to indicate if a TNM mention is within the scope of a negated context. The possible values
are: affirmed (default, or most mentions), negated, and possible. Most mentions will have an affirmed value.
The possible was selected when there was hedging involved within the context of mention.

• Temporality: This attribute is used to capture historical or future mentions that do not necessarily represent
current mentions valid at the point in time when the mention was stated at the patient record. The three possible
values are: current (default, or most mentions), historical, and hypothetical (future mentions).

• Subject: This is used to capture TNM mentions that are related to family relatives or others who are not the
patient himself. Possible values include: patient (default), and other.

After completion of the reference standard development, we found that almost all TNM mentions were affirmed,
recent and related to the patient (only 1 was negated, 3 were historical and 2 were related to someone other than
the patient). Therefore, we decided to exclude negation, temporality and subject attributes from further training and
analysis. Table 2 presents TNM annotations added by annotators in the reference standard. The reference standard
was divided randomly into 3 subsets: Train (50%), Development (17%) and Test (33%).

NLP and ML Systems

Figure 1 shows the complete NLP and ML system developed for this study. The pre-processing components were
adapted from cTAKES22 , a general clinical NLP application. Each text field is broken into smaller units (sentences
and tokens such as words, numbers, and punctuation) and assigned parts-of-speech tags by pre-processing modules
for further analysis. Both rule-based (pattern-matching) and ML-based (Conditional Random Fields) approaches were
utilized for TNM mentions extraction and classification. The pattern matching component was developed using regular
expressions based on human annotations from the training data to achieve high sensitivity. The Conditional Random
Fields (CRF) component was developed using the CRFsuite package within ClearTK machine learning libraries. The
Java-based Apache UIMA framework was used as the main development framework for this project.

The development of NLP included the following system variants:

Table 3: Inter-annotator agreement by document type in the QCSET. Method is Cohens Kappa for 2 raters.

Document Type Mentions annotated by both raters Kappa p-value
e-path 60 0.658 < 0.001

NAACCR abstract 125 0.9009 < 0.001
All 185 0.8129 < 0.001
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Figure 1: NLP and ML application high-level architecture.

1. REGEX: based on direct pattern matching using regular expressions for TNM mentions, and rules for classify-
ing timing attribute, as follows,

(a) If TNM mention has prefix letter ‘c’ then clinical else if it has prefix letter ‘p’ then pathological.

(b) If TNM mention has no ‘c’ or ‘p’ prefixes and TNM mention was extracted from pathology record then
pathological, otherwise if extracted from NAACCR abstract then clinical.

2. CRF: based on a Conditional Random Fields (CRF) machine learning algorithm.

3. REGEX-CRF: hybrid system that combined regular expression output with CRF algorithm classification of
timing attribute.

Results

Tables below detail the results of our evaluation of the NLP system variants. Reported metrics include: precision
(equivalent to positive predictive value), recall (sensitivity) and the F1-measure (harmonic mean of precision and
recall). We report evaluations with both subsets: development and test. Results with the development subset were
obtained by training with the train subset only while results with the test subset were obtained after training on both
the train and development subsets. We used two evaluation approaches to compare the NLP system output with our
reference standard: strict and partial matches. The former requires exact matching of the TNM mention sequence of
characters predicted by the NLP system with the corresponding mention in the reference standard. The latter relaxes
this restriction by allowing overlapping TNM mentions to be counted as true positives. For instance, if the NLP system
extracted the mention “T1” and the reference standard had “cT1” then this would count as a true positive partial match.
Table 4 shows the results of TNM mentions extraction. Table 5 shows the results of classifying the TNM mentions to
pathological and clinical. Note the REGEX-CRF system uses REGEX to extract TNM mentions and CRF to classify
them to pathological and clinical mentions.

Both the REGEX and CRF versions of the NLP system achieve comparable performance when detecting mentions
of TNM staging (F1: 94.0%–97.1%), but the CRF version reached much higher accuracy when predicting the timing
(clinical or pathological) attribute (F1: 83.8%–85.8%). In general, the REGEX (rule-based) version retrieved slightly
more correct TNM mentions (i.e., had higher recall: 88.4%–98.4%) while the CRF version retained a higher precision

Table 4: TNM mentions extraction results.

Evaluation Method System
Development Set Test Set

Precision Recall F1-measure Precision Recall F1-measure

Strict match
REGEX 0.926 0.946 0.936 0.890 0.884 0.887

CRF 0.952 0.859 0.903 0.923 0.845 0.882

Partial match
REGEX 0.958 0.984 0.971 0.961 0.955 0.958

CRF 0.988 0.897 0.940 0.989 0.906 0.946
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Table 5: Pathological and clinical TNM classification results.

Evaluation Set System
Pathological Clinical Overall

Prec. Recall F1 Prec. Recall F1 Prec. Recall F1

Development
REGEX 0.952 0.688 0.798 1.000 0.025 0.049 0.529 0.543 0.536

REGEX-CRF 0.901 0.889 0.895 0.681 0.800 0.736 0.847 0.870 0.858

Test
REGEX 0.934 0.536 0.681 1.000 0.051 0.097 0.386 0.384 0.385

REGEX-CRF 0.859 0.896 0.877 0.793 0.704 0.746 0.841 0.835 0.838

(Precision: 92.3%–98.9%). The CRF version also performed better than the REGEX version when classifying the
timing attribute. Our analysis of partial matching results indicate that the NLP system tends to miss words like
“clinical” and “PATH” preceding TNM mentions as included by our annotators in the reference standard. This is
despite the fact that our annotation guidelines did not in particular include specific instructions to the annotators on
selecting contextual words preceding TNM mentions as in these cases. The NLP system was able to partially capture
these longer multi-word TNM mentions found in the reference standard. The REGEX NLP system achieved very high
sensitivity with partial matching and hence indicate that this approach is practical for extracting TNM mentions from
NAACCR and E-path records. The hybrid REGEX-CRF NLP system combined the output of the REGEX version with
the classification of timing by the CRF module, and achieved the highest F1-measure overall (F1: 83.8%–85.8%).

Discussion

Our effort outlined above showed that extraction of TNM mentions from unstructured text fields within records col-
lected at the central Utah Cancer Registry can be automated with reasonable accuracy. One source of errors that was
eliminated earlier during our development was matching of ‘TX’ mentions by the REGEX NLP system. Despite slight
increase in sensitivity, there were numerous false positives and a decrease in precision when including this pattern
since it could be confused with the commonly used ‘TX’ abbreviation for ’treatment’ in this corpus (see Table 6, for
examples). For this reason, we decided to exclude the pattern for ‘TX,’ especially since patient cases with no T stage
mentions extracted from their records can be assigned ‘TX’ stage by default. Most strict matching errors were caused
by missing contextual words preceding TNM mentions such as “CLINICAL:” and “PATHOLOGIC”. When consid-
ering partial matches, many errors were caused by spurious matching within alpha-numerical terms such as matching
‘T0’ or ‘N1’ in “T0012-9071” and “N13-129”. Other errors were due to confusion of text mentions related to MRI
scans such as ‘T2’ inside the statement: “SUBTLE AREA OF FOCAL T2 SIGNAL LOSS”. Similarly, incorrectly
matching ‘T1’ within a biomarker phrase as in the sentence:“weakly positive for WT1”. A third source of errors was
the use of capital letter ‘O’ instead of the digit ‘0’ in some TNM mentions such as “NO” and “MO” instead of “N0”
and “M0” stages, respectively. These errors could be addressed by including more contextual, lexical and character
shape features to enable disambiguation and improve sensitivity while maintaining high precision.

Although regular expressions were more robust for extracting TNM mentions, our range of features used with the CRF
classifier were still limited and potential improvements may be observed if other more sophisticated feature patterns
were used such as character N-grams. In addition, other machine learning algorithms could yield better performance
than CRF and further investigation is required.

Results reported here were validated with patient records from various healthcare organizations (local and regional
hospitals) in the state of Utah. We believe that despite potential differences in documentation style and use of linguistic
patterns, the proposed NLP and ML systems were able to extract TNM mentions with high accuracy comparable to
manual abstraction by humans. To investigate questions about the distribution of TNM mentions extracted across sites,

Table 6: Example statements containing the ‘TX’ abbreviation.

Statements with TX abbreviations
DISCUSSED PALLIATIVE TX W/ CARBO/TAXL . . .

NEW LUNG CANCER F/U & TX . . .
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Site TNM count
Colon T 2814

N 2635
M 1012

Lung T 1615
N 1407
M 634

Prostate T 2341
N 1409
M 693

Total 14560

Table 7: Count of TNM mentions extracted from a selected set of cases

the number of TNM mentions found for each patient case, and the percentage of patients without any TNM mentions
in their records, we applied the REGEX NLP system to a selected set of 11,180 NAACCR and e-path records for a
population of 4,117 patient cases available from the UCR database. Table 7 outlines the number of TNM mentions
extracted across cancer sites. There were 14,560 mentions extracted in total from all cases records. In general, more
patients had no M stage mentioned in their records, followed by N stage mentions, and finally T stage mentions.
Across the three primary cancer sites, colon cases tended to have more TNM mentions in their records than prostate
or lung cancer cases.

The number of TNM mentions extracted from patient records was distributed as shown in Figure 2. On average, there
were about 5 mentions extracted per patient. The distribution is right skewed with a majority of patients having less
than 10 mentions and then gradually fewer patients having more than 10. At the extreme right were patients with more
than 30 TNM mentions. Note that this average excludes patients who have no TNM stage mentions in their records.
Only patients with TNM stage mentions extracted from their records were considered.

There were about 6,485 records (out of a total of 11,180) with no TNM mentions, belonging to 1,443 patient cases
(out of 4,117). When considering each T, N and M mention individually, about 37% of the patients had no T stage
mentions (1558/4117), 44% had no N stage mentions and 63.5% had no M stage mentions.

Conclusion

The study presented here showed that automated extraction of TNM stage information using NLP and ML approaches
could achieve high accuracy, at levels comparable with manual abstraction by humans. In a future study, we plan to use

Figure 2: Frequency of TNM stage mentions extracted per patient.
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the NLP pipeline developed for TNM stage information extraction to then perform cancer stage consolidation at the
patient level for cases from the three primary cancer sites included in this study. The automated stage consolidation will
be compared with the consolidated stages assigned by human registrars manually in the central registry. Our aim is to
eventually assess whether NLP and machine learning could be implemented with sufficient accuracy to automatically
consolidate cancer stage and support the work of cancer registrars.
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A NAACCR Text Fields

The table below lists the NAACCR column names and numbers for the free text fields used in the study.

NAACCR Item Number # Text Field Name
2520 Text–Dx Proc–PE
2530 Text–DX Proc–X-ray/scan
2540 Text–DX Proc–Scopes
2550 Text–DX Proc–Lab Tests
2560 Text–DX Proc–Op
2570 Text–DX Proc–Path
2580 Text–Primary Site Title
2590 Text- Histology Title
2600 Text–Staging
2610 RX Text–Surgery
2620 RX Text–Radiation (Beam)
2630 RX Text–Radiation Other
2640 RX Text–Chemo
2650 RX Text–Hormone
2660 RX Text–BRM
2670 RX Text–Other
2680 RX Text–Remarks
2690 Text–Place of Diagnosis

Table 8

25



Incorporating Protein Dynamics Through Ensemble Docking in Machine
Learning Models to Predict Drug Binding

Fatemah Alghamedy1, Jeevith Bopaiah1, Derek Jones1, Xiaofei Zhang1, Heidi L. Weiss1,
Sally R. Ellingson, PhD1

1University of Kentucky, Lexington, KY, USA

Abstract

Drug discovery is an expensive, lengthy, and sometimes dangerous process. The ability to make accurate compu-
tational predictions of drug binding would greatly improve the cost-effectiveness and safety of drug discovery and
development. This study incorporates ensemble docking, the use of multiple protein conformations extracted from a
molecular dynamics trajectory to perform docking calculations, with additional biomedical data sources and machine
learning algorithms to improve the prediction of drug binding. We found that we can greatly increase the classification
accuracy of an active vs a decoy compound using these methods over docking scores alone. The best results seen here
come from having an individual protein conformation that produces binding features that correlate well with the active
vs. decoy classification, in which case we achieve over 99% accuracy. The ability to confidently make accurate pre-
dictions on drug binding would allow for computational polypharamacological networks with insights into side-effect
prediction, drug-repurposing, and drug efficacy.

1 Introduction

Machine learning is currently being used to advance many scientific disciplines, including drug binding predictions,
and shows promise in increasing accuracy enough to make reliable polypharmacological predictions. Chemical drug
features have been combined with molecular docking scores in machine learning models to rescore the interactions
of one candidate drug to multiple proteins [1]. Components of docking scoring functions can be used as features in a
machine learning model to greatly improve the accuracy of identifying active compounds in models specific for one
protein [2]. A study on protein druggability used protein features in machine learning models to predict whether or
not a protein is druggable [3].

Molecular flexibility can contribute to a favorable change in free energy of binding [4, 5, 6]. Protein-ligand complexes
undergo a wide range of motions ranging from small changes in binding site residues to large-scale motions of entire
protein domains. Molecular docking is an efficient (but not highly accurate) computational method that predicts how
and how well a drug will bind to a protein. To keep these calculations efficient in order to investigate large libraries of
chemical compounds, proteins are generally kept static or mostly static in which only a few selected side chains can
rotate. Commonly, a crystal structure of the protein (experimentally resolved 3-dimensional protein structure) is used
in molecular docking in which a ligand was bound for crystallization but removed from the Protein Data Bank (PDB)
[7] file for docking. However, proteins may exist in multiple druggable states, and potentially none of these states are
those favored for crystallization and may differ from those favored by a different bound compound.

Ensemble docking is used here to describe the process of using multiple possible protein conformations in molecular
docking to represent many potentially druggable states. In this case we use molecular dynamics to generate a trajectory
of protein movement and select distinct conformations from the trajectory. Previous studies have shown the usefulness
of this technique to improve molecular docking in general [8]. However, ensemble docking is still not perfect and
there is no way to pick the best conformation used in ensemble docking without prior knowledge on sets of binding
and non-binding compounds. There also still remains deficiencies in the molecular docking scoring functions which
must assume a fixed functional form.

This paper explores the combination of ensemble docking, biomedical data sources, and machine learning algorithms
to greatly increase the accuracy of binding predictions. In this study, we investigate Tyrosine-protein kinase Lck
(LCK) which is implicated as a drug target in many cancers and also known to have toxic effects when unintentionally
targeted. LCK is also the subject of a previous study in our lab that investigates theoretically more accurate binding
calculations than molecular docking[9].
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2 Methods

In this paper we perform ensemble docking by first collecting protein conformations from a molecular dynamics
trajectory and performing molecular docking with these structures. We collect features on our drug set and also
generate features on the protein conformations. We use a random forest regressor method to rate the importance of
features and then investigate several machine learning models using K Nearest Neighbors (Knn) machine learning
algorithm for classification of active (binding) vs decoy compounds (non-binding).

2.1 Data Collection

The various types of features collected are described below and the total number of features collected for each category
is given in Table 1.

• Binding Descriptors The conformations of LCK used in this study are those extracted from a molecular dy-
namics simulation used for molecular mechanics and generalized Born and surface area continuum solvation
(MM/GBSA) calculations in a previous study. Details on the ensemble docking method used can be found in
the published work [9]. The conformations are extracted from the molecular dynamics trajectory using a root
mean squared deviation clustering method of all the atoms near the binding site. The results of the clustering
method is distinct conformations in which the first selected conformation has the most similar frames in the
trajectory. Therefore, the first conformation is considered to be the conformation in which the protein is in
most often, with the last conformation being a rare, but potentially important, state. The previous study used
homology modeling to predict more complete structures of different states of LCK and the one used here corre-
sponds to a homology model made using PDB structure 1QCF [10]. This structure is of HCK and chosen based
on sequence identity. This model is of the inactive state. Active and decoy compounds for LCK come from
the Directory of Useful Decoys (DUD-e) [11] and are prepared for docking using modified ADT scripts and a
wrapper script for automation. Docking was performed using VinaMPI [12], which allows the distribution of a
large number of Autodock Vina [13] docking jobs on MPI-enabled high-performance computers. The default
number of models per docking job (predicted bound drug conformations with binding scores) was changed to
collect up to 20 models per docking job which was for the MM/GBSA protocol. The results of the docking jobs
were submitted to Autodock Vina using the “–score-only” option to collect the individual terms calculated in the
scoring function. This includes terms for gauss1, gauss2, repulsion, hydrophobic, and hydrogen interactions.
The values for all the models and averages of each term for all models are kept. There are also features for the
final docking score and a normalized ranking.

• Protein Descriptors Since we are only considering one protein here, but seven different conformations, we
collected features using two different webservers that calculate features using the 3-dimensional structure pro-
vided in a PDB file. These servers include Coach [14, 15] and 2struc [16]. Coach calculates features used for
ligand binding site predictions and 2struc gives information on the actual secondary structure of a 3-dimensional
protein structure (i.e. not predicted secondary structure from amino acid sequence).

• Drug Descriptors There are 28,536 different molecules (drugs) for which we collect features. Drug features
are calculated using the Dragon Software [17]. Dragon can calculate over 5 thousand molecular descriptors,
including the simplest atom types, functional groups and fragment counts, topological and geometrical descrip-
tors, and three-dimensional descriptors. It also includes several property estimations like logP and drug-like
alerts like Lipinski’s alert. There are 1,058 descriptors excluded because their values are constant values, near-
constant values, or standard deviation less than 0.0001. In this study three-dimensional descriptors are also left
out because the input structures for Dragon are the predocking structures and not those predicted by molecular
docking.

• Labels A drug is labeled as the positive class if it is a known active for LCK in DUD-e [11]. The drug is labeled
as the negative class if it comes from the DUD-e decoy set for LCK. Since we do not know the conformation in
which each drug binds, and it could potentially bind to all conformations, the drug is labeled the same for each
conformation.
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Table 1: The total number of features in each category for the base dataset, the best 100 features for the whole dataset,
and the best features for each protein conformation (Conf 1-7).

Category Base Best Conf 1 Conf 2 Conf 3 Conf 4 Conf 5 Conf 6 Conf 7
Drugs 2,792 99 10 54 20 7 5 10 7
Protein 103 0 0 0 0 0 0 0 0
Binding 109 1 0 1 0 8 0 0 8
The total 3004 100 10 55 20 15 5 10 15

2.2 Feature Selection

A random forest regressor method implemented in scikit-learn [18] is used to rate all of the features by importance
when classifying compounds as active vs. decoy. This was done using all conformations at once and also one con-
formation at a time. The dataset was first balanced by randomly selecting the same number of decoy compounds as
actives. We also selected some protein features based on their ability to identify the protein conformation.

2.3 Classification

The classification in this study is done using the scikit-learn [18] Knn implementation. Knn is a fairly simple machine
learning algorithm in which a test object is classified by the majority vote of its K nearest neighbors, thus having the
same class as most of its neighbors. There are many different measures that quantify the closeness of two objects.
Several distance measures, K = 1, 2, 3, 4, and 5 nearest neighbors, and n = 10, 5, and 2 for n-fold cross validation
were evaluated. Since the data is unbalanced (with approximately 50 decoys to every active compound), the dataset
is first balanced by randomly selecting the same number of decoys as actives. We first select all active drugs in the
dataset such that the label = 1, and get the total number of all active drugs as a sampleSize. For ten experiments, we
randomly select a total of sampleSize decoy drugs. The sample() method, which is in pandas.DataFrame(), is used
to randomly select the decoy set. After that, we merge the negative and positive data into one dataset and n-fold cross
validation is performed on this set. To prepare the data for the machine learning, we split the data into X and y such
that X holds all the features except the label and y represents the label column. For each n-fold, we provide indices
(sKf ) to the knn method (where neighbors = k) for testing and training using the StratifiedKFold() method to
ensure a balance of positive and negative classes. Finally, cross val predict() method is used with knn, X , y, and
sKf to predict if the drug is an active or a decoy. The metrics presented in the results is an average over the ten
experiments. The process is given in Algorithm 1.

Algorithm 1
positiveData, sampleSize = Select all drugs such as label = 1
for each experiment ei = 1, 2, ..10 do

negativeData = select sampleSize decoy drugs
merge the negativeData and positiveData into one dataset
split the data into X = all features except label and y = label
for each n=1,2,10 n-fold do

sKf = train/test indices to split data into balanced train/test sets
set up knn with n neighbors = k
get the y − predict by running cross val predict() method with knn, X , y, and sKf

end for
end for

In some cases we want to reduce our feature set to the smallest size that gives the best metrics. In this case, classi-
fication was performed with the top 5 features with the best predicted contributions to the classification and the next
5 most important features are incrementally added. The optimal small feature set is selected based on the AUC as
defined in Table 2.

Some of our analysis did not work with the cross validation method described. In this case we still balanced the data
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as described, tested for the same K values, evaluated testing set sizes of 10%, 20%, and 50% of the data, and averaged
results over ten experiments.

2.4 Evaluation

In this study we compare three different ways of looking at the data using the machine learning algorithm and also
compare the performance to the computed docking score. Docking scores are typically used for ranking compounds
from most likely to least likely to bind and there is no standard that defines an exact docking score that determines
a binding prediction. In order to compare binding predictions from the docking score alone to the machine learning
models, the maximum Youden’s index (or J value) is calculated for each model. The best J value is calculated from
the docking score receiver operator characteristic (ROC) curve and used as a cut-off to define true positive (TP), true
negative (TN), false positive (FP), and false negative (FN) values for the docking results. All the metrics presented in
the Results are defined in Table 2. The three different data models are described below.

• Model 1 In this model, we split the dataset based on the protein conformation number, giving us seven different
datasets. The assumption here is that one of the conformations best represents the druggable state.

• Model 2 In this model, we keep all entries for every drug combined with each conformation. We ensure that all
entries for one drug (seven total - one for each conformation) are entirely in the testing or entirely in the training
set. The assumption here is that the drug may bind to all conformations of the protein at varying rates.

• Model 3 In this model, a consolidated dataset is made by keeping one entry per drug. The entry that is kept is
the one with the best overall docking score. The assumption here is that the conformation with the best docking
score is the preferred conformation for actual binding. This method has shown to improve docking results with
ensemble docking [8].

Table 2: Metrics used in this study

Name Definition Formula

Youden’s index
Performance of dichotomous test. The value 1 indicates a perfect test

and -1 indicates a useless test.
TP

TP+FN + TN
TN+FP + 1

AUC

Area under the curve for the ROC curve. The probability P that a
randomly chosen positive instance ranks higher than a randomly

chosen negative one (X0 and X1 are ranks for negative and positive
instances, respectively).

P (X1 > X0)

Accuracy Percent of correct predictions TP+TN
TP+FP+TN+FN

F1 Harmonic mean of precision and recall 2TP
2TP+FP+FN

Precision Positive predictive value TP
TP+FP

Recall True positive rate TP
TP+FN

3 Results
3.1 Feature Selection

The top 100 features are kept when using the entire dataset for feature selection and also the top 100 features per
protein conformation. The types of features important for classifying the entire dataset are given in Table 1. The total
number of features that gave the best machine learning model AUC per individual conformation and their categories
are given in Table 1 as well. Only conformations 2, 4, and 7 had important binding features. Just over half of the
important features for conformations 4 and 7 are binding features. There are 28 protein features that have a weight
greater than zero when selected for classification of the protein conformation.
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3.2 Youden’s index for docking ROC curves

The maximum Youden’s index (or J value) is calculated for each model. The best J value is used to define TP, FP, TN,
and FN values for each model using docking scores. The best J values and the docking score cut-off for each model
are given in Table 3.

Table 3: Youden’s Index for each models.

Value Model 1 Model 2 Model 3
Conf 1 Conf 2 Conf 3 Conf 4 Conf 5 Conf 6 Conf 7

Docking Score
cut-off -9.2 -8.2 -8.5 -2.8 -8.3 -8 37.4 -8.1 -8.9

Best J Value 0.1600 0.0829 0.0832 0.1052 0.1142 0.2103 0.0125 0.0874 0.1283

Table 4: Model 1. Conf = conformation; MD = molecular docking; ML = machine learning model; Acc. = Accuracy;
Prec. = Precision

All Features
Conf MD AUC ML AUC MD Acc. ML Acc. MD F1 ML F1 MD Prec. ML Prec. MD Recall ML Recall

1 0.6189 0.7964 0.5806 0.7964 0.4399 0.8098 0.6625 0.76 0.3294 0.8666
2 0.5448 0.7919 0.5389 0.7919 0.6225 0.8059 0.527 0.7555 0.7603 0.8637
3 0.5397 0.7991 0.5343 0.7991 0.4311 0.812 0.554 0.7633 0.3529 0.8674
4 0.5518 0.7874 0.5496 0.7874 0.6477 0.8017 0.5319 0.7516 0.8279 0.8591
5 0.5739 0.7907 0.5591 0.7907 0.6392 0.8042 0.541 0.7554 0.7809 0.8599
6 0.6477 0.7948 0.6082 0.7948 0.6113 0.8067 0.6066 0.763 0.6162 0.856
7 0.4209 0.7944 0.5063 0.7944 0.6688 0.8124 0.5032 0.7473 0.9971 0.89

Best 100 features of the whole dataset
Conf MD AUC ML AUC MD Acc. ML Acc. MD F1 ML F1 MD Prec. ML Prec. MD Recall ML Recall

1 0.6167 0.8607 0.5785 0.8607 0.4387 0.868 0.6571 0.8253 0.3294 0.9154
2 0.5453 0.8584 0.5388 0.8584 0.6224 0.8651 0.5269 0.8262 0.7603 0.9081
3 0.5385 0.8526 0.5375 0.8526 0.4328 0.8604 0.5595 0.8176 0.3529 0.9081
4 0.555 0.8503 0.5521 0.8503 0.649 0.8579 0.5337 0.8166 0.8279 0.9037
5 0.5713 0.8549 0.5554 0.8549 0.6372 0.8617 0.5383 0.823 0.7809 0.9043
6 0.6401 0.8544 0.6044 0.8544 0.6091 0.8623 0.6022 0.8181 0.6162 0.9118
7 0.4158 0.8613 0.5063 0.8613 0.6688 0.8689 0.5032 0.8241 0.9971 0.919

Best 100 features for conformation
Conf MD AUC ML AUC MD Acc. ML Acc. MD F1 ML F1 MD Prec. ML Prec. MD Recall ML Recall

1 0.6186 0.7275 0.5785 0.7275 0.4387 0.7378 0.6569 0.7112 0.3294 0.7665
2 0.5499 0.8304 0.5415 0.8304 0.6238 0.8372 0.5289 0.8052 0.7603 0.8721
3 0.5425 0.6793 0.536 0.6793 0.432 0.6921 0.5571 0.6656 0.3529 0.721
4 0.5454 0.9795 0.549 0.9795 0.6474 0.9798 0.5315 0.9642 0.8279 0.996
5 0.5679 0.7617 0.5517 0.7617 0.6353 0.7772 0.5356 0.7299 0.7809 0.8312
6 0.6422 0.8814 0.6057 0.8814 0.6099 0.8871 0.6038 0.8463 0.6162 0.9322
7 0.4102 0.9816 0.506 0.9816 0.6687 0.9818 0.503 0.9714 0.9971 0.9925

Best features for conformation
Conf MD AUC ML AUC MD Acc. ML Acc. MD F1 ML F1 MD Prec. ML Prec. MD Recall ML Recall

1 0.6227 0.8959 0.5799 0.8959 0.4396 0.8999 0.661 0.8668 0.3294 0.9356
2 0.5498 0.9031 0.5422 0.9031 0.6242 0.9068 0.5294 0.8736 0.7603 0.9426
3 0.5445 0.9357 0.5379 0.9357 0.433 0.9368 0.5603 0.921 0.3529 0.9532
4 0.5542 0.9928 0.5537 0.9928 0.6498 0.9928 0.5347 0.9893 0.8279 0.9963
5 0.5704 0.914 0.556 0.914 0.6375 0.9164 0.5387 0.8914 0.7809 0.9428
6 0.6444 0.9244 0.6104 0.9244 0.6127 0.9264 0.6094 0.9027 0.6162 0.9515
7 0.4224 0.9949 0.5061 0.9949 0.6687 0.9949 0.5031 0.9918 0.9971 0.9979

3.3 Evaluation

Many metrics are reported here, but with a focus on maximizing the F1 score, this metric is bold in all the tables and
the best models are highlighted in gray. The results for Model 1 are given in Table 4. The results presented here are
for K = 1 nearest neighbors, n = 10 n-fold cross validation, and running in the ‘Auto’ mode (in which the algorithm
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Table 5: Model 2. MD = molecular docking; ML = machine learning model; Acc. = Accuracy; Prec. = Precision

Best 100 features of the whole dataset
MD AUC ML AUC MD Acc. ML Acc. MD F1 ML F1 MD Prec. ML Prec. MD Recall ML Recall

0.5534 0.8688 0.5479 0.8712 0.5243 0.8815 0.5814 0.8474 0.4781 0.9202
Best 100 features of the whole dataset + 2 best protein features

MD AUC ML AUC MD Acc. ML Acc. MD F1 ML F1 MD Prec. ML Prec. MD Recall ML Recall
0.5437 0.8556 0.5388 0.8588 0.5106 0.8687 0.5735 0.8357 0.4618 0.9056

Best 100 features of the whole dataset + 28 informative protein features
MD AUC ML AUC MD Acc. ML Acc. MD F1 ML F1 MD Prec. ML Prec. MD Recall ML Recall

0.5396 0.8499 0.5403 0.8484 0.5002 0.8508 0.5261 0.8078 0.4778 0.9007

Table 6: Model 2 and 3 using best 100 features

Model AUC Accuracy F1 Precision Recall
2 0.8688 0.8712 0.8815 0.8474 0.9202
3 0.8665 0.8662 0.8687 0.8305 0.9116

Table 7: Model 3. MD = molecular docking; ML = machine learning model; Acc. = Accuracy; Prec. = Precision

All Features
MD AUC ML AUC MD Acc. ML Acc. MD F1 ML F1 MD Prec. ML Prec. MD Recall ML Recall

0.5862 0.7985 0.5552 0.7985 0.6198 0.811 0.5413 0.7641 0.725 0.8643
Best 100 Features of the whole dataset

MD AUC ML AUC MD Acc. ML Acc. MD F1 ML F1 MD Prec. ML Prec. MD Recall ML Recall
0.5894 0.8543 0.5561 0.8543 0.6203 0.8614 0.5421 0.8217 0.725 0.9051

Best 100 Features of the wholeset plus the 12 docking features
MD AUC ML AUC MD Acc. ML Acc. MD F1 ML F1 MD Prec. ML Prec. MD Recall ML Recall

0.5859 0.8227 0.554 0.8227 0.6192 0.8321 0.5403 0.7906 0.725 0.8784
Best 100 Features of the whole dataset plus all docking features

MD AUC ML AUC MD Acc. ML Acc. MD F1 ML F1 MD Prec. ML Prec. MD Recall ML Recall
0.5841 0.7241 0.5529 0.7241 0.6186 0.7441 0.5394 0.6941 0.725 0.8019

Docking features alone
MD AUC ML AUC MD Acc. ML Acc. MD F1 ML F1 MD Prec. ML Prec. MD Recall ML Recall

0.5881 0.6624 0.5543 0.6624 0.6193 0.6819 0.5405 0.6449 0.725 0.7235
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attempts to choose the best metric to define the nearness of neighbors). These values usually give the best results with
not a lot of variation. We evaluate Model 1 using all the features, the best 100 features from feature selection on the
entire dataset, the best 100 features when doing feature selection on each individual conformation, and a subset of the
last feature set that gives the best result. Interestingly, conformation 7 always performs the best by machine learning
F1 even though it is the worst in many docking metrics. Since we saw a decrease in metric values when going from
features selected on the entire dataset to conformations, we did a further analysis on the best subset of features and
picked the subset that gave the best machine learning AUC. All conformations perform better with their smaller subset
than any conformation using the best 100 features obtained using the entire dataset (the best again is conformation 7
and highlighted in yellow).

The results for Model 2 are given in Table 5. Since we had to ensure drugs were always in the testing or training set
in this model we could not run Model 2 with the same cross validation method used for Model 1. The results here
are for a 90:10 training/testing split and metrics are averages of running the analysis 10 times with a different random
set of decoys. We wanted to test the inclusion of protein conformation features. We tested this by using a base model
of the best 100 features selected using the whole dataset and then adding the 2 protein features most important when
classifying the conformation and also all 28 with a non-zero importance. We see a decline in performance at each step.

We wanted to run Model 3 with cross validation but also wanted to directly compare Model 2 and Model 3. Therefore,
Table 6 gives a comparison of both models using the same protocol as used for Model 2. They both have very similar
metrics, with the average of Model 2 slightly higher, but some of the individual runs of each performing better than
the other. Table 7 gives the results of Model 3 using cross validation. Here we compare the models using the entire
feature set, the best 100 features, the best 100 features plus the base docking features (for the best predicted docking
model, averages of all, the final docking score, and a ranking), the best 100 features plus all docking features (includes
up to 20 docked models), and the docking features alone. The best 100 features performs the best, but all still have
an improvement over docking alone. Using only docking features in the machine learning model actually has a slight
decrease for recall compared to the docking calculation (highlighted in yellow), but the better precision with the
machine learning model gives it a better F1.

4 Discussion

The best Model 1 is obtained using conformation 7 and the small subset of features obtained doing feature selection on
just that conformation’s subset of data and only taking the number of features that gives the best AUC. Conformation
7 performs the worst according to docking AUC, however the docking recall is nearly as high as the machine learning
recall. This is because the best J-value is actually quite low and the docking cut-off is one that you would not expect to
signify an active compound (+37.4, when the most negative scores are best). Because of this cut-off there are a large
number of false positives driving down the docking precision. We believe the success of conformation 7 for machine
learning is the fact that it has so many binding features that correlate with the active vs decoy classification (8 of the
15 most important features). We see the same trend in the next best Model 1 which is obtained using conformation
4 and its subset of important features, which also has 8 out of 15 as binding features. You can see from the docking
cut-off value for classification that conformation 4 and 7 actually have the worst docking values. However, when
using the individual components in the machine learning algorithm this information can classify active vs. decoy
with great precision and recall. This shows the importance of the terms calculated for a docking scoring functions
but the deficiencies in the scoring functions themselves. Since the length of the trajectory used to capture different
conformations is only 200 ns, there is not a huge structural variation in the conformations. However, upon visualization
it appears that conformation 7 may have a slightly smaller binding pocket which may allow more favorable interactions
with the active compounds.

Model 2 looks at keeping all entries in the dataset. Model 2 performs better with the best 100 features than any single
conformation by F1 metrics. We did not get any improvement in any metrics by adding protein features. This could
be because there is not enough variation in these values to help with predictions. Including such features when there
are larger differences may provide further insight. Information on which conformation drugs bind to and which they
do not (so drugs could be marked as active to one conformation and decoy to another) could make these features
more useful as well. However, creating that dataset would be difficult if not impossible and is discussed further in
the limitations. Even though we were not successful using protein features in this study, we include them here for
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thoroughness. We are also interested in models that incorporate multiple proteins and conformations obtained from
longer trajectories, therefore we are still interested in the usefulness of these features. We can see from the Model
3 results that although the binding features play a significant role in good classification when they correlate with the
classification, forcing all the binding features to be in the model does not help.

We found in this study that we can successfully use machine learning to increase the prediction of drug binding and
using drug features calculated from protein conformations selected from molecular dynamics trajectories increases the
predictability of the models. Lessons learned in this study will be used to build models of different proteins to be used
in drug discovery applications. In fact, we are already developing an “all kinase” model to predict drug repurposing
and potential side-effects.

4.1 Limitations

There are several limitations of this study that warrant further investigation. We are likely overfitting the data, as
feature selection was performed on the same data used in the validation. We have omitted a large number of the
decoy compounds from feature selection to balance the data. However, in this initial study, we wanted to have a large
number of active compounds in the selection to better understand the features that drive the classification. We plan to
increase the size of our dataset to enable the omission of a large number of actives for validation in the future. This
study utilizes DUD-e, in which the decoys are only assumed non-binders. However, in this study we are using the
enhanced version of the dataset that has a reduced number of false decoys by having a more stringent filtering process
and experimental validation when available. Another limitation is the fact that active drugs from the DUD-e dataset
are labeled as active for all the possible conformations assessed in this study. However, if we only use protein-drug
complexes with experimentally resolved conformations we are setting ourselves up for further limitations as they may
not relate to how the drug binds to the protein when not in the experimental conditions used to resolve the structures.

4.2 Future Work

Some potential future directions of this research include, (1) testing other machine learning algorithms, (2) incorpo-
rating data on multiple possible binding sites, (3) having a strict validation set not used in feature selection, and (4)
applying models to novel drug discovery applications.

5 Conclusion

We successfully incorporated ensemble docking, biomedical and biological data sources, and machine learning to
improve binding predictions. The addition of protein features did not help this model but it may in cases where
there is more variation (such as if multiple proteins are in the dataset). The best results seen here come from having
an individual conformation that produces binding features that correlate well with the active vs decoy classification,
giving models with over 99% accuracy. We also see that every way we examine the data using machine learning gives
improvement over molecular docking alone.
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Abstract 
Pathway-based analysis holds promise to be instrumental in precision and personalized medicine analytics. 
However, the majority of pathway-based analysis methods utilize “fixed” or “rigid” data sets that limit their ability 
to account for complex biological inter-dependencies. Here, we present REDESIGN: RDF-based Differential 
Signaling Pathway informatics framework. The distinctive feature of the REDESIGN is that it is designed to run on 
“flexible” ontology-enabled data sets of curated signal transduction pathway maps to uncover high explanatory 
differential pathway mechanisms on gene-to-gene level. The experiments on two morphoproteomic cases 
demonstrated REDESIGN’s capability to generate actionable hypotheses in precision/personalized medicine 
analytics. 
 
Introduction  

Precision medicine, set by President Obama as a new strategic initiative in medicine (1), has been gaining a lot 
of attention in biomedicine. However, it becomes increasingly evident that one-drug-one-target-one-disease 
paradigm is unable to address outstanding challenges in this new medical paradigm (2). High-throughput omics 
technologies, data integration and computational analytics among others have been considered to be crucial to move 
forward precision medicine ideas (3). Particularly, pathway-based methods (4,5) especially those that utilize curated 
knowledge bases (KB) such as KEGG (6) and Reactome (7) improve handling of the curse of dimensionality and 
noise in omics data by bringing analysis to the level of biological functions (8-11). Specifically, direct correlation of 
differential gene expression with a clinical phenotype usually results in a situation when gene sets, which are 
strongly correlated with the phenotype and reported by different studies, have little or no overlap. It happens because 
gene expression profiling studies are generally underpowered and each study group has different patient cohorts in 
which the same biological mechanisms may have been manifested by different genes. Despite efforts to address this 
limitation by integrating multiple datasets (12,13) the issue of the curse of dimensionality still persists because it is 
not feasible at the moment to compile a single data set with an order of magnitude of the genome. Early methods of 
Over Representation Analysis (ORA) (4,14) partially address this problem by considering affected biological 
pathways that are overrepresented by differentially expressed (DE) genes. However, due to the nature of statistical 
approaches used in ORA methods, levels of expression of DE genes is ignored. The importance of specific pathways 
is simply assessed by counting of how many DE genes are present in these pathways (enrichment). However, an 
enrichment score per se is not explanatory enough to evaluate the contribution of these genes to a particular 
biological state (14). Therefore, slight differential expression of genes that truly affect the phenotype in question 
might be discarded as noise. Functional Class Scoring (FCS) methods (4,14), such as Gene Set Enrichment Analysis 
(GSEA) (15), not only consider genes with large DE values but also account for sets of genes with possibly weak 
DE values but working in concert. For instance, GSEA defines a set of genes, e.g. representing a biological pathway, 
and assigns a large enrichment score for that pathway if the pathway’s genes are found close to the top or bottom of 
the ranked DE gene list. The downside of GSEA and many other FSC methods is that they do not consider the role 
and position of genes in the pathways. For instance, genes located upstream (e.g. “driver genes”) could have greater 
effect on the pathway that those found downstream (e.g. “passenger genes”). Pathway Topology (PT) approaches 
(4,14) take into consideration  the location of genes in pathways. For example, Signaling Pathway Impact Analysis 
(SPIA) (16), computes a perturbation impact of each gene in accordance to its position in a pathway. PARADIGM 
pathway method (17) further improves pathway-based analytics by integrating multiple datasets derived from 
Comparative Genome Hybridization (CGH), and Single Nucleotide Polymorphism (SNP) technologies in addition to 
transcriptomics data. Different variations of ORA, FCS, TP and other pathway-based methods have been used to 
infer patient-specific pathway deregulations (18,19). What common in many of these methods, though, is the fact 
that they treat a biological pathway as a whole, assigning a metric of importance (enrichment) to the whole pathway 
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using various statistical approaches. However, in many applications, including precision/personalized medicine, it is 
critical to infer sub-pathway or gene-to-gene level mechanisms. Another important limitation, in our view, is that 
these methods are designed to run over “rigid” or “static” pathway networks’ data. These datasets may not take into 
account inter-relationships among data entities, such as for instance the fact that distinctive network nodes may de-
facto represent the same biological entities (e.g., alternative names or IDs), have functional similarity (e.g., the same 
binding domains), or belong to the same protein complex (i.e., part-whole relationship). Because of this “rigidity” 
many queries may not return desirable results, even though the information might be present in the network datasets 
in an implicit form.  

Here, we introduce a high explanatory RDF-based differential signaling (REDESIGN) informatics framework 
that enables gene-to-gene level computational analysis of topological differences of signaling cascades. These 
differences can pinpoint places in signal transduction pathways and regulatory networks where a specific patient’s 
case deviates from the canonical flow of the disease. This will not only help to design personalized combinatorial 
therapeutic regimens, but also to bring new hypotheses to basic research. The distinctive feature of this method is 
the fact that the analysis is performed over “flexible”, RDF-formatted and ontology-enabled pathway network data. 
Such data, equipped with description logic inference, provide means to take into account “biological isomorphism”, 
which makes differential pathway analysis more biologically relevant. As we will demonstrate further in text, the 
method has high potential to help realize precision medicine ideas in cancer theranostics.  
 
Methods 

REDESIGN framework utilizes an RDF-based “mashup” knowledge base of signal transduction pathways 
derived from Kyoto Encyclopedia of Genes and Genomes (KEGG), including pathways associated with signal 
transduction, cellular processes, organismal systems, human diseases, and drug development (6). We have 
previously demonstrated the utility of such KB to reduce complexity of biological knowledge for precision medicine 
analytics (20). In this work, we extended the KB to include more biologically relevant interaction types (see Table 
1). 

 
Table 1. Modeled biological relationships. 

RDF Predicate Modeled Purpose RDF Predicate Modeled Purpose 

activates Molecular Interaction misses_interaction_methylation_inhibition Molecular Interaction 
inhibits Molecular Interaction misses_interaction_methylation_activation Molecular Interaction 
binds_associates Molecular Interaction misses_interaction_glycosylation_inhibition Molecular Interaction 
dissociates Molecular Interaction misses_interaction_glycosylation_activation Molecular Interaction 
changes_state Molecular Interaction misses_interaction_deubiquitination_inhibition Molecular Interaction 
expresses Molecular Interaction misses_interaction_deubiquitination_activation Molecular Interaction 
represses Molecular Interaction misses_interaction_ubiquitination_inhibition Molecular Interaction 
indirectly_affects Molecular Interaction misses_interaction_ubiquitination_activation Molecular Interaction 
indirectly_affects_activates Molecular Interaction misses_interaction_dephosphorylation_inhibition Molecular Interaction 
indirectly_affects_inhibits Molecular Interaction misses_interaction_phosphorylation_activation Molecular Interaction 
phosphorylates_activates Molecular Interaction misses_interaction_phosphorylation Molecular Interaction 
phosphorylates_inhibits Molecular Interaction misses_interaction_methylation Molecular Interaction 
dephosphorylates_activates Molecular Interaction misses_interaction_inhibition_degradation Molecular Interaction 
dephosphorylates_inhibits Molecular Interaction misses_interaction_inhibition Molecular Interaction 
ubiquitinates_activates Molecular Interaction misses_interaction_indirect_effect Molecular Interaction 
ubiquitinates_inhibits Molecular Interaction misses_interaction_glycosylation Molecular Interaction 
deubiquitinates_activates Molecular Interaction misses_interaction_expression Molecular Interaction 
deubiquitinates_inhibits Molecular Interaction misses_interaction_phosphorylation_binding_association Molecular Interaction 
methylates_activates Molecular Interaction misses_interaction_dissociation_inhibition Molecular Interaction 
methylates_inhibits Molecular Interaction misses_interaction_dissociation_degradation Molecular Interaction 
glycosylates_activates Molecular Interaction misses_interaction_dissociation_activation Molecular Interaction 
glycosylates_inhibits Molecular Interaction misses_interaction_dissociation Molecular Interaction 
misses_interaction Molecular Interaction misses_interaction_dephosphorylation Molecular Interaction 
phosphorylates Molecular Interaction misses_interaction_state_change Molecular Interaction 
dephosphorylates Molecular Interaction misses_interaction_binding_association Molecular Interaction 
ubiquitinates Molecular Interaction misses_interaction_activation Molecular Interaction 
deubiquitinates Molecular Interaction misses_interaction_phosphorylation_inhibition Molecular Interaction 
glycosylates Molecular Interaction changes_conformation Molecular Interaction 
methylates Molecular Interaction contains Biological Isomorphism 
misses_interaction_deacetylation Molecular Interaction crosstalks_with Pathway interaction 
misses_interaction_acetylation Molecular Interaction participates_in Biological process 
misses_interaction_deubiquitination Molecular Interaction involved_in Disease association 
misses_interaction_ubiquitination Molecular Interaction is_part-Of Pathway association 
misses_interaction_repression Molecular Interaction sameAs Biological isomorphism 
misses_interaction_indirect_effect_inhibition Molecular Interaction 

  misses_interaction_indirect_effect_activation Molecular Interaction 
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The overall roadmap of the 
REDESIGN method, which is a two-
step process, is depicted in Figure 1.  

 
REDESIGN Step 1: Given RDF network 
representations of pathway maps A and 
B, corresponding to two biological 
states, as well as an RDF ontology, 
consisting of biological relationships 
among pathway entities in maps A and 
B, we first extend information in maps 
A and B with inferred knowledge. For 
instance, given distinct pathway nodes 
A, B, C, and D, signaling interactions A-
activates-B, C-inhibits-D, and an 
ontological relation A-aliasOf-C, an 
additional signal transduction interaction 
A-inhibits-D will be added to the 
appropriate pathway map. We consider 
several types of such entailments, for 
instance, generated by RDF predicates 
“sameAs” (gene alias) and “contains” 
(ontological relation whole-part, e.g. 
protein complex/protein relationship). 
There are two ways in which 
REDESIGN performs the entailment 
process. The entailments can be 
generated by Description Logic (DL) 
inference using means of an underlying 
RDF store such as RDF/DL reasoners 
(21) or using matrix representation of 
RDF pathway maps. In the matrix 
method, RDF data of pathway and 
ontology maps are first represented by 
their adjacency matrices. In such an adjacency matrix, a cell holds a non-zero value only if corresponding RDF 
nodes have an edge. Here, we experimented with adjacency matrices that account and do not account for edge types. 
In the former case, a cell value of an adjacency matrix holds a numerical code of a corresponding edge. In the latter 
case, a cell value is 1 if a corresponding edge exists, and zero otherwise. REDESIGN then extends an adjacency 
matrix of each pathway map with relations derived from an ontology adjacency matrix using algorithmic steps 
shown in Figure 2.  
 
REDESIGN Step 2: During the second step REDESIGN uses adjacency matrices of the RDF pathway maps with 
entailments to compute a differential pathway map. The differential pathway map consists of topological differences 
of the original pathway maps. The map is computed using either element-wise logical XOR operation or using 
element-wise subtraction method. In case with XOR, each cell of the differential adjacency matrix will have a non-
zero value only if an edge exists only in one of the original maps for which the differential map is computed. In the 
subtraction method, we utilize an indicator function: 
 

𝐴𝑑𝑗𝐷𝑖𝑓𝑓𝑀𝑎𝑝*+ = 	 .
1, 1𝐴𝑑𝑗𝑀𝑎𝑝𝐴*+ −	𝐴𝑑𝑗𝑀𝑎𝑝𝐵*+1 > 0	

0, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
, 

 
where 𝐴𝑑𝑗𝐷𝑖𝑓𝑓𝑀𝑎𝑝*+ is the ij-th cell of the adjacency matrix of the resulting differential map, 𝐴𝑑𝑗𝑀𝑎𝑝𝐴*+ and 
𝐴𝑑𝑗𝑀𝑎𝑝𝐵*+, are the ij-th cells of adjacency matrices of original RDF pathway maps A and B with entailments 
correspondingly. The subtraction method takes into account types of edges. A cell value of the adjacency matrix of 
the resulting differential map will have a zero value only if the corresponding cell values in the original adjacency 

Figure 1. REDESIGN roadmap. Generating entailments using description logic (DL) 
inference marked in Blue. Generating entailments using the Matrix method marked in 
Green. Computing the differential pathway map using element-wise XOR marked in 
Purple and using element-wise subtraction marked in Orange. 
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matrices are equal, reflecting the equal type of edges in the 
original RDF pathway maps. Finally, the resulting 
differential RDF pathway map is reconstructed from its 
adjacency matrix and the types of its edges are obtained 
from the original RDF pathway maps A and B and 
visualized. 

The current version of REDESIGN was implemented 
using AllegroGraph RDF Store (21), Java-based Jena (22) 
and Sesame (23) libraries. The RDF entailments were 
materialized and then transferred to the Neo4J (24) graph 
database for graph traversal operations and adjacency 
matrix computations. 
 
REDESIGN “Toy” Example: 

To demonstrate working logic of REDESIGN 
framework, let us look at an example shown on Panel A in 
Figure 3, which presents RDF pathway maps Map A and 
Map B corresponding to two biological conditions. The 
differential pathway map computed by REDESIGN is 
depicted in panel C, where color of the differential edges 
indicates which original map they came from.  

If we take into account a simple ontological 
relationship of biological isomorphism of nodes E and G 
(panel B in Figure 3), then after generating entailments 
maps Map A and Map B will be augmented with 
inferential edges (marked in blue). The result of 
REDESIGN differential pathway analysis will then be 
different (panel D in Figure 3). It is obvious from this 
example that just one simple ontological relationship can 
lead to unexpected and more complex results. 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

Figure 2. Matrix method for generating entailments in RDF 
pathway network maps. 

Figure 3. “Toy example” of REDESIGN inferential analysis. 
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Results and Discussion 
To test the utility of REDESIGN framework for precision medicine analytics we have conducted two 

experiments that are presented below.  
 
Validation of REDESIGN on Primary GBM and Secondary GBM WHO Grade IV 

Glioblastoma Muliforme (GBM) is the most aggressive type of primary brain tumors in humans that affects 
central nervous system (CNS) and has low curable rate. Development of GBM involves multiple genetic alterations 
and aberrant signaling pathways activation. Among the 
signaling pathways in GBM, recent studies suggest that NF-kB 
signaling pathway is one of the main oncogenic pathways in 
promoting tumor formation and response to therapy (25). Like 
other types of cancers, NF-kB is constitutively expressed at 
high level in malignant glioma (GBM IV), leading to multiple 
aspects of aberrant activities involved in anti-apoptosis, cell 
proliferation, angiogenesis, disease recurrence, and resistance 
to therapy. In order to validate our proof of concept, we tested 
our differential pathway analysis algorithm on the curated 
signaling pathways of GBM to see if the algorithm reveals 
biologically useful information as the morphoproteomic diagrams reported by the pathologists. Morphoproteomics 
approach has been used by pathologists to elucidate constitutive activation of NF-kB pathway and its signaling 
cascades in malignancy and therapy of patients with glioblastoma multiforme (26). 

First, we ran our experiment on the signaling pathway maps of primary GBM and secondary GBM WHO Grade 
IV. The goal of this task was to identify differential pathways in both signaling maps, which could potentially be 
main drivers in development of advanced stages of glioma. Since activation of NF-kB and loss of PTEN (involved in 
virtually all types of cancers) are present in both signaling pathways of GBM, the algorithm does not include the two 
genes in the networks. The morphoproteomic findings suggest several GBM oncogenic pathways in which EGFR 
amplification and MDM2 were involved. Figure 4 shows that CDKN2A (alias of INK4A) gene does not inhibit the 
activity of MDM2 resulting in MDM2 up-regulation. Consequently, aberrant regulation of MDM2 leads to NF-kB 
overexpression at the transcriptional and protein level. NF-kB overexpression due to the loss of PTEN and MDM2 
amplifications results in chemo-resistance, disruption of programmed cell death, and angiogenesis (27). In addition, 
our algorithm allowed us to capture the aberrant interactions between CDKN2A (alias of INK4A) and Cyclin D-
CDK4/6 complexes shown in Figure 4. As a result, these complexes could not initiate the phosphorylation of the 
tumor suppressor protein RB resulting in the dissociation of E2F from RB-E2F complexes. Without the dissociation 
of RB-E2F complexes, loss of phosphorylated RB leads to genomic instability and lack of E2F expression results in 
anti-apoptosis and uncontrolled cell proliferation (28,29). This demonstrates that our differential pathway analysis 
framework confirms the previous morphoproteomic findings showing signal cascades of constitutively activated 
NF-kB (26,30,31). Moreover, these results depict potential genes candidates contributing to development of 
malignant glioma, which are MDM2, Cyclin D, and CDK4/6. Thus, our approach opens a new avenue for further 
investigation of aberrant gene functions and gene-to-gene interactions in experimental and computational settings in 
precision medicine. 
 
Uncovering alternative therapeutic targets for GBM patients with tyrosine kinase inhibitor resistance 

Next, we tested REDESIGN framework on the signaling pathways of secondary GBM WHO Grade IV and 
GBM with tyrosine kinase inhibitor (TKI) resistance in order to see if the algorithm enables us to uncover 
alternative therapeutic targets for the GMB patients with TKI resistance. The EGFR gene is often amplified and 
mutated in virtually all types of cancers, including malignant glioma. EGFR overexpression is reported to promote 
DNA synthesis via tyrosine kinase involvement, resulting in progression of malignant brain tumors. Thus, EGFR is 
one of the therapeutic targets for GBM patients. Recent studies report that Gefitinib, one of EGFR tyrosine kinase 
inhibitors, is often administered to the patients with glioma in order to block signal transduction pathways 
implicated in the activity of cell proliferation and tumor growth activities within tumor cells (32-34). However, the 
study reported by Heimberger et. al demonstrated that Gitfinib inhibited growth of tumors that were highly 
expressing wild-type EGFR, but showed inability to inhibit tumor cells expressing the EGFR variant III (EGFRvIII), 
approximately a 70% of reduction in therapeutic efficacy tested in vivo (35-38). The morphoproteomic findings of 
GMB WHO Grade IV demonstrated expression of EGFR/EGFRvIII on the cell surface of the malignant glial cells 
and expression of PKC-alpha as well. In addition, activation of mTOR/Akt pathway was evidenced by nuclear 
compartmentalization of p-mTOR and p-Akt. The findings also reported the overexpression of vascular endothelial 

Figure 4. The network depicts no inhibition of MDM2 and 
CyclinD-CDK4/6 complexes by CDKN2A. 
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growth factor (VEGF) and amplification of AKT3 gene (39). Based on these literature findings, our results show 
differential signaling cascades between the pathway maps of secondary GBM WHO Grade IV and GBM with TKI 
resistance. Figure 5 depicts a network of receptor tyrosine kinases (RTKs), including EGFR/EGFRvIII, ErbB, NGF, 
HGF, IL-6, AXL, c-Met, which are often amplified or 
overexpressed in glioma patients resulting in tyrosine 
kinase inhibitor resistance. Previous studies also revealed 
that activation of alternative pathways via HGF, AXL, 
and c-Met and aberrance of the downstream pathways via 
K-Ras mutation, PTEN loss, BCL2-like, and BIM-
deletion is reported as mechanisms leading to resistance 
to EGFR-TKI therapy (34,40,41). Moreover, the resulted 
networks coincide with morphoproteomic diagrams 
reported in (42) for PKC-alpha, mTOR, AKT3.  As it can 
be seen from Figure 6, the Akt3 network shows the signal 
transduction leading to aberrant activity of cell 
proliferation, survival, motility, and angiogenesis within 
tumor cells. The BAD, BIM, BAX, BCL-2, and BCL-XL 
genes are reported to play an important role in apoptosis 
(43,44).  

Figure 7 shows the network of mTOR signal transduction that cascade to p70S6K, S6, eIF-4EGBP, and eIF-4E.  
Brown et.al demonstrated the morphoproteomic 
findings that correlative expression of 
phosphorylated mTOR and phosphorylated 
p70S6K was observed in invasive head and neck 
tumors (45). 

Our results also confirm the morph 
oproteomic studies revealing how the 
pathologists treated the EGFR-inhibitor-
resistance GBM patient with an adjuvant program 
using a combination of anti-tumor agents shown 
in Table 2 (42).  

Figure 5. The network of receptor tyrosine kinases resulting in tyrosine kinase inhibitor resistance. 

Figure 7. The network of mTOR resulting in metastasis in head and neck 
tumors. 

Figure 6. The Akt3 network and downstream pathways resulting in 
uncontrolled proliferation, increased survival, and anti-apoptosis. 
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Table 2. Potential anti-neoplastic agents and therapeutic targets for adjuvant treatment. 

Potential Anti-Neoplastic Agents Potential Therapeutic Targets 

Lapatinib EGFR/EGFRvIII 
Temozolomide EGFR/EGFRvIII, p-Akt, p53 
Metformin EGFR/EGFRvIII, mir-201, mir-26, mir-26a, SIRT1, RICTOR 
Niacinamide p53, SIRT1 
Plerixafor CXCR4, CXCL12/SDF-1 

 
Figure 8 provides the same evidence for alternative therapeutic targets as the morphoproteomic findings reported 

by the group of pathologists. Therefore, our approach is deemed to support in uncovering alternative therapeutic 
targets that interrupt the signaling pathways of TKI resistance into the therapy of GBM patients.

 
Figure 8. The network depicts alternative therapeutic targets and downstream pathways. 

Conclusion 
Here, we presented REDESIGN: RDF-based Differential Signaling Pathway informatics framework. The 

distinctive feature of the REDESIGN is that it is designed to run on “flexible” ontology-enabled data sets of curated 
signal transduction pathway maps to uncover high explanatory differential pathway mechanisms on gene-to-gene 
level. Preliminary validation of REDESIGN using retrospective studies with two morphoproteomic cases 
demonstrated REDESIGN’s utility to generate actionable hypotheses in precision/personalized medicine analytics. 
However, more validation is needed to assess predictive power of REDESIGN. In future work, we plan to extend 
REDESIGN to include a variety of ontological relationships reflecting biological isomorphism, such as functional 
domain similarity and epistatic mechanisms. 
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Abstract The acquisition of human genomic sequences is of increasing convenience and reduced expense. The sharing
of these data is critical for biomedical researchers to study genomic loci or variants that are potentially associated with
human diseases1. However, sharing genomic data broadly is impeded by privacy concerns. The statistical inference
techniques for the re-identification of genomic data donors have been extensively investigated in the literature2–5. The
Beacon services project is recently brought into view, aiming to test the willingness of data holders to share genomic
data in a simple technical context: a query to ask a specified nucleotide at a given position within a chromosome6,
also suffering from being compromised7, 8. In this paper, we introduce a real-time mitigation method to protect Beacon
services from re-identification attacks7, and show that it performs favorably in comparison with previous approaches
on mitigation efficiency, i.e., with lower re-identification risks and higher utility of Beacon database.

Introduction

With the help of high-throughput DNA sequencing techniques9, human genomes can now be sequenced with low
cost. Genomic datasets from large-scale projects such as 1000 Genomes Project10 and HapMap Project11 provided
valuable resources for biomedical researchers to study genetic basis of human diseases. In addition, many medical
institutes started to collect human genomic data from patients of various diseases, in particular complex diseases such
as cancer. However, access and sharing of these valuable data in the biomedical community are impeded by potential
privacy risks to the participants. Homer et al.2 showed that inference techniques could be utilized to identify the
presence/absence of an individual in a genomic dataset from aggregate statistics (e.g., allele frequencies), even when
the dataset contains thousands of human genomes. Numerous follow-up studies showed the existence of privacy risks
in other types of genomic data12–14, resulting in further reluctance of sharing human genomic data broadly for research
uses. Nonetheless, sharing human genomic data for research purpose is not commonly regulated by privacy laws and
policies15, 16, which is different from the scenario in clinical settings (e.g., biomedical data including genomic data is
regulated by the HIPPA compliance). Notably, the most sensitive genomic data largely overlap with those most useful
in biomedical research, e.g., human diseases are often associated with rare alleles that are carried by only a small
fraction of individuals in the population, which poses great challenges to protect the privacy of data donors while
preserving the utility of genomic data in biomedical research17, 18.

The Global Alliance for Genomics and Health (GA4GH), formed in 2013, serves as a platform for responsible genomic
and health data sharing with consistent policy and interoperable standards and protocols19. The GA4GH has been
taking the position of striking the balance between effective data sharing and responsible protection of individual
privacy. Hence, it is important to explore and understand potential privacy risks in human genomic data2–5. The Beacon
services6 is a demonstration project led by GA4GH, aiming to provide a general public web service for disseminating
human genomic data while ensuring sensitive information about participants is not leaked. A biomedical researcher
may query the presence of a genetic variant in a set of genomic databases, each is owned by an independent institute,
through the unified Beacon web service platform. The owner of each database can choose to register and host a Beacon
service without releasing the whole dataset, which significantly reduces the privacy concerns for the data owners to
share their data. The queries accepted by the Beacon services follow the forms like “Do you have any genomes
with nucleotide A at position 114, 235 on chromosome 2?”, while the responses from Beacon would be “Yes” or
“No” (True/False answer). With such information, the users would learn whether the queried variant is present in
any database registered at Beacon. No additional information (such as summary statistics of variants) is exposed to
queriers. At present, the variants supported by Beacon services are only single nucleotide polymorphisms (SNPs);
but the Beacon consortium plans to extend its services to other types of variants, including structural variations (SVs).
The genomic information shared by Beacon is limited, but still useful: users may take further steps to get access to
the whole genomic dataset (e.g., by signing a user agreement with the data owner) if they know some genomes in
a dataset carrying the variations of their interests. Overall, the Beacon services set an example of responsible and
effective genomic data sharing with technical simplicity.
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Even though Beacon services merely return the True/False answer for each query, genomic information leakage from
the target genomic database still exists. A re-identification approach devised by Shringarpure and Bustamante (SB
attack)7 assumes that a malicious user (attacker) has obtained the genomic sequence of a victim, and attempts to
determine if she is present in a target genomic database through a series of Beacon queries to the database. The
SB attack is an inference attack based on a log-likelihood ratio test (LRT) to assess if the probabilities of obtaining
the specific set of Beacon answers under two hypotheses (null hypothesis and alternative hypothesis) shown as in
Formula 1 are significantly different. The power of the test, i.e., Pr(rejectH0|H1is true), indicates the confidence of
the attackers can conclude that the victim (with queried variants) is present in the target database, which also measures
the re-identification risk of an individual genome in a genomic database.

H0 : The queried victim’s genome is not in the target database.

H1 : The queried victim’s genome is in the target database.
(1)

The log-likelihood statistic ofR is calculated by Equation 27, 8, whereR is the set of Beacon answersR = {x1, x2, ..., xn}
on a set of variants (SNPs). The equation could be further specified according to the hypothetical conditions H0 and
H1 (Equation 37, 8), where Di

N denotes the probability that none of the N individuals in the database carries the
queried SNP. Under H1, a genotyping error of δ is considered that allows a small probability of mismatches between
the SNPs in the target database and those known by the attacker. The LRT statistic Λ (Equation 47, 8) is computed by
the difference between LH0

(R) and LH1
(R).

L(R) =

n∑
i=1

xi log(Pr(xi = 1)) + (1− xi) log(Pr(xi = 0)) (2)

LH0
(R) =

n∑
i=1

xi log(1−Di
N ) + (1− xi) log(Di

N )

LH1
(R) =

n∑
i=1

xi log(1− δDi
N ) + (1− xi) log(δDi

N )

(3)

Λ = LH0
(R)− LH1

(R) (4)

The SB attack can be further strengthened by approximating the allele frequencies of SNPs in the target database using
those in a public genomic dataset, which is available in real world (e.g., through the 1000 Genomes Project10). Two
attack models based on this strengthened LRT attack were proposed by performing different query orders of SNPs
from the victim: the rare-first attack queries rare SNPs (the SNPs contained by only one genome in the database)
first8, while in the discriminative-first attack, the SNPs with higher discriminative power, i.e., a SNP’s capability to
distinguish the records in the target database from those in a reference dataset, were queried first20.

Mitigation methods were proposed to protect privacy risks in Beacon services from SB attack and other inference
attacks (e.g., the rare-first attack and the discriminative-first attack)8, 20, 21. The idea of these methods is to flip the
answers to the queries of some variants: for some queried SNPs present in the genome database, the Beacon will
answer “no” instead of “yes”, and thus hide the truth about the presence of such variant in the database from the
querier; on the other hand, for any variant absent in the database, the answer always remains “no” (unflipped). Note
that these methods will always give consistent answers for the same query, because Beacon queriers are anonymous.
In general, all these mitigation methods attempted to flip a small subset of queries to reduce the attack power measured
by the LRT test on the entire set of queries, assuming all the answers can be obtained by a potential malicious user;
but each method adopts a different approach to selecting the subset of queries. The performance of these methods can
be compared based on the number of queries with flipped answers (better methods flip the smaller number of answers)
and the remaining power of re-identification attack.
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A common pitfall of existing mitigation methods is that they do not distinguish the queries targeting different individ-
uals in the database, and thus select the queries with flipped answers solely based on their potential re-identification
power. In a realistic application scenario of Beacon, most queries are submitted by biomedical researchers with re-
search interests on different genomic variants. As a result, these variants are equally likely carried by each individual
in the database. The queries for the re-identification purpose, however, always target the same individual. Intuitively,
more protection should be made on the variants carried by the vulnerable individuals, whose variants have been queried
more than the others in the database. Only one previous mitigation method considers the vulnerability of individuals
in the database, i.e., the query budget per individual strategy8. However, this method removes all variants in an indi-
vidual genome from the database permanently, whenever it is detected vulnerable, which would significantly reduce
the data utility for open-access Beacon services. In this paper, we propose a Real-Time Flipping (RTF) method, which
monitors the vulnerability (i.e., the re-identification risk based on the query history) of each individual in the database
with increasingly numbers of queries and decides if the answer to a new query should be flipped (if the queried variant
is present) based on the entire query history. We compared the performance of the RTF method with other mitigation
methods using genomic database consisting of the 1000 Genome Project data. The results showed that, when various
query models (including the attack models such as rare-first and disciminative-first models and the model mimicking
the real-world Beacon queries22) are adopted, RTF flips answers for fewer than 10% rare SNPs (carried by only one
genome) or 4% of all SNPs in the database after millions of queries are made, while ensuring the re-identification con-
fidence for every individual is below a threshold. In contrast, the other methods need to flip answers for much more
queries, while the re-identification risks become high after thousands of queries are made. We implement the RTF
method along with two other mitigation methods in the secure-Beacon system23 extending the Beacon source code,
which is readily used for mitigating re-identification risks in sharing genomic data, in particular for those acquired
from vulnerable disease populations (e.g., Autism patients).

Methods

In this section, we describe the workflow of the secure-Beacon system, and the real-time flipping method in comparison
with existing mitigation methods that are also implemented in the system.

Existing Mitigation Methods

As discussed in the Introduction section, several mitigation methods were proposed to mitigate the re-identification
risks in Beacon services. Here, we briefly review two methods, the Random Flipping8 (RF) method and the Strategic
Flipping20 (SF) method which were implemented in the secure-Beacon system and were compared with our method.
The other methods were not considered here for various reasons: the Query Budget method8 and the Greedy Account-
able method20 assume that each user utilizing Beacon service has an account, which is not adopted by the current
Beacon with the open-access mode (i.e., queries are submitted by anonymous users); on the other hand, the Random
Positions Elimination method21 and the Biased Randomized Response method21 were shown to perform worse than
the Strategic Flipping method in terms of the genomic data utility, i.e., the number of wrong answers (“yes” flipped to
“no”) to be returned under the same SB re-identification power of 0.6.24 Therefore, we focus on these two mitigation
methods (RF and SF), and compare them with our new method.

Random Flipping (RF) Method. The mechanism of the RF method is to randomly flip ε of rare SNPs in the beacon
database, where ε is a constant, representing the proportion of incorrectly answered cases among all queried rare
SNPs8. Previous studies showed that with ε ≥ 0.15, the power of the rare-first attack would not exceed 0.35 after
querying 10, 000 SNPs in the database.

Strategic Flipping (SF) Method. As proposed by Wan et al.20, the SF method flips the k percent of SNPs with the
greatest differential discriminative power, which measures the discriminative power before and after flipping a SNP.
As shown in the previous study, SF can keep the power of SB attack7 below 0.1 after querying 400, 000 SNPs in the
database, if k is set to be 5 or higher. We note that the discriminative power is calculated for each SNP in the database;
hence, the flipped answers by SF may not be limited to the queries of rare SNPs. The answers to the queries of some
common SNPs (shared by more than one genomes in the database) may also be flipped.
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Real-time Flipping (RTF) Method

We propose a real-time flipping (RTF) method to mitigate the re-identification risks. Similar as the previous RF
approach8, RTF attempts to hide some rare variants in the database: when these variants are queried, the answer “no”
instead of “yes” is returned. As shown in previous studies, by flipping a small fraction (15%) of rare SNPs, the RF
method can reduce the re-identification power to an insignificant level8. The RTF method aims at further improving it
by flipping the rare variants from more vulnerable individuals, whose variants were queried more frequently than other
individuals. To achieve this goal, the RTF method monitors and records internally the vulnerability of each individual
in the database by conducting the log-likelihood ratio test (LRT) based on the answers (including some flipped) to
previously queried variants carried by the individual ∗. For each new query of a rare variant in the database, RTF will
decide if the answer should be flipped depending on the vulnerability of the individual carrying the variant: the answer
will be flipped if the vulnerability is sufficiently high after releasing the presence of this variant. After the answer is
returned, the vulnerability of this individual would not be increased.

The workflow of the RTF method is laid out in Figure 1a. When a new query to a rare variant in the database is
received, we start from assessing the privacy risk of the individual carrying the variant, and the decision whether
or not the answer should be flipped will depend on the p-value of LRT (denoted as pe) using previously queried
variants from the individual. If the p-value is greater than 0.05 (i.e., the re-identification risk below the significance
of 0.05), the answer will not be flipped, which implies that in this case, the individual has low vulnerability, and thus
no mitigation action is taken to protect her. In addition, if the p-value has not changed (within variations of 0.001)
for 50 consecutive queries of rare SNPs from the target individual, the answer will not be flipped. In this case, the
target individual’s vulnerability is not expected to change by additional queries of her rare variants. In contrast, if the
p-value of LRT is smaller than 0.05 and varies in each step, implying the vulnerability of the target individual is high,
the answer will be flipped with a probability proportional to an extreme function that models the difference between
the LRT scores of the target individual (lltarget) and a group of control individuals (llcontrol). Specifically, we compute
pe as the percentage of LRT scores in the control group (llcontrol) equal to or smaller than that of the target individual
(lltarget), and the probability of flipping the answer is set to be 1− pe (rounded to 1 decimal).

Experiments And Results

In this section, we describe the experimental settings and the comparison results from two evaluation criteria: the
re-identification risk and the data utility.

Experiments

To investigate the performance of the RTF mitigation methods and to align with the experimental settings of the al-
ternative methods, we simulate a Beacon services database using a cohort of 1, 235 individuals, which are randomly
selected from 2, 470 non-relative individuals in Phase 3 of 1000 Genomes Project10. The database contains a total of
3, 992, 219 variants from Chromosome 10, in which 1, 588, 903 (39.8%) are rare variants. The control cohort (indi-
viduals not included in the database) harbors 300 genomes randomly selected from the remaining 1, 235 individuals.
We choose the moderate control group size to reduce the pre-processing time and the potential information leakage of
the control cohort. The parameters in the other mitigation methods are set as their defaults: ε = 0.15 in RF; k = 5 in
SF.8, 20

Figure 1b shows the workflow implemented in secure-Beacon and used in the experiments. When a new query is
received, it is first to be checked if the target variant is present in the database. If it is not in the database, no mitigation
method would be applied. If the query is present in the database but has been queried previously, the previous answer
to this query will be returned without further alteration (and no mitigation method would be applied). Otherwise, all
three mitigation methods will be applied, among which RTF and RF are applied only to rare variants, and SF is applied
to both the rare and common variants.

As discussed previously20, the query order has a strong impact on the performance of mitigation methods. To evaluate
this impact on RTF in comparison with the SF and RF methods, we simulated the queries following four patterns: (1)

∗Note that the same answer will be returned for the same query when it is submitted again (potentially by a different anonymous user).
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(b) Secure-Beacon Workflow
Figure 1: (a) RTF mitigation method. The method flips the answers to some rare SNPs. The vulnerability of each individual in
the database is monitored using the LRT scores on previously queried variants. The decision of flipping the answer to the query of
a rare variant is made based on the vulnerability of the target individual who carries the rare variant. The vulnerability of the target
individual is updated and recorded internally after the answer is returned. (b) The secure-Beacon workflow. Three methods (RF, SF
and RTF) were implemented for mitigating re-identification risks in an open-query Beacon system. For a newly-received query, the
true answer (“yes” or “no”) is first obtained. If query has been previously answered, the same answer will be returned. Otherwise,
the mitigation procedure is activated. Note that RF and RTF are applied to rare variants while SF may be applied to both rare and
common variants (see Text for details).

Random Order, where the variants are queried in a random order; (2) Rare-first Order, where the variants are queried
in the increasing order of their allele frequencies; (3) Discriminative-first Order, where the variants are queried in the
decreasing order of their discriminative level20; (4) Typical User Order, where the variants were queried in the order
emulating a typical honest beacon user behavior. All four query patterns were emulated with the 3, 992, 219 SNPs
from chromosome 10 in Phase 3 reported in the 1000 Genomes Project10. To simulate query pattern (4), we generate
queries based on the frequency distribution of the queries to the variants with various allele frequencies, which was
obtained from the queries to the Beacon browser of ExAC22 logs over a period of 12 weeks. 1, 345, 291 queries in
total are asked on 934, 680 SNPs in ExAC under Open Database License (ODbL). Table 1 shows the distribution of
queried SNPs in terms of their allele frequencies. We note that in the ExAC statistics, the second category “<0.001 not
singleton” is specified as “0.0001 - 0.001”. This range overlaps with the allele frequency of singletons (rare variants)
for the size of the simulated database. Alternatively, we emulate queries for this category by defining the modified
range.

To further investigate the behavior of RTF, RF and SF under query patterns that are more frequently used in real
world (Random Order and Typical User Order), we included more variants (in the genomes from the same Bea-
con cohort) in the database and performed additional queries under Random Order and Typical User Order: a total
of 1, 054, 447 variants from Chromosome 21 are imported into the database, among which 39.2% are rare variants
(similar to that of Chromosome 10). The re-identification risk and the data utility of three mitigation methods were
evaluated respectively. The results indicate that the behavior of the mitigation methods remains stable after a large
number of queries (> 1 million) were performed (see Results section for details).

The log-likelihood statistics of control group are required for computing the LRT score. In RTF, for the sake of
computing efficiency, these statistics were computed in advance before performing query experiments, where they
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Table 1: Proportions of queries in each allele frequency range

Allele frequency Singleton < 0.001 not singleton 0.001 - 0.01 0.01 - 0.05 0.05 - 0.5 0.5 - 1
Queries in ExAC 0.434 0.418 0.0076 0.023 0.033 0.014

are recorded individually in a table when every new query is performed based on each of the four query patterns,
respectively. During the experiment, for each new query (to a variant from the target genome in the database), the
corresponding control group log-likelihood statistics (with the same set of queried SNPs) are extracted from the pre-
computed and used in the LRT assessment. In addition, the location of SNPs (chromosome and positions) and the final
returned answers (“yes” or “no”, flipped or not) of the queried variants are recorded in a reference table for further
queries to the same SNPs, as mentioned in the Methods section.

Evaluations

To evaluate the mitigation methods, we assume the size of Beacon services database (the total number of genomes
in the database) and the minor allele frequencies in the beacon database are known to potential malicious users. In
reality, we note that the minor allele frequencies in beacon services database are not publicly accessible, but could be
approximated by using public genomic datasets (e.g., 1000 Genomes Project10).

The performance of RTF in comparison to RF and SF is evaluated in terms of the re-identification risk (measured by
the power of LRT) and the data utility (measured by the total number of flipped answers). A method is preferred if it
has lower risk (i.e., lower power of LRT) and higher data utility (fewer number of flipped answers).

Re-identification Risk. We evaluate the power of LRT by the percentage of re-identified genomes at a 5% false
positive rate8, which also represents the confidence of re-identification. The greater power indicates the higher re-
identification risk.

Utility. To serve the purpose of Beacon services which is to share as much genomic information, the mitigation
method should hide only the minimum amount of information (i.e., the variants present in the database), and thus
returning the un-modified answers to the queries by most users to variants of their interests. To achieve this goal, we
define the utility of the database as Equation 5. To better evaluate the data utility with increasing number of queries,
we computed the utility of each mitigation method with the number of flipped answers (Equation 6) .

utility = 1− the number of flipped answers
the total number of queries

(5)

percentage of flipped answers =
the number of flipped answers

the total number of queries
(6)

Computational Environment. For a mitigation method to be practical, it should be very efficient to make the flipping
decision so that the Beacon platform can return the answers to queriers instantly. Therefore, we evaluate the running
time of RTF on a 2.60GHz Intel Xeon CPU and 8GB memory, except for pre-processing steps, which can be conducted
only once in advance. The running time of the alternative flipping methods were not measured, because their mitigation
step could be calculated in advance before any query is submitted.

Results

Re-identification Risk. We performed LRT on each individual in the database (1, 235 cases in total) and measured the
power of LRT with increasing number of queries. For RTF, the power trend does not vary significantly under different
query patterns, because the re-identification risks are updated based on the p-values of LRT. In contrast, RF and SF
perform differently given various query patterns, which agrees with the previous findings20: RF yields dominant result
(less power) under Rare-first Order while SF performs better under the other three query patterns. Accordingly, we
compare RTF to RF under Rare-first Order and to SF under the remaining three query orders. Under Rare-first Order,
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RF does not yield great power (< 0.1) until 1, 000 rare SNPs are queried when the power increases to 1.0. Under
Random Order, Discriminative-first Order and Typical User Order, SF does not yield great power (< 0.1) until 1, 000
rare SNPs are queried when the power increases to 1.0. For RTF, it does not yield great power (< 0.1) across the
process when ∼ 120, 000 rare SNPs are queried: the power of LRT remains < 0.05 (false positive rate) until 1, 000
rare SNPs are queried when the power increases to ∼ 0.3, which is still an acceptable risk level8. Based on Raisaro et
al.8, a power larger than 0.6 indicates an existing re-identification risk and the greater power suggests the increasing
re-identification risk. There is a 100% re-identification risk when the power reaches 1.0. We note that in the simulated
database, the rate of rare SNPs on each individual is ∼ 0.004, which means the total number of SNPs queried on an
individual is ∼ 250, 000 (the scale used in Raisaro et al.8), and the total number of SNPs queried among the whole
database is ∼ 3, 600, 000 (the scale used in Wan et al.20). For both cases, RTF allows for much more queries to be
made than two previous methods (RF and SF) while still keeping the re-identification risks low.

Utility. The percentages of flipped rare SNPs and total flipped SNPs are shown in Figure 2 and Figure 3, respectively.
In Figure 2, we notice that the trends are almost the same for Random Order, Rare-first Order and Discriminative-first
Order, when the number of queried rare SNPs are about the same. Under Typical User Order, the trend is slightly
different because the proportion of queries to rare SNPs among all queries is different. This observation is consistent
with the formulation of LRT, where each rare SNP contributes the same amount to the overall re-identification risk
because only its allele frequency and the answer are used7. For the total number of flipped queries in the database, the
figures vary across different query order because the rare SNPs are queried at various steps in different query patterns.
The trends of the number of flipped answers to rare SNPs and that of total number of flipped SNPs agree with each
other. The slope of each line indicates proportion of flipped answers. RTF flips more SNPs at the beginning of the
query sequence. However, in terms of rare SNPs, RTF flips fewer than RF after∼ 250, 000 queries, and fewer than SF
after ∼ 400, 000 queries; in terms of all the SNPs in the database, RTF flips fewer than RF after ∼ 600, 000 queries,
and fewer than SF after 800, 000 − 1, 000, 000 queries. Under Discriminative-first Order, RTF always flips much
fewer than RF and SF. We note that the RF and SF lines are computed based on their mechanisms, rather than the
experimental results that may contain some artificial fluctuations at the beginning of query sequences.

Computational Efficiency. For the implementation of RTF, each mitigation step is performed at back end with no
impact on answering subsequent queries. Furthermore, this step only takes 0.15 seconds in average for each query.
Although it is slower than the operation time of returning an answer (< 0.001 seconds in average), it is still practical
in a real-world Beacon system.

Conclusion

In this paper, we propose a real-time mitigation method that enables the Beacon services for sharing human genomic
data while protecting the participants’ privacy from re-identification attempts, including SB attack and other strength-
ened attacks. Our method monitors privacy risks of each individual in the database and decides if answers should be
flipped for the queries to variants of each individual respectively, to achieve high efficacy of risk mitigation i.e., lower
re-identification risk and higher data utility. We also implement efficient algorithms that enable the mechanism to be
embedded into a Beacon web platform, resulting in a practical secure-Beacon system for providing strong privacy
protection in Beacon services when it is used for sharing highly sensitive human genomic data.
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Abstract 

To enable clinical and translational research, academic medical centers increasingly implement biospecimen 
information management systems. At our institution, one laboratory successfully implemented a multi-system solution 
that enabled collection and reporting of specimen- and aliquot-level data.  The objective of this study was to assess 
the solution against the laboratory’s requirements and with respect to support of best practices for biospecimen 
information management systems defined by the International Society for Biological and Environmental Repositories 
(ISBER).  The solution supported the laboratory’s reporting needs and 90% (n=26) of ISBER best practices. To the 
best of our knowledge, this is among the first studies to demonstrate the generalizability of a biospecimen informatics 
approach. Findings suggest that development and evaluation of biospecimen informatics approaches can potentially 
improve through closer collaboration of informatics and biorepository professional societies. 

Introduction 

High-quality biospecimens are crucial to biomedical research, and academic medical centers increasingly require 
biospecimen information management systems (BIMS) capable of tracking availability, location, and metadata of 
biological materials as well as integrating with clinical data from electronic health record (EHR) systems (1,2).  
Although several studies have described novel biospecimen information management systems implemented in single 
institutions (3–9), few investigations have evaluated the generalizability of approaches to other settings.  The goal of 
this study was to test the hypothesis that an existing biospecimen informatics approach (10) could support researchers 
at our institution.  We evaluated the approach’s support of local requirements and best practices for biospecimen 
information management systems as defined by the International Society for Biological and Environmental 
Repositories (ISBER). 

Methods 

Setting 

The Weill Cornell Medicine (WCM) Physician Organization constitutes a multi-specialty group practice with over 
900 physicians serving more than 2 million patients at more than 20 clinics across the New York City area.  All WCM 
physicians have admitting privileges to NewYork-Presbyterian Hospital (NYP), a long-time teaching affiliate.  In 
addition to clinical care, WCM serves medical education and biomedical research missions, the latter of which 
includes a Clinical and Translational Science Award (CTSA) hub and several core facilities.  

The Leukemia Program is a major clinical referral center with expertise in acute myeloid leukemia, myelodysplastic 
syndrome, and other disorders.  To support research in this population, the Leukemia Program Laboratory provides a 
biorepository and testing facility.  A manager and two technicians support daily operations of the laboratory. 

For documenting clinical care, WCM physicians use EpicCare Ambulatory in outpatient clinics and Allscripts Sunrise 
Clinical Manager in the inpatient setting. Separate information technology teams from WCM and NYP oversee the 
outpatient and inpatient clinical systems. As described elsewhere, the WCM Research Informatics group enables 
secondary use of data from institutional EHR systems as well as support of research-specific applications (11). 

In 2012, the Leukemia Program Laboratory identified the need for a biospecimen information management system to 
replace its Microsoft Excel-based approach. This legacy approach consisted of manual entry of data elements into 
spreadsheets describing banked samples, aliquots, laboratory results, demographics, and diagnoses. Use of 
spreadsheets complicated reporting. Goals of the new system included streamlining biospecimen recordkeeping, 
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linking to clinical data in local EHR systems, and supporting compliance with the College of American Pathologists 
(CAP) and Clinical Laboratory Improvements Amendments (CLIA).  Because WCM’s institutional biorepository core 
facility was in the early stages of development and lacked an enterprise-wide BIMS, the Leukemia Program 
Laboratory, with approval from the Office of the Research Dean, elected to fund and implement a tailor-built system 
to support its needs.  

In developing this solution, the Leukemia Program collected requirements from laboratory personnel, clinicians, and 
researchers. Laboratory personnel provided these requirements in the form of a specific suite of reporting 
requirements, which drove the development of the approach. Additionally, the group assessed publicly available 
systems for supporting biospecimen information management, retained the services of a consultant to advise on system 
selection. After the selection of RURO FreezerPro Elite (referred to in this text as “FreezerPro”), the group conferred 
with the WCM information technology department about hosting and security for the system.  To support system 
implementation and legacy data migration, the Leukemia Program Laboratory allocated effort of a laboratory manager 
and technician while the WCM Research Informatics group dedicated a software engineer and project manager. 

Approach for biospecimen information management 

To support the Leukemia Program Laboratory, we implemented a solution based on the experience of Chery and 
colleagues (10) that combined REDCap, an electronic data capture system, for specimen collection and parent 
specimen data (12), FreezerPro for child aliquot data (13), and Microsoft SQL Server for reporting.  As described 
below, laboratory workflow dictated the decision to use multiple applications rather than one for storing and reporting 
specimen- and aliquot-level data. 

Use of REDCap for storing sample collection data 

For each specimen collected, laboratory personnel created a new record in a REDCap project.  The REDCap project 
consisted of a single instrument with multiple fields and automatically generated a unique twelve-digit identifier for 
each record.  Each specimen arrived in the laboratory with a paper manifest identifying the study for which the 
specimen was collected, the type and time of sample collected, and the patient from whom the specimen was collected, 
which laboratory personnel transcribed to REDCap.  Based on entry of a patient’s medical record number (MRN), the 
Dynamic Data Pull (DDP) plugin (14) automatically populated REDCap form fields with patient demographics and 
diagnoses retrieved from the WCM Epic EHR.  After completing specimen registration in REDCap, laboratory 
personnel copied-and-pasted the specimen’s twelve-digit unique identifier from REDCap to FreezerPro.  Laboratory 
personnel accessed REDCap via the institution’s Microsoft Active Directory (Active Directory) authentication with 
usernames and passwords, and REDCap project-specific user groups determined access to system features and data. 

Use of FreezerPro for storing aliquot data  

To support the needs of each study collection protocol, laboratory personnel created one or more records in FreezerPro 
to represent the aliquots obtained from each parent sample.  For example, if Study Z required creation of five aliquots 
from a specimen with the twelve-digit identifier 567800000002 assigned by REDCap, then laboratory personnel 
created five new records in FreezerPro, copied 567800000002 from REDCap, and pasted 567800000002 into each 
new aliquot record in FreezerPro.  Each aliquot record, which had a unique identifier automatically generated by 
FreezerPro, described laboratory processing and corresponded to a freezer location to enable subsequent retrieval.  
While REDCap stored data describing each parent sample, FreezerPro stored data describing the child aliquots 
obtained from each parent sample. This solution was designed to facilitate subsequent identification of available 
aliquots based on queries that leveraged data recorded in REDCap, including EHR data derived via DDP. 

As shown in Table 1, we used FreezerPro standard and user-defined fields to store aliquot data.  Of standard fields, 
FreezerPro captured the location of each aliquot with respect to a storage container, such as a freezer and box within 
a freezer.  We used sample groups to represent studies approved by the WCM Institutional Review Board (IRB) under 
which collections occurred, sample sources to represent patients as study participants, and sample types to represent 
the types of tissues and liquids collected.  With user-defined fields, we captured details of specimen processing and 
viability that did not exist in native FreezerPro forms.  Both standard and user-defined fields enabled system 
administrators to configure field types (e.g., free text, dropdown menu) with options for discrete fields. 

Table 1. FreezerPro standard fields and user-defined fields. 

Standard Fields User-Defined Fields 

Name Legacy ID 
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Description 

Freezer location 

Sample source 

Sample group 

Sample type 

Sample owner 

Process method 

Process start time 

Storage media used 

Total viable cells 

Method of sample destruction 

Nucleic acid concentration by qubit 

Percent viability 

Final destination 

Percent purity by flow 

 
To support Good Laboratory Practice (GLP) for specimen handling and recordkeeping (15), we enabled FreezerPro’s 
GLP mode.  GLP mode required laboratory personnel to enter a comment after modifying any existing aliquot record, 
and prevented users from updating multiple records in a single operation.  For example, a user could not 
simultaneously update the “process start time” field for three aliquots centrifuged in the same batch. Instead, a user 
needed to perform three separate operations to update the “process start time” field of each aliquot record with the 
same value. 

In addition to aliquot attributes, FreezerPro enabled creation of user groups to define roles and permissions, restricting 
access to specific freezers, sample types, user-defined fields, and other elements. As with the REDCap project, 
laboratory personnel accessed FreezerPro with their existing usernames and passwords through institutional Active 
Directory authentication infrastructure. 

Use of Microsoft SQL Server for reporting sample- and aliquot-level data 

Although REDCap and FreezerPro enabled users to generate reports containing data from within each system, we 
used Microsoft SQL Server 2014 to deliver reports integrating data from both systems.  To obtain sample-level data, 
we configured a linked server between REDCap’s MySQL database and a Microsoft SQL Server database.  Similarly, 
to obtain aliquot-level data, we developed a Python script to extract records from FreezerPro via its application 
programming interface (API) to a Microsoft SQL Server database hosted on the same server.  We configured both 
methods to refresh data regularly.  With data from both systems in Microsoft SQL Server databases, we joined data 
using the twelve-digit unique identifier for samples common to both systems.  Subsequently, we made reports 
containing data from both systems available to laboratory personnel using web-based Microsoft SQL Server Reporting 
Studio, which provides user- and role-based access to configurable reports that ran against the regularly-refreshed 
source data. 

Rationale for separate applications for storing specimen-, sample-, and aliquot-level data  

Our development of this two-tiered process, whereby sample data was recorded in REDCap and aliquot data in 
FreezerPro, was driven by the differing capabilities of the two systems. While laboratory personnel initially planned 
to store specimen-, sample-, and aliquot-level data in FreezerPro, a mismatch between system functionality and 
laboratory workflow made this impracticable.  To record the various levels of data in FreezerPro with Good Laboratory 
Practice mode enabled, laboratory personnel needed to re-enter sample data for each new aliquot created in the system.  
With up to twenty fields per sample, laboratory personnel identified the time required to complete the data entry in 
FreezerPro as a significant impediment to laboratory workflow.  However, laboratory personnel also valued GLP 
mode for aliquot-level data, especially for its support of CLIA and CAP certification goals. To reconcile the competing 
priorities of ease of data entry and adherence to industry standards, laboratory and informatics personnel elected to 
use REDCap and FreezerPro for specimen and sample data and aliquot data storage, respectively.   

Data migration and system go-live 

Migration of legacy data from Microsoft Excel to REDCap and FreezerPro required several iterations between 
laboratory personnel and the software engineer to verify data quality and ensure referential integrity within and across 
systems. This involved close collaboration to develop a common standard to verify the data against and provide 
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structure for the reporting data elements. The process required two months of ongoing review of legacy data, 
verification of business rules, and updates to records.  

In April 2016, the Leukemia Program started using the novel biospecimen information management solution 
combining REDCap and FreezerPro for 2,264 samples and 19,726 related aliquots.  As of December 2016, the system 
contained records for nearly twice as many samples (n=4,615) and almost twice as many aliquots (n= 36,481) as at 
go-live.  Increased system usage over time and general positive feedback from laboratory staff suggest that the 
combination of REDCap and FreezerPro has succeeded as a biospecimen information management solution for the 
Leukemia Program. 

Evaluation 

We assessed our solution (hereafter FreezerCap-SQL) with regard to the extent to which it met the Leukemia 
Program's requirements. To perform this component of the evaluation, laboratory personnel identified a list of nine 
reporting examples, divided into three principal categories by the user type who might request the report (clinicians, 
researchers, and laboratory staff). Three additional reporting examples were designed to assess the fitness of the 
system to respond to particular technical challenges.  

We also assessed our solution with respect to ISBER best practices for BIMS.  Specifically, the ISBER Informatics 
Working Group (16) has identified 29 best practices across five areas of features—controlled vocabulary and data 
integrity; security, privacy, and auditing; subject management; biospecimen management; analytics and reporting; and 
technical/API interoperability—as documented in the Information System Evaluation Checklist (17).  For each of the 
29 best practices, the study team (DAK, CC, TRC) assessed if and how FreezerCap-SQL adhered to the standard.  We 
resolved disagreements through discussion to reach a consensus. 

Results 

The FreezerCap-SQL approach successfully supported the nine reporting requirements specified by the Leukemia 
Program and described in Table 2. Based on review of Microsoft SQL Server access logs, each day users run 2-6 
reports that combine data from REDCap and FreezerPro.  

Table 2. Reporting requirements specified by Leukemia Program personnel 

User role Reporting requirement 

Clinician  

For Patient Y: How many (parent) specimens were submitted to the biobank? How many bone 
marrow PLASMA sample aliquots were submitted by each collection protocol? List the aliquots 
and their locations. 

Clinician  

For Diagnosis X: How many (parent) specimens were submitted to the biobank? How many 
bone marrow PLASMA sample aliquots were submitted by each collection protocol? List the 
aliquots and their locations. 

Clinician  

For Protocol Z: How many (parent) specimens were submitted to the biobank? How many bone 
marrow PLASMA sample aliquots are stored with LEUKEMIA STUDY IDs? With 
TRANSPLANT STUDY IDs? List the aliquots and their locations. 

Researcher  

How many biobanked samples fit the following description: 50-70 year old female (age frozen 
in time), CD15+ WBC Cell Pellet stored, aliquot >95% Pure by flow (regardless of diagnosis)? 
List the aliquots and their locations. 

Laboratory 
personnel 

How many biobanked samples are from >90 year old females? (age is frozen in time)? How 
many by sample type (PLASMA, MNC CELL PELLET, MNC CRYOPRESERVED, etc.)? 
List the aliquots and their location. 

Laboratory 
personnel 

What is the total average turn-around-time from specimen collection to specimen storage? By 
collection protocol? By process method? By technician? 

Laboratory 
personnel 

From today's date, how many MNC CRYOPRESERVED aliquots have been stored for >10 
years? What are the "same day" CBC characteristics for those aliquots? List the aliquots and 
their location. 

Any 
A single report of all available data in FreezerPro given 20+ unique Specimen ID numbers? 
(This exceeds the 10 search fields available through FreezerPro’s search function) 

Any Identify all peripheral blood plasmas less than 6 hours old  
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Of the 29 ISBER best practices evaluated, the FreezerCap-SQL solution supported 90% (n=26). FreezerCap-SQL 
supported the feature areas of controlled vocabulary and data integrity; security, privacy, and auditing; and 
technical/API interoperability.  Feature areas where FreezerCap-SQL failed to support best practice included subject 
management; biospecimen management; and analytics and reporting.  Specifically, for subject management features, 
FreezerCap-SQL did not “…[provide] ability to track and manage events associated with a particular subject and date 
(e.g., visit, donation, examination).”   Similarly, for analytics and reporting features, the solution failed to “[provide] 
the user with the ability to define ad hoc queries/searches and custom reports in common terms, without requiring 
knowledge of proprietary code.” 

Table 3. Evaluation of FreezerCap-SQL with respect to ISBER best practices reproduced from (16). 

ISBER Information System Evaluation Checklist - Best Practices FreezerCap-SQL 

Controlled Vocabulary and Data Integrity Features 
 

System provides ability to maintain controlled vocabularies (ontologies) to enforce 
data standardization and control. 

Yes 

System provides users with intuitive on-demand access to data and the ability to 
represent the data (for view, file export or print) in a variety of formats without 
knowledge of proprietary code. 

Yes 

Security, Privacy and Auditing Features 
 

System is capable of maintaining user profiles and credentialing users for different 
levels of access and functionality. 

Yes 

System provides audit trail that minimally tracks userid, date, and content of change 
at the field level 

Yes 

Subject Management Features 
 

Data elements pertaining to each subject are sufficiently extensive or extensible (e.g. 
the ability to maintain demographic attributes including race, ethnicity, date of birth, 
gender)? 

Yes 

System provides ability to track and manage events associated with a particular subject 
and date (e.g. visit, donation, examination, etc.) 

No 

Provides ability to associate a subject with a study Yes 

Provides ability to assign system-generated, unique subject identifier Yes 

Provides ability to manage subject de-identification. Yes 

Biospecimen Management Features 
 

System provides ability to generate/assign a unique accession to each sample. Yes 

System provides ability to define an unlimited number of samples: whole-blood, 
tissue, cellular lysates, DNA, RNA, proteins, etc. 

Yes 

System provides ability to assign sample component with physical location Yes 

System provides ability to associate the sample and component to the participant. Yes 

System provides ability to annotate sample with sample attributes, like method of 
specimen preparation and environmental conditions under which specimen is stored: 
(e.g. type of sample, volume, container size, description, date drawn, source of sample, 
person storing, temperature.) 

Yes 

System provides ability to a user with special permissions to define hierarchical 
storage configurations. 

Yes 

System provides ability to track specimens with barcoded IDs printed on labels Yes 
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Provides ability to query/search inventory of specimen and specimen components. Yes 

System maintains sample genealogy on aliquots, derivative, and pooled samples  (e.g. 
DNA derived from PBMC derived from whole blood) 

No 

System provides logistics management and chain-of-custody tracking (e.g. shipping 
and receiving) 

Yes 

System provides ability to configure rules or restrictions to manage access to specimen 
information. 

Yes 

System provides mechanism for maintaining specimen lifecycle and disposition (e.g., 
system tracks amount used and decrements from available amount). 

Yes 

System provides ability to create and maintain complex queries/searches using 
associated subject attributes or experiment data as search criteria 

Yes 

Analytics and Reporting Features 
 

Provides the user with a defined process for creating queries/searches on data in the 
system. 

Yes 

Provides ability to create and maintain reports as standard reports that can be selected 
by a user from a list 

Yes 

Provide the user with the ability to define ad hoc queries/searches and custom reports 
in common terms, without requiring knowledge of proprietary code. 

No 

Provide the user with the ability to save queries/searches for future reuse. Yes 

System provides ability to export data in delimited formats: .csv, or .xls and XML Yes 

Technical Features 
 

System has an integrated database. Describe the database management system 
(DBMS) that is most commonly used with the System. 

Yes 

System is capable of interfacing with third party data sources, applications and 
services. 

Yes 

 

Discussion 

In a laboratory at our institution, we implemented an existing biospecimen informatics approach (10), which met the 
needs of laboratory personnel and supported 90% of best practices. Our evaluation indicated that the approach can 
meet needs beyond the institution where it was developed. To the best of our knowledge, this is among the first studies 
to demonstrate the generalizability of a biospecimen informatics approach. Development and evaluation of 
biospecimen informatics approaches can potentially improve through closer collaboration of informatics and 
biorepository professional societies.  

While the list of ISBER best practices and Leukemia Program reporting requirements by which we evaluated the 
FreezerCap-SQL approach may not constitute an exhaustive list of requirements, it nonetheless offers one metric by 
which to assess the validity of our novel solution for biospecimen management. Other metrics, including those 
proposed by Prokosch and colleagues (18), may have provided alternate methods to determine relative performance, 
but they appeared difficult to operationalize compared to the checklist format of the ISBER best practices. The results 
of a study conducted at Duke University (19), which demonstrated the value of collaboration between informatics and 
biorepository experts, and our investigation suggest that formal collaboration between ISBER and the American 
Medical Informatics Association may improve implementation and evaluation efforts for biospecimen information 
management systems.  

One principal limitation of this analysis is its failure to compare the success of the FreezerCap-SQL approach to other 
techniques, including both open-source solutions, such as OpenSpecimen (20), and vendor-offered full-service BIMS. 
While a simulation of these solutions could have provided an indirect assessment of the relative performance of the 
FreezerCap-SQL approach, it would be incapable of assessing the real-world performance of the comparison solution, 
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as it would be impracticable to have laboratory personnel fully utilize both systems on a day-to-day basis. FreezerCap-
SQL still requires laboratory personnel to manually align identifiers between aliquots and their parent specimens, 
which other solutions, such as OpenSpecimen or commercial products, may obviate. Future work may address the 
suitability of the FreezerCap-SQL approach to supporting the NCI Common Biorepository Model (21) as well as the 
potential of addressing the ISBER best practice of patient event capture using REDCap. 

A particular strength of the FreezerCap-SQL approach is the relative ease by which informatics personnel can enable 
additional reporting based on data from other systems, including research electronic data capture systems and the 
EHR. Utilizing the REDCap DDP plugin allows for queries that return samples only for patients who meet specific 
criteria determined by EHR data, a unique strength of this approach that may have gone undiscovered had we adopted 
an alternate approach. Additionally, the modular nature of the SQL reporting structure allows for the easy addition of 
filters in SQL Server Reporting Studio that derive from other systems that track the REDCap specimen number, 
including research electronic data capture systems. Laboratory personnel have identified this as a particular strength 
of this approach, as investigators often require samples for particular patient cohorts as defined by data elements that 
exist only in the EHR or in research electronic data capture (EDC) systems. However, the FreezerCap-SQL approach 
still requires close collaboration between laboratory and informatics personnel to generate new reports, as a 
comprehensive business intelligence tool allowing users to query any and all data elements without coding expertise 
does not exist, to the best of our knowledge.  

The fact that informatics personnel did not engage in requirements gathering until relatively late in the selection 
process may have had some impact on the development of the methodology. However, it is difficult to say whether 
earlier engagement from informatics professionals would have identified the key unit-of-analysis distinction within 
FreezerPro that necessitated the addition of REDCap for sample-level data tracking. 

A crucial element of the development of the FreezerCap-SQL approach was the centrality of collaboration between 
informatics and laboratory personnel. The top-down imposition of a vendor-provided biospecimen information 
management system would have proved unable to easily address the requirement of a reporting system capable of 
integrating query elements from external systems, including the EHR and various research EDC systems in use by the 
Leukemia Program. By working together with laboratory personnel, the informatics team was able to identify this 
multi-system solution that both adheres to industry best practices and directly addresses the identified requirements 
of the system’s users. 

As with many institutions, our approach relied on ad hoc adjustment and integration of disparate systems rather than 
an out-of-the-box approach. In hindsight, a full-fledged biospecimen information management system capable of 
tracking biospecimen data at specimen, sample, and aliquot levels in compliance with GLP standards may have 
provided a preferable solution; however, the FreezerCap-SQL methodology has proved to be a workable approach 
that meets investigator and laboratory personnel needs while adhering to many industry best practices. Close 
collaboration between laboratory and informatics personnel is critical for successful implementation of a biospecimen 
information management system.  
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Abstract 

Germline and somatic genomic variation represent the bulk of ‘omics data available for precision medicine research.  

These data, however, may fail to capture the dynamic biological processes that underlie disease development, 

particularly for chronic diseases of aging such as chronic kidney disease (CKD).  To demonstrate the value of 

additional dynamic precision medicine data, we sequenced somatic T-cell receptor rearrangements, markers of the 

adaptive immune response, from genomic DNA collected during a clinical encounter from 15 participants with 

CKD and associated co-morbidities.  Participants were consented as part of a larger precision medicine research 

project at the MetroHealth System, a large urban public hospital in Cleveland, Ohio.  Despite the limited sample 

size, we observed reduced T-cell receptor diversity in relation to biomarkers (creatinine and BUN) of CKD status 

in this older and mostly African American sample.  Overall, these data suggest a relationship between advanced 

CKD and premature aging of the adaptive immune system and highlight the potential of dynamic ‘omic data to 

generate novel hypotheses about disease mechanisms and unique opportunities for precision medicine applications. 

 

Keywords:  T-cell receptor, T-cell receptor repertoire, immunosequencing, chronic kidney disease, premature 

aging, electronic health records, African Americans 

 

Introduction 

The full vision of precision medicine in the United States is the integration of clinical data with ‘omic data all in the 

context of lifestyle and the environment [1].  The adoption of electronic health records (EHR) by hospitals, spurred in 

part by the 2009 American Recovery and Reinvestment Act (ARRA) and the associated Health Information Technology 

for Economic and Clinical Health (HITECH) Act [2], makes the aggregation and analysis of clinical data, as well as 

delivery of clinical decisions based on these data, possible.  Lifestyle and environmental data collection, while lagging 

behind clinical data collection, is rapidly evolving with the availability of “wearables” and other portable devices that 

can upload or stream data automatically into personal health records and eventually EHRs [3]. 

On the ‘omic front, advances in sequencing and array technology has made the generation of genomic data 

routine and cost effective in both research settings and clinical settings, the latter of which requires Clinical Laboratory 

Improvement Amendments (CLIA) certification by the state and the Center for Medicare and Medicaid Services.  

Currently, more than 28,000 clinical tests offered in the United States are registered in NCBI’s Genetic Testing Registry 

[4], including 100 described as whole exome or whole genome sequencing.  Germline whole exome and whole genome 

sequencing are routinely ordered in the clinic for the undiagnosed diseases and screening for germline mutations in high 

risk patients (e.g., BRCA1 and hereditary breast cancer).  Somatic sequencing typically describes tumor sequencing in 

cancer patients to help determine treatment options and course of disease.  Mitochondrial sequencing is also ordered in 

a clinic setting.  While these germline, somatic, and mitochondrial sequencing efforts capture and characterize much of 

the human (and interacting mitochondrial) genome, they do not capture the dynamic somatic variability of the adaptive 

immune system.  

 

Adaptive Immune System  

The human immune system is broadly divided into the first line of broad defense (innate) and a second line of pathogen-

specific defense (adaptive).  As its name suggests, the adaptive immune response reacts or adapts to specific pathogens 

or autoantigens, thereby providing a means for the organism to defend against a diverse and constantly evolving array 
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of pathogens.  The adaptive immune system also prevents future infections by the same pathogen through the production 

of memory cells. 

The adaptive immune response is initiated and regulated by the binding between T-cell receptors (TCRs) and 

antigens presented by major histocompatibility complex (MHC) class I molecules.  TCRs are complexes of alpha/beta 

chains or delta/gamma chains as well as a cluster of differentiation 3 (CD3) and zeta chains.  Most TCRs contain 

alpha/beta chains, encoded by TRA and TRB on chromosomes 14 and 7, respectively, and consist of a variable (V) 

domain, a constant (C) domain, and a joining (J) domain [5, 6].  The beta chain also includes a diversity (D) domain.  

Germline sequence variation at TRA and TRB differs by population, with a higher number of variant sites and higher 

nucleotide diversity estimates in African-descent populations compared with other populations [5, 7, 8]. 

While germline sequence-level diversity is evident at these loci, the diversity of adaptive immune responses is 

driven by capability of somatic cells to randomly shuffle the gene segments that make the alpha and beta chains early 

in TCR development.  This somatic shuffling event, or V(D)J recombination, coupled with additional insertion and 

deletion events, results in novel amino acid sequences in the antigen-binding region of the TCRs (the complementarity 

determining regions or CDRs) and hence a diverse repertoire of TCRs unconstrained by the static and constant germline 

sequence.   

In healthy individuals, the TCR repertoire is polyclonal with an estimated 1013 unique receptor nucleotide 

sequences [9] or clonotypes [10].  Activation of TCRs occurs when the receptors bind to antigens, resulting in clonal 

expansion of T cells preparatory to mounting an immune defense against a specific antigen.  At the other extreme, 

monoclonal or oligoclonal T-cell populations may be the result of infectious disease (HIV, Epstein-Barr virus), cancer, 

autoimmunity, or other diseases that result in immune deficiency (e.g., severe combined immunodeficiency).  Within 

healthy individuals, TCR repertoires also differ by age, with older age associated with decreased diversity [11-15] and 

an increase in infections and poor response to vaccinations [16].  Recent evidence suggests that TCR repertoires are 

reduced among individuals with chronic non-autoimmune diseases or conditions such as cardiovascular disease [17], 

hypertension [18-20], type 2 diabetes [21, 22], and chronic kidney disease (CKD) [23, 24]. 

 

Chronic kidney disease and the premature aging phenotype 

CKD is common, affecting 26 million adults in the US alone [25].  CKD stage is primarily monitored by measuring 

kidney function (estimated glomerular function or eGFR) [26] and is categorized as mild (eGFR = 60-89 mL/min; stage 

2), moderate (eGFR = 30-59 mL/min; stage 3), severe (eGFR = 15-29 mL/min; stage 4), and end stage (eGFR <15 

mL/min; stage 5).  End stage renal disease requires dialysis or renal transplant.  The prevalence of CKD stages 1-5 in a 

general adult US population is ~15%, with stages 3 (10.8%) and 5 (1.5%) representing the most and least prevalent 

CKD stages [27]. 

Known risk factors for the development of CKD include female sex, increased age, hypertension, and type 2 

diabetes [28-30].  CKD risk is also associated with race/ethnicity [28], with African Americans disproportionally 

representing kidney disease patients as well as those who progress to end stage disease.  A proportion of the health 

disparity can be attributed to the higher rates of hypertension and type 2 diabetes among African Americans compared 

with other populations.  The observed health disparity is also a result of genetic variants within APOL1 common in 

African-descent populations and rare or absent in non-African-descent populations [31].   

CKD patients develop a premature aging phenotype marked by an increased risk of cardiovascular disease 

(CVD) [32], osteoporosis, hip fractures, and other conditions associated with aging such as muscle wasting and 

suppressed immunity [33].  At the cellular level, the CKD premature aging profile is associated with chronic 

inflammation, decreased T-cell receptor (TCR) activation, and altered TCR diversity profiles [34] including skewed 

variable(V)beta repertoire [24].  This dynamic premature aging profile among CKD patients differs by sex, 

race/ethnicity, and chronological age [35-37].   

Previous studies of TCR repertoire in CKD patients have been limited to end stage renal disease (ESRD) patients 

[24] or to patients with primary human cytomegalovirus infection and/or Epstein Barr Virus infection after renal 

transplantation [38], both representing extreme, less prevalent CKD stage 5.  Also, previous studies employed 

spectratyping assays which, coupled with polyacrylamide gel electrophoresis, result in data that describe the proportion 

of CDR3 amplicons of each length, informing whether or not the repertoire distribution is skewed (or oligoclonal) [39].  

Here we used next-generation sequencing technology to characterize TCR repertoire in 15 patients with CKD stages 2, 

3, and 4.  In these cross-sectional data, we observed decreased TCR diversity with worsening CKD stage.  More broadly, 

these data demonstrate the potential of adding an additional layer of ‘omics to precision medicine research to better 

understand the impact of a disease state as well as to identify potential risk factors in its development.   
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Methods 

Population 

Patients were ascertained from the MetroHealth Medical Center’s Division of Nephrology and Hypertension in 

Cleveland, Ohio.  All patients participating in this pilot study provided written, informed consent as well as whole blood 

for DNA extraction.  The MetroHealth Institutional Review Board approved this study. 

 

T-cell receptor beta sequencing and bioinformatics 

DNA was extracted on the Qiagen QIAsymphony (Hilden, Germany) using standard protocols.  For each genomic DNA 

sample, the CDR3 regions were amplified and barcoded in a two-step multiplex PCR [40] using Adaptive 

Biotechnologies’ immunoSEQ kit per manufacturer’s protocol.  Amplicons were sequenced with six replicates using 

Illumina’s (San Diego, California) NextSeq sequencing platform.  Amplification and sequencing were performed by 

the University of Miami’s Center for Genome Technology.  Sequencing data were transferred to Adaptive 

Biotechnologies (Seattle, Washington) for quality control, alignment, and further processing using their bioinformatics 

pipeline ANALYZER.   

We extracted data and metrics from ANALYZER, including total templates, total productive templates for all 

productive rearrangements, fraction of productive templates, the number of rearrangements, the number of unique 

rearrangements, productive clonality, and the maximum productive clonality frequency.  Productive rearrangements are 

defined as the count of unique rearrangements (nucleotide sequence generated through V(D)J recombination) that are 

in-frame and do not contain a stop codon (i.e., rearrangements that can produce a functional protein receptor).  

Productive clonality is a Shannon entropy-based measure of clonality for the sample calculated over all productive 

rearrangements, providing an estimate of both richness (number of unique sequences summarized by entropy, which 

estimates of the distribution of sequences based on information theoretic measurement of a probability distribution) and 

evenness (relative abundance of each unique sequence) [41].  Productive clonality ranges from 0 (polyclonal or many 

rearrangements) to 1 [ one (monoclonal) or a few (oligoclonal) predominant rearrangements] and is calculated as 1-

entropy/log2(# productive unique rearrangements), with entropy accounting for clone frequency.          

  

Electronic phenotyping 

We accessed the electronic health records of participating patients from MetroHealth Medical Center in Cleveland, 

Ohio.  The MetroHealth System is a non-profit public healthcare system encompassing 25 locations in the greater 

Northeast Ohio community of Cuyahoga County.  The MetroHealth System installed Epic Electronic for clinical care 

in 1999, and MyChart, Epic’s personal health record, in 2011.  In 2014, the MetroHealth System became the first safety-

net healthcare system in the United States to achieve the Healthcare Information Management and Systems Society 

(HIMMS) Stage 7.  As of 2015, there were approximately 1.03 million annual outpatient visits and 500,000 covered 

lives in the EHR.   

We extracted billing (ICD-9-CM and ICD-10-CM) codes and laboratory measures recorded in the patients’ 

EHRs from a clinic visit date closest to the time of blood draw.  Extracted laboratory measures included those from the 

basic metabolic panel [creatinine, blood urea nitrogen (BUN), glucose, sodium, calcium, carbon dioxide (bicarbonate), 

chloride, potassium] and complete blood count [white blood cells (WBC), red blood cells (RBC), platelets (PLT), 

hemoglobin (HGB), hematocrit (HCT), mean corpuscular hemoglobin concentration (MCHC), mean corpuscular 

hemoglobin (MCH), mean corpuscular volume (MCV), mean platelet volume (MPV), and red cell distribution width 

(RDW_CV)].  We also extracted height, weight, vital signs (temperature, pulse, and respiration rate) as well as systolic 

and diastolic blood pressures.  Estimated glomerular filtration rate was calculated using the Chronic Kidney Disease 

Epidemiology Collaboration (CKD-EPI) equation [26] available from the National Institute of Diabetes and Digestive 

and Kidney Diseases online calculator (https://www.niddk.nih.gov/health-information/health-communication-

programs/nkdep/lab-evaluation/gfr-calculators/adults-conventional-unit-ckd-epi/Pages/default.aspx).  The CKD-EPI 

equation requires serum creatinine, sex, age, and race/ethnicity.  CKD stages were classified according to eGFR:  > 

90mL/min (stage 1); 60-89 mL/min (stage 2); 30-59 mL/min (stage 3); 15-29 mL/min (stage 4); and <15 mL/min (stage 

5 or end stage).   

 

Statistical analyses 

Descriptive statistics (proportions, means, standard deviations, and ranges) were calculated for demographic and clinical 

variables considered.  Statistical differences were assessed using unpaired t-tests, where appropriate.  Tests of 

association were performed as linear regressions between demographic and clinical measures presented in Table 1 (as 

dependent variables) and productive clonality (independent variable). 
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Results 

Population characteristics 

A total of 15 participants ascertained from MetroHealth’s Division of Nephrology and Hypertension consented and 

donated biospecimens for TCRB sequencing.  Of the 15 participants, three were European American (20%).  More 

than half of the participants were female (60%), and the average age for all participants at the time of ascertainment 

was 61.73 years (range:  41-77 years) (Table 1). 

 

Table 1. Study population characteristics 

Variable Mean (±SD) or % 

Female 60% 

Race/ethnicity 

African American 

European American 

 

80% 

20% 

Age (years) 61.73 

(10.79) 

BMI (kg/m2) 30.79 

(8.54) 

Systolic blood pressure (mm Hg) 131.53 

(16.92) 

Diastolic blood pressure (mm 

Hg) 

71.33 

(9.07) 

eGFR (mL/min/1.73m2) 38.07 

(17.01) 

CKD stage 

2 

3 

4 

 

13.33% 

53.33% 

33.33% 

 

As expected, all participants had CKD at the time of ascertainment, with 13.33% at stage 2, 53.33% at stage 3, 

and 33.33% at stage 4 (Table 1).  The distribution of ICD-9-CM and ICD-10-CM billing codes mostly reflected CKD 

status or its risk factors (hypertension and type 2 diabetes) with the exception of one participant who had ICD-9-CM 

and ICD-10-CM codes 719.45 and M25.551 for “pain in joint, pelvic region and thigh” and “pain in right hip,” 

respectively (Table 2).  The average body mass index was in the obese range (30.79 kg/m2), and the average systolic 

and diastolic blood pressures were 131.53 mm Hg and 71.33 mm Hg, respectively, with five participants (33%) in the 

hypertensive range (systolic blood pressure ≥140 mm Hg) (Table 1). 

We sequenced the T-cell receptor beta CDR3 regions from the genomic DNA of the 15 participants.  In this 

sample, we observed 1,154,792 total templates and an average of 41,508 unique productive rearrangements (Table 3).  

T-cell receptor diversity, represented by productive clonality, ranged from 0.0151 (Figure 1A) to 0.2565 (Figure 1B) 

with an average of 0.1030 (Table 3).  For comparison, Adaptive Biotechnologies reports a median clonality of ~0.075 

for an adult T-cell repertoire in blood (http://www.adaptivebiotech.com/immunoseq/knowledge-center). 

Consistent with previous reports [24], average productive clonality was lower in females (0.0811) compared with males 

(1.358), but this difference was not statistically significant (p=0.125).  Productive clonality was not correlated with age 

(R2 = 0.0045; p=0.81) as might have been expected [14, 15], possibly reflecting both the small sample size and limited 

age range of this dataset (67% of these patients were born in the 1940s or 1950s). 

We then tested for correlations between T-cell receptor diversity and biomarkers of CKD, including disease 

status calculated using the CKD-EPI equation.  Reduced T-cell diversity was observed with increased creatinine 

(R2=0.0995; p=0.25), increased BUN (R2=0.0258; p=0.57), and decreased eGFR (R2=0.066; p=0.36), but not with white 

blood cell count (R2=0.0004; p=0.95).  Reduced T-cell diversity was also noted with worsening CKD status (R2=0.2362; 

p=0.07; Figure 2), with a higher on average productive clonality (0.0488) among stage 4 patients (n=5) compared with 

stage 3 (0.0330; n=8) and stage 2 patients (0.0149; n=2). 
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Table 2.  Study population ICD-9-CM and ICD-10-CM codes and their descriptions. 

ICD-9-CM 

codes 

Description ICD-10-

CM codes 

Description 

250.4 

 

Diabetes with renal manifestations, 

type II or unspecified type, not stated 

as uncontrolled 

E11.21 Type 2 diabetes mellitus with diabetic 

nephropathy 

250.42 Diabetes with other manifestations, 

type II or unspecified type, 

uncontrolled 

E11.22 Type 2 diabetes mellitus with diabetic 

chronic kidney disease 

250.8 Diabetes with other specified 

manifestations, type II or unspecified 

type, not state as uncontrolled 

E11.29 Type 2 diabetes mellitus with other diabetic 

kidney complication 

401.9 Unspecified essential hypertension E11.59 Type 2 diabetes mellitus with other 

circulatory complications 

403.90 Hypertensive chronic kidney disease, 

unspecified, with chronic kidney 

disease stage I through stage IV, or 

unspecified 

E11.65 Type 2 diabetes mellitus with 

hyperglycemia 

583.81 Nephritis and nephropathy, not 

specified as acute or chronic, in 

diseases classified elsewhere 

I10 Essential (primary) hypertension 

585.3 Moderate with decreased GFR (30-59) 

Stage III 

I12.9 Hypertensive chronic kidney disease with 

stage 1 through stage 4 chronic kidney 

disease, or unspecified chronic kidney 

disease 

585.4 Chronic kidney disease, Stage IV 

(severe) 

M25.551 Pain in right hip 

585.9 Chronic kidney disease, unspecified N18.3 Chronic kidney disease, stage 3 (moderate) 

719.45 Pain in joint, pelvic region and thigh N18.4 Chronic kidney disease, stage 4 (severe) 

V58.67 Long-term (current) use of insulin N18.9 Chronic kidney disease, unspecified 

  Z79.4 Long-term (current) use of insulin 

 

Conclusion 

To our knowledge, we report here the first survey of TCR diversity in CKD patients stages 2-4 using next-generation 

sequencing technology.  Overall, we found that TCR diversity is not strongly associated with age or sex in this sample 

but reduced TCR diversity was observed with biomarkers of CKD status (creatinine).  We also observed a potential 

relationship between a reduction in TCR diversity and worsening CKD stage.  These observations are tempered by the 

small sample size and limited power, with post-hoc power calculations suggesting that only very large effect sizes 

(R2>0.40) could be detected with 80% power for an association between TCR diversity and the continuous variables (at 

p<0.05).  Nevertheless, these observations are consistent with observations that reduced kidney function results in a 

uremic mileu that adversely impacts the adaptive immune system [23, 42].  These data further establish the premature 

aging phenotype of CKD at the cellular level and warrant larger studies to establish its association, if any, with CDK 

progression. 
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Figure 1.  T-cell receptor diversity for two participants.  For each participant, V genes detected by 

sequencing are labeled and color coded, and the pie slices represent the percent of templates represented in 

each patient’s sample.  These two participants represent the lowest (most diverse repertoire) (A) and highest 

(least diverse repertoire) (B) productive clonality values among the 15 participants. 
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Figure 2.  Decreased T-cell receptor diversity and worsening chronic kidney disease status.  The x-axis 

represents CKD stage (CKD-EPI equation) and the y-axis represents the TCR diversity (productive clonality).  

Productive clonality ranges from 0 to 1 (monoclonal or oligoclonal).  

 

Table 3.  Sample-level TCRB sequencing statistics 

Variable 
Mean (±SD) or 

% 
Range 

Total templates 
76,986  

(23,196.93) 
35,844 – 115,146 

Total productive templates 
64,730  

(20,541.88) 
29,674 – 102,800 

Fraction productive 
0.8381  

(0.03) 
0.8013 – 0.8928 

Rearrangements 
49,782  

(17,673.24) 
27,826 – 81,617 

Productive rearrangements 
41,508  

(15,044.55) 
22,708 – 68,645 

Productive clonality 
0.1030  

(0.07) 
0.0151 – 0.2565 

Maximum productive frequency 
3.59% 

(0.02%) 
0.53% - 10.36% 

 

Our observations in this limited dataset are somewhat consistent with the previous literature.  As already noted, 

the expected association between reduced TCR diversity and increased age was not apparent in this sample set, possibly 

reflecting both the limited age range and sample size of this study.  While we did note that females have higher average 

TCR diversity compared with males, these differences were not statistically significant.  Adaptive immune system sex 

differences such as higher number of activated T cells and higher counts of specific T cells among females have been 

noted in some studies [43] but not all [24], and it is unclear if these sex differences impact TCR repertoire.  Our data 

are in agreement with previous reports of altered TCR repertoire in ESRD patients albeit at different resolutions [24]. 

Next-generation sequencing has heralded a new era of TCR characterization with both research and diagnostic 

applications.  Although these CKD studies are in their infancy, potential precision medicine applications could include 

TCR sequencing for improved risk prediction, including prognosis for CKD progression and the eventual need for renal 

replacement therapy or renal transplant.  Previous reports suggest that TCR activation is important in developing 

hypertension [18-20] and type 2 diabetes [21, 22], both major risk factors for the development of CKD, suggesting the 

disease’s early impact on the adaptive immune system.  Periodic TCR clinical sequencing could also identify CKD 

patients most at risk for infection or could identify a subset of CKD patients who would benefit from altered vaccination 

schedules or optimized vaccines [44]. 
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This study has several limitations and strengths.  The main limitation is sample size.  With only 15 patients, we are 

limited in power to detect statistical differences in TCR repertoire by demographic or clinical variables.  Also, this is a 

cross-sectional study where TCR repertoire is characterized from whole blood at a single point in time.  Therefore, 

longitudinal studies are needed to assess the impact TCR diversity may have on CKD progression and eventual 

progression to ESRD and its sequelae (e.g., cardiovascular disease).  Major strengths of the study include the resolution 

of TCR repertoire characterization using next-generation sequencing as well as access to the deep clinical data from 

EHRs.  Together, these data suggest an association between advanced CKD and premature aging of the adaptive immune 

system and highlight the potential of dynamic ‘omic data to generate novel hypotheses about disease mechanisms. 
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Abstract 

Diagnostic codes are crucial for analyses of electronic health record (EHR) data but their accuracy and precision 
are often lacking. Although providers enter precise diagnoses into progress notes, billing standards may limit the 
particularity of a diagnostic code. Variability also arises from the creation of multiple descriptions for a particular 
diagnostic code. We hypothesized that the variability of diagnostic codes would be greater before surgical 
pathology results were recorded in the medical record. A well annotated cohort of patients with brain neoplasms 
was studied. After diagnostic pathology reporting, the odds of more distinct diagnostic descriptions were 2.30 times 
higher (p=0.00358), entropy in diagnostic sequences was 2.26 times higher (p=0.0259) and entropy in diagnostic 
precision scores was 15.5 times higher (p=0.0324). Although diagnostic codes became more distinct on average 
after diagnostic pathology reporting, there was a paradoxical increase in the variability of the codes selected. 
Researchers must be aware of the inconsistencies and variability in particularity in structured diagnostic coding 
despite the presence of a definitive diagnosis.   

Introduction 
The secondary use of Electronic Health Record (EHR) data is an essential resource for biomedical research. 
Currently, a plethora of analysis and computing methods have the capacity to identify new patterns and provide new 
insights from data produced across the translational science spectrum. As new discoveries are introduced, feeding 
them back into clinical practice will build learning healthcare systems that promise to improve population health, 
lower health care costs, empower consumers, and facilitate innovation.1 Consequently, EHR data will increasingly 
become a valuable resource for a number of research fields, including Comparative Effectiveness Research, 
Precision Genomic Medicine, Patient Reported Outcomes, etc.2 Health services researchers, for example, routinely 
use clinical data to carry out a wide variety of statistical and epidemiological studies to uncover actionable 
information to make healthcare delivery systems more efficient and effective.3 These analyses are often supported 
by clinical data that resides in a data warehouse/repository for longitudinal, retrospective and other types of 
studies.4–7  Research data warehouses have been implemented as the platform that will allow researchers to identify 
cohorts and extract data before and/or after Institutional Review Board approval is obtained.8 Diagnoses are usually 
the entry point to identify a patient set in data warehouses. Therefore, the accurate assignment of diagnosis (DX) 
codes is crucial to the successful data reuse of clinical data for evidence based medicine and towards a functioning 
leaning healthcare system.   
 
Furthermore, timely, complete and accurate diagnosis is critical to support the decisions on a treatment regimen 
modality in many clinical oncology practices (e.g. surgery, radiotherapy, chemotherapy, or some combination of 
these),9,10 clinical symptoms are indicative and supportive for a definitive diagnosis, however, a surgical 
pathologist’s tumor diagnosis is essential to establish an adequate level of certainty.11–13 One of the main DX coding 
systems to hierarchically represent all known diagnoses and symptoms is the International Statistical Classification 
of Diseases and Related Health Problems (ICD), which is provided and maintained by the World Health 
Organization (WHO).14 In its 10th revision of the nosology, the ICD-10 classification is routinely employed in 
healthcare practices via its ICD-10 Clinical Modification (CM) form in the United States15 and the WHO’s version 
globally. ICDs are used extensively in research, reimbursement, policymaking16 and its 11th version (i.e. ICD-11) 
anticipated to be released in 2018.  
  
Due to ever growing understanding of diseases and related delineation challenges, diagnosis accuracy has been 
studied for decades and early studies have identified large numbers of errors in diagnostic and procedure code 
assignment.17–21 Despite its usefulness, ICD’s complex hierarchical nature tends to induce concordance errors 
between physician and billing specialist code selection. As newer versions of ICD are released, error rates have 
dropped (e.g. from 20-70% in the 1970s to 20% in 1980s).22 Yet, ambiguity in the ICD-10 hierarchy remains; for 
instance, Malignant neoplasm of brain (C71) and its child in the hierarchy, Malignant neoplasm of brain unspecified 
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(C71.9) refers to the same concept. Nonetheless, research regarding these errors shows that the ICD classification 
structure and the quality of DX recording are both to blame.23,24 Furthermore, it has been suggested that additional 
clinical data should be used to identify patients for secondary analysis of data beyond DX codes due to their 
inaccuracies.25 Still, the focus of past research has been on the coding process, error classifications, identifying 
frequent coding errors and defining preventive measures and minimize the impact of these errors.  
 
Despite these well-known challenges to the accurate and systematic recording of DX, existing EHR system features 
further contribute to diagnostic variability. Many EHRs provide multiple DX descriptions for each individual DX 
code.26 Such features intend to allow clinicians to select the most appropriate textual description. However, this 
additional complexity may have important unintended consequences. For example, (1) providing more DX 
descriptions increases the potential for inaccurate DX selection, as compared to more compact terminologies such as 
ICD-10; (2) giving users multiple descriptions for a single DX code increases the potential DX description 
variability within a patient’s chart and (3) given the broadness and variability in textual DX descriptions, it is likely 
that these descriptions have varying levels of semantic precision. The first consequence is the amplification of the 
issues discussed in the literature,23,24 whereas the latter two are proper to this new mode of DX code selection and, to 
our knowledge, have not been studied in the literature.  

To explore the impact of this setup on the DX recording in EHR systems, we investigated the variability of DX 
descriptions recorded for a group of patients with a specific and well-defined disease. We also investigated the 
variability in the particularity (i.e., how much semantic information is included in the description to differentiate the 
DX) of these DX descriptions as a measure of variation in the semantic specificity of the logged DX. For this 
analysis brain neoplasms were selected because a large annotated dataset was available to corroborate secondary 
data extraction, many textual diagnosis descriptions exist for a limited list of specific diagnosis codes, and definitive 
histopathology is available for all patients to explore changes in diagnosis variability before and after this gold 
standard diagnosis description is made available in the patient’s chart. Specifically, we investigated the differences 
in patient encounter’s primary DX of brain neoplasms (i.e., ICD-10 diagnosis code, C71.*) before and after a 
Diagnostic Biopsy (BX) report is received. We explore three hypotheses: (I) There is a difference between the 
number of distinct DX relating to the brain neoplasm condition before and after the BX is recorded (i.e., the 
variability range is different), (II) The degree of “particularity” (i.e., how much semantic information is included in 
the description to differentiate the DX) of a DX is higher after the BX, and (III) The variability of this degree of 
“particularity” is different before and after the BX is received. Our overarching hypothesis is that the presence of 
presumably true information in the EHR does not guarantee more concordant or particular recording of structured 
EHR data to document care workflows. We present descriptive and summary statistics of the population used for 
this study and then test these hypotheses using statistical modelling. This exploratory analysis contributes to the 
current understanding of DX logging in EHR systems to support the development of a reliable learning healthcare 
system and evidence-based medicine.  

Methods 

Upon obtaining the approval from the Wake Forest University School of Medicine’s Institutional Review Board 
(IRB), the encounter diagnosis codes, diagnosis names, encounter dates, ICD-10 codes for the encounter, surgical 
pathology reports were extracted from the Wake Forest Baptist Medical Center’s Translational Data Warehouse. 
We’ve employed a combination of statistical and natural language processing (NLP) tools to test our hypotheses. 
We built binomial regressions to predict whether DX description data belonged to a pre-BX or post-BX record. 
Specifically, we investigated the difference in number of distinct DX descriptions as well as the degree of DX 
description particularity using mixed models to account for intra-subject correlation. This second analysis was based 
on a “particularity score” derived from clinical concepts extracted from these EHR system-specific textual DX 
descriptions using NLP tools. Lastly, we have investigated particularity score entropy (i.e. a measure of diversity 
representing the average amount of information in the sequences of scores), as a measure of variability in the DX 
descriptions chosen by users before and after the BX.  
 
To understand the impact of BX recoding on the charting of brain neoplasm DX and compare our findings, we’ve 
utilized 36 patient primary DX data sets, which were extracted during a previous chart review of patients with a 
brain neoplasm diagnoses as a “gold standard”. Comprehensive medical record review was performed of each 
patient by two independent reviewers. The primary post-operative diagnosis was determined based on review of 
clinician notes. All treating clinicians were available for consultation when needed. Discrepancies between the two 
reviewers were resolved by an independent neuro-oncologist. Our final analytical dataset was extracted from the 

73



 

  

Translational Data Warehouse and contained 1,385 primary encounter DX observations of 31 patients, recorded 
from January 1st, 2015 to August 31st, 2017. This time frame was defined to ensure ICD coding version consistency 
(i.e., to include DXs after October 2015; ICD-10 implementation date). Four patients from the initial date did not 
have any neoplasm DX or BX data within the selected time window. One patient was excluded due to a confirmed 
neurofibromatosis DX, which would make the patient’s neoplasm DX timeline much more complex and not 
clinically comparable to other patients in the set.  
 
Our initial dataset consisted of DX records with their corresponding timestamp and patient identifier. Each DX had a 
specific DX description and was associated with an ICD-10 code. Each patients’ initial BX result recording date was 
added to each DX record with the ‘After BX’ indicator that served at the dichotomous main outcome variable for 
our binomial regressions. Additionally, the summary statistics such as mean, median and extreme values were 
employed to screen the data for outliers, missing values and erroneous input. Dates were also reviewed for potential 
errors such as values being outside the study’s time window. We verified the normality of continuous variables 
using histograms.  
 
To augment our dataset with a measure of each DX description’s particularity, we first created a DX particularity 
scoring system based on clinical concepts extracted using an NLP tool. We generated particularity scores for each 
DX description in our dataset. These DX descriptions are part of the EHR system and aim to provide clinicians with 
clinically-relevant and specific labels to facilitate the selection of DX codes on the clinical practice side (i.e., each 
DX description was linked to an ICD-10 code, C71.* codes in our dataset). We extracted all medical concepts 
mentioned in these descriptions using NOBLE Coder27, an NLP named entity recognition tool for biomedical text, 
based on the NCI thesaurus terminology28. Extracted concepts were of three kinds: Neoplastic processes, Body 
locations28 and other concepts that did not increase particularity (i.e., non-diagnostic finding, procedure, functional 
and non-specific spatial concepts). We scored each DX according based on these concepts by 1) classifying the 
neoplastic process concepts according to their “depth” in the NCI thesaurus28 concept hierarchy using score "0" for 
the most general neoplastic process concept found and adding one score point per child concept separating them 
highest level (e.g., glioma was one of the most general neoplastic processes and had a score of "0", whereas more 
specific concepts such as glioblastoma scored "1" as a direct child of the glioma concept) and 2) adding a score 
point for a body part/organ or tissue concept present in the description or when the DX description corresponded to a 
location-specific ICD-10 code such as C71.2 (i.e., Malignant neoplasm of temporal lobe). The scores for all 
concepts extracted per DX were added up, which provided a particularity score for each DX label appearing in the 
dataset. As a result, we had DX descriptions had particularity degrees ranging from “Malignant neoplasm of brain, 
unspecified location” to “Oligoastrocytoma of frontal lobe” from least to most particular (scored 0 and 3, 
respectively). Finally, we calculated the entropy (i.e. a measure of diversity representing the average amount of 
information in the sequences of scores) of each DX particularity score sequence and DX description sequence for 
each patient record before and after DX, using the ‘entropy’ R package.29 This measure served to provide additional 
insights into the variability of DX particularity around the around the BX date. More specifically, entropy results 
served as a measure of DX particularity score variation and DX description diversity. 
 
To test our hypotheses, we built binomial regressions using R’s generalized linear model (GLM)30 and mixed 
models (lme4) packages.31 We selected binomial regressions because our main outcome variable carried across 
regressions, ‘After BX’ was dichotomous. It described whether each DX description group was recorded before or 
after the BX results were recorded in the EHR. This variable was selected because all our hypotheses aimed to 
explore differences in counts, continuous values and other derived features before and after the BX. To evaluate 
hypothesis (I) on the differences in distinct DX counts, we built a model predicting the ‘After DX’ variable based on 
the number of distinct DX descriptions. We used a binomial mixed model regression to assess the relationship 
between DX particularity scores before and after BX (i.e. hypothesis II). We chose a mixed model to account for 
each DX score as an independent test and subjects as independent from each other, but also be able account for 
intra-subject correlation; we attributed random intercepts to each patient. We used a GLM binomial regression 
model to explore relationships between the ‘After BX’ dichotomous variable and variables derived from the 
particularity score (i.e., mean, median and standard deviation across each patient’s record). Hypothesis III was tested 
with an additional GLM binomial regression to evaluate differences in entropy32 of DX particularity scores before 
and after BX within each patient record. We re-ran each of these regressions using a time window of 90 days before 
and after the BX to confirm the effect’s robustness, eliminate potential censorship and temporal biases. We tested 
for model improvement by the including covariates such as DX recording time, the max number of days before and 
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after the BX per patient, the number of distinct clinicians recording DX codes, the number of total DX per patient 
and the number of departments associated with the encounters. We also tested for variable interactions in all models 
with more than one variable.  
 
Multiple software tools were used to carry out this analysis. Data massaging was done using a DataGrip software 
client (version 2017.2.2, JetBrains s.r.o., Prague, Czech Republic). Visual exploration and analyses were done using 
Tableau (version 10.2.4, Tableau Software, Inc., Seattle, WA). All statistical analyses and data manipulation such as 
data scrubbing and reshaping were done in R version 3.4.130 and RStudio (version 1.0.136, RStudio, Inc., Boston, 
MA); Statistical significance was set at p=0.05 for all models.  
Results  

The final analytical dataset included contained 1,385 DX recordings for 31 patients out of which 19 had a total of 
186 C71.* DX recordings before their first biopsy dates (Table 1). Only the site-specific ICD-10 C71.0 through 
C71.4 appeared in the dataset but most DX were associated with C-71.9, Malignant neoplasm of brain, unspecified 
(73.6% overall, 84.4% before BX and 71.9% after BX); Only C71.1 and C71.2 were present before biopsy besides 
C71.9. 34 standardized DX descriptions were associated with this 6 ICD-10 codes overall with only 21 appearing 
before biopsy. 8 distinct providers appeared in the dataset from 31 distinct encounter departments. The number of 
days before and after biopsy oscillated between 881 days after BX and 780 days before BX, averaging 180±264 
days. The particularity score attributed to each DX oscillated between 0 and 3 with averages of 1.25±0.60 overall, 
1.20±0.47 before BX and 1.26±0.62 after BX. 

 
Table 1 – Descriptive statistics  

Measure Overall Before	BX After	BX 

Distinct	Patients 31 19 31 

Number	of	DX	Records 1385 186 1,199 
Distinct	ICD-10	Codes 6 3 6 

Distinct	DX	Descriptions 34 21 32 

Distinct	Providers 8 6 8 
Distinct	Hospital	Department 31 13 29 

Days	from	Biopsy	(Mean±Std.Dev.)	 180±264 254±222 247±197 

DX	Particularity	Score	
(Mean±Std.Dev.) 

1.25±0.60 1.20±0.47 1.26±0.62 

 
The difference between the number of distinct DX before and after BX was clearly shown by our first binomial 
regression model returning an odds ratio of 2.30 (b=0.833, p=0.003). This confirms hypothesis I, showing that with 
an increase of one distinct DX, a patient’s DX list would be 2.3 times more likely to be recorded after the BX (Table 
2). This is not to be confused with the number of visits and correspondingly number of primary diagnosis pre- and 
post-BX. Covariates such as number of distinct clinicians and distinct number of departments were included in 
preliminary models but did not show a significant effect on whether the distinct DX list occurred after the BX. The 
maximum number of days from BX was significant but was not included in either model because of its very small 
coefficient (b=0.00082, OR=1.00082, p= 0.0165).  The same regression models for data windowed 90 days before 
and after the BX date yielded the same results.  

 
Table 2 – Number of Distinct DX Regression 

Model Type Term Estimate 
(ß) 

Ratio 
(exp(ß)) 

Std. 
Error 

Ratio Confidence 
Interval (95%) p-value 

Binomial 
GLM 

Intercept -1.59 0.203 0.722 0.0437 0.770 0.0271 
Number of Distinct 

DX 0.833 2.30 0.286 1.40 4.26 0.00358 
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We were unable to find a statistically significant relationship between pre-post biopsy timing and the DX 
particularity scores or any derivate measure and were not able to confirm hypothesis II. Particularity scores varied 
between 0 and 3 with a mean of 1.25±0.60. We derived two additional variables from this score: the difference to 
each patient’s maximum score and the difference to the maximum score after BX. Our mixed model regressions 
revealed no significant relationships between the pre-post BX indicator or the time variable and this score or its 
derivate variables. The resulting binomial mixed models yielded predicted effects in the expected direction (i.e. DX 
scores are more specific after BX on average) but no statistical significance was reached for any of the models. We 
also found that a DX with a one point higher particularity score would be 64% more likely to be recorded after BX 
(b=0.495, OR=1.64, p= 0.062) at the lowest p-value (Table 3). None of the explored covariates (e.g. number of DX, 
number of distinct provides and number of distinct departments) showed any statistically significant relationship, 
nor improved the fit for the DX particularity score. The regression windowed 90 around the BX yielded the same 
results.  
 

Table 3 – DX Particularity Score Regression	

Model	Type	 Term	 Estimate	
(ß)	

Ratio	
(exp(ß))	 Std.	Error	 Ratio	Confidence	Interval	

(95%)	 p-value	

Binomial 
Mixed Model 

Intercept 3 20.1 0.728 5.26 104.6 0.0000363 
Particularity 

Score 0.495 1.64 0.265 0.968 2.74 0.062 

 

We found differences in the standard deviation and entropy of the DX particularity score as well as the entropy of 
DX sequences before and after the BX. This confirms hypothesis III. Predicting our ‘After BX’ binary from 
particularity score’s standard deviation with a binary GLM model, showed that for an increase of 1 unit, the DX 
description sequence would be 28% more likely to be part of the post-BX timeframe (p=0.00394) (Table 4). Our 
binomial GLM regression on particularity score entropy measures showed that for an increase of 1 unit in the DX 
particularity’s score entropy value, the odds of such particularity score sequence belonging to a post-BX recording 
would be 15.5 times those of being a recorded in pre-BX (p=0.00394), controlling for the number of distinct 
providers logging the sequence. Similarly, our binomial GLM regression on DX description sequence entropy 
values showed that for an increase of 1 unit in the DX sequence entropy value, the odds of such sequence belonging 
to a post-BX recording would be 9.58 of the odds of being a recorded in pre-BX (p=0.0259), controlling for the 
number of distinct providers logging the sequence. The effect of the number of distinct DX-logging providers was 
similar for both regressions (OR=1.26, p=0.00127 and OR=1.23, p=0.00769), suggesting that the odds of having a 
post-DX sequence, for an increase of one DX-logging provider are 26% and 23% higher in each case, respectively. 
We explored the inclusion of other covariates such as max number of days, number of distinct DX descriptions and 
number of distinct departments showed improved the model’s predictive power, nor improved model fit. The 
regression windowed 90 around the BX yielded the same results. 
 

Table 4 –Variability Regressions	

Model Type Term Estimate 
(ß) 

Ratio 
(exp(ß)) 

Std. 
Error 

Ratio Confidence 
Interval (95%) p-value 

Binomial 
GLM 

 

Intercept 0.137 1.15 0.065 1.01 1.30 3.97E-02 
Std. Dev. 

(Particularity Score) 0.25 1.28 0.0825 1.09 1.51 0.00394 

Binomial 
GLM 

Intercept -2.32 0.0983 0.626 0.0124 0.29 0.000202 
Entropy 

(Particularity Score) 2.74 15.5 1.28 1.42 242.3 0.0324 

Distinct Provider 
Count 0.228 1.26 0.0707 1.11 1.47 0.00127 

Binomial 
GLM 

 
 

Intercept -2.42 0.0889 0.65 0.02 0.273 0.000192 
Entropy 

(DX Sequence) 2.26 9.58 1.02 1.53 90.7 0.0259 

Distinct Provider 
Count 0.203 1.23 0.0762 1.07 1.45 0.00769 
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Discussion 

We used statistical regressions to evaluate the differences in DX sequences before and after the BX in records 
representing patients with confirmed brain neoplasm diagnoses. We found that: (1) The number of distinct brain 
neoplasm DX attributed to the patient was statistically larger after the BX (hypothesis I), (2) Although, our 
particularity score failed to show a statistically significant relationship to the ‘After BX’ variable, the regressions 
hinted at more particular DX descriptions after the BX (hypothesis II) and (3) The variability of DX particularity 
scores along with their entropy and DX description sequences are higher after the BX (hypothesis III). The results 
also show a dependency on the number of providers involved in the DX recording process. Our results support the 
validity of our overarching hypothesis, showing that the presence of biopsy information (i.e. presumably true 
information) does not guarantee a more particular and concordant recording of DX codes within electronic patient 
record. In fact, we were able to show that the variability of DX recording was much higher after the BX. 

Our study extends the existing literature by exploring aspects beyond the accuracy of DX codes. Most previous 
work has focused on evaluating the accuracy of DX code charting 2,16,33 rather than understanding the evolution of 
the recording. We have considered the DX descriptions and logging patterns with the focus on particularity and 
variability while the accurate diagnosis for a patient and their specific condition is available in the EHR (i.e. BX 
report). We were unable to find other studies using or describing our method to measure DX description 
particularity using NLP methods paired to the NCI Thesaurus Classification. However, our findings are congruent 
with previous studies.34,35 We also studied the variability of DX codes over time and found congruent results with 
the existing literature.33–36  We conceived this as a proxy to concordance, an indirect indicator of data quality.37–39 
Per Kahn et al.’s definition of the plausibility and concordance data quality dimension38,39 and our findings, EHR 
systems should enforce DX entries to be align with pathological findings in cancer patients to avoid unnecessary and 
inaccurate fluctuations over time.  

On the practical side, our results show a challenge to the secondary use of the clinical data and the difficulties of 
reliably harvesting the most accurate and semantically rich information available. The current DX code logging 
schemes undermine cohort selection by increasing variability, and in turn uncertainty. This can potentially cause 
incorrect inclusion of patients into analytical cohorts, even when the correct information is available elsewhere in 
the chart. The fluctuation and inconsistency of DX codes can be attributed to a wide array of factors including 
billing code reporting requirements. It is possible that clinicians may be choosing DX codes to facilitate downstream 
processing rather than documenting care with the highest degree of precision.40 Another potential pitfall in EHR 
systems is presenting clinicians with inconsistent DX code selection options for distinct clinical workflows. This 
effect has been noted in existing literature and can go to the extent of threatening patient safety41,42. Lastly, a 
potentially larger issue is the ability to change DX descriptions using free-text labels for any code. This increases the 
possibility for further variations and uncontrolled vocabulary instance inclusions. One could argue that the most 
particular DX is in the clinical progress note, yet to this date it remains challenging to reliably access this 
information programmatically or for a large number of patients.43,44 During such attempts, any precision could be 
lost to knowledge extraction challenges. This leaves researchers with the only option of using manual extraction 
employing qualified professionals, which is expensive, slow for large cohorts and even unfeasible in some cases. 
The literature often cites phenotyping,34,36,45 the use of complex algorithms34,46 and other technological solutions47–49 
to address these problems but these technologies are still in development. Even though, the challenges around the 
ICD-10 are well studied including the National Academies of Medicine (formerly Institute of Medicine) and there 
are frequent calls for a new taxonomy for nosology,50 the variability issue lies deeper on the EHR system side. We 
believe that future EHR improvements to support logging consistency and a reimbursement coding workflow that 
allows clinicians to document to the highest possible particularity level would potentially address these problems. 

Our analysis presents three limitations that are mostly related to its preliminary nature. First, we focused our study 
on a limited population of cancer patients (31 subjects). Some of these subjects met the inclusion criteria but 
returned no data within the study time window selected to ensure DX coding consistency, which further reduced the 
set. However, we had a final dataset with over a thousand DX that returned adequate statistical results to test our 
hypotheses. This focused dataset also ensured a homogeneous patient population that responded to the criterion of 
having a very specific clinical condition that has its diagnosis dictated by a BX report returned in the EHR. A related 
limitation is that we did not consider comorbidities, yet the preliminary nature of this study required focus rather 
than comprehensiveness. Second, our particularity score was defined for this analysis and was not previously 
validated with a gold standard. Regardless, our DX particularity scoring was simple, transparent and systematic 
enough that it can be considered a simple analytical task for feature extraction.51,52  The score was based on 
summing precise features of anatomical location of the neoplasm and then the degree of precision of the neoplastic 
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process as a level of depth in the NCI Thesaurus classification,28 a well-known and standardized classification of 
clinical concepts. Third, we only evaluated DX description variability for one type of cancer. Given the preliminary 
nature of this analysis and the lack of other literature in the field covering this topic, we compiled this series of 
simple statistical analyses showing the phenomenon of higher variability after DX, rather than carry out exhaustive 
analyses to confirm generalizability to all forms of DX. We do expect, however, to find the same kind of 
phenomenon based on the authors’ past clinical and data reuse experiences. This will be confirmed by future 
analyses. 

Future work will be divided into three segments: Confirmatory analyses to verify the robustness and extent of the 
variability in DX records, Exploration of root causes and The development of informatics solutions to reduce DX 
variability, while increasing accuracy. First, we will carry out further analysis to confirm that this variability 
happens for other types of DX within and outside cancer patient records.  Then, we will carry out additional 
secondary analyses of EHR data to explore potential causes for DX variability such as prescribing habits, billing 
considerations and insurance claim transaction requirements. Finally, we will employ more robust NLP methods to 
explore and evaluate the semantic distance between BX reports and DX to further understand the problem, but also 
to use as a basis for the development of informatics solutions to this DX coding problem.  

Conclusion 

DX records in cancer patient EHRs are more variable after the biopsy report is recorded. Interventions must be 
developed and adopted to minimize erratic data recording and automatically increase concordance within the patient 
record. This will avoid uncertainty, misinterpretations and downstream challenges during data integration and 
secondary analyses using DX codes. In the era of the learning healthcare systems, the concerns around the quality of 
the data carries the risk of jeopardizing the successful adoption of the evidence-based care, and thus, introduces 
challenges around the large-scale studies (i.e. phase 3 or phase 4) that are essential for the successful completion of a 
clinical research process.53–55  
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Abstract		
	

While	screening	and	treatment	have	sharply	reduced	breast	cancer	mortality	in	the	
past	50	years,	more	targeted	diagnostic	testing	may	improve	the	accuracy	and	efficiency	of	
care.		Our	retrospective,	age-matched,	case-control	study	evaluated	the	differential	value	of	
mammography	and	genetic	variants	to	predict	breast	cancer	depending	on	patient	age.		We	
developed	predictive	models	using	logistic	regression	with	group	lasso	comparing																		
(1)	diagnostic	mammography	findings,	(2)	selected	genetic	variants,	and	(3)	a	combination	of	
both.		For	women	older	than	60,	mammography	features	were	most	predictive	of	breast	
cancer	risk	(imaging	AUC	=	0.74,	genetic	variants	AUC	=	0.54,	combined	AUC	=	0.71).		For	
women	younger	than	60	there	is	additional	benefit	to	obtaining	genetic	testing	(imaging	AUC	
=	0.69,	genetic	variants	AUC	=	0.70,	combined	AUC	=	0.72).		In	summary,	genetic	testing	
supplements	mammography	in	younger	women	while	mammography	appears	sufficient	in	
older	women	for	breast	cancer	risk	prediction.	
	
Introduction	
	

While	breast	cancer	accounts	for	30%	of	all	new	cancer	diagnosis	in	women,	the	
mortality	rates	have	declined	sharply	in	the	past	50	years1.			This	has	been	largely	
attributed	to	early	detection	and	treatment.			The	current	standard	of	care	is	for	women	to	
be	screened	by	mammography,	with	interest	in	moving	towards	screening	based	off	
estimates	of	women’s	breast	cancer	risk.		Improved	prediction	of	breast	cancer	risk	by	
further	targeting	screening	with	the	tests	demonstrating	the	highest	sensitivity	and	
specificity	for	a	given	population	will	further	improve	breast	cancer	care.		

	
Early	risk	prediction	models	were	based	off	demographic	features,	in	particular	

patient	age,	hormonal	risk	factors,	and	mammographic	breast	density.		Currently,	there	is	
increased	optimism	that	we	can	more	accurately	characterize	patient	risk	with	advances	in	
precision	medicine	that	allow	us	to	select	the	most	predictive	test	for	the	patient.		In	
particular,	Genome	Wide	Association	studies	have	allowed	us	to	collect	a	set	of	single-
nucleotide	polymorphisms	(SNPs)	that	are	predictive	of	breast	cancer	risk2.		These	SNPs	
can	be	paired	with	mammographic	features	to	improve	the	likelihood	that	a	positive	screen	
is	a	true	positive3.		The	indications	for	genetic	testing	are	not	yet	codified,	therefore,	it	
would	be	valuable	to	determine	when	these	variables	will	improve	breast	cancer	risk	
prediction.			
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In	this	paper,	we	aim	to	determine	the	next	best	test	for	breast	cancer	diagnosis	in	

younger	and	older	patients	who	were	included	in	a	personalized	medicine	data	set.		We	
hypothesize	that	while	obtaining	imaging	and	genetic	variance	improves	the	estimation	of	
breast	cancer	risk	compared	to	chance	in	all	patient	age	groups.	Furthermore,	we	predict	
that	there	are	differences	in	the	additive	predictive	value	of	genetic	variants	over	and	
above	mammography	variables	depending	on	patient	age.	
	
Methods	
	
Subjects	

This	study	includes	subjects	derived	from	the	Marshfield	Clinic	Personalized	
Medicine	Research	Project	(Marshfield	PRMP),	details	of	which	have	been	previously	
published4.		This	registry	included	subjects	residing	in	one	of	19	zip	codes	surrounding	
Marshfield,	Wisconsin	who	provided	a	blood	sample	for	genetic	testing,	completed	a	brief	
questionnaire	and	gave	permission	to	link	this	information	with	medical	records.		A	case-
control	cohort	of	western	European	women	was	established	by	selecting	patients	from	this	
registry	who	had	received	a	diagnostic	mammogram	concerning	for	breast	cancer,	a	breast	
biopsy	within	12	months	of	the	mammogram,	and	a	blood	plasma	sample	that	could	be	
assessed	for	genetic	variants	associated	with	an	increased	breast	cancer	risk.		Cases	in	the	
study	were	women	who	were	listed	in	the	Marshfield	cancer	registry	with	a	confirmed	
breast	cancer	diagnosis;	controls	were	selected	as	women	who	had	a	benign	breast	biopsy	
result	and	did	not	have	a	breast	cancer	diagnosis	in	the	Marshfield	EMR.		Cases	and	
controls	were	age-matched	such	that	each	case	had	a	control	within	5	years	of	the	age	of	
each	case.		Exclusion	criteria	included	cases	with	known	BRCA1	or	BRCA	2	mutations,	as	
these	are	likely	to	dominate	other	predictive	variables,	nonwhite	patients	as	the	population	
did	not	have	a	sufficient	number	for	appropriate	distribution	of	nonwhites	to	race-match	
controls,	and	cases	where	BI-RADS	features	were	missing.		This	resulted	in	35	total	
subjects	excluded,	with	738	women	included.		
	
Features:	mammography	and	genetic	variants	

	One	diagnostic	mammogram	for	each	case	and	each	control	was	selected	from	
within	the	12	months	prior	to	the	biopsy.		If	multiple	mammograms	were	available,	the	
mammogram	with	the	most	suspicious	features,	closest	in	time	to	the	biopsy,	was	
selected5.		Mammography	features	were	drawn	from	the	third	edition	of	the	Breast	Imaging	
Reporting	and	Data	System	(BI-RADS)	lexicon6.		This	lexicon	standardizes	mammography	
findings	using	descriptors	that	categorize	breast	density,	abnormal	features,	and	
assessment	categories.		We	utilized	49	hierarchical	descriptors	that	are	considered	the	
most	predictive	of	breast	cancer7.	BI-RADS	descriptors	included	mass	margins,	micro-
calcification	shape,	micro-calcification	morphology,	architectural	distortion	and	breast	
density,	among	others.		These	findings	were	extracted	from	the	patients’	mammography	
reports	using	a	parser	and	represented	as	a	binary	“present”	or	“not	present”.		

The	Marshfield	PRMP	was	one	of	five	original	biobanks	in	the	eMERGE	network	
funded	by	the	National	Human	Genome	Research	Institute8.			Plasma	samples	were	
sequenced	on	a	Sequenom	MassARRAY	system.			Genetic	features	included	77	common	
high-frequency/	low-penetrance	genetic	variants	that	were	identified	by	recent	large-scale	
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GWAS	studies	as	having	a	higher	prevalence	in	breast	cancer	cases	than	controls,	and	thus	
associated	with	increased	breast	cancer	risk9.		Risk	alleles	were	those	that	had	a	higher	
prevalence	in	cases	than	in	controls.		The	number	of	high-risk	alleles	was	enumerated	for	
each	patient,	where	homozygotes	could	have	up	to	two	high-risk	alleles,	and	heterozygotes	
up	to	one	high-risk	allele.		

	
Model	development	and	statistical	analysis	

We	built	breast	cancer	risk	prediction	models	using	a	logistic	regression	with	group	
lasso	model	[3]	to	assess	the	predictive	power	of	imaging	features	and	genetic	variants.		
These	models	were	developed	utilizing	solely	mammography	features,	solely	genetic	
variants	and	using	both	genetic	variants	and	mammography.		

The	binomial	logistic	regression	with	group	lasso	is	described	in	Fan	et	al	(2016)3.		A	
brief	description	of	the	model	follows.		For	the	binomial	logistic	regression	model,	we	
suppose	that	the	response	variable	can	take	the	value	Y=	{0,	1}.		We	can	thus	model		

	

Pr 𝑌 = 1 𝑋 = 𝑥 =
𝑒!!!!!!

1+ 𝑒!!!!!!
	

	
Given	a	sample	{(𝑥! ,	𝑦!),	i=1,	2…,	N},	the	objective	function	for	the	logistic	regression	

with	lasso	is	given	by	the	negative	binomial	log	–	likelihood:		
	

𝑚𝑖𝑛
(!!,!)∈ℝ!!!
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1
𝑁 𝑦!

!

!!!
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We	note	that	within	the	mammography	features	there	exists	a	natural	group	

structure	given	by	sub-characterizations	of	different	major	features3.		Genetic	variants	also	
contain	a	group	structure	that	can	be	characterized	with	hierarchical	clustering3.		To	
incorporate	the	group	structure	into	the	lasso	logistic	regression,	we	define	the	
optimization	problem	for	the	group	lasso	logistic	regression10,		

	

min
!∈ℝ!

{𝐿(𝛽)+ 𝜆! 𝑑!‖𝛽!‖!}

!

!!!

	

 
where	dg	is	the	number	of	features	(d)	in	group	g,	βg	∈	ℝdg	is	the	corresponding	

coefficient	vector	in	group	g,	λ1	≥	0	is	the	tuning	parameter	and	L(β)	is	defined	as	the	
negative	log	–	likelihood.		
	 The	models	were	applied	to	the	mammography	and	genetic	variant	data	set	and	fit	
with	ten-fold	cross	validation.		We	generated	receiver	operating	curves	(ROC)	that	
indicated	the	risk	of	a	malignant	breast	lesion	and	used	the	area	under	the	curves	(AUC)	to	
compare	performance	for	two	age	groups:	women	age	29	to	59	years	old	and	women	aged	
60	to	90	years	old.		This	division	allowed	two	sufficiently	powered	age	groups	that	
represented	early	breast	cancer	screening	ages	and	later	screening	respectively.		This	
method	was	repeated	100	times,	and	the	mean	AUC	for	each	model	was	calculated,	along	
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with	95%	confidence	intervals	(CI).		A	two-sided	P	value	of	<0.05	was	the	criterion	for	
statistical	significance.		Statistical	analysis	and	graphics	were	done	in	R	3.0.1	and	R	3.3.111.		
	
Institutional	Review	Board	(IRB)		
	 The	Marshfield	Clinic	IRB	approved	the	data	collection	and	informed	consent	was	
obtained	from	participants.		The	Marshfield	and	University	of	Wisconsin	IRBs	approved	
this	study.		Additionally,	Health	Insurance	Portability	and	Accountability	Act	compliance	
was	maintained.	

	
Results	
	
Table	1.	Number	of	cases	and	controls	for	different	age	groups.	

We	identified	362	cases	and	376	
controls,	with	an	age	range	from	
29	to	90	years	old	(Table	1).		The	
subjects	were	predominantly	
Caucasian,	with	4	subjects	that	

were	non-Caucasian	or	of	unknown	race	in	both	the	case	and	control	groups.		The	subjects	
had	a	mean	age	of	62	years	old,	thus	323	subjects	were	in	the	29	to	59	year	old	age	group	
and	415	were	in	the	60	to	90	year	old	age	group.	
	

We	found	that	in	older	women	
(60	years	and	older),	the	
mammography		regression	
models	and	genetic	variant	
regression	models	predicted	
breast	cancer	risk	statistically	
significantly	better	than	
chance,	with	the	
mammography	AUC	=	0.744	
(95%	CI	=	0.740	–	0.748)	and	
the		genetic	variants	AUC	=	
0.540	(95%	CI	=	0.532	–	0.549).		
The	model	using	
mammography	features	was	
statistically	significantly	
superior	to	the	model	involving	
genetic	features,	with	a	
performance	that	was	also	
clinically	significant	(Figure	1).		
The	combined	model	
incorporating	both	imaging	
and	genetic	features	performed	
statistically	significantly	better	

	 29-59	years	old	 60-90	years	old	
Case	 160	 202	
Control	 163	 213	
All	 323	 415	

Figure	1.	Prediction	power	(AUC)	of	imaging	features,	SNPs	and	
combined	model	for	different	age	groups.	
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than	the	genetic	variants	only	model	(Figure	1).		However,	the	mammography	only	model	
continued	to	perform	statistically	significantly	better	than	the	combined	model	(AUC	=	
0.713,	95%	CI	=	0.705	–	0.720).		
	
	 We	found	that	in	younger	women	(less	than	60	years	old),	evaluating	breast	cancer	
risk	with	either	mammography	variables	or	genetic	variants	was	statistically	significantly	
better	than	chance;	mammography	(AUC	=	0.690,	95%	CI	=	0.686	–	0.695),	genetic	variants	
(AUC	=	0.696,	95%	CI	=	0.692	–	0.700)	(Table	2).		However,	their	performances	were	
similar	(Figure	1).		The	combined	model	incorporating	both	imaging	features	and	genetic	
variants	performed	statistically	significantly	better	than	the	genetics	variants	only	model	
and	the	mammography	only	model	(combined	AUC	=	0.724,	95%	CI	=	0.718	–	0.731).							
	
Table	2.	Area	under	the	curve	(AUC)	and	confidence	intervals	(CI)	for	models	using	imaging	features,	genetic	
variants	and	combined,	for	younger	vs.	older	subjects.	
	 29-59	years	old	

AUC	(95%	CI)	
60-90	years	old	
AUC	(95%	CI)	

Imaging	Features	Model	 0.690	(0.686	–	0.695)	 0.744	(0.740	–	0.748)	
Genetic	Variant	Model	 0.696	(0.692	–	0.700)	 0.540	(0.532	–	0.549)		
Combined	Model	 0.724	(0.718–	0.731)	 0.713	(0.705	–	0.720)	
	
	 We	found	that	similar	features	were	selected	in	the	combined	model	as	compared	to	
the	imaging	features	alone	and	the	genetic	variants	alone	models.		There	was	complete	
overlap	in	which	mammography	features	were	selected,	with	mass	shape,	mass	margin,	
calcification	distribution,	architectural	distortion,	mass	size,	and	breast	density	predictive	
of	breast	cancer	risk.		Some	additional	variants	were	selected	by	the	genetic	variants	alone	
model,	however	these	were	not	sufficiently	predictive	to	be	selected	by	the	combined	
mammography	and	genetic	model.			
	
Discussion	
	
	 Our	study	demonstrates	the	most	valuable	tests	for	evaluating	the	likelihood	of	
breast	cancer	differs	in	younger	(ages	29-59)	as	compared	to	older	(ages	60	–	90)	patients	
(Figure	2).		For	older	patients,	a	logistic	regression	with	group	lasso	model	incorporating	
solely	mammography	features	outperformed	both	a	model	with	solely	genetic	features	and	
a	model	combining	mammography	and	genetic	features.		This	indicates	that	for	patients	60	
and	older,	genetic	variance	will	not	improve	risk	prediction	after	mammography	variables	
have	been	utilized.		For	younger	patients,	models	based	on	either	genetic	variants	or	
mammography	features	are	comparable,	while	combining	genetic	variants	and	
mammography	improves	performance.		This	indicates	that	for	patients	under	age	60,	
acquiring	genetic	variants	have	the	potential	to	improve	breast	cancer	risk	assessment.	
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	 This	study	expands	on	
previous	work	comparing	the	
information	utility	of	patient	
demographics	and	various	tests	in	
analyzing	breast	cancer	risk.		
Burnside	et	al	(2016)5	found	that	
when	comparing	patient	
demographic	features	and,	
mammography	features	using	a	
logistic	regression	model,	
mammography	features	(AUC	=	
0.689)	was	superior	to	both	
considering	demographics	(AUC	=	
0.598)	and	a	model	of	10	genetic	
variants	(AUC	=	0.601).		A	
subsequent	study	using	logistic	
regression	with	group	lasso	found	
that	combining	genetic	testing	and	

mammography	features	(AUC	=	0.727)	was	superior	to	both	mammography	alone	(AUC	=	
0.716)	and	a	model	of	77	genetic	variants	alone	(AUC	=	0.614)3.	This	study	is	a	logical	next	
step	in	outlining	which	patients	may	most	benefit	from	supplementary	genetic	testing.	

The	group	lasso	model	in	this	study	takes	advantage	of	the	underlying	structure	
information	of	both	mammography	features	in	the	BI-RADS	hierarchy,	and	extracted	
structure	information	in	SNPs,	as	calculated	by	computing	Euclidean	distances12.			Prior	
studies	noted	that	encoding	clinically	relevant	BI-RADS	structure	information	as	well	as	
computationally	extracted	genetic	structure	information	using	a	group	lasso	improves	
breast	cancer	prediction,	in	particular	improving	the	performance	of	genetic	features	in	
combined	model3.			There	are	promising	future	directions	of	research	with	representations	
of	biological	dependencies	using	SNP	linkage	disequilibrium	as	encoded	in	haplotype	maps	
(e.g.	HapMap)13.		The	inclusion	of	structure	representation	in	the	model	also	aligns	with	the	
biologic	basis	for	breast	cancer	development,	as	younger	and	older	women	are	manifesting	
different	risk	factors.	
	

Younger	women	are	more	likely	to	develop	breast	cancer	due	to	an	inherited	
predisposition	to	oncologic	signaling	pathways14.		While	high-penetrance	variants	such	as	
ER/PR	status,	HER2	and	BRCA	genes	have	been	commonly	used	to	assess	breast	cancer	
risk,	GWAS	have	identified	low-penetrance	SNPs	not	only	associated	with	breast	cancer	
risk,	but	with	early	onset	and	poorer	prognosis15.		It	follows	that	information	about	genetic	
risk	factors	would	be	valuable	in	screening	younger	populations.			

	
Our	study	builds	on	prior	work	using	SNPS	for	breast	cancer	risk	prediction	and	

stratification	by	age.		Mealiffe	et	al.	[16]	found	that	risk	scores	determined	from	genetic	
variants	was	independent	from	risk	scores	determined	from	the	Gail	model.		However,	
their	patients	were	all	over	fifty	years	old,	and	most	over	sixty	years	old.		Darabi	et	al.	[17]	
demonstrates	how	models	incorporating	genetic	variants	as	a	risk	factor	in	addition	to	age	

Figure	2.	Clinical	decision	making	model	for	maximal	
predictive	power	for	breast	cancer	risk	detection.	
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increases	the	number	of	younger	patients	screened.		Their	model	was	also	able	to	classify	
older	patients	as	lower	risk,	aligning	with	our	results	demonstrating	that	while	genetic	
variants	are	not	the	next	best	test	for	older	patients,	they	are	predictive	of	breast	cancer	
risk.	
	

There	are	several	limitations	to	consider	in	this	study.		First,	this	study	has	a	
relatively	small	sample	size,	thus	we	needed	to	include	clinical	encounters	over	two	
decades	(1989	–	2010)	to	generate	a	sufficient	number	of	cases	and	controls.			Second,	due	
to	the	population	used,	this	study	was	limited	to	only	Caucasian	women,	and	is	thus	not	
generalizable	to	other	ethnic	groups.		Replication	in	a	data	set	with	broader	ethnic	
variation	would	establish	the	generalizability	of	these	results.		Further,	the	development	of	
BI-RADS	lexicon	and	thus	adherence	to	mammography	descriptors	has	changed	over	this	
time	period.		Increased	utilization	of	BI-RADS	lexicon	has	been	demonstrated	to	improve	
the	predictive	performance	of	these	models5,	and	thus	this	study	may	underestimate	the	
benefit	of	mammography	alone.			

	
The	decision	to	pursue	additional	testing	and	treatment	is	challenging.		

Mammograms	currently	cost	around	one	hundred	dollars,	and	the	cost	of	genetic	testing	
varies	from	one	hundred	to	thousands	of	dollars.		Understanding	the	predictive	power	of	
imaging	features	and	genetic	variants	in	different	age	groups	has	the	potential	to	aid	
clinicians	in	determining	what	tests	can	be	used	to	improve	information	about	the	
likelihood	of	malignancy.	
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Appendix		

Area	under	the	curve	(AUC)	and	confidence	intervals	(CI)	for	models	using	imaging	
features,	genetic	variants	and	combined,	for	younger	vs.	older	subjects	with	logistic	
regression	with	group	lasso	vs.	with	lasso.	
	
Logistic	regression	with	group	lasso	
	
	

29-59	years	old	
AUC	(95%	CI)	

60-90	years	old	
AUC	(95%	CI)	

Imaging	Features	Model	 0.690	(0.686	–	0.695)	 0.744	(0.740	–	0.748)	
Genetic	Variant	Model	 0.696	(0.692	–	0.700)	 0.540	(0.532	–	0.549)		
Combined	Model	 0.724	(0.718–	0.731)	 0.713	(0.705	–	0.720)	
	
Logistic	regression	with	lasso	
	 29-59	years	old	

AUC	(95%	CI)	
60-90	years	old	
AUC	(95%	CI)	

Imaging	Features	Model	 0.689	(0.686	–	0.691)	 0.744	(0.742	–	0.745)	
Genetic	Variant	Model	 0.679	(0.676	–	0.681)	 0.525	(0.521	–	0.528)		
Combined	Model	 0.751	(0.749	–	0.753)	 0.729	(0.728	–	0.731)	
	
	
2-sample	t-tests	at	the	5%	significance	level	were	used	to	compare	the	mean	AUC	from	the	
lasso	method	vs.	the	group	lasso	method.	Compared	to	lasso,	group	lasso	has	statistically	
significant	better	performance	for	the	Genetic	Variant	Models	and	statistically	significant	
worse	performance	for	the	Combined	Models.	The	performances	of	the	Imaging	Features	
Models,	however,	are	not	statistically	significant	different	between	the	lasso	vs.	group	lasso	
methods.		
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Abstract 
Spontaneous reporting systems such as the FDA’s adverse event reporting system (FAERS) present a great resource 

to mine for and analyze real-world medication usage. Our study is based on a central premise that FAERS captures 

unsuspected drug-related adverse events (AEs). Since drug-related AEs result for several reasons, no single approach 

will be able to predict the entire gamut of AEs. A fundamental premise of systems biology is that a full understanding 

of a biological process or phenotype (e.g., drug-related AE) requires that all the individual elements be studied in 

conjunction with one another. We therefore hypothesize that integrative analysis of FAERS-based drug-related AEs 

with the transcriptional signatures from disease models and drug treatments can lead to the generation of unbiased 

hypotheses for drug-induced AE-modulating mechanisms of action as well as drug combinations that may target those 

mechanisms. We test this hypothesis using drug-induced pulmonary fibrosis (DIPF) as a proof-of-concept study. 

 

Introduction 
In the United States, more than 2 million cases of prescription drug-related adverse events (AE) occur annually, 

including 100,000 deaths. Spontaneous reporting systems such as the FDA’s adverse event reporting system (FAERS) 

present a great resource to mine for and analyze real-world medication usage (1-5). FAERS represents real-world 

iatrogenic observations which can be clinically validated (2, 6) and indeed has been instrumental in the identification 

of serious drug-related AEs leading to either modification of the product labeling information or market withdrawal 

of an approved drug (7). FAERS data mining has also been shown to be successful in reproducing well-established 

clinical associations (8). Our hypothesis therefore is that systematic deep-mining of the FAERS data can identify novel 

drug pairs that either aggravate or reduce the risk of drug-induced disease (DID). Any clinical phenotype, including 

the drug-related AEs, are a result of perturbations of complex biological interactions. As a result, unimodal approaches 

may not be effective in predicting or in understanding the molecular basis of the entire gamut of drug-related or drug-

induced AEs. Therefore, systems biology-based approaches that allow integration of multiple heterogeneous types of 

data sets can provide an overarching framework to explore the different types of drug-related AEs. Further, studying 

drugs in the context of cellular networks can provide insights into AEs caused by off-targets of those drugs. We 

therefore hypothesize that integrative analysis of drug-related AEs from FAERS with the differential transcriptome 

data sets from small molecules and disease phenotype (human patients and model systems) can lead to generation of 

unbiased hypotheses for DID-mitigating drug combinations and mechanisms of action. 

 

Methods 

AERSMine - FAERS datamining 
We used AERSMine (4) to mine FAERS and identify drugs that are significantly associated with a side-effect. Relative 

risk was calculated using a ratio of the rate of AE occurrence in patients given a certain drug or drug combination over 

the rate of the same AE occurrence in patients not given those drugs. Therefore, a higher relative risk suggests a more 

likely association between a given drug and AE, with 0 being the lowest possible. We also used safety signal, a 

Bayesian probability-based measure to analyze the relationship between a given drug and AE. Positive safety signals 

represent a positive correlation, negative scores denote a negative correlation, and scores close to zero signify 

independence (9). Safety signal was slightly preferred over relative risk, as a low relative risk score is ambiguous, 

potentially signifying either no relationship or an inverse relationship between drug or drug combination and AE. All 

AERSMine queries were performed using a standard Benjamini and Hochberg False Discovery Rate (FDR) correction 

(adjusted p-value < 0.05). 

 

Differentially expressed gene signatures for phenotypes and drugs 

For drug and disease transcription profiles we used curated data sets, including those from NCBI’s GEO database as 

available from Illumina’s BaseSpace Correlation Engine (BSCE; http://www.nextbio.com/b/nextbio.nb; Illumina, 

Cupertino, CA, USA).  
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Gene annotations and functional enrichment analysis 

We used ToppGene Suite (TGS) Knowledgebase (10) for compiling the fibrosis gene sets and for performing the 

functional enrichment analysis. 

 

Results 

Case Study: Drug-induced pulmonary disease (DIPD) 

Drug-induced pulmonary disease (DIPD) is a serious but relatively understated risk for millions of patients in the US 

and globally. Previous research shows that more than 600 FDA-approved drugs may cause DIPD. By one estimate, as 

many as 10% of chemotherapy patients develop DIPD (11). Other classes of DIPD-implicated drugs include 

cardiovascular medications, anti-microbial, and anti-inflammatory drugs. Currently, no alternatives exist for patients 

subjected to chemotherapeutics-induced pulmonary toxicity because the cause of DIPD is the primary medication. On 

the other hand, treatment of complex multifactorial disorders may lead to inadvertent polypharmacy predisposing to 

drug-interaction induced pulmonary disease. Thus, understanding the molecular mechanisms underlying DIPD and 

finding safer and effective therapeutic regimens is of paramount importance. As outlined in the methods, we used the 

drug-related AE data from the FAERS and differential transcriptome data sets for pulmonary diseases and drugs from 

the BSCE compendia as the basis for computational models that integrate network analyses with systems biology 

approaches to find and characterize drug combinations that can reduce the occurrence of DIPD, specifically drug-

induced pulmonary fibrosis (DIPF). 

 

DIPF candidate causal drugs 
To identify DIPF candidate causal drugs we queried FAERS using AERSMine to get a list of drugs with the greatest 

safety signal scores (≥2.0) for AE pulmonary fibrosis. We also searched AERSMine with known DIPF-causal drugs 

and found several of them to have either relative risk >2.0 or safety signal >0. For example, bleomycin, amiodarone, 

and gefitinib – all well-known DIPF-causal drugs had safety signal >2.0 (Table 1). To identify potentially novel DIPF-
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causal drugs, we repeated the AERSMine query excluding patients who were on known DIPF-causal drugs. The 

relative risk and safety signal scores from these queries are shown in the table 1. An important step in our approach 

was to exclude patients with any history of pre-existing respiratory disorders. By doing so, our analysis was not 

confounded by lung-related AEs resulting from exacerbation of the underlying clinical condition. We also used the 

Pneumotox database (http://www.pneumotox.com), which tracks and stores drug-induced and iatrogenic respiratory 

disease. Additional confirmation of the causal candidates was accomplished by comparing our findings with the FDA 

drug label warnings (DailyMed) and with data from the Canada Vigilance Adverse Reaction Online Database 

(CVAROD - http://webprod3.hc-sc.gc.ca/arquery-rechercheei/index-eng.jsp). Table 1 shows the top DIPF candidate 

causal drugs, including both novel suspects and those previously reported in FDA label warnings or clinical reports in 

the literature.  

 

DIPF candidate therapeutics 
Following a similar approach as described in the previous section, we compiled a list of pulmonary fibrosis-mitigating 

DIPF candidate therapeutics from AERSMine that had safety signal scores <0. This resulted in several candidate 

drugs. Interestingly, among these were drugs that have been previously reported to have anti-fibrotic effects. We 

checked Pneumotox database and FDA Label warnings to ascertain that the DIPF candidate therapeutics we have 

identified are not reported to cause pulmonary fibrosis. Among the DIPF candidate therapeutics were antidiabetic 

(sitagliptin, linagliptin, liraglutide, and canagliflozin) and antipsychotic medications (ziprasidone, risperidone, and 

paliperidone). Linagliptin is reported to attenuate pulmonary (12) and kidney fibrosis (13). Among the drugs under 

antipsychotics class, ziprasidone, risperidone, and paliperidone show significantly reduced risk for DIPF (Table 2). 

 

DIPF- mitigating or aggravating drugs – Mechanistic hypotheses 

We next tested the hypothesis that integrative analysis of drug-related AEs with drug-induced transcriptomics data 

can lead to generation of mechanistic hypotheses about plausible causes, and intervention, for DIPFs. To delineate 

this, we leverage public gene annotation data sets normalized and integrated as part of our ToppGene Suite (TGS) 

Knowledgebase (10) and BSCE (see Methods). To do this using TGS Knowledgebase, we first compiled a list of 782 

pulmonary fibrosis-related genes based on human and mouse phenotype gene associations as well as known 

pulmonary fibrosis genes from DisGeNet and genetic markers of pulmonary fibrosis from BSCE. We then used BSCE 

to compare these 782 genes against the BSCE compendia of differential transcriptomes. We filtered the results for 

differential transcriptomes from bleomycin mouse models of pulmonary fibrosis. Among the 124 intersecting genes, 

85 genes were significantly overexpressed in the lungs of bleomycin mouse model of fibrosis (Fig. 1). 
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Next, we compared the 782 fibrosis genes with compendia of differential transcriptomes (using BSCE), 

 

Fig. 2. Comparison of the 782 fibrosis gene set with the differential transcriptome of risperidone treatment. Of the 308 

intersecting genes, 195 genes (green box) were significantly downregulated in risperidone study. The numbers do not add 

up accurately because of some genes occurring in both up- and down- regulated gene sets owing to differential expression 

of different probe sets mapped to a same gene. 

 

Fig. 1. BSCE was used to compare the 782 fibrosis gene set with the differential transcriptome of bleomycin mouse 

models of pulmonary fibrosis (BSCE curated data sets including those from NCBI’s GEO database). Of the 124 

intersecting genes, 85 genes (red box) were significantly upregulated in mouse models of pulmonary fibrosis. The numbers 

do not add up accurately because of some genes occurring in both up- and down- regulated gene sets owing to differential 

expression of different probe sets mapped to a same gene. 
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specifically with risperidone (DIPF candidate therapeutic) related data sets. Interestingly, we found a significant 

negative correlation. Of the 308 intersecting genes, 195 genes were significantly downregulated following the 

risperidone treatment (Fig. 2).  

Finally, using BSCE’s meta-analysis, we directly compared the differentially expressed pulmonary fibrosis 

mouse model data set with that of the risperidone differential transcriptome. This resulted in an overlap of 789 genes, 

of which 263 and 202 genes were reciprocally related. In other words, 263 genes upregulated in pulmonary fibrosis 

mouse model were downregulated in the risperidone data set while 202 genes downregulated in pulmonary fibrosis 

mouse model were upregulated in the risperidone differential transcriptome data set (Fig. 3). Functional analysis of 

the 263 genes (upregulated in bleomycin mouse model of pulmonary fibrosis but downregulated following risperidone 

treatment) using ToppFun application of TGS showed enrichment (FDR p-value 0.05) for pathways and biological 

processes such as ECM, fibroblast proliferation and migration, collagen binding, abnormal alveolar morphology, etc. 

– all hallmarks of pulmonary fibrosis. 

 

Discussion 
Spontaneous reporting systems such as FAERS present a great resource to mine for and analyze real-world 

concomitant medication usage. FAERS data mining has been shown to be successful in reproducing well-established 

clinical associations (e.g., statins and muscular events, oxaliplatin and peripheral sensory neuropathy, proton pump 

inhibitors and hypomagnesaemia, etc. (14)). Further, even though polypharmacy – the concurrent use of multiple 

medications – has been shown to have both positive and negative outcomes, there have been no studies to find and 

investigate the role of polypharmacy in DIPD systematically. Polypharmacy is ubiquitous – an estimated 29% of the 

elderly patients use at least 5 prescription medications while 46% of prescription users also used over-the-counter 

medications (15). 

Similar to any phenotype, drug-related AEs or phenotypes also result because of several, and largely 

unknown and yet to be discovered, genetic and environmental components, and their interactions. Therefore, any 

single approach will fail to predict the entire range of drug-induced AEs. Systems biology-based integrative 

 

Fig. 3. Correlation of the differential transcriptomes of mouse model for pulmonary fibrosis and risperidone treatment. Of 

the 789 intersecting genes, 465 (263 + 202) genes (blue box) are reciprocally regulated. The numbers do not add up 

accurately because of some genes occurring in both up- and down- regulated gene sets owing to differential expression of 

different probe sets mapped to a same gene. 

 

95



approaches that permit joint analysis of individual heterogeneous elements and their interactions can enable a 

relatively complete understanding of the underlying molecular basis of drug-induced AESs. Further, studying the 

drugs in the context of cellular networks can provide insights into AEs caused by off-targets of drugs (16, 17). 

Our study has certain limitations. Since FAERS is a spontaneous reporting system, apart from the data 

quality-related issues, there can be potential reporting biases. Confounding (18-21), for instance, impacts 

understanding true correlations and presents a significant challenge for drug-AE hypothesis generation. To limit the 

effects of confounders, a priori clinical knowledge can be applied to exclude known confounders. However, 

confounders are not always known beforehand. Hence, automatic confounder control methods (22) based on 

propensity scores, direct adjustment, similarity matching and ensemble resampling can assist in mitigating the effects 

of unknown confounders. In addition, clinical data from EHRs can serve as a “gold standard” while also 

complementing and strengthening drug-related AE hypotheses. Last but not least, FAERS data lacks the denominators 

(i.e., total number of patients using the drug globally but did not experience an AE) to estimate the true attributable 

risks. In the current study, we relied on BSCE for drug and disease phenotype transcription profiles. However, there 

is a possibility that some of the drugs we discover to be potentially increasing or decreasing DIPF risk may not be 

represented in BSCE. 

 

Conclusion 

Delineating and characterizing the AE-mitigating effects of drugs and drug combinations through these systematic 

pharmacological approaches has a direct impact on precision medicine when combined with genomic sequencing and 

electronic medical records in clinical settings. Although we have focused on DIPF in this current study, the same 

methodology can be extended for elucidating other drug-induced system-wide AEs. As part of ongoing and future 

studies, we are focusing on identifying drug combinations that are potential DIPF risk modifiers. Using the DIPF 

candidate causal (DIPF+ve) and therapeutic (DIPF-ve) drugs identified, we will generate pairwise combinations (DIPF 

modifier matrices) and re-query FAERS data using AERSMine as described previously for the incidence of DIPF in 

patients on these combinations. In other words, if we have m DIPF+ve drugs and n DIPF-ve drugs, we will generate 

m X n combinations to facilitate an unprecedented deep-dive into the realm of DIPF therapeutics. 
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Abstract

Protein kinases generate nearly a thousand different protein products and regulate the majority of cellular pathways
and signal transduction. It is therefore not surprising that the deregulation of kinases has been implicated in many
disease states. In fact, kinase inhibitors are the largest class of new cancer therapies. Understanding polypharmacol-
ogy within the full kinome, how drugs interact with many different kinases, would allow for the development of safer
and more efficacious cancer therapies. A full understanding of these interactions is not experimentally feasible mak-
ing highly accurate computational predictions extremely useful and important. This work aims at making a machine
learning model useful for investigating the full kinome. We evaluate many feature sets for our model and get better
performance over molecular docking with all of them. We demonstrate that you can achieve a nearly 60% increase in
success rate at identifying binding compounds using our model over molecular docking scores.

1 Introduction

Protein kinases represent a large number of proteins in our body with essential functions. Because of this, any disrup-
tion in normal kinase activity may lead to a disease state. Additionally, due to high sequence and structural identity,
selectively inhibiting a kinase is difficult. This means a drug intended to target one kinase will likely also target multi-
ple other kinases. If these other kinases are normally expressed and not implicated in the given disease it could lead to
toxic off-target effects. Pharmaceutical companies test drug interactions with many different kinases in the beginning
of the drug discovery process. They do this as early as possible before lots of time and money has gone into drug
development [1]. Drugs failing late in the pharmaceutical pipeline can be very costly, driving up the cost of drugs that
do make it to market when they have to recuperate the cost for the failed drugs. It can also be fatal when they fail dur-
ing clinical trial, because animal testing does not always give a good indication of serious side-effects [2]. Therefore,
our interest in accurate computational models to study kinases is to develop better and safer cancer therapies, using
efficient computational predictions that reduce the time and cost of bringing a drug to market.

We propose to use machine learning techniques to increase the accuracy of computational drug discovery in order to
make better predictions as early as possible. We have seen in our own work that a small number of calculated features
similar to ones used in this study can identify active compounds for a given protein with greater than 99% accuracy.
These same drug features have been used in machine learning models in combination with docking scores to rescore
interactions with one candidate drug to multiple proteins [3]. The individual components of a molecular docking
scoring function can be used as features in a machine learning model to greatly improve the accuracy of identifying
active compounds in models specific for one protein [4]. From a different perspective, protein features have been used
in machine learning models to predict the druggability of a protein [5]. The goal of this work is to combine all these
components in one model that would vastly improve the accuracy of predicting the effects of new proteins and classes
of drugs. The specific goal of this paper is to present machine learning models that can accurately predict the drug
interaction for a class of functionally related proteins (kinases), an important class of proteins for drug discovery as
already stated.

2 Methods

Our goal is to estimate the probability that a kinase-drug pair is active (binding) or decoy (not binding), a binary
classification task. We propose to use a random forest classification method to address this task. A key focus of our
effort is in investigating which features are most informative for this task. To support this effort, we created a large
dataset of kinase-drug pairs and computed a wide variety of different features.

The data used in this study comes from the kinase subset of the Directory of Useful Decoys - enhanced (DUD-e) [6].
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It is important to note that the ratio of active to decoy compounds in DUD-e is approximately 1:50.

2.1 Data Collection

• Protein Descriptors The human canonical sequences were collected for each protein from UniProt [7]. The
sequences were submitted to three different webservers to collect features: ExPasy [8], Porter, PaleAle 4.0 [9],
and PROFEAT Protein Feature Server[10]. These three tools were used to ensure we collect all features used
in the DrugMiner [5] project. Additional features that these tools calculate are also collected. ExPasy calculates
many features, such as the length, weight, half-life, isoelectric point, extinction coefficient assuming all pairs
of Cys residues form cysteines, extinction coefficient assuming all Cys residues are reduced, instability index,
aliphatic index, Grand average of hydropathicity (GRAVY), and the frequency of single amino acids, amino acid
types (tiny, small, aliphatic, nonpolar, aromatic, polar, charged, basic, acidic, hydrophobic, hydrophilic, positive,
and negative), and atom types. Porter calculates the predicted secondary structure based on the amino acid
sequence and classifies each amino acid as helical, beta strand, or coil. PaleAle calculates the predicted relative
solvent accessibility based on the amino acid sequence and classifies each amino acid as completely buried (0-
4% exposed), partly buried (4-25% exposed), partly exposed (25-50% exposed), or completely exposed (50+%
exposed). PROFEAT calculates features using many different tools including features based on the dipeptide
composition of the protein sequence.

• Pocket Descriptors Inner point features are collected using PRANK [11], software used to predict and rank
binding sites. PRANK first calculates feature vectors for heavy solvent exposed atoms (AFVs), including residue
and atomic level features. Then feature vectors are calculated for inner pocket points (IFVs) by summing all
AFVs within an 8 Å radius using a distance weight function and then appending features specific to the inner
pocket point, such as the number of H-bond donors and acceptors in its local neighborhood. The IFV from the
inner pocket point with the closest distance to the center of the docking box calculated for molecular docking is
used.

• Drug Descriptors Drug features are calculated using the Dragon Software [12]. Dragon can calculate over
5 thousand molecular descriptors, including the simplest atom types, functional groups and fragment counts,
topological and geometrical descriptors, and three-dimensional descriptors. It also includes several property
estimations like logP and drug-like alerts like Lipinski’s alert. In this study 3-dimensional descriptors are left
out because the input structures for Dragon are the predocking structures and not those predicted by molecular
docking.

• Binding Descriptors The receptor files from DUD-e that were optimized for docking are used in this study. The
dimension and center of the docking boxes are calculated using a VMD [13] tcl script to draw a box around the
co-crystallized ligand included in the DUD-e dataset and it is extended by 5 Å in each direction. Compounds are
prepared for docking using modified ADT scripts and a wrapper script for automation. Docking was performed
using VinaMPI [14], which allows the distribution of a large number of Autodock Vina [15] docking jobs on
MPI-enabled high-performance computers. The results of the docking jobs were submitted to Autodock Vina
using the “–score-only” option to collect the individual terms calculated in the scoring function. This includes
terms for gauss1, gauss2, repulsion, hydrophobic, and hydrogen interactions. The values for the first model and
averages of each term for all models are kept.

2.2 Feature Selection & Classification

The only form of preprocessing we performed was eliminating features with too many missing values. Specifically,
we eliminated 21 features computed by the Dragon software package that had more than 5% missing values. The
eliminated features had between 23.1%-99.9% missingness. There were 167 additional Dragon features that had less
than 5% missing values and we imputed these values by using the column average. The final full dataset contains
5,410 features and 361,786 examples. After initial preprocessing, we train a classifier for various subsets of features
and perform feature selection.
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Random forests [16] are known to produce robust classifiers that are less prone to overfitting than ordinary decision
trees. For a brief review, random forests contain a number of decision trees, a parameter that is chosen prior to training,
each of which take random samples from the training data and random subsets of features to grow decision trees that
are often limited in depth to create “weak” learners that underfit the testing data. By combining the “weak” learners
that specialize in different regions of the feature space, random forests are able to learn complex functions that are
robust to label imbalance or overfitting, two properties that are of great importance in our classification problem.
The decision trees that make up a random forest compute orthogonal splits in feature space that attempt to maximize
separation between the positive and negative classes minimize what is known as the GINI Impurity. From training
a random forest, one can compute feature importances by measuring the average after-split impurity of the feature
across all trees in the forest.

The feature selection method we use is similar to those used by Menze et al. [17] and Anaissi et al. [18] who also
apply iterative feature selection method for classification to learn important sets of features. In our feature selection
method, we input an initial set of features F for which we use to train a random forest classifier. The input data, after
preprocessing, is partitioned into training and testing sets using an 80/20 stratified split, with the test set containing the
same proportion of positives to negatives as the training set. We fix several parameters of the random forest classifier
by using an out-of-bag score to protect against overfitting, balanced class weighting when computing impurities for
the forests which inversely adjust the weights according to class frequency to get measures of the F1-score that better
reflect the random forest’s performance in correctly predicting the active class, bootstrap sampling which allows
training examples to be used in the building of more than one tree, and the GINI impurity criterion for which to
compute the split quality when building the tree. We then perform model selection by sampling from distributions of
hyperparameters, shown to be as effective as exhaustive parameter grid searching by Louppe et al. [19], for the random
forest including the number of trees to include (30-100 trees) in the forest, the minimum number of samples required
to create a leaf node (1-100 samples), and the maximum number of features f ∈ F to sample from F for each decision
tree (

√
|F | and log2(|F |)). Given the distributions over hyperparameter values, we sample 100 possible settings of

hyperparameters each iteration, evaluating the performance of each candidate model using k-fold cross validation,
with k = 3. We define the best model trained on the feature set to be the one which maximizes the weighted F1-score
on the testing data. We then compute the mean importance, more specifically the mean decrease in impurity ( 1

|F | ), for
the set of features F , and retain all features that have above mean importance. This strategy is employed in order to
remove features with near 0 importance that contribute negligible information to the classification model and do not
have a significant affect on performance. After computing the set of features to keep, F becomes the set of features
identified as relevant, reducing the dimensionality of the input data. The iteration process continues until either a
maximum number of iterations have completed or if there are no remaining features.

Algorithm 1 Feature Selection

1: procedure SELECTION FOREST(F )
2: while F 6= ∅ and step < max steps do
3: X, y = load data(features = features to keep)
4: Xtrain, Xtest, ytrain, ytest = train test split(X, y)
5: best forest = RandomizedGridSearch(RandomForest,Xtrain, ytrain).best estimator
6: feature importances = best forest.importances
7: features to keep = feature importances > 1

|feature importances|
8: F = features to keep

We use principal component analysis (PCA) to visualize the various feature representations. For our purpose of
visualization, we reduce the dimensionality to 2 principal components.

2.3 Test set

We used a fixed seed when creating the test set in order to make sure all models are tested with the same data. The test
and training sets are stratified by kinase, keeping the same proportion of active and decoy compounds for each.
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Table 1 gives the representation of each kinase in the test set. The whole dataset ‘total’ column gives the total number
of active and decoy compounds for the given kinase in the whole dataset. The whole dataset ‘ratio 0:1’ column gives
the ratio of negative to positive class for the entire given kinase’s dataset. The remaining columns are particular to the
test set. The ‘0’ column gives the number of decoys (negative class) in the test set. The ‘1’ column gives the number
of actives (positive class) in the test set. The ‘percent 0’ column gives the percentage of the given kinase’s dataset that
is in the negative class test set. The ‘percent 1’ column gives the percentage of the given kinase’s dataset that is in the
positive class test set. The ‘total %’ column gives the percentage of the given kinase’s dataset that is in the test set.
The ‘ratio 0:1’ gives the ratio of negative to positive test cases for the given kinase in the test set.

Table 1: Representation of each kinase in the test set

whole dataset test dataset
kinase total ratio 0:1 0 1 percent 0 percent 1 total % ratio 0:1
abl1 11,180 37 2,105 60 0.188 0.005 0.194 35
akt1 16,999 39 3,298 73 0.194 0.004 0.198 45
akt2 7,142 37 1,462 34 0.205 0.005 0.209 43
braf 10,349 40 2,036 46 0.197 0.004 0.201 44
cdk2 29,126 35 5,604 158 0.192 0.005 0.198 35
csf1r 12,720 43 2,563 54 0.201 0.004 0.206 47
egfr 36,274 43 6,936 158 0.191 0.004 0.196 44
fak1 5,516 47 1,085 14 0.197 0.003 0.199 78
fgfr1 736 2 183 116 0.249 0.158 0.406 2
igf1r 9,633 42 1,958 42 0.203 0.004 0.208 47
jak2 6,743 43 1,343 32 0.199 0.005 0.204 42
kit 10,861 42 2,144 52 0.197 0.005 0.202 41

kpcb 9,092 36 1,732 42 0.190 0.005 0.195 41
lck 28,539 41 5,569 136 0.195 0.005 0.200 41

mapk2 6,450 30 1,240 40 0.192 0.006 0.198 31
met 11,677 47 2,278 47 0.195 0.004 0.199 48

mk01 4,767 33 889 31 0.186 0.007 0.193 29
mk10 6,900 36 1,358 50 0.197 0.007 0.204 27
mk14 37,347 40 7,265 184 0.195 0.005 0.199 39

mp2k1 8,483 34 1,693 41 0.200 0.005 0.204 41
plk1 7,034 44 1,402 32 0.199 0.005 0.204 44
rock1 6,580 31 1,306 41 0.198 0.006 0.205 32

src 35,790 42 6,980 167 0.195 0.005 0.200 42
tgfr1 8,958 31 1,704 63 0.190 0.007 0.197 27
vgfr2 25,900 41 5,119 123 0.198 0.005 0.202 42
wee1 6,371 46 1,245 25 0.195 0.004 0.199 50

2.4 Evaluation

In this study, we compare the performance of machine learning models using different feature sets and also compare
the performance to the computed docking score. Docking scores are typically used for ranking compounds from most
likely to least likely to bind and there is no standard that defines an exact docking score that determines a binding
prediction. In order to compare binding predictions from the docking score alone to the machine learning models, the
maximum Youden’s index (or J value) is calculated for each model. The best J value is calculated from the docking
score receiver operator characteristic (ROC) curve and used as a cut-off to define true positive (TP), true negative (TN),
false positive (FP), and false negative (FN) values for the docking results. The different feature sets are described below
and we compare 6 models using the feature sets given in Table 2. All the metric presented in the Results are defined
in Table 3.
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Table 2: Evaluation Models

Model Feature Set Model Feature Set Model Feature Set
1 FS1 3 FS1 + FS3 5 FS1 + FS2 + FS3 + FS4
2 FS4 4 FS1 + FS3 + FS4 6 all features

Table 3: Metrics used in this study

Name Definition Formula

Youden’s index
Performance of dichotomous test. The value 1 indicates a perfect test

and -1 indicates a useless test.
TP

TP+FN + TN
TN+FP + 1

F1 Harmonic mean of precision and recall 2TP
2TP+FP+FN

Precision Positive predictive value TP
TP+FP

Recall True positive rate TP
TP+FN

• Feature Set 1 (FS1): This set is selected using the entire dataset and using the active or decoy binary labels.
This is to collect the most important features for making the classification in which we are interested (i.e. active
vs decoy).

• Feature Set 2 (FS2): This set is selected using only protein and pocket features and using the kinase as a label.
We do this to ensure we have protein features to test whether or not they help identify which kinase compounds
bind to and not just identify kinase inhibitors in general.

• Feature Set 3 (FS3): This set is selected using the drug features with the kinase as a label. This is also used to
help with kinase selectivity.

• Feature Set 4 (FS4): This set contains all docking features, which includes terms for gauss1, gauss2, repulsion,
hydrophobic, and hydrogen interactions for the first docked model produced using molecular docking and an
average over all models (the default value of 9 models was kept when running Vina). There is also a feature for
the final docking score.

3 Results
3.1 Youden’s Index for Docking Scores

The maximum Youden’s index (or J value) is calculated and used to define TP, FP, TN, and FN values using docking
scores. The best J values and docking score cut-off for each kinase and on the dataset overall all are given in Table 4.

(a) Feature Set 1 (b) Feature Set 4

Figure 1: PCA of FS1 and FS4
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Table 4: Youden’s Index.

Kinase Youden’s Index Best docking score Kinase Youden’s Index Best docking score
abl1 0.35 -9.1 lck 0.29 -8.9
akt1 0.02 -8 mapk2 0.45 -8
akt2 0.22 -8.5 met 0.51 -8.9
braf 0.53 -9.6 mk01 0.6 -9.1
cdk2 0.33 -8.2 mk10 0.4 -8.7
csf1r 0.23 -8.9 mk14 0.28 -8.5
egfr 0.15 -8.7 mp2k1 0.13 -7.8
fak1 0.52 -8.4 plk1 0.2 -8.6
fgfr1 0.01 -8 rock1 0.4 -7.7
igf1r 0.46 -8.4 src 0.17 -8.1
jak2 0.37 -9.3 tgfr1 0.56 -9.6
kit 0.24 -8.5 vgfr2 0.36 -9

kpcb 0.33 -8.5 wee1 0.76 -10
Overall 0.23 -8.6

3.2 PCA of Feature Sets

We performed a PCA of each Feature Set (FS) described in the Methods section. Figures 1 and 2 plot the first two
components for FS1-FS4. FS1 contains 776 features all which are drug features. FS2 contains three protein features
that are most important in determining the kinase. These are [G3.1.1.1.19], [G4.1.23.3], [G4.3.17.2] and come from
the PROFEAT webserver [10]. These correspond to an autocorrelation descriptors based on the distribution of amino
acid types along the protein sequence, a protein-ligand binding site propensity descriptor, and a protein-DNA interface
propensity descriptor, respectively. FS3 gives us 191 features which has an overlap of 134 features with FS1, so this
set has 57 new features in it. FS4 has 11 features.

3.3 Evaluation of Models Containing Different Feature Sets

Metrics (which are defined in Table 3) for each model are given in Table 5 and a comparison to the docking metrics
obtained using the test set is also given. All models do very well at identifying the decoy compounds or negative class.
However, given the ratio of decoys to actives, a model could always predict decoy and give good results. Therefore,
our focus is on the positive class metrics. Interestingly Model 2 which is all docking features and would hopefully
be highly predictive, has the worst performance in all metrics. Model 2 still performs better than docking alone by
F1-score. Model 5 gives the best F1-score which is a key metric as it is a balance between the precision and recall. It
also gives the best recall of 0.92. Additionally, this is the model that includes protein features and we are interested in
the added benefit of including them.

In Table 6 we further analyze the per kinase performance. All metrics here are using Model 5 and again the metrics
based on docking scores alone are also given. The “Per kinase” columns are metrics on each individual kinase from the
analysis given in Table 5. The “Leave-one-out” columns are additional models using the same feature sets as Model
5, but in which one kinase is left out for testing while all the other kinases are in the training set.

4 Discussion

We can see from the PCA (Figures 1 and 2) that FS1 (drug features selected based on active or decoy classification) has
a fairly good separation of the two classes and alone gives good predictions with an F1-score of 0.87. FS4 (docking
features) has some separation between the classes but also a sizable overlap and only an F1-score of 0.28 (Model 2) for
classifying the compounds. FS3 (drug features selected based on kinase classification) do not do a great job at kinase
classification and do not improve the model over using just FS1 (Model 3 vs Model 1). Only three protein features
were selected for their ability to classify the kinase (FS2) and this model, Model 5, gives the best F1 score.
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(a) Feature Set 2 (b) Feature Set 3

Figure 2: PCA of FS2 and FS3

Even though the drug features are by far the most informative features in these models, they cannot account for kinase
selectivity. When including features that are informative at classifying the kinase, we had a slight increase in F1
score. Even though kinase inhibitors are promiscuous and kinases have a high sequence and structural similarity, this
provides hope that protein features can be informative in universal (multi-protein) models for drug binding.

We can see that the per kinase performamce is much better when each kinase is represented in the training set by
comparing the “Per kinase” and “Leave-one-out” columns in Table 6. However, many kinases still perform very well
in the “leave-one-out” analysis. We believe that as we add more kinases to the model the “leave-one-out” analysis will
improve. Recent results using a diverse set of proteins also show promise to improve models.

To exemplify the usefulness of our method, we have identified a compound that would never be identified in a docking
virtual screen as an active compound (receiving a score of +95.19, when the most negative scores predict binding), that
has been saved using this machine learning model. An example of such a compound is CHEMBL448926, an ackt1
active compound. This compound is an actual ackt1 inhibitor patented by Merck and Co Inc. (Patent ID US7544677)
and directed to chemotherapeutic compositions. The reason this compound may be lost during docking is it a potent
allosteric inhibitor [20].

Docking is often used as a tool to enrich a subset of data and therefore early enrichment is a common important metric.
For example, if a large virtual drug set has 2% unknown active compounds in it then hopefully the top subset of scored
drugs by docking will have maybe 10% active compounds in it. This would allow researchers to select a smaller set
of drugs for experimental testing and have a greater success rate than randomly selecting a subset for testing. We
can see here that the precision is always low for docking, therefore to recover the same amount of active compounds
using docking you would always have a much higher false positive rate making the number of compounds needed for
experimental validation to be much higher for the same success rate.

With the test case presented here evaluated with Model 5, which includes protein features and gives the best F1 score,
97% of the test data is classified as non-binding. Therefore, 97% of the data can immediately be discarded and you
would lose less than 10% of the binding compounds at this prediction stage. Experimentally testing the predicted
active compounds would give an 83% success rate at identifying active compounds. Testing the same number of
compounds based on docking score alone would have less than a 27% success rate. Part of the problem here is that
docking scores are not a good indicator of binding when looking at multiple proteins. The range of docking scores
varies per protein. This demonstrates a huge advantage to our machine learning approach for a multi-protein model.
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Table 5: Comparison of performance for both classes on the testing set.

Model Class Precision Recall F1-Score Class Precision Recall F1-Score
1 0 1.00 1.00 1.00 1 0.83 0.92 0.87
2 0 0.98 0.98 0.98 1 0.26 0.30 0.28
3 0 1.00 1.00 1.00 1 0.83 0.92 0.87
4 0 1.00 1.00 1.00 1 0.83 0.91 0.87
5 0 1.00 1.00 1.00 1 0.84 0.92 0.88
6 0 1.00 1.00 1.00 1 0.85 0.89 0.87
Docking 0 0.99 0.58 0.73 1 0.04 0.67 0.07

Table 6: Evaluation metrics per kinase for the positive class

Per Kinase Leave-one-out Docking
Kinase Prec. Recall F1 Prec. Recall F1 Prec. Recall F1

abl1 0.92 0.95 0.93 0.86 0.95 0.9 0.06 0.72 0.11
akt1 0.86 0.96 0.91 0.84 0.81 0.82 0.03 0.29 0.05
akt2 0.94 0.94 0.94 0.83 0.8 0.81 0.04 0.59 0.07
braf 0.85 0.98 0.91 0.76 0.85 0.8 0.06 0.80 0.11
cdk2 0.85 0.77 0.81 0.6 0.31 0.41 0.04 0.78 0.08
csf1r 0.82 0.83 0.83 0.62 0.59 0.6 0.03 0.63 0.06
egfr 0.85 0.91 0.88 0.76 0.75 0.75 0.03 0.81 0.05
fak1 0.75 0.86 0.8 0.8 0.77 0.78 0.03 0.86 0.06
igf1r 0.93 1.00 0.97 0.9 0.92 0.91 0.05 0.86 0.09
jak2 0.97 0.94 0.95 0.87 0.77 0.82 0.06 0.5 0.10
kit 0.83 0.92 0.87 0.74 0.88 0.81 0.05 0.58 0.08

kpcb 0.70 0.93 0.80 0.45 0.32 0.37 0.04 0.86 0.08
lck 0.94 0.93 0.94 0.8 0.83 0.82 0.05 0.49 0.09

mapk2 0.93 0.97 0.95 0.72 0.37 0.49 0.06 0.65 0.10
met 0.87 0.96 0.91 0.75 0.77 0.76 0.05 0.81 0.09

mk01 0.91 0.97 0.94 0.78 0.69 0.73 0.16 0.71 0.26
mk10 0.88 0.86 0.87 0.67 0.51 0.58 0.06 0.82 0.11
mk14 0.90 0.85 0.88 0.76 0.5 0.6 0.05 0.56 0.09
mp2k1 0.80 0.95 0.87 0.59 0.48 0.53 0.03 0.93 0.05
plk1 0.82 0.84 0.83 0.73 0.5 0.59 0.03 0.91 0.06
rock1 0.88 0.85 0.86 0.63 0.32 0.42 0.05 0.88 0.10

src 0.93 0.97 0.95 0.86 0.87 0.86 0.03 0.88 0.06
tgfr1 0.94 0.98 0.96 0.89 0.83 0.86 0.09 0.84 0.17
vgfr2 0.93 0.90 0.92 0.8 0.79 0.8 0.05 0.65 0.10
wee1 0.93 1.00 0.96 0.75 0.58 0.65 0.14 0.8 0.24

4.1 Limitations

While our results highlight the potential of our approach, there are several limitations of our evaluation that warrant
further investigation. The main limitation is that we do not know whether a compound that is active for one kinase is
not active for another. There is some overlap between the 26 different active sets but it is not much. Since selectively
inhibiting a kinase is difficult it should be experimentally validated before marking a compound that is active for one
kinase as not for another one. It is also difficult to tell if a given active for one kinase is in the decoy set for another
kinase because the active and decoy compounds in DUD-e come from different databases, CHEMBL [21] and ZINC
[22], respectively. Having an all-to-all set of connections where we know whether every drug in our dataset binds or
does not bind to every protein in our dataset may uncover important features for this selectivity. Also, due to concerns
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with the fgfr1 dataset (i.e. the proportion of actives to decoys does not match what is expected from DUD-e), we have
excluded fgfr1 compounds from our test set.

4.2 Future Work

Some potential future directions include (1) evaluating different ways of using the pocket features that may corre-
late better with predictions, (2) incorporating information on multiple possible binding sites in the model, and (3)
incorporating diverse proteins in the dataset.

5 Conclusion

We successfully created a model of several kinases that makes good binding predictions. We found that the features
we collected greatly increased binding predictions when used in a machine learning model over docking scores alone.
A model using features selected based on which kinase they belong to gave the best F1 score which balances precision
and recall. We calculate a nearly 60% increase in success rate for discovering active compounds over docking.
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Currently, drug discovery approaches focus on the design of therapies that alleviate an index symptom by re-
engineering the underlying biological mechanism in agonistic or antagonistic fashion. For example, medicines are 
routinely developed to target an essential gene that drives the disease mechanism. Therapeutic overloading where 
patients get multiple medications to reduce the primary and secondary side effect burden is standard practice. This 
single-symptom based approach may not be scalable, as we understand that diseases are more connected than 
random and molecular interactions drive disease comorbidities. In this work, we present a proof-of-concept drug 
discovery strategy by combining network biology, disease comorbidity estimates, and computational drug 
repositioning, by targeting the risk factors and comorbidities of peripheral artery disease, a vascular disease 
associated with high morbidity and mortality. Individualized risk estimation and recommending disease sequelae 
based therapies may help to lower the mortality and morbidity of peripheral artery disease. 
 

Introduction 

Emerging role of network pharmacology in precision medicine  

Many challenges in drug discovery can be mitigated by computational and predictive methods to improve success 
rates. Due to the compound nature of known and unknown factors at play, precise prediction of the success of drug 
discovery project is difficult, and this leads to the loss of both human productivity and economic loss in the setting 
of the pharmaceutical industry. Drug discovery budget allocations typically do not yield a successful therapy over 
decades of research. Further, in the real-world setting, patients take multiple drugs for sets of related clinical 
symptoms, and these drugs often interact and lead to new and unforeseen side effects. Network medicine approaches 
enable network-wide, integrated investigation of multiple biological and clinical data-types to understand key 
biological pathways and functional modules behind complex diseases. Such approaches could be beneficial to target 
and potentially intervene underlying risk factors and population scale comorbidities and hence may evolve as a 
potential drug discovery strategy for complex diseases with varying degree of clinical heterogeneity. The 
relationships between diseases and associated molecular pathways underlying them has been examined in detail by 
several studies in the post-genome era due to the emerging understanding on the network properties of genes and 
proteins (1-3). The availability of large-scale, datasets of protein-nucleic acid, protein-protein, protein-metabolic and 
protein-small molecule interaction helped to perform and validate such studies (4, 5). Previous studies have shown 
that disease comorbidities share a high-degree of functional cohesiveness and several common functional modules; 
protein-protein interactions and sub-units of protein complexes were found to be the underlying the molecular basis 
of comorbid conditions. Goh et al. have showed that several Mendelian diseases, which are comorbid, share 
interactions at the level of gene products using a network of Mendelian disease-gene networks (6). Lage et al. built a 
protein-complex centric network to illustrate a human phenome-interactome network of protein complexes 
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implicated in genetic disorders (7). Network properties of genes that harbor disease variants or single nucleotide 
polymorphisms (SNPs) have also shown to have similar likelihood and phenotypic effects (8, 9). Ideker and Sharan 
also suggested that protein networks can be used as tools to investigate molecular basis of complex diseases (10). 
Additional evidence to support the pleiotropic nature of genes to influence multiple disease pathways was also 
revealed from network-based disease analyses. Park et al. showed that pair of comorbid conditions correlate with 
specific sub-cellular location of the gene products associated with the diseases and comorbidities have shown to 
share (11). Such integrated network based approaches have been used to find comorbidities associated with several 
diseases as well as specific aspects of diseases like patterns of cancer metastasis (12). Chen et al. used a 
personalized multi-omic study that performed longitudinal profiling of a generally healthy individual using whole-
genome sequencing (WGS) together with transcriptome, proteomic, metabolomic, and autoantibody profiles showed 
that pathway analysis and GO term enrichment could help to understand common functional modules mediated by 
group of genes associated with clinically relevant phenotypes (13). Cardiovascular diseases like atherosclerosis, 
metabolic disorders (14-16), pulmonary diseases like chronic obstructive pulmonary disorder (COPD) (17) and 
asthma (18) have also been studied using network-based approaches. Recently, we have shown that exploring shared 
genetic architecture driving disease pairs could help in discovering disease trajectories (19, 20). In another study, we 
have shown that exploring shared genetic architecture in conjunction with pair-wise comorbidity would help to 
orthogonally validate drug repositioning success (21-23). Based upon this collective previous evidence, in this 
manuscript, we employed a network-based approach to delineate the molecular basis of peripheral arterial disease 
(PAD) comorbidities and used the common molecular sub-network driving risk factors and comorbidities as 
signatures to find potential drugs.  

 

No disease is an island – clinical needs and drug discovery challenges in targeting risk trajectories and 
comorbidities    

A measure to assess the implications of comorbidity between multiple diseases was initially used (the Charlson 
Index) to predict mortality rate of patients with 22 known conditions by Charlson et al. (24). Eleven years later, 
another index (the Elixhauser Index) that utilized hospital administrative data was proposed. This method was the 
first to utilize the International Classification of Disease (ICD) codes to define comorbidities (25). To perform large-
scale comorbidity analyses, multiple groups have since used Medicare data encoded as ICD-9 codes. These studies 
that utilized Medicare databases have primarily used two metrics, (1) φ correlation and (2) relative risk (RR), to 
define the degree of co-occurrence between two diseases in the same patient within a defined time-period. For 
example, a large-scale study of diverse human disease phenotypes in a network framework using ICD-9 codes 
derived from raw Medicare data showed that several complex diseases share a high-degree of comorbidities (26). 
Another study that utilized Medicare data also showed that significant correlations exist between the underlying 
cellular networks and disease comorbidity patterns in the human population (27). Based on the observed correlations 
between several complex diseases, investigators have also proposed molecular bases for the correlations using 
functional modules, sub-unit of large protein-complexes, protein-protein interactions or pathways mediated by genes 
associated with a pair of diseases. Collective approaches to study disease mechanisms mediated by different macro 
and micro molecules inside the cell were considered as the basis for system-wide (systems medicine) or network-
based (network medicine) approaches.  

 

Peripheral arterial disease 

PAD is a chronic vascular disease caused by a variety of complex phenotypic characteristics including deposition of 
cholesterol and fat deposition in blood vessels outside of the heart.  PAD is a chronic vascular disease due to 
atherosclerosis. Presence of PAD is considered to be a clinical surrogate of coronary artery and cerebrovascular 
atherosclerosis. PAD is an excellent indicator of myocardial infarction and cerebrovascular accident (stroke) risk, as 
it can severely limit mobility, and often ultimately leads to limb amputation. However, despite affecting eight 
million people in the United States and its association with significant mortality and morbidity rates, PAD is often 
under diagnosed. PAD is influenced by multiple genetic, proteomic, transcriptomic, metabolomic and epigenomic 
signals (28-31). Effective delineation of how PAD progress to other cardiovascular complications may help to 
develop better drug targets and may further help to manage the disease and reduce the burden for patients. In this 
study, we propose a disease-gene network based translational bioinformatics approach to find functional modules 
underlying different comorbidities associated with PAD. Further we used the molecular core that are common to two 
comorbidities to search for drugs capable of perturbing the biological and functional pathways.  
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Methods 

The analysis was divided into four parts i) Identification of risk factors and comorbidities associated with PAD ii) 
Generation of canonical disease-gene networks iii) analyses and functional interpretation of the networks iv) 
Computational drug repositioning to find compounds capable of perturbing the molecular core sub-network. A 
workflow diagram is provided in Figure 1.  

 

Risk factors and Comorbidities associated with PAD 

We identified risk factors and comorbidities associated with PAD from a database of patients who underwent 
outpatient, non-invasive lower extremity arterial evaluation at the Mayo Clinic, Rochester, Minnesota, from January 
1998 through December 2007, with a mean follow-up of 5.8 ± 3.1 years. Risk factors and comorbid conditions 
associated with PAD were ascertained on the basis of the presence of relevant ICD-9-CM diagnosis code (###.##) 
and procedure codes for up to six months following the date of arterial evaluation. In this study, we used a subset of 
PAD patients (n=10,451) and age- and sex-matched controls (n=15,779) from the vascular database to derive 
comorbid conditions. We defined PAD as an ankle brachial index (ABI) ≤ 0.9 and controls had an ABI > 1.0.  
Detailed methodologies used for the extraction of ICD-9 codes and natural language processing (NLP) algorithm to 
find various disease phenotypes from electronic medical records (EMR) are explained elsewhere (32, 33). 

 
Figure 1. Translational bioinformatics pipeline used to identify functional modules, biological pathways and drugs 
targeting molecular core of PAD and it’s comorbidities 

 

Mapping disease genes  

We derived the disease-gene network from the Gene Prospector (34) database available through the HUman 
Genome Epidemiology  (HUGE) Navigator (35, 36). We selected Gene Prospector as the resource to derive disease-
gene networks as it contains comprehensive data about genes in relation to human diseases, risk factors and other 
clinically relevant phenotypes. For each query, Gene Prospector uses a heuristic scoring function-based gene list 
with numbers of publications in different categories (total, genetic association, genome-wide association, meta-
analysis/pooled analysis and genetic testing) provided as the gene-disease annotation. Core genes associated with a 
pair of diseases were defined as follows: If a query of “peripheral arterial disease” in Gene Prospector database 
retrieved X genes and a query using comorbid condition “chronic kidney disorder” retrieved Y genes, we defined a 
subset of genes associated with a risk factor or PAD or a comorbid condition and PAD as X ∩ Y. We calculate 
significance of shared genetic architecture across two diseases as explained in our previous work (20, 21).  
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Functional modules and pathways underlying comorbidities 

We hypothesize that the functional modules and pathways enriched among the genes in the intersection of two gene 
lists could provide insights to functional cues specific to comorbidities. We used a Cytoscape software plug-in, 
ReactomeFI (http://apps.cytoscape.org/apps/reactomefiplugin) to perform cross-database pathway enrichment 
analyses and GO annotation enrichment analysis using the genes common to comorbid conditions. ReactomeFI 
enables the discovery of statistically significant relationship between a set of genes using annotations derived from 
multiple pathway databases (BioCarta; www.biocarta.com), Kyoto Encyclopedia of Genes and Genomes (KEGG; 
http://www.genome.jp/kegg/pathway.html), Protein ANalysis Through Evolutionary Relationship (PANTHER: 
http://www.pantherdb.org/pathway/), Reactome (http://reactome.org/) and GO annotations (biological process, 
cellular component and molecular function categories; http://www.geneontology.org/). In our post-enrichment 
filtering step, we used an FDR threshold of 0.05. Following the set computation and biological function enrichment, 
we compiled molecular core modules associated with risk factors and comorbidities. Biological plausibility of the 
computationally inferred networks was validated using human proteome-wide enrichment analyses using data from 
STRING database (https://string-db.org/).  

 

Computational drug repositioning using molecular cores of risk factors and comorbidities  

We used the canonical gene list corresponding to molecular core module to find drugs capable of agonistic and 
antagonistic effects for perturbations. Detailed account of the method to match gene signature to corresponding 
drugs is explained elsewhere (37-39). Briefly, the gene list to drug matching was performed using Chemo-Genomic 
Enrichment Analyses approach (Manuscript in preparation) and compounds were annotated in conjunction with 
RepurposeDB (http://repurposedb.dudleylab.org) (21, 23, 40).  

 

Figure 2: 1) Proportional Venn-diagrams of genes associated with risk factors (a, b, c and d) and comorbid 
conditions (e: coronary heart disease; f: chronic kidney disease; g: congestive heart failure; h: cerebrovascular 
disease; i: chronic obstructive pulmonary disease) 2) Functional interactions mediated by gene products common to 
risk factors (dyslipidemia, diabetes mellitus, hypertension and smoking) and comorbidities associated with PAD 
(coronary heart disease, congestive heart failure, chronic kidney disease, cerebrovascular disease, chronic 
obstructive pulmonary disease) visualized using Cytoscape. Nodes are genes and an edge indicates a common 
pathway (derived from BioCarta, KEGG, NCI-Pathways database, PANTHER or Reactome) or functional category 
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term shared by two genes. 3) Reactome molecular events mediated by genes common to PAD and seven 
comorbidities 4) KEGG pathways associated with genes common to PAD and comorbidities 

Briefly, to leverage CGEA method, we first define a biological state of interest using genes for PAD, PAD and risk 
factors or PAD and comorbidities, (which may reflect differential gene expression from an affected tissue in a 
disease of interest) in the form of “upregulated” and “downregulated” gene identifiers. The input query of gene lists 
is matched to compounds, and the "connectivity" between the gene signature and compound is scored after various 
filtering steps against the available drug-induced signatures compiled from reference databases. References 
resources like RepurposeDB (http://repurposedb.dudleylab.org/), Connectivity Map (CMap: 
https://portals.broadinstitute.org/cmap/), Genomics of Drug Sensitivity in Cancer (GDSC: 
http://www.cancerrxgene.org/) or Cancer Cell Line Encyclopedia (CCLE: https://portals.broadinstitute.org/ccle) are 
used to identify compounds that concordantly modulate the query signature in a direction “towards” or “away” from 
the query state. A Gaussian mixture model is to derive the “connectivity score” and assign statistical significance, 
and false discovery rate is estimated using Kolmogorov Smirnov test. As an output of the analyses, a ranked list of 
candidate compounds that may potentially modulate a biological state of interest is retrieved. Depending on the 
query signature and reference databases, often many candidate compounds will be extracted – such lists can be 
trimmed and prioritized for most likely candidates using annotations from reference databases (for example 
RepurposeDB, KEGG drugs, DrugBank, etc.) and also use specific characteristics including mechanism of action, 
side effects, chemical properties or biological targets.   

 
Results 

Seven comorbid conditions (coronary heart disease, congestive heart failure, chronic kidney disease, chronic 
obstructive pulmonary disease,) and four risk factors (diabetes mellitus, dyslipidemia, hypertension and smoking) 
were identified to be associated with PAD (Table 1) from the vascular database. 

Table 1: Comorbidities and risk-factors+ associated with PAD. 1Hypertension was considered present if there were 2 
blood pressure readings of ≥140/90 mm Hg within 3 months of the date of arterial evaluation, or a prior diagnosis of 
hypertension and current treatment with antihypertensive medication. 2 Clinical phenotyping of these conditions was 
performed using presence of relevant ICD-9 codes for up to 6 months following the date of arterial evaluation. 3 

Diabetes was ascertained on the basis of fasting plasma glucose ≥126 mg/dl, or random glucose >200 mg/dl, or 
hemoglobin A1c of  >6.5%, or a prior diagnosis and use of oral hypoglycemic agent(s) or insulin 

Risk factors and Comorbidities ICD-9 codes PAD (n, %) Normal (n, %) All (n) 
Risk factors      
Hypertension1  414.01   7517, 71.93% 2734, 51.31% 10251 
Dyslipidemia2 428.0 8016, 76.70% 3416, 64.11% 11432 
Diabetes Mellitus3 585, 403 2951, 28.24% 889, 16.69% 3840 
Smoking2 490–492, 

494–496 
7819, 84.17% 3133, 67.86% 10952 

Comorbidities     
Chronic kidney disease2 443.9 741, 7.08% 201, 3.76% 942 
Chronic obstructive pulmonary disease2 401 1837, 17.54% 425, 7.96% 2262 
Coronary heart disease2 250 5593, 53.52% 1698, 31.87% 7291 
Congestive heart failure2 272 1407, 13.46% 343, 6.44% 1750 
Cerebrovascular disease2 430-438 3302, 31.60% 733, 13.76% 4035 
Total (n) -- 10451 5328 15779 
 

Disease-gene annotations 

We queried the Gene Prospector database using “peripheral artery disease” and seven comorbid conditions to 
retrieve disease-gene lists (Supplementary File: F1). Overlap between genes associated with PAD (n=69) and 
proportional Venn-diagrams of PAD with various risk factors and comorbidities are provided in Figure 2 (Also See 
Table 2).  

Table 2: Summary of disease-gene annotations, functional interactions and orthogonal validation of molecular 
core using protein-protein interaction using STRING database for PAD and its comorbidities Disease annotations 
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were compiled using HuGE Navigator ^Genes common across PAD and comorbid conditions ^^Collective term to 
define relationship between two genes. Relationship could be association with a biological pathway or common 
functional roles (biological processes or molecular function) or cellular localizations.  
Risk factors and comorbidities Disease-gene 

annotations 
Overlap^ Functional 

interactions^^ 
PPI enrichment P 

Index disease     
Peripheral artery disease 69 69 38 <0.001 
Risk factors 
Hypertension 1459 57 35 <0.001 
Dyslipidemia 567 48 29 <0.001 
Diabetes Mellitus 3675 61 36 <0.001 
Smoking 4949 67 38 <0.001 
Comorbidities 
Chronic kidney disease 1198 56 32 <0.001 
Chronic obstructive pulmonary disease 614 32 24 <0.001 
Coronary heart disease 1019 57 34 <0.001 
Congestive heart failure 2491 58 36 <0.001 
Cerebrovascular disease 900 57 33 <0.001 
 
Shared molecular cores driving risk factors and comorbidities were identified using ReactomeFI (See Figure 2-2). 
Further, we used an independent database to test whether the molecular core modules harbor higher functional 
interactions than expected by random. Nine molecular cores were significantly enriched for protein-protein 
interactions and hence potentially represent plausible drug targets that have important functional roles. In an earlier 
study, we have built similar functional network from public molecular databases and perturbed using experimental 
methods for gene prioritization and functional studies in the setting of ovarian and pancreatic cancers (41, 42).  

Biological pathways mediated by genes shared by genes associated with PAD, its risk factors and comorbidities 

Individual lists of PAD genes common to risk factors and comorbid conditions were used to perform enrichment 
analysis using ReactomeFI. Functional interactions were obtained for all lists (Supplemental Data) and shared 
pathways were inferred using KEGG and Reactome annotations (Figure 2-3 and 2-4). Four independent enrichment 
analyses were performed using different gene lists using ReactomeFI to identify specific biological pathways and 
functional modules (protein domain annotations, biological process, cellular compartment and molecular function; 
Supplemental Data). Biological process annotated across the risk factors and comorbidities include the digestion of 
dietary lipids, sterol uptake, the formation and turnover of lipoproteins (chylomicrons, VLDL, LDL, and HDL), and 
the mobilization of fatty acids through the action of hormone-sensitive lipases. Pathways driving key process across 
risk factors and comorbidities suggests that Cell surface interactions at the vascular wall, formation of fibrin clot, 
formation of platelet plug and integrin cell surface and metabolism of lipids and lipoproteins are common across 
both risk factors.  

Table 3: Reactome molecular events shared by genes implicated in risk factors and PAD comorbidities; NA = 
molecular event is not associated with gene set; DM= Diabetes Mellitus; DL=dyslipidemia; CHD=coronary heart 
disease; CHF=coronary heart failure; CKD= chronic kidney disease; COPD=chronic obstructive pulmonary 
diseases; CVD=cerebrovascular disease  
Reactome events Risk factors Comorbidities 

DM DL CHD CHF CKD COPD CVD 
Cell surface 
interactions at the 
vascular wall 

MMP1, 
APOB, F2, 
ITGB3, SELP 

ITGB3, 
APOB, 
SELP, 
F2 

NA MMP1, 
APOB, F2, 
ITGB3, 
SELP 

MMP1, 
APOB, F2, 
ITGB3, SELP 

ITGB3, 
MMP1, 
APOB 

APOB 

Class A/1 
(Rhodopsin-like 
receptors) 

AGTR1, 
CCR5, 
CX3CR1, F2, 
AGT 

AGTR1, 
AGT, F2, 
CX3CR1 

NA AGTR1, 
CCR5, 
CX3CR1, 
F2, AGT 

AGTR1, 
CCR5, 
CX3CR1, F2, 
AGT 

AGT, 
CCR5, 
CX3CR
1 

NA 

Formation of 
Fibrin Clot 
(Clotting Cascade) 

F13A1, F12, 
F7, F5, F2, 
FGG, FGA, 

F13A1, 
FGB, 
F12, F7, 

F13A1, 
F12, F7, 
F5, F2, 

F13A1, F12, 
F7, F5, F2, 
FGG, FGA, 

F13A1, F12, 
F7, F5, F2, 
FGG, FGA, 

FGB, 
F5 

NA 
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FGB F5, F2 FGG, 
FGA, 
FGB 

FGB FGB 

Formation of 
Platelet plug 

F13A1, F5, 
VEGFA, F2, 
GNB3, 
ITGB3, FGG, 
FGA, FGB, 
SELP 

F13A1, 
ITGB3, 
FGB, 
SELP, 
F5, 
VEGFA, 
F2, 
GNB3 

F13A1, 
F5, 
VEGFA, 
F2, 
GNB3, 
ITGB3, 
FGG, 
FGA, 
FGB, 
SELP 

F13A1, F5, 
F2, VEGFA, 
GNB3, 
ITGB3, 
FGG, FGA, 
FGB, SELP 

F13A1, F5, 
VEGFA, F2, 
GNB3, 
ITGB3, FGG, 
FGA, FGB, 
SELP 

ITGB3, 
FGB, 
F5, 
VEGFA 

NA 

Integrin cell 
surface 
interactions 

ICAM1, 
ITGB3, FGG, 
FGA, FGB 

ITGB3, 
FGB, 
ICAM1 

ICAM1, 
ITGB3, 
FGG, 
FGA, 
FGB 

ICAM1, 
ITGB3, 
FGG, FGA, 
FGB 

ICAM1, 
ITGB3, FGG, 
FGA, FGB 

ITGB3, 
FGB, 
ICAM1 

NA 

Metabolism of 
lipids and 
lipoproteins(R) 

LDLR, 
APOB, 
APOE, 
SCARB1, 
MTTP, LIPC 

LDLR, 
APOB, 
APOE, 
SCARB1, 
MTTP, 
LIPC 

NA LDLR, 
APOB, 
APOE, 
SCARB1, 
MTTP, 
LIPC 

LDLR, 
APOB, 
APOE, 
SCARB1, 
MTTP, LIPC 

LDLR, 
APOB, 
APOE, 
SCARB
1, LIPC 

APOB, 
LDLR, 
APOE 

Metabolism of 
nitric oxide(R) 

NOS3 NOS3 NA NOS3 NOS3 NOS3 NA 

Receptor-ligand 
complexes bind G 
proteins(R) 

AGTR1, 
CCR5, 
GNB3, AGT 

AGTR1, 
AGT, 
GNB3 

NA AGTR1, 
CCR5, 
GNB3, AGT 

AGTR1, 
CCR5, 
GNB3, AGT 

AGT, 
CCR5 

NA 

Regulation of IGF 
Activity by 
IGFBP(R) 

MMP1, F2 F2 NA MMP1, F2 MMP1, F2 MMP1 NA 

Signaling by 
VEGF(R) 

VEGFA VEGFA NA VEGFA VEGFA VEGFA NA 

 
Computational Drug Repositioning using Molecular Core Module suggests new therapeutic interventions  

We tested the molecular core shared across two diseases to individual risk factors and comorbidities across 1309 
compounds, 743 of which have some approval status in the global pharmaceutical market as indicated in DrugBank. 
In this analysis, we focused on the already approved subset of 743 compounds to explore the feasibility of our 
approach. Briefly the gene set-drug matching data was compiled and annotated using data from the Connectivity 
Map, Anatomical Therapeutic Chemical (ATC) Classification System, PubChem, SIDER, Offsides and Drug Bank. 
Results compiled from CGEA consist of compound information including chemoinformatics signatures, drug target 
information, indications, mechanism of action and side effects. The rank-scored compound list that can perturb the 
molecular core sub network are provided in the Supplemental Data and the summary of top ranked compounds are 
provided in Table 4.  Several of the compound associations that we discovered are new; a compound fluspirilene is 
of particular interest. Fluspirilene is diphenylbutylpiperidine typical antipsychotic drug and it targets dopamine 
receptor, 5HT2A receptor and voltage-dependent calcium channel gamma-1 subunit.  Optimal calcium ion flux is 
critical in regulating cardiac function. Fluspirilene has shown experimental evidence in the in vitro studies for 
various cardiovascular diseases including cardiomyopathy (43).   

Table 4: Top compounds to perturb the molecular core of risk factors and comorbidities   

Risk factors and 
comorbidities 

Drugs to down regulate the module Drugs to upregulate the module 

PAD (Index disease)  fluspirilene, metyrapone, liothyronine nadolol, felbinac, aciclovir 
Risk factors 
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Hypertension midodrine, felbinac, vancomycin,  fluspirilene, metyrapone, colecalciferol 
Dyslipidemia fluspirilene, metyrapone, methacholine 

chloride 
felbinac, cloxacillin, lisuride, amantadine 

Diabetes Mellitus fluspirilene, metyrapone, ceftazidime vancomycin, midodrine, lisuride 
Smoking aciclovir, vancomycin, nadolol fluspirilene, metyrapone, liothyronine 
Comorbidities 
Chronic kidney disease vancomycin, midodrine, aciclovir clioquinol, fluspirilene, daunorubicin 
Chronic obstructive 
pulmonary disease 

benzathine benzylpenicillin, lisuride, 
iodixanol 

atropine, doxazosin, fluspirilene 

Coronary heart disease lisuride, felbinac, vancomycin fluspirilene, metyrapone, blebbistatin 
Congestive heart failure vancomycin, midodrine, felbinac clioquinol, metyrapone, fluspirilene 
Cerebrovascular disease vancomycin, midodrine, felbinac fluspirilene, natamycin, metyrapone 
 

Discussion 

Precision medicine approaches are now leveraging molecular profiling data to recommend medications based an 
individualized risk. These approaches are now emerging in oncology and potentially expanding to other therapeutic 
domains. However, it should be noted that suggesting index disease based approach may lead to a “precision 
therapeutics-deluge”; for example, multiple rare genetic variants driving complex diseases like cancer and 
cardiovascular disorders. Hence there is an urgent need for a novel drug discovery approach. We envisage that a 
drug discovery strategy that combines epidemiology, network biology and computational approaches may yield 
better drug repositioning and discovery productivity (Figure 3). In this study, we have shown a method and initial 
results by applying the method to PAD. Compared to traditional drug repositioning and discovery strategies, 
network pharmacology and systems medicine approaches address both depth and breadth of biological knowledge to 
infer molecular connections to discover 
therapies. To the best of our knowledge, no 
previous studies have integrated comorbidities 
from a patient cohort database with follow-up 
functional module discovery study for PAD. 
While multiple novel therapeutic themes are 
now emerging in cardiovascular therapeutic 
space, including PCSK9 inhibitors and loss-of-
function based therapies, precise modulation of 
classical pathways and systematic control of 
lipid homeostasis may also improve optimal 
outcomes in these patients. Concordant with 
emerging findings, we also found NOS3, a key 
regulator of vascular disease and common gene 
across the risk factors and comorbidities (44, 
45). A previous report on drug repositioning 
for PAD suggests that anti-inflammatory 
molecules may serve as potential candidates for 
the systemic control of inflammation and 
associated pathways in the setting of PAD (46). Similarly we also found several existing cardiovascular therapies as 
top candidate drugs in our approach: this includes doxazosin, midodrine, and nadolol. Our findings are concordant to 
previous therapeutic indications for PAD as we found anti-inflammatory medications including felbinac in the 
ranked list of repurposed drugs that modulate the molecular core driving risk factors and PAD comorbidities. 
Interestingly, we also observe antivirals (aciclovir), antibacterials (ceftazidime, vancomycin) and antifungals 
(natamycin) as potential agents that could target the risk trajectories and comorbidities. This discovery opens up 
several possibilities including the need for the precise control of infection, inflammation and immune responses in 
the early stages of the PAD to potentially save patients from long-term detrimental effects. We also noted that a sub-
network motif composed of APOB, APOE and LDLR as a consensus theme across various risk factors and 
comorbidities. Developing novel molecules to monitor and target these genes may also yield novel cardiovascular 
therapies including CRISPR/Cas9 based therapies (47).  

 

Figure 3: Comparison of current and proposed drug 
discovery approach 

1) Current drug discovery strategy 2) Proposed drug discovery strategy 
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Limitations of the current study 

In this proof of concept bioinformatics investigation, we leveraged the molecular core shared across risk factors or 
comorbidities associated with an index disease as a complement of disease signatures. Patient derived gene-
expression data would be a more ideal resource than the canonical gene sets used in the current investigation. Data 
elements like protein-protein interactions are also generated using reference database; compiling this from patients 
would be ideal. While our approach has been able to recommend drugs, extensive experimental validation and 
clinical trials are required before recommending the risk factor, comorbidity and disease sequelae based preventive 
therapies in cardiology (21). Also, in this study, we focus on a specific sub-module that is shared across a risk factor 
or comorbidity to find potential drug repositioning opportunities. Other modules including the particular set of genes 
that are unique to index diseases, risk factors or comorbidities or the entire set of genes may also lead to potential 
therapeutic opportunities. However, we did not evaluate these additional modules as part of this study. Also, gene 
expression profiling studies are usually reported for an index disease, not from patients with a specific risk factors or 
comorbidity. In this context, we compiled the gene set as a canonical gene list and did not consider the directionality 
of the query genes in the querying step. Also, the matching algorithm is sensitive to directionality, and the limited 
number of shared genes in the query, hence same drugs have been shown to modulate a given modulate in a 
different direction across different modules. Various studies suggests that polypharmacy leads to increase in 
prescription drug could that in turn increase primary side effects and secondary side effects due to drug-drug 
interactions. It is impossible to capture the entire spectrum of medications (over the counter, inpatient, ambulatory, 
surgery, ICU, emergency, etc.) to perform personalized medication reconciliation for all patients. Hence we 
hypothesize that using comorbidity targeting we may reduce the number of medications needed. However, we have 
only used pair-wise comorbidity in this analyses, expanding the number of shared diseases and finding the common 
module, if any, across all related diseases of an index condition could lead to better sub-typing and identification of 
optimal therapies instead of “pill-burden” and extensive side effect management using additional pills. 

 

Conclusion 

In this study, we present a drug discovery workflow that demonstrates how epidemiological information from a 
vascular disease registry can be effectively used for downstream translational studies to identify molecular bases 
underlying disease comorbidities. Biologically relevant pathways and functional categories obtained from the subset 
of genes common to a pair of conditions can be used to prioritize potential primary or secondary drug targets. This 
analysis also utilized multiple open access bioinformatics resources for finding protein-protein interaction or 
pathway sub-graphs that are common to various diseases, thus encouraging open access and reproducibility. We also 
plan to extend the study to systematically search for molecular core modules driving pair-wise diseases compiled 
from a phenome-wide library of 1988 disease conditions and 37, 282 disease pairs. Further, such a resource will be 
an indispensable resource for personalized, data-driven drug discovery.   
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Abstract 

The World Wide Web is an indispensable tool for biomedical researchers who are striving to understand the 

molecular basis of phenotype. However, it presents challenges in the form of proliferation of data resources, 

with heterogeneity ranging from their content to functionality to interfaces. This often frustrates researchers 

who must visit multiple sites, become familiar with their interfaces, and learn how to use them to extract 

knowledge. Even then, one may never feel sure that they have tracked down all needed information. We envision 

addressing this challenge with GNOMICS (Genomic Nomenclature Omnibus and Multifaceted Informatics and 

Computational Suite), a suite with both a programmatic interface and a GUI. GNOMICS allows for extensible 

biomedical functionality, including identifier conversion, pathway enrichment, sequence alignment, and 

reference gathering, among others. It combines usage of other biological and chemical database application 

programming interfaces (APIs) to deliver uniform data which can be further manipulated and parsed. 

 

Introduction 

Discussions of “big data” are on the forefront of researchers’ minds in almost every discipline. However, in the 

biomedical sciences, the growth of biological data is unprecedented, with new data being created more quickly 

than it can be efficiently organized1. Automating large-scale, cross-domain heterogeneous data aggregation 

across many different sites continues to pose a major challenge for bioinformaticians. Several groups, including 

the U.S. National Center for Biomedical Ontology (NCBO), have aimed to standardize data via the usage of 

normalized ontologies and nomenclatures2. It is important to note that these controlled vocabularies are 

sometimes difficult to map to or from, due, in part, to looming digital dark ages, referring to difficulties in 

understanding various file formats and identifier types after their deprecation3. Having a “universal” identifier 

for biological concepts continues to be a challenge. This problem is further compounded as new databases or 

meta-databases (e.g. comprehensive databases) are constructed. These efforts often end up introducing new 

identifiers for existing concepts. Further, the status quo as far as advanced biological databases are concerned 

seems to be locally downloading databases or simply copying them to other servers. This results not only in 

duplicate data, but also in a data source which can quickly become out-of-date. A potential solution to these 

concerns, discussed herein, is the usage of application programming interfaces (APIs). These systems abstract 

database implementations, making input and output data easier to query, consume, and analyze in a standardized 

manner (Fig. 1).  

Many biological databases have open APIs, such as Ensembl, UniProt, PubMed, and KEGG, while 

others are semi-open, requiring registration and some kind of security key (such as UMLS or Open 

PHACTS)4,5,6,7. Since APIs are tied directly to their component databases, they are as up to date as possible. In 

addition, minimal data are pulled to the local machine when queried, mitigating the copying of large databases. 

 

Figure 1. Example outlining data flow to/from a client to an application via an API. 
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Our system, labeled GNOMICS (Genomic Nomenclature Omnibus and Multifaceted Informatics and 

Computational Suite) is a grouping of API-based Python programs organized into objects which can be 

extended or scaled as needed. In addition to the command-line interface, a beta front-end is also available, 

having been built primarily using Electron and AngularJS. 

Methods 

The GNOMICS system was built upon user-

friendly and understandable objects, of 

which there are currently 25 (Table 1). 

While these modules and others are still 

under development, they allow for a diverse 

array of functions, including arterial supply 

for anatomical structures, effective time for 

drugs, metabolic rate for taxa, and effective 

rotor count for compounds, among others. 

Additionally, a twenty-sixth User object is 

available. This object stores information 

about the eleven API systems that require a 

separate user API key for usage 

(ChemSpider, DPLA, Elsevier, EOL, FDA, 

ISBNdb, NCBO, OMIM, OpenPHACTS, 

Springer, and UMLS)4,5,6,7,8,9. Currently 35 

API systems are available, ranging from 

UniProt to Ensembl to Wikipedia. Lastly, 

51 Python 3 packages were adapted for 

GNOMICS use, including BeautifulSoup, 

Bio, BioPython, Bioservices, the ChEMBL 

Webresource Client, ChemSpiPy, 

GEOparse, Intermine, LibChEBIpy, 

MyGene, MyVariant, NLTK, PubChemPy, 

and PyTaxize10,11,12,13,14,15,16. The inclusion 

of these packages prevented unnecessary 

code duplication. 

Each component object has 

several subfolders whose 

functions relate to parsing 

specific materials returned 

from component APIs for 

command-line usage, 

allowing for simpler 

functions such as identifier 

conversion. Interaction 

objects, which allow for 

relating an object to another 

object or series of objects, are 

paramount to the success of 

GNOMICS (Fig. 2). For 

example, a gene can be 

related to several other genes 

via orthology; a disease can 

be related to a particular 

anatomical structure if it 

occurs there; or a drug can be 

 

Figure 2. Example workflow for user query for a gene/compound interaction. 

Blue arrows signify data calls, whereas yellow arrows signify the returned 

data pipeline. Only individual gene API calls are expanded for emphasis. 

 

Table 1. GNOMICS objects breakdown. Showcased are the 

approximate number of available records, number of 

identifiers currently available, and the number of properties 

included in the object. Please note that not all sources have 

published exact numbers of available objects. 

Object # Records # Identifiers # Properties 

Adverse Event 30,126 7 0 

Anatomical Structure 526,706 39 8 

Assay 1,267,241 4 14 

Biological Process 26,678 1 0 

Cell Line 125,369 4 0 

Cellular Component 4,150 1 0 

Clinical Trial 619,701 5 24 

Compound 332,518,372 23 55 

Disease 382,830 28 11 

Drug 1,541,646 34 21 

Gene 45,569,934 21 16 

Genotype 1,069 1 0 

Molecular Function 11,134 2 0 

Patent 4,000,000 3 0 

Pathway 2,010,623 5 10 

People 26,759,399 1 0 

Phenotype 358,575 19 0 

Procedure 397,186 8 0 

Protein 586,444,112 15 9 

Reference 477,357,444 20 13 

Symptom 3,129 3 0 

Taxa 6,739,136 11 98 

Tissue 17,520 6 0 

Transcript 202,338 2 0 

Variation 801,208,836 5 0 

Total: 2,288,123,254 268 279 
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related to adverse events (AEs) through drug-compound interactions. 63 such interaction objects are available or 

under development. 

In addition, there are areas for locally downloading data to facilitate faster querying time (as well as allowing for 

integration of databases without programmatic access) and an area for documentation. Allowing for different 

import and export formats is crucial as well, with CSV, TSV, XML, HTML, JSON, JSONP, and YAML 

appearing as the most commonly parsed formats, alongside biological formatting standards such as BED and 

FASTA. Accessory are preformatted reports summarizing data in PDF, Microsoft Word, Microsoft Excel, CSV, 

and TSV files. 

Results 

268 object-specific identifiers were included in GNOMICS with various mappings originating from the 

Ontology Lookup Service (OLS) at EMBL-EBI, the National Center for Biomedical Ontology (NCBO) 

BioPortal, the UMLS Metathesaurus, Wikidata, and others2,4,17. These mappings may be one-to-one or one-to-

many. The Human Disease Ontology (DOID) for heart disease, for example, maps to 6 SNOMED-CT U.S. IDs 

in OLS and NCBO, but only to one UMLS CUI in both sources2,4,17. Non-object-specific identifiers (such as 

MedDRA, SNOMED-CT, or MeSH) must be mapped to an object-specific identifier before inclusion with that 

specific ID2,4,17,19,20. Including non-object-specific identifiers, 533 identifier types are available among the 25 

object types. Many identifiers appear in multiple sources allowing for mapping if a single source is under 

maintenance or briefly unavailable for other reasons (on average, each identifier is available from three sources). 

Included with identifiers are terms and labels provided by the various sources, as well as accepted synonyms 

and translations. 76 languages are available due to integration of translatable terms from MeSH, MedDRA, 

CPT, LOINC, and Wikipedia. 

First, a few test searches were run for all objects with available search functionality (“breast cancer,” 

“SLC4A1,” “ibuprofen”, etc.). Each test was run five times across the 17 such objects, with all component 

databases and ontologies returning results in an average 0.160864599 seconds (s = 0.01142). Next, we timed 45 

randomly chosen interaction object search functions using the same methodology. These returned results in an 

average 0.007318 seconds (s = 0.00525). Artificially crippling single APIs with repeated data (such as 

 

Figure 3. Example output showcasing amiodarone’s observed AEs mapped to tissues, alongside normal gene 

expression for known drug-gene interactions in amiodarone. Note the large number of AEs mapped to 

bronchiole and the relatively high expression of SFTPA1 in bronchiole. Further, SFTPA1 polymorphisms have 

been noted as influencing susceptibility to pulmonary fibrosis and pulmonary toxicity is one of the most 

serious AEs related to amiodarone usage24,25. 
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disallowing access to the OLS domain) was met with no significant change in speed, as most identifiers and 

search results could be found on multiple platforms. This, however, is not currently the case for PubMed or 

Ensembl, among others. 

Two more additional complex tests looked at synthesizing phenotypes related to adverse events caused by a 

drug and phenotypes related to the disease that drug is used to treat, as well as normal gene expression for genes 

known to interact with a given drug in certain tissues alongside AE counts endemic to those same tissues8,21,22,23. 

The first test found 200 phenotypes associated with amiodarone usage and 20 phenotypes observed in the 

adverse event (AE) cardiac arrhythmia. There were 14 overlapping phenotypes discovered, including 

bradycardia, congestive heart failure, cardiac arrest, and ventricular tachycardia; all of which are common side 

effects of amiodarone. The second test involved looking at amiodarone AE counts and mapping those events to 

tissues; next we found drug/gene interactions for amiodarone and found normal expression levels for those 

genes in the same tissues (Figure 3). 

Following this, extensibility was tested by adapting PubTator and NOBLE Coder into GNOMICS, allowing for 

programmatic annotation of free text. The NLTK package was added to supplement these programs as well26,27. 

Discussion 

Cross-domain integration and comparison of large volumes of information across clinical and translational 

research applications continues to be a major challenge in the biomedical domain. With both a programmatic 

and visual interface, as well as a focus on terminology translation, we anticipate that GNOMICS and its 

continued development could accelerate the process of bringing together the two disparate fields. Additionally, 

GNOMICS has an intuitive object-based usage that can be understood quickly, keeping the relative startup cost 

smaller than that of a dedicated database download. The system manages to deliver uniform data which can be 

easily manipulated and parsed as the user finds necessary. GNOMICS further remains continually up-to-date 

given its connectedness with its component sources and continues to be a portable and scalable solution in the 

biomedical data landscape. However, GNOMICS has certain limitations. Because it is based on web services, 

GNOMICS requires a dedicated internet connection and more substantial API limits. While several biomedical 

and genomics databases have open API systems, others require registration and complex layers of security 

tokens and request tickets. While GNOMICS does some of the heavy lifting in these situations, users still have 

to navigate some of these processes manually. Further, for what GNOMICS gains in portability, it loses in speed, 

as certain databases may take longer to respond to queries. However, it has been shown that given increases in 

processing power, this tradeoff is often negligible to the end-user. 

Conclusion 

GNOMICS is under continuous development, including addition of more object types, functions, and identifier 

mappings. Currently, the GNOMICS system is biased towards well-established and/or heavily trafficked 

databases, especially those with APIs. Additional multi-system testing is ongoing, with the front-end interface 

still in active development. This includes taking into account portability- and scalability-related issues alongside 

those components of the command-line interface. To address these points and others, a public GitHub source 

(https://github.com/Superraptor/gnomics) is available with a README and Wiki. Documentation is provided 

which offers insight into identifier types available, database coverage, and language coverage, among other 

things. Additions to and recommendations for the system are highly encouraged, with plugins written in Python 

or other programming languages easily adaptable into the existing framework. 
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Abstract 

Genetic variation in cis-regulatory elements related to splicing machinery and splicing regulatory elements (SREs) 
results in exon skipping and undesired protein products. We developed a splicing decision model to identify actionable 
loci among common SNPs for gene regulation. The splicing decision model identified SNPs affecting exon skipping by 
analyzing sequence-driven alternative splicing (AS) models and by scanning the genome for the regions with putative 
SRE motifs. We used non-Hispanic Caucasians with neuroimaging, and fluid biomarkers for Alzheimer’s disease (AD) 
and identified 17,088 common exonic SNPs affecting exon skipping. GWAS identified one SNP (rs1140317) in HLA-
DQB1 as significantly associated with entorhinal cortical thickness, AD neuroimaging biomarker, after controlling for 
multiple testing. Further analysis revealed that rs1140317 was significantly associated with brain amyloid-β deposition 
(PET and CSF). HLA-DQB1 is an essential immune gene and may regulate AS, thereby contributing to AD pathology. 
SRE may hold potential as novel therapeutic targets for AD. 

 

Introduction 

Genome-wide association studies (GWAS) have made a significant contribution to our knowledge of genetic variants 
linked to human complex diseases by discovering several thousand frequently-occurring susceptibility loci (1, 2). The 
risk loci predicted by GWAS represent weak effect (per-allele odds ratio < 2) and require further functional analysis to 
identify actionable loci (3, 4).  The strength of GWAS is the ability to analyze the entire genome agnostically for common 
alleles associated with a disease, but its weaknesses are the lack of a priori biological hypothesis to guide inquiry from 
association to underlying functional variants and inability to take into account non-genetic biological variation. These 
points can be addressed by focusing on alternative splicing (AS) as a biological mechanism regulating gene expression 
and influencing phenotypic variation (5-7). AS is regulated in part by DNA sequence motifs, called splicing regulatory 
elements (SREs) (8, 9). When a single variation (i.e., SNP (single nucleotide polymorphism)) occurs at any position of a 
splicing regulatory element (SRE), it can change the accuracy of spliceosome in recognizing splice sites, possibly 
generating harmful protein product (10-12).  

SREs, six base-pairs in length, are known to influence the probability of an AS event. SREs occur in both exons and 
introns. They can either enhance the frequency of splicing at a nearby splice site or inhibit it. There are thus four types 
of SREs depending on their function and where they occur: exonic splicing enhancers (ESEs), exonic splicing silencers 
(ESSs), intronic splicing enhancers (ISEs), and intronic splicing silencers (ISSs). As DNA sequence elements, it would 
be valuable to identify specific genetic variants (i.e., SNPs) in SREs that influence splicing outcomes, potentially leading 
to different ratios of mRNA isoforms or exon skipping between phenotype cases or tissues.  

Genetic variation occurring in cis-regulatory elements (i.e., splice sites, SREs, and branch points) results in exon skipping 
and undesired protein products, and thus forms the genetic basis of 15-50% of heritable human diseases (12-14). 
Furthermore, alternative splicing is a key contributor to increase a biological complexity by producing multiple mRNAs 
from one gene. Some of mRNAs are tissue-specific, especially critical for brain function, and genes associated with 
disease pathogenesis are alternatively spliced (15).  For example, missing exon 5 of PSEN2 were observed in in both 
early and late onset AD patients. Tau isoforms including exon 10 (4R-tau) are known to lead to tau aggregation (16). 
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APOE4 also generates multiple mRNA isoforms that are differentially expressed in normal versus AD patient tissues 
(17).  

Alzheimer’s disease (AD) is an irreversible, progressive brain disorder characterized by the formation of amyloid plaques 
and neurofibrillary tangles in the brain. With the heritability of AD estimated to be as high as 80%, genetic variation may 
play a major role in AD pathogenesis (18-20). However, despite the success of large-scale GWAS, where more than 22 
susceptibility genes for AD including the best established and the most significant genetic risk factor (APOE ε4) were 
discovered and validated, a substantial proportion of the heritability remains to be unexplained for AD (21). Additionally, 
variation affecting AS is understudied in AD. In this study, we developed a splicing decision model to identify actionable 
loci affecting exon skipping among common SNPs by analyzing sequence-driven AS models and by scanning the genome 
for the regions with putative SRE motifs. Then, using non-Hispanic Caucasians with HRC-based imputed GWAS and 
AD-related neuroimaging (MRI and PET scans) and fluid (CSF) biomarkers from the Alzheimer’s Disease Neuroimaging 
Initiative (ADNI), we examined exonic SNPs in SREs as a mechanism to understand how genetic variants contribute to 
AD (22). 

 

Methods 

Identification of SNPs in splicing regulatory elements associated with exon skipping events 

We have built a computational pipeline for genome-wide identification of SNPs occurring within SRE sites that are 
related to exon skipping (23, 24). Figure 1 summarizes the proposed method (defined as a "splicing decision model") for 
identifying SNPs affecting SREs with exon skipping. We identified exon skipping events by using alignment information 
(25, 26) for four AS datasets from the UCSC genome browser (27, 28): mRNAs from GenBank (29), Ensembl Gene 
Predictions (30), AceView Gene Models (31), and UCSC known genes (32). Using a set of predicted hexameric SRE 
motifs, including ISEs, ESEs, and ESSs obtained from the publication (33), we searched for all potential SRE sites that 
are perfectly matched with any of these hexamers in intragenic regions. We combined genotype data, SRE regions and 
skipping of the adjacent exon, and identified intragenic SNPs in SREs that potentially affect exon skipping. 

Alzheimer’s Disease Neuroimaging Initiative (ADNI) 

All individuals used in this study were participants from the ADNI. As detailed previously, inclusion and exclusion 
criteria, clinical and neuroimaging protocols, and other information about ADNI can be found at www.adni-info.org (22).  
Demographic information, raw neuroimaging scan data, APOE and whole-genome genotyping data, neuropsychological 
test scores, and diagnostic information are publicly available from the ADNI data repository 
(http://www.loni.usc.edu/ADNI/). 

Neuroimaging analysis 

For T1-weighted brain MRI scans, two widely employed automated MRI analysis techniques were independently used 
to process MRI scans: whole-brain voxel-based morphometry (VBM) and FreeSurfer software, as previously described 
(34). [18F] Florbetapir scans were pre-processed as described (35). [18F] Florbetapir PET scans were intensity normalized 
by the whole cerebellum. These normalizations yielded standardized uptake value ratio (SUVR) images. 

 

 

 

 

 

 

 

 

 

Figure 1. Diagram of computational methods for identifying SNPs in SREs with exon skipping events. (a) Normal 
splicing of two exons (red and green) is processed by SREs, leading to the inclusion of two exons in mature mRNA. (b) 
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Abnormal splicing of the green exon is led by SREs with the variant at the second position of SRE (white hexamer) 
leading to its skipping from mature mRNA. 

Genotyping and imputation 

Genotyping for ADNI was performed using the Illumina Human610-Quad BeadChip, Illumina HumanOmni Express 
BeadChip, and Illumina HumanOmni 2.5M BeadChip platforms. APOE genotyping was separately obtained using 
standard methods to yield the APOE ε4 allele defining SNPs (rs429358, rs7412) (36). As the ADNI used different 
genotyping platforms, we imputed un-genotyped SNPs separately in each platform using MACH and the HRC 
(Haplotype Reference Consortium) data as a reference panel. Before the imputation, we performed standard sample and 
SNP quality control procedures as described previously (37): (1) for SNP, SNP call rate < 95%, Hardy-Weinberg test 
p<1 x 10-6, and minor allele frequency (MAF) < 1%; (2) for sample, sample gender and identity check, and sample call 
rate < 95%. Furthermore, to prevent spurious association due to population stratification, we selected only non-Hispanic 
Caucasian participants using HapMap data and multidimensional scaling (MDS) analysis (www.hapmap.org) (38). 
Imputation and quality control procedures were performed as described previously (39). After the imputation, we 
imposed an r2 value equal to 0.30 as the threshold to accept the imputed genotypes. 

Imaging genetics analysis 

We performed genome-wide association analysis (GWAS) using HRC-based imputed genotype data and AD-related 
imaging biomarker, mean entorhinal cortical thickness, as an endophenotype. In order to investigate further the 
association of candidate SNPs with quantitative imaging phenotypes, we performed a whole-brain surface-based analysis 
using the SurfStat software package (http://www.math.mcgill.ca/keith/surfstat/) and multivariate models for cortical 
thickness on the brain surface on vertex-by-vertex bases. We used age at baseline, sex, years of education, MRI field 
strength, and total intracranial volume (ICV) as covariates. Correction for multiple comparisons was performed using the 
random field theory (RFT) correction method at a 0.05 level of significance. 

 

Results 

Using the splicing decision model, we identified 17,088 exonic SNPs affecting exon skipping (MAF >1%) from HRC-
based imputed ADNI GWAS data. Table 1 shows the demographic information for 1,559 non-Hispanic Caucasian ADNI 
participants (362 cognitively normal older adults (CN), 95 significant memory concern (SMC), 281 early mild cognitive 
impairment (EMCI), 511 late MCI (LMCI), and 310 AD) with GWAS data and MRI scans at baseline.  

Table 1. Demographic information for 1,559 ADNI participants 

 CN SMC E-MCI L-MCI AD 
N 362 95 281 511 310 

Age mean  
(SD) 

74.7 
(5.5) 

71.8 
(5.6) 

71.1 
(7.3) 

73.5 
(7.6) 

74.7 
(7.8) 

Sex (M/F) 192/170 39/56 156/125 318/193 176/134 
Education mean  

(SD) 
16.3 
(2.7) 

16.8 
(2.6) 

16.1 
(2.7) 

16.0 
(2.9) 

15.2 
(3.0) 

APOE ε4-/ε4+ 264/97 63/32 161/119 230/291 104/206 
 

We performed GWAS for the exonic SNPs in SREs affecting exon skipping to identify genetic variation contributing to 
brain structural atrophy, mean entorhinal cortical thickness, in AD. Figure 2 displays quantile-quantile and Manhattan 
plots.  

 

The genomic inflation factor is 1.045, suggesting no evidence of systematic inflation of p-values (Fig. 2 (a)). We 
identified one SNP as significantly associated with entorhinal cortical thickness after controlling for multiple testing 
using Bonferroni correction (corrected p<0.05; red horizontal line) (Fig. 2 (b)). The missense SNP (rs1140317) is within 
HLA-DQB1. As shown in Figure 3, the SNP (rs1140317) exists within two different exonic splicing enhancers (ESEs) 
(CCACCT and ACCTCG) located in the second exon marked with the rectangle (as reversely transcribed), which is 
skipped in mRNA transcript (ENST00000399082). Furthermore, we note that the putative function of the skipped exon 
is a coding region translated into the MHC_II_beta domain (PF00969). 
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Figure 2. Quantile-quantile (a) and Manhattan (b) plots for entorhinal cortical thickness 

 

Figure 3. Model of exon skipping affected by rs1140317 SNP in two exonic splicing enhancers and potential impact of 
the skipped exon on the MHC_II_beta domain region (PF00969) of HLA-DQB1. 

 

As a novel association, the entorhinal cortical thickness increases with the number of minor alleles (A) of rs1140317 
(p=1.04 x 10-7) (Fig. 4), which is the allele (A) disrupting SRE function, leading to the exon skipping. 

 
The novel genome-wide significant SNP (rs1140317) was analyzed further to examine possible associations in AD. 
Figure 5 displays the results of the main effect of rs1140317 using surface-based analysis of baseline MRI scans. The 
unbiased, detailed whole-brain analysis of rs1140317 using multivariate regression models identified significant clusters 
in the bilateral temporal including entorhinal cortex, parietal, and frontal lobes (corrected p<0.05), where individuals 
carrying minor alleles showed greater mean cortical thickness compared with the participants carrying no minor allele 
(Fig. 5). No significant cortical regions were observed at the same statistical threshold in the negative contrast. 

  

rs1140317 	

rs1140317 	

Transcript 
mRNA with exon 
skipping	
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Figure 4. Association of rs1140317 in HLA-DQB1 with entorhinal cortical thickness (p=9.75 x 10-7) 

Figure 5. Association of rs1140317 in HLA-DQB1 with cortical atrophy on the brain surface measured by MRI scans 
from whole brain surface-based analysis 

In order to investigate further the effect of rs1140317 on other AD-related imaging and fluid biomarkers, we performed 
an association analysis of rs1140317 with amyloid-beta (Aβ) measures, AD hallmark, in [18F] Florbetapir PET and 
cerebrospinal fluid (CSF). The analysis revealed that rs1140317 was also significantly associated with global brain 
cortical amyloid-β deposition (Fig. 6 (a); p=4.60 x 10-3) and CSF Aβ1-42 levels (Fig. 6 (b); p=3.69 x 10-3), suggesting that 
the minor allele of rs1149317 confers protection. 

 

Discussion and Conclusion 

Eukaryote cells utilize alternative splicing mechanism to generate various transcript isoforms by differently assembling 
exons in mature mRNAs without introns. These mature mRNAs are often tissue-specifically and disease specially 
produced from one gene. As the splicing process in assembling exons are generally regulated by cis-regulatory elements 
including splice sites and splicing regulatory elements, the genetic variation (i.e., SNP) occurred within these elements 
leads to the undesired protein products in many complex diseases including cancers (40). Recently, we have developed 
methods for annotating SNPs within splicing regulatory element regions associated with exon skipping events and 
investigated its utility for identifying disease-associated loci (23, 24). In principle, our splicing decision methods are 
similar to Splicing Quantitative Trait Loci (sQTL) in terms of using a regression model to identify responsible SNPs to 
splicing alteration. However, the strength of our approach is to utilize SRE as a mechanism that can explain how SNPs 
affect the splicing. Our methods not only propose a molecular mechanism-driven annotation for SNPs but also a new 
way for identifying functional roles of coding and intronic SNPs using SRE. Intronic SNPs within splicing regulatory 
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elements were enriched among established SNPs in human complex traits. Furthermore, certain SNPs in splicing 
regulatory elements were extremely differentiated among populations. These studies emphasize an importance of 
alternative splicing in many human complex traits and diseases, and its usefulness for identifying disease-associated 
variation in the human genome. We note that the protein products of the changed splicing can characterize the genetic 
basis of inter-individual variability providing mechanistic clues to the pathophysiology of human diseases and traits. 

 

 

 

 

 

 

 

	
	
	
 

Figure 6. Association of rs1140317 in HLA-DQB1 with amyloid-β measurements from [18F] Florbetapir PET and 
cerebrospinal fluid biomarkers (CSF): (a) global cortical amyloid-β deposition (p=4.60 x 10-3) and (b) CSF Aβ1-42 
levels (p=3.69 x 10-3) 

	
In this study, we investigated the utility of the splicing mechanism for one complex brain disease, Alzheimer’s disease. 
GWAS identified one SNP (rs1140317) in HLA-DQB1 as significantly associated with mean entorhinal cortical thickness 
in Alzheimer’s disease, which starts in the entorhinal cortex. Further analysis revealed that rs1140317 was significantly 
associated with amyloid-β deposition, which is involved in Alzheimer’s disease as a neuropathological hallmark found 
in the brains of Alzheimer patients. The HLA-DQB1 (major histocompatibility complex, class II, DQ beta 1) gene 
provides instructions for making a protein that plays a central role in the immune system. Known AD susceptibility genes 
(increasing or decreasing the risk for AD) have been involved in immunity and inflammation.   

Although more genes are alternatively spliced in the brain and several exons of AD-related susceptibility genes such as 
APP and APOE are brain-specially skipped, it is necessary to do a follow-up study in order to validate our findings. In 
the future, using several AD studies such as the Religious Order Study and the Rush Memory and Aging Project study 
(ROS/MAP), which have collected brain-tissue specific RNA-Seq, GWAS, and MRI data, we will validate our findings 
by performing an integrative analysis to identify exon skipping events using RNA-Seq, investigate the effect of 
identified SNPs on exon skipping events, and replicate our findings using the independent data set. 

In conclusion, our splicing decision model enabled to identify significant associations of AD-related neuroimaging and 
fluid biomarkers with one missense exonic SNP in HLA-DQB1, an essential immune gene, that may regulate alternative 
splicing and thereby contribute to AD pathology. SRE may hold potential as novel therapeutic targets for AD. Our results 
warrant further investigation in a larger independent cohort. 

 

Acknowledgments 

**Data used in the preparation of this article were obtained from the Alzheimer's Disease Neuroimaging Initiative 
(ADNI) database (adni.loni.usc.edu). As such, the investigators within the ADNI contributed to the design and 
implementation of ADNI and/or provided data but did not participate in analysis or writing of this report. A complete 
listing of ADNI investigators can be found at http://adni.loni.usc.edu/wp-
content/uploads/how_to_apply/ADNI_Acknowledgement_List.pdf. 

129



	
	

	

Data collection and sharing for this project was funded by the Alzheimer's Disease Neuroimaging Initiative (ADNI) 
(National Institutes of Health Grant U01 AG024904) and DOD ADNI (Department of Defense award number W81XWH-
12-2-0012). ADNI is funded by the National Institute on Aging, the National Institute of Biomedical Imaging and 
Bioengineering, and through generous contributions from the following: Alzheimer’s Association; Alzheimer’s Drug 
Discovery Foundation; BioClinica, Inc.; Biogen Idec Inc.; Bristol-Myers Squibb Company; Eisai Inc.; Elan 
Pharmaceuticals, Inc.; Eli Lilly and Company; F. Hoffmann-La Roche Ltd and its affiliated company Genentech, Inc.; 
GE Healthcare; Innogenetics, N.V.; IXICO Ltd.; Janssen Alzheimer Immunotherapy Research & Development, LLC.; 
Johnson & Johnson Pharmaceutical Research & Development LLC.; Medpace, Inc.; Merck & Co., Inc.; Meso Scale 
Diagnostics, LLC.; NeuroRx Research; Novartis Pharmaceuticals Corporation; Pfizer Inc.; Piramal Imaging; Servier; 
Synarc Inc.; and Takeda Pharmaceutical Company. The Canadian Institutes of Health Research is providing funds to 
support ADNI clinical sites in Canada. Private sector contributions are facilitated by the Foundation for the National 
Institutes of Health (www.fnih.org). The grantee organization is the Northern California Institute for Research and 
Education, and the study is coordinated by the Alzheimer's Disease Cooperative Study at the University of California, 
San Diego. ADNI data are disseminated by the Laboratory for Neuro Imaging at the University of Southern California. 
Samples from the National Cell Repository for AD (NCRAD), which receives government support under a cooperative 
agreement grant (U24 AG21886) awarded by the National Institute on Aging (AIG), were used in this study. 

Additional support for data analysis was provided by grant 2-4570.5 of the Swiss National Science Foundation, NLM 
R01 LM012535, NIA R03 AG054936, NIA R01 AG19771, NIA P30 AG10133, NLM R01 LM011360, NSF IIS-
1117335, DOD W81XWH-14-2-0151, NCAA 14132004, NIGMS P50GM115318, NCATS UL1 TR001108, NIA K01 
AG049050, the Alzheimer’s Association, the Indiana Clinical and Translational Science Institute, and the IU Health-IU 
School of Medicine Strategic Neuroscience Research Initiative. The support and resources from the Center for High 
Performance Computing and Vice President’s Clinical and Translational Research Scholar Program at the University of 
Utah are gratefully acknowledged. 

 

References 

1. Hardy J, Singleton A. Genomewide association studies and human disease. N Engl J Med. 2009;360(17):1759-68. 
2. Hindorff LA, Gillanders EM, Manolio TA. Genetic architecture of cancer and other complex diseases: lessons 

learned and future directions. Carcinogenesis. 2011;32(7):945-54. 
3. Witte JS. Genome-wide association studies and beyond. Annu Rev Public Health. 2010;31:9-20 4 p following  
4. Freedman ML, Monteiro AN, Gayther SA, Coetzee GA, Risch A, Plass C, et al. Principles for the post-GWAS 

functional characterization of cancer risk loci. Nat Genet. 2011;43(6):513-8. 
5. Pan Q, Shai O, Lee LJ, Frey BJ, Blencowe BJ. Deep surveying of alternative splicing complexity in the human 

transcriptome by high-throughput sequencing. Nat Genet. 2008;40(12):1413-5. 
6. Wang ET, Sandberg R, Luo S, Khrebtukova I, Zhang L, Mayr C, et al. Alternative isoform regulation in human 

tissue transcriptomes. Nature. 2008;456(7221):470-6. 
7. Padgett RA. New connections between splicing and human disease. Trends Genet. 2012;28(4):147-54. 
8. Fairbrother WG, Yeh RF, Sharp PA, Burge CB. Predictive identification of exonic splicing enhancers in human 

genes. Science. 2002;297(5583):1007-13. 
9. Zhang XH, Chasin LA. Computational definition of sequence motifs governing constitutive exon splicing. Genes 

Dev. 2004;18(11):1241-50. 
10. Lopez-Bigas N, Rabionet R, de Cid R, Govea N, Gasparini P, Zelante L, et al. Splice-site mutation in the PDS gene 

may result in intrafamilial variability for deafness in Pendred syndrome. Hum Mutat. 1999;14(6):520-6. 
11. Teraoka SN, Telatar M, Becker-Catania S, Liang T, Onengut S, Tolun A, et al. Splicing defects in the ataxia-

telangiectasia gene, ATM: underlying mutations and consequences. Am J Hum Genet. 1999;64(6):1617-31. 
12. Cartegni L, Chew SL, Krainer AR. Listening to silence and understanding nonsense: exonic mutations that affect 

splicing. Nat Rev Genet. 2002;3(4):285-98. 
13. Faustino NA, Cooper TA. Pre-mRNA splicing and human disease. Genes Dev. 2003;17(4):419-37. 
14. Pagenstecher C, Wehner M, Friedl W, Rahner N, Aretz S, Friedrichs N, et al. Aberrant splicing in MLH1 and 

MSH2 due to exonic and intronic variants. Hum Genet. 2006;119(1-2):9-22. 
15. Stilling RM, Benito E, Gertig M, Barth J, Capece V, Burkhardt S, et al. De-regulation of gene expression and 

alternative splicing affects distinct cellular pathways in the aging hippocampus. Front Cell Neurosci. 2014;8:373. 
16. Goedert M, Spillantini MG, Jakes R, Rutherford D, Crowther RA. Multiple isoforms of human microtubule-

associated protein tau: sequences and localization in neurofibrillary tangles of Alzheimer's disease. Neuron. 
1989;3(4):519-26. 

130



	
	

	

17. Mills JD, Sheahan PJ, Lai D, Kril JJ, Janitz M, Sutherland GT. The alternative splicing of the apolipoprotein E gene 
is unperturbed in the brains of Alzheimer's disease patients. Mol Biol Rep. 2014;41(10):6365-76. 

18. Ridge PG, Mukherjee S, Crane PK, Kauwe JS, Alzheimer's Disease Genetics C. Alzheimer's disease: analyzing the 
missing heritability. PLoS One. 2013;8(11):e79771. 

19. Ridge PG, Ebbert MT, Kauwe JS. Genetics of Alzheimer's disease. Biomed Res Int. 2013;2013:254954. 
20. Gatz M, Pedersen NL, Berg S, Johansson B, Johansson K, Mortimer JA, et al. Heritability for Alzheimer's disease: 

the study of dementia in Swedish twins. J Gerontol A Biol Sci Med Sci. 1997;52(2):M117-25. 
21. Lambert JC, Ibrahim-Verbaas CA, Harold D, Naj AC, Sims R, Bellenguez C, et al. Meta-analysis of 74,046 

individuals identifies 11 new susceptibility loci for Alzheimer's disease. Nat Genet. 2013;45(12):1452-8. 
22. Saykin AJ, Shen L, Yao X, Kim S, Nho K, Risacher SL, et al. Genetic studies of quantitative MCI and AD 

phenotypes in ADNI: Progress, opportunities, and plans. Alzheimers Dement. 2015;11(7):792-814. 
23. Lee Y, Gamazon ER, Rebman E, Lee Y, Lee S, Dolan ME, et al. Variants affecting exon skipping contribute to 

complex traits. PLoS Genet. 2012;8(10):e1002998. 
24. Gamazon ER, Konkashbaev A, Derks EM, Cox NJ, Lee Y. Evidence of selection on splicing-associated loci in 

human populations and relevance to disease loci mapping. Sci Rep. 2017;7(1):5980. 
25. Benson DA, Karsch-Mizrachi I, Lipman DJ, Ostell J, Wheeler DL. GenBank: update. Nucleic Acids Res. 

2004;32(Database issue):D23-6. 
26. Kent WJ. BLAT--the BLAST-like alignment tool. Genome Res. 2002;12(4):656-64. 
27. Passetti F, Ferreira CG, Costa FF. The impact of microRNAs and alternative splicing in pharmacogenomics. 

Pharmacogenomics J. 2009;9(1):1-13. 
28. Kuhn RM, Karolchik D, Zweig AS, Wang T, Smith KE, Rosenbloom KR, et al. The UCSC Genome Browser 

Database: update 2009. Nucleic acids research. 2009;37(Database issue):D755-61. 
29. Benson DA, Karsch-Mizrachi I, Lipman DJ, Ostell J, Wheeler DL. GenBank: update. Nucleic acids research. 

2004;32(Database issue):D23-6. 
30. Hubbard T, Barker D, Birney E, Cameron G, Chen Y, Clark L, et al. The Ensembl genome database project. 

Nucleic Acids Res. 2002;30(1):38-41. 
31. Thierry-Mieg D, Thierry-Mieg J. AceView: a comprehensive cDNA-supported gene and transcripts annotation. 

Genome Biol. 2006;7 Suppl 1:S12 1-4. 
32. Hsu F, Kent WJ, Clawson H, Kuhn RM, Diekhans M, Haussler D. The UCSC Known Genes. Bioinformatics. 

2006;22(9):1036-46. 
33. Stadler MB, Shomron N, Yeo GW, Schneider A, Xiao X, Burge CB. Inference of splicing regulatory activities by 

sequence neighborhood analysis. PLoS Genet. 2006;2(11):e191. 
34. Risacher SL, Kim S, Nho K, Foroud T, Shen L, Petersen RC, et al. APOE effect on Alzheimer's disease biomarkers 

in older adults with significant memory concern. Alzheimers Dement. 2015;11(12):1417-29. 
35. Jagust WJ, Bandy D, Chen K, Foster NL, Landau SM, Mathis CA, et al. The Alzheimer's Disease Neuroimaging 

Initiative positron emission tomography core. Alzheimers Dement. 2010;6(3):221-9. 
36. Saykin AJ, Shen L, Foroud TM, Potkin SG, Swaminathan S, Kim S, et al. Alzheimer's Disease Neuroimaging 

Initiative biomarkers as quantitative phenotypes: Genetics core aims, progress, and plans. Alzheimers Dement. 
2010;6(3):265-73. 

37. Kim S, Swaminathan S, Shen L, Risacher SL, Nho K, Foroud T, et al. Genome-wide association study of CSF 
biomarkers Abeta1-42, t-tau, and p-tau181p in the ADNI cohort. Neurology. 2011;76(1):69-79. 

38. Price AL, Patterson NJ, Plenge RM, Weinblatt ME, Shadick NA, Reich D. Principal components analysis corrects 
for stratification in genome-wide association studies. Nat Genet. 2006;38(8):904-9. 

39. Nho K, Corneveaux JJ, Kim S, Lin H, Risacher SL, Shen L, et al. Whole-exome sequencing and imaging genetics 
identify functional variants for rate of change in hippocampal volume in mild cognitive impairment. Molecular 
psychiatry. 2013;18(7):781-7. 

40. Kalnina Z, Zayakin P, Silina K, Line A. Alterations of pre-mRNA splicing in cancer. Genes Chromosomes Cancer. 
2005;42(4):342-57. 
 

131



  

Exploring Landscape of Drug-Target-Pathway-Side Effect Associations 

Hansaim Lim1, Aleksandar Poleksic, PhD2, and Lei Xie, PhD1,3 
1PhD program in Biochemistry, the City University of New York, New York, NY, United 

States; 2Department of Computer Science, University of Northern Iowa, Cedar Falls, IA, 

United States; 3Department of Computer Science, Hunter College, the City University of 

New York, New York, NY, United States 

Abstract 

Side effects are the second and the fourth leading causes of drug attrition and death in the US. Thus, accurate 

prediction of side effects and understanding their mechanism of action will significantly impact drug discovery and 

clinical practice.  Here, we show REMAP, a neighborhood-regularized weighted and imputed one-class collaborative 

filtering algorithm, is effective in predicting drug-side effect associations from a drug-side effect association network, 

and significantly outperforms the state-of-the-art multi-target learning algorithm for predicting rare side effects. We 

also apply FASCINATE, an extension of REMAP for multi-layered networks, to infer associations among side effects 

and drug targets from drug-target-side effect networks. Then, using random permutation analysis and gene 

overrepresentation tests, we infer statistically significant side effect-pathway associations. The predicted drug-side 

effect associations and side effect-causing pathways are consistent with clinical evidences. We expect more novel 

drug-side effect associations and side effect-causing pathways to be identified when applying REMAP and 

FASCINATE to large-scale chemical-gene-side effect networks. 

Introduction 

Severe side effects are the second leading cause for drug attrition, and the fourth leading cause of death in the US. 

Severe side effects limit the use of the drugs, decrease their value, and negatively affect patients1, 2. Despite the 

importance of identifying potential side effects of a drug molecule in advance, it is daunting and prohibitive to test 

them experimentally. This results in biased, sparse and noisy knowledge about the biological and biochemical 

associations of side effect. To tackle the difficulty in studying drug side effects, systematic, large-scale methods have 

been developed to computationally predict drug-induced side effects3, 4, 5, 6. Although these approaches show 

acceptable accuracy for predicting common side effects of existing drugs, challenges remain to predict rare side effects 

as well as to systematically infer missing multi-scale drug-target-pathway-side effect associations. It is important to 

model drug actions on a multi-scale, since the drug response phenotypes result from complex interplay among 

biological pathways that are modulated by drug-target interactions.  

It is not a trivial task for a machine learning method to infer novel drug-target-pathway-side effect associations based 

on incomplete, biased, and noisy data. Recently, we have developed a neighborhood-regularized weighted and 

imputed one-class collaborative filtering method REMAP to address this challenge7. REMAP has several unique 

features, making it particularly suitable to infer missing relations from incomplete and noisy data sets such as drug 

side effects. First, REMAP does not require negative data for model training by utilizing the imputation. The drug-

side effect associations in the existing database are mainly positive. The known negative associations are extremely 

sparse. These limitations impose hurdles for most classification methods. Second, REMAP can handle mislabeling 

problem by assigning a confidence score to each label. Mislabeling is common in biological and clinical data sets due 

to systematic and random errors in experiments. Finally, by applying neighborhood regularization on drug, target, and 

side effect information, REMAP alleviates the cold start problem, where predicting new targets or side effects is 

difficult for chemicals without any known targets or side effects.  In our earlier study, we have showed that REMAP 

can be successfully applied to predict unknown drug-target associations7. In this paper, we extend its application to 

drug side effect prediction.  

While REMAP shows high prediction accuracy and potential in understanding drug actions, it has limitations. One of 

the most important issues is that REMAP can take only two types of biological entities (e.g. drugs and targets) and 

their relationship, and model them as nodes and edges in a bipartite graph. As mentioned above, however, drug actions 

involve multiple biological entities that are linked with each other on a multi-scale. Thus, integrating information from 

more than two types of biological entities may be crucial for predicting drug action. For example, a drug interacts with 

an off-target. The off-target is involved in a biological pathway. The pathway is associated with a side effect. These 

biological entities (e.g. drug, target, pathway, and side effect) and their relationships can be modeled as a multi-layered 

132



  

network (Figure 1). To infer missing relations from the multi-layered network, most of conventional methods model 

multiple pairwise relations independently, and integrate these binary relations subsequently. Such an approach ignores 

the inter-dependency among binary relations. FASCINATE has been developed to infer novel missing relationships 

from multi-layered networks by jointly optimizing multiple bipartite graphs8. In the benchmark studies, FASCINATE 

outperforms other state-of-the-art methods in inferring multiple relations8.    

Here, we apply REMAP and FASCIANTE to the prediction of drug side effects and identification of pathways 

associated with side effects, respectively. We first show that our network-regularized weighted and imputed one-class 

collaborative filtering method, REMAP, outperforms state-of-the-art multi-target learning methods for drug-side 

effect associations. Then, we perform random permutation analysis using the FASCINATE algorithm to predict 

statistically significant gene-side effect associations based on known associations among drug-gene, drug-side effect, 

and gene-side effect associations. The gene overrepresentation analysis is performed to infer associations among 

biological pathways and side effects. The predicted results suggest biological pathways associated with cataracts, 

glaucoma, depression, and other side effects. These putative associations are consistent with existing clinical evidence. 

Thus, FASCINATE has demonstrated great potential for identifying novel associations between side effects and 

biological pathways systematically from drug-gene-side effect networks. Our method relies on the known associations 

and node similarity information, such as drug-drug similarity by chemical substructure comparison. It is expected that 

a more accurate chemical similarity and side effect similarity measurement as well as more complete chemical-gene-

side effect association datasets can discover more novel associations that may be directly applied to clinical studies.   

Contribution 

The contributions of this paper are both methodological and translational. Methodologically, we demonstrate that a 

network-regularized weighted and imputed one-class collaborative filtering method when applied to bi-layered and 

multi-layered drug-target-side effect network is a potentially powerful tool to predict drug side effects and elucidate 

the molecular and cellular mechanisms of side effects. The translational application is that we predict side effects for 

several drugs in the database as well as biological pathways associated with these side effects. Majority of them are 

consistent with existing clinical evidences. 

Related work 

This section is a review of the existing methods for side effect-pathway prediction, and the core statistical and machine 

learning methods that have been applied to drug side effect predictions, followed by applications of nonnegative matrix 

factorization methods for association prediction problems. 

To the best of our knowledge, only a few studies have been done to predict the associations between side effects and 

biological pathways. Fukuzaki et al. proposed a method, Cooperative Pathway Enumerator (CREPE) to predict 

associations between biological conditions (e.g. heat shock condition) and pathways using the frequent subgraph 

discovery method9. Wallach et al. presented a method to predict side effect-pathway associations by a combination of 

virtual docking and logistic regression methods, assuming that drugs affecting the same pathway may induce the same 

side effects10. More recently, Shaked et al. developed a prediction method, called Array of Model-based Phenotype 

Predictors (AMPP) to predict drug-target associations using Support Vector Machine (SVM), and extended it to 

connect key metabolic reactions and biomarkers to side effects, by applying Random Forest-based feature selection 

on the biomarker features11, 12.  

 

 

Figure 1. Multi-layered network 

view of drugs causing side effects. 

Drugs may bind targets that are 

associated with side effects or 

relevant biological pathways. Thus, 

drugs may cause side effects 

through the interplay of biological 

networks. Solid lines: known 

associations used as training sets in 

this study. Dashed lines: no known 

associations used. 
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Similarity Ensemble Approach (SEA) is a method developed to predict whether a drug will bind to a target protein 

based on the chemical structure similarity13, 14, 15. Lounkine et al. applied SEA to drug-induced side effect prediction 

by connecting the predicted drug-target associations to the known target-side effect associations3. The strength of SEA 

is that it can capture information from sets of weak similarities. 

Multi-label Learning (ML) is a class of machine learning methods suitable for predicting multiple labels that are not 

necessarily mutually exclusive, and ML applications on several domains have been developed16. Zhang and Zhou 

developed k-nearest neighbor-based ML (MLKNN)17 and it refined by applying mutual information-based feature 

selection on top of MLKNN (FS-MLKNN) to predict drug-induced side effects6. FS-MLKNN can be classified an 

ensemble learning method, which combines weak base learners to improve prediction. 

Canonical Correlation Analysis (CCA) is used to find the weights that maximize the correlation between the feature 

vectors18. Pauwels et al. developed a chemical substructure-based prediction method that applies CCA and refined it 

to Sparse CCA (SCCA) for easier interpretation5, 19. In addition to the predicted outcome, SCCA can also return to the 

optimized weights that represent the importance of each feature. Liu and Altman applied CCA and found correlations 

between binding affinities of drugs to essential genes and side effects of drugs. They combined CCA with singular  

value decomposition to extract features representing biological signals, excluding the frequency of information in the 

dataset20. 

While these sophisticated methods are reasonably accurate, each class of methods has drawbacks. First, SEA, FS-

MLKNN and SCCA only use chemical features. Therefore, these methods cannot utilize other side information, such 

as target-target similarity without integrating other methods. Second, these methods may not be able to handle the 

activity cliff, where a small change in the chemical structure results in a dramatic change in the biological outcome21. 

Third, the methods mentioned above generate models based on the assumption that the unobserved associations are 

negative. However, the unobserved associations may be positive, the idea which the weighted imputation-based 

method tries to adopt. 

Nonnegative matrix factorization (NMF), first introduced by Paatero and Tapper in 1994, became a popular choice 

for recommendation problems after the development of the multiplicative update algorithm by Lee and Seung22, 23. 

One of the most successful NMF applications is the Netflix competition, where the user-video preferences are 

predicted by NMF24. To better predict the user-item preferences, advanced NMF algorithms take side information, 

such as user-user and item-item similarities to reflect the idea that similar users tend to choose similar items. Advanced 

NMF methods such as wiZAN-dual can also take weights and imputation values to account the fact that some of the 

unknown associations may be positive25. Based on the mathematical framework of wiZAN-dual, REMAP and its 

variation COSINE were developed to make predictions on unobserved chemical-protein associations7, 26. 

FASCINATE is an extension of REMAP on a multi-layered network, and has been applied to study drug-gene-disease 

networks8. In this paper, for the first time, we utilize REMAP and FASCINATE to infer novel drug-gene-pathway-

side effect associations.  

Method 

A. Overview of REMAP and FASCIANTE algorithms 

As illustrated in Figure 2, the hypothesis of REMAP and its extension FASCINATE algorithms is that the observed 

sparse and noisy drug-gene profiles and drug-side effect profiles rise from the latent features (hidden variables) of 

 

 

Figure 2. Illustration of the 

rationale of REMAP and 

FASCINATE algorithms. These 

algorithms calculate the latent 

features of chemicals, genes, and 

side effects from the observed 

associations. The latent features 

are used to reconstruct the 

complete association matrices. 
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chemicals, genes, and side effects. Similar chemicals, genes, or side effects will have similar latent features. The 

operation between chemical and gene latent features (e.g. inner product) will restore the complete chemical-gene 

associations; similarly for chemical-side effect and gene-side effect associations.  

B. Dataset description 

Our method has three types of nodes: drugs, genes, and side effects. We collected known associations from publicly 

available databases. Drug-side effect associations for small molecule drugs were obtained from SIDER4.1 database27. 

Drug-target associations are obtained from the combination of three databases: ZINC, ChEMBL, and DrugBank28, 29, 

30. Drug-target associations were excluded if the drug was not included in the SIDER database. Gene-side effect 

associations were obtained from Lounkine et al3. The known associations were treated as binary (i.e. 1 for observed 

associations, and 0 otherwise). The drug-drug similarity scores were calculated based on chemical 2D structure 

similarity as described in REMAP paper7. Protein-protein interactions were obtained from BioGRID database31 and 

used as gene-gene similarity matrix. We have tested semantic similarity-based side effect-side effect similarity scores 

using UMLS-Similarity software32. However, the semantic similarity scores did not help gene-side effect or drug-side 

effect prediction accuracy. The best performance with semantic similarity was within one standard deviation of the 

performance without using it (data not shown). Thus, an identity matrix was used as side effect-side effect similarity 

matrix. The data statistics are listed in Table 1. 

Table 1. Data statistics of drug-gene-side effect network. 

 Type Count 

Nodes 

Drugs 1549 

Genes 19116 

Side effects (diseases) 4251 

Associations 

Drug-gene 4727 

Drug-side effect 127595 

Gene-side effect 2209 

Similarities 

Drug-drug 5303 

Gene-gene 458135 

Side effect-side effect 4251 

 

C. Description of prediction method  

REMAP is a variation of nonnegative matrix factorization algorithm for inferring novel binary relations. FASCINATE 

is an extension of REMAP on multi-layered network8. The three layers used in this study are drugs, genes, and side 

effects, and the aim is to find low-rank matrices of latent features for each layer that minimizes the following equation: 

min
Fi≥0 (i=1,…,g)

J = ∑‖Wi,j ⊙ (Di,j + Pi,j − FiFj
′)‖

F

2
+ α ∑ tr(Fi

′(Ti − Ai)Fi)

g

i=1

+ β ∑‖Fi‖F
2

g

i=1

                  (1) 

Here, g is the number of total layers (3 in this study), and Fi (e.g. F1, F2, or F3) is the low-rank matrix for the ith layer, 

Di,j is the cross-layer association matrix between the ith and jth layers (e.g. drug-gene), Ai is the within-layer similarity 

matrix (e.g. drug-drug), Ti is the diagonal degree matrix of Ai, Wi,j is the weight matrix, Pi,j is the imputation matrix, 

⊙ is an element-wise product operator (Hadamard product), and ‖M‖F is the Frobenius norm of matrix M. For the 

algorithmic efficiency, the weight matrix was replaced with a scalar, global weight for all layers, and the imputation 

value was uniformly set to a constant for all unobserved associations. Once the low-rank matrices for each layer are 

calculated by FASCINATE, the prediction matrix between the ith and jth layer can be obtained by the matrix product 

of Fi and Fj. If there are only two layers, the objective function in Eq. (1) is identical to that of REMAP. More details 

about the algorithm can be found in the reference8. 

We evaluated the effectiveness of REMAP using multiple metrics. For varying degree of density in the gene-side 

effect network, we performed 10-fold cross-validation to measure four different performance metrics that are 

commonly used to evaluate a recommender system. The four metrics are the standard area under the receiver operating 

characteristic curve (AUC), Half-Life Utility (HLU)33, Mean Average Precision (MAP)34, and Mean Percentage 
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Ranking (MPR)35. HLU estimates the likelihood that a user accepts the recommended items under the assumption that 

it exponentially decays with the item’s ranking36. MAP measures the average precision over all users in the test dataset 

at different recall levels34. MPR measures the average of percentile-ranks of positive associations in the test dataset35. 

For example, an MPR of  0% is obtained when all positive associations are top-ranked. On the other hand, 100% MPR 

is obtained when they are ranked to the least. The higher AUC, HLU, MAP and the lower MPR, the better 

performance. During the cross-validation, we categorized side effects by the number of known drug-side effect 

associations and measured performances from rare side effects to frequently observed ones. For comparison, we tested 

feature selection-based multi-label k-nearest neighbor method (MLKNN)6 under the same cross-validation and rarity 

conditions as those for REMAP.  

Since FASCINATE takes a few tuning parameters, we found the optimal parameters by using a grid search and 10-

fold cross-validation. For each fold, we randomly selected approximately 10% of the associations from both drug-

gene and drug-side effect layers as test sets, and measured the AUC for both layers separately. Then, we evaluated the 

performance by the average of the test AUC for 10 folds weighted by the number of associations in each layer. In this 

way, we found the optimal low-rank and maximum iteration number to be 770 and 100, respectively, while fixing the 

other parameters to be the default values. Using the optimal rank and iteration number, we found the optimal 

parameters to be α=0.5, β=1.0, and weight=0.25.  

D. Random permutation and overrepresentation analysis 

Next, we performed random permutation and overrepresentation analysis on the gene-side effect layer using the 

optimal parameters above. Briefly, we estimated the distribution of prediction scores from random permutations, and 

using the distribution, we filtered predicted pairs from FASCINATE without permutation. The filtered pairs were then 

used to search for significant pathway-side effect associations by an overrepresentation test. For each permutation test, 

we randomly permutated the drug-gene and drug-side effect associations while keeping the total number of 

associations in each layer. Using the permuted layers and the intact gene-side effect layer as inputs, we ran 

FASCINATE to obtain the prediction scores for gene-side effect pairs. We performed 200 permutation iterations and 

recorded the prediction scores for each gene-side effect pair. Then, we collected raw prediction scores from randomly 

selected 1,000 gene-side effect pairs from unknown associations. With the 200,000 raw scores (1,000 pairs with 200 

scores each), Epanechnikov kernel was used to fit the distribution (Figure 3). Except those for known gene-side effect 

associations, the raw prediction scores were converted to p-values by the Epanechnikov kernel probability density 

function obtained above, followed by the False Discovery Rate adjustment. To infer associations among biological 

pathways and the side effects, the gene sets for each side effect were used for KEGG overrepresentation test provided 

in the cluster Profiler package37. The enriched pathway-side effect associations were filtered out if the pathway is 

associated with more than 5 side effects, or the side effect is associated with more than 5 pathways. Also, predicted 

pairs with q-value (from hypergeometric test) higher than 0.05 were filtered out.  

Figure 3. (A) Epanechnikov kernel fitting on FASCINATE prediction scores from random permutation analysis on 

gene-side effect associations. (B) Inset of (A) for smaller ranges of both axes. 

Result 

A. Significantly improved performance of REMAP in predicting rare side effects 

REMAP performs better than MLKNN for all four metrics in all tested rarity categories (Table 2). The performance 

gain of REMAP over MLKNN is more significant when the side effect is rare. The AUC of REMAP drops from 0.95 
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for all side effects to 0.84 for the rarest side effect class, while that of MLKNN drops from 0.92 to 0.68. This suggests 

that REMAP can be effectively applied for drug-side effect predictions from rare to common side effects. It is noted 

that while REMAP shows better AUC and MPR for more common side effects, REMAP’s performance is not 

necessarily improving as the rarity decreases, based on HLU and MAP. The same trend is observed for MLKNN, 

suggesting that presenting the four metrics provides more objective evaluations. In summary, our extensive benchmark 

studies show that REMAP has a great potential to predict novel associations. 

Table 2. Performances of REMAP and MLKNN predicting drug-side effect associations.  

 Avg. AUC Avg. HLU Avg. MAP Avg. MPR 

Number of 

drugs per SE* REMAP MLKNN REMAP MLKNN REMAP MLKNN REMAP MLKNN 

< 12 0.84 0.68 5.6 3.6 .048 .031 0.26 0.33 

< 25 0.88 0.76 4.9 2.4 .045 .026 0.20 0.24 

< 50 0.90 0.82 4.1 1.6 .044 .026 0.16 0.19 

< 100 0.92 0.85 3.9 1.1 .043 .024 0.13 0.16 

< 200 0.93 0.88 3.5 0.7 .040 .023 0.11 0.13 

< 400 0.94 0.90 3.4 0.4 .042 .024 0.10 0.11 

< 800 0.95 0.91 3.6 0.2 .047 .027 0.08 0.10 

All 0.95 0.92 4.0 0.3 .052 .031 0.08 0.09 

* Side effects having a certain number of associated drugs per side effect. 
 

B. Literature supports of top ranked predictions 

Furthermore, the top ranked predictions from REMAP are supported by existing clinical evidences, as shown in Table 

3. Newton et al. reported that patient groups receiving diazepam showed decreased libido compared to other groups 

including placebo in reviewing total of 984 patients with generalized anxiety disorder38. An ovarian carcinoma patient 

treated with paclitaxel and carboplatin was reported to develop acute myeloid leukemia (AML) in 2006 while the main 

culprit was unclear39. In 2016, another group reported a case of a patient who developed AML after endometrial 

chemotherapy including paclitaxel, where paclitaxel was the likely cause of AML40. Although indirectly related to 

ichthyosis and less severe, patients treated with lenalidomide showed significant dermatologic side effects41. It was 

reported that one of the most common side effect of erlotinib, when treated with emibetuzumab for non-small cell 

lung cancer (NSCLC), is hypocalcemia42. In addition, erlotinib alone was reported to cause hypocalcemia43. Two 

clinical case reports and human exposure studies suggest that propranolol may cause cardiac arrest if overdosed44, 45. 

Although rare and the cases were limited to the elderly population, ranolazine treatment was reported to cause visual 

hallucinations, which resolved after discontinuation of treatment46. In a study of 5,194 males, approximately 35% of 

patients experienced erectile dysfunction, and it was associated with cumulative exposure to zalcitabine or 

enfuvirtide47. Ejaculatory failure was reported from oxcarbazepine treatment48. In three cases of long-term 

corticosteroid treatment, including two cases with prednisolone, the patients suffered from mild to severe impairment 

of vision, which could have resulted in permanent loss of vision49. In a study analyzing more than a million cases from 

September 1999 to April 2012, levofloxacin was found to be the greatest risk for patients. Patients who took 

levofloxacin had higher hazard ratios for serious cardiac arrhythmia and death compared to amoxicillin and 

azithromycin50. In a case report, Mahendran and Liew suggested that when prescribing alprazolam, symptoms of 

depression need to be carefully monitored. They described a healthy woman in her 20s who developed severe 

depression with suicidal thoughts after taking the prescribed doses of alprazolam three times51. 

Table 3. Predicted top ranked drug-side effect associations with literature support. 

Drug Predicted Side Effect Reference Drug Predicted Side Effect Reference 

Diazepam Libido disorder 38 Zalcitabine Erectile dysfunction 47 

Paclitaxel Acute myeloid leukemia 39, 40 Oxcarbazepine Erectile dysfunction 48 

Lenalidomide Ichthyosis 41 Prednisone Blindness 49 

Erlotinib Hypocalcemia 42, 43 Levofloxacin Cardiac failure 50 

Propranolol Cardiac failure 44, 45 Alprazolam Suicide attempt 51 

Ranolazine Visual impairment 46  
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C. Identification of pathway-side effect associations 

A total of 7,572 gene-side effect pairs for 409 unique genes and 1,150 unique side effects were found with q-values 

lower than 0.001 by FASCINATE and subsequent random permutation analysis. Then these genes are associated with 

biological pathways using gene set overrepresentation analysis. The final predicted pathway-side effect associations 

with their q-value are listed in Table 4. The literature support for predicted top-ranked side-effect pathways suggest 

that our method can infer missing one type of binary relations by jointly learning other types of binary relations from 

a multi-layered network (Table 4). Wirtz and Keller identified mutations and significant up or down regulation in 

different kinds of an interleukin family of cytokines in mice with glaucoma, suggesting that disruption of interleukin-

20 signaling in the eye may be associated with glaucoma52. More recently, Gupta et al. showed that the concentration 

of tear film cytokines were significantly lower in patients with primary open-angle glaucoma53. Liu and Neufeld 

showed that the epidermal growth factor receptor (EGFR) is significantly upregulated and tyrosine phosphorylated in 

the human glaucomatous optic nerve head in vivo. They demonstrated that it induces nitric oxide synthase to generate 

excessive nitric oxide, leading to increased intraocular pressure and glaucoma54. In another study, the authors 

suggested that EGFR is a common regulatory pathway for neural injuries in the optic nerve, including glaucoma55. 

Kwon and Tomarev showed that several components in integrin-focal adhesion kinase – serine/threonine kinase 

signaling pathway are activated in the eyes of mice expressing high level of myocilin, a protein known to be associated 

with glaucoma56. Piotrowska et al. surveyed patients treated with a selective EGFR tyrosine kinase inhibitor, where 

they found a significant proportion of patients developed  drug-induced cataracts, including those who had to undergo 

surgical repair57. Although the association between cataract and focal adhesion pathway is subtle, Kokkinos et al. 

showed that the expression and phosphorylation pattern of focal adhesion kinase changes as the lens develops in 

mice58. As one may simply guess, sex steroid hormone deficiency is known to be associated with erectile 

dysfunction59. Although we could not find pertinent references, it may be trivial to validate the predicted association 

between steroid hormone synthesis and decreased libido. A more indirect association was described between erectile 

dysfunction and gastric acid secretion, which is clinically regulated by histamine receptor antagonists60, 61. In a study 

involving 55 patients with stage IV NSCLC, patients having EGFR mutations showed less severe depression compared 

to those without EGFR mutation, suggesting the association between depression and EGFR62. In a review paper, 

evidence was found for omega-6 polyunsaturated fatty acid (e.g. linoleic acid) affecting the function of leukocytes63. 

Several interesting points rise from the predicted side effect-pathway associations. First, glaucoma and cataract share 

two common pathways: EGFR tyrosine kinase inhibitor resistance and focal adhesion pathways. Second, the results 

suggest that erectile dysfunction and decreased libido are relevant to the steroid hormone biosynthesis pathway. 

Further studies with more details and experimental validations are necessary to refine the FASCINATE method for 

gene-side effect-biological pathway association prediction. 

Table 4. Predicted pathway-side effect associations by random permutation and overrepresentation analysis. 

Side Effect (disease) KEGG Pathway Q-value Reference 

Glaucoma Cytokine-cytokine receptor interaction 1.1E-2 52, 53 

Glaucoma EGFR tyrosine kinase inhibitor resistance 9.2E-4 54, 55 

Glaucoma Focal adhesion 6.9E-3 56 

Cataract EGFR tyrosine kinase inhibitor resistance 7.3E-3 57 

Cataract Focal adhesion 2.2E-2 58 

Erectile dysfunction Steroid hormone biosynthesis 5.6E-3 59 

Libido decreased Steroid hormone biosynthesis 9.3E-6 * 

Erectile dysfunction Gastric acid secretion 8.1E-3 60, 61 

Depression EGFR tyrosine kinase inhibitor resistance 1.2E-2 62 

Leukopenia Linoleic acid metabolism 1.4E-2 63 

*No pertinent references found. 

Conclusion 

In this study, REMAP outperformed state-of-the-art MLKNN on drug-side effect prediction as measured by the four 

metrics (AUC, HLU, MAP, and MPR), especially for rare side effects. Furthermore, FASCINATE, a multi-layer 

extension of REMAP, was applied to jointly predict the drug-target-side effect network and to infer missing pathway-

side effect associations in combination with random permutation analysis and the overrepresentation test. Many of the 

predicted drug-side effect and pathway-side effect associations are supported by existing experimental and clinical 
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evidences (Table 3 and Table 4). These results suggest that network-regularized weighted imputed one-class 

collaborative filtering is a powerful tool for inferring missing biological relations on a multi-scale. There are many 

ways to improve the performance of REMAP and FASCINATE. Their performances are dependent on the similarity 

measure of drug-drug, target-target, and side effect-side effect pairs as well as the coverage of reconstructed drug-

gene-side effect networks.  The side effect-side effect semantic similarity used in this study does not help much with 

the prediction accuracy. Thus, new side effect-side effect similarity measurement is needed.  In the earlier studies, it 

was shown that the structure-based ligand binding site similarity improves the prediction accuracy of side effect56. In 

addition, the datasets used in this study are not comprehensive. Only 1,549 unique FDA approved drugs and 4,727 

drug-gene interactions are included in the current network. It is expected that more novel relations can be identified if 

the reliable chemical-gene network which include approximately 500,000 chemicals (including drugs) and thousands 

of targets genes7 and improved drug-side effect database are applied64.  
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Abstract 

Medication regimen may be optimized based on individual drug efficacy identified by pharmacogenomic testing. 

However, majority of current pharmacogenomic decision support tools provide assessment only of single drug-gene 

interactions without taking into account complex drug-drug and drug-drug-gene interactions which are prevalent in 

people with polypharmacy and can result in adverse drug events or insufficient drug efficacy. The main objective of 

this project was to develop comprehensive pharmacogenomic decision support for medication risk assessment in 

people with polypharmacy that simultaneously accounts for multiple drug and gene effects. To achieve this goal, the 

project addressed two aims: (1) development of comprehensive knowledge repository of actionable pharmacogenes; 

(2) introduction of scoring approaches reflecting potential adverse effect risk levels of complex medication regimens 

accounting for pharmacogenomic polymorphisms and multiple drug metabolizing pathways. After 

pharmacogenomic knowledge repository was introduced, a scoring algorithm has been built and pilot-tested using a 

limited data set. The resulting total risk score for frequently hospitalized older adults with polypharmacy 

(72.04±17.84) was statistically significantly different (p<0.05) from the total risk score for older adults with 

polypharmacy with low hospitalization rate (8.98±2.37). An initial prototype assessment demonstrated feasibility of 

our approach and identified steps for improving risk scoring algorithms. 

 

Introduction 

Polypharmacy has been characterized as a significant risk factor for adverse drug events in multiple studies. High 

prevalence of polypharmacy in older adults has been widely reported1. Multiple studies have mentioned that 

polypharmacy increases the risk of adverse drug reactions, hospitalization, falls, mortality, and other adverse health 

outcomes in elderly patients2. Polypharmacy represents a significant risk for drug-drug, drug-disease and drug-gene 

interactions2 and, undoubtedly, has become a significant source of health care utilization and costs. 

Previous studies showed high utility of pharmacogenomics for preventing potential side effects of polypharmacy. 

Pharmacogenomics allow identify how hereditary profile affects an individual response to drugs. As a strategy for 

optimizing medication usage, pharmacogenomics became an important element of precision medicine. A recent 

study has demonstrated that precision medicine has significant potential in people with polypharmacy particularly in 

older adults with history of urgent care utilization3. 

However, majority of current pharmacogenomic decision support tools are based only on assessment of single drug-

gene interactions without taking into account complex drug-drug and drug-drug-gene interactions which are 

prevalent in people with polypharmacy and may result in adverse drug events or suboptimal drug efficacy. Many of 

the most frequently prescribed medications for older adults are metabolized by multiple cytochrome pathways, each 

of which, taken alone, insufficiently represents the actual metabolic pharmacokinetics. With increasing number of 

drugs, growing complexity of multiple contemporaneous drug-drug and drug-gene interactions results in a 

significant cognitive workload for a practicing provider preventing optimal regimen prescription. Thus, development 

of comprehensive decision support tools accounting for multiple drug interactions is a crucial step in promoting 

precision medicine in people with polypharmacy. 

The main objective of this project was development of comprehensive pharmacogenomic decision support for 

medication risk assessment in people with polypharmacy. To achieve this goal, the project addressed two aims: (1) 

development of comprehensive knowledge repository of actionable pharmacogenes; (2) introduction of scoring 

approaches reflecting potential adverse effect risk levels of complex medication regimens accounting for 

pharmacogenomic polymorphisms and multiple drug metabolizing pathways. 
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Methods 

Multiple open database sources and online literature repositories were used in this project to obtain verified drug 

metabolism information and metabolic phenotypes of cytochrome P450 (CYP) alleles. Available knowledge 

repositories containing pharmacogenomic information have been reviewed based on literature reports and citation 

index and their content compared. After a comprehensive review of available pharmacogenomic information 

resources, the following sources were utilized to build knowledge base for this project: PharmGKB, Indiana 

University Cytochrome P450 Drug Interaction Table (IU), SuperCyp, UpToDate, and SNPedia (Figure 1). 

Wikipedia was initially considered however it was 

eventually excluded from further consideration due to 

inconsistencies in its article format preventing from 

automated data extraction. The Indiana University (IU) 

portal provides information on major P450 drug 

interactions which were included in our initial database4. 

SuperCyp contains exhaustive Cytochrome-Drug 

interaction data5. UpToDate is one of the most trusted 

clinical decision support resources6. It was used in this 

project to retrieve information about substrate weight status 

for particular drug metabolism pathways. CYP450 enzyme 

activity for various single nucleotide polymorphisms 

(SNP), deletions and copy number variations (CNV) were 

imported from PharmGKB and SNPedia7, 8.  

                                                 Figure 1. Data sources for knowledge repository. 

We created our own relational database to merge complex data from different data sources. The database was 

designed to be scalable, pluggable, and platform-independent. The key component was represented by two tables 

consisting of drug names and 

enzyme names. Extended from 

that, we had detailed 

information about the drugs 

and enzymes, saved in 

individual tables respectively 

based on content and source. 

We had four kinds of detailed 

tables, with each category 

shared the same schema. The 

Interactions table contained 

drug metabolism effects; the 

IteractionStatus table included 

effect weight information; the 

Allele table stored the allele 

name of the enzymes and the 

functionality of those allelic 

variations, and the DrugNames 

table had the drug aliases such 

as brand names or chemical 

names of the drugs that helped 

normalize drug names coming 

from different sources. Figure 

2 depicts the relational schema 

of the database. 

 

Figure 2. Relational database schema. 

Figure 3 represents the structure of computer program that implemented data aggregation and scoring. The program 

was mostly written in Java to make it platform-independent. For each data source, we created different modules to 
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fetch the data, cleaned them and modified the data format to fit our database. Python scripts were used to perform 

the batch operations in this step. We wrote a Database class and used JDBC module to connect with the database. 

Drug, Enzyme and Patient classes were created to bring the data into instances. We built a user-friendly interface 

using JavaFX in UI class, but one could still use the Batch class to start a batch process, or use the Console program 

to trace the results.  

User can easily change parameters through the APIs we provided in Score class, or create their own algorithms by 

overriding the Parser class. The program is guaranteed to be thread safe and have limited memory usage. We 

implemented a module for low level Excel access through Java API to Access Microsoft Excel Format Files (POI-

XSSF). 

Figure 3. Program structure (each rectangular represents a Java class). 

 

 

Model 

To account for simultaneous contribution of 

multiple cytochrome pathways and cytochrome 

polymorphisms, we introduced a scoring 

framework for medication risk in people with 

polypharmacy (Figure 4). The framework 

reflects contemporaneous impact of cytochrome 

allele types based on corresponding metabolic 

phenotypes (i.e. extensive, poor or rapid 

metabolizer) and individual drug effect on 

activity of specific cytochrome enzymes (i.e. 

substrate, inhibitor, or inducer) to account for 

phenoconversion phenomena.  

 

         Figure 4. A scoring framework for medication risk. 
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Initially, we experimented with two algorithms, the additive and multiplicative algorithms, to numerically represent 

the risk on potential drug interactions through CYP450 metabolism in patients. In our previous study, we found that 

the multiplicative approach had limited ability to distinguish two patients’ drug-gene interactions9. This study 

represents further development of an additive algorithm. 

 

Figure 5. Flowchart of medication risk score calculation. 

 

The overall algorithm for medication risk score calculation is delineated in Figure 5. We divided the medication risk 

score into three parts: (1) drug-drug interaction representing contemporaneous effect of multiple drugs on 

cytochrome pathways affecting drug metabolism, (2) drug-gene interaction reflecting impact of individual 

cytochrome polymorphisms on metabolic phenotypes, and (3) gene function representing deleteriousness of 

cytochrome polymorphisms in a particular patient. For each drug the patient takes, the drug-drug interaction score ��� can be represented as 

��� = � � ���
�

��	



��	  �1� 

Where � is the binding enzyme of that drug, � is total number of enzymes; � is the other drugs that the patient also 

takes and will have effects on the same enzyme �, and � is the number of drugs the patient is taking. 

For each drug, the drug-gene interaction score ��� is defined as 

��� = � ��



��	
�2� 

where �� represents the metabolic phenotype of enzyme �. 
Drugs are often metabolized through multiple cytochrome pathways, each pathway has different contribution to 

drug's pharmacologic action. We collected weight data of the most common drugs from UpToDate.com and saved 
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this information in our database. Then we assigned a weight percentage for each drug. The weighted score for each 

drug (��) is 

�� = ���� ��� � ��
�

��	 � ∗ ���

��	

�3� 

where �� is the weight on enzyme � for drug �. 

Since allele functionality has decisive effect on drug metabolism, we added a term named gene function in our 

equation, to represent the impact of pharmacogene mutations. For each patient, the final risk score � is defined as 

� = � |��|�
�=1 � � ��



��	

�4� 

where �� is the gene function score. Still, � represents total number of enzymes and � represents the number of 

drugs the patient is taking. 

 

Results 

The resulting knowledge repository contained information on 763 drugs, 11 cytochrome enzymes, and 132 alleles. It 

included 2076 unique pairs of drug-enzyme interactions reflecting effect of medications on cytochrome activity, 132 

allele phenotype characteristics of individual cytochrome polymorphisms, and 721 enzyme-drug associations 

reflecting multiple metabolizing pathways of individual drugs. Out of 2076 drug-enzyme interactions, 691 were 

obtained from IU, 1848 – from SuperCyp, with 463 overlapping relationships. All 721 enzyme-drug associations 

were extracted from UpToDate. Out of 132 allele phenotype characteristics, 54 were obtained from SNPedia, and 

132 – from PharmGKB, with 54 characteristics overlapping between these two data sources. A summary of alleles 

for which metabolic phenotypes were collected is presented in Table 1.  

Table 1. Cytochrome alleles represented in the resulting knowledge repository. 

Cytochrome Alleles with Metabolic Phenotypes 

CYP1A2 *1A *1C *1F *1K *3 *4 *6 *7 

CYP2B6 *1A *4A *6A *16 *26 

CYP2C19 *1A *1B *1C *2A *2B *2C *2D *2E *2F *2G *2H

 *2J *3A 

*3B *4A *4B *5A *5B *6 *7 *8 *9 *10 *11

 *13 *15 

*16 *17 *18 *19 *22 *24 *25 *26 *28 *35 

CYP2C8 *1A *5 

CYP2C9 *1A *2A *3A *3B *4 *5 *6 *8 *9 *11A *12

 *13 *14 

*15 *31 *59 *60 

CYP2D6 *1A *1B *1C *1XN *2A *2XN *3A *4A *4B *4C *4D

 *4K *4X2 

*5 *6A *6B *6C *7 *8 *9 *10A *10B *10X2 *11

 *12 *13 

*14A *15 *17 *18 *19 *20 *21A *21B *29 *31 *33

 *35A *35X2 

*36 *38 *40 *41 *42 *44 *45A *45B *46 *68A *68B

 *69 *92 

*100 *101 

CYP2E1 *1A *2 *3 *4 

CYP3A4 *1A *18A *22 

CYP3A5 *1A *3A 

CYP3A7 *1A 
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We used twelve patients whose pharmacogenetic profile, medication list and hospitalization records were available 

for building scoring system. Among the twelve cases, pharmacogenomic testing indicated significant genetic 

polymorphisms in six of them, which affected overall metabolism of their prescribed drugs. These six patients had 

higher urgent care utilization than those without significant pharmacogenomics polymorphisms10. 

To obtain optimal parameters for the scoring algorithm, weights for drug-drug interaction, drug-gene interaction and 

gene function were modeled in series of iterative experiments. 

Figure 6 illustrates the total score for patients over the scaling of gene function score. Patient results from higher 

hospitalization rate (HHR) group are colored in red. The subject pgx15, which is represented in blue color, is the 

patient with the highest total score in low hospitalization rate (LHR) group. Patients in LHR group are supposed to 

have much smaller scores than others. To identify thresholds distinguishing patients in LHR and HHR groups, we 

used the patient with the lowest score in HHR group and the patient with the highest score in the LHR group 

(pgx15). Subsequently, the value of gene function factor was determined to be 30. 

 

 

 

 

Figure 6. Patient general score over gene function score. 

 

 

Figure 6 shows a graphical view the patients’ average score changes over different factors scaling. We still colored 

the HHR group with red, and LHR group with blue. The comparison between Figure 6a and Figure 6b indicated that 

the gene function factor played a key role in distinguishing two groups of patients: the score of HHR group 

increased rapidly through the increasing of gene function factor. The gene function factor had minor impact on LHR 

group as expected.   
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(a) drug-drug interaction and gene function factors           (b) drug-gene interaction and gene function factors 

 

(c) drug-drug interaction and drug-gene interaction factors 

Figure 7. Patient general score over different interaction factors. 

 

Figure 7 demonstrates the impact of drug-drug interaction, drug-gene interaction more clearly. Since all the test 

cases had significant polypharmacy, the change of drug-drug interaction factor lead to obvious changes in total 

score. It also showed that drug-gene interaction factor had more influence in HHR group as well as gene function 

factor. 

The scaling factor calculation revealed that we should set a higher drug-gene interaction and gene function factors, 

and keep drug-drug interaction factor as low as possible. In our model, the drug-drug interaction factor was 

eventually set to 0.1 for each competing drug (0: none; -0.1: substrate; -0.1: inhibitor; +0.1: inducer), the drug-gene 

interaction factor was set to 16 (0: normal/extensive; -16: poor; +16: rapid; -4: intermediate), and the gene function 

factor was 30 for all significant polymorphisms as mentioned above. 

We calculated the total score for two groups of patients. Table 2 shows the percentage of different contributing 

components in total score depending on patient group (HHR vs. LHR). Depending on the nature of individual 

polypharmacy and pharmacogenomic profile, there is different contribution of each of three total risk score 

components. 

The resulting total risk score for frequently hospitalized older adults with polypharmacy (72.04±17.84) was 

statistically significantly different (p<0.05) from the total risk score for older adults with polypharmacy with low 

hospitalization rate (8.98±2.37). 
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Table 2. Percentage of drug-drug interaction, drug-gene interaction and gene function score in patient’s total score. 

  Subject ID drug-drug drug-gene gene total score (value) 

High hospitalization  

rate (HHR) 

1 0.106 0.690 0.204 146.88 

2 0.186 0.287 0.538 55.75 

6 0.045 0.332 0.623 96.3 

7 0.038 0.115 0.860 34.88 

8 0.028 0.000 0.972 30.85 

10 0.059 0.503 0.444 67.6 

Low hospitalization 

rate (LHR) 

0 1.000 0.000 0.000 9.22 

11 0.314 0.686 0.000 9.72 

12 1.000 0.000 0.000 2.15 

13 0.545 0.455 0.000 8.8 

14 0.167 0.833 0.000 4.8 

15 0.385 0.625 0.000 19.2 

average 

HHR 0.077 0.321 0.607 72.04±17.84 

LHR 0.569 0.433 0.000 8.98±2.37 

Total 0.323 0.377 0.303 40.51±12.81 

 

 

Discussion and Conclusion 

Our initial goal was to build a prototype of platform-agnostic medication risk scoring system that can numerically 

represent the general effects of potential drug-drug and drug-gene interactions based on CYP450 metabolism. Such 

a system may potentially help identify patients with polypharmacy in need for optimizing their drug regimens and 

prioritize pharmacogenomics testing in risk populations with polypharmacy. We built a scalable and comprehensive 

database and a pluggable Java application. The initial prototype testing demonstrated feasibility of our approach and 

helped identify next steps in improving scoring algorithms. 

The main limitation of the study is small data set due to which systematic accuracy evaluation will be performed in 

the next stage of the project. Our next step is to utilize significant number of verified pharmacogenomics cases for 

training and testing the scoring algorithms. We plan to obtain sufficient sample from an ongoing study assessing 

impact of pharmacogenomic polymorphisms on urgent care utilization in older adults with polypharmacy10. We will 

employ a variety of machine learning techniques11 such as support vector machines, neural networks and 

classification and regression trees, to maximize the distance between the total scores representing study groups. A 

Receiver Operating Characteristic (ROC) curve will be used to identify cut-off points which maximize area under 

the curve (AUC) 12. Additional parameters affecting risk for hospital admissions will be included in the model. 

In the next iteration of this work, the granularity of underlying knowledge repository will be significantly expanded. 

We plan to expand our knowledge base using automated extraction of drug-drug13 and drug-herb14 interactions from 

published articles and other authoritative sources15 as well as information on metabolic phenotypes of specific 
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pharmacogenomics polymorphisms16. Patient-reported information on drug side effects17 and drug interaction18 may 

be an additional source of information for our knowledge database. The resulting knowledge base will have to be 

assessed for completeness in relation to other sources. Resulting scoring algorithms will be compared with other 

approaches to evaluate medication regimen risk such as recently introduced combinatorial pharmacogenetics 

approach for treatment of mental health conditions19. 

Once sufficient scoring resolution is achieved, the decision support tool will be tested in routine clinical care for 

identification of individuals with high risk medication regimen. Pharmacogenomic polymorphism has been 

demonstrated to be a significant predictor of frequent hospitalizations in older adults with polypharmacy20. Clinical 

decision support systems for medication optimization may significantly improve clinical outcomes21 and reduce 

medical errors22. Provider23 and patient education24 on use of pharmacogenomic testing via interactive apps coupled 

with pharmacogenomic support embedded into electronic medical records25 will further facilitate patient safety, 

improve quality of care, clinical outcomes and patient satisfaction. 
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Abstract 

In the last 3-5 years, there has been a rapid increase in clinical use of next generation sequencing (NGS) 
based cancer molecular diagnostic (MolDx) testing to develop better treatment plans with targeted 
therapies. To truly achieve precision oncology, it is critical to catalog cancer sequence variants from 
MolDx testing for their clinical relevance along with treatment information and patient outcomes, and to 
do so in a way that supports large-scale data aggregation and new hypothesis generation. Through the 
NIH-funded Clinical Genome Resource (ClinGen), in collaboration with NLM’s ClinVar database and 
>50 academic and industry based cancer research organizations, a Minimal Variant Level Data (MVLD) 
framework to standardize reporting and interpretation of drug associated alterations was developed. 
Methodological and technology development to standardize and map MolDx data to the MVLD 
standard are presented here. Also described is a novel community engagement effort through disease-
focused taskforces to provide usecases for technology development. 

Introduction 

ClinGen 

To address these needs of capturing, standardizing and sharing clinically relevant variants, the 
Clinical Genome Resource, ClinGen 1 collaborative was established in 2012 and has been developing 
interconnected community resources to improve our understanding of genomic variation and enhance its 
use in clinical care. ClinGen represents a strong partnership among public, academic, and private 
institutions that relies on collaboration between the NIH and academic and commercial laboratories 
operating in both the research and clinical realms. ClinGen is also engaging numerous entities, including 
professional societies, to ensure that the resources that are produced meet community expectations. The 
Somatic working group (Somatic WG) is a clinical domain working group within the ClinGen 
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consortium and was established in 2015 to address standardization and sharing of cancer MolDx test 
results described here. 

The Standard 

In order to standardize the collection of clinically relevant somatic data, the Somatic WG of the 
ClinGen created a framework of consensus data elements titled "Minimum Variant Level Data (MVLD) 
2. MVLD was developed with input from multiple stakeholders ranging from database engineers to 
researchers and somatic clinical 
laboratory directors, as well as input 
from multiple current databases that 
collect cancer variant data. Briefly, 
MVLD consists of three sections: 
allele descriptive, allele interpretive 
and somatic interpretive. The allele 
descriptive section contains data 
elements that describe the genome 
position, gene, chromosome, genomic 
location, reference transcript and 
protein. The allele interpretive 
contains data elements describing the 
somatic classification (confirmed 
somatic, confirmed germline or 
unknown), the DNA and protein 
substitution, the variant type and 
consequence and PubMed identifiers associated with interpretation. The somatic interpretive section 
contains the most clinically relevant data, and is the section that required the most discussion and 
consensus-building among working group members. The somatic interpretive section contains a 
description of the cancer type (suggested ontologies such as NCI Thesaurus or Oncotree, and newly 
added Disease Ontology), the Biomarker Class (Diagnostic, Prognostic, Predictive), the Therapeutic 
Context (associated drugs), Effect (Resistant, Responsive, Not-Responsive, Sensitive, Reduced-
Sensitivity), Level of Evidence (a tiered system similar to the recent AMP/CAP/ASCO guidelines 3  and 
Sub-Level of Evidence (reporting of trials, metadata analysis, preclinical data or inferential data). 
Readers are referred to the publication for a more detailed description of these data elements.  Since the 
publication of MVLD, recent guidelines on somatic variant interpretation have been published through a 
joint effort of the Association for Molecular Pathology (AMP), College of American Pathologists (CAP) 
and the American Society of Clinical Oncology (ASCO)3. We intend to fully harmonize MVLD 
elements with these guidelines; mapping any specific criteria to the current version of MVLD and 
revising MVLD to accommodate new elements.  There are distinct areas of agreement between MVLD 
and AMP/CAP/ASCO guidelines, such as using HUGO-approved nomenclature and HGVS formatting 

Fig.1. Mapping AMP guidelines to the ClinGen MVLD framework	
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for variants. However, there are also sizable and nuanced differences that need resolution to sync the 
guidelines with the MVLD data structure. 

One area of immediate critical harmonization needed is in the Somatic Interpretive Level of 
Evidence and Sub-Level of Evidence in MVLD, which was drawn from the Cancer Driver Log (CanDL) 
4. The AMP/CAP/ASCO guidelines contain classification for uncertain (Tier III) and benign (Tier IV) 
variants, while MVLD was not initially designed to incorporate these types of variants. However, the 
necessity and relevance of uncertain or benign variants is apparent in that they too can aid clinical 
diagnosis. The AMP/CAP/ASCO guidelines Tier I Level A and MVLD Tier 1 are the same, but 
AMP/CAP/ASCO further provides Level B to sustain interpretations that derive from well-established 
studies that are not yet FDA or NCCN approved. Similarly, there are numerous nuanced differences 
between AMP/CAP/ASCO Tier II Level C and D and MVLD Tier 2, 3 and 4. The Sub-Level of 
Evidence in MVLD is incorporated in AMP/CAP/ASCO at various Tiers as well. Instead of partially 
modifying the MVLD Level of Evidence and Sub-Level of Evidence, we propose to absorb the Sub-
Level of Evidence element into the Level of Evidence and to fully adopt the classification system 
proposed by AMP/CAP/ASCO into the Somatic Interpretive Level of Evidence shown in Figure 1. 

Methods 

Variant Curation SOP and expert review 

Our variant curation and interpretation process 
leverages the strengths of ClinGen Somatic WG, the 
consortium of multi-disciplinary experts in somatic 
variants in cancers, CIViC 5, a cancer variant 
knowledgebase and crowdsourced curation system and 
ClinVar 6, an NCBI submission-driven database for 
variants. ClinGen brings/develops organized clinical and 
biomedical expertise, best practices and SOPs, CIViC 
provides a curation interface and interpretation portal, 
and ClinVar allows widespread dissemination of the 
expert-curated content and provides patient-level 
observations of variants in clinical settings back into ClinGen/CIViC. 

The ClinGen Somatic variant curation and expert review process (Figure 2). New submissions or 
revisions are made through data entry pages in CIViC that support dynamic form adjustments, live type-
ahead suggestions, ontology look-ups, and warnings for merge conflicts. 

 Discussion pages track the complete history of comments and revisions. Curators and editors have the 
option to “follow” any entry (gene, variant, evidence) to receive notifications of comments, proposed 
changes or additions. Curators can also communicate with others in the CIViC community directly 
through site mentions, updates and messages. All curated entries can be “flagged” for problems or 
revisions can be proposed. Flagging allows for easy marking of content needing immediate review or 

 

Fig. 2. ClinGen Somatic Variant Curation SOP	
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can flag entries which require more caution with use as diagnostic markers, while revisions are tracked 
and displayed with detailed GitHub-style diffs and comments. Curators can create detailed profiles so 
that their efforts are recognized by awarding badges for curation activity milestones to encourage and 
recognize participation. Curators can also join formal curation organizations within the CIViC 
community, for example the ClinGen Somatic Working Group exists as a CIViC organization, currently 
with 12 active members.  

Results 

Key methodological and technology development results in mapping MolDx data to MVLD are 
described below. 

MolDx2MVLD mapping tools 

To complement the crowdsourced expert variant curation process, members of the ClinGen WG are 
designing and implementing tools to support mapping of clinical MolDx data to standards and 
automated importation of this data into research databases, for example, G-DOC 7 (Georgetown 
Database of Cancer) and SEER 8 to 
drive new hypothesis generation for 
translational research. The primary goal 
of this tool is to enable broad sharing of 
de-identified MolDx data from clinical 
laboratories for novel hypothesis 
generation and evidence collection for 
clinical actionability. 

The general components of the tool 
to map MolDx data to the MVLD 
system are outlined in Figure 3. The 
four main components of the tool are: 
1) ETL (Extract, Transform, Load) 
tools to parse individual sources, extract and format information required for MVLD descriptive and 
interpretive elements; 2) MVLD Mapper to map the extracted information to the MVLD standard, 
harmonize the elements to standard identifiers and ontologies used in public data repositories, identify 
missing data elements, and attempt to fill in missing values if possible; 3) a simple QA/QC interface for 
checking results and correcting or adding missing values; and 4) MVLD formatter to output the 
information in various formats, e.g., xml, tabular, or others to interface with EHRs or other databases 
depending on user needs. 

ETL tools 

MolDx laboratory sources use different internal formats and standards to identify a variant and 
describe the results of their tests. For example, some labs use only gene names and protein changes as a 

	 	

Fig. 3. Cancer MolDx – MVLD software schematic 
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description; others provide transcript identifiers and the specific DNA change in the transcript and/or the 
exact chromosomal location. To date we have not seen a report using a complete HGVS (Human 
Genome Variation Society) formatted sequenceID+variation name, though some labs provide the 
information to create 
the description. There 
are also differences in 
how data is 
distributed, with some 
labs providing results 
in tabular formats 
while others provide 
XML. We will create 
parsers and logic for 
each source to extract 
and perform initial 
transformations. 
Figure 4 shows an 
example of an XML 
excerpt from the 
Foundation Medicine 
report on a patient 
with breast carcinoma. This patient’s molecular testing identified a variant E545K in the PIK3CA gene 
with potential benefit from mTOR inhibitors such as Everolimus or Temsirolimus. The figure shows 
mapping of XML output from the lab to elements in the MVLD standard. Similar mapping is being 
conducted for all 18 data elements in MVLD to various commercial labs. Lab formats to integrate are 
prioritized by our stakeholder community based on most widely used labs.  

MVLD mapper 

This is the core component of the system. We expect variations in how the descriptive and 
interpretive properties in MVLD will be expressed, and the mapper attempts to harmonize these 
representations to the most informative common representation using variant-specific APIs connected to 
international variation databases and ontology servers. For allele properties, we use NCBI’s E-utilities 
including their new variation API services that allow users to compare and return all equivalent alleles 
using multiple NCBI identifiers including a canonical identifier 9 . The tool first checks the ClinVar 
database to see if a representation of the variation exists or the test is registered with the Genetic Testing 
Registry, in which case ClinVar may contain all the variants tested 10. ClinGen has released an Allele 
Registry with APIs that also attempts to link equivalent variant alleles to a canonical representation but 
is not NCBI centric in that ENSEMBL IDs and even EXAC alleles are supported and novel alleles can 
be submitted 11. 

	

Fig. 4. A sample mapping of FM XML file to MVLD standard is shown. Not all lab 
reports are as well structured 
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MVLD Interpretive elements like cancer type can be standardized using APIs for terminology 
servers. The WG identifies terminology standards used in key data fields in lab reports, such as disease 
and drug names, ICD codes, or the 10-digit national drug code and map them to MVLD-recommended 
standards. If any term is unknown, the MolDx processor attempts to automatically map to terminologies 
in the NCI Thesaurus (NCIt) using LexEVS Terminology Server APIs or BioPortal APIs 12,13. In all 
cases, the original value is stored along with the selected mappings to defined terminologies. This allows 
the data to be in a uniform format that follows standards and ontologies, while allowing for more 
integrated search functions within systems like ClinVar.  

MVLD Formatter  

The formatter module provides multiple output options for target research databases. The Initial 
output will be delimited tables or XML mainly for consumption by institutional databases (EHRs) that 
want to store the MVLD standardized data. We will work with the community to define and build in 
additional XML or other formats (e.g. JSON) from labs. 

Discussion and Future Direction 

Community Engagement 

Many standards and technology frameworks fail due to lack of community engagement and adoption. 
To avoid this, the ClinGen clinical domain working group engaged both strategic leaders and tactical 
implementers from over 60 cancer centers, industry partners and federal agencies. These include active 
participation from organizations such as Georgetown University Lombardi Cancer Center, Baylor 
College of Medicine, Vanderbilt University Medical Center, Washington University School of 
Medicine, Moffitt Cancer Center, Illumina, Molecular Match, NCI, NHGRI and FDA. An initial survey 
of participating organizations identified major challenges in somatic variant assessment, clinical 
interpretation pipelines and open tools for variant curation and expert review. The survey results also 
indicated the use of a tiered system of variants for clinical actionability (FDA-approved/NCC guidelines, 
clinical trials data, pre-clinical data, mechanistic/pathway level evidence). These results motivated the 
efforts to develop the MVLD to help standardize how clinical labs report MolDx data to patients, 
clinicians and regulatory agencies. We also engaged members from AMP (Association of Molecular 
Pathologists) CAP (College of American Pathologists) somatic practice guideline committees to help 
drive adoption of MVLD within their professional societies and members. ClinGen Somatic WG is also 
actively working with Global Alliance for Genomic Health (GA4GH)’s Variant Interpretation for 
Cancer Consortium (VICC).  The VICC seeks to integrate global efforts for the clinical interpretation of 
cancer variants. The ClinGen Somatic WG engages various experts in the cancer research and care 
communities through taskforces. These taskforces are self-organized expert groups in a particular cancer 
type, gene or a pathway. Three such taskforces have been launched during Summer of 2017 and are 
focused on Pediatric, Pancreatic and non-small cell lung cancer somatic testing with other taskforces 
being routinely formed. The taskforces are charged with prioritizing variants for curation, using the 
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technology framework described to standardize and share somatic variants, related clinical evidence and 
provide direction for new software features. 

Data Harmonization 

A major goal of the ClinGen Somatic Cancer Working Group is to review and harmonize existing 
guidelines and guideline efforts related to curation, interpretation, and reporting of somatic alterations in 
cancer. The working group has formed a task force that will bring together representatives from 
ClinGen, ACMG, AMP, and CAP, among other relevant organizations. This harmonization task force 
will seek to build upon recently published work such as the AMP/ASCO/CAP guideline 
(https://www.ncbi.nlm.nih.gov/pubmed/27993330) and the ClinGen Somatic Cancer Working Group’s 
minimum variant-level data for curation of somatic alterations in cancer 
(https://www.ncbi.nlm.nih.gov/pubmed/27814769). Further, this task force will work to make its 
guideline compatible with other related guidelines, such as the ACMG/AMP guideline for interpretation 
of germline variants (https://www.ncbi.nlm.nih.gov/pubmed/25741868), and an ongoing effort within 
ACMG on the interpretation of copy number variants in neoplastic diseases. This community-driven 
task force will review and include work such as My Cancer Genome’s efforts to describe and 
standardize curation practices in the somatic cancer space. My Cancer Genome’s curation framework is 
being developed based on the evidence-based framework recently published by ClinGen for gene-
disease relationships in Mendelian disorders (https://www.ncbi.nlm.nih.gov/pubmed/28552198). Finally, 
the task force will review and include efforts of somatic cancer knowledgebases to map terminologies 
and levels of evidence schemes across knowledgebases (e.g., CIViC, OncoKB, PMKB, JAX-CKB, CGI, 
PCT, CanDL, etc.). 
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Abstract 

Anaplastic lymphoma kinase (ALK) is a receptor tyrosine kinase implicated as a driver of a number of cancer types, 

and activates cellular pathways involved in cell proliferation and differentiation. Tyrosine kinase inhibitors (TKIs) 

are a small molecule therapeutic that blocks ALK function, but tumor evolution leads to the rapid emergence of drug 

resistant somatic variation and necessitates selection of a new treatment strategy. Computational simulations of 

protein:drug interactions were used to investigate the impact of seven drug resistant mutations on binding to eleven 

TKIs approved, or under investigation, for treatment of ALK positive cancers. The results show variant specific 

disruptions to TKI molecular interactions, and demonstrate the potential to aid prioritization of therapeutic 

interventions. Validation remains a challenge due to the complex dependence of biomolecular interactions on the 

local biophysical environment, but improvements to the underlying structural model and continued curation efforts 

will improve the clinical utility of computational predictions.  

Introduction 

Since its discovery as a fusion partner to a nucleolar protein gene in non-Hodgkin’s lymphoma1, anaplastic lymphoma 

kinase (ALK) has been found to drive oncogenic pathways in a broad range of cancers2. ALK is a receptor tyrosine 

kinase (RTK), a class of proteins responsible for sensing molecular signals from the environment to regulate internal 

cellular processes. An RTK monomer links an extracellular receptor domain with an internal tyrosine kinase domain 

through a transmembrane helix. ALK dimerization occurs on the cell surface in response to a regulatory signal, which 

leads to autophosphorylation and subsequent activation of the kinase domains3.  

Phosphorylation of ALK tyrosine residues stabilizes an alternate conformation of the proteins structure to expose a 

protein interaction surface and orient the ATP binding pocket for efficient phosphate transfer4. Once activated, ALK 

will phosphorylate a number of downstream protein targets to initiate cell signaling cascades associated with cell 

growth, transformation, proliferation, and apoptotic avoidance2. Primarily expressed in the brain and relatively absent 

elsewhere in the body5, tissue expression limits the promiscuous phosphorylation function of ALK to specific 

biological systems. In cancer, the normal regulation of ALK activity is disrupted by gene fusions, overexpression, and 

activating point mutations2. When fusions occur with ALK, the intracellular kinase domain becomes linked to a new 

protein, essentially conferring a new functional and regulatory domain to the fusion partner. ALK overexpression is 

another driving mechanism in a number of cancer types, and also disrupts the tissue specific regulatory control of 

downstream pathways. Additionally somatic mutations which impact the conformational stability of the activation 

loop and organization of the APT binding pocket can lead to an activated kinase domain in the absence of an initiating 

signal6.  

RTKs are part of the drugable genome and subject to modulation through small molecule interventions7, and ALK 

positive cancers were among the first to benefit from targeted therapy8. Tyrosine kinase inhibitors (TKIs) compete 

with APT in the ALK binding pocket, rendering an activated protein unable to transfer a phosphate group to any 

downstream target. TKIs vary widely in molecular structure, and selectively bind to a particular kinase based on gene 

specific variation in the ATP binding domain9. Crizotinib was the first TKI to target ALK positive cancers, however 

evolutionary mechanisms active in tumor growth lead to resistance within 10.5 months, on average10. Several variants 

in ALK have been associated with resistance to selective kinase inhibitors, spurring the development of a number of 

second line TKIs to consider as therapeutic alternatives9, 11-14 (Figure 1).  

Computational protein-ligand binding is an established method for screening small molecule libraries to identify 

candidates with an increased binding affinity, and has been successfully used in the design of targeted therapeutic 

interventions15, 16. In general, these methods are designed to provide an efficient search and optimization of the steric, 

ionic, and hydrophobic molecular interactions that occur during ligand binding. In general, a three dimensional search 

space is defined around the binding region of the protein, and the interaction energy is calculated for different 

orientations of the target ligand. Flexibly in both the ligand structure and sidechains bordering the search space is 
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modeled by defining how individual bonds rotate around their axis, and the results summarize the low energy (most 

stable) conformations within the protein binding pocket. While typically used to search a library of molecules, the 

computational approach can be adapted to understand how somatic variation will influence the energetics of TKI 

interactions with ALK. The research described below illustrates how comparing the output of coarse grained 

simulation has the potential to produce a rapid assessment of the functional consequences of somatic variation, and 

demonstrates the technical limitations facing the computational prediction of drug resistant mutations emerging from 

targeted cancer therapies. 

 

A. B.  

Figure 1. A. The annotated, graphical representation of ALK (grey) bound to ADP (yellow) shows the distribution of 

somatic mutations (purple) associated with resistance to tyrosine kinase inhibition. The surface of residues lining the 

ligand binding pocket, where the those highlighted in blue have not been observed to be mutated in resistant proteins. 

Additional features include the activation loop in red, along with the activating F1275L mutation in green and 

phosphorylation sites shown in orange (PDB: 3LCT17). B. The structural diversity of tyrosine kinase inhibitors used 

in personalized therapeutic approaches targeted at disrupting ALK function.   

 

Methods 

Analysis of how drug resistant variants map to the 3D protein structure of ALK began by extracting 51 records from 

the Protein Data Bank18 (PDB - www.rcsb.org), representing a variety of sequence variants and bound ligands. 

Multiple sequence and structure alignment was performed using MUSTANG19, providing a pairwise calculation of 

root-mean-square deviation (RMSD) based on the position of alpha carbons in the ALK structures. Hierarchal 

clustering of the resulting distance matrix revealed the structural diversity of records deposited in PDB (Figure 2A) 

and was used to select a diverse set of starting templates for the ligand binding simulations.  

Somatic mutations in ALK with drug interaction annotations were collected from the COSMIC20 and JAX-Clinical 

Knowledgebase21 databases, which provide expert curated variant data from published literature and clinical trial 

reports. The database included many types of somatic variation, including rearrangements, amplifications, fusions and 

missense mutations. For the binding simulations, variants occurring at loci participated in ADP binding were identified 

and the drug interactions were categorized as resistant, decreased, or sensitive depending on the available curation 

data ( 
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Table 1). For many of the drug/variant combinations drug interaction data was not available. Additionally, a majority 

of the variants associated with ALK resistance to TKIs map to locations in the protein structure that do not directly 

participate in ligand binding and therefore cannot be analyzed by coarse-grained binding simulations.  

 

Table 1. Somatic ALK mutations found in the ligand binding domain (COSMIC20, JAX-Clinical Knowledgebase21). 

Variants can be sensitive, show decreased affinity, or confer resistance to a given TKI. Discrepancies in curation 

databases are labeled as conflicting, and blank spaces correspond to an absence of a curated variant/drug relationship. 

 

 

Simulated drug binding is a computational method used to model the interactions of a small molecule bound to a 

protein target, and require the 3D structure of the protein and small molecule ligand as input. To capture variation in 

the organization of the ATP binding pocket represented in the PDB database, 10 starting structures from PDB11, 13, 14, 

17, 22-24 were selected to represent the conformational diversity found in the crystallographic structures (Figure 2B). 

The starting template for 11 TKIs either currently approved for treatment of ALK positive cancers, or under preclinical 

investigation as second line therapies, were obtained from DrugBank25. ALK variant structures were generated for 

each PDB structure using DeepView26, expanding the template into 8 variant models (7 somatic and 1 wildtype). 

Computational ligand binding was performed with AutoDock Vina27, where torsional flexibility was modeled for 

molecular bonds in the ligands and sidechains of 14 residues lining the ALK ATP binding region. To quantify 

predicted drug resistance, the binding affinity of the lowest energy conformations from each variant were compared 

to the wildtype for all variant/drug combination.  

 

A. B.  

Figure 2. A. The hierarchal clustering based on RMSD of the protein backbone is shown for all ALK structures 

available in PDB. Structures chosen as templates in the ligand binding simulations are circled in blue. B. The variation 

and bound ligand for PDB structures chosen for computational binding to TKIs.  

 

Results 

The analysis of the available ALK structures found in PDB identified several clusters corresponding to slight 

differences in the conformational arrangement of flexible loops and relative position of residues in the ATP binding 

Variant Crizotinib Alectinib Ceritinib ASP3026 AP26113 PF-06463922 RXDX-101 X-396 TAE684 AZD3463 AUY922

L1122V resistant resistant resistant resistant

V1180L resistant resistant sensitive sensitive sensitive sensitive sensitive

L1196Q resistant sensitive

L1196M resistant decreased conflicting resistant sensitive sensitive sensitive sensitive

L1198F sensitive resistant resistant resistant conflicting decreased

D1203N decreased sensitive sensitive sensitive sensitive

G1269A resistant sensitive conflinctingconflicting sensitive sensitive decreased sensitive

Simulation 

Structures Variant Ligand

3CLT Wildtype ADP

5AAA L1198F Crizotinib

2YFX L1196M Crizotinib

5AAC C1156Y,L1196M Crizotinib

4FNW F1174L apo

5FTO Wildtype entrectinib

5AAB C1156Y, L1198F Crizotinib

4CLJ L1196M PF-06463922

2YJR F1174L wt

4MKC S1281G Ceritinib
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pocket. The differences were subtle, where the maximum pairwise RMSD between any two structures did not exceed 

0.9 angstroms. Two main factors contribute to the segmentation into clusters; missing amino acids from the crystal 

structure and changes to the binding pocket geometry. Multiple sequence alignment (not shown) found many of the 

clusters correlated with the absence of similar regions of the protein structure. These unresolved regions correspond 

to flexible loops in the protein structure and stem from inherent limitations of x-ray crystallography. The other source 

of structural variation is due to the nature of the bound small molecule, as ligand binding will stabilize conformations 

of the binding pocket that minimize the overall free energy of the protein.  

The ligand binding simulations produce a set of low energy conformations of the small molecule within the ALK 

binding pocket, which correspond to the most energetically favorable arrangement of the TKI. To quantify the 

contribution of somatic variation on drug resistance, the lowest energy orientation for each variant/TKI simulation 

was compared to the wildtype interaction from the corresponding PDB template (Figure 3). Since lower interaction 

energies correspond to more stable interactions, the sign and magnitude of the difference correlates with how the 

interaction between ALK and a particular TKI will be altered by somatic variation. Mutations predict to increase the 

binding energy relative to the wildtype interaction are predicted to disrupt drug binding.  

 

 

Figure 3. The extent a particular somatic variant was predicted to disrupt TKI interactions is quantified by calculating 

the difference in predicted binding energy relative to the wildtype structure. The positive values correspond to drug 

resistance in a particular variant, and the plot shows the average difference from 10 starting PDB templates of ALK. 

Validation of the predictions is complicated by factors discussed below, but the results illustrate the utility of variant 

specific predictions on selecting appropriate therapeutic options. Certain TKIs are predicted to have a therapeutic 

impact on most or all variants, while others may be limited to a specific variant profile. However, these results 

represent only a snapshot of a dynamic molecular system, and should not be used to inform clinical decision making 
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until it is verified the simulations capture all the relevant biological context and are corroborated through preclinical 

research. 

 

Figure 4. The relative predicted binding affinity for Crizotinib of TKI resistant ALK variants in the ligand binding 

pocket for 10 PDB structures. The predictions are highly dependent on the starting structure used, predicting both 

stronger and weaker interactions for the same variant/drug combination.   

 

The predicted impact on drug resistance is highly dependent on the protein scaffold used for the simulation and varies 

widely between different PDB templates. As seen in the results for Crizotinib (Figure 4), the simulations predict 

interactions to be influenced in both directions, and illustrates the importance small differences in the binding pocket 

geometry have on calculating binding energetics. Certain PDB templates seem to be outliers from the overall 

distribution, and the range of predictions seen for Crizotinib is observed for the other TKI molecules (not shown).  
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Figure 5. The predicted binding affinity is averaged over the 10 starting templates of ALK structure, and provide an 

indication of the consensus between the simulation results. The error bars show the 95% confidence interval.   

To quantify consensus of binding predictions from the different PDB templates, the results for each variant were 

averaged. The 95% confidence interval provides an indication of the agreement between the simulation results from 

different PDB templates (Figure 5 and Figure 6), and can be used to inform the overall prediction of drug resistance. 

If the confidence interval for a variant crosses the x-axis, the impact of a TKI may be more difficult to assign compared 

to a variant that falls squarely in the positive or negative region. 
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Figure 6. The average difference in binding energy across 10 ALK structures is shown for each drug resistant variant 

bound to each TKI. 

Discussion 

Overall, the utility of the simulation results is limited by the absence of rigorous experimental data to properly validate 

the underlying model of molecular interactions. The currently curated variants for ALK occur in a variety of biological 

contexts that may influence the observed correlations with drug resistance. Structural interactions with domains from 

gene fusion partners, conditions of in vitro and in vivo characterization, and multiple missense mutations in a single 

sequence will all influence the conformational dynamics and functional impact. Further validation efforts are 

complicated by comparing the categorical classifications in the curation databases with the continuous value predicted 

by the simulations.  

Proteins are dynamic structures, and future predicative efforts should incorporate better representations of variant 

specific contributions to functional conformations of the ALK binding pocket. The specific geometry will be 

influenced by both changes to the protein sequence and energetic interactions with the ligand, and would benefit from 

molecular dynamics simulations to define variant/drug specific protein conformations. An additional benefit of all 

atom simulations is the ability to consider contributions from variants that do not directly participate in ligand binding. 

Another consideration these simulations fail to address is the competitive binding with the natural ligands, ATP and 

ADP. Including a relative comparison to the drug binding, those simulations may also provide insight into how a 

variant influences drug resistance without disrupting its native function. Drug resistance emerges through evolutionary 

mechanisms, and the true power of a predictive model of variant/drug interactions has incredible potential as a 

therapeutic tool. This becomes especially important to direct therapies toward cases where rare mutations have not 

been observed or the when resistance has emerged from multiple rounds of TKI therapies.  

Still, the simulations results broadly reflect the trends observed in the curation databases. This is especially true for 

Crizotinib, where five of the seven variants were predicted to be resistant to the drug. The confidence interval for the 

two remaining variants indicates a more neutral impact, which is interesting considering the association of that loci 

with resensitization to Crizotinib after resistance to a second line treatment developed24. Another feature of the 

predictions that aligns with expectation is that certain class of TKIs are predicted to be effective against all of the 

variants (AP26113, ASP3062, and AUY922). These represent molecules developed specifically to overcome 

resistance in first line therapies, so it is expected they would strongly interact with drug resistant ALK variants and 

indicates those TKIs would perform than other therapeutic options. Further investigation into the similarities in 

drug:ALK binding, more refined computational models underlying the predictions, and experimental validation 

through molecular oncology methods would increase the confidence in the clinical application of the results.    

Conclusions 

The emergence of drug resistance is a byproduct of the selective pressure applied by a targeted therapeutic on a 

proliferating tumor, and often occurs when somatic missense mutations disrupt molecular interactions between the 

drug and the target protein. As observed in ALK, drug resistant variation is not limited to residues directly 

participating in drug binding and occurs throughout the protein at loci influencing functional conformational 

dynamics, and future predictive models should incorporate their influence on the geometry of the binding pocket. 

Due to the costs associated with wet lab experiments and preclinical trials, characterization of all drug resistant 

variants is not feasible. This is especially true when considering the combinatorial expansion of multiple mutations 

and the optimal selection of a targeted therapeutic will benefit from accurate computational predictions. 
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Abstract 

The Cardiotoxicity of Chemotherapy Knowledgebase (CATCH-KB) contains information extracted from articles 

investigating an association between germline genetic polymorphisms and the development of chemotherapy-

induced cardiotoxicity (CIC) in cancer patients receiving antineoplastic treatments. CATCH-KB also contains 

integrated gene and drug information from open biomedical resources such as PharmGKB
1
 and SIDER

2
. 

Furthermore, the genetic polymorphisms, drugs, and cancer types detailed in CATCH-KB are standardized 

according to appropriate biomedical ontologies, such as SNOMED-CT
3
 and RxNorm

4
. CATCH-KB currently 

contains information on 49 research papers published between 2004 and 2017 investigating a total of 2,210 variants 

in over 280 genes for an association with CIC. By centralizing this information and linking it to external open-access 

biomedical resources, CATCH-KB will facilitate hypothesis generation and meta-analysis efforts and will ultimately 

accelerate the use of genetic screening in preventing CIC. CATCH-KB is publicly accessible via http://catchkb.org. 

Introduction 

Chemotherapy-induced cardiotoxicity (CIC) is a broad term encompassing cardiac complications such as ischemia, 

arrhythmia, hypertension, and heart failure
5
. Cardiotoxicity has been primarily observed as a side effect of 

anthracyclines, but is also implicated in treatment with targeted cancer therapies such as tyrosine kinase inhibitors 

(e.g., imatinib) and antibody therapies (e.g., trastuzumab). These are very commonly used cancer therapies, but 

cardiac complications cause the cessation of these otherwise effective and life-saving treatments. Estimates of the 

prevalence of cardiotoxicity vary widely, but a meta-analysis of anthracycline-related cardiotoxicity showed that 

6.3% of patients developed clinically overt heart failure and 17.9% developed subclinical cardiotoxicity
6
. Reports

7,8
 

have also shown that the incidence of cardiotoxicity is increased when trastuzumab is used in combination with 

anthracycline-based chemotherapy for the treatment of HER2-positive breast cancer. Although this regimen has 

reduced the risk of all-cause death by 33%
9-11

, up to 4%
10-12

 of patients will develop severe congestive heart failure 

and up to 23% of patients will develop a significant decline in left ventricular ejection fraction (LVEF). CIC is of 

great interest as it not only interferes with the delivery of curative cancer therapy, but also results in cardiovascular-

related morbidity and mortality, yet its mechanisms are still not completely understood. While acute cardiotoxicity 

presents immediately or within a year of treatment, late cardiotoxicity does not manifest until a year or more after 

treatment, in some instances as much as a decade later
13

. Thus, with increased cancer survival rates, the number of 

cancer survivors affected by cardiotoxicity is also expected to rise
14

.  

Current monitoring techniques rely mainly on echocardiogram measurements like LVEF to detect a 

decrease in heart function. As it takes a significant amount of cardiomyocyte damage to induce an observable 

decrease in LVEF, there is a delay in treating cardiotoxicity, which often leads to suboptimal recovery. With only 

42% of anthracycline-induced cardiotoxic patients achieving complete cardiac recovery
6
, there is a clear need to 

develop alternative screening techniques to identify at-risk patients, and, where feasible, establish early initiation of 

potentially cardio-protective therapy. Some risk factors, such as age>65, pre-existing cardiac conditions, and 

cumulative anthracycline dose have been identified
15

. However, these risk factors alone cannot accurately identify 

which patients will develop CIC
14

. This high degree of unexplained variability in treatment response and side effects 

indicates that genetics likely play an important role and that genetic testing could provide vital insights into 

identifying patients at risk for CIC
5
. 

To date, candidate gene association studies attempting to identify genes of interest to CIC a) have examined 

genes based on our current limited knowledge of the mechanism of CIC, and b) have produced inconsistent results 

across papers examining the same variant. Thus, potentially cardiotoxic cancer therapies are administered across 
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entire populations which are then monitored for side effects instead of identifying susceptible patients beforehand 

and tailoring their treatment accordingly.  

While many genes have been examined for an association with CIC, to the best of our knowledge, none are 

currently utilized in patient care. Consolidating existing study data in one centralized knowledge repository will help 

identify promising variants and accelerate the translation from research to clinical practice. Furthermore, curating 

details of the design and implementation of the analyses will facilitate comparisons and pattern recognition across 

studies to further guide research efforts. Finally, through integration with other existing resources, such as the 

Pharmacogenomics Knowledgebase
1
 (PharmGKB) and Kyoto Encyclopedia of Genes and Genomes

16
 (KEGG), a 

centralized CIC knowledge resource will enable novel hypothesis generation. With these goals in mind, we have 

created the Cardiotoxicity of Chemotherapy Knowledgebase (CATCH-KB; http://catchkb.org ).  

Materials and Methods 

Development of CATCH-KB:  

We performed a literature review of existing papers via PubMed (as of January 2018) that have explored 

associations between genetic variants and CIC. Our search criteria in PubMed was ("cardiotoxicity"[MeSH Terms] 

OR "cardiotoxicity"[All Fields]) AND ("genetic therapy"[MeSH Terms] OR ("genetic"[All Fields] AND 

"therapy"[All Fields]) OR "genetic therapy"[All Fields] OR "genetic"[All Fields] OR "gene"[All Fields] OR 

"variant"[All Fields]). While we tried other searches, such as 

“chemotherapy-induced cardiotoxicity” and “anthracycline 

cardiotoxicity,” this query allowed us to more broadly search for all 

genes associated with cardiotoxicity. We included only primary research 

papers investigating how germline variants affected the development of 

cardiotoxicity related to antineoplastic drugs. This search was 

supplemented with a manual search of cited references from retrieved 

articles. Of the 738 results returned, we identified 49 primary research 

papers of interest done in humans and 50 done in other model organisms 

that are included in CATCH-KB (Figure 1). All of the human-based 

papers referenced in recent reviews
17,18

 are included in CATCH-KB, 

leading us to believe our search was exhaustive for analyses done in 

humans, the main focus of CATCH-KB. The existing data in CATCH-

KB for papers on model organisms is preliminary. 

In CATCH-KB, information can be queried by PMID, gene ID, 

or variant rsID for human papers and by gene ID or PMID for model 

organism papers. Information was manually extracted from papers and, 

for papers investigating variants in humans, includes details on the genes 

and variants examined as well as paper details, such as the date of the 

paper, candidate gene or GWAS approach, any association found, the 

paper-defined threshold for significance, the drug exposure, the 

cardiotoxicity definition, the length of follow up, the sequencing platform 

used, the cohort size, and population details including age, race or 

ethnicity, and cancer type. For model organism-based papers, the type of 

animal used, the gene studied, how cardiotoxicity was measured, the drug 

exposed to, and a description of the association is provided.  

The gene name, drug name, and cancer type defined in CATCH-

KB are all mapped to standardized biomedical ontologies using 

application programming interfaces (APIs) from BioPortal
19

 for Human 

Genome Organization Gene Nomenclature Committee
20

 (HGNC), 

RxNorm,
4
 and Systematized Nomenclature of Medicine – Clinical 

Terminology
3
 (SNOMED-CT). Additionally, the grade of cardiotoxicity 

is defined according to the Common Terminology Criteria for Adverse 

Events
21

 (CTCAE). Gene family information is also taken from HGNC
20

. We used the BioPortal API to perform an 

automated pull of the results from the BioPortal class search. Specifically, for gene names we pulled the gene 

symbol and for the drugs and cancer types, we pulled the “notation” element which corresponds with a single unique 

RxNorm Concept Unique Identifier (RxCUI) and SNOMED-CT Identifier (ID), respectively.  If no value was 

returned, we manually verified the results by performing a search through BioPortal’s website. For example, when 

“5-fluorouracil” returned no results, we performed a manual search for “fluorouracil” and retrieved the RxCUI, 

Figure 1. Inclusion criteria for 

CATCH-KB 
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which we confirmed through a search in RxNav
22

. 100% of genes mapped to an HGNC-approved gene symbol, 

100% of cancer types matched to SNOMED-CT IDs, and 21 of 23 or 91% of drugs mapped to RxNorm – although 

the other two were mapped via manual review as described above.  

This level of data standardization within CATCH-KB helps with data integration by addressing ambiguities 

that arise when papers use different terms to represent the same concept. Further, data standardization will help draw 

relevant comparisons between papers and allow their data to be better integrated with existing standardized 

resources.  

 Variant information is shown as an rsID. For studies that did not list the rsID, we used tools like 

PharmGKB
1
, SNPedia

23
, and dbSNP

24
 to identify the corresponding rsIDs. Our analysis indicates that occasionally 

papers do not report the risk allele for their analysis. CATCH-KB provides risk allele information along with a 

general description of the association analysis in the “association detail” section. For papers that do not report this 

information, the risk allele is not available in CATCH-KB. The lack of information from specific studies is in part 

accommodated in CATCH-KB by providing the user with links to external resources, such as PharmGKB and the 

National Human Genome Research Institute (NHGRI) and European Bioinformatics Institute (EBI) GWAS 

Catalog
25

. 

 CATCH-KB integrates information from multiple open-access biomedical resources by providing URL 

links to relevant pages. CATCH-KB links users the relevant PubMed entry for each paper. For each chemotherapy 

drug examined in the papers included in CATCH-KB, there are links to drug–gene information in PharmGKB
1
 and 

to drug warning labels in Side Effect Resource
2
 (SIDER). Links to association studies summarized in the NHGRI-

EBI GWAS Catalog
25

 and gene pathway information from KEGG
16

 are also provided for genes described in 

CATCH-KB. Linking these distributed, heterogeneous resources helps make CATCH-KB users aware of existing 

information available and provides context on the drugs and genes being detailed. We anticipate that this will 

facilitate hypothesis generation by making connections to other phenotypes, genes, and drugs that CIC-associated 

genes interact with. 

In order to make CATCH-KB 

easily accessible and usable for other 

studies, we developed a web-based 

platform using the Ruby on Rails Web 

application framework. Rails interfaces 

with a relational database by default, 

enabling us to easily link the MySQL 

database housing CATCH-KB to the 

web platform. CATCH-KB uses a 

simple data model (Figure 2). This 

facilitates the description of a single 

paper reporting multiple association 

experiments with several genes. 

CATCH-KB’s web interface provides a 

search functionality with which a user 

can query the knowledgebase.  

 

Database maintenance: In order to maintain the quality of information stored in CATCH-KB, we perform automated 

and manual quality checks. Automated checks determine the completeness of updates to the knowledgebase, 

requiring certain fields be provided in an update, whether it is a manual input or an automated input from a linked 

external resource. We are also working to enable a flagging feature for users to notify us of information they believe 

to be inaccurate.  

In order to keep CATCH-KB up to date, we receive a notification each time a new paper that meets our 

search criteria is released via PubMed. We implemented an administrator portal in CATCH-KB that allows us to 

manually update the knowledgebase. We continue to add new relevant papers as they are published. As our current 

listing of model organism-based papers investigating CIC is preliminary, we are expanding it to include more papers 

and additional information on each paper. In future, we plan to automate the paper curation process using text 

mining tools to screen through abstracts, identify papers of interest based on natural language processing parameters, 

and retrieve the desired information for updating CATCH-KB. 

Further updates include developing an API to allow users to programmatically retrieve information from 

CATCH-KB. This will allow information from CATCH-KB to be incorporated into other resources and biomedical 

applications. For example, at Weill Cornell Medicine, we anticipate that cardiotoxicity information from CATCH-

Figure 2. Model of CATCH-KB data structure 
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KB can be incorporated into the Precision Medicine Knowledgebase (PMKB; https://pmkb.weill.cornell.edu/)
52

. 

Further, our collaborators at the Electronic Medical Records and Genomics (eMERGE) Network
53

 and the All of Us 

Research Program
54

 can use data from CATCH-KB in their on-going efforts to study and implement genomic 

medicine.  

We also plan to expand CATCH-KB into a fully defined service-oriented architecture (SOA) that integrates 

information from external resources, namely PharmGKB, SIDER, NHGRI-EBI GWAS Catalog, and KEGG, via 

dynamic APIs as opposed to static linkages. While KEGG has an API that we can use, the remaining resources do 

not currently have open-access APIs. Thus, implementing the SOA will require more programmatically extensive 

steps, such as usage of a web crawler to scrape the data. Presenting this information all in one place will allow users 

of CATCH-KB to more easily draw out patterns by quickly searching for variants and studies associated with the 

same pathway, drug, or phenotype of interest. Once these API-based linkages are made, we will add additional 

quality checks to notify us when changes have been made to the externally linked resources. In addition, we plan to 

incorporate standardized phenotype definitions, such as the ones available from Phenotype Knowledge Base 

(PheKB)
55

, in future releases of CATCH-KB. 

               

An example search scenario using CATCH-KB:  

We discuss below how a user might interact with CATCH-KB. For example, a search for the gene ID “CELF4” in 

CATCH-KB would return a list of the reported association information on variants within the CELF4 gene – namely 

rs1786814 – and the analyses describing its association with CIC (Figure 3). CATCH-KB will report the association 

statistics for any discovery, replication, and combined (discovery + replication) analyses reported in the respective 

papers. Links at the bottom of this page allow the user to navigate to pages with details on the relevant gene and 

paper(s). The gene detail tab shows the HGNC gene family and provides URL links that take the user to the specific 

page of KEGG, GWAS Catalog, or PharmGKB that displays the results of a search for the gene of interest, in this 

case CELF4, on the respective site. The paper detail tab (Figure 4) provides information on the paper that tested 

CELF4 for an association with CIC. The date, cancer type, and cardiotoxicity definition with the corresponding 

CTCAE level is provided. Additional details about the cohort and any replication populations are also provided, 

including the length of follow up, sex, age, race, and ethnicity. Further details on SNOMED-CT concepts 

corresponding to the cancer types are provided by clicking on the “cancer detail” link, and RxCUI, drug class, and 

additional information pulled from the RxNav
22

 API is available on the drugs investigated in the paper via the “drug 

detail” link.  

 

Figure 3. CATCH-KB search results for “CELF4” 
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Results 

Statistics:  

As of January 2018, CATCH-KB details the findings of 49 papers studying CIC in humans that examine 2,210 

SNPs in 281 genes. The vast majority of papers (43 of 49, or 88%) have evaluated anthracycline-related CIC. 30 

papers have reported a significant association between a variant and CIC with a total of 80 significant associations 

reported. The significance of the associations was determined by comparing the reported p-value of the association 

to the p-value threshold set by the paper. Both p-values along with other reported statistics, such as odds ratio and 

confidence interval, are presented in CATCH-KB. These 80 associations involve 53 distinct variants in 43 distinct 

genes. Of the 53 variants, 37 have been reported to be associated with CIC by a single study, 9 have been reported 

by two separate studies, and 7 have been reported by three or more separate studies. For these purposes, “study” is 

defined as a unique study population. Thus, the association findings reported for a replication cohort are counted 

separately from those reported for the discovery cohort, even though they are described within the same paper. 6 of 

the 7 variants that have been reported to be associated with CIC by 3 or more separate studies – rs1136201, rs1695, 

rs1883112, rs13058338, rs4673, rs7853758 – have been reported by at least 2 other studies as not being 

significantly associated with CIC (Table 1). 

This lack of consistency is likely due to 

small cohort sizes, as most studies are underpowered, 

especially to detect variants with small effect sizes. 

The average study cohort size (N) taken across all 

papers in CATCH-KB is 182.80 (standard deviation: 

171.71). The average study cohort size (N) taken 

across only papers reporting a significant finding is 

not statistically different – 212.72 (standard 

deviation: 158.28). This shows us that studies finding 

significant associations are not simply larger and 

more powered, but rather studies of similar sizes are 

yielding inconsistent results. For example, in Roca et 

al,
26

 ERBB2 rs1136201 is positively associated with 

CIC, but Stanton et al
27

 reports a negative finding. Both papers, however, had similar cohort sizes (132 and 140 

subjects, respectively) and were performed in adult females with HER2 positive breast cancer and trastuzumab 

Variant Gene 

name 

Number of 

studies 

reporting an 

association 

Number of 

studies 

reporting no 

association 

rs1136201 ERBB2 4 3 

rs1695 GSTP1 4 2 

rs1799945 HFE 3 0 

rs1883112 NCF4 4 5 

rs13058338 RAC2 4 5 

rs4673 CYBA 3 7 

rs7853758 SLC28A3 3 5 

Table 1. Variants associated with CIC by 3 or more studies 

Figure 4. Study detail for “CELF4.” Abbreviations: CTX cardiotoxicity, HL Hodgkin’s lymphoma, NHL non-

Hodgkin’s lymphoma, ALL acute lymphoblastic leukemia, AML acute myelogenous leukemia, AHA American 

Heart Association, LVEF left ventricular ejection fraction, LVSF left ventricular shortening fraction 

172



  

exposure. This indicates that larger cohort sizes are needed, not only to ensure that studies are adequately powered 

to find associations, but also to ensure that studies do not detect spurious associations. Larger studies or meta-

analyses, such as the recent analysis from Leong et al
28

, are needed to conclude if associations previously found are 

valid or not.  Of the seven variants listed in Table 1, Leong et al examined rs4673 in CYBA, rs13058338 in RAC2, 

rs7853758 in SLC28A3, and rs1883112 in NCF4, and found rs4673 and rs13058338 to be significantly associated 

with CIC, although their study was limited to anthracycline-induced cardiotoxicity. 

              Some other factors leading to inconsistencies across the studies potentially include lack of replication 

cohorts within individual papers and differences in study population characteristics. Only seven
13,29-34

 of the 49 

papers included a replication cohort in which to verify their findings – and only one replication cohort included non-

European individuals. Of the 49 studies, only 16 provided the race and ethnicity background of their cohorts while 

an additional 12 reported the nationality (e.g. German, Italian) of their cohort. CATCH-KB reports this information 

when such data is provided by the manuscripts. Studies also varied in the age and cancer type of their cohorts as 

well as the homogeneity of their populations. Some studies
26,34-41

 tested a single treatment regimen in a single cancer 

type within a narrow age range while others had less stringent inclusion criteria. The difference in criteria and in 

clinical endpoints could also affect the inconsistencies in findings. Finally, since cardiotoxicity can take a decade 

after treatment to present, studies
42-50

 performed within shorter windows could be misclassifying cases and controls 

and diluting potentially significant associations. 
 

Additional tools and resources: 

In addition to summarizing the existing research in the field, CATCH-KB is linked to multiple external open-access 

biomedical resources to facilitate integration of information across different domains and drive hypothesis 

generation.  

 For example, CATCH-KB provides gene family 

information derived from HGNC. Of the 80 associations reported, 

a number of them involved genes within the same gene family, as 

described in Table 2. This may help provide mechanistic 

explanations for CIC as well as potential candidate genes to 

investigate as other genes in these families may be good 

candidates for future examination. With a similar focus in mind, a 

recent paper by Wells et al
51

 performed a pathway-based 

association analysis via KEGG when examining genetic 

predispositions to CIC. As they point out, a typical single SNP 

analysis will overlook the compound effect of several variants with 

small effect sizes that can be highlighted by identifying entire 

pathways associated with CIC. As it provides links to KEGG as well as other resources, CATCH-KB will facilitate 

such examinations. 

 

Comparison to similar resources: Our work in establishing CATCH-KB is motivated by the success of existing 

resources, such as PharmGKB, which provides similar information on the relationship between drugs and variants of 

interest, and the GWAS Catalog, which lists genes identified from association studies. The specificity of CATCH-

KB, however, allows it to include candidate gene studies and provide more detailed study-specific information, such 

as the cardiotoxicity definition, CTCAE level, and length of follow-up. These and other additional data elements 

combined with reports from animal papers will better aid researchers in designing both replication and novel CIC 

gene association studies. Furthermore, CATCH-KB is standardized according to appropriate biomedical ontologies 

and data standards, which aids in comprehension and integration of studies across different research groups. 

Additionally, while still preliminary, CATCH-KB includes associations seen in model organisms. The papers 

described were published between 1997 and 2017. All but one of the 50 papers examined the effects of doxorubicin 

with doses ranging from 15 to 32 mg/kg. The majority of papers (39 of 50, or 78%) used mice, with others using rats 

and cell lines. Of the papers reporting the gender of the animals, 65% were done in males only, 13% were restricted 

to females, and the rest used both genders. Only two of the papers studied animals with cancer; the remainder 

examined the effects of chemotherapy in animals without cancer. Common metrics of cardiotoxicity were survival, 

echocardiogram measurements, and morphological cardiac changes assessed via microscopy. Including information 

from animal papers will help researchers design novel experiments by identifying genes that have been implicated in 

CIC but not yet studied in humans. Intriguingly, 38 genes studied in model organisms have not yet, to the best of our 

knowledge, been evaluated in humans. Within CATCH-KB, we also incorporate data from other resources, 

including PharmGKB and the GWAS Catalog, to provide continuity across the resources. 

Gene family name Number of genes in 

family showing an 

association 

Solute carriers 9 

ATP binding cassette 7 

Glutathione s-

transferases 

3 

Cytochrome P450 2 

CD molecules 2 

Table 2. Gene families associated with CIC  
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Discussion 

Impact:  
By providing specific study details, CATCH-KB will help highlight any underlying patterns, such as variants that 

seem to be associated with CIC only in certain ages, ethnicities, or in relation to certain drugs or cancer types. This 

level of detail will also facilitate meta-analyses. CATCH-KB will bring to light promising variants that need further 

validation as well as variants that have not shown any association with CIC even after several investigations. In this 

way, CATCH-KB will help to drive research in the field. By providing information from external resources as 

mentioned above, CATCH-KB will provide context for the genes and drugs found to be associated with CIC, which 

will promote hypothesis generation. Additional genes in gene pathways and families with members associated with 

CIC could be candidates for future association studies. Information on a drug or gene being associated with other 

conditions could similarly provide insight into the mechanism of CIC and potential gene candidates for future 

examination. Including animal papers in particular will help researchers identify novel candidates for examination in 

humans. 

 

CATCH-KB user groups: We anticipate that CATCH-KB will be used primarily by pharmacogenomic researchers. 

It is likely many users will visit CATCH-KB when designing new association studies between polymorphisms and 

CIC. The association information available in CATCH-KB will help these users identify variants suitable for 

replication, and the model organism information will help them identify genes to investigate for the first time in 

humans. Users may be interested in particular genes or drugs, which is why we provide details like the information 

retrieved from HGNC and RxNorm. Users will likely also utilize CATCH-KB to compare and identify studies for 

inclusion in meta-analyses. The study-specific details in CATCH-KB will help users understand the context in 

which the association analyses were done, such as the drugs the subjects were exposed to, how their cardiotoxicity 

was measured, and how long they were followed for. 

 

Limitations to the field: 

The inability of many studies to replicate previously found associations between variants and CIC prohibits the 

implementation of genetic screening to identify patients at risk of developing CIC. While this failure to replicate 

associations could be because there is no underlying association, it could also be due to the late onset of CIC or 

variation in associations across populations of different ages, races, ethnicities, and cancer types. The biggest 

hindrance to consistent results, however, is the relatively small sample size of studies. As CIC is a complex trait 

demonstrating many associations with a small effect size, larger studies are required to adequately identify variants 

of interest. These larger cohorts are hard to create, however. Small sample size is a problem across 

pharmacogenomics research, as discussed in a recent review
56

. Sample sizes are limited because only a portion of 

individuals with a specific condition are treated with the drug of interest, and only a fraction of those cases have the 

baseline and on-treatment measurements necessary to see the effect of the drug.  

               While it would be ideal to perform large scale prospective analyses through consortium efforts to address 

these shortcomings, projects of this scale take large investments of time and resources. Alternatively, efforts such as 

the NIH-funded Electronic Medical Records and Genomics (eMERGE) Network
53,57

 are aimed at the use of 

electronic health record (EHR)-derived phenotypes in genetic association studies. We anticipate that a knowledge 

resource, such as CATCH-KB, will be of immense utility for investigators in the eMERGE Network, and other 

large-scale national consortia conducting research using EHR-linked biobanks. With the recent launch of the All of 

Us Research Program,
54

 these EHR-linked biobanks are becoming more prevalent and present a valuable research 

opportunity. 

              Finally, while identifying variants that are consistently associated with CIC will be a vital step towards 

clinical implementation of genetic screening to prevent CIC, candidate genes should be validated in mechanistic 

experiments. For such purposes, experimental approaches using induced pluripotent stem cells (iPSCs) or CRISPR
58

 

modified lines may prove most useful, especially as an iPSC line was recently established as a reliable model of 

cardiotoxicity
59

. Additionally, the vast majority of papers are focused on anthracycline-induced cardiotoxicity. 

While this is the most prevalent form of cardiotoxicity to date, other therapies, including newer targeted therapies, 

have also been linked with cardiotoxicity. This cardiotoxicity likely operates through different mechanisms and 

presents with different clinical endpoints, necessitating further research. 
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Conclusion 

CATCH-KB is an open-source, publicly available knowledgebase that summarizes existing research investigating an 

association between genetic variants and the development of chemotherapy-induced cardiotoxicity (CIC). It also 

provides links to information about relevant gene pathways, gene associations with other diseases, and gene–drug 

associations. Additionally, the information in CATCH-KB is standardized according to appropriate biomedical 

ontologies to make information in CATCH-KB readily linkable to other knowledgebases using web APIs. CATCH-

KB can be accessed via http://catchkb.org. 

 

Acknowledgments 

This research was funded in part by R01 GM105688, R01 GM103859, and the Englander Institute for Precision 

Medicine at Weill Cornell Medicine. 

 

References 

1. Whirl-Carrillo M, McDonagh E, Hebert J, et al. Pharmacogenomics knowledge for personalized medicine. 

Clinical Pharmacology & Therapeutics. 2012;92(4):414-417. 

2. Kuhn M, Letunic I, Jensen L, Bork P. The SIDER database of drugs and side effects. Nucleic Acids 

Research. 2015. 

3. SNOMED CT & Other Terminologies, Classifications & Code Systems. Accessed October 31, 2016. 

4. Nelson S, Zeng K, Kilbourne J, Powell T, Moore R. Normalized names for clinical drugs: RxNorm at 6 

years. Journal of the American Medical Informatics Association. 2011;18(4):441-448. 

5. Brown S, Sandhu N, Herrmann J. Systems biology approaches to adverse drug effects: the example of 

cardio-oncology. Nature Reviews Clinical Oncology. 2015;12(12):718-731. 

6. Lotrionte M, Biondi-Zoccai G, Abbate A, et al. Review and meta-analysis of incidence and clinical 

predictors of anthracycline cardiotoxicity. American Journal of Cardiology. 2013;112(12):1980-1984. 

7. van Hasselt J, Boekhout A, Beijnen J, Schellens J, Huitema A. Population pharmacokinetic-

pharmacodynamic analysis of trastuzumab-associated cardiotoxicity. Clin Pharmacol Ther. 

2011;90(1):126-132. 

8. Slamon DJ, Leyland-Jones B, Shak S, et al. Use of Chemotherapy plus a Monoclonal Antibody against 

HER2 for Metastatic Breast Cancer That Overexpresses HER2. New England Journal of Medicine. 

2001;344:783-792. 

9. Piccart-Gebhart M, Procter M, Leyland-Jones B, et al. Trastuzumab after Adjuvant Chemotherapy in 

HER2-Positive Breast Cancer. New England Journal of Medicine. 2005;353:1659-1672  

10. Tan-Chiu E, Yothers G, Romond E, et al. Assessment of Cardiac Dysfunction in a Randomized Trial 

Comparing Doxorubicin and Cyclophosphamide Followed by Paclitaxel, With or Without Trastuzumab As 

Adjuvant Therapy in Node-Positive, Human Epidermal Growth Factor Receptor 2-Overexpressing Breast 

Cancer: NSABP B-31. Journal of Clinical Oncology. 2005;23(31):7811-7819. 

11. Piotrowski G, Gawor R, Stasiak A, Gawor Z, Potemski P, Banach M. Cardiac complications associated 

with trastuzumab in the setting of adjuvant chemotherapy for breast cancer overexpressing human 

epidermal growth factor receptor type 2 - a prospective study. Arch Med Sci. 2012;8(2):227-235. 

12. Tarantini L, Cioffi G, Gori S, et al. Trastuzumab adjuvant chemotherapy and cardiotoxicity in real-world 

women with breast cancer. J Card Fail. 2012;18(2):113-119. 

13. Wang X, Sun C, Quinones-Lombrana A, et al. CELF4 Variant and Anthracycline-Related 

Cardiomyopathy: A Children's Oncology Group Genome-Wide Association Study. J Clin Oncol. 

2016;34(8):863-870. 

14. Jensen B, McLeod H. Pharmacogenomics as a risk mitigation strategy for chemotherapeutic cardiotoxicity. 

Pharmacogenomics. 2013;14(2):205-213. 

15. Lemieux J, Diorio C, Cote M, et al. Alcohol and HER2 polymorphisms as risk factor for cardiotoxicity in 

breast cancer treated with trastuzumab. Anticancer Res. 2013;33(6):2569-2576. 

16. Kanehisa M, Goto S. KEGG: Kyoto Encyclopedia of Genes and Genomes. . Nucleic Acids Research. 

2000;28:27-30. 

17. Aminkeng F, Ross C, Rassekh S, et al. Recommendations for genetic testing to reduce the incidence of 

anthracycline-induced  cardiotoxicity. Br J Clin Pharmacol. 2016;82(3):683-695. 

175

http://catchkb.org/


  

18. van Westerop L, Arts-de Jong M, Hoogerbrugge N, de Hullu J, Maas A. Cardiovascular risk of BRCA1/2 

mutation carriers: A  review. Maturitas. 2016;91:135-139. 

19. Noy N, Shah N, Whetzel P, et al. BioPortal: ontologies and integrated data resources at the click of a 

mouse. Nucleic Acids Res. 2009;37(Web Server Issue):W170-W173. 

20. Gray K, Yates B, Seal R, Wright M, Bruford E. genenames.org: the HGNC resources in 2015. Nucleic 

Acids Research. 2015;43:D1079-1085. 

21. CTCAE v4.0. 2016; https://ctep.cancer.gov/protocolDevelopment/electronic_applications/ctc.htm. 

Accessed November 21, 2016, 2016. 

22. Zeng K, Bodenreider O, Kilbourne J, Nelson S. RxNav: a web service for standard drug information. AMIA 

Annual Symposium Proceedings. 2006;2006(1156). 

23. Cariaso M, Lennon G. SNPedia: a wiki supporting personal genome annotation, interpretation and 

analysis Nucleic Acids Research. 2011. 

24. Sherry S, Ward M, Kholodov M, et al. dbSNP: the NCBI database of genetic variation. Nucleic Acids 

Research. 2001;29(1):308-311. 

25. Welter D, MacArthur J, Morales J, et al. The NHGRI GWAS Catalog, a curated resource of SNP-trait 

associations. Nucleic Acids Research. 2014;42(Database Issue ):D1001-1006. 

26. Roca L, Dieras V, Roche H, et al. Correlation of HER2, FCGR2A, and FCGR3A gene polymorphisms with 

trastuzumab related cardiac toxicity and efficacy in a subgroup of patients from UNICANCER-PACS 04 

trial. Breast Cancer Research and Treatment. 2013;139(3):789-800. 

27. Stanton S, Ward M, Christos P, et al. Pro1170 Ala polymorphism in HER2-neu is associated with risk of 

trastuzumab cardiotoxicity. BMC Cancer. 2015;15:267. 

28. Leong S, Chaiyakunapruk N, Lee S. Candidate gene association studies of anthracycline-induced 

cardiotoxicity: a systematic review and meta-analysis. Scientific Reports. 2017;7(1):39. 

29. Visscher H, Rassekh S, Sandor G, Caron H, van Dalen E, LC K. Genetic variants in SLC22A17 and 

SLC22A7 are associated with anthracycline-induced cardiotoxicity in children   Pharmacogenomics. 

2015;16(10):1065-1076. 

30. Visscher H, Ross C, Rassekh S, et al. Validation of variants in SLC28A3 and UGT1A6 as genetic markers 

predictive of anthracycline-induced cardiotoxicity in children. Pediatr Blood Cancer. 2013;60(8):1375-

1381. 

31. Visscher H, Ross C, Rassekh S, et al. Pharmacogenomic prediction of anthracycline-induced cardiotoxicity 

in children. J Clin Oncol. 2012;30(13):1422-1428. 

32. Aminkeng F, Bhavsar A, Visscher H, et al. A coding variant in RARG confers susceptibility to 

anthracycline-induced cardiotoxicity in childhood cancer. Nature Genetics. 2015;47(9):1079-1084. 

33. Wang X, Liu W, Sun C, et al. Hyaluronan synthase 3 variant and anthracycline-related cardiomyopathy: a 

report from the children's oncology group. J Clin Oncol. 2014;32(7):647-653. 

34. Krajinovic M, Elbared J, Drouin S, et al. Polymorphisms of ABCC5 and NOS3 genes influence 

doxorubicin cardiotoxicity in survivors of childhood acute lymphoblastic leukemia. Pharmacogenomics. 

2016;16(6):530-535. 

35. Rossi D, Rasi S, Franceschetti S, et al. Analysis of the host pharmacogenetic background for prediction of 

outcome and toxicity in diffuse large B-cell lymphoma treated with R-CHOP21. Leukemia. 

2009;23(6):1118-1126. 

36. Wojnowski L, Kulle B, Schirmer M, et al. NAD(P)H oxidase and multidrug resistance protein genetic 

polymorphisms are associated with doxorubicin-induced cardiotoxicity. Circulation. 2005;112(24):3754-

3762. 

37. Vulsteke C, Pfeil A, Maggen C, et al. Clinical and genetic risk factors for epirubicin-induced cardiac 

toxicity in early breast cancer patients. Breast Cancer Res Treat. 2015;152(1):67-76. 

38. Lubieniecka J, Liu J, Heffner D, et al. Single-nucleotide polymorphisms in aldo-keto and carbonyl 

reductase genes are not associated with acute cardiotoxicity after daunorubicin chemotherapy. Cancer 

Epidemiol Biomarkers Prev. 2012;21(11):2118-2120. 

39. Reichwagen A, Ziepert M, Kreuz M, et al. Association of NADPH oxidase polymorphisms with 

anthracycline-induced cardiotoxicity in the RICOVER-60 trial of patients with aggressive CD20(+) B-cell 

lymphoma. Pharmacogenomics. 2015;16(4):361-372. 

40. Windsor R, Strauss S, Kallis C, Wood N, Whelan J. Germline genetic polymorphisms may influence 

chemotherapy response and disease outcome in osteosarcoma: a pilot study. Cancer. 2012;118(7):1856-

1867. 

176

https://ctep.cancer.gov/protocolDevelopment/electronic_applications/ctc.htm


  

41. Kitagawa K, Kawada K, Morita S, et al. Prospective evaluation of corrected QT intervals and arrhythmias 

after exposure to epirubicin, cyclophosphamide, and 5-fluorouracil in women with breast cancer. Annals of 

Oncology. 2012;23(3):743-747. 

42. Lubieniecka J, Graham J, Heffner D, et al. A discovery study of daunorubicin induced cardiotoxicity in a 

sample of acute myeloid leukemia patients prioritizes P450 oxidoreductase polymorphisms as a potential 

risk factor. Front Genet. 2013;4:231. 

43. McCaffrey T, Tziros C, Lewis J, et al. Genomic profiling reveals the potential role of TCL1A and MDR1 

deficiency in chemotherapy-induced cardiotoxicity. Int J Biol Sci. 2013;9(4):350-360. 

44. Wells Q, Mosley J, Van Driest S, et al. Abstract 15509:  Genomwide-Association Identifies a Novel Locus 

for Anthracycline Cardiotoxicity. Circulation. 2013;128(22). 

45. Cascales A, Pastor-Quirante F, Sanchez-Vega B, et al. Association of anthracycline-related cardiac 

histological lesions with NADPH oxidase functional polymorphisms. Oncologist. 2013;18(4):446-453. 

46. Boekhout A, Gietema J, Milojkovic Kerklaan B, et al. Angiotensin II-Receptor Inhibition With 

Candesartan to Prevent Trastuzumab-Related Cardiotoxic Effects in Patients With Early Breast Cancer: A 

Randomized Clinical Trial. JAMA Oncology. 2016;2(8):1030-1037. 

47. Gomez Pena C, Davila-Fajardo C, Martinez-Gonzalez L, et al. Influence of the HER2 Ile655Val 

polymorphism on trastuzumab-induced cardiotoxicity in HER2-positive breast cancer patients: a meta-

analysis. Pharmacogenetics and Genomics. 2015;25(8):388-393. 

48. Beauclair S, Formento P, Fischel J, et al. Role of the HER2 [Ile655Val] genetic polymorphism in 

tumorogenesis and in the risk of trastuzumab-related cardiotoxicity. Ann Oncol. 2007;18(8):1335-1341. 

49. Armenian S, Ding Y, Mills G, et al. Genetic susceptibility to anthracycline-related congestive heart failure 

in survivors of haematopoietic cell transplantation. Br J Haematol. 2013;163(2):205-213. 

50. Volkan-Salanci B, Aksoy H, Kiratli P, et al. The relationship between changes in functional cardiac 

parameters following anthracycline therapy and carbonyl reductase 3 and glutathione S transferase Pi 

polymorphisms. J Chmother. 2012;24(5):285-291. 

51. Wells Q, Veatch O, Fessel J, et al. Genome-wide association and pathway analysis of left ventricular 

function after anthracycline exposure in adults. Pharmacogenet Genomics. 2017;27(7):247-254. 

52. Huang L, Fernandes H, Zia H, et al. The cancer precision medicine knowledge base for structured clinical-

grade mutations and interpretations. J Am Med Inform Assoc. 2016;24(3):513-519. 

53. McCarty C, Chisholm R, Chute C, et al. The eMERGE Network: a consortium of biorepositories linked to 

electronic medical records data for conducting genomic studies. BMC Med Genomics. 2011;4:13. 

54. The future of health begins with All of Us. 2017; https://allofus.nih.gov/. Accessed June 2, 2017, 2017. 

55. Kirby J, Speltz P, Rasmussen L, et al. PheKB: a catalog and workflow for creating electronic phenotype 

algorithms for transportability JAMIA. 2016;23(6):1046-1052. 

56. Giacomini K, Yee S, Mushiroda T, Weinshilboum R, Ratain M, Kubo M. Genome-wide association studies 

of drug response and toxicity: an opportunity for genome medicine. Nature Reviews Drug Discovery. 

2017;16(1):1. 

57. Rasmussen-Torvik L, Stallings S, Gordon A, et al. Design and anticipated outcomes of the eMERGE-PGx 

project: a multicenter pilot for preemptive pharmacogenomics in electronic health record systems. Clin 

Pharmacol Ther. 2014;96(4):482-489. 

58. Bauer D, Canver M, Orkin S. Generation of Genomic Deletions in Mammalian Cell Lines via 

CRISPR/Cas9. J Vis Exp. 2015(95):e52118. 

59. Burridge P, Li Y, Matsa E, et al. Human induced pluripotent stem cell-derived cardiomyocytes recapitulate 

the predilection of breast cancer patients to doxorubicin-induced cardiotoxicity. Nature Medicine. 

2016;22:547-556. 

 

177

https://allofus.nih.gov/


A Low Rank Model for Phenotype Imputation
in Autism Spectrum Disorder

Kelley M. Paskov M.S.1, Dennis P. Wall, Ph.D1

1Stanford University, Stanford, California

Abstract

Autism Spectrum Disorder is a highly heterogeneous condition currently diagnosed using behavioral symptoms. A
better understanding of the phenotypic subtypes of autism is a necessary component of the larger goal of mapping
autism genotype to phenotype. However, as with most clinical records describing human disease, the phenotypic data
available for autism contains varying levels of noise and incompleteness that complicate analysis. Here we analyze
behavioral data from 16,291 subjects using 250 items from three gold standard diagnostic instruments. We apply
a low-rank model to impute missing entries and entire missing instruments with high fidelity, showing that we can
complete clinical records for all subjects. Finally, we analyze the low-rank representation of our subjects to identify
plausible subtypes of autism, setting the stage for genome-to-phenome prediction experiments. These procedures can
be adapted and used with other similarly structured clinical records to enable a more complete mapping between
genome and phenome.

Introduction

Autism spectrum disorder (ASD) is one of the most common developmental pediatric conditions impacting 1 in 68
children1. Twin studies have been used to demonstrate a strong genetic component with concordance between monozy-
gotic twins ranging from 37-95%2–5. For this reason, autism has been a major focus of the field of translational ge-
nomics, with now nearly 21,000 fully sequenced whole genomes from various independent collaborative efforts6–11.
These efforts have advanced our understanding of the genetic contribution to the autism phenotype and have helped to
build plausible genetic models for autism12–15, but the specific genetic markers responsible for varying forms of autism
remain unknown. At least two factors contribute to this. First, the sample size may still need to be expanded since
the most likely genetic model involves combinations of common variants rather than single highly penetrant loss of
function rare variants. The second arises from the all too common problem of inadequate phenotyping. In this study,
we focus on the second issue.

With the attention paid to developing large research cohorts for autism sequencing, there has been a companion focus
on the phenotypic characterization of research subjects. While many behavioral instruments have been developed
for autism, three of the most commonly used are the Autism Diagnostic Interview-Revised (ADI-R)17, the Autism
Diagnostic Observation Schedule (ADOS)16, and the Social Responsiveness Scale (SRS)18. ADI-R and SRS both ask
the primary caregiver to report on a range of behaviors. The ADI-R is a clinically administered questionnaire, while
the SRS takes less time to administer and is used primarily in research. ADOS is a structured exam that measures
behavior during a staged clinical observation. Combined, these tests evaluate 250 behaviors that follow an ordinal
level of severity from unimpaired to highly impaired. For example, one question focuses on eye contact and determines
whether the child never, sometimes, often, or always makes good eye contact within an appropriate social setting.

Although these data provide highly granular information about a subject’s phenotype, missing entries complicate the
application of methods to build discrete phenotypic clusters. Missing entries may arise from two situations. First,
entries may be missing within an instrument (entry-level incompleteness), particularly from ADI-R and ADOS since
only a subset of questions are used to form the diagnosis - unused entries are often sporadically unrecorded. Second,
many subjects may be missing one or more instruments entirely (instrument-level incompleteness), since every instru-
ment has not been administered to every individual, particularly across different studies. Our goal in this study was
to simultaneously rescue entry-level and instrument-level incompleteness in order to build phenotypic clusters and
ultimately map genotype to phenotype.

Generalized low rank models (GLRM)32 provide a framework for handling structured data (i.e. ordinal, boolean)
with missing entries in a graceful way. Similar to principal component analysis (PCA), the goal is to find a low-rank
subspace that models the existing entries as accurately as possible. If A is an m× n matrix of data, then a GLRM is a
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problem of the form

minimize
X∈Rm×k,Y ∈Rk×n

∑
i,j:Aij is present

l(Aij , [XY ]ij) + rX(X) + rY (Y ) (1)

where l(a, u) is our loss function, which operates only on the known entries of A and rX and rY are regularizers on
the matrix factors X and Y respectively. This is an extremely flexible model that generalizes many known algorithms.
If l(u, a) = (u − a)2 and rX(X) = rY (Y ) = 0 then we have PCA. Setting rX(X) = ‖X‖1 and rY (Y ) = ‖Y ‖1
gives us sparse PCA19. Changing the loss function l(u, a) = log(1 + exp(−au)) gives us logistic PCA20. Even the
k-means clustering problem can be posed in this framework. By tailoring the loss and regularizers to our problem, we
can impute entry-level and instrument-level missing values while simultaneously discovering a low-rank representa-
tion for our data. This low-rank representation can then be used to cluster individuals by phenotype and to understand
correlations between items both within and across instruments.

There are many other approaches to handling missing data. One of the most common is case-wise deletion, where sub-
jects with missing entries are removed from analysis. Such an approach is not practical for most phenotypic datasets
where almost all individuals are missing at least a few entries. Another simple approach is mean or median imputa-
tion, which replaces missing values with the average or median of each item. However, this distorts item variance and
makes subjects with many missing entries appear very similar which can confound downstream clustering analysis.
The k-nearest neighbor algorithm can be adapted to perform imputation (KNN impute)21. However, when working
with ordinal data, defining a distance metric to identify nearby neighbors can be challenging. For example, quantifying
the difference between ”sometimes” using appropriate eye contact and ”never” using appropriate eye contact is quite
difficult. Multiple imputation by chained equations (MICE)22 is another effective imputation technique that iteratively
imputes missing values by regressing on other items in the dataset. MICE produces multiple completed datasets, cre-
ating a distribution of imputed values for each missing entry. MICE has been used successfully on behavioral data in
the fields of psychology and epidemiology23–26. While MICE is an effective imputation technique, unlike GLRM it
does not produce a low-rank representation for the data.

GLRM leverages the correlation structure between items to impute values. It can be trained for large datasets using
an alternating minimization approach. Furthermore, the algorithm is parallelizable across both subjects and items.
In this study, we use the GLRM framework to model our dataset of 250 items across 16,291 subjects. We focus on
three tasks: 1) imputing entry-level missing data, 2) imputing instrument-level missing data, 3) identifying phenotypic
clusters using the low-rank representation produced by the GLRM.

Methods
Datasets

Data were aggregated from six sources: Autism Genetic Resource Exchange (AGRE)28, Autism Consortium (AC),
National Database for Autism Research (NDAR)29, Simons Simplex Collection (SSC)30, Simons Variation in Indi-
viduals Project (SVIP)31 and a dataset of ADI-R responses by neurotypical children collected by Cognoa (COG).
Individuals were included in our analysis if at least one diagnostic instrument had been administered. In total, the
aggregated dataset contains item-level phenotypic data for 16,291 subjects.

Preprocessing

We analyzed data from three diagnostic instruments: ADI-R, ADOS, and SRS. All three instruments consist of a series
of behavioral items, divided into three major categories identified by DSM-IV: communication, social interaction, and
restricted repetitive behavior. The responses to each item lie on an ordinal scale.

ADI-R consists of 93 items: 2 free-response items, 14 age of onset items, and 77 ordinal scale items whose responses
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range from 0 (typical behavior) to 4 (severely atypical). We discard the free-response and age of onset items in order
to focus on behavior. Of these 77 items, 62 ask for two responses: the current behavior and the lifetime behavior. This
results in a total of 139 ADI-R items.

ADOS is administered as four different modules, with each module being appropriate for a different age range of
children. We manually aggregated items across the four modules, combining items that were identical across multiple
modules. A mapping between module-level items and the aggregated items used for analysis is available in the sup-
plementary materials. The resulting aggregated ADOS instrument includes 46 items. Responses range from 0 (typical
behavior) to 3 (severely atypical).

SRS consists of 65 items and is administered to the child’s parent, teacher, or primary caregiver. Responses range from
0 (typical behavior) to 3 (severely atypical).

Data were aggregated and validated using a JSON schema. A JSON schema is a way to define the structure of a
dataset in a clear, human-readable way that can also be programatically validated. The schema places constraints
on the allowable responses to each item. Any disallowed entries found in the raw data were either manually resolved
or removed. Many of the items from both instruments include an N/A option. All such entries were marked as missing.

Figure 1 shows the entry-level and instrument-level incompleteness present in our dataset, broken down by instrument.
Note that instrument-level incompleteness is the larger contributor of missing entries in with 74.4% of missing entries
being the result of missing instruments and the other 25.6% the result of entry-level incompleteness.

(a) Entry-level incompleteness. Distribution of re-
sponses for each instrument. Bar height indicates
number of items per instrument.

(b) Instrument-level incompleteness. Venn dia-
gram showing the overlap between subjects having
data for each instrument.

Figure 1: The distribution of missing data.
Finally, we note that our dataset is highly imbalanced with respect to clinical diagnosis: 64.3% of our subjects are
diagnosed with autism, 5.2% with PDD-NOS, 2.2% with Asperger, and 11.7% are clinically determined to not have
autism. The remainder have a missing diagnosis.

Model

To impute missing data, we trained a low-rank model using a multi-dimensional ordinal loss. The multi-dimensional
ordinal loss is a generalization of logistic PCA. In logistic PCA, we use the logistic regression loss function rather than
the standard quadratic loss in order to fit a low-rank model to binary data. The rows of X represents the low dimen-
sional representation of each subject and the columns of Y represent a separating hyperplane for each feature. Since
our data are ordinal, not binary, we can extend this loss function by embedding each item in a d− 1 dimensional space
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where d is the number of possible responses for that item. Now, rather than learning a single separating hyperplane for
the feature, we are learning d− 1 separating hyperplanes, each representing the division between one ordinal response
and the next.

We regularized our model by constraining the rows of X to be non-negative and to sum to 1 and adding a small amount
of `2-regularization on Y . This regularization makes our model a form of fuzzy clustering. In fuzzy clustering, sub-
jects are allowed to partially belong to multiple clusters. Here, the rows of Y represent k cluster centroids and the
rows of X indicate partial cluster membership for each subject. Finally, we added an offset term to the model, so that
our separating hyperplanes are not constrained to go through the origin. This is similar to the column centering that is
typically done before running PCA.

We use the GLRM software package32 to train the model via alternating minimization. We impute data for all three
instruments simultaneously, using the entire dataset, even subjects who are missing one or more instruments. Items
from one instrument may be used to impute items from the others. This scheme allows us to use the same model both
to impute missing entries within instruments (entry-level incompleteness) and to impute entire missing instruments
(instrument-level incompleteness).

Baselines

We compare the performance of our model to several baseline imputation techniques: median imputation, k-nearest
neighbor imputation with k = 3 and MICE. We use the fancyimpute software package33 to fit these models. For
MICE, we use 75 imputations and initialize the procedure using median imputation. We use Bayesian ridge regression
for the MICE predictor function and impute using the posterior predictive distribution.

Assessing Performance

We first consider the imputation accuracy for entry-level imputation - how well the model is able to impute missing
entries within an instrument. To do this, we split our data entry-wise between training (90%) and testing (10%). When
training our model we mask the testing entries, and then we compare the values the model imputes to the true values
for these masked entries in order to evaluate performance. We use 5-fold cross-validation to select the parameter k,
the dimension of the low-rank space.

Next we consider the imputation accuracy for instrument-level imputation - how well the model is able to impute
items when the entire instrument is missing. For this task, we split our data by subject into training (85%) and testing
(15%). Rather than masking data entry-wise as in the first evaluation, we now mask entire instruments for our testing
individuals. One-third of the testing individuals have their ADI-R items masked, one-third have their ADOS items
masked, and the last third have their SRS items masked. For testing, we only select individuals with data for all three
instruments in order to ensure that after masking there will still be data available for training. We again use 5-fold
cross-validation to select the parameter k, the dimension of the low-rank space.

Since we are imputing an ordinal response, measuring accuracy is challenging. We present confusion matrices and use
a linearly weighted Cohen’s kappa to summarize overall performance. Cohen’s kappa measures inter-rater agreement,
taking into account the possibility that agreement may occur purely by chance. We use Cohen’s kappa to compare
imputed values to actual values for each model. A Cohen’s kappa of 1 indicates complete agreement between imputed
and actual values while a Cohen’s kappa of 0 indicates complete disagreement.

The JSON schema used to aggregate the data along with the code for training the GLRM and other baseline models
and evaluating performance is available at https://github.com/walllab/PhenotypeGLRM.
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Results
Imputation Performance

(a) The effect of k on imputation error for entry-level
and instrument-level imputation.

Entry- Instrument-
Model level level
Median impute 0.302 0.323
KNN impute 0.506 0.254
MICE 0.532 0.351
GLRM (k = 4) 0.502 0.445
GLRM (k = 12) 0.548 0.427

(b) Linearly-weighted Cohen’s kappa imputation
performance on entry-level and instrument-level test
sets.

Figure 2: Imputation performance.

We start by selecting k, the size of our low-rank model via 5-fold cross-validation. Figure 2a shows training and
cross-validation error for a range of ks. A smaller low-rank space of k = 4 is most effective when imputing missing
instruments while a larger low-rank space of k = 12 is most effective when imputing missing entries.

Table 2b compares our model to several baseline models: median imputation, KNN impute, and MICE. Models are
compared using linearly weighted Cohen’s kappa. MICE is the highest performing baseline model, so we compare
the confusion matrices between our model and the MICE model in Figure 3. MICE struggles with extreme values,
never imputing a value of 4 and having trouble distinguishing between 0 and 1. The GLRM is able to model the
extremes more effectively. This becomes even more pronounced when imputing missing instruments. MICE imputes
most values as being 1 or 2, while GLRM is able to make correct predictions across the entire ordinal range.

(a) Entry-level confusion (b) Instrument-level confusion

Figure 3: Confusion matrices for GLRM and MICE imputation. Entries are colored by fraction of actual values.

Clustering

Due to the regularization we placed on X when building our GLRM, we can interpret our model as a form of fuzzy
clustering. The rows of X represent partial cluster membership for each subject and the rows of Y represent cluster
centroids. We can explore the clusters discovered during the imputation process to see if these clusters correspond to
distinct autism phenotypes. For this analysis, we focus on a GLRM with k = 4. In cross-validation, this level of k
performed best at instrument-level imputation, and since this is the largest source of incompleteness in our dataset, we
expect this model to capture the structure of our data best. Because our model includes an offset term, a k = 4 GLRM
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corresponds to three clusters (the fourth dimension of the low-rank space is used to represent the offset).

We can visualize our three clusters as the vertices of a triangle, and plot each of our subjects as a point within this
triangle. Figure 4 shows a density histogram broken down by clinical diagnosis. Nearly all of our control subjects lie
on the vertex corresponding to cluster 1. Asperger subjects are more diffuse and have a clear tendency towards cluster
2. The PDD-NOS region partially overlaps with that of Asperger, but is predominantly in the middle of the triangle.
Finally, while our autism subjects are spread diffusely through the triangle, there are two modes: one tightly centered
on the cluster 3 vertex, and the other with a similar distribution to Asperger. Some of our datasets do not distinguish
between autism, PDD-NOS, and Asperger in the clinical diagnosis. Subjects from these datasets with any of the three
diagnoses will be marked autism. This may explain the cluster of subjects diagnosed with autism that closely mirrors
the Asperger distribution.

Figure 4: A histogram showing the partial cluster membership of subjects for each clinical diagnosis. The color of
each tile represents the number of subjects within the tile. All points lie within a triangle whose vertices correspond
to the three clusters.

We can quantitatively explore the relationship between cluster membership and clinical diagnosis by using partial
membership in each cluster as a predictor of clinical diagnosis. For each cluster and each clinical diagnosis, we can
set a threshold t such that subjects with partial cluster membership greater than t are predicted to have the diagnosis
and subjects with partial cluster membership less than t are predicted not to have the diagnosis. We can then evaluate
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the true positive and false positive rate for our prediction, generating an ROC curve by varying t. Figure 5 shows
the resulting ROC curves for each cluster and each clinical diagnosis. As expected, cluster 1 partial membership is
predictive of a control diagnosis. Cluster 2 partial membership is mildly predictive of an Asperger diagnosis. Partial
membership in cluster 3 is predictive of an autism diagnosis. The predictive power of cluster 2 partial membership on
an Asperger clinical diagnosis may be being obscured by a lack of granularity in the diagnosis for some subjects, as
mentioned above. Interestingly, we see an AUC below 0.5 when trying to predict PDD-NOS or Asperger status from
cluster 3 partial membership. This indicates that subjects with a diagnosis of Asperger or PDD-NOS tend to have low
partial membership in cluster 3, and that this model may be able to differentiate between autism and Asperger. These
results suggest that the GLRM has found a low-rank space that differentiates between control, Asperger, and autism
phenotypes.

Figure 5: ROC curves showing the predictive power of partial cluster membership for each cluster when predicting
each clinical diagnosis.

Discussion

GLRM outperformed other imputation methods when imputing both entry-level and instrument-level missing data. It
is likely that this performance improvement is a result of using a multidimensional ordinal loss. This loss allows each
ordinal value for each item to be modeled separately. This is especially useful when the distances between ordinal
values are not uniform. Using our eye contact example, it may be that the difference between using appropriate eye
contact always versus sometimes is much smaller than the difference between using appropriate eye contact sometimes
versus never. In the extreme case, the different ordinal responses for an item may not lie on a spectrum at all but may
correspond to entirely different behaviors.

We found that using a smaller-dimensional space (k = 4) produced better instrument-level imputation while a larger-
dimensional space (k = 12) produced better entry-level imputation. Future work should be done to determine why
this occurs. Based on the instrument-level confusion matrices for both GLRM and MICE, it is clear that both models
are less likely to predict extreme values when entire instruments are missing. This could be because subjects with
missing instruments provide the models with less information, making it harder to model these subjects with confi-
dence, and causing the models to default to median imputation. We can see some evidence of this hypothesis in our
cross-validation curves. Training and entry-level testing error have low variance at each value of k, unlike instrument-
level testing error which varies widely from fold to fold.

GLRM has several limitations when applied to phenotypic data. First, the data may not lie in a low-rank space. The
model assumes that there are a small number of prototypical individuals and that every subject in our dataset is a
weighted combination of these individuals. This may not be the case for all phenotypic datasets. In particular, phe-
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notypic datasets that are not disease specific may contain individuals with a large number of diverse phenotypes, and
a low-rank model may not be appropriate. Another limitation of our approach lies in the non-convexity of our objec-
tive. Alternating minimization will find a local minimum solution to the objective, but does not guarantee a global
minimum, making its performance dependent on the initial guess for X and Y . As with k-means, it is wise to run the
algorithm several times, intitialized with different random guesses and to take the best solution to ensure a quality fit.

Preliminary analysis of the low-rank clusters produced by our model shows that this approach holds promise for
differentiating subtypes of autism. We see that subjects with control, Asperger, and autism clinical diagnoses cluster
into different areas of the low-rank space. The distinction between Asperger, PDD-NOS, and autism was discarded in
DSM-V, however our phenotypic data suggests that there may be a phenotypic subtype of autism with Asperger-like
behavior. It is notable that we see a cluster associated with Asperger, a more behaviorally homogeneous diagnosis, but
not PDD-NOS which is known to be behaviorally heterogeneous34.

Conclusion

Maximizing the utility of archived medical record data is essential for advancing the search for genetic markers of
diagnostic value. Here we showed that GLRMs can impute missing entries and entire missing instruments with high
fidelity. This imputation in turn enables the construction of a complete matrix of data on which we can run a variety
of analyses.

Furthermore, the GLRM produces a low-rank representation of our data, which itself can be used for subsequent anal-
ysis. By adding the appropriate regularizers to our model, we can interpret this low-rank representation as a fuzzy
clustering, where subjects are allowed partial cluster membership. We explored the clusters produced by our model
and found that partial cluster membership was predictive of control, Asperger, and autism clinical diagnoses. There is
more work to be done validating these phenotypic clusters.

Finally, we created a JSON-schema which programmatically defines the structure of the ADI-R, ADOS, and SRS
instruments. This schema can be used to aggregate autism phenotype data across multiple studies. It can also be used
to identify invalid entries and to correct data-entry errors.

These procedures hold promise for maximizing the value of archived clinical records from the autism population on
whom we also have fully sequenced genomes. They can be adapted and used with other similarly structured clinical
records to boost the value of the phenotype and enable a more complete mapping between genome and phenome.

Acknowledgements

This work was funded in part by funds to DPW from NIH (1R01EB025025-01 and 1R21HD091500-01), The Hartwell
Foundation, Bill and Melinda Gates Foundation, Coulter Foundation, program grants from Stanfords Precision Health
and Integrated Diagnostics Center, Bio-X Center, Predictives and Diagnostics Accelerator (SPADA) Spectrum, and
Child Health Research Institute, and by the Biomedical Data Science Graduate Training grant T32 LM012409. We
would like to acknowledge the Simons Foundation, the Autism Consortium, the National Database of Autism Re-
search, the Autism Genetic Resource Exchange, and Cognoa for collecting and making available the phenotypic data
used. And a special thank you to my parents Michael and Michelle and my parents-in-law Dora and Spassimir for
chasing after my beautiful daughter while DPW and I wrote this paper.

References

1. Christensen DL, Baio J, Braun KV, et al. Prevalence and Characteristics of Autism Spectrum Disorder Among
Children Aged 8 Years Autism and Developmental Disabilities Monitoring Network, 11 Sites, United States, 2012.
MMWR Surveill Summ 2016;65(No. SS-3)(No. SS-3):123. DOI: http://dx.doi.org/10.15585/mmwr.ss6503a1

2. Robinson E.B., Koenen K.C., McCormick M.C., Munir K., Hallett V., Happ F., Plomin R., Ronald A. A multi-

185



variate twin study of autistic traits in 12-year-olds: testing the fractionable autism triad hypothesis. Behav. Genet.
2012;42:245255.

3. Sandin S., Lichtenstein P., Kuja-Halkola R., Larsson H., Hultman C.M., Reichenberg A. The familial risk of autism.
JAMA. 2014;311:17701777.

4. Colvert E., Tick B., McEwen F., Stewart C., Curran S.R., Woodhouse E., Gillan N., Hallett V., Lietz S., Gar-
nett T. Heritability of Autism Spectrum Disorder in a UK Population-Based Twin Sample. JAMA Psychiatry.
2015;72:415423.

5. Tick B., Bolton P., Happ F., Rutter M., Rijsdijk F. Heritability of autism spectrum disorders: a meta-analysis of
twin studies. J. Child Psychol. Psychiatry. 2016;57:585595.

6. Yuen RK, Merico D, Bookman M, Howe JL, Thiruvahindrapuram B, Patel RV, Whitney J, Deflaux N, Bingham J,
Wang Z, Pellecchia G. Whole genome sequencing resource identifies 18 new candidate genes for autism spectrum
disorder. Nature neuroscience. 2017 Apr 1;20(4):602-11.

7. Jiang YH, Yuen RK, Jin X, Wang M, Chen N, Wu X, Ju J, Mei J, Shi Y, He M, Wang G. Detection of clinically
relevant genetic variants in autism spectrum disorder by whole-genome sequencing. The American Journal of
Human Genetics. 2013 Aug 8;93(2):249-63.

8. Yuen RK, Thiruvahindrapuram B, Merico D, Walker S, Tammimies K, Hoang N, Chrysler C, Nalpathamkalam T,
Pellecchia G, Liu Y, Gazzellone MJ. Whole-genome sequencing of quartet families with autism spectrum disorder.
Nature medicine. 2015 Feb 1;21(2):185-91.

9. Stavropoulos DJ, Merico D, Jobling R, Bowdin S, Monfared N, Thiruvahindrapuram B, Nalpathamkalam T, Pellec-
chia G, Yuen RK, Szego MJ, Hayeems RZ. Whole Genome Sequencing Expands Diagnostic Utility and Improves
Clinical Management in Pediatric Medicine. NPJ genomic medicine. 2016 Jan 13;1.

10. Michaelson JJ, Shi Y, Gujral M, Zheng H, Malhotra D, Jin X, Jian M, Liu G, Greer D, Bhandari A, Wu W. Whole-
genome sequencing in autism identifies hot spots for de novo germline mutation. Cell. 2012 Dec 21;151(7):1431-
42.

11. Buxbaum JD, Daly MJ, Devlin B, Lehner T, Roeder K, State MW, Autism Sequencing Consortium. The autism
sequencing consortium: large-scale, high-throughput sequencing in autism spectrum disorders. Neuron. 2012 Dec
20;76(6):1052-6.

12. de la Torre-Ubieta L, Won H, Stein JL, Geschwind DH. Advancing the understanding of autism disease mecha-
nisms through genetics. Nature medicine. 2016 Apr 1;22(4):345-61.

13. Scherer SW, Dawson G. Risk factors for autism: translating genomic discoveries into diagnostics. Human genet-
ics. 2011 Jul 1;130(1):123-48.

14. Iossifov I, ORoak BJ, Sanders SJ, Ronemus M, Krumm N, Levy D, Stessman HA, Witherspoon KT, Vives L,
Patterson KE, Smith JD. The contribution of de novo coding mutations to autism spectrum disorder. Nature. 2014
Nov 13;515(7526):216-21.

15. Sanders SJ, He X, Willsey AJ, Ercan-Sencicek AG, Samocha KE, Cicek AE, Murtha MT, Bal VH, Bishop SL,
Dong S, Goldberg AP. Insights into autism spectrum disorder genomic architecture and biology from 71 risk loci.
Neuron. 2015 Sep 23;87(6):1215-33.

16. Lord C, Rutter M, DiLavore PC, Risi S, Gotham K, Bishop S. Autism diagnostic observation schedule: ADOS-2.
Los Angeles, CA: Western Psychological Services; 2012.

17. Lord C, Rutter M, Le Couteur A. Autism Diagnostic Interview-Revised: a revised version of a diagnostic interview
for caregivers of individuals with possible pervasive developmental disorders. Journal of autism and developmental
disorders. 1994 Oct 1;24(5):659-85.

18. Constantino JN, Davis SA, Todd RD, Schindler MK, Gross MM, Brophy SL, Metzger LM, Shoushtari CS, Splin-
ter R, Reich W. Validation of a brief quantitative measure of autistic traits: comparison of the social responsive-
ness scale with the autism diagnostic interview-revised. Journal of autism and developmental disorders. 2003 Aug
1;33(4):427-33.

19. d’Aspremont A, Ghaoui LE, Jordan MI, Lanckriet GR. A direct formulation for sparse PCA using semidefinite
programming. InAdvances in neural information processing systems 2005 (pp. 41-48).

186



20. Schein AI, Saul LK, Ungar LH. A generalized linear model for principal component analysis of binary data.
InAISTATS 2003 Jan 6 (Vol. 3, No. 9, p. 10).

21. Batista GE, Monard MC. A Study of K-Nearest Neighbour as an Imputation Method. HIS. 2002 Dec 30;87(251-
260):48.

22. Raghunathan TW, Lepkowksi JM, Van Hoewyk J, Solenbeger P. A multivariate technique for multiply imputing
missing values using a sequence of regression models. Survey Methodology. 2001;27:8595.

23. Stuart EA, Azur M, Frangakis C, Leaf P. Multiple imputation with large data sets: a case study of the Children’s
Mental Health Initiative. American journal of epidemiology. 2009 Mar 24;169(9):1133-9.

24. Graham JW. Missing data analysis: Making it work in the real world. Annual review of psychology. 2009 Jan
10;60:549-76.

25. Klebanoff MA, Cole SR. Use of multiple imputation in the epidemiologic literature. American journal of epi-
demiology. 2008 Jun 30;168(4):355-7.

26. Schafer JL, Graham JW. Missing data: our view of the state of the art. Psychological methods. 2002 Jun;7(2):147.
27. Shrive FM, Stuart H, Quan H, Ghali WA. Dealing with missing data in a multi-question depression scale: a

comparison of imputation methods. BMC medical research methodology. 2006 Dec 13;6(1):57.
28. Geschwind DH, Sowinski J, Lord C, Iversen P, Shestack J, Jones P, Ducat L, Spence SJ, AGRE Steering Com-

mittee. The autism genetic resource exchange: a resource for the study of autism and related neuropsychiatric
conditions. American journal of human genetics. 2001 Aug;69(2):463.

29. Hall D, Huerta MF, McAuliffe MJ, Farber GK. Sharing heterogeneous data: the national database for autism
research. Neuroinformatics. 2012 Oct 1;10(4):331-9.

30. Fischbach GD, Lord C. The Simons Simplex Collection: a resource for identification of autism genetic risk factors.
Neuron. 2010 Oct 21;68(2):192-5.

31. Simons VIP Consortium. Simons Variation in Individuals Project (Simons VIP): a genetics-first approach to study-
ing autism spectrum and related neurodevelopmental disorders. Neuron. 2012 Mar 22;73(6):1063-7.

32. Udell M, Horn C, Zadeh R, Boyd S. Generalized low rank models. Foundations and Trends in Machine Learning.
2016 Jun 23;9(1):1-18.

33. Alex Rubinsteyn, Sergey Feldman, Tim OD́onnell, Brett Beaulieu-Jones. hammerlab/fancyimpute: Version 0.2.0
2017. doi:10.5281/zenodo.886614.

34. Walker DR, Thompson A, Zwaigenbaum L, Goldberg J, Bryson SE, Mahoney WJ, Strawbridge CP, Szatmari
P. Specifying PDD-NOS: a comparison of PDD-NOS, Asperger syndrome, and autism. Journal of the American
Academy of Child & Adolescent Psychiatry. 2004 Feb 29;43(2):172-80.

187



NegBio: a high-performance tool for negation and uncertainty detection in
radiology reports

Yifan Peng, Ph.D.1, Xiaosong Wang, Ph.D.2, Le Lu, Ph.D.2, Mohammadhadi Bagheri,
M.D.2, Ronald Summers, M.D., Ph.D.2, Zhiyong Lu, Ph.D.1

1National Center for Biotechnology Information, National Library of Medicine, National
Institutes of Health, Bethesda, MD, USA; 2Department of Radiology and Imaging Sciences,

Clinical Center, National Institutes of Health, Bethesda, MD, USA

Abstract

Negative and uncertain medical findings are frequent in radiology reports, but discriminating them from positive
findings remains challenging for information extraction. Here, we propose a new algorithm, NegBio, to detect negative
and uncertain findings in radiology reports. Unlike previous rule-based methods, NegBio utilizes patterns on universal
dependencies to identify the scope of triggers that are indicative of negation or uncertainty. We evaluated NegBio
on four datasets, including two public benchmarking corpora of radiology reports, a new radiology corpus that we
annotated for this work, and a public corpus of general clinical texts. Evaluation on these datasets demonstrates
that NegBio is highly accurate for detecting negative and uncertain findings and compares favorably to a widely-used
state-of-the-art system NegEx (an average of 9.5% improvement in precision and 5.1% in F1-score).

Availability: https://github.com/ncbi-nlp/NegBio

Introduction

In radiology, findings are observations regarding each area of the body examined in the imaging study and their
mentions in radiology reports can be positive, negative or uncertain. In this paper, we call a finding negative if it is
negated, and uncertain if in an equivocal or hypothetical statement. For example, “pneumothorax” is negative in “no
evidence of pneumothorax” and is uncertain in “suspicious pneumothorax”.

Negative and uncertain findings are frequent in radiology reports1. Since they may indicate the absence of findings
mentioned within the radiology report, identifying them is as important as identifying positive findings. Otherwise,
information extraction algorithms that do not distinguish negative and uncertain findings from positive ones may return
many irrelevant results. Even though many natural language processing applications have been developed in recent
years that successfully extract findings mentioned in medical reports, discriminating between positive, negative, and
uncertain findings remains challenging2–5.

Previous efforts in this area include both rule-based and machine-learning approaches. Rule-based systems rely on
negation keywords and rules to determine the negation6. NegEx is a widely used algorithm that utilizes regular
expressions7, 8. However, regular expressions rely solely on surface text, and thus are limited when attempting to
capture complex syntactic constructions such as long noun phrases. In its early version, NegEx limited the scope by
hard-coded word windows size. For example, NegEx cannot detect negative “effusion” in “clear of focal airspace
disease, pneumothorax, or pleural effusion” because “effusion” is beyond the scope of “clear” (5 words). In its later
versions, the algorithm (ConText9) extended scope to the end of the sentence (or allow the user to set a window size).
In this work, we use the NegEx enhanced version via MetaMap10.

In addition to regular expressions, there were proposals to use parse trees or dependency graph to capture long distance
information between negation keywords and the target. However, none defined patterns directly on the syntactic
structures to take the advantage of linguistic knowledge11–13. For example, Sohn et al, 2012) used regular expressions
on the dependency path12 and (Mehrabi et al, 2015) used dependency patterns as a post-processing step after NegEx
to remove false positives of negative findings13. Moreover, none of these dependency graph-based methods is made
publicly available. Finally, machine learning offers another approach to extract negations2, 14–16. These approaches
need manually annotated in-domain data to ensure their performance. Unfortunately, such data are generally not
publicly available17–20. Furthermore, machine learning based approaches often suffer in generalizability the ability to
perform well on text previously unseen.
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In this work, we propose NegBio, a new and open-source rule-based tool for negation and uncertain detection in ra-
diology reports. Unlike previous methods, NegBio utilizes universal dependencies for pattern definition and subgraph
matching for graph traversal search so that the scope for negation/uncertainty is not limited to fixed word distance21, 22.
In addition to negation, NegBio also detects uncertainty, a useful feature that is not well studied before.

For evaluating NegBio, we first assessed its ability to improve the correct extraction of positively asserted medical
findings, which is a practical task where negation detection is often required. That is, NegBio is applied to remove
negated and uncertain findings in an end-to-end information extraction system, which takes raw clinical text as input
and aims to extract only positively asserted findings in its output. By doing so, we expect to see improvements in
precision for the whole system. In the meantime, we compared NegBio with the widely-used NegEx system.

For ensuring NegBio is a robust and generalizable approach, two data sets were used for this purpose. One is a public
benchmarking dataset, OpenI23. The other is a newly created corpus, ChestX-ray, which includes 900 radiology with
14 informative yet generic types of medical findings. In both datasets, only positive findings are annotated.

Furthermore, we also evaluated NegBio on its performance to detect negations in two additional corpora (BioScope24

and PK∗) where negated expressions were fully annotated. On BioScope, we followed the lead of (Demner-Fushman et al,
2017) in our evaluation by using MetaMap to annotate the negative findings and treat them as ground truth25. Also
note that unlike the radiology reports in the other three corpora, the PK corpus consists of general clinical texts.

Methods

NegBio tasks as inputting a sentence with pre-tagged mentions of medical findings, and checks whether a specific
finding is negative or uncertain. Figure 1 shows the overall pipeline of NegBio. In the case of using MetaMap alone,
the system will skip the NegBio part and produce the labels directly. Detailed steps are described in the following
sub-sections.

NE recognizer

(MetaMap)

Tokenize

(NLTK)
Apply rules

Dependency parse

(Bllip/Stanford)
Labels

Figure 1: An overall pipeline of NegBio.

Medical findings recognition

Our approach labeled the reports in two passes. We first detected all the findings and their corresponding UMLS c©

concepts using MetaMap10. Here we only focused on 14 common disease finding types as described in Table 2. The
14 finding types are most common in our institute, which are selected by radiologists from a clinical perspective. The
next steps involved applying NegBio to all identified findings and subsequently ruling out those that are negative and
uncertain.

Universal dependency graph construction

In this work, we utilized the universal dependency graph to define patterns. It was designed to provide a simple
description of the grammatical relationships in a sentence that can be easily understood by non-linguists and effectively
used by downstream language understanding tasks. All universal dependencies information can be represented by a
directed graph, called universal dependency graph (UDG). The vertices in a UDG are labeled with information such as
the word, part-of-speech and the word lemma. The edges in a UDG represent typed dependencies from the governor
∗https://storage.googleapis.com/google-code-archive-downloads/v2/code.google.com/negex/negex.

python.zip
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Lungs are clear of acute infiltrates or pleural effusion

nsubj
cop

case
amod

nmod:of

cc amod

nmod:of

conj:or

(a)

There is no evidence of tuberculous disease

nmod:ofneg

(b)

Definite infiltrate is not excluded

nsubjpass
neg

(c)

Figure 2: The dependency graph of (a) “Lungs are clear of acute infiltrates or pleural effusion”, (b) “There is no
evidence of tuberculous disease, and (c) “Definite infiltrate is not excluded”.

to its dependent and are labeled with dependency type such as “nsubj” (nominal subject) or “conj” (conjunction).
Figure 2(a) shows a UDG of sentence “Lungs are clear of acute infiltrates or pleural effusion.” where “Lung” is the
subject and “acute infiltrates” and “pleural effusion” are two coordinating findings.

To obtain the UDG of a sentence, we first split and tokenized each report into sentences using NLTK26. Next, we
parsed each sentence with the Bllip parser trained with the biomedical model27, 28. The universal dependencies were
then obtained by applying the Stanford dependencies converter on the parse tree with the CCProcessed and Universal
option21, 29.

Negation and uncertainty detection

In NegBio, we defined rules on the UDG by utilizing the dependency label and direction information†. We searched
the UDG from the head word of a finding mention (e.g., “effusion” in Figure 2(a)). If the word node matches one of
our pre-defined patterns, we treated it as negative/uncertain. For example, the finding “pleural effusion” in Figure 2(a)
is negated because it matches the rule “{} <nmod:of {lemma:/clear/}”. The rule indicates that “clear” is the
governor of “effusion” with a dependency “nmod:of”. In NegBio, we use “Semgrex”, a pattern language, for rapid
development of dependency rules30.

Rules in NegBio can be either a chain of dependencies or a sub-graph. Figure 2(b) shows how a chain rule “{}
<nmod:of ({lemma:/evidence/} <neg {word:/no/})” matches “tuberculous disease” as negative. Fig-
ure 2(c) shows how a sub-graph rule “{} < ({lemma:/exclude/} >neg {word:/not/})” matches “infil-
trate”. We call the latter case sub-graph matching because “not” is attached to “excluded” and is the sibling of
“infiltrate” in the UDG.

Since our patterns are defined on the graph, the negation/uncertainty scope is thus not limited to word distance. Instead,
it is based on syntactic context. Specifically, we converted each rule to a subgraph for matching nodes/edges in the
dependency graph. Here, we applied sub-graph matching algorithm to search the patterns in the graph22. Therefore,
the negation/uncertainty scope is all vertices covered in the subgraph. The computational complexity of the Bllip
parser and subgraph-matching algorithm is O(m3) and O(m2km) respectively where m is the length of an input
sentence and k is the vertex degree.

†Due to space restriction, we include the complete set of rules in the released source code.
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Results
Evaluations on findings detection in an end-to-end system

First, we evaluated NegBio by comparing the final extracted findings to the gold standard. Precision, recall, and
F1-score were computed accordingly based on the number of true positives, false positives, and false negatives.

We used the following dataset to evaluate NegBio negation/uncertainty detection (1st and 2nd rows in Table 1).

Table 1: Descriptions of OpenI, ChestX-ray, BioScope, and PK.

Dataset Reports Positives Negatives

OpenI 3,851 1,354 –
ChestX-ray 900 2,131 –
BioScope test set 977 – 466
PK 116 – 491

OpenI is a publicly available radiology dataset23. Using the OpenI API‡, we retrieved 3,851 unique radiology re-
ports where each OpenI report was annotated with key concepts including body parts (e.g., “lung”), findings (e.g.,
“pneumothorax”) and diagnoses (e.g., “tuberculosis”). Then, the radiologist (Bagheri M) manually checked the anno-
tations in OpenI and explicitly distinguished between a body part, a finding and a diagnosis. The findings were then
organized into fine-grained categories for two reasons. First, each category should have enough examples for the eval-
uation. Second, such categories should contain enough details to facilitate correlation of findings with the diagnosis.
As a result, we obtained 14 domain-important yet generic types of medical findings, enabling computational inference
from symptoms to a disease in the future. The final dataset is shown in Table 1 and Table 2.

Table 2: Number of findings in OpenI and ChestX-ray.

Finding OpenI ChestX-ray

Atelectasis 315 311
Cardiomegaly 345 202
Consolidation 30 79
Edema 42 43
Effusion 155 381
Emphysema 103 54
Fibrosis 23 15
Hernia 46 2
Infiltration 60 383
Mass 15 114
Nodule 106 154
Pleural Thickening 52 52
Pneumonia 40 62
Pneumothorax 22 279

Total 1,354 2,131

ChestX-ray is a newly constructed gold-standard dataset to assess the robustness of NegBio31. We randomly selected
900 reports from a larger radiology dataset collected from a national hospital and asked two annotators to mark the
above 14 types of findings. A trial set of 30 reports was first used to help us better understand the annotation task.

‡https://openi.nlm.nih.gov/retrieve.php?it=x&coll=iu
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Then, each report was independently annotated by two experts. In this paper, we used the inter-rater agreement (IRA)
to measure the level of agreement between two experts32. The Cohen’s kappa is 84.3%.

In the experiments, we considered three scenarios: using (1) MetaMap only, (2) MetaMap with the baseline algorithm
NegEx, and (3) MetaMap with NegBio. In this paper, we used 80% of the OpenI to design the patterns, and used the
remaining 20% for testing. We did not further tune the NegBio patterns for ChestX-ray, thus the full dataset was used
for testing. Please also note that “negative” and “uncertain” cases are not annotated on the document level in both
OpenI and ChestX-ray.

Table 3 shows the results on OpenI and ChestX-ray corpora, as measured by precision (P), recall (R), and F1-score (F).
The 1st and 2nd rows demonstrate that negation/uncertainty detection dramatically improves the precision (from 13.8%
to 77.2%), even with a baseline approach. As a result, the F1-score also increases significantly (from 23.8% to 80.7%).
This observation proves the usefulness of negation detection in the task of information extraction. The 2nd and 3rd
rows compare NegEx with our method NegBio. Overall, NegBio achieved a higher precision of 89.8%, recall of
85.0%, and F1-score of 87.3% on OpenI.

Table 3: Evaluation results on OpenI, ChestX-ray using (1) MetaMap, (2) MetaMap and NegEx, and (3) MetaMap
and NegBio. Performance is measured by precision (P), recall (R), and F1-score (F) on positive findings.

Method OpenI ChestX-ray

P R F P R F

MetaMap 13.8 85.7 23.8 72.3 95.7 82.4
MetaMap+NegEx 77.2 84.6 80.7 82.8 95.5 88.7
MetaMap+NegBio 89.8 85.0 87.3 94.4 94.4 94.4

To test the generalizability of NegBio, we repeated the experiments on the second dataset ChestX-ray. We observed
that on ChestX-ray, the overall precision with NegBio was substantially higher (11.6% improvement) than that of
NegEx with comparable recall (94.4%) and overall higher F1-score (94.4%).

Experiments on negation detection

On these two datasets, we evaluated NegBio by comparing the “negations” recognition results to the gold standard. In
other words, the extracted results are considered a true positive if they are annotated as negative in the document. We
used the following dataset to evaluate NegBio negation/uncertainty detection (3rd and 4th rows in Table 1).

BioScope consists of medical and biological texts annotated for negation, speculation and their linguistic scope24.
Here, we considered only negation annotations in BioScope for our purpose. Hence, the test set of medical free-texts
consists of 977 radiology reports with 466 negative scopes. To set the ground truth for negations, we followed the lead
of (Demner-Fushman et al, 2017) in our evaluation25. We used the MetaMap to annotate the findings in the negative
scopes and treat them as ground truth. As a result, we obtained 233 findings within the 466 annotated negative scopes.

PK (prepared by Peter Kang) consists of 116 documents with 1,885 “affirmed” and 491 “negated” phrases. Different
from OpenI, ChestX-ray, and BioScope that are all radiological reports, PK consists of general clinical text thus is
suitable to test the generalizability of NegBio on other types of clinical texts.

Table 4 shows the results on BioScope and PK respectively. On BioScope, we observed that, the overall performance
of NegBio was higher than that of NegEx with a substantial 25.5% increase in precision and 13.6% increase in F1-
score. On PK, NegBio also achieved slightly higher precision (2.7%) and F1-scores (0.2%).
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Table 4: Evaluation results on BioScope and PK using NegEx and NegBio. Performance is measured by precision (P),
recall (R), and F1-score (F) on negations.

Method BioScope PK

P R F P R F

NegEx 70.6 98.7 82.3 95.1 91.2 93.1
NegBio 96.1 95.7 95.9 98.4 88.6 93.3

Discussion

Overall, NegBio achieved a significant improvement on all datasets over the popular method NegEx. This indicates
that the use of negation and uncertainty detection on the syntactic level successfully removes false positive cases of
“positive” findings.

In general, NegBio leverages syntactic structures in the rules. Hence, its rules are expected to be not only stricter
than the regular expressions but also more generalizable to match more text variations. In the negation detection task,
NegBio achieved higher precision because the patterns are stricter. For example, the “difficult to keep focused” is
positive in “His review of systems is limited by the fact that he is not terribly cooperative and he is difficult to keep
focused”. The regular expression “not .*” used in NegEx over-extends the negation scope of “not” to the end of the
sentence. Therefore, NegEx incorrectly detects “difficult to keep focused” as a negative. On the other hand, NegBio
can detect that the negation scope of “not” is “terribly cooperative” according to the conjunction syntactic structure of
this sentence. Therefore, NegBio correctly detects “difficult to keep focused” as a positive. As for the recall, NegBio
did not achieve higher recall because both datasets are relatively small and contain limited text variation.

In the positive findings detection tasks, the recalls of NegBio are comparable to NegEx because we count positive
findings on the document level. In other words, even if the NegBio patterns miss one negation in one sentence, it might
detect others in the same document. More interestingly, NegBio achieved higher precision for two main reasons. One
is due to the uncertainty detection. We further assessed the effects of uncertain finding detection rules. When disabled
in NegBio, the overall performance dropped 7.4% and 2.5% relatively in F-score on OpenI and ChestX-ray datasets
respectively. The results demonstrate that uncertain finding detection is important in this task. The second reason is
due to the text variations. Comparing the size of our four datasets, OpenI and ChestX-ray are much larger, in terms of
unique mentions, than BioScope and PK. Therefore, they contain more text variations.

Furthermore, we analyzed the errors of our method and categorized them into three major types. The first type is related
to Named Entity Recognition accuracy where some findings are difficult to be recognized correctly by MetaMap. For
example, 30% of “Nodule” were not correctly recognized on the OpenI corpus.

The second type of errors is due to parsing, on which our patterns rely on input. In X-ray reports, instead of using
a full sentence, radiologists tend to use long noun phrases without verbs to describe the findings (e.g., “No definite
pleural effusion seen, no typical findings of pulmonary edema.”). The Bllip parser could not parse these noun phrases
accurately.

Finally, our rules missed double negation (e.g., “Findings cannot exclude increasing pleural effusions.”). The double
negation cancels one another and indicates a positive finding. Our method currently lacks rules to recognize double
negatives and thus generates more false negatives. While there are studies discussing this topic by providing limited
double-negation triggers33, 34, it is not yet known if they are generalizable to complex sentences and applicable on the
dependency structure. We therefore regard double-negation as an open challenge that warrants further investigation.

We also noticed that MetaMap had a much lower performance on OpenI than its results on ChestX-ray without negation
detection. This is largely due to its low precisions on “Pneumothorax” and “Consolidation” in the OpenI dataset. Since
only positive findings are annotated in OpenI and ChestX-ray, we are unable to evaluate and report all the “negation”
and “uncertain” cases in these two corpora. Fully annotating all the negations and uncertainties in these two corpora
remains as future work for us.
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Conclusion

In this paper, we propose an algorithm, NegBio, to determine negative and uncertain findings in radiology reports.
This information is also useful for improving the precision of information extraction from radiology reports. We
evaluated NegBio on two publicly available corpora and a newly constructed corpus. We showed that NegBio achieved
a significant improvement on all datasets over the state of the art. By making NegBio an open source tool, we believe
it can contribute to the research and development in healthcare informatics community for real-world applications. In
the future, we plan to explore its applicability in clinical texts beyond radiology reports.
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Abstract 

We propose an unsupervised multi-omics integration pipeline, using deep-learning autoencoder algorithm, to predict 

the survival subtypes in bladder cancer (BC). We used TCGA dataset comprising mRNA, miRNA and methylation to 

infer two survival subtypes. We then constructed a supervised classification model to predict the survival subgroups of 

any new individual sample. Our training data gave two subgroups with significant survival differences (p-value=8e-

4), where high-risk survival subgroup was enriched with KRT6/14 overexpression and PI3K-Akt pathways. We tested 

the robustness of model by randomly splitting the main dataset into multiple training and test folds, which gave 

overall significant p-values. Then, we successfully inferred the subtypes for a subset of samples kept as test dataset (p-

value=0.03). We further applied our pipeline to predict the survival subgroups from another validation dataset with 

miRNA data (p-value=0.02). Conclusively, present pipeline is an effective approach to infer the survival subtype of a 

new sample, exemplified by BC.  

Introduction 

Multi-omics data integration approach is being preferred (as compared to be single omics) for addressing important 

biological questions1. While multi-omics methods have extensively been used for the subtype identification, these are 

naïve in the field of prognosis. State-of-the-art deep learning methods may be efficient in handling the multi-omics 

data for the development of efficient prognostic models. A plethora of bioinformatics studies used the deep learning 

algorithms to construct predictive models2. For instance, Cox-nnet is an artificial neural networks (ANN) based 

prognostic method that uses only single omics layer (transcriptomics)3. In contrast, DeepGene is a deep learning based 

method that classifies cancer types based on mutation profiles4. Deep learning algorithms present the advantage of 

handling high-dimensional data with numerous features and can exploit complex non-linear patterns, thanks to the 

activation functions. In particular, autoencoder is one of the DL algorithms which has gained popularity in recent 

times in biological domain. It has been used to find the unsupervised feature extraction in the breast cancer5.  

Bladder cancer (BC) is the 9th most commonly diagnosed cancer worldwide6. In the US alone, ~80K new incidences 

and ~17K deaths are estimated in 2017. BC is also amongst the few highly sex-disparate cancers where males have 4-

folds higher risk (both incidence and death) than women7. According to an estimate, bladder cancer will be 

responsible for 7% of cancer diagnoses and 4% of cancer deaths from all the cancers in USA7. Smoking is considered 

as the major risk factor associated with the bladder cancer6. Furthermore, this cancer is more common in aged people 

(>55 years). This disease is usually diagnosed at the later stage and the 5-year survival rate at advanced stage (IV) is 

around 15%8. Therefore, there is a pressing need for refining the diagnostic regimens to propose better risk-adapted 

therapies.  

Two major subtypes are identified previously in bladder cancer- luminal and basal, where latter is more aggressive 

and characterized by TP53 and RB1 mutations. Further, two markers were found correlated with these two subtypes: 

GATA3 for luminal and KRT5/6 for basal9. Moreover, the study conducted by The Cancer Genome Atlas (TCGA), has 
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identified four subtypes of urothelial bladder carcinoma based on the RNA-seq data10. In literature, a considerable 

work has been done to identify the survival related markers in BC from different individual omics layers. Studies 

show different genes, miRNA (miRs) and long non-coding RNAs (lncRNAs) for the survival prediction of bladder 

cancer11, 12. Though different studies identified several specific molecular subtypes of bladder cancer so far, but multi-

omics integration along with utilization of survival information was not used while inferring the subtypes. 

Here, we present a new extension of our original pipeline (namely DeepProg13), applied to the bladder cancer. 

DeepProg is a deep learning (autoencoder) based pipeline to infer the survival subgroups in unsupervised way 

followed by the prediction of survival subtype of the unknown sample. In the present work, we explored the use of 

autoencoder to transform multi-omics features followed by integration of survival information in order to identify 

subtypes linked with survival. To construct the model, we used the training dataset obtained from TCGA with three 

types of omics: mRNA, miRNA and methylation. For each omic, we constructed an individual autoencoder to produce 

new features linked to the survival. These features were then integrated together to infer the subtypes. We then 

developed a supervised classification model to identify the survival subtype of any new sample having common 

features with the training samples. This methodology has the advantages of being fast, robust and can be applied to 

various heterogeneous features potentially linked to survival. We anticipate that this pipeline will be a good starting 

point for data integration and survival-specific subtype identification. 
 

Methods 

Dataset 

We obtained the three omics dataset i.e. mRNA, miRNA and methylation of TCGA BC from the Genomics Data 

Commons web portal (https://portal.gdc.cancer.gov/), as of June 2017. We used TCGA-Assembler, an open source 

pipeline for downloading, assembling and processing of 402 BC samples14. For mRNA sequencing data, we used 

normalized RSEM (RNA-Seq by Expectation Maximization) quantification values15 from the Illumina HiSeq 

platform. For miRNA sequencing quantification data, we procured the reads per million miRNA mapped (RPM) data 

from the Illumina HiSeq platform for each sample. For methylation (Infinium HumanMethylation450 BeadChip 

platform), the average methylation value of all the CpG sites was calculated for each gene within the 1500 bp ahead of 

the transcription start site (TSS). The corresponding survival data for these 402 samples were obtained from the 

FireBrowse (http://firebrowse.org/) website hosted by the Broad Institute. 

For the validation dataset, we mined the Gene Expression Omnibus (GEO) database and found miRNA sequencing 

data for muscle-invasive bladder cancer for 62 samples along with survival information (GSE84525)16. We processed 

the raw read count data and converted those to the RPM, the same normalization as that of the TCGA miRNA dataset. 
 

Model building 

Unsupervised inference of survival subtypes 

We normalized each omic layer independently using the feature ranking and the per-sample correlation normalizations 

to produce three input matrices. Then, for each input matrix, we trained a denoising autoencoder to produce a new set 

of features specific to each omic. Finally, we searched for individual features linked to survival, stacked these features 

into a single matrix and clustered the samples (Figure 1). 

Normalization procedure 

For each omic, we first normalized each sample independently using the rank normalization. For a given omic, we 

defined the input matrix M = (v1,...,vm) as the concatenation of m sample vectors v, having each n features. For a given 

sample vector v = (x1,...,xn), the function rank(xi) returns the rank of the feature xi in v (1 if x1 is the lowest value and n 

if it is the highest value). vrank is defined by: 

𝑣𝑟𝑎𝑛𝑘 = (𝑟𝑎𝑛𝑘(𝑥1), . . . , 𝑟𝑎𝑛𝑘(𝑥𝑛)).
1

𝑛
 

 

Then, we normalized 𝑀𝑟𝑎𝑛𝑘 = (𝑣𝑟𝑎𝑛𝑘 1, . . . , 𝑣𝑟𝑎𝑛𝑘 𝑚) by computing the Pearson correlation distance between each pair 

of samples: 

 

𝑀𝑐𝑜𝑜𝑟(𝑖, 𝑗) = 𝑑𝑝𝑒𝑎𝑟𝑠𝑜𝑛(𝑣𝑟𝑎𝑛𝑘 𝑖 , 𝑣𝑟𝑎𝑛𝑘 𝑗) 
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Thus, 𝑀𝑐𝑜𝑟𝑟 = {𝑀𝑐𝑜𝑜𝑟(𝑖, 𝑗) | 𝑖, 𝑗 ∈  𝑚} is a square matrix of size m. Finally, for each sample vector of 𝑀𝑐𝑜𝑟𝑟 =
(𝑚1, . . . , 𝑚𝑚), we reapplied the rank normalization: 

 

𝑀𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑 = (𝑚𝑟𝑎𝑛𝑘 1, . . . , 𝑚𝑟𝑎𝑛𝑘 𝑚) 

 

 

Figure 1. Unsupervised inference of the survival subtypes. 

Autoencoder construction 

For each input matrix, 𝑀𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑
𝑂𝑀𝐼𝐶 , we trained a denoising autoencoder using one hidden layer. An autoencoder can 

be defined as a function 𝑓(𝑣) = 𝑣′ where v is an input vector of size n and where 𝑠𝑖𝑧𝑒(𝑣′)  = 𝑠𝑖𝑧𝑒(𝑣)  = 𝑛. f aims to 

reconstruct v using a combination of nonlinear transformations of its features. In the case of an autoencoder with one 

hidden layer with h nodes and with a same activation function for both encoder and decoder f is defined by: 

 

𝑓(𝑣)  = 𝜎(𝑊′. 𝜎(𝑊′. 𝑣 + 𝑏) + 𝑏′) 

 

With W, and W’ represent the weight matrices with sizes ℎ × 𝑚 and 𝑚 × ℎ, and b and b’ are two biases vectors of 

sizes h and m, respectively. Finally, 𝜎 is an element-wise non-linear activation function such as the sigmoid or the relu 

functions. The training procedure of an autoencoder uses an optimization algorithm such as the Stochastic Gradient 

Descent to find iteratively the best W, W’, b and b’ that minimize a loss function loss(v, v’), measuring the difference 

between v and v’. We trained denoising autoencoder by setting a specific percentage of the weight matrices 

coefficients randomly to 0 (dropout) at each training iteration. This technique is known to reduce overfitting. Once the 

autoencoder is trained, the transformation z of v is given by 𝑓(𝑣)  = 𝜎(W.v+b). We used the python Keras framework 

to create and train autoencoders. For each autoencoder, we used h = 100 (hidden nodes). We used the logloss as loss 

function, the tanh as activation function and the adam optimizer to minimize the loss. Finally, we trained the 
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autoencoders on 50 epochs and with 50% of dropout rate. We denote 𝑍𝑂𝑀𝐼𝐶  as the transformed version of 

𝑀𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑
𝑂𝑀𝐼𝐶  matrix.  

Identification of features linked to survival 

We searched amongst the matrices produced by the autoencoder: 𝑍𝑚𝑅𝑁𝐴, 𝑍𝑚𝑖𝑅𝑁𝐴 and 𝑍𝑀𝑒𝑡ℎ𝑦𝑙𝑎𝑡𝑖𝑜𝑛 , the features linked 

to survival. For each feature of these matrices, we built a univariate Cox-PH model to identify and retained those with 

log-rank 𝑝𝑣𝑎𝑙𝑢𝑒 <  0.01. We finally extracted these significant features and stacked them to form a new single 

matrix 𝑍∗. We used the functions of the R survival package to build the Cox-PH model and compute the p-values. 

Identification of the Survival subtypes 

We used the Gaussian mixture algorithm to infer clusters from the matrix 𝑍∗. We used the gaussian mixture library 

from the Python 2.7 scikit-learn package with 1000 iterations, 100 initiations and a diagonal covariance type (meaning 

that each cluster has its diagonal covariance matrix). The best number of clusters K was estimated by computing the 

Silhouette and the Calinski-Harabasz scores. 

 
Supervised inference of the survival subtype for a new sample 

For each omic layer, we used the normalized matrices 𝑀𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑
𝑂𝑀𝐼𝐶 and the labels inferred by the clustering procedure 

to build supervised classification models. We first selected from these matrices the individual top features to most 

correlated to the cluster labels to create a Support Vector Machine (SVM) model for each individual omic but also for 

the three-omics stacked together. To classify a new sample, we first normalized it using the rank normalization and 

then by computing the correlation distance with each sample of the training set. Finally, according to the omic type of 

the sample, we used the corresponding classifier to infer the survival subtype. 

Classifiers construction 

For each normalized matrix: 𝑀𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑
𝑚𝑅𝑁𝐴 , 𝑀𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑

𝑚𝑖𝑅𝑁𝐴  and 𝑀𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑
𝑚𝑖𝑅𝑁𝐴 , we used the Kruskal-Wallis test to select the 

top 10 features as the most discriminative according to the cluster labels. We then used these top features to construct 

an SVM model for each omic type. We also stacked the 30 features together to construct a “multi-omics” SVM model. 

Each SVM model was constructed using a grid-search procedure with a 5-fold cross-validation to find the best 

hyperparameters. As hyperparameter choices, we used two types of kernel: linear or Radial Basis Function (RBF) 

kernels. We also used an array of values for the penalty parameter C from 0.1 to 1000. We used the SVC and the 

model selection libraries from the scikit-learn package to construct the SVM models. In addition to the survival 

subtypes, we used the classifiers to infer the probability of a sample belonging to the subgroup with the lowest median 

survival (Figure 2). 

Normalization and classification of a new sample 

A new sample can have features from one or multiple common omics with the training set. For each omic shared with 

the training samples, we selected the set of common features and applied the rank normalization on both, the new 

samples and the training set, using this subset of features. Then, we computed the Pearson correlation distance 

between the new sample and each sample of the training set. We used these values as new features which give a 

vector v. Finally, we applied again the rank normalization on v. Thus, the vector v and the matrices 𝑀𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑
𝑂𝑀𝐼𝐶  have 

the same features. We then selected from v the 10 top features identified during the classification construction 

procedure and classified v using the corresponding classifier (for example, if v was derived from miR features only we 

used the miR classifier).  
 
Model performance assessment 

We split our dataset into training (⅔) and test (⅓) datasets. We then inferred the survival subtypes from the training 

set and built a classification model to infer the labels from the test set. We used the labels and label probabilities 

inferred for the test, training and the full datasets to fit Cox-PH models and used the log-rank p-values as performance 

criteria. Moreover, we reported the geometric mean of the p-values obtained for both the training and the test sets.  
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Figure 2. Supervised classification pipeline to infer the survival subtype, using the predicted labels, for a new sample. 

 

Validation 

Survival 

We used the survival package17 in R to analyze the survival difference between two subtypes in the main TCGA 

dataset and validation dataset. We used the survdiff function to compute the survival differences between two subtypes 

and plot the Kaplan-Meier curves with the log-rank P-values. 
 

Functional analysis post-hoc analysis 

After getting the cluster labels for the main TCGA cohort for the two subtypes, we performed the post-hoc analysis to 

find out the differentially expressed features in the individual omic layers. We used the edgeR R package18 to perform 

the differential gene expression and filtered the upregulated and downregulated genes and miRs with a filter of log 

fold change >2 and false discovery rate (FDR) <0.05. For the differentially expressed genes, we mined the enriched 

pathways in the two subtypes using the enrichr tool19 and selected the final pathways satisfying the adjusted p-value 

<0.05. For the differentially methylated genes, we first converted the beta values to the M-values using lumi R 

package20 and then used limma R package21 for the differential methylation gene identification using logFC >1 and 

adjusted p-value <0.05.  
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Results 

The inferred survival subtypes present significant and robust survival differences 

Using the silhouette score (top silhouette score: 0.39 for K=2) and the Calinski-Harabasz criterion, our model 

identified the optimal number of 2 subtypes amongst the BC population. Finally, on 20 successive and random splits 

of the TCGA 3-omics dataset in training (66%) and test (33%) sets, we obtained an overall p-value of 0.0008 and 

0.04, using the cluster labels as predictor, for training and test set respectively (Table 1).  

 
Table 1. Log-rank p-value of Cox-PH models for the training, test and validation datasets. The Cox-PH models were 

constructed using either the cluster label or the probability to belong the cluster with the lowest survival as single 

variable. 

 

Dataset p-value label p-value label probability 

Training folds (20 iteration) 8e-4 (geo. mean) 7e-4 (geo. mean) 

Test folds (20 iteration) 0.04 (geo. mean) 0.03 (geo. mean) 

Final training dataset 0.002 0.001 

Final test dataset 0.03 0.02 

Validation dataset 0.02 0.02 

 

 

These results proved that the model used is robust towards the random process inherent to the autoencoder 

construction and the choice of the training sample. Moreover, the two subtypes in the full TCGA cohort presented a 

K-M estimates with clear segregation between the curves with log-rank p-value 1.8e-05 (Figure 3A). Validation 

cohort also showed the significant differences with p-value=0.014 (Figure 3B). 

 

 
Figure 3. Survival profiles of the two survival subtypes for the (A) TCGA full cohort and (B) the validation cohort. 

 
Specific molecular signatures are linked to bladder cancer survival subtypes 

Differential gene expression analysis revealed 801 upregulated and 228 downregulated genes in the S1 cluster as 

compared to S2 subtype (Figure 4A). We found KRT6 and KRT14 upregulated in the aggressive subtype (S1), which 

are in corroboration with the previous finding where these genes were reported to be the markers of basal (aggressive) 

subtype of bladder cancer9. Among the top upregulated genes in S1 subtype were DLK1, TRH, DEFB103B, MYBPH 

and KRT38, in contrast among top downregulated genes were AMELX, MUC17, CYP1A2, SI and GC. 
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18 upregulated and 10 downregulated miRs were identified in the differentially expressed miRs analysis in S1 as 

compared to S2 subtype (Figure 4B). mir-194 was found downregulated in S1 aggressive subtype down in bladder 

cancer and miR-194 was reported to be acting as a tumor repressor and found downregulated in BC22. Upregulated 

mir-133b in S1 (aggressive) subtype was reported earlier to be associated with high risk and was also reported as a 

prognostic marker in progression free survival23.  

For genes with differential methylation status, 918 hyper- and 46 hypo-methylated genes were obtained (Figure 4C). 

Out of the hypermethylated genes, 6 were having mean difference greater than 2.5 and 2 hypomethylated genes were 

with mean difference >1.5. KRT13 was hypermethylated in S1 and it has been reported to be associated with high-

grade disease in non-invasive bladder cancer24. FHIT and LAMC2 which were found hypermethylated in S1 are also 

in corroboration with earlier work, where the methylated region in these two gene was reported to be associated with 

poor survival in patients 25.  

 

 

 
Figure 4. Molecular signatures of the two survival subtypes. (A) mRNA differential expression (B) miRNA 

differential expression and (C) Volcano plot of differential methylated genes. 

 
Enriched pathway analysis revealed 31 activated pathways in S1 and 15 depleted pathways in S1 as compared to S2. 

Among the top activated pathways, cytokine-cytokine receptor interaction pathway (adj. p-value=1.97e-13), PI3K-Akt 

signaling pathway (adj. p-value=3.16e-06), and ECM-receptor interaction pathway (adj. p-value=5.13e-06) were 

enriched in S1 subtype (Table 2). PI3K-Akt signaling pathway was targeted earlier to inhibit the BC cell growth26. 

Cytokine-cytokine receptor interaction has been reported to be associated with BC progression27. Surprisingly, 

Staphylococcus aureus infection pathway has popped up as a top significant pathway. In the past this bacterium has 

shown the association with the schistosome infection which is known to be one of the risk factors in bladder cancer 

patients6. The association of parasites, bladder cancer and bacterium, may explain the significance of this pathway. In 

the enriched pathways for downregulated genes in S1, metabolism and drug and glucose metabolism apart from PPAR 

signaling pathways were present (Table 2).  
 
mRNA transcriptomic features are the most informative features for survival prediction 

We computed the importance of each omic layer to predict the survival subtype, by estimating the average number of 

new features linked to survival for each omic layer. RNA had the most important contribution with the average 14 

features (out of 100) linked to survival followed by miRNA (6 features) and Methylation (2 features). Furthermore, 

this trend was reflected from the average p-value obtained with models using individual omic layer i.e. mRNA 

(0.001), miR (0.002) and methylation (0.004) with 20 iterations. 
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Table 2. Pathway enrichment analysis for the two subtypes. 

 

Discussion 

This is the cardinal study to use deep learning to integrate multi-omics data in order to find the survival risk 

stratification for bladder cancer samples. This new version of our DeepProg pipeline provides a flexible normalization 

procedure and a modularized architecture that can incorporate any new omic layer. Using samples from TCGA with 

3-omics layers as the training set, we inferred two subtypes with significant and robust survival difference. Our 

pipeline achieved a significant stratification of the validation dataset, which contains only a single omic layer. Also, 

any new sample with a subset of features common with the training samples can be processed by DeepProg. The only 

preprocessing required is the distances computation between the new sample and the training samples. Thus, this 

strategy is more practical in the real-life situation where multi-omics for the external dataset are difficult to find. 

Finally, the modularity of the pipeline, i.e. an autoencoder is built for each omic layer, can be used to integrate any 

additional omic layer or survival related features, such as clinical image data28. 

Several individual omic layer features are in agreement with the previously found markers including KRT14 

overexpression and enriched PI3K-Akt pathway in aggressive subtype. Thus, we postulate that our strategy can be 

useful in the future to create analytical pipelines with different degree of clinical interests. Furthermore, an 

improvement of the overall performance is attributable to the data quality (tumor purity) on which models are made in 

addition to the confounders viz. tumor heterogeneity, risk factors. It has been reported in a recent study that bladder 

cancer samples from TCGA belong to one of the least pure cancer type29, which makes survival analysis a challenging 
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task. We anticipate that big cohort studies in the future with good quality of samples will be instrumental in improving 

the performance of our pipeline. 
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Abstract 

Dietary supplements, often considered as food, are widely consumed despite of limited knowledge around their 
safety/efficacy and any well-established regulatory policies, unlike their drug counterparts. Informatics methods may 
be useful in filling this knowledge gap, however, the lack of standardized representation of DS  hinders this progress. 
In this pilot study, five electronic DS resources, i.e., NM, DSID & NHPID (ingredient level) and DSLD & LNHPD 
(product level), were evaluated and compared both quantitatively and qualitatively employing four phases. Essential 
data elements needed for comprehensive DS representation were compiled based on LanguaL code (food) & AHFSA 
(drugs) guidelines and employed as a check-list. We further investigated the completeness of DS representation by 
incorporating Ginseng and Fish oil as examples. We found fragmented and inconsistent distribution of DS 
representation in terms of essential data elements across five resources. This study provides a preliminary platform 
for development of standardized DS terminology/ontology model. 
 

Introduction 

Widespread use of Dietary Supplements (DS) is commonly seen among people belonging to different ethnicities, 
backgrounds, ages and genders across the globe despite insufficient evidence about their safety, efficacy and 
regulatory guidelines 1, 2. According to National Health and Nutrition Examination Survey data (NHANES) conducted 
between year cycles 1971–1974  and 2003-2006, the age adjusted consumption of DS has gradually increased in male 
(28% to 44%)  and female (38% to 53%) consumer groups 3. High consumption is especially seen among adults aged 
³60 y with 70% of older adults in the United States reported using one or more DS 4. 

Most people consider DS as safe and usually take them without consulting with healthcare providers. However, there 
is increasing evidence that DS could interact with prescription medicine and also cause serious adverse events. 
According to the Center for Disease Control and Prevention (CDC), an average of 23,000 annual emergency visits 
were related to DS in US 5. Unlike prescription and over-the-counter medicines, DS are regulated by the Dietary 
Supplement Health and Education Act of 1994 (DSHEA) 6 and unlike drugs, clinical trials on DS safety and efficacy 
before getting marketed are not required. In addition, it is voluntary for healthcare providers to report only serious 
adverse events, including hospitalization, disability, and death, related to DS in the post-market surveillance. Current 
safety documentation for DS is very limited as most available information is based either on pharmacologic research, 
animal models or pharmaco-epidemiologic studies that often solely focus on a small set of drugs or supplements. 
These have greatly limited our ability to build up our knowledge on safety of DS.  

Integrating information across diverse resources (e.g., online databases, biomedical literature) and further developing 
a data model to comprehensively represent DS and relevant safety information could potentially fill the knowledge 
gap to improve DS product safety. Common online sources for DS information include commercial databases such as 
Natural Medicines (NM), a primarily ingredient level resource, and publically available databases, such as U.S. 
Dietary Supplement Label Database (DSLD) and Canadian Natural Health Product Ingredient database (NHPID), 
which are both considered as product level resources. Product labeling statements in these resources contain very 
limited safety information. There remains a critical need to more fully represent supplements by linking these 
databases using a common data model. Accurate and comprehensive supplement representation is also vital for 
accurate information extraction from both the biomedical literature and online databases.  
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Our prior work demonstrated number of gaps with regards to term representation  in existing standard terminologies 
(Unified Medical Language System (UMLS), RxNorm and National Drug File-Reference Terminology (NDF-RT)) 
and clinical notes within Electronic Health Records 7, 8. Currently, no prior work has been done to comprehensively 
represent DS and the associated data model. In this study, we selected five online databases for DS, both at the 
ingredient and product level, and compared them against the list of data elements considered essential to 
comprehensively represent DS. This is the initial step towards the development of formal DS terminology/ontology 
model that could represent DS related information in a more accurate and consistent format, similar to drugs. The 
knowledge gained here will promote informatics research in DS, such as information extraction and knowledge 
discovery of safety on DS.  
Current DS resources have term coverage at different levels of granularity (i.e., ingredient and/or product level), and 
are employed for various purposes by a wide range of users (e.g., pharmacist, physicians, manufacturers, etc.) The 
knowledge representation within these resources ranges from unstructured and fragmented to structured and 
comprehensive evidence based data having full monographs/controlled vocabularies and to the most structured and 
robust standardized terminologies. By definition, “monograph” is a document having detailed information on a 
concept while “controlled vocabularies” are the list of standardized terms employed for indexing and searching 
information for a particular concept while. Even within these terminological systems, variability exists in term as well 
as content coverage (related metadata coverage for each DS e.g., product name, active ingredient(s), drug strength and 
unit of measure, dosage form) 9.  
The objective of this study is to evaluate and compare existing online resources for DS representation. Common 
sources for DS information include databases such as, Dietary Supplement Ingredient Database (DSID) 10, Natural 
Medicine (NM) 11, Natural Health Products Ingredients Database (NHPID) 12, Dietary Supplement Label Database 
(DSLD) 13, and Licensed Natural Health Products Database (LNHPD) 14. Some drug databases also incorporate DS 
coverage to variable extent, e.g., DailyMed 15, drugs.com 16 , etc., which are not included in this study. This goal is 
achieved through systematic review of selected resources at both the ingredient and product levels, compilation of the 
essential elements for DS representation as a preliminary model, and a comparison of the existing databases using this 
model as a check-list. To achieve this goal, we examined element of three ingredient level databases (DSID, NM, & 
NHPID) and two product level resources (DSLD & LNHPD), to assess areas of uniqueness, overlaps and gaps where 
further information may be beneficial. 
 

Materials and Methods  

Study design 

The DS database comparison process was comprised of four phases: Phase1 - the selection of DS databases to be 
incorporated into our study; Phase2 - a top-down, systematic review of these databases to understand essential data 
elements required for DS representation; Phase3 - the generation of a preliminary model that could be employed to 
represent each DS concept in a consistent, precise, and holistic fashion; Phase4 - a comparison of data elements 
coverage across the selected databases. Figure 1 illustrates the phases and corresponding criteria.  
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Figure 1. Overview of the study design 

Phase1 - Database selection 

We selected five electronic, evidence based DS resources at primarily two levels of representation: ingredient level 
(i.e., Dietary Supplement Ingredient Database (DSID), Natural Medicine (NM), Dietary Natural Health Products 
Ingredients Database (NHPID) and product level (i.e., Dietary Supplement Label Database (DSLD) and Licensed 
Natural Health Products Database (LNHPD)). Each of these databases were built exclusively for DS representation 
and created/maintained by either government from USA (DSID, DSLD) or Canada (NHPID, LNHPD), and/or 
healthcare professionals (NM-USA). More standardized drug terminological systems with some representation of DS 
were excluded from our preliminary study to be evaluated as the next step. 

 Phase2 - Review of databases 
A comprehensive, systematic review of the databases was performed by three co-authors: RR (health 
informaticist/physician), RZ (health informaticist), and TA (pharmacist/physician/health informaticist), by studying 
guidelines associated with each database and real time searching of a common DS as a representative example. The 
proposed LanguaL DS structured vocabulary (LanguaLTM DS) 17 thesaurus for DS was also reviewed in order to get 
additional contextual knowledge of what currently exists under drugs and DS vocabulary domain. LanguaL 
vocabulary is formulated by the US Federal Dietary Supplement Ingredient Database (DSID) ad hoc Working Group. 
In addition, a well-established and widely employed drug compendium, the American Hospital Formulary Service 
(AHSF) Drug Information (DI) Essentials 18, was also reviewed. AHFS DI essentials is created by the American 
Society of Health-System Pharmacists (ASHP) 19, an evidence based foundation for safe and effective drug therapy. 

 

    

                        

                 
                            

                       Schema generation
-Knowledge gained from Phase2
-Any essential information incorporated 
as/or 
under controlled vocabularies or 
monographs
-Missing, yet relevant information 
extracted from Langual code (food) & 
AHFSA monographs (drugs)
-Obtaining consensus among experts  

       

          
       

        Data elements coverage 
comparison

-Employing preliminary schema as 
check-list & comparing across databases 
both
     .Qualitatively 
         -Presence of data elements across 
database
         -Comprehensive representation of two  
examples, Ginseng & Fish oil
     .Quantitatively
         -Data elements coverage within each 
database

Phase1

Phase2

Phase3

   
         Database selection

-Systematically reviewing existing online 
DS databases 

PHASES DESCRIPTION CRITERIA

(i) Five commonly used DS resources
(ii) Maintained by either government 
from USA or Canada &/or healthcare 
professionals

      Comprehensive review of selected 
databases

-Studying each database’s specific 
guidelines 
-Reviewing common examples
-Contextual reviewing of what currently 
exists under DS as well as drug 
vocabulary domains

Phase4

(i) Each element would be marked as 
checked/present, if pertinent information 
is there, either in discrete or non-discrete 
forms
(ii) Two common representative 
examples from two important categories 
were selected
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Phase3 – Data element model generation 

A comprehensive list of data elements to be used as a standard check-list was generated based on LanguaL code (food) 
& AHFSA (drugs) after an iterative process comprising an extensive review of DS and drug databases (both as 
controlled vocabularies, monographs or free text), their respective guidelines, and discussion among experts (RR, RZ, 
TA, JB). These data elements are defined in Table 1. It was found during this process that some data elements, while 
not explicitly present in a given database, are indeed expressed indirectly. For example, while none of the databases 
have a “lexicon variant” data element, alternate spellings for ingredients could be discovered by finding multiple 
synonymous entries that are spelled differently, e.g., “Ginkgo” and “Gingko”. Thus, a new facet, lexicon variant, could 
be created to explicitly express this concept. The model was further strengthened by including valuable inputs from 
experts, a team of informaticists, physicians and pharmacists (RZ, RR, TA, JB, GM, SP). The resulting data elements 
are all those deemed essential for comprehensive representation of DS.  

Table 1. Data elements and their descriptions 
Data elements Description 

1. Title & introductory 
information 

Basic description of type, sources, part of source, history, names and 
composition of the DS for the purpose of orientation and introduction 

2. Therapeutic intent (uses, 
indications, purpose of use, 
claims, effectiveness) 

Information on possible uses   

3. Mechanism of action Description of biochemical interaction resulting in pharmacological effect 
4. Pharmacokinetics Description on biotransformation and excretion inform of absorption, 

distribution, and elimination 18 
5. Dosage & administration Information on possible route of administration and dosage (strength/unit), 

adjusted for age, comorbidities, pregnancy/lactation 
6. Cautions 
 

Information on side effects, adverse reactions, contraindications, sensitivity 
reaction, interactions, toxicity/treatment, precautions for use under specific 
conditions (e.g., pregnancy, lactation, hepatic/renal impairment) or 
safety/interaction rating 

7. Packaging/ 
Manufacturing information 

Information on how DS was preserved, packaged (medium, contained), 
stability, amount and flavors. Any contact, copyright, tracking, labelling or 
licensing information is also included under this category 

8. Evidence based citations Any available references to well-conducted research 
 

Phase4 - Data elements coverage comparison 

During this phase, the five selected databases were first qualitatively evaluated and compared for presences of essential 
data elements employing the above model as a check-list. Information pertaining to specific data elements was 
considered present if it existed in the controlled vocabularies (CV), monographs (M) or free text. We have also 
reported how DS should be represented comprehensively (by obtaining data from multiple resources) through two 
representative examples, Ginseng and Fish oil, cross checked with the model. A single variant of each example was 
employed for initial comparison.  

For the quantitative evaluation, facets were first mapped to the data elements in Table 1 by a physician and health 
informaticist (RR). A coverage analysis was performed (JV) over the mapped facets, shown as the percentage of 
database entries having a non-null value. We use this evaluation to estimate the completeness of values for each data 
element for ingredients and products within each of these databases. Multiple facets in the source databases often 
map to a single data element in our schema. A given DS was considered to have data for a given ontology attribute if 
one or more of the corresponding facets in its source database was non-null.             

Results 

Two levels of DS representation are given: (i) ingredient level (i.e., NM, DSID and NHPID) and (ii) product level 
(i.e., DSLD and  LNHPD). The content under each database was assembled as either structured, controlled vocabulary, 
and/or descriptive monographs (Table 2).  
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Table 2. An overview of dietary supplement databases 

Note: *CV: controlled vocabulary; M: monograph; USDA: US Department of Agriculture; NIH: National Institute of Health; ODS: Office of 
Dietary Supplements; NLM: National Library of Medicine; TGA: Australian Therapeutic Goods Administration Approved Terminology for 
Medicines; ICH: International Conference on Harmonization. 

Comparison of the five databases, employing the data element model as a check-list, showed a fragmented and 
inconsistent distribution of DS representation with variability in data elements distribution and as well as in the 
underlying content (Table 3), e.g., mechanism of action (only present in NM monographs), scientific name referring 
to Latin names (NM), or adverse reactions (NHPID, LNHPD) and adverse effects (NM) being used interchangeably.  

Table 3. Evaluation of data element across existing dietary supplement databases 

Data elements	 Databases (CV/M)	
Sections	 Facet	 Ingredient level	 Product level	

	 	 DSID NM* NHPID* DSLD	 LNHPD*	
	 	 	 M*	 CV	 M*	 	 	

1. Title & introductory 
information 
	

1a. Type/Classification/Category 
(vitamin, mineral (or element), 
herb/botanical, amino acid/protein, other 
dietary substance supplementing the 
diet, metabolite, constituent, extract, 
isolate, or combination of any of these 
and combination of any of the above 
ingredients listed in 1–6 above)	

		

	

✓	

 
	

	✓ 
	

	

	

✓	

	

	

✓	

	

	

	✓	

	

 

Database Developed by Level of 
representation 

Purpose Content Referenced 
standard 

    *CV **M  
Dietary 
Supplement 
Ingredient 
Database 
(DSID) 

Nutrient data 
laboratory, 
USDA, NIH, 
ODS, NLM-USA 

Ingredient level Provides information on 
national estimates of 
ingredient content in 
various categories of DS. 

x  LanguaL 
code 

Natural 
Medicine 
(NM) 

Commercial 
database-USA 

Ingredient level Provides data related to 
various types of natural 
medicines, including food 
and herb & supplements.  

 x Not 
available 

Natural Health 
Products 
Ingredient 
Database 
(NHPID) 

Health Canada-
Canada 

Ingredient level Provide access to a 
scientific repository of 
approved natural health 
product ingredient 
information as well as 
monograph 

x x TGA, ICH 

Dietary 
Supplement 
Label 
Database 
(DSLD) 

NIH, ODS, NLM-
USA 

Product level Label information for over 
55,000 DS currently 
marketed or off the market 
and consumed by National 
Health and Nutrition 
Examination participants in 
the latest survey 

x  LanguaL 
code 

Licensed 
Natural Health 
Products 
Database 
(LNHPD) 

Health Canada-
Canada 

Product level A natural health products 
database provides access to 
a scientific repository of 
approved natural health 
product information as 
well as monograph.  

x x TGA, ICH 
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Table 3. Evaluation of data element across existing dietary supplement databases (continued) 

Data elements Databases (CV/M) 
Sections Facet Ingredient level Product level 

  DSID NM* NHPID* DSLD LNHPD* 
   M* CV M*   
 1b. Source (lower plant; animal; chemical; higher 

plant; bacteria; not identified) 
 ✓	 ✓ ✓ ✓  

1c. Part of source (process-extract, concentrate etc.); 
anatomical part (animal, plant) 

 ✓ ✓ ✓   

1d. History/Country of origin  ✓ ✓    
1e. Names: common name, variant spelling, proper 
names (scientific/Latin/chemical name), product 
name, synonyms 

			

	✓ 
	

✓ 
 

	

✓ 
 

	

✓ 
 

	

✓ 
 

	

✓ 
 

1f. Composition/Ingredients/Constituents 
(medicinal (single, combination), non-medicinal) 

	✓ 		✓ ✓ ✓ ✓ ✓ 

2. Purpose of use -  ✓  ✓ ✓ ✓ 
3. Mechanism of 
action 

-  ✓     

4. Pharmacokinetics Absorption/Distribution/ Elimination  ✓     

5. Dosage & 
administration 

5a. Dose (general; adjusted for 
age/comorbidity/pregnancy/lactation) 

✓ ✓ ✓ ✓ ✓ ✓ 

5b. Administration (topical, oral, injectable etc.) ✓ ✓ ✓ ✓ ✓ ✓ 
5c. Physical state/shape/form (tablet, capsule etc.)  ✓ ✓ ✓ ✓ ✓ 
5d. Unit ✓ ✓ ✓ ✓ ✓ ✓ 

6. Cautions 6a. Side effects  ✓  ✓ ✓ ✓ 
6b. Adverse reactions  ✓  ✓ ✓ ✓ 
6c. Contraindications  ✓  ✓ ✓ ✓ 
6d. Sensitivity reaction  ✓  ✓ ✓ ✓ 
6e. Interactions  ✓  ✓ ✓ ✓ 
6f. Toxicity/Treatment   ✓   ✓ ✓ 
6g. Precautions for specific use (pregnancy, 
lactation, age dependent, hepatic/renal impairment) 

 ✓ 
 

 ✓ ✓ 
 

✓ 

6h. Safety/Interaction rating  ✓     
7. Packaging/ 
Manufacturing 
information 

7a. Formulation/Preservation (irradiation, gases etc.)     ✓ ✓ 
7b. Packaging medium (alcohol, gas, other)       
7c. Contact surface (glass, metal, paper etc.)       
7d. Outside Package (bottle, blister packet etc.)     ✓  
7e. Stability (expiration, storage)     ✓  
7f. Net content     ✓  
7g. Proprietary flavors     ✓  
7h. Contact information     ✓  
7i. Brand Intellectual Property Statement     ✓  
7k. Labelling information     ✓  
7l. Regulations/Licensing information     ✓ ✓ 

8. *EBM   ✓  ✓   
Note: LNHPD* has controlled vocabularies at primarily at product level full with a cross link to full monograph at the ingredient level. NHPID* 
and NM* have controlled vocabularies at ingredient level with a cross link to full monograph at the ingredient level. LNHPD and NHPID share 
same monographs.  DSLD and LNHPD has additional information about product licensing and tracking. 
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Although the quantitative analysis at the level of sections showed inconsistent distribution of data elements across 
databases, there was high coverage (89%-100%) observed for each section within each database (Table 4). Since we 
did not normalize the ingredients, there exist some redundant instances.   
Table 4. Completeness of selected data elements within existing databases 

Sections DSLD LNHPD* DSID NM NHPID* 
Title & introductory 
information 

67456 (100%) 251757 (100%) 722366 (100%) 1136 (100%) 441407 (100%) 

Purpose of use 66106 (98%) 223202 (89%) - 1136 (100%) - 
Mechanism of action - - - 1068 (94%) - 
Dosage & 
administration 

66106 (98%) 251757 (100%) 722366 (100%) 1045 (92%) 414923 (94%) 

Cautions 62060 (92%) 251757 (100%) - 1136 (100%) - 
Packaging/ 
Manufacturing 
information 

67456 (100%) 251757 (100%) - - - 

Evidence based 
medicine 

- - - 1136 (100%) - 

* Data from monographs, e.g. pharmacokinetics information from NM, existed mainly as unstructured text, and would need further natural 
language processing to extract the information. Thus, it is not included in this study.  

 
Two representative examples, Ginseng and Fish oil, were fit to the model in order to check the model’s completeness 
and representative power. Data was obtained from various database in order to comprehensively represent the 
examples as shown in Table 5.  

Table 5. Selected data elements to represent Ginseng and Fish oil using information in existing resources 

Data elements Representative example 
Sections Facet Ginseng Fish oil 

1. Title & 
introductory 
information 
 

1a. Type Herb/botanical Other dietary substance 
1b. Source  Plant (Araliaceae family) mackerel, herring, tuna, 

halibut, salmon cod liver 
1c. Part of source 
(animal, plant) 

Plant (Root/leaf/berry), an extract  Animal (Fish); an extract 

1d. 
History/Country of 
origin 

Grows in Korea, northeastern China, and 
far-eastern Siberia. Pan am ginseng has 
been used medicinally in Asian 
countries,  
American Ginseng is a different herb  

Goes back to Greenland Inuit 
people have a low incidence 
of heart disease despite a diet 
high in fat 

1e. Names  Ginseng (common name) 
Panax ginseng (scientific name) 
Chinese Red Ginseng, Korean Ginseng, 
Panax schinseng (synonyms) 
21st Century Mega Multi For Men 
(product name) 

Fish oil (common name) 
polyunsaturated long-chain 
fatty acids (scientific name) 
Menhaden Oil,  Omega-3 
Fatty  acid (synonyms) 
Fish oil by 21st century 
(product name) 

1f. Composition 
(medicinal, non-
medicinal) 
 
 

Panax ginseng (medicinal), could be 
single or combined 
Purified Water, Magnesium Stearate, 
Silicon Dioxide (non-medicinal) 

Omega-3 Fatty acids 
(medicinal),  could be single 
or combined Tocopherol, 
Gelatin, Glycerin, Soybean 
Oil (non-medicinal) 

2. Purpose of use - Used as “adaptogen" for increasing 
resistance to environmental stress for 
treating Alzheimer’s, Chronic 
Obstructive pulmonary disease, anemia 

Hyperlipidemia, coronary 
heart disease, hypertension, 
bipolar disorder  
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Table 5. Selected data elements to represent Ginseng and Fish oil using information in existing resources (continued) 

 

Discussion 

Lack of a comprehensive DS knowledge representation has restricted research on their safety and efficacy. In our 
previous DS study, we identified mutual ingredients coverage for over the counter medicines and DS across several 
databases, despite them falling under different regulations and having different representations. In this study, we 
evaluated and compared five databases limited to DS only (both ingredient and product levels), by cross checking 
them against  a preliminary, standardized set of data elements. This set of data elements entails information deemed 
essential to comprehensively represent DS.  While, we found fragmented and inconsistent DS representations across 
these five databases (Table 3), high DS coverage (89%-100%) was discovered for each data element within a database 
(Table 4). The knowledge gained from this effort could be used as a platform to develop a more structured and 
comprehensives DS terminology/ontology system that could represent DS related information in a more accurate and 
consistent format, similar to their drug counter parts.  

We observed varied levels of completeness in representation of DS across databases based on presence or absence of 
various data elements represented in the model. Several sections, such as title & introductory information, dosage, 
purpose of use, cautions, have wider coverage across databases as compared to other sections, such as mechanism of 
action, pharmacokinetics, and packaging. These discrepancies have multiple possible causes. For one, ingredient and  
product level resources are meant for different purposes and users. For example, product level databases provide more 
packaging related information. Another possible cause is the fragmented and/or incomplete coverage across databases, 

Data elements	 Representative example	
Sections	 Facet	 Ginseng	 Fish oil	

3. Mechanism of 
action 

-  Increases alcohol clearance in 
humans by 30% to 50%, likely by 
enhancing the metabolic activity of 
alcohol dehydrogenase 

Effecting lipoproteins 
metabolism and also 
having antioxidant 
properties 

4. Pharmacokinetics Absorption/Distribution
/ Elimination 

Absorbed into the blood over 24 
hours, excreted in the urine only in 
trace amounts 

Increases levels of 
omega-3 fatty acids in 
serum, plasma, and 
leukocyte, monocyte, 
myocardial, and 
erythrocyte 
phospholipids  

5. Dosage & 
administration 

5a. Dose  2 tablets per servings 
Adults; Ginkgo leaf extract 120 mg 
for 4 weeks 

Take 3 soft gels/day 
 

5b. Administration  Oral, topical and intravenous Oral 
5c. Physical 
state/shape/form  

Tablet Soft gel capsule  

5d. Unit mg mg  
6. Cautions 6a. Side effects  Insomnia, mastalgia, vaginal 

bleeding amenorrhea, hypertension, 
pruritus  

Halitosis, heartburn, 
dyspepsia, nausea 

6c. Contraindications Hemorrhagic or Thrombotic 
conditions  

- 

6e. Interactions Alcohol, anticoagulants, anti-
diabetic drugs, estrogen, other 
herbs. 

Anticoagulant, 
antihypertensive, 
contraceptives 

6f. Toxicity/Treatment  Lethal in high dosage - 
6g. Precautions for 
specific use   

Not safe among children, pregnant 
and latticing women and long-term 
use. 

Like safe in pregnancy 
& lactation. 

6h. Safety/Interaction 
rating 

Natural medicine safety rating “8” Natural medicine safety 
rating “9” 
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e.g., NM is more comprehensive than DSID.  Lexical variations were also observed in how data elements were referred 
to within a database, e.g., the terms  “uses” and “purpose” employed interchangeably within NHPID. This variation  
was also observed across databases, e.g. use of term “adverse reactions” in NHPID/LNHPD vs. “adverse effects” in 
NM and use of word “purpose” in NHPID vs. “people use this for’ in NM. Some overlap was seen among content 
coverage especially under naming sections. For example, the Latin names Zingiber officinale and Panax ginseng are 
(Latin terms) labelled as scientific names under NM. Whereas, the term synonym or taxonomical synonym universally 
represents alternate names. Content pertaining to some of the above facets is often inferred from other data rather than 
mentioned implicitly and is therefore marked as available, e.g., under DSLD and DSID, route of administration (oral) 
could be inferred from dose form (tablet). 

Since DS usage is primarily self-initiated rather than based on clinicians’ recommendations, it renders unique 
challenges pertaining to efficacy, safety, and regulatory policies and practices to clinicians, consumers, and  
researchers 1. In our set of data elements (Table 1), the section “cautions” includes following facets: side effects, 
adverse reactions, contraindications, sensitivity reaction, interactions, toxicity/treatment, precautions and 
safety/interaction ratings. Our DS evaluation showed substantial coverage for various facet under “caution” section 
across all five databases. Comprehensive information on DS risks could be made available through our DS ontology 
after cross mapping each facet under “caution” section to the pertinent databases. 

Quantitative analysis (Table 4) showed fragmentary coverage of data elements across five databases, NM having most 
comprehensive coverage (7/8 sections), while DSID the least (2/8 sections). High percentage of data elements 
coverage (89%-100%) was observed within each database, thus making it possible to collect DS representation 
information from these databases. We found some unique data elements usually not seen in drug databases, such as 
source (animal or plant) and origin (Asia or North America), which can affect the functions of DS, e.g., American 
Ginseng vs. Korean Ginseng.  

Complete representation of DS as shown for Ginseng and Fish oil, employing consistent vocabulary (Table 5 showing 
only important data elements at ingredient level) across databases, could help in more effective and efficient use of 
DS databases, e.g., mapping, integrating and searching for information.  
 
There are few limitations associated with this study. Only five databases limited to USA and Canada were evaluated. 
Each section in the model was not weighted and that could potentially influence interpretation of results. It is also 
possible that we missed some data elements, not presented in these five databases. More granular analyses are needed 
for data sections as name categories, dose administration routes, dose forms etc. This research study is an initial step 
towards the development of more formal DS terminology/ontology model that could represent DS related information 
in more accurate and consistent format, similar to their drug counter parts. The knowledge gained here will promote 
informatics research in DS, such as information extraction and knowledge discovery of safety on DS. Other 
information, such as safety information, is largely stored in unstructured format in various data sources, which would 
prove difficulties to support clinical research in dietary supplement. Further efforts, such as extraction of structured 
information in standardized format from texts in resources, are required. 
 

Conclusion 

This pilot study evaluated and compared DS data elements coverage by five DS databases, both from the USA (NM, 
DSLD and DSID) and Canada (NHPID and LNHPD). A model based on LanguaL code and AHFS guidelines was 
generated and employed as a checklist. Across all five databases, we found fragmented and inconsistent distribution 
of DS representation with variability in data elements and as well as in the underlying content. This study unveils the 
gaps in existing DS supplement domain and provides us with an essential knowledge to be used as a platform to build 
more standardized DS terminology/ontology model. 
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Abstract 
Escalating healthcare costs and inconsistent quality is exacerbated by clinical practice variability. Diagnostic 
testing is the highest volume medical activity, but human intuition is typically unreliable for quantitative 
inferences on diagnostic performance characteristics. Electronic medical records from a tertiary academic 
hospital (2008-2014) allow us to systematically predict laboratory pre-test probabilities of being normal under 
different conditions. We find that low yield laboratory tests are common (e.g., ~90% of blood cultures are 
normal). Clinical decision support could triage cases based on available data, such as consecutive use (e.g., 
lactate, potassium, and troponin are >90% normal given two previously normal results) or more complex 
patterns assimilated through common machine learning methods (nearly 100% precision for the top 1% of 
several example labs). 
 
Introduction 

Unsustainable growth in health care costs is in part due to waste that does not actually improve 
health.1 The Institute of Medicine estimates that over two hundred billion dollars a year are spent on tests and 
procedures that are unnecessary.2 Given this sobering amount of misallocated resources, there has been an 
increasing emphasis on high value care, notably with the American Board of Internal Medicine’s (ABIM) 
Choosing Wisely guidelines.3 Lab testing is an important target for high value care efforts as it constitutes the 
highest volume medical activity.4  Prior research suggests that in the inpatient setting, unnecessary labs 
constitute a quarter to half of all testing.5,6 Consequently, guidelines regarding high value care and lab testing 
have been emphasized by numerous professional medical societies in both general inpatient and critical care 
settings (http://www.choosingwisely.org). 
  A major barrier to high value care is variability in clinical practice among providers.  A meta-analysis 
of lab testing reports both over- and under-utilization, depending on the clinical setting.4 When used properly, 
diagnostic testing yields information that positively impacts decision-making. The consequences of 
inappropriate ordering are not merely financial. Poorly chosen diagnostics may lead to misinterpreted results 
and treatment. For example, cardiac stress testing often does not reclassify patients beyond risk assessments 
achievable from a basic history, physical exam, and laboratory tests. More so, for a patient complaining of 
chest pain with a high pre-test probability of cardiac disease (e.g., elderly male with a history of diabetes and 
cigarette smoking), accepting a “normal” cardiac stress test as reassurance of health reflects inappropriate 
medical care due to the high risk of a false negative test.7 Complementary false positives include incidental 
findings that subject patients to the risk of additional follow-up testing, procedures, and complications.8 
Serially repeated lab draws, for example, contribute to adverse outcomes including iatrogenic anemia,9 
impaired sleep, risk of delirium and overall decreased patient comfort and satisfaction.5 

Given the aforementioned issues, there is increasing emphasis on high value care education10–13 to 
avoid diagnostics without reasonable expectation to change management decisions. Human doctors typically 
have heuristic impressions for diagnostic utilities, but an over-reliance on anecdotal data subject to availability, 
framing, and anchoring bias as well as fatigue and excess responsibilities can confound decision making. The 
result is that most human (physicians) have a poor intuition for quantitatively applying diagnostic test 
performance with gross mis-estimates of pre- and post-test probabilities.14 

With the rising prevalence of electronic medical record data sources, the potential now exists to 
inform medical decisions with concrete data and high-throughput predictions models.15,16 For example. prior 
studies have illustrated high accuracy in imputing the value of ferritin laboratory results given all other labs co-
ordered, indicating redundant information.17 Others have reviewed historical data to develop risk scores to 
estimate the yield of blood cultures.18 Finding extremes of high (or low) pre-test probabilities of normal 
laboratory test results reflect low “entropy” (and thus low “information” content) in a diagnostic test.19 These 
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point to opportunities in clinical decision support to systematically identify low yield diagnostics and 
interventions.20,21 
 
Objective 
Here we describe the prevalence of common laboratory tests in a hospital environment and the rate  
of “normal” results to quantify pre-test probabilities under different conditions. Pre-test probabilities are 
estimated as a function of repeated testing as well as through a battery of machine learning methods applied to 
existing electronic medical record data to illustrate the potential for predictable lab results based only on 
existing data available before the laboratory tests were ever ordered.  
 
Methods 
We extracted deidentified patient data from the (Epic) electronic medical record for all inpatient 
hospitalizations at the Stanford tertiary academic hospital via a clinical data warehouse.22 The structured data 
covers patient encounters from their initial (emergency room) presentation until hospital discharge. With five 
years of data spanning 2008-2014, the dataset includes structured data elements (primarily laboratory orders 
and results in this study) for >71K patients. Numerical lab results were binned into categories based on 
“abnormal” flags established by the clinical laboratory.  We aggregated patient problem list and admission 
ICD9 diagnosis codes based on the Charlson comorbidity categorizations.23 The study was deemed non-human 
subjects research by the Stanford IRB. 
 
 

 
 
 
 
 

Table 1a (left) – Population information for the 71K sampled patients. Table 1b (right) – Breakdown by race of 
the sampled patients. 

 
We restricted ourselves to laboratory diagnostics that the clinical lab pre-specified as “Normal” or “In Range” 
vs. not (e.g., “Abnormal,” “High,” or “Low”) to use an established reference for binary classification of result 
values. We reviewed serial normal results within several prior window periods (1, 2, 4, 7, 30, and 90 days) to 
assess how the normal rate shifts after k consecutive normal results are observed (e.g., daily lab tests). When k 
is 0, this reflects no previous results (normal or abnormal) exist within the window period. When k is 1, this 
reflects there is exactly one consecutive prior normal result. 
 
Pseudocode for Counting Consecutive Normal Lab Results: 
Initialize counts dictionary to zeros 
Initialize queue to empty 
For every lab result (chronological order): 
 Remove all results in the queue outside the current window 
 If the previous lab result is outside the current window: 
  k = length of queue 
 Else: 

Inpatient Population Information 
Total Number of Patients 71051 
Total Number of Hospitalizations 114296 
Age – Mean (Years) 60.12652 
Age – Standard Deviation (Years) 18.68509 
Percentage Female / Male 51.1 / 48.9 

60.2% 
11.5% 

11.1% 

6.1% 

4.4% 

2.8% 2.4% 
1.3% 

0.3% 

Patient	Race	Breakdown

White

Asian

Hispanic	Latino

Other

Black

Unknown

Hispanic/Latino

Pacific	Islander

Native	American
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  k = NULL 
Increment total count for k 
If result is normal: 

Add the result to the queue 
Increment normal count for k 

Else: 
Empty the queue 

 
The length of the queue represents how many consecutive normal results fall within the window. Thus, when 
we see an abnormal result, the queue is cleared. The queue can be empty for two reasons: a) no prior result 
falls within the window, or b) the prior result is abnormal (but falls within the window). In order to distinguish 
between the two cases, we check whether the previous lab result falls within the window. In order to align with 
the definition of k = 0 given earlier, we disregard counts where k equals 0 as given by the pseudocode and 
instead use the values where k equals NULL. 

Note that it is common for clinicians to order “panel” tests with multiple component results. For 
example, a common order is for a basic metabolic panel (BMP), which yields results for Sodium (Na), 
Potassium (K), Chloride (Cl), HCO3 (Bicarbonate), Blood Urea Nitrogen (BUN), Creatinine (Cr), Calcium 
(Ca) and Glucose. Individual results register as normal or abnormal, while the panel test is labeled normal if 
and only if all component results are normal. 

For an example set of common laboratory tests (e.g., TSH=Thyroid Stimulating Hormone, 
SPLAC=Sepsis Protocol Lactate, FER=Ferritin, NTBNP=N-Terminal pro-Brain Natriuretic Peptide) with 
single result values (unlike panel tests that rarely have all normal results) we trained machine learning models 
to predict the binary result of whether a random sampling of orders in 2013 would yield a “normal” result. 
Data features extracted included: 

● Patient Age 
● Gender 
● Race (White Non-Hispanic-Latino, Asian, Black, Pacific Islander, etc) 
● Time of Day lab ordered (reflecting daily patterns) 
● Time of Year lab ordered (reflecting seasonal patterns) 
● Presence and time since occurrence of a diagnosis in one of the Charlson comorbidity groups 

o (e.g., Moderate-Severe Liver Disease, Rheumatic Disease, Congestive Heart Failure, etc.) 
● Presence and time since primary or consulting treatment by hospital specialty teams 

o (e.g., Cardiology, Hematology, Oncology, Medical Intensive Care Unit, etc.) 
● Presence and time since occurrence of the same lab test being predicted, with different window sizes 

(1 day, 7 days, 30 days, etc.) 
● Summary statistics as below during the window period for results of the laboratory test being 

predicted, vital signs (blood pressure, pulse, respiration rate, temperature, urine output, Glasgow 
Coma Scale, FiO2) and laboratory result values (white blood cells, hemoglobin, sodium, potassium, 
bicarbonate, blood urea nitrogen, creatinine, lactate, ESR, CRP, Troponin, blood gases) commonly 
used in severity of illness prognosis systems.24,25 Missing values were simply imputed with the overall 
median observed values for each measure, while the “count” feature effectively acts as an indicator 
variable to reflect the informativeness of certain lab results not being available. 

o Count 
o Count In Range / Normal 
o Min 
o Max 
o Median 
o Mean 
o Standard deviation 
o First 
o Last 
o Difference = Last – First 
o Slope = Difference / ( Last Time - First Time ) 

 
For each example lab test evaluated, we randomly split the data into training and test sets, with 80% of the data 
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going to the training set and the remainder being held out for testing. We used several popular machine 
learning models implemented in the scikit-learn Python library (http://scikit-learn.org). We performed a grid 
search on various hyperparameters to identify favorable configurations, using area under the receiver operating 
characteristic curve (ROC AUC) accuracy as an objective function to guide the hyperparameter search. 
Methods and hyperparameters used include: 

● Decision Tree 
o Max_depth: Maximum allowed depth of the decision tree 

● Random Forest - Ensemble classifier that fits multiple decision trees and averages their results 
o N_estimators: Number of decision trees to use in the ensemble 
o Max_depth: Maximum allowed depth of any decision tree  

● Ada Boost - Ensemble classifier that starts with a base model (Decision Tree) and then fits additional 
copies of the model to the data, but uses an adaptive learning rate to put emphasis on misclassified 
examples 

o N_estimators: Number of decision trees to use in the ensemble 
o Learning_rate: Multiplier for the contribution of each successive classifier in the ensemble 

● Logistic Regression 
o C: Inverse of regularization strength (smaller means stronger regularization) 

 
Results 
Figure 1a and 1b report the most prevalent lab tests ordered and component results in the hospital along with 
the rate of “normal” = “In Range” values for each, indicating a general pre-test probability. Figure 2 illustrates 
how this pre-test probability “normal rate” in most cases rapidly converges given a previous consecutive series 
of normal results for the same test (indicating reducing information value in repeated testing). Table 2 reports 
the prediction accuracy in terms of ROC AUC (c-statistic) of several machine learning methods for binary 
classification of “normal” results for example laboratory tests based on patient demographic and derived time 
series summary features to illustrate the overall discriminatory power and prediction accuracy. Figure 3 
“zooms in” on the tail of example cases predicted most likely to yield normal results and the actual normal rate 
(“precision at K”). 

 
 
 
 
 
 
Figure 1a – Top 25 most prevalent 
lab orders 2009-2014. Quantity noted 
by gray bars. Blue bars and data 
labels reflect percent of lab orders 
yielding all “Normal” = “In Range” 
results. For example, over there were 
over 1,000,000 orders to check a 
patient’s Glucose by Meter, with 9% 
of such test yielding a value in the 
normal range. 
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Figure 1b – Top 25 most prevalent lab 
result components 2009-2014. Quantity 
noted by gray bars. Blue bars and 
outlying data labels reflect percent of lab 
results denoted as “Normal” = “In 
Range” results. 
 
 
 
 
 
 
 
 
 

Figure 2 – Common laboratory tests and component results with their rate of all “normal” results as a function 
of consecutive normal results previously observed in the prior week. For example, of all (Ionized) Calcium 
tests ordered where zero prior results existed in the week prior, just over 40% yielded a result in the normal 
range. For repeated testing of Ionized Calcium, the prevalence of normal results progressively increases with 
respect to the number of prior normal results. In this case, Ionized Calcium tests yield ~80% results in the 
normal range when preceded by 5 consecutively normal results in the past week. WBC:White Blood Cells 
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Ada Boost n_estimators=10 learning_rate=1 0.71 0.87 0.80 0.58 
Ada Boost n_estimators=100 learning_rate=0.01 0.68 0.82 0.79 0.61 
Ada Boost n_estimators=100 learning_rate=0.1 0.73 0.88 0.86 0.62 
Ada Boost n_estimators=100 learning_rate=1 0.75 0.86 0.85 0.59 
Ada Boost n_estimators=50 learning_rate=0.01 0.65 0.81 0.79 0.60 
Ada Boost n_estimators=50 learning_rate=0.1 0.72 0.87 0.83 0.61 
Ada Boost n_estimators=50 learning_rate=1 0.74 0.85 0.87 0.60 
Decision Tree max_depth=20 0.59 0.69 0.70 0.51 
Decision Tree max_depth=5 0.66 0.76 0.78 0.56 
Decision Tree max_depth=50 0.61 0.63 0.63 0.53 
Gaussian Naive Bayes 0.57 0.79 0.60 0.60 
Logistic Regression C=0.1 0.74 0.86 0.83 0.59 
Logistic Regression C=1.0 0.73 0.84 0.82 0.59 
Logistic Regression C=10.0 0.73 0.82 0.80 0.58 
Random Forest n_estimators=10 max_depth=10 0.72 0.88 0.79 0.59 
Random Forest n_estimators=10 max_depth=15 0.69 0.85 0.79 0.58 
Random Forest n_estimators=10 max_depth=5 0.72 0.85 0.79 0.62 
Random Forest n_estimators=30 max_depth=10 0.73 0.87 0.80 0.61 
Random Forest n_estimators=30 max_depth=15 0.73 0.87 0.83 0.64 
Random Forest n_estimators=30 max_depth=5 0.72 0.86 0.79 0.62 
Random Forest n_estimators=5 max_depth=10 0.70 0.88 0.70 0.56 
Random Forest n_estimators=5 max_depth=15 0.68 0.84 0.71 0.59 
Random Forest n_estimators=5 max_depth=5 0.70 0.83 0.76 0.59 
Max Value 0.75 0.88 0.87 0.64 
 
Table 2 – Prediction accuracy (ROC AUC) for example lab tests using electronic medical record data to train 
models by several machine learning methods and range of hyperparameters. The high discrimination power 
overall illustrates the significant predictive power of existing structured clinical data towards preemptively 
predicting these example laboratory results.  
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Figure 3 – Top 10% tail distribution of several example lab results based on how likely they are to yield 
“normal” results as predicted by machine learning methods. Curves plot the precision (positive predictive 
value) = rate of normal lab results when assessing only the top K% of results). For many methods and many 
labs, the top few percent of lab results are essentially 100% predictable to be normal given existing data. 
Example hyperparameters illustrated: Decision Tree Max Depth = 20, Random Forest 30 Estimators with Max 
Depth =5, AdaBoost with 50 Estimators and Learning Rate = 0.1, Logistic Regression with Regularization C = 
1.0, and Gaussian Naïve Bayes). 
 
Discussion 
Low (information) yield laboratory tests are commonly ordered in the hospital, with Figure 1a 
highlighting blood cultures with very high (~90%) pre-test probabilities of being normal. Figure 2 and 
Figure 3 illustrate how pre-test probabilities can be further refined by integrating additional information 
on prior consecutive results or more complex patterns of clinical data assimilated through machine 
learning methods. For cases where the pre-test probability of “normal” approaches 50%, this reflects high 
information entropy where the tests are most valuable to confirm information that is difficult to predict. 
We focus our attention on the tails of the distribution where test instances have an extremely high (or 
inversely an extremely low) pre-test probability. Figure 3 in particular illustrates the distribution of 
predictability for individual laboratory test instances at the extreme ends, where a percentage of cases is 
essentially 100% predictable to be normal.  

Our approach provides a data-driven, systematic method to identify cases where the incremental 
value of testing is worth reconsidering. The low information entropy in these cases reflects low expected 
diagnostic value for medical decision making. When the pre-test probability of a diagnostic result is 
extremely high/low, finding the opposite test result may even reflect incorrect findings (false positive or 
false negative) rather than a surprising clinical result.14 For example, the ~90% of normal blood cultures 
does not even include false positive blood cultures growing (skin) contaminant organisms that do not 
reflect a clinically relevant infection. While this approach systematically identifies possible low yield 
diagnostic cases for review, it is important to acknowledge that a high pre-test probability of a normal 
result does not obviate the value of the test. Low information does not entail low importance or low 
value. A test with 99% pre-test probability of being normal may still be worthwhile if the consequence of 
missing the 1% event (e.g., a preventable cancer or bacteremia) is itself extreme. In such cases, a more 
nuanced cost-effectiveness or decision analysis is more appropriate than relying on prediction accuracy 
alone.  

We focus on diagnostic laboratory testing in this work as a well-structured target, though the 
approach can be expanded to many other application (e.g., predicting low yield imaging tests). This 
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approach can also easily predict which laboratory tests have a high pre-test probability of being abnormal. 
We do not target these cases however, as there are many contexts where it is clinically important to 
monitor abnormal lab results (e.g., tracking hemoglobin values in a bleeding patient or creatinine values 
in a patient recovering from kidney injury). Notably, normal (negative) results are often quite valuable 
and necessary to trigger subsequent care decisions. For example, confirming negative blood cultures is 
often a key decision point to guide antibiotic treatment, and our results should not be interpreted as a 
blanket argument that blood cultures are wasteful tests.  

While normal results are often valuable, the more nuanced argument our approach presumes is 
that confirming a highly predictable “normal” lab result is often a waste. Clinicians, patients, and family 
members commonly argue that it is worth it “just to document” the normal results to “rule out all 
possibilities.” While a common rationale is that it “never hurts to have more information” that you might 
need “just in case,” information theory would explain that there is essentially no information gained from 
confirming results that are reliably predictable from available data. As a result, common practice may 
well reflect both an over-estimation of the benefits of lab testing and an under-estimation of the risks 
(iatrogenic anemia, erroneous or incidental findings leading to further unnecessary work-up, risks of 
delirium, etc.). Returning to our blood culture example, really we do not care about whether the culture is 
positive or negative. What we care about is whether the patient has a bloodstream infection. The 
diagnostic test is imperfectly correlated with the clinical status we actually care about, but provides 
enough predictive power to satisfy a decision making threshold. If diagnostic tests have imperfect 
accuracy and “it never hurts to have more information,” arguably we should always order more tests. 
Indeed we do routinely order blood cultures in sets of 4 bottles at a time (or even 12 bottles for suspected 
heart infections). We would not continue this indefinitely however, as once we have achieved enough 
confidence based on available information, further testing is not expected to change our assessment or 
decision making. 

Limitations of this study include its basis at a single medical center. The methods are 
generalizable, but would be best reproduced with local data if attempting to predict local practice patterns 
that will constantly evolve.26 To help cope with model overfitting, we evaluated on randomly separated 
train-test splits of the data and focused on varying select model hyperparameters. With large values of 
max_depth, the tree models may strongly overfit the training data. With large values of ensemble 
n_estimators, we can reduce overfitting at a cost to training time. Based on the results analyzed here, the 
ensemble based AdaBoost and Random Forest approaches tend to yield better laboratory prediction 
accuracies, but many other learning methods (e.g., LASSO L1 regularization,27 support vector machines, 
and neural networks) and hyperparameter variants can be surveyed for their efficacy. The ensemble based 
approaches likely perform better in this problem construction when they can better cope with the many 
highly correlated or irrelevant feature variables. For example, if only a single prior vital sign reading was 
available for a prediction, the min, max, mean, and median values will all be identical (let alone 
correlated). Prior studies on predictions using semi-structured healthcare data have also integrated more 
sophisticated missing data imputation methods for laboratory values,17 though we focused on summary 
statistics of the laboratory ordering behavior (e.g., quantity and timing) that are often more predictive of 
clinical outcomes than the value of the results themselves.28 Future work can explore not just the overall 
predictive accuracy of these different methods but identify which data features are most informative, with 
prior work suggesting the “first derivative” of time series data may be more valuable than the primary 
data.29 

We envision implementations where computerized provider order entry (CPOE) systems 
automatically provide patient-specific pre-test probability estimates whenever a clinician is about to order 
a diagnostic test. This would be similar to existing frameworks where systems can report the relative cost, 
turnaround time, and prior result values for diagnostic tests before attempted order entry.30, 31, 32 Similar to 
these existing constructs, the clinician remains empowered to make the final decision as to whether the 
diagnostic test order is appropriate given all contextual information (including patient factors that may not 
be obvious in the computer record). Explanatory modules for why the system predicts extreme pre-test 
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probabilities can further increase confidence and adoption. Short of such direct implementation, our 
approach can simply identify the outlier population of low yield diagnostic testing for expert clinician 
review to confirm or refute appropriateness. If inappropriate use is confirmed, this can lead to different 
interventions such as targeted education, standardized practice guidelines, and customized best practice 
alert rules33 (perhaps inspired by the relevant feature set learned from the machine learning algorithms).  

While identifying low yield medical care via automated methods is necessary, it is insufficient, to 
deter ineffective use. Factors that contribute toward unnecessary testing ranges from ease of ordering with 
panels and electronic order entry, inexperience, fear of litigation and perceived pressure from colleagues 
and patients.34 Affecting change in clinical practice will require a range of processes. Patient education is 
necessary to illuminate when "less is more" in healthcare. The respective risks of pressuring providers to 
administer more diagnostics and treatments is important to clarify, particularly in the context of 
increasing emphasis on patient satisfaction (scores). Refinement of payment models are necessary to drive 
incentives for high value care, at both the institutional and provider-specific level. Clinician education 
remains crucial in the quantitative interpretation of diagnostic performance characteristics, backed by 
effective decision support. These challenges are significant, but effectively balancing the benefits and 
risks of diagnostic testing is critical towards simultaneously optimizing the cost, quality, and access in our 
healthcare system. 
 
Conclusions 

Low yield laboratory tests are commonly ordered in the hospital. These can be quantitatively 
targeted for clinical decision support based on machine learned patterns from readily available structured 
electronic medical record data. 
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Abstract 

Segmentation of nuclei in whole slide tissue images is a common methodology in pathology image analysis. Most 
segmentation algorithms are sensitive to input algorithm parameters and the characteristics of input images (tissue 
morphology, staining, etc.). Because there can be large variability in the color, texture, and morphology of tissues 
within and across cancer types (heterogeneity can exist even within a tissue specimen), it is likely that a set of input 
parameters will not perform well across multiple images. It is, therefore, highly desired, and necessary in some 
cases, to carry out a quality control of segmentation results. This work investigates the application of machine 
learning in this process. We report on the application of active learning for segmentation quality assessment for 
pathology images and compare three classification methods, Support Vector Machine (SVM), Random Forest (RF) 
and Convolutional Neural Network (CNN), for their performance improvement and efficiency. 

Introduction 

Review of glass tissue slides under a high-power microscope by a pathologist is the de facto standard for cancer 
diagnosis.1 This manual process is labor intensive and time consuming2, and is not scalable to large image datasets, 
which are desirable in research studies. With the development of digital pathology, computer algorithms can be used 
to automate the manual segmentation and characterization of structures and computation of imaging features for 
classification of images and patients.3 Computerized detection and segmentation of nuclei and cells is one of the 
core operations in tissue image analysis, and a variety of nucleus segmentation methods1, 4, 5 have been developed. 
Nevertheless, due to the wide variety of nucleus appearances and inter-cell structures across tissues and within a 
tissue, it is not uncommon that a nucleus segmentation algorithm with a specific set of parameters will produce 
accurate segmentations in some images and image regions, but will not perform as well in others. For example, 
when a segmentation algorithm6 discriminates between background tissue and target nuclei via a threshold (or gain) 
parameter, the quality of the segmentation correlates with the choice of the threshold value. If a low threshold value 
is chosen, the algorithm will delineate nuclear boundaries well when nuclei are dark in color and there is high 
contrast between background (tissue) and nuclei. However, it may miss nuclei when there is low contrast and nuclei 
are light colored (because of staining, missing chromatin, etc.), resulting in under-segmentation of nuclei in some 
regions. If a high threshold value is applied, the algorithm can segment nuclei that the low threshold value will miss, 
but the high threshold value will likely result in over-segmentation in some regions (incorrectly detecting non-
nuclear material and objects). In our previous study7, we have proposed a pipeline to predict whether a region would 
be segmented well, not under- or over-segmented, by a segmentation algorithm with a specific threshold value. In 
the current work, we investigate the application of machine learning algorithms and an active learning process to 
carry out a quality assessment of analysis results and select the best results in image regions, when an image has 
been analyzed with both a low threshold value and a high threshold value. The active learning process enables 
iterative improvement of the initial decision model when there are not enough labeled data (“ground truth data”) 
initially to develop a generalized model.  

The traditional approach to automatically classifying image regions into different categories is to develop a 
supervised machine learning model based on a pre-labeled training set. The trained classifier is then tested on 
another set of data which is independent from the training set to examine its ability to predict the correct labels for 
unseen data. To ensure the model is capable of generalizing and is not overfitted, the training set should be 
representative and balanced8 and as large as possible. This increases the difficulty of generating a proper labeled 
training set, especially when the image labeling process is manual and time consuming. Active learning, which 
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involves querying for more labeled data by an objective algorithm, has been shown to mitigate this problem.9,10 With 
an active learning framework, a sampling strategy is applied to select relatively small set of data iteratively for 
experts to label. The selected samples are most likely to improve classifier performance. For each active learning 
iteration, the classifier is updated by the feedback from the expert and then all unlabeled data are re-evaluated for 
their ability to further improve the classifier.  

Active learning has been successfully applied in many image classification problems.11,12,13 In the field of 
biomedical image classification, it was utilized for either generating better feature representation for images14,15 or 
creating classification models16,17,18,19 iteratively. These applications are either at nuclei/cell level to detect a specific 
type of cell14,15,17,18 or at patch level to select regions of interest (ROI)16,19. A variety of classification methods have 
been employed, such as linear classifiers (logistic regression15 and Support Vector Machine14), ensemble methods 
(Probabilistic Boosting Tree16, Random Forest18, and Gentle Boosting17) and deep learning method (Bayesian 
CNN19).  

Our process of quality assessment is carried out at the image patch level. That is, a whole slide tissue image is 
partitioned into patches. To determine whether segmentation results from low/high threshold values should be 
selected for a given patch, a classification model is trained with intensity and texture features extracted from the 
image patches. By incorporating active learning, a relatively small set of patches with ground truth labels is required 
to train a classification model. Then among the unlabeled patches, we select a small number of patches that can best 
improve the current classification model and label them. The initial model is updated by adding these new labeled 
patches into the original training set. We iteratively select unlabeled patches and update the current model with new 
labeled patches until the performance of the classifier is satisfied. We employ and compare three classification 
methods: Support Vector Machine (SVM), Random Forest (RF) and Convolutional Neural Network (CNN) for their 
performance improvement and efficiency. Each of the classifiers represents a different type of classification method: 
SVM is a linear classifier; RF is a representative of ensemble methods; and CNN is a deep learning method. All of 
them are commonly used supervised machine learning models. 

Our work differs from the prior work in that the previous studies, to the best of our knowledge, did not investigate 
the application of active learning in the assessment of nucleus segmentation quality and did not compare the 
performance of different classifiers. We carried out experiments using datasets from two different cancer types: 
Breast Cancer (BC) and Pancreatic Cancer(PC). In our experimental evaluation, CNN has achieved the best 
classification performance, while taking the longest processing time. The performance in test accuracy of SVM 
improved the largest with active learning among the three classification methods. SVM was the most sensitive to the 
size of the training set. The execution time of RF was the smallest for each active learning iteration, but required the 
largest number of patches in total to develop a relatively generalized model.   

Methods 

Our nucleus segmentation quality control process consists of two steps: image data processing and active learning, 
as illustrated in Figure 1. The first step (orange parts in Figure 1) generates the labels and features for the traditional 
supervised learning, and the second step (green parts in Figure 1) shows how active learning is applied to update the 
classification model interactively. In the following subsections, we will first describe our active learning framework 
(Fig 1.d-f). We will then present the user interface for visualizing segmentation results (Fig 1.a) and two user 
interactive parts: marking up regions (Fig 1.b) and labeling patches (Fig 1.f). Lastly, we will describe our feature 
extraction method (Fig 1.c) and three classification methods (Fig 1.d). 

Active Learning  

Active learning is a kind of semi-supervised learning in which a learning algorithm is allowed to interactively ask a 
user to provide new labels for samples. The aim of the interactive learning is to achieve high accuracy using as few 
labeled samples as possible. In this way, the cost for obtaining labeled sample is minimized.9 The simplest and most 
commonly used query strategy is uncertainty sampling. The samples that the classifier get most confused with are 
chosen to query for the labels. Updated by these new labeled uncertain samples, rather than by some random labeled 
samples, the classifier can improve most.20 Since the model used in our experiment is a binary classifier, instead of 
multi-class one, we can simply use the predicted positive probability to calculate the uncertainty measure.  
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Figure 1. Workflow of active learning to support quality control in nucleus segmentation. (After generating 
(a)segmentation results for the whole slide images, a small portion of the images are selected to (b)markup regions 
showing good segmentation result from high/low threshold value and extract patches from the labeled regions; the 
other images are partitioned into unlabeled patches. Using the labels and (c)features extracted from the labeled 
patches, (d)a classifier is trained. If the users are not satisfied with the current model, they can select the unlabeled 
patches with less (e)uncertainty measure and (f)manually label them. Then, the (d) classifier is updated with both the 
original labeled patches and the new labeled patches until a satisfied model achieves) 

Suppose we use 𝑳 and 𝑼 to denote the labeled and unlabeled dataset respectively. For each sample 𝒙𝒊 ∈ 𝑳, there is a 
corresponding label 𝒚𝒊 ∈ 	 {𝟏, 𝟎} to denote which class the labeled sample belongs to. After a classification model 
𝒇is trained on {𝒙𝒊, 𝒚𝒊|𝒙𝒊 ∈ 𝑳}, it is tested on the unlabeled samples 𝒙𝒊 ∈ 𝑼 and output a posterior probability 𝒑𝒊 =
𝑷{𝒇(𝒙𝒊) = 𝟏} 	∈ 	 [𝟎, 𝟏] for each unlabeled sample. The uncertainty measure is then defined as: 

𝒄𝒊 = −|𝒑𝒊 − 𝟎. 𝟓| 	 ∈ [−𝟎. 𝟓, 𝟎], 𝒇𝒐𝒓	𝒙𝒊 ∈ 𝑼	

where | ∙ |  denote the absolute operator. This means that the sample with higher uncertainty measure, that is 
probability close to 0.5, are the ones that the classifier is more uncertain with. In our experiment, each time we label 
𝒉 samples. Let 𝒏 be the number of samples in 𝑼, then the selected samples are {𝒙𝒊|𝒄𝒊﹥𝒄(𝒏?𝒉)}, where	𝒄(𝒏−𝒉) 
denote the 𝒏 − 𝒉th order statistics of {𝒄𝒊}and, which is the 𝒏 − 𝒉th smallest uncertainty measure.  

In our process as shown in Figure 1, the green parts ((d), (e), (f)) represent the iterative active learning framework. 
The current classifier 𝒇 can output predicted probabilities 𝒑𝒊 by passing the features for unlabeled patches through it. 
The uncertainty measure 𝒄𝒊 is then computed and the most uncertain ones are sampled for manually labeling. The 
new labeled patches, combined with the previous labeled ones, are used to update the classifier. 

User Interface for Visualizing Segmentation Result and Interactive Classification 

For all the whole slide images (H&E stained) in our study, a computerized nucleus segmentation method 6 was 
applied. The method performs color-normalization in the L*a*b color space on input images using a properly 
stained template image. It then extracts the Hematoxylin (stained on nuclei mainly) channel through a color 
decomposition process. A localized region based level set method with a user-defined threshold value determines 
the contour of each nucleus. The threshold value is highly correlated with the quality of segmentation result. 

To better visualize the segmented images and compare the segmentation results from algorithms with different 
threshold parameters, we used a web-based suite of tools, called the QuIP software (Figure 2(a)). QuIP is designed 
to support analysis, management, and query of pathology image data and image analysis results 
(http://quip1.bmi.stonybrook.edu/; https://github.com/SBU-BMI/quip_distro.git). The web interfaces and 
applications are backed by a database. The users can view high resolution whole slide tissue images and 
segmentation results from algorithms with different parameters, overlaid on the image as polygons with different 
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colors (Figure 2(b)), using the caMicroscope application 21. After comparing the different segmentation results, the 
users can markup region of interest (ROI) using rectangular or free-hand drawing tools, annotate the regions with a 
label, and save the results in the database. The color of the user-drawn polygon is consistent with the color of 
segmentation result that is selected for that region (Figure 2(a)).  

 

Figure 2. Viewing images with segmentation results, marking up ROI and labeling uncertain samples. ((a) regions 
chosen for each threshold value. The pink color represents the segmentation result from high threshold value and the 
green color represent the one from low threshold value; (b) sample patches from two different colored regions – the 
first row presents the result from the selected threshold value, and the second row shows the one from the alternative 
threshold value; (c) heatmap to show the location of uncertain samples. The light blue (or orange) ones are the 
uncertain samples, the blue (or red) ones are patches with high predicted probability to choose result from low (or 
high) threshold value; (d) labeling the uncertain samples with blue line means the high threshold and red line means 
low threshold and the color for the patch changes to the corresponding color.) 

From the marked ROI, 512-by-512 non-overlapping patches (Figure 2(b)) are extracted to consists of the initial data 
set. After feature extraction and classifier training processes, a classifier is generated for predicting whether a high 
or low threshold value should be selected for any 512-by-512 tissue image patch. We partition a whole slide image 
with no markups into 512-by-512 non-overlapping patches. The predicted results for the whole slide image can be 
shown as heatmap (Figure 2(c)). The blue ones indicate the patches with high confidence to be labeled with low 
threshold value and the red ones are highly confident of being labeled with high threshold value. The light blue and 
orange ones are the uncertain samples with predicted positive probability close to 0.5. The light blue ones have the 
probability greater than 0.5 and the orange ones have the probability less than 0.5. The user can label uncertain 
patches with a blue line indicating the patch should be segmented with high threshold value or a red line 
representing low threshold value. At the end of the labeling, both the patches and their new labels are saved to the 
database. 

Feature Extraction 

We employed patch level intensity and texture features which were examined in our previous work7 for nuclei 
segmentation quality control. There are two sets of features. The first set of feature contains 16 features from 3 
groups: pixel statistics, gradient statistics and edge. The pixel statistics feature group contains the basic statistics 
(mean, standard deviation, minimum, maximum, skewness, and kurtosis) of the raw pixel value; the gradient 
statistics feature group contains the basic statistics of gradient value; and the last feature group contains the features 
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for the pixels on the edge of image patch. A total of 32 features are computed from this set; 16 for the red channel 
and 16 for the blue channel. We used features extracted from the blue and red channels as the image analysis and 
feature extraction pipeline we used in an earlier work7 worked with these channels. The second set consists of the 
mean and standard deviation of the intensity values of the red, green and blue channels. These features were only 
used for SVM and RF, but not for CNN. The CNN has its own convolution layers to extract more problem specific 
features. Therefore, for each active learning iteration, the features extracted by CNN might be different, while the 
features for SVM and RF remain the same. 

Classification Methods 

In this paper, we mainly focus on the comparison of three types of classification methods: Support Vector Machine 
(SVM), Random Forest (RF) and Convolutional Neural Network (CNN). SVM is a supervised learning method. It 
finds hyperplanes in a high-dimensional space that maximizes the distance to the nearest training data point of any 
classes. We used the package Scikit-learn22 in python to implement SVM with the radial basis function kernel. The 
kernel parameter gamma and cost were selected by 5-fold cross validation. The parameter selection was done for 
each active learning iteration to achieve better performance. Random Forest is an ensemble learning method for 
classification that works by bagging multiple decision trees and outputting the classification label by taking the 
majority vote. Each decision tree is built on a bootstrap sample of the training data using a randomly selected subset 
of variables.23 We used the implementation of Random Forest in the package Scikit-learn22 in python. In our 
experiments, we set the number of trees as 1,000, since based on our previous experience, the forest with 10,000 
trees did not perform better than the forest with 1,000 trees. 

The architecture of our CNN is shown in Table 1. The network takes input images of size 100-by-100 pixels in RGB 
along with the binary segmentation mask as the fourth channel. In this way, the location of each pixel is spatially 
aligned with its segmentation prediction. Based on the observation that, the quality of segmentation result is 
determined on *average*, how each nucleus is segmented. we design the network architecture to explicitly extract 
features at patch-level and make a final prediction based on the *averaged* feature. In particular, the size of the 
receptive field of a neuron in the last convolutional layer roughly equals to a typical size of nuclei. Then the global 
average pooling layer extracts globally averaged features. Finally, the last two fully connected layers perform 
classification. By doing the global average pooling, our network explicitly ignores large-scale structures which are 
irrelevant for predicting the results. This is done in order to prevent over-fitting. 

Table 1. The architecture of our 15-layer network. We use batch normalization24 followed by leaky ReLU25 in all 
layers, except that for the output layer, we use the sigmoid activation function. 

Layer Output size Filter size, stride 
Input 100x100x4 - 
Conv. 100x100x100 5x5, 1 
Conv. 100x100x120 5x5, 1 
Average Pooling 50x50x120 2x2, 2 
Conv 50x50x240 3x3, 1 
Conv. 50x50x320 3x3, 1 
Average Pooling 25x25x320 2x2, 2 
Conv 25x25x640 3x3, 1 
Conv. 25x25x1024 3x3, 1 
Conv. 25x25x640 1x1, 1 
Conv. 25x25x100 1x1, 1 
Conv. (repeat for 4 times) 25x25x320 1x1, 1 
Global Average Pooling 1x1x320 25x25, 25 
Fully Connected 1x1x100 - 
Fully Connected 1x1x80 - 
Output 1x1x1 - 
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The implementation details are as follows. We apply four types of data augmentation on-the-fly. First of all, we 
randomly rotate an input image by +/- 45 degrees. Secondly, we randomly crop a 100-by-100 sub-image out of the 
input 256-by-256-pixel image. Then, we randomly perturb the Hematoxylin and Eosin intensities. Finally, we 
randomly mirror and/or transpose the image. During test time, given an input image of 256-by-256 pixels (down 
sampled from our original 512-by-512 patches), we extract 25 overlapping sub-images of 100-by-100 pixels, obtain 
the predicted probabilities for all 25 sub-images and average them as the final prediction. For optimization, we train 
the network for 80 epochs, using stochastic gradient descent with learning rate 1×10?C and momentum 0.985. After 
the initial training, the parameters at the last epoch are saved. For the next active learning iteration, the parameters 
are initialized with the saved ones and the learning rate are reduced by 0.1. We implemented the network using 
Theano26. 

Results and Discussions 

We evaluated the proposed process using two sets of whole slide images obtained from two different cancer types: 
Breast Cancer (BC) and Pancreatic Cancer (PC). The size of our pre-labeled dataset for each cancer type was listed 
in Table 2. The patches in training set and test set were from independent sets of whole slide images. To suite for the 
active learning framework, the training set was regarded as the labeled data set and the test set was regarded as the 
unlabeled one. Since we need to compare the classification performance of each classifier, the test data set was 
labeled in advance for convenience. The labels for the test set were only used to examine the performance of the 
classifier and were not involved in the model training and the uncertainty sampling processes. After the most 
uncertain samples had been selected from the test set, they were moved to the training set for the active learning 
iterations to update the classifier. 

Table 2. List of information of training and test dataset 

# of patches (# 
of images) 

Breast Cancer(BC) Pancreatic Cancer(PC) 

Low threshold High threshold Low threshold High threshold 

Training set 2605 (13) 3113 (8) 2456 (6) 1393 (9) 

Test set 2463 (12) 3209 (7) 2465 (5) 1424 (8) 

 

Performance of the Classifiers and Effectiveness of Active Learning Framework 

The Receiver Operating Characteristic (ROC) curves for the initial classification model based on the original 
training set were shown in Figure 3. Since the classification result of CNN was not stable across different runs due 
to the randomness in data augmentation process, we presented the result for three runs of CNN (labeled as ‘CNN-1’, 
‘CNN-2’, and ‘CNN-3’) with the same original data set and hyper parameter setting. The performance of the three 
runs of CNN for BC were roughly the same, while one of the runs for PC (‘CNN-1’) performed much worse than 
the other two runs. This may be caused by the different size of the initial training set for the two cancer types. The 
total number of patches for PC training set was only about two-third of that for BC. This shows that the CNN model 
generates more stable results for a larger data set.  From the shape of ROC curves and the Area Under Curve(AUC) 
shown in the legend, all the CNN runs performed much better than SVM and RF for both cancer types. The RF 
achieved better performance than SVM for BC, but worse performance for PC. However, both SVM and RF 
performed even worse than random guessing. The ‘S’-shaped ROC curves of SVM and RF for BC and the inverse 
‘S’-shaped ROC curves for PC were caused by the imbalance of the two categories in the initial training set. There 
were more negative samples (patches with high threshold value) for BC, whereas more positive ones for PC. For a 
weak classifier, like the initial RF and SVM models, there is more chance that the negative samples were labeled as 
positive for BC and the opposite for PC. Therefore, the false positive rate for BC increases rapidly when the decision 
threshold (the threshold value for the positive probability) is high, while the true positive rate for PC increases 
slowly when the decision threshold is low. 

Table 3 lists the test accuracies of the initial classifiers and the classifiers trained after moving 100/200/400 most 
uncertain patches to the training set. In general, for both cancer types, the test accuracies of the three classification 
methods increased significantly (by at least 12%) after adding only 100 patches to the training set. This shows the 
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Figure 3. Comparison of ROC curves for different classifiers for both BC and PC 

active learning framework is very effective for developing more generalized classifiers. As more patches were added 
to the training set, the test accuracy of the classifiers continued to increase. To compare among the three 
classification methods, the CNN runs got at least 7% better in test accuracy than SVM and RF in most of the cases. 
The exceptions occurred when CNN-1 and CNN-3 compared with SVM for PC. In that case, the SVM achieved 
higher improvement (its test accuracy increased by 33.93%) after adding 100 most uncertain patches to the training 
set. In fact, by adding the same number of patches, SVM was always the one with the most increase in test accuracy, 
indicating that the active learning framework was most effective for SVM in our experiments.  

Table 3. Comparison of performance of different classifiers for both BC and PC 

Test Accuracy (%) 
Breast Cancer(BC) Pancreatic Cancer(PC) 

SVM RF CNN-1 CNN-2 CNN-3 SVM RF CNN-1 CNN-2 CNN-3 

Initial 50.58 58.34 71.28 70.79 75.11 47.96 43.28 66.21 74.08 73.59 

Add 100 patches 75.29 77.46 85.82 85.37 87.92 81.89 67.91 82.13 91.29 86.20 

Add 200 patches 76.90 80.15 86.11 87.87 90.79 82.92 71.40 87.96 92.41 86.83 

Add 400 patches 82.85 82.68 90.67 91.33 92.66 87.39 73.17 92.43 94.64 92.75 

 

Efficiency of Active Learning Framework for the Classifiers 

As shown in the last row of Table 3, after adding 400 most uncertain patches, all the CNN runs achieved 90% test 
accuracy, but SVM and RF needed more iterations to achieve the same high accuracy. Figure 4 shows how many 
patches in total were needed to reach 90% test accuracy for each classification method with active learning. For each 
active learning iteration, 100/200/400 most uncertain patches in the remaining test set were added to the training set. 
When more patches were added in a single iteration, the active learning process required fewer iterations to learn an 
improved model.  

The total number of patches in the active learning phase may still be large. In order to reduce the manual work for 
labeling patches, a relatively small number of patches should be selected for each active learning iteration. Among 
all the classification methods, RF required the largest number of patches to get to 90% accuracy and CNN needed 
the smallest. 

Although the CNN achieved the highest test accuracy and approached 90% with fewer patches for both BC and PC, 
its processing time (seen in Table 4) was much longer than the processing times of SVM and RF. The processing 
time for training a CNN model is the total processing time for finishing 80 epochs. The number of epochs was 
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Figure 4. The test accuracy changes with the total number of patches added by active learning for both BC and PC 

chosen as 80 to ensure the convergence of the model. In fact, Figure 5 shows that our CNN models almost 
converged after around 20 epochs, which still is nearly 5 hours, for both cancer type. RF was the fastest 
classification algorithm in our experiment. It took less than 1 minutes for both cancer type. Though it required 9 
iterations to achieve 90% accuracy by adding 100 patches each iteration for PC, it took less than 5 minutes to finish 
the iterations. SVM spent about 16 minutes for BC and 6 minutes for PC. Since our initial training set for BC was 
larger than that of PC, all the classification method used longer time for building up models for BC than for PC. 
However, SVM was the most sensitive to input data size and took more than twice as much time for BC as for PC.  

Table 4. Comparison of processing time of different classifiers for both BC and PC 

Processing Time (second) 
Breast Cancer(BC) 

SVM RF CNN-1 CNN-2 CNN-3 

Initial 950.15 33.31 107,973.619 116,783.285 108,506.769 

Add 100 patches 909.96 34.34 108,687.878 106,496.861 107,924.15 

Add 200 patches 864.73 34.77 107,611.661 106,756.751 106,154.06 

Add 400 patches 937.02 35.68 106,532.782 107,620.047 106,215.291 

Processing Time (second) 
Pancreatic Cancer(PC) 

SVM RF CNN-1 CNN-2 CNN-3 

Initial 398.24 19.23 73,974.748 79,892.922 74,208.552 

Add 100 patches 450.18 19.69 73,636.762 72,718.406 74,578.636 

Add 200 patches 387.58 20.09 72,147.099 72,860.227 73,726.653 

Add 400 patches 604.91 21.24 77,015.413 75,224.745 72,458.709 

Generally, it took about 1 to 1.5 hours for marking up ROIs in a whole slide image as shown in Figure2(a). Our 
experiment result shows that by labeling ROIs in training image dataset (21 whole slide images for BC or 15 images 
for PC, as seen in Table2) and labeling no more than 1600 additional patches in test image dataset, we can build up a 
quality control pipeline to automatically label the patches from 19 images for BC or 15 images for PC with more 
than 90% accuracy. On average, it took 10 minutes to manually re-label 20 patches with high/low segmentation 
thresholds.  

234



 
 

 
Figure 5. Convergence of CNN for both BC and PC. (The upper subplots present the change of training loss over 
time and the lower subplot shows the change of test accuracy over time. The time between two dots in the plot 
represent processing time for 4 epochs) 

Overall, CNN achieved the best classification performance, while taking the longest processing time. The 
performance of SVM improved the most with active learning. SVM was the most sensitive to the size of the training 
set. RF spent the least amount of time for each iteration, but required the largest number of patches in total to 
develop a relatively generalized model. These results indicate a trade-off between effectiveness and efficiency. In 
our experiment, it took 30 seconds to label a PC patch with high/low segmentation threshold value -- we labeled 100 
patches for each active learning iteration. Thus, it takes RF about 5 minutes to train all the classifiers and 450 
minutes to label the required set of patches. The total processing time for SVM, on the other hand, is the sum of 25 
minutes for classifiers training and 150 minutes for getting labels. These results show RF is slower than SVM.  

Conclusion 

In this paper, we propose an active learning process for nuclei segmentation quality assessment, which is employed 
by three classification methods: Support Vector Machine (SVM), Random Forest (RF) and Convolutional Neural 
Network (CNN). The performance and efficiency of the three classification methods was compared on patches 
extracted from whole slide images of two cancer types: Breast Cancer (BC) and Pancreatic Cancer(PC). All the 
classifiers improved effectively by adding a small amount of new labeled patches iteration by iteration. CNN 
outperformed the other two classification methods by developing a model with test accuracy of 90% through fewer 
active learning iterations. However, CNN requires much longer time for each iteration than SVM or RF does. This is 
expected because CNN re-extracts features in each iteration, whereas SVM and RF use texture features extracted a 
priori. In future we plan to explore ways of accelerating CNN with small reduction in accuracy; for example, by 
setting the parameters for convolutional layers in CNN and updating only the fully connected layers for each active 
learning iteration. We will also investigate hyper-parameter optimizations to select good set of parameters for CNN 
in a future work. Lastly, we plan to extend the current active learning framework on binary classifiers to multi-class 
classifiers and investigate if active learning can be used efficiently and effectively to select the best analysis results 
from several choices.  

The active learning and classification codes used in this paper are available at https://github.com/SBU-
BMI/quip_quality_analysis.git.   
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Abstract 
 
Drug repositioning for available medications can be preferred over traditional drug development, which requires 
substantially more effort to uncover new insights into medications and diseases. Genome-Wide Association Studies 
(GWAS) and Phenome-Wide Association Studies (PheWAS) are two complimentary methods for finding novel 
associations between genes and diseases. We hypothesize that discoveries from these studies could be leveraged to 
find new targets for existing drugs. Thus, we propose a framework to learn opportunities for inferring such 
relationships via overlapped genes between disease-associated genes (e.g. GWAS and PheWAS findings) and drug-
targeted genes. We use drug indications found in Medication Indication Resource (MEDI) as a gold standard to 
evaluate if drug indications learned from GWAS and PheWAS findings have clinical indications. We examined 
151,011 <drug, GWAS phenotype> pairs from 987 drugs across 153 diseases and 763 pairs were statistically 
significant. Out of these 763 pairs, 16 of them were found to have clinical indications.  
 
Introduction 
 
The importance of drug therapy, or the employment of medication to treat diseases, can be observed in the 
expansive application of pharmacology in the clinical sphere of medicine1, 2. New drug therapies are established 
through two major methods: i) drug discovery: bringing a new medication onto the market3; or ii) drug repositioning: 
reapplying existing medications to new medical conditions4, 5. The disadvantages of drug discovery include its long 
and expensive process and the repeated failures of newly-developed drugs to pass clinical trials2, 3, 6, 7. Applications of 
drug repositioning have led to potential and successful remedies for various medical conditions, including but not 
limited to cancer8, cardiovascular disease9, and Parkinson’s disease10. Notably, drug repositioning can be looked 
towards for a more efficient and effective alternative for identifying novel pharmaceutical treatments4, 5, 11.  

Drug repositioning is commonly approached from identification of new targets for a particular medication. A well-
known successful example of drug reposition is thalidomide, which was originally used as a sedative and has been 
found to possess anticancer activity12. More recently, metformin, a medication originally used to treat type 2 diabetes, 
has been recently reported and validated with evidence from electronic health records (EHRs) to have drug 
repositioning association with cancer survival13. There are two typical approaches when conducting drug 
repositioning research: i) designing biochemical experiments to find uncovered genetic targets10, 14; and ii) 
conducting clinical studies to discover disease targets4, 5, 13. The first type aims to investigate relationships between 
drugs and targeted genes, which require gathering genetic evidence to authenticate the possibility of newly found 
targeted genes. The second type aims to identify relationships between drugs and diseases from clinical information. 
While the former requires a substantial number of biochemical experiments, each of which will take time to validate 
the results and expend resource costs, the second type of repositioning is limited when finding the hidden reasons 
(e.g. genetic variations) that a drug has positive indications for a disease. Thus, we propose a data-driven framework, 
which only relies on the publically available genetic and clinical resources, to learn opportunities for discovering 
novel drug targeted diseases. Notably, for each targeted disease, we are able to identify their associated genetic 
variations.  

For this study, genetic evidence comes in the form of data found from two comparable analytic tools: genome-wide 
association studies (GWAS) and phenome-wide association studies (PheWAS). While both operate in a similar 
fashion, the former samples a large number of genetic variants for association with a single phenotype whereas the 
latter does the same procedure with many phenotypes to one gene. We will leverage findings of the associations 
between genotypes and phenotypes from these studies and drug targets in DrugBank, a comprehensive online 
database detailing over 9,000 medications and their pathways and targets, to infer drug targeted diseases. Medication 
Indication Resource (MEDI), a comprehensive online database documenting drugs and its clinical disease targets15, 
is then leveraged to assess the plausibility of these inferred drug targeted diseases. 
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Study Materials 
 
This study leverages findings learned from GWAS and PheWAS and drug-targeted gene-sets from DrugBank to 
infer novel indications for drugs and then uses MEDI to assess the plausibility of learned drug indications. To orient 
the audience, we introduce four major data resources involved in this study: i) DrugBank on drugs and their protein 
targets14; ii) GWAS findings on the associations between genes and GWAS phenotypes (diseases/traits)16; iii) 
PheWAS findings on clinical phenotypes and their relationships with genes17; and iv) clinically implemented drug-
indications managed in MEDI15. Because this investigation utilizes analytic tools and databases that have been 
recently pioneered, we take a moment here to explain the developments and applications of each resource.  

DrugBank: Associations between drugs and their protein targets 
 
DrugBank is a unique bioinformatics and cheminformatics resource that combines detailed drug (i.e. chemical, 
pharmacological and pharmaceutical) data with comprehensive drug target (i.e. sequence, structure, and pathway) 
information14. It is widely used by the drug industry, medicinal chemists, pharmacists, physicians, and the general 
public. Its extensive drug and drug-target data have enabled the discovery and repurposing of a number of existing 
drugs to treat rare and newly identified illnesses18. In this study, we will leverage drug targets (genes) recorded in 
DrugBank and relationships between genes and phenotypes in GWAS and PheWAS findings to build connections 
between drugs and phenotypes.  
 
GWAS: Associations between genes and GWAS phenotypes 
 
The GWAS catalog (https://www.ebi.ac.uk/gwas/) manages the majority of all associations between single 
nucleotide polymorphisms (SNPs) and GWAS phenotypes learned from GWAS over the past decade16. Genomic 
regions can be defined for each SNP by calculating linkage disequilibrium with other SNPs in the region (r2 > 0.6) to 
define genomic boundaries. Genes will be included if they fall at least partially within that genomic region. Interval-
based Enrichment Analysis (INRICH) can then be applied to test for enrichment of genes from a set (e.g. drug 
targets) within the genomic regions compared to randomly generated sets of genomic regions accounting for number 
of genes18, 19. This approach has been previously demonstrated in schizophrenia20. An example of broad graphical 
depiction of enriched gene-sets associated with distinct chromosomal regions is provided in Figure 1. We will 
transform associations between a GWAS trait and SNPs to relationships between the trait and a set of genes via 
INRICH.   
 
 

Figure 1. Enriched gene-sets for three different regions, each of which contain SNPs that are confirmed to be 
associated with a specific GWAS phenotype. 
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PheWAS: Associations between clinical phenotypes and GWAS phenotypes 
 
PheWAS codes, which is broadly utilized to characterize clinical phenotypes17, was developed to accompany 
PheWAS. Denny et.al17, 21 built mapping associations between PheWAS codes and International Classification of 
Diseases, 9th Edition (ICD-9) codes because GWAS phenotypes cannot be directly compared to clinical conditions. 
Additionally, they build connections between GWAS phenotypes and PheWAS codes, and such connections have 
been established based on both GWAS (relationship between a GWAS phenotype and genes) and PheWAS findings 
(relationship between a gene and PheWAS codes). Algorithms for such connection establishments are managed in 
Phenotype KnowledgeBase (PheKB, https://phekb.org)22.  

MEDI: Associations between drugs and clinical phenotypes 
 
MEDication Indication resource (MEDI) was created with the intention of supporting EHRs through its aggregation 
of clinical treatment data into a comprehensive dataset, which may provide assistance with EHR applications and 
research15. To date, MEDI contains 3,112 medications and 63,343 medication indications in the form of <drug, 
clinical phenotype> pairs, where medications are represented by RxNorm concept unique identifiers (RxCUI) and 
clinical phenotypes are identified by ICD-9 codes. <Drug, clinical phenotype> pairs were extracted from four 
different medication resources: 1) RxNorm – a National Library of Medicine (NLM)-organized drug knowledge 
platform; 2) SIDER 2 – a drug database handling FDA-retrieved adverse drug reactions; 3) Medline Plus – a website 
that provides health information for patients and healthcare providers; and 4) Wikipedia – a collaborative online 
encyclopedia. MEDI also employs formal and prevalent identifications for the information it contains, allowing 
more productive and straightforward mapping and merging of data. We utilize <drug, clinical phenotype> pairs 
managed in MEDI to assess plausibility of <drug, clinical phenotype> pairs we learned from GWAS and PheWAS 
findings.  

Methods 
 
Our investigation begins with learning associations between drugs and clinical phenotypes (drug indications) via 
DrugBank and GWAS and PheWAS findings. We then assess the plausibility of learned drug indications via MEDI 
and utilize statistical models to assess the significances of the learned drug indications. The pipeline to learn drug 
indications and their evaluations are depicted in Figure 2.   

First, we infer associations between clinical phenotypes and genes via GWAS and PheWAS findings. Specially, we 
align <GWAS phenotype, genes> to <PheWAS code, genes>.  

Second, we leverage overlapped genes between GWAS traits associated genes derived from GWAS findings and 
drug-targeted genes to learn drug indications, or <drug, GWAS phenotype> pairs, and test their statistical 
significances.  

Third, we will align the learned <drug, GWAS phenotype> pairs to <drug, PheWAS code> pairs and then leverage 
MEDI as a gold standard to evaluate the plausibility of the pairs. Through this process, we can categorize learned 
indications into three groups: i) indications with significant genetic relations (e.g. overlapped genes) between the 
drugs and clinical phenotypes and are also confirmed by MEDI; ii) indications without significant genetic relations 
and are confirmed by MEDI; and iii) indications with significant genetic relations and not confirmed by MEDI. 
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Figure 2. Methods pipeline. Top left:  <GWAS phenotype, gene> relationships are inferred from information in 
GWAS catalogs and INRICH analysis. Top center: <clinical phenotype, gene> relationships are provided by already 
conducted PheWAS studies. Top right: <drug, gene> relationships are found in DrugBank. These three forms of 
data are mapped to produce learned drug indications (bottom left). The learned drug indications are then checked for 
documentation in MEDI. 	

Finding potential drug indications and test their statistical significance 
 
For this investigation, we determine the degree of association (in the form of P values) between drug and GWAS 
phenotype for 151,011 pairs (987 drugs crossed with 153 GWAS phenotypes). These P values are calculated by 
comparing the observed number of drug targets within associated regions of a particular GWAS trait to randomly 
permuted regions of the exact length and number, which ensures that the total number of genes is the same. For 
instance, in Figure 3, the degree of association between a GWAS phenotype and a drug is dependent on the number 
of overlapping genes between their associated gene-sets.  

For each <drug, GWAS phenotype> pair, we infer: i) the number of gene targets for the medication, which is 
obtained from DrugBank; ii) number of genes overlapped between drug-targeted genes and GWAS phenotype 
associated genes; and iii) the P value indicating the significance of the association between the drug and GWAS 
phenotype.  
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Figure 3. An example to measure association between a GWAS phenotype and a drug via their overlapped genes, 
which are shown in red. 

Thereafter, we transform <drug, GWAS phenotype> pairs into <drug, clinical phenotype> pairs using mapping 
information between PheWAS Codes and GWAS traits/diseases learned from both GWAS and PheWAS findings. 
We represent clinical phenotypes in the form of PheWAS codes as opposed to GWAS phenotypes because GWAS 
phenotypes are not completely analogous to clinical conditions and transitioning to clinical phenotypes allows for 
precise confirmation of learned indications.  

Assessing plausibility of learned <drug, clinical phenotype> pairs 
 
We use MEDI as a gold standard to confirm learned drug indications. In order to perform confirmation, we must 
first resolve the gap regarding identification of drug and phenotype between learned indications and those in MEDI.  
As shown in Table 1, a drug indication in MEDI is represented as a RxNorm ID (RxCUI) and ICD-9 code pair 
whereas a learned drug indication is represented as a DrugBank ID and PheWAS code pair.  

For the inconsistency of clinical phenotypes between inferred indications and those in MEDI, we use mappings 
between ICD-9 codes and PheWAS codes to replace ICD-9 codes in MEDI with PheWAS codes. This is because 
PheWAS codes have been validated to be more accurate to represent clinical phenotypes than ICD-9 codes by 
various PheWAS studies21, 23. For the inconsistency of drugs between DrugBank and RxNorm, we map DrugBank 
drug IDs to RxNorm IDs using the FDA's UNII system and INCHI keys. Such mapping information has been 
widely used under the Observational Health Data Sciences and Informatics (OHDSI) framework24. After drugs and 
clinical phenotypes alignments between different systems (e.g., PheWAS, DrugBank, RxNorm, and MEDI), we use 
indications in MEDI to confirm if the learned indications exist in clinical setting.  
 

 
Drug Indications Drug Clinical Phenotype 

Inferred Drug in DrugBank PheWAS code 

MEDI Drug in RxNorm ICD-9 code 

 
One of our ultimate goals is to utilize GWAS and PheWAS findings to find novel drug indications and then 
recommend these indications to be further investigated to reveal more clinical treatment options. To achieve such a 
goal, we first need to demonstrate that the occurrence of learned significant drug indications found in MEDI is not 
random. Our hypothesis was designed as follows: the learned significant <drug, clinical phenotype> pairs 
confirmed in MEDI did not occur by chance. To test this hypothesis, we use two types of statistical tests: i) random 
permutation; and ii) chi-square.  

Table 1. Differences in representation of data in MEDI and of learned indications. 
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Figure 4. Process to count the number of permutations whose confirmed number of drug indications are equal or 
larger than the number of learned drug indications confirmed in MEDI. 
 
For the random permutation, we generate random pairs based on the learned significant drug indications. 
Specifically, we randomly shuffle between drugs and clinical phenotypes as shown in the bottom of Figure 4. To 
perform an empirical permutation test, we repeat the random process 100 times. Within each permutation, we count 
the number of drug indications confirmed by MEDI. The P value to test that the learned drug indications confirmed 
by MEDI are not randomly inferred is calculated as: 𝑝 = #$%('()%$*+*,-./)

122
, where 𝑁𝑢𝑚(𝑝𝑒𝑟𝑚𝑢𝑡𝑎𝑡𝑖𝑜𝑛𝑠) is defined 

as the number of permutations whose number of indications confirmed by MEDI is equal or greater than the number 
of learned indications confirmed by MEDI.   

For the chi-square test, we also run 100 random permutations and conduct a chi-square test for each permutation. 
Our null hypothesis is that the learned significant <drug, clinical phenotype> pairs confirmed by MEDI occurred by 
chance. To calculate the chi-square and p-values, we build a 2x2 contingency table with rows represented by 
learned/random pairs and columns represented by in/not in MEDI. The details are shown in Table 2. Because we 
perform 100 trials, we will compute and average the chi-square and P values for all trials.  
 

Table 2.	Information used by Chi-square test to determine if learned indications confirmed by MEDI occur by 
chance.	

 
 
 
 
 
 
Results 
 
Learned <drug, clinical phenotype> pairs 
 
151,011 <drug, GWAS phenotype> pairs were transformed into 156,933 <drug, clinical phenotype> pairs in order to 
confirm each pair in MEDI. After checking for documentation for these 156,933 pairs, we then condensed the 
results back down to 151,011 <drug, GWAS phenotype> pairs. To do so, we gathered all <drug, clinical phenotype> 

 
Number of drug indications 

In MEDI Not in MEDI 
Learned drug indications a b 
Permutated drug indications c d 
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pairs that map to a single <drug, GWAS phenotype> pair and sum the number of pairs that were documented in 
MEDI. Out of the 151,011 pairs, 1,431 were confirmed in MEDI and 763 were statistically significant with a P 
value less than 0.05. The results are shown in Figure 5.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 5. A Venn diagram depicting the learned drug indications. There were 1,431 learned indications (<drug, 
GWAS phenotype> pair) confirmed in MEDI and 763 pairs that were tested to be significant. Out of all total pairs 
examined, 16 pairs were both significant and confirmed in MEDI. 
 
From the figure, it can be seen that out of 763 significant pairs, 16 were confirmed to be in MEDI as shown in Table 
3, which indicates these drug indications are genetically supported. In other words, the drug and the clinical 
phenotype in these pairings have overlapping genes and their genetic relation is statistically significant. At the same 
time, the drug used to treat the clinical phenotype was also found to be used in clinical practice (confirmed by 
MEDI).  

 
Table 3. The 16 significant pairs that were found in MEDI. 

 
RxCUI IDs Drug GWAS Phenotype PheCode P value 
5691 Imipramine Bipolar Disorder 296.1 0.002598 
5691 Imipramine Schizophrenia 295.1 0.039195 
89013 Aripiprazole Schizophrenia 295.1 0.049467 
6779 Mesoridazine Schizophrenia 295.1 0.044916 
8331 Pimozide Schizophrenia 295.1 0.003172 
8704 Prochlorperazine Schizophrenia 295.1 0.027732 
115698 Ziprasidone Schizophrenia 295.1 0.049467 
1525 Bezafibrate Type 2 Diabetes 250.2 0.024596 
4821 Glipizide Type 2 Diabetes 250.2 0.005061 
274332 Nateglinide Type 2 Diabetes 250.2 0.000051 
73044 Repaglinide Type 2 Diabetes 250.2 0.012215 
72610 Troglitazone Type 2 Diabetes 250.2 0.000069 
106955 Cortisone Ulcerative Colitis 555.2 0.003842 
155323 Methylprednisolone Ulcerative Colitis 555.2 0.001987 
8640 Prednisone Ulcerative Colitis 555.2 0.001457 
142442 Naproxen Urate Levels 274.1 0.009905 
 
For each pair of the remaining 747 significant drug indications that were not confirmed in MEDI, the drug and the 
clinical phenotype in these pairings have significant genetic association, but the drug was not found to be used to 
treat the clinical phenotype in practice. This provides a great opportunity for drug companies to repositioning these 
drugs to further investigate their novel indications. 

There are 1,415 drug indications that were not significant but found in MEDI. These indications are more complex, 
and could be further investigated in the following directions. First, they may be genetically associated but have not 
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been investigated; if this is the case, we can conduct more GWAS and PheWAS studies to study their genetic 
relationship. Second, the drug and the clinical phenotype within a pair might not be genetically correlated and the 
drug has been employed to treat the clinical phenotype in practice; in this scenario, drug companies or clinicians can 
conduct studies to learn more about the pairing from the clinical perspective. Examples of both significant drug 
indications that were not confirmed in MEDI and not significant drug indications that were found in MEDI are 
shown in Table 4.  

Table 4. Left of the table provides examples of significant pairs that were not found in MEDI. Right of the table 
provides examples of non-significant pairs that were found in MEDI. 
 
Significant pairs not found in MEDI Non-significant pairs found in MEDI 
RxCUI 
IDs 

Drug GWAS 
Phenotype 

PheCode P value RxCUI 
IDs 

Drug GWAS 
Phenotype 

PheCode P value 

51499 Irinotecan Asthma 495.0 0.033482 3628 Dopamine Bipolar 
Disorder 

296.1 1 

85248 Alosetron Bladder 
Cancer 

189.21 0.005432 328134 Gefitinib Lung 
Cancer 

165.1 0.209136 

18747 Balsalazide Obesity 278.1 0.000005 5640 Ibuprofen Migraine 340.0 1 
89784 Isopropamide Type 2 

Diabetes 
250.2 0.012065 73044 Repaglinide Type 1 

Diabetes 
250.1 1 

1525 Bezafibrate Melanoma 172.1 0.023378 10432 Thalidomide Prostate 
Cancer 

185.0 0.179429 

 
 

Statistical test results of 16 significant drug indications confirmed by MEDI 
 
We implemented the random permutation procedure and obtained an expected value of 0 all 100 times. 
Consequently, the P value provided by the empirical permutation test is 0/100. However, because P values cannot 
be 0 and we performed 100 trials, the best approximation for our P value is <0.01. The chi-square test corroborated 
these results. The average chi-square value and P value were calculated to be 16.170 and <0.0001, respectively.  

According to the results from random permutation and chi-square test, we confirmed that the 16 significant learned 
drug indications did not occur by chance, which indicates the drug and the clinical phenotype in each of these pairs 
have genetic relations and the drugs have been used in the clinical practice for treatments.  

In other words, it is unlikely that 16 of 763 observed significant pairs were found in MEDI by chance and there 
exists a correlation between genetic significance and clinical success. For that reason, there is benefit in conducting 
additional investigations (i.e. reviewing drug-phenotype associations, clinical trials, etc.) to interpret and discover 
the remaining 747 pairs with genetic significance but not found in the clinical practice as well as to investigate the 
MEDI pairs for which genetic and drug target information existed but no significant overlap was found. 

Discussion 
 
Our work intends to identify potential drug therapies by way of drug repositioning using GWAS and PheWAS, 
DrugBank, and MEDI data. Drug repositioning represents a more efficient method for acquiring undiscovered drug 
treatment options than the traditional drug discovery route. Implementing drug repositioning can involve gathering 
genetic evidence in support of possible therapies and testing for association with clinical documentation. For this 
study, we learned drug-GWAS phenotype correlations from GWAS and PheWAS findings and employed the MEDI 
database as our gold standard to assess plausibility of learned drug indications. Our drug indication learning and 
evaluating framework outlined above offers insight into the viability of drug repositioning given public resources 
(e.g. GWAS, PheWAS, DrugBank and MEDI). The contributions of this work are as follows: 

1) First, we proposed a framework to build connections among drugs, genes, and phenotypes via available 
public resources. For example, we use PheWAS findings to build connections between GWAS phenotypes 
and clinical phenotypes, which provides an opportunity to relate genotypes and clinical phenotypes. 
Additionally, we leverage overlapped genes to connect drugs with GWAS phenotypes. 	

2) Second, we filled the gap between drug indications managed in MEDI and those learned from GWAS and 
PheWAS findings, which provides an opportunity to perform comparisons between drug indications 
learned from the genetic perspective and those learned from the clinical perspective.  
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3) Third, we deduced several interesting findings. For instance, we found 1,415 drug-phenotype pairs that are 
not significantly correlated but are documented in MEDI. Explanations for this phenomenon include the 
increasing need for conducting more GWAS and PheWAS studies as well as the understanding that 
diseases/traits can be environmentally influenced.  

4) Fourth, we deduced several interesting findings. For instance, we found 747 drug-phenotype pairs that have 
significant overlap between genetic findings and drug targets but are not documented in MEDI. While 
many of these will be false positives, we expect some proportion of these pairs could represent drug 
repositioning opportunities. For the five of the 747 significant pairs not located in MEDI listed in Table 4, 
the drugs mostly look to be unrelated to the clinical phenotypes. For example, Alosetron is used to treat 
diarrhea symptoms for irritable bowel syndrome (IBS) but was discovered to have genetic correlation with 
bladder cancer. Another example is Irinotecan, which is more generally employed to treat colon cancer but 
was discovered to be genetically related with a lung condition like asthma. However, further research is 
needed to determine whether these genetic associations have clinical significance.	

We note that there are several limitations regarding data representation and alignments, which could have 
specifically lowered the number of confirmed significant pairs learned from GWAS and PheWAS findings. For 
instance, the alignments between drugs in DrugBank and those in RxNorm; connections between GWAS 
phenotypes and clinical phenotypes; and mappings between ICD-9 codes and PheWAS codes. Also, we realize that 
not all significant <drug, GWAS phenotype> pairs can result in successful drug repositioning outcomes. Ultimately, 
however, based on the statistical analysis performed, we have found promising developments in terms of drug 
repositioning with regards to the resources utilized in this study.  
 
Conclusion 
 
Drug repositioning introduces a productive approach to identifying novel drug therapies. The process involves first 
pinpointing new disease targets for existing medications on the market and evaluating whether these newly formed 
drug indications are applicable from both of genetic and clinical perspectives. In this study, we proposed a 
framework to build connections between drugs, genes and phenotypes via available public resources and then to 
deduce novel drug indications and evaluate their plausibility via MEDI. We investigated 151,011 <drug, GWAS 
phenotype> pairs and found that: i) 1,431 pairs were confirmed by MEDI; and ii) 763 pairs with significant genetic 
relations and 16 of them were confirmed by MEDI. Furthermore, we conducted statistical analysis (e.g. empirical 
permutation and chi-square test) to illustrate that the learned significant pairs (drug indications) confirmed by MEDI 
did not occur by chance.  

Future data-driven drug repositioning investigations can be conducted by altering our methods in several ways, 
including but not limited to utilizing other genetic information outside of GWAS and PheWAS databases to link 
medications with indications, employing different drug indication databases for determining validity for learned 
pairs, and focusing drug reposition for one particular drug for potentially better accuracy. While there were 
limitations concerning data alignment (e.g. mapping between GWAS phenotypes and PheWAS codes, mapping 
between DrugBank IDs and RxNorm IDs, etc.), these outcomes depict optimistic developments for pharmaceutical 
therapy discovery by way of drug repositioning.  
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Abstract 

Recent technological advancements in genetic testing and the growing accessibility of public genomic data provide               
researchers with a unique avenue to approach personalized medicine. This feasibility study examined the potential               
of direct-to-consumer (DTC) genomic tests (focusing on 23andMe) in research and clinical applications. In              
particular, we combined population genetics information from the Personal Genome Project with adverse event              
reports from AEOLUS and pharmacogenetic information from PharmGKB. Primarily, associations between drugs            
based on co-occurring genetic variations and associations between variants and adverse events were used to assess                
the potential for leveraging single nucleotide polymorphism information from 23andMe. The results of this study               
suggest potential clinical uses of DTC tests in light of potential drug interactions. Furthermore, the results suggest                 
great potential for analyzing associations at a population level to facilitate knowledge discovery in the realm of                 
predicting adverse drug events. 

 

Introduction 

Adverse drug events (ADEs) are a significant challenge facing global public health. In addition to causing clinical                 
harm to patients that can range from a minor headache to death, ADEs represent an economic burden in the form of                     
hospital admissions, prolonged stays, and additional treatments. Although exact figures vary between sources, the              
estimated annual cost in the United States alone is $30.1 billion, where each incident can cost around $3,000                  
depending on severity1,2. Spontaneous reporting systems are valuable resources for postmarket pharmacovigilance,            
presenting collected reports of ADEs and medication errors that are voluntarily submitted by clinicians, healthcare               
facilities, and patients. The US Food and Drug Administration (FDA) adverse event reporting system (FAERS) is                
one such database. As with all spontaneous reporting systems, limitations exist for FAERS; a report for a drug and                   
adverse effect does not necessarily demonstrate a causal relationship between them, and not all adverse events for a                  
particular drug may be reported3. A recently curated and standardized version of FAERS has been made publicly                 
available, called the Adverse Event Open Learning through Universal Standardization (AEOLUS). AEOLUS            
provides standardized data and correlative statistics about drugs administered for an indication and the adverse               
outcomes based on data originating in FAERS4. 

While an estimated 50% of ADEs are preventable and result from a medication error, many are due to genetic                   
variations that lead to a heightened reaction to a drug. Pharmacogenetics focuses on the study of pharmacology in                  
the context of genomics, aiming to develop therapies that maximize efficacy and minimize adverse drug events. The                 
Pharmacogenomics Knowledge Base (PharmGKB)5 is a resource developed by the Pharmacogenomics Research            
Network that facilitates exploring the effect of genetic variation on drug response. The data contained within                
PharmGKB is the product of utilizing natural language processing techniques on pharmacogenomic articles from              
PubMed and verification through manual curation. The vocabulary for reference single nucleotide polymorphism             
cluster IDs (RSIDs) and drugs are primarily standardized through dbSNP6 and DrugBank7. An annotation for a given                 
variant is included if a peer-reviewed article contains an association between a gene, drug, and disease. This study                  
focuses on variants associated with an increased risk of an adverse event in response to a drug. 

The role of pharmacogenomic tests in clinical practice has been expanding, with recent advances in technology that                 
make genome-wide studies both economically and practically feasible. Several publications have demonstrated the             
potential clinical utility of pharmacogenetic tools, which reduced re-hospitalizations and lowered health care costs              
by 84% compared to controls8,9. Clinical applications of personalized medicine are partially limited by the current                
shortcomings of genome-wide association studies that include difficulty obtaining large sample sizes, particularly             
for minority populations10. Short of genomic testing being available and affordable to inform every clinical               
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encounter, direct-to-consumer (DTC) genetic testing is an emerging technology that has the potential to fill the gap                 
of available genomic data. For instance, 23andMe is a leading producer of DTC tests and provides consumers with                  
their genetic information without the need for a healthcare professional. This information includes inherited variants               
associated with risk factors for conditions and hypersensitivity to drugs. A recent study concluded that 23andMe’s                
tests generally mirror clinically relevant pharmacogenetics tests; however, limitations included inconsistencies in            
having non-specific tests and lacking relevant ones, as well as the difficulty of addressing differences in variant                 
frequencies between ethnicities11. For that reason, 23andMe notes that its product is not intended to be a diagnostic                  
tool, but the wealth of information that this accessible technology can provide may have promising utility for                 
research purposes. 23andMe variant profiles for 768 individuals are publicly available at the Harvard Personal               
Genome Project (PGP)12. PGP is a collection of public genomes from volunteers that consent to making their                 
non-anonymous variant data public for research. 

This feasibility study focused on two objectives. The first was to examine the clinical relevance of DTC reports                  
through a thorough exploration of the population data. While not diagnostic, 23andMe data might serve as an                 
additional source of patient-supplied information for supporting clinical decisions and prompt additional,            
clinical-grade genetic tests when necessary. The secondary focus of this study was to discover pharmacogenetic               
associations to guide future research directions or to act as a separate resource by creating a networks of drugs and                    
adverse events. The approach is outlined in Figure 1. Briefly, 23andMe variant profiles were examined from a                 
population perspective to determine the prevalence of PharmGKB-associated annotated variants and consequently to             
find associated drugs. Then, RSIDs were directly mapped to ADEs by combining the resources provided by                
PharmGKB and AEOLUS, which may be a source for possible variant-outcome associations despite lacking explicit               
genetic information. 

 

Methods 

PharmGKB: Variant-drug Associations 

Only variant-drug associations previously identified to increase the risk for ADEs were included in this study. The                 
Variant and Clinical Associations file from PharmGKB includes this information and refers to the type of                
association as phenotype category. The categories were either one or combinations of the following: toxicity,               
efficacy, dosage, metabolism/PK, and other. Each variant-drug pair additionally contained a summary of the              
publication’s findings. Annotations involving RSIDs were filtered for significance, and the annotations were divided              
into those that indicated increases and decreases in the incidence of a particular event. First, only the toxicity                  
associations were examined. Language patterns of the summaries were analyzed and a series of regular expressions                
were devised to obtain a vocabulary for relevant outcomes; for example, outcomes usually were found between the                 
phrases “risk/severity/likelihood of” and a conditional word like “when.” Outcomes like “dose reduction” or              
“non-response” were examples of those mislabeled as toxicity. This vocabulary was then applied to classify toxicity                
annotations within other categories. 

Next, the effect of genetic variation on a drug was summarized. In particular, annotations were examined to 
determine whether variants on different chromosomes could influence sensitivity for a drug. For this study, a group 
of 42 drugs that treat mental health or psychiatric disorders was selected and obtained from Drugs.com13. The 
Variant and Clinical Associations file was joined with PharmGKB’s RSID file, which includes variant information 
from dbSNP such as location. Weight gain and neutropenia were selected as outcomes affected by variants on 
multiple chromosomes that occurred frequently for mental health drugs and for a wider range of drugs, respectively. 
The genes of annotations for these adverse events were compared to explore genetic variation and drug sensitivity.  

Exploration of PGP Patient Profiles 

PGP reports were downloadable as text files, containing data in columns corresponding to the RSID, chromosome,                
position number, and affected alleles. Less common file types like vcf and bam were converted to csv or txt when                    
appropriate. In cases where participants uploaded multiple files, the most recent text file was used. In some cases,                  
the more recent profiles had included fewer variants than a previous one, so in these situations the original upload                   
was used. Six participants uploaded reports from Gene for Good, and five reports were generated from                
AncestryDNA, which were selected only if standard 23andMe profiles were not available. To better describe the                
population of reports from PGP, the contents were compared. The similarity between reports was determined by                
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evaluating the total number of contained variants and their identities. Matching reports refer to two reports where the                  
variants in the smaller report is entirely contained in the larger one. Reports that match may belong to a subset                    
within the population. Lastly, the reports were used to explore the co-occurrence of RSIDs on different                
chromosomes. The presence of variants associated with an increased risk of weight gain and neutropenia were                
checked within a selected portion of the total reports.  

Using PGP to Find Associated Variants and Drugs Within a Population 

Variants commonly present in individuals within a population were found in this study by matching the 23andMe                 
patient profiles to the annotated PharmGKB RSIDs. The result was displayed in a binary table with columns                 
representing the RSIDs and rows representing participant files. From this, the occurrences of RSIDs with a                
particular variant were counted; this was achieved by finding the subset of reports containing a particular variant and                  
counting the number of these reports that contained each of the other RSIDs. Thus each variant was represented by a                    
subset of all 23andMe profiles, and RSIDs were considered related in that subset if they were shared by 90% of the                     
subset, an arbitrary significance level. Overall association between variants was determined by examining all              
subgroups. 

Briefly, for each annotated RSID, the related variants were found. Within these related variants, those that had                 
annotations for the drug of interest were obtained, and lastly with these variants, the occurrence of all drugs were                   
counted. The fraction of RSIDs associated with a given drug was calculated; a value of 1 indicated that the drug was                     
associated with all RSIDs and should be closely related to the drug of interest. Since the type of association between                    
drugs obtained using this methodology is unknown, multiple means of validation were necessary. DrugBank              
includes a list of interacting drugs, which was compared to the drugs indicated by genetic association. AEOLUS                 
provides similar information on interactions in the form of case reports. Within a case, a drug may be considered a                    
primary suspect, secondary suspect, concomitant, or interacting drug. For cases where the drug of interest was the                 
primary suspect, all interacting drugs were obtained. Interacting drugs were also considered to be primary drugs in                 
cases where the drug of interest was labeled as an interacting drug. A similar process may be applied to secondary                    
suspect and concomitant drugs, or those that are typically administered in conjunction. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1. Schematic summary of the proposed methodology. Pharmacogenomic information (PharmGKB) was            
combined with population genetic data (23andMe) to find associations between drugs. Reports of ADEs or               
outcomes (AEOLUS) were combined with 23andMe data to find associated outcomes with potential genetic              
associations. 
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Mapping Variants to Adverse Events 

Adverse event information from PharmGKB and AEOLUS was used to map variants to adverse events. AEOLUS                
contains reports of ADEs without indications of genetic association. For a particular drug, outcomes from all cases                 
in which it was the primary suspect and only administered drug were examined. Edges were drawn between                 
outcomes within a case and represented as pairs of associated ADEs, and the total occurrence of these pairs across                   
all cases reflected the degree of correlation. These relationships may have contained outcomes included in               
PharmGKB associations, which facilitated a partial mapping of RSIDs directly to ADEs. These annotated ADEs               
were manually curated for the drug of interest from the annotations file and standardized to the vocabularies used in                   
the AEOLUS database.  

Gephi Visualization  

Gephi is a visualization software for networks14. The application has several force-directed layout algorithms to               
distribute nodes and edges, and the layouts used in each graph were chosen to most clearly display clusters and                   
associations. The Fruchterman-Reingold layout models nodes and edges with attractive and repulsive forces and              
distributes them such that the overall energy of the system is minimized. In the force atlas layout, nodes and edges                    
similarly repulse and attract, but the layout favors bringing poorly connected nodes closer to very connected nodes.                 
Lastly, the Yifan Hu layout combines standard methods but treats clusters as a single node when determining                 
repulsive forces. Gephi offers several statistical measures to assist in quantifying node associations. The modularity               
of a network measures the connectedness of a graph and its calculation involves comparing the density of edges                  
within a community versus links between communities. Communities are indicative of some form of association15. 

Relationships between drugs were visualized using Gephi with edge weights represented by the ratio of associated                
RSIDs. The classes of drugs were defined using PubChem16 and the standard anatomical therapeutic chemical               
(ATC) classification system obtained from the Kyoto Encyclopedia of Genes and Genomes (KEGG)17. The nodes               
were colored by drug class or by modularity to best display associations; the node sizes were proportional to its                   
degree, or number of incoming and outgoing edges. Associations between ADEs were visualized using a similar                
approach, where nodes and edge weights represented outcomes and the correlations between them. The ADEs found                
in PharmGKB annotations were labeled on the visualization, and the results were filtered by edge weight. The                 
filtered network utilized the Yifan Hu layout in combination with the force-directed algorithms. Similarly, the nodes                
were colored by modularity and sized proportional to its weighted degree. 

 

Results 

Variant-Drug Annotations 

Using the PharmGKB annotations file, 2675 variant-drug pairs were obtained along with the outcome, capturing 994                
unique RSIDs and 170 unique drugs. Table 1 below summarizes shared variant-drug associations for 26 of the 42                  
mental health drugs, grouped by classifications curated from PubChem.  

DTC Genomic Reports 

699 DTC reports were downloaded from 23andMe or other sources and used for the analysis. Complete genome                 
tests were desired, so uploaded Y-chromosome or mitochondrial DNA tests were removed. The number of RSIDs in                 
each report ranged from 546,058 to 1,003,774. 836 out of the 994 (84.1%) annotated RSIDs were found within the                   
reports. Out of the 283 unique annotated drugs, 274 (93.5%) were contained. The median number of RSIDs in the                   
total reports was 710. When disregarding the genotype for each variant, thirty-four unique sets of variants were                 
present among the total reports. The largest two sets were composed of 710 and 581 variants and encompassed 281                   
and 127 participant reports, respectively. To explore the co-occurrence of variants on different chromosomes, the               
presence of variants associated with increased weight gain was checked within the two sets. The contents were                 
identical except for one missing variant in the smaller set. Each of the ten drugs with an increased risk for weight                     
gain were affected by variants on multiple chromosomes, ranging between two and seventeen total RSIDs. Two                
RSIDs on different chromosomes, which affected three of the drugs, were not found in the reports.  

 
 

250



Table 1. Overlapping variants for atypical antipsychotics (except haloperidol, which is a typical antipsychotic),              
anticonvulsants (AC), selective serotonin reuptake inhibitors (SSRI), and tricyclic antidepressants (TCA). The            
presence of a variant-drug annotation is denoted by a dot. 

 

Associated Drugs 

Drugs that treat mental illnesses were chosen for this analysis. The network of drug associations is shown in Figure                   
2a, where the nodes represent drugs and are colored by modularity clusters. The labeled nodes are those identified                  
from Drugs.com, and the non-labeled are those that were only present in PharmGKB annotations. Therefore,               
non-labeled drugs connected by edges or in the same cluster are those with a possible association determined                 
through shared RSIDs. For example, the labeled nodes within the green community are exclusively selective               
serotonin reuptake inhibitor (SSRI) drugs (ecitalopram, citalopram, fluvoxamine, and sertraline) and phenothiazine            
antipsychotics (chlorpromazine, fluphenazine, thioridazine, and trifluoperazine). Non-labeled nodes include the drug           
class antipsychotics, which supports the validity of the clustering. Milnacipran, another unlabeled drug, is an               
antidepressant in the serotonin-norepinephrine reuptake inhibitor class, and although it was not included the original               
list of drugs, its enantiomer levomilnacipran was. Other nodes in the cluster were caffeine, fenofibrate, terbinafine,                
and ticlopidine. The latter three drugs were only connected to sertraline in the cluster.  

Paroxetine was chosen to perform a closer analysis on associated drugs for a specific use case. The resulting                  
network around paroxetine is shown in Figure 2b, and these associations are those that are based on only shared                   
variants from 23andMe. 34 drugs were found to be related, in addition to two drug classes, antipsychotics and                  
taxanes. One reason for association may be drug interactions, and DrugBank provides an extensive list of                
interactions obtained from drug labels and scientific literature. For paroxetine, DrugBank lists 779 interacting drugs,               
although a majority of them cite outcomes that were excluded from this study such as a decrease in serum                   
concentration of a drug. 30 out of the 34 23andMe predicted drug interactions were listed as interacting drugs in                   
DrugBank, and five of these had outcomes that matched the types of toxicities reported in the PharmGKB                 
annotations. The drugs associated to paroxetine were also compared to those found in reported cases from                
AEOLUS. 24 drugs were obtained, and every drug was listed among the interacting drugs on DrugBank, while 13 of                   
them had toxicity-related outcomes. There was no overlap between associated drugs found through AEOLUS and               
23andMe genetic reports. 
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Figure 2. Network of drug associations for those that treat psychiatric disorders: (a) (left) An overall network that                  
was distributed using a force-directed algorithm, and the nodes were colored by modularity to indicate clusters; (b)                 
(right) Closer figure of the network of drugs associated with paroxetine. The green cluster is primarily composed of                  
antipsychotics and SSRIs. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3. Adverse events associated with Paroxetine: (a) (left) Network of ADEs reported in cases where paroxetine                 
was the only drug administered. The distribution was the result of a force-directed algorithm, and the nodes were                  
colored by modularity and sized proportional to the weighted degree. (b) (right) Displays the network of ADEs                 
related to nausea, fatigue, and suicidal ideation.  
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Variant-ADE Associations 

Adverse events for paroxetine were examined within the AEOLUS database, and the resulting associations are               
graphed in Figure 3a. ADEs with a PharmGKB variant annotation were labeled; nausea, fatigue, and suicidal                
ideation were found to occur the most frequently and had the greatest weighted degrees. The network was filtered by                   
edge weight to limit the associations to those connected to one or more of the three outcomes (Figure 3b). While                    
many of these ADEs were linked to both nausea and fatigue, two communities are distinguishable. Notably,                
dizziness, vomiting, and headache were clustered with nausea; and tremors, vertigo, and confusional state were               
grouped with fatigue. From these results, there was no clear relationship between the variants. Nausea and vomiting                 
each had one variant RSID; patients with rs762551 had an increased risk of fatigue, and the variant is located on                    
chromosome 15, affecting CYP1A2. rs1176744 was associated with discontinuation syndrome and nausea, and it is               
located on chromosome 11, affecting HTR3B5. 

 

Discussion 

Exploration of PGP Patient Reports 

The exploration of population genetic data attempted to find patterns in the occurrence of variants and thereby                 
potential subsets within the population that may have certain genetic predispositions. First, “exclusive” genes were               
found using the largest five unique sets of variants. Here, exclusivity refers to a gene with three or more variants                    
belonging to only one report during pairwise comparison of the five sets. The first and third-largest groups                 
exclusively contained variants on the gene AGBL4. The fifth-largest group was the only one to lack variants on                  
RRM1. A related exercise to explore in the future is to group reports by conditions, for example, some ethnic groups                    
may have a greater susceptibility for a condition.  

The presence of unique sets of variants in the downloaded PGP reports may be partly due to the inclusion of DTC                     
data from multiple sources that have differing technologies. Another possibility is that the presence of unique groups                 
also represent subsets within the population. A majority of unique RSID sets belonged to a few participants. If the                   
larger groups of unique variants are indicative of populations, these smaller sets could be combined if the variant                  
compositions are similar. Potential groupings with the largest unique set was investigated, which encompassed 281               
participant reports. One unique set matched, which contained 696 variants and encompassed one participant report.               
One difficulty for exact groupings is an imperfect match (i.e. Set A matches with Sets B, C, D, and Set E matches                      
with Sets B, C, F). Another is the ambiguity of the commutative property (i.e. Set A matches Set B, but Set B does                       
not necessarily match Set A). It may be interesting to validate these results when given demographic information as                  
labels. Ultimately, the goal of this exercise would be to predict whether an individual may be more likely to have                    
certain variants and therefore increased drug sensitivity based on demographic information.  

Future analyses might advance this research further by accounting for the genotypes within participant reports, as                
the work presented here is based only on the variant identities. Drug sensitivities and conditions are                
genotype-specific; an individual having a particular RSID with an annotation may possess a genotype that has no                 
significant effect or even a decreased risk of the adverse event. The unique sets found in this study may require                    
additional exploration since the genotypes of the encompassed reports are likely different.  

Associated Drugs 

Population 23andMe data combined with PharmGKB annotations is a potentially useful resource in             
pharmacogenetics by indicating related RSIDs and, consequently, drugs. The network of drugs built in this work                
(Figure 2) was based only on pharmacogenetic and population data. Drug associations may be examined through                
shared pathways or structural similarities, but a genetic association may encompass those relationships or involve               
alternative ones. One example is drugs that have a combined therapeutic effect but are chemically different. For                 
example, cyclophosphamide is an alkylating antineoplastic agent with similar affected genes to cisplatin, a              
platinum-based agent without an alkylating group, and studies have shown encouraging results for combination              
treatments using the two drugs18. In a clinical setting, knowledge of drugs associated with genetic profiles may be                  
important when prescribing alternate lines of treatment for an indication. For example, carboplatin and cisplatin are                
platinum-based chemotherapy drugs that share structured indications on DrugBank; while analogues, the drugs have              
no shared genes, and therefore one treatment may be prescribed instead of the other to mitigate ADEs. 

 
 

253



The modularity of the network was dependent on edge weights between drugs. For two drugs to be strongly                  
correlated using this methodology, the associated variants for both must commonly co-occur in the patient               
population. While variants on different chromosomes have no association by definition of being unlinked, they may                
have a nonrandom tendency to be co-inherited, referred to as linkage disequilibrium. One reason for this is a shared                   
function between the variants, which are then associated during selection. Although the typical use for this quantity                 
is for locations on the same chromosome, the original calculation allowed for the consideration of different                
chromosome19. When looking at co-occurring variants affecting weight gain, the analysis demonstrated that variants              
on different chromosomes may have a nonrandom tendency to co-occur. When the steps were repeated for drugs                 
causing neutropenia, it was observed that some variants on different chromosomes co-occurred while others did not.                
For example, RSIDs on chromosomes 7 and 12 affected sensitivity to clozapine but did not co-occur in the two                   
largest sets, whereas RSIDs on chromosomes 7 and 13 did for valganciclovir. As previously mentioned, these                
analyses were performed only for variant identities, and additional examination of individual genotypes is needed. 

Successful grouping of drugs, which is assessed in detail below, would indicate that annotated RSIDs are captured in                  
23andMe data, supporting the potential clinical utility of DTC tests. Table 1 shows that drugs in the same                  
classification tend to share variant annotations and are expected to be grouped in the same modularity class.                 
Measures of precision and recall were calculated by comparing the success of clustering for drugs with expected                 
groupings. Values can be calculated for each drug classification, where each is assigned a modularity class as                 
determined by the Gephi algorithm. The average precision of this methodology was 0.731, and the recall was 0.742.                  
Classes that had fewer than three drugs, among other exceptions, were not included in the averaged values. The                  
green modularity class mentioned in the results lowered these values due to the coverage of two drug classifications                  
that otherwise were clustered with high precision. Two modularity groups (blue and pink) were not included in the                  
calculation and were less successful clusterings from a drug classification perspective; notably, the pink cluster               
contained five labeled drugs and spanned four categories.  

Quantifying precision and recall for this application is difficult because the nature of drug association is uncertain.                 
Here, they were calculated according to drug classification, which is an imperfect measure since drugs with different                 
classifications may share other similarities like drug interactions or chemical structure. For example, iloperidone, an               
atypical antipsychotic, was clustered with several tricyclic antidepressants due to drug interactions, which were              
included in the list of “moderate” interactions in the drug’s boxed warning20. Conversely, some drugs of different                 
classifications were grouped in the same modularity class like atenolol and verapamil. While the former is a beta                  
blocker and the latter is a calcium channel blocker, they share one annotated RSID and are both prescribed for                   
angina and high blood pressure. 

The levels of precision and recall obtained in this study support the proposed methodology for discovering potential                 
drug associations. Returning to the green cluster from above, fenofibrate, terbinafine, and ticlopidine were grouped               
drugs that lack clear similarities in structure or indication. It would be interesting to investigate if these unrelated                  
drugs would be removed from the modularity cluster with the introduction of more data or if there is an underlying                    
genetic association that might make an individual prone to ADEs from both drugs. Caffeine was also an associated                  
drug, and it has known effects on psychiatric symptoms and potential interactions with antipsychotic              
medications21,22. Although this association has been documented in preliminary scientific studies, this is an example               
of discoveries that may have interesting research or clinical implications.  

As mentioned earlier, drug interactions are one possible association depicted by the clustering. One attempt to verify                 
this association was through DrugBank. Paroxetine was chosen for this purpose because its associations were               
concentrated in two separate clusters. There was no overlap between possibly related drugs through variants and                
through AEOLUS case reports. The number of drug interactions on DrugBank is rather large, so the list should be                   
curated for significance or another means of verification may be necessary. If drug interactions found through                
genetic variants can be verified, associations that are unexpected may be have clinical and research potential.  

Variant-ADE associations in this study focused only on the outcomes for paroxetine, but in the future the network of                   
ADEs should be mapped across a larger set of drugs to obtain a more comprehensive network. Many of the                   
outcomes shown in Figure 2a had one or two connecting edges; the addition of more nodes and edges would                   
facilitate the formation of more distinct clusters. It is interesting that less distinct groups were already formed from                  
this limited demonstration; for example, headache, vomiting, and dizziness commonly occur alongside feelings of              
nausea. Expanding the network of associated outcomes to include a variety of drugs would further investigate the                 
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notion that ADEs have characteristic pathways that genetic variants may affect. There was no obvious genetic                
correlation between fatigue, nausea, and suicidal ideation when treated with paroxetine. The variants were located               
on different chromosomes and affected unrelated genes. An interesting observation is that the variant associated with                
paroxetine and fatigue affects CYP1A2, and the CYP1A2 enzyme metabolizes caffeine. A recent study              
demonstrated an increased serum concentration of paroxetine with the coadministration of caffeine19.  

Potential Clinical Utility of DTC-Derived Data  

One of the principal aims of this study was to assess the potential clinical utility for DTC genetic testing like                    
23andMe. These genetic tests have the potential to increase the accessibility of personal genetic data, which can be                  
used as an additional source of information that is more comprehensive and consistent than what is normally                 
provided in patient history forms. 84.1% of annotated variants and 93.5% of drugs were contained within all genetic                  
profiles, which suggests that a majority of variant-drug associations are included in the 23andMe screening. As                
mentioned previously, the variant-drug associations from PharmGKB were not fully captured in the annotations file               
due to the limited rule-based approach used in this feasibility study. The categories of some annotations were                 
inconsistent with the findings contained within the summaries. For instance, some associations of toxicity were               
related to dosage reductions, while an example association within the dosage category involved an increased risk of                 
neutropenia. In particular, an alternate method is necessary to capture these inconsistencies that involve outcomes               
outside of the curated vocabulary. Obtaining the remaining annotations would increase the number of clinically               
relevant associations found in 23andMe tests. 

While consumer genetic tests are not intended for diagnostic purposes, the information obtained from a population                
perspective may have clinical utility. Given the results of this study, 23andMe profiles could be used to alert patients                   
and medical practitioners of potential ADEs, prompting a more comprehensive genetic test in the clinic. At the                 
minimum, a screening process could include rapid comparison of a DTC profile like 23andMe to a knowledgebase                 
of RSIDs associated with drug toxicity (e.g., sourced from PharmGKB). The genetic profile for an individual that                 
indicates an increased chance for an adverse event to one drug might also suggest that ADEs are probable for                   
another, whether it is due to drug interactions or a separate affected pathway. The drug and ADE relationships                  
examined in this study demonstrate that valid associations may be obtained by examining genetic information at a                 
population level. That being said, more work is required to validate the findings and to expand the analyses beyond a                    
single drug and drug group. 

Limitations  

The incorporation of 23andMe profiles into the research and clinical space was one of the principal aims of this                   
study, and the major limitations of this study are correspondingly related to shortcomings of the DTC genetic                 
testing. One of the major shortcomings Lu et al. discussed was the significant genetic variations between different                 
populations. A smaller source for inconsistency is in the self-reporting system of PGP. Additionally, some files were                 
samples of the total report, which leaves the possibility that smaller reports may be sections of profiles rather than                   
being due to genetic ground truth. To support the inclusion of all reports in the analysis, the proportion of the RSIDs                     
contained in each file that were matched to annotated variants were calculated, and the proportions were found to be                   
reasonably similar.  
 

Conclusion 

This study demonstrated that associations between drugs can be obtained by examining genetic profiles at a                
population level. From a research perspective, these associations could guide future research directions or serve as                
an additional pharmacogenetic resource. Additionally, the survey of RSIDs associated with ADEs suggests that              
23andMe genetic tests may have clinical utility in flagging the potential need for full diagnostics.  
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Determining	the	Fundamental	Building	Blocks	of	the	Apoptosis	Pathway	
Across	Multiple	Cancers	

Zachary	B.	Abrams,	PhD;	Min	Wang,	PhD;	Hetian	Bai;	Kevin	R.	Coombes,	PhD	
Introduction:	Apoptosis	is	the	cellular	mechanism	for	programmed	cell	death.	It	is	
one	of	the	most	important	biological	pathways	in	the	study	of	cancer	development	
since	cancer	cells,	to	survive	and	propagate,	must	in	some	manner	escape	the	
apoptosis	pathway.	Understanding	the	multiple	ways	that	specific	tumors	avoid	
apoptosis	is	critical	to	improving	the	study	of	individual	cancers.	Guided	by	this	
research	goal,	the	Thresher	methodology1	was	utilized	to	break	down	the	apoptosis	
pathway	into	a	stack	of	one-dimensional	building	blocks.	Analyzing	19	different	
cancers	from	The	Cancer	Genome	Atlas	(TCGA)2,	we	determined	that	different	
cancers	were	associated	with	distinct	building	blocks	within	the	apoptosis	pathway.			
Methods:	First,	a	comprehensive	apoptosis	pathway	was	built.	Based	on	the	most	
current	knowledge	of	apoptosis	pathways,	for	example,	the	Reactome	project3	and	
KEGG4,	our	lab	identified	119	genes	involved	in	the	apoptosis	pathway	and	modeled	
their	connections	and	interactions.	Second,	the	RNA	expression	profiles	from	5,796	
samples	representing	19	different	cancers	within	TCGA	were	downloaded.	Third,	
the	matrix	of	119	genes	by	5,796	samples	was	run	through	the	Thresher	method.	
Thresher	is	a	novel	method	for	clustering	genes,	discerning	the	number	of	
statistically	significant	principal	components	within	a	sample.	This	resulted	in	the	
classification	of	the	apoptosis	pathway	into	12	one-dimensional	building	blocks.	The	
total	pathway	diagram,	color	coded	by	cluster,	is	shown	in	Figure	1.	

	
Figure	1:	Pathway	diagram	of	apoptosis,	color-coded	by	cluster.	
Results:	The	12	one-dimensional	building	block	clusters	ranged	in	size	from	two	
genes	to	thirty-two	genes	(Table	1).	This	is	interesting	since	there	is	a	wide	range	of	
sizes	across	the	12	clusters.	However	most	clusters	appear	to	be	small	(2-3	genes),	
medium	(8-14	genes)	or	large	(30+	genes).	This	is	revealing	since	it	indicates	that	
Thresher	is	not	prioritizing	particular	cluster	sizes	and	apoptosis	as	a	pathway	has	
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both	large	and	small	regulatory	subunits	as	measured	by	the	number	of	statistically	
significant	genes	within	a	regulatory	subunit.	
Cluster 

1 2 3 4 5 6 7 8 9 10 11 12 

No.	of	
Genes 2 32 2 3 2 10 12 9 8 11 14 14 

	Table	1.	Number	of	genes	in	each	apoptosis	building	block	cluster.	

Figure	2:	Bean	plot	showing	the	mean	score	for	cluster	10	by	disease.	
Utilizing	the	genes	within	each	of	the	12	clusters	an	expression	score	per	cancer	can	
be	calculated	for	each	cluster.	By	comparing	these	mean	expression	scores	across	
different	cancers	the	relationship	between	a	cancer	and	a	building	block	can	be	
determined.	Different	cancers	have	significantly	different	expression	profiles	
compared	to	other	cancers	for	the	same	building	clock	(Figure	2).	Similarly,	the	
same	cancer	across	multiple	building	blocks	also	revealed	significantly	different	
expression	profiles.	This	helps	us	understand	which	elements	of	the	apoptosis	
pathway	might	be	more	targeted	or	damaged	depending	on	the	type	of	cancer.	
Conclusion:	By	using	Thresher	to	analyze	different	cancers	within	the	apoptosis	
pathway,	different	numbers	of	significant	genes	associated	with	different	cancers	
were	identified.	This	indicates	that	the	apoptosis	pathway	is	circumvented	in	
distinctive	ways	by	different	cancers,	opening	new	cancer	research	avenues.	
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Introduction 

The existence of major sex differences in the immune system is undeniable. Women are more likely to develop 
autoimmunity, while men are more likely to die of infectious and parasitic disease.1,2 Immunologists postulate that 
factors related to societal gender and biological sex provide women with a “stronger” immune system that affords 
better protection against pathogens at the expense of a higher risk of autoimmunity. However the molecular 
mechanisms behind immune system sex differences are poorly understood.  

Given the importance of this topic, and the paucity of systems-level analysis, we examined immune system sex 
differences using white blood cell gene expression. We collected publicly available gene expression microarray 
datasets of blood from healthy human adults. To identify differentially expressed genes, we performed Integrated 
Multi-Cohort Analysis (IMA) across six datasets of 447 samples (258 female, 189 male) and defined an Immune 
Sex Expression Signature (ISEXS). We identified autosomal ISEXS genes that lost differential expression between 
males and females after 50 years of age, implying that transcriptional sex differences change over an individual’s 
lifetime.  

Methods 

We collected fourteen gene expression microarray datasets composed of 1058 samples of white blood cells from 
healthy human adults from NCBI Gene Expression Omnibus (GEO).3 We used six of these datasets composed of 
458 samples total from adults aged 18-40  years old (GSE19151, GSE53195, GSE17065, GSE47353, GSE60491, 
and GSE21862) as discovery cohorts, and seven datasets with 263 samples for validation  (GSE13485, GSE18323, 
GSE21311, GSE30453, GSE37069, GSE38484, GSE58137, and GSE65219). ISEXS expression across the life 
course was examined in three datasets with 442 individuals between the ages of 16 and 81 years old (GSE21311, 
GSE34848, and GSE58137).  

Integrated Multi-Cohort Analysis consists of three parts: 1) meta-analysis to calculate each gene’s Hedges’ g effect 
size across datasets, 2) definition of a signature of significant genes by thresholding on effect size and False 
Discovery Rate (FDR), and 3) validation of the signature in independent datasets.4 ISEXS was defined as the genes 
with effect sizes greater than 0.4 and FDR less than 5%. The ISEXS score was calculated as the geometric mean of 
genes higher expressed in females minus the geometric mean of genes higher expressed in males.  

Results 

 
Figure 1. Autosomal ISEXS performance and highlighted genes.  
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Using IMA, we identified an ISEXS of 144 genes, with 94 higher expressed in females and 50 higher expressed in 
males. To validate ISEXS, we summarized ISEXS expression in each sample with the ISEXS score. The sex 
chromosome genes ISEXS score had the greatest accuracy (AUCs 0.99-1.0, data not shown), compared to autosomal 
genes alone (AUCs 0.64-0.87, Fig. 1a). Key immune-associated genes were found in ISEXS. CD40LG is higher 
expressed in females (Fig. 1b), while MPO is higher expressed in males (Fig. 1c).  

To determine whether ISEXS expression changed with age, we examined the expression of the sex chromosome and 
autosomal ISEXS scores between the ages of 18-75 years old. We observed that the sex chromosome ISEXS 
expression remained constant, while the autosomal ISEXS score lost its sex difference in individuals 50 years of age 
and older (Fig. 2).  

 
Figure 2. Sex Chromosome and Autosomal ISEXS scores by age.  

Discussion 

If we are to better treat sex-biased diseases such as autoimmunity and infection, we need a molecular understanding 
of immune system sex differences. Here, we used Integrated Multi-Cohort Analysis (IMA) to identify the Immune 
Sex Expression Signature (ISEXS), a list of genes differentially expressed between 18- to 40-year-old men and 
women in the blood. This signature is not driven purely by sex chromosome genes, as autosomal genes alone can 
successfully separate males and females. In fact, we have identified exciting immune-associated genes on both sex 
and autosomal chromosomes. CD40LG, on the X chromosome, is higher expressed in females and is used by T cells 
to activate immune responses.6 MPO, on Chromosome 17, is higher expressed in males and plays a role in the 
generation of toxic neutrophil granules.6   

Further analysis of ISEXS indicates that after 40 years of age, the sex chromosome genes continue to separate males 
and females, but the autosomal genes fail to do so. This indicates that factors that change with age, such as 
hormones, may play a role in differential expression of autosomal genes across the life course. Intriguingly, the 
autosomal ISEXS score loses its discriminative ability between the ages of 40-50 years old, the time at which 
females begin undergoing the biological changes leading up to and during menopause.5 This may have implications 
in autoimmunity. Systemic Lupus Erythematosus (SLE) usually has onset in women of childbearing age, but is 
known to improve in severity after menopause.1, 5 As SLE onset and severity follows the expression of autosomal 
ISEXS genes; the role of these genes in the pathology of SLE must be further investigated.  
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Abstract 

Clinical phenotyping provides important insight into the manifestation and outcome of rare and complex diseases. 
Traditional phenotyping techniques often require multiple iterations of refinement with a domain expert, lack 
interoperability, and have limited reproducibility. In comparison, patient similarity-based techniques derive 
personalized patient risk models that are highly accurate, even when applied to sparse data or poorly characterized 
diseases/outcomes. We introduce a novel, semi-supervised data-driven method for applying clinical similarity to 
pediatric phenotyping.  

Introduction 

Clinical phenotyping is a technique designed to provide clinicians with important insight into the development, 
progression, and outcome of complex diseases for a population of patients. Many clinical phenotyping techniques 
have been developed1 including rule-based,2,3 text-mining or natural language processing based,4,5 and statistical 
learning-based (i.e., machine and deep learning).6,7 While there is a large body of research supporting their success, 
these techniques require multiple iterations of refinement with a domain expert, often lack generalizability and 
interoperability, and have limited reproducibility. Compared to traditional phenotyping approaches, patient similarity-
based techniques aim to derive personalized patient-level risk models. When compared to other methods, patient 
similarity-based approaches have shown to be more accurate,8 even when applied to sparse data or poorly 
characterized diseases/phenotypes.9 An example of expert-driven supervised patient-similarity-based methods is 
Longhurst and Shah’s “Green Button”.10 While this approach, and others like it, are scalable and accurate, they still 
suffer from poor handling of missing data, lack both internal and external validation, and maintain reliance on domain 
expertise.11 The current project aims to address the limitations of existing phenotyping and patient similarity-based 
methods by developing a novel, semi-supervised data-driven method to measure patient-level clinical similarity 

Methods 

The composite clinical similarity algorithm was specifically developed to leverage the Observational Medical 
Outcomes Partnership (OMOP) common data model (CDM)12 in order to take advantage of pre-normalized data 
standardized to a specific set of clinical terminologies. Our algorithm combines existing pairwise13 and groupwise14 
semantic similarity measures, in a novel way, to identify groups of clinically similar patients. First, pairwise similarity 
scores are calculated for each clinical attribute by incorporating hierarchical relations from standard clinical 
terminologies (e.g., LOINC and SNOMED CT). Pairwise similarity scores are also calculated for demographic 
attributes, accounting for binary (e.g., gender), categorical (e.g., race), and continuous (e.g., age) variables. Groupwise 
similarity measures are then used to compare sets of clinical and demographic attributes among patients. The final 
composite clinical similarity score, where scores range from 0.0 (completely dissimilar) to 1.0 (perfect similarity), 
between two patients is calculated as a weighted average of the individual demographic and clinical groupwise 
similarities. While individual attribute weights can be learned, or user-generated, no differential weighting was applied 
in this experiment.  

A proof-of-concept demonstration of the composite clinical similarity algorithm was performed using de-identified 
Children’s Hospital of Colorado (CHCO) data. CHCO data conforms to the structure defined by the PEDSnet data 
network, which is an adaptation of the OMOP CDM version 5.0.12,15 From the condition occurrence, drug exposure, 
measurement, observation, and procedures tables, we retrieved demographic and clinical data and constructed two 
distinct groups of 10 patients having the highest counts of cystic fibrosis (CF; SNOMED CT 190905008) and 
Huntington’s Chorea (HC; SNOMED CT 58756001) encounter-diagnoses. To ensure an unbiased assessment of the 
method, all SNOMED CT codes for CF and HC used to define the two groups were excluded. Agglomerative 
hierarchical clustering with complete linkage and Euclidean distance were used to generate clusters of similar patients 

261



in the expectation that the two groups of patients would separate into distinct clusters. This project was approved by 
the Colorado Multiple Institutional Review Board (15-0445). 

Results 

Patients were predominately white (90%) and female (60%) with a median age of 19. Hierarchical clustering resulted 
in four groups of clinically similar patients with scores ranging from 0.36 to 1.0. Clusters 1 (n=3) and 2 (n=2) only 
contained HC patients. On average, Cluster 1 HC patients were younger (17 vs. 26 years) had more frequent 
Parkinson’s disease (16.4%) and dystonia (12.6%) encounter-diagnoses than Cluster 2 patients. Cluster 3 (n=9) only 
contained CF patients. Headache (7.5%) and anxiety disorder (6.8%) were the most frequent encounter-diagnoses. 
Pressurized or nonpressurized inhalation treatment for acute airway obstruction (18.1%) and manipulation of chest 
wall to facilitate lung function (10.0%) were the most frequent encounter-procedures. The final cluster (n=6) contained 
5 HC patients and 1 CF patient. These patients were most frequently diagnosed with post inflammatory pulmonary 
fibrosis (6.5%) and hypoxemia (5.4%). Their most frequent encounter-procedures were noninvasive ear/pulse 
oximetry for oxygen saturation (8.7%) and pressurized or nonpressurized inhalation treatment for acute airway 
obstruction (7.5%). 
Discussion 

We are currently developing a novel semi-supervised data-driven method to measure patient-level clinical similarity 
and provided an initial proof-of-concept using a sample of pediatric patients. Preliminary results highlight the ability 
of our approach to successfully identify clinically distinguishable groups and sub-groups of similar patients, in the 
absence of the patient’s primary encounter-diagnoses. Future work is underway to address current limitations 
including: conducting a more robust and comprehensive evaluation, accounting for changes in clinical variables over 
time, and learning of variable weights. 
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Introduction 

The exponential growth in genetically informed patient care introduces difficult data management and usage issues 
into the healthcare domain.  Clinicians are required to consume and use these genetic findings, but the pace of new 
discovery in genomics and pharmacogenomics challenges the ability of healthcare to synthesize this information1.  
As a result, therapies designed for specific, targeted conditions may be used suboptimally.  We present a novel 
method to code and mine the molecular data from the electronic health record and the patient care data from the 
clinical data warehouse to analyze the use of targeted cancer therapies at the University of Nebraska Medical Center 
(UNMC), a single i2b2 dataset within the PCORnet Greater Plains Consortium.  

Methods 

We first developed coding standards for structured reporting of synoptic cancer data in SNOMED CT and LOINC in 
collaboration with SNOMED International2.  This included new coding for molecular pathology observations like 
somatic mutation data using SNOMED CT format and Human Genome Variant Society (HGVS) standards as 
described by Campbell, et al3 to extend beyond the clinical findings hierarchy commonly associated with SNOMED 
CT.  Using this terminology model, Next Generation Sequence (NGS) data collected between February 2015 and 
August 2017 on 444 patients was transmitted from the molecular pathology information system to the UNMC 
cancer registry by standard HL7 (ver 2.x) lab result messaging and stored in our i2b2 data warehouse.  SNOMED 
CT encoding of sequence data occurred as part of the molecular pathology system annotation and variant detection 
processes.  Natural language processing was not necessary.  Encoded data transmitted consisted of all NGS studies 
performed at UNMC and corresponding called variants during this study period.  We reviewed Physician Data 
Query (PDQ®) treatment guidelines and additional coded synoptic results for cancer stage in order to identify cases 
that were appropriate for treatment with signal transduction inhibitors and other therapies contingent upon the 
somatic genome.  All medication order and administration events are encoded in the UNMC EHR using RxNorm 
and National Drug Codes (NDC) coding systems and used as medication metadata in the UNMC instance of i2b2.  
Using encoded metadata, we extracted historical treatment data from i2b2 in RxNorm, and NDC formats and 
analyzed compliance with these rapidly evolving treatment options for cancer patients. 

Results        Table 1 – Tumors by type evaluated  

NGS studies (total of 461) pertaining to 444 patients were 
collected over a period of 18 months.  Over 10,700 individual 
genetic locus results were coded in SNOMED CT.  Genetic 
sequence results represent NGS observations that passed all 
quality parameters and that were contained in the final 
molecular pathology report.  SNOMED CT codes were 
incorporated into the molecular pathology system reporting 
process which enabled seamless, electronic data transfer from 
the molecular pathology reporting system to downstream 
systems. Specific tumor types evaluated in this study (Table 1) 
and the number of targeted therapies identified for cases with 
melanoma, lung or colon cancer (Table 2) demonstrate the 
ability to marry molecular genetic results and treatment 
information systematically using this novel but accessible 
bioinformatic process.   

Tumor type # of  
Tumors 

Lung Cancer 172 
Colorectal Cancer  119 
Melanoma 28 
Gastrointestinal Stromal Tumor 10 
Myelodysplastic 
Syndrome/Myeloproliferative 
Neoplasm (MDS/MPN) 

10 

Breast Cancer  8 
Leukemia/Lymphoma 8 
Other 107 
Total 462 
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Discussion 

As described by Masys, et al4, advancements in molecular and genomic-based medicine present the informatics 
community with the daunting task of collecting, managing and presenting genomic data in a format conducive for 
clinical use, as well as, basic research.  This study presents how the use of ONC standards that represent clinical data 
(SNOMED CT) and medication data (RxNorm, NDC and ATC) in combination with international genomic 
standards can be readily deployed into the information management process to investigate important patient care and 
health care delivery questions. While the use case in this study centered upon appropriateness of medication delivery 
based on somatic profiles of malignant tumors in a single institution, the methods provide a model process to 
represent, store and analyze complex molecular data in the electronic health record and clinical data warehouse 
information systems commonly used in the current health care domain.  The process demonstrated in this small 
study will be extended to support a similar research project across a number of GPC sites as part of the PCORI rapid 
cycle research program.  However, these techniques can readily be adapted to investigate genomic-based research 
questions beyond the realm of somatic mutations in cancer.  Research areas that may benefit from the techniques 
employed in this study will be discussed. 

The genetic data collected and used within this study is 
specific to a limited number of tumor suppressor and 
oncogenes, which is insufficient to identify individual 
patients uniquely.  Therefore, patient privacy issues 
associated with genetic sequence data are not applicable to 
this particular study.  The genetic data used was generated 
and collected in the context of routine patient care and 
present in the EHR.  The UNMC IRB approved this study 
with a waiver of consent. 
 
HL7 version 2.x lab result message standards provided the 
syntax for molecular results reporting. The methods 
described support HL7 FHIR messaging.  However, 
version 2.x messaging was used in lieu of FHIR 
messaging due to the prevalence of version 2 in existing 
EHR systems.   
 
 
 
 
 
 
 

Table 2 – Therapies Evaluated and frequency of use  
by patient for same time period of NGS results.   
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Therapy Type DRUG 

Frequency 
of Use by 
Patient 

EGFR 
monoclonal 
antibody 

Panitumumab 
Cetuximab 
Zalutumumab 

<3 
15 
N/A 

BRAF 
inhibitors 

Vemurafenib 
Sorafenib 
Dabrafenib 

4 
49 
11 

Immune 
modulators 

Ipilumimab 
Pembrolizumab 
Nivolumab 

N/A 
N/A 
N/A 

EGFR tyrosine 
kinase inhibitor 

Erlotinib  
Gefitinib 
Osimertinib 
Lapatinib  
Afatinib 

29 
<3 
<3 
8 
9 

ALK/ROS1 
inhibitors 

Crizotinib 
Alectinib 
Entrectinib 

13 
<3 
N/A 

MEK inhibitors 
Trametinib 
Cobimetinib 

12 
<3 
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Introduction 

Informatics for Integrating Biology & the Bedside (I2B2) is a suite of software tools and accompanying 

methodologies to enable clinical data analytics that is currently being used at over 200 institutions. One of the 

primary use cases of i2b2 is to discover patient cohorts for clinical research, by specifying inclusion and exclusion 

criteria. Although these set of software tools are freely available on the i2b2 website, along with extensive 

documentation and tutorials we have found, through our experience of installing this software at more than 10 

separate institutions over 2 years, that it is challenging for new institutions to install this software due to three 

main reasons: (1) The i2b2 installation is made up of many separate components known as cells, and it can be 

cumbersome to configure them properly to talk to each other; (2) installing the cells requires knowledge of how to 

deploy Java-based projects and the tooling systems associated with them; (3) there are sometimes issues and bugs 

due to the manual configurations in the installation process that are hard to detect and fix. Most users who want 

to try deploying i2b2 don’t have advanced programming knowledge to handle the above steps, and hence require 

the help of experienced programmers. In this poster, we evaluate the new containerized delivery method and 

report our findings as the internal-alpha testers of the system. 

Methods 

Figure 1 shows the set of 5 bash commands we execute to install the i2b2-docker containers from docker hub. We 

evaluated this containerized setup on 2 different deployment environments: local Virtual Machines (VMs) and 

Amazon AWS EC2 servers of various speed and memory configurations. We also tested our deployment by 

uploading sample data as well as real data sets of different sizes, small and large, to measure performance 

characteristics of the system. 

 

 

Figure 1. Architecture of i2b2 docker installation 

Results and Discussion 

First, we deployed the containerized system on local VMs and loaded it with sample data consisting of 140 patients 

and 100,000 observations. We then executed automated test queries against this system. The same tests were 
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then run against a larger dataset of 500,000 patients with over 6,000,000 observations. The table below indicates 

the results of our tests on various platforms. The figure below shows a sample output of the test query runs. 

We found that the response time of the containerized system was similar to non-containerized version. We 

repeated the same tests by deploying the system on Amazon EC2 servers, and found similar results indicating that 

the containerized system was stable to use across multiple platform.  

Test Server Instance Server Type Memory  Storage Cost 

On-premise VM Ubuntu 14 on Oracle VirtualBox 10 GB 30 GB Free 

Amazon Web Services EC2 t2.micro using Amazon Linux 1 GB 10 GB $10 per month 

Table 1: Server configurations used for testing 

Test Data Set Patient Count Visit Count  Observation Count 

I2b2 sample data 134 ~1,000 ~100,000 

UCLA i2b2 data subset 500,134 6,320,190 37,901,585 

Table 2: Data sets used for testing 

 

Figure 1: Output of the query testing tools used to measure performance 

Conclusions and Future Work 

Our tests indicated that the containerized deployment of i2b2 using Docker is a stable method to deploy the i2b2 

system. We found that the system addressed the three main issues to i2b2 installation: (1) the separate 

components of the i2b2 system are provided as containers and the configurations for them to talk to each other 

are pre-built so that the users don’t have to configure them; (2) Minimal programming knowledge was required to 

setup the i2b2 system, as we just had to run docker commands and upload data files to the database to be able to 

use this system; (3) Since the configurations are designed and tested by an expert team, no additional manual 

configurations were necessary to use the system. Our testing scripts that capture the results and time performance 

of the queries indicated that the system behaved as expected. We predict that this easy-to-use method of i2b2 

deployment will enable more institutions to leverage the capacities of i2b2 to start clinical data analytics on their 

patient data sets. 

During the implementation and testing process, questions were about allowing users to maintain their current 

Relational Database Management Systems and integrate them with a docker generated i2b2 install. Future work 

shall address this inquiry by testing this scenario on a combination of environments (Postgres, Oracle, MSSql). 
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Abstract 

There is abundant data in the world relevant to any given biological problem, but discovering connections across 
sources is often laborious and manual. The NCATS Biomedical Data Translator initiative aims to create an openly-
available large-scale integration of biomedical and clinical data sources. The Translator integrates multiple types of 
existing data across the translational spectrum, including objective signs and symptoms of disease, drug effects and 
intervening types of biological data relevant to understanding pathophysiology to develop new mechanistic 
nosologies. Here we present our efforts to drive the Translator’s functionality and evaluation using Fanconi anemia, 
specifically analysis of fundamental biology of Fanconi anemia and generally how rare diseases provide mechanistic 
understanding of common disease.  

Introduction 

Semantics matter to data integration. Figure 1 highlights the landscape of existing data resources, each contain a 
portion of data with specific, relevant meaning: (A) Aggregation alone often results in loss of meaning (B); Semantic 
and probabilistic integration approaches provision for more advanced query answering capabilities (C).   

Fanconi Anemia(FA) is a rare disease (incidence of  about 1 in 130,000) that presents with skeletal dysmorphologies, 
results in bone marrow 
failure, AML, and a 
variety of head and 
neck cancers that are 
usually found in much 
older individuals. To 
date, 22 genes have 
been identified as 
Fanconi anemia1,2; 
treatment includes bone 
marrow transplant and 
patients are only 
recently living to 
adulthood due to 
transplant advances. 
The cells of FA patients 
are exquisitely sensitive 

to DNA interstrand crosslinking agents, those that block DNA replication.  Recent evidence has implicated defective 
aldehyde processing in FA, although the exact lesion is unknown.3 Currently, research aims to better understand 
molecular mechanisms and effective new drug targets.  

Current Translator implementation and demonstration queries 

The Translator currently integrates over a hundred different data sources. Some of these sources are integrated with 
an early binding approach, in that they are deeply integrated using the Monarch Initiative Dipper 4 tools, the BioThings5 
API, or Wikidata6; or late binding, in that they may query open APIs for content related to a given identifier. For 
Fanconi anemia, we have combined many different types of queries across multiple data sources to identify candidate 
genes and variants that may be either positively or negatively interacting with the known Fanconi anemia genes and 
could therefore ultimately lead to new candidate drug targets. We are currently examining cancer patient cohorts for 
variations in these genes that may correlate with clinically detrimental or less severe phenotypic outcomes.  

Figure 1. Putting together the pieces of the data landscape for improved inference. 
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Figure 2 highlights a 
few of the query 
examples that have 
been executed across 
multiple sources. For 
example, “identify all 
genes that have the 
same transcription 
factor binding sites in 
their upstream regions 
in the same order”; 
“identify all protein 
interaction partners”; 
and “which genes are 
changed in their 
expression pattern in 
the same way as when 
one of the Fanconi 
anemia genes are 
knocked down”?  

Conclusion 

The NCATS Data 
Translator is a 
feasibility project 
aimed at creating 
harmonized data 

resources for mechanistic discovery. The Fanconi anemia demonstrator has been very fruitful at defining needed 
functionality, and is already producing key candidate genes that have been yet undiscovered in relationship to Fanconi 
anemia. Rare diseases have been deeply informative about more common disease mechanisms, and many have 
uncovered knowledge that fueled innovative drug development.  
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Figure 2. Combining results of the Translator queries to identify candidate Fanconi anemia gene 
variants associated with more common cancers, or with modifying effects on clinical outcomes. 
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Abstract 

Rare disease patients are expert in their medical history and these patients not only are some of the most engaged, 
but also they can themselves provision data for use in clinical evaluation. We therefore created a lay-person version 
of our clinical deep phenotyping instrument, the Human Phenotype Ontology. Here, we evaluate the diagnostic utility 
of this lay-HPO, and debut a new software tool for patient-led deep phenotyping. 

Introduction 

The Human Phenotype Ontology (HPO)1 has become the de facto standard representation of clinical “deep phenotype” 
data for computational comparison of abnormalities and for use in genetic disease diagnostics. The HPO enables non-
exact matching of sets of phenotypic features (phenotype profile) against known diseases, other patients, and model 
organisms, and algorithms for inclusion of phenotype profiles. The algorithms based on HPO have been implemented 
into many variant prioritization tools and are used by the 100,000 Genomes project, the NIH Undiagnosed Diseases 
Program/Network2, and thousands of other clinics, labs, tools, and databases. Patients themselves are an eager and 
untapped source of accurate information about symptoms and phenotypes - some of which may go unnoticed by the 
clinician. However, medical terminology is often perplexing to patients, making it difficult to use resources like the 
HPO.  

GenomeConnect was conceived by ClinGen (Clinical Genome Resource, http://clinicalgenome.org/), a NIH-funded 
resource of clinical and laboratory geneticists and genetic counselors at over 24 institutions, as a registry to empower 
patients to help researchers and clinicians understand the genetic contributions to health and disease. GenomeConnect 
developed a self-phenotyping survey for patients to enter their information, and the survey response options map to 
HPO terms that all for uniform coding of phenotypic information from respondents’ self-reports. In this way, the 
survey generates HPO terms, facilitating the diagnostic evaluation as well as research. 

Creating a lay-friendly version of the HPO 

Since we believe that patient self-phenotyping is a critical complement to deep phenotyping performed by clinicians, 
we have created a ‘layperson’ translation of the HPO. We systematically reviewed all 12,000+ terms in the HPO and 
added layperson synonyms with approximately 60% being translatable into layperson terminology (Figure 1). This 
version of HPO contains much more granular terms than the mappings available via a survey tool such as 
GenomeConnect. This patient friendly version of the HPO uses the same infrastructure as the primary HPO, so patient-
generated phenotyping data can readily be combined with clinical phenotyping data to improve variant prioritization.  

Evaluating the lay-HPO and the Genome Connect survey for diagnostic utility 

We qualitatively evaluated the quality of the lay-HPO to ensure lay profiles could be effectively used by variant 
prioritization tools such as Exomiser2. Analyses suggest that the lay-HPO has the features required to be useful in a 
diagnostic setting, in that lay terms are: a) sufficiently specific and, b) well-represented in our disease-to-phenotype 
database1 that is utilized by the aforementioned tools for differential diagnostics. We next compared the efficacy of 
the lay-HPO with the HPO mappings from the GenomeConnect to recall the correct diagnosis. We simulated profiles 
for every known disease in our corpus, approximately 7500, for both clinical instruments. We then asked whether 
each derived profile could recall the parent disease as a top match using Monarch’s semantic similarity algorithm.  
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Figure 1. Translation of the HPO into layperson terminology. Lay terms are shown in green, clinical terms in blue. 
A) proportion for each anatomical system that has been translated; B) Example phenotype profile captured by both 
the patient and the clinician; C) A portion of the HPO hierarchy showing different lay-translations.   

Conclusion 

A new patient-centered tool, Phenotypr (http://phenotypr.com/) that utilizes the lay-HPO is being developed to help 
patients to assist clinicians in creating robust computational phenotype profiles to improve molecular diagnostic rates 
and be active participants in their diagnostic odysseys. This tool will be used to evaluate and compare the lay-HPO 
with the GenomeConnect survey instrument in cohorts within the Manton Center for Rare Disease. Tools such as 
Phenotypr can also assist in creation of patient generated phenotypic profiles for sharing in patient registries, forums, 
and on the Web for cohort definitions and community formation. 
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Abstract 

We developed a data integration strategy that integrates multiple heterogeneous omics datasets to prognosticate survival in 
renal cell carcinoma and that exceeds the performance of a ubiquitously used standard strategy. In contrast to simple 
concatenation of feature vectors, our integration strategy produced a prognostication model with a higher prediction 
performance and larger number of predictive features from each dataset that prognosticated survival.   

Introduction 

In spite of the growing abundance of multi-omics data in cancer research, ineffective methodologies often hinder 
knowledge extraction and limit innovative discoveries that can lead to new biological insights or improvements in clinical 
practice. In urgent need are novel methodologies of integrative analysis, capable of extracting knowledge from 
heterogeneous and high-dimensional multi-omics data in combination with clinical data. Specifically, current prediction 
models of patient outcomes in cancer rely on outmoded methods of data analysis that limit the amount of useful knowledge 
that can be derived. Thus, one bioinformatics challenge is to develop a methodology capable of performing a combined 
analysis of multiple molecular omics data to enable accurate predictions about patient clinical outcomes, as well as 
discovery of new biomarkers that are possible leads for new treatments. Although the most commonly used technique to 
integrate data is simple concatenation of feature vectors (standard strategy)1-7, it is not the most accurate and often yields 
results that are no better than results from single datasets alone8-11.  We sought to develop a data integration strategy that 
integrates heterogeneous omics and clinical datasets to prognosticate survival in malignant renal cell carcinoma, which 
accounts for approximately13,000 of cancer deaths annually. 

Methods 

We obtained survival, clinical, gene expression (GE), copy number variation (CNV), methylation (METH), and microRNA 
(miRNA) data from the TCGA on subjects with renal cell carcinoma, including chromophobe, renal clear cell, and renal 
papillary cell types. Except for clinical and miRNA, all data underwent feature reduction to the top 1000 features selected 
on the basis of median absolute deviation. All data were normalized using z-score standardization prior to analysis. Taking 
the subset with the intersection of these datasets, we fit a Cox regression model using penalized maximum likelihood. We 
trained our Cox proportional hazards prediction model on a training dataset, using cross-validation to minimize the 
regularization parameter lambda, then tested the model on a validation dataset. For comparison, we built prediction models 
on individual datasets (Baseline), a concatenated dataset using the standard strategy (Concatenation), and a dataset 
integrated using our developed method (Late Integration). In the dataset using Late Integration, we first identified the 
differential contributions of each dataset to survival prognostication by comparing prediction performances of individual 
datasets on the training dataset using 10-fold cross-validation. We assigned differential weights to each dataset based on 
their relative contributions to overall survival prognostication. In Late Integration, we modeled prediction on each data 
matrix separately, then combined predictions from each model by applying these differential weights. We compared 
prediction performances of the generated models using the model goodness-of-fit Wald test. 

Results 

We accessed from TCGA survival data on 940 subjects; clinical with 5 complete features on 941; GE with 16919 features 
on 885; CNV with 5465 features on 880, METH with 18455 features on 890, and miRNA with 376 features on 603. We 
included a total of 594 subjects, who possessed all datasets, for analysis.  

Results are summarized in Table 1. Of the prediction models built on individual Baseline datasets, those using single GE, 
METH, and clinical data were the highest performing. Integrated models, Concatenation and Late Integration, which 
integrated all five molecular datasets with clinical data, outperformed all prediction models built on individual datasets. Of 
the integrated models, however, Late Integration yielded a prediction model with a higher performance and larger effect 
size than Concatenation.  

Each of the prediction models yielded specific predictive biomarkers. Late Integration generated larger numbers of 
predictive biomarkers from each dataset compared with Concatenation.  
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Table 1. Summary of data integration results 

Integration type Hazard 
Ratio  

95% Confidence 
Interval 

Model goodness of fit 
Wald Test p-value 

Baseline GE 2.74 1.99-3.78 6.14 x 10-10 

Baseline CNV 3.28 1.77-6.09 1.59 x 10-4 

Baseline METH 

 

9.15 4.67-17.90 1.19 x 10-10 

Baseline miRNA 3.47 1.91-6.30 4.57 x 10-5 

Baseline Clinical 2.91 2.08-4.08 5.10 x 10-10 

Concatenated Molecular + Clinical 
Data 

4.26  2.91-6.24 1.08 x 10-13 

Late integrated Molecular + Clinical 
Data 

533.67  107.2-2657 1.74 x10-14 

Conclusion 

Whereas individual datasets – in particular, gene expression, methylation status, and clinical data - produced survival 
prognostication models with high performances in renal cell carcinoma, integrating the multiple heterogeneous datasets 
significantly improved prediction performances. Our finding suggests that integrating molecular data with clinical data 
yields prognostication models that are superior to those built on clinical data alone, which is our current standard. 
Furthermore, using the same set of data (five molecular plus clinical), integration using Late Integration generated a 
prediction model that outperformed one built using the standard strategy of concatenation, suggesting the effectiveness of 
our integration strategy, which aimed to overcome the limitations of the most commonly-used concatenation method. One 
possible explanation for the improved performance may include its ability to mitigate the exacerbation of the curse of 
dimensionality. In Concatenation, the dataset dimension invariably increases without changes in the method of analysis. In 
Late Integration, each dataset is first used separately for training, rather than together, then combined using differential 
weights to create a final model for making predictions on a previously unseen, validation dataset. As a possible 
consequence of being overwhelmed by the increased dimensionality of data, Concatenation, unlike Late Integration, has 
been observed to underutilize datasets, sometimes extracting no predictive biomarkers from a dataset. Altogether, the study 
findings underscore the importance of how data are integrated, beyond the nature of each dataset.  
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    Introduction 

     

   With recent advances in genome sequencing technologies, the cost for whole genome sequencing (WGS) has 

drastically dropped and the number of sequenced genomes has increased exponentially. While the WGS data size of 

a single cohort can be petabyte-scale, the neither the network bandwidth nor the storage cost have kept up to this 

magnitude of scale, which obstructs public WGS data sharing among researchers or institutions. In this context, here 

we introduce a set of cloud-based open access data sharing schemes with our Hartwell Autism Research and 

Technology Initiative (iHART) whole genome data. 

     

    Methods 

     

    iHART whole genome data: we sequenced around 4,500 individual samples from 1,000 multiplex families of the 

Autism Genetic Resource Exchange (AGRE) cohort. The platform for all data was the Illumina HiSeqX with target 

coverage of 30x. The Burrows-Wheeler Aligner (BWA) and Genome Analysis Toolkit (GATK) were used to align 

reads and to identify single-sample-level calls. Initial quality-control of the samples, sequencing, and sample-level 

calling steps were done in the New York Genome Center. Joint genotyping, variant annotation, and subsequent 

quality control steps were done with in-house scripts, following GATK best practices. The current data size 

including all Binary Alignment Map (BAM) and Variant Call Format (VCF) files are about 900 terabytes, and all 

data are stored in Amazon Simple Storage Service (S3) as a primary repository. 

     

    Traditional data sharing plans: We provide a direct access to our S3 buckets for authorized researchers. 

Frequently asked subsets like VCF files will be located on global content delivery network (CDN) to guarantee low 

latency access. In addition to the direct access, we plan to launch a Globus server, which will enable researchers to 

download large sized files efficiently and/or in a systematic manner. 

     

    Individual access grant: We authorize researchers individually, meaning that each user has the same privileges, 

but with different identities. This will enable us to track data distribution securely and to cope with unexpected data 

transfers. 
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    Platform as a service: We share an Amazon Machine Image (AMI) filled with major genomic analysis tools 

including GATK, BWA, and Htslib. We will also provide reference genomes, VCF, and BAM files in peripheral 

read-only storages so researchers can immediately start their analysis with these machines and data. In this way, 

there is no real need to download large scale original files into local premises other than backups, or researchers 

without local high-performance-computing powers or large enough storages can still do their analyses on cloud. 

     

    Genomic data in database: We provide variants and their annotation information in our VCF file in a column-wise 

database called Amazon Athena. Routine variant-statistics related questions (for example, “How many gene-

disrupting rare variants are in chromosome X of male probands?”) can be queried on console without launching an 

instance. 

     

    Graphical user interface: For visualized integration of genotype-phenotype information, we provide a graphical 

user interface (GUI) using Illumina Caselog. This GUI will help get the overview of the iHART data set and enable 

researchers to initiate targeted analysis on specific set of genes or rare variants. 

     

    Results and Discussion 

     

    The iHART represents a primary example of what is both possible and necessary to reach, through 

interdisciplinary collaboration, a truly open “Information Commons” for autism. The effort involves collaborators 

from Stanford, UCLA, the Simons Foundation Autism Research Initiative (SFARI), and New York Genome 

Center.  In our talk at TBI, we will describe the progress on the initiative, demonstrate the command-line and/or 

graphical user interfaces to iHART data, and announce its availability for use by our growing community of open 

access researchers, both in and outside the field of autism. 

     

     

     
 
 
 
 
 

274



Meta-Analysis of Vaginal Microbiome Data Provides New Insights into 
Preterm Birth 

Idit Kosti, PhD1,2, Svetlana Lyalina3, Katherine S. Pollard, PhD1,3,4, Atul J. Butte, 
MD-PhD1,2,* and Marina Sirota, PhD1,2,* 
1Institute for Computational Health Sciences, University of California, San Francisco, CA 94158, 
USA 
2 Department of Pediatrics, University of California, San Francisco, CA 94158, USA 
3 Integrative Program in Quantitative Biology, Gladstone Institutes, University of California, San    
  Francisco, San Francisco, CA 94143, USA 
4 Division of Biostatistics, University of California, San Francisco, San Francisco, CA 94143, USA 
* Corresponding authors 
 
Introduction 
Preterm birth (PTB) is defined as the birth of an infant before 37 weeks of gestational age. It is the leading 
cause of perinatal morbidity and mortality worldwide, with 15 million preterm births per year. There have 
been several attempts to explain some components of preterm birth through measurements of the human 
microbiome, which has been shown to play a crucial role in health and disease. Vaginal microbiome more 
specifically is known to change throughout pregnancy, and can even affect the fetus before delivery. 
Studies on pregnancy microbiome are often conducted on small cohorts due to the difficulty of patient 
recruitment and high cost of sampling and data generation. Meta-analysis is a systematic approach to 
combine and integrate cohorts to study a biological question, such as a disease condition resulting in better 
statistical power due to a higher number of samples when combined. While integrative techniques have 
been extensively applied to genomics and transcriptomics, meta-analysis across microbiome studies is 
much less common due to heterogeneity of the data and lack of analytical standards. 
Methods 
In this study, we present the first meta-analysis of vaginal microbiome in preterm birth. We integrated raw 
16S ribosomal RNA vaginal microbiome data ranging over three pregnancy trimesters from three publicly 
available studies (1–3). The combined data set had vaginal 16S sequences and metadata for 1058 samples 
from 206 pregnant women plus 447 samples from 386 healthy non-pregnant controls. We quantified the 
taxonomic composition of all vaginal microbiome samples with UPARSE (4), a consistent 16S pipeline 
that estimates the relative abundance of each species-level operational taxonomic unit (OTU) in each 
sample resulting in an OTU table. The OTU table was normalized by log transformation and the empirical 
Bayes algorithm ComBat (5). We then analyzed the OTU table after applying linear mixed effect 
regression for both diversity and abundance. 
Results 
By combining data across the three studies, we were able to gain new insights into the vaginal microbiome 
state in patients who delivered preterm. We found that women who later have a preterm delivery show a 
higher variance in the abundance of their vaginal microbiome, with the largest, most significant difference 
between term and preterm patients during the first trimester (Figure 1A and 1B). Our analysis revealed nine 
specific microbial genera as significantly more prevalent in preterm birth patients in the first trimester, 
including known associations (e.g., Prevotella and Gardnerella) and three that are newly reported here 
(Peptostreptococcus, Clostridium sensu stricto, Mobiluncus).  
Conclusions 
New hypotheses emerging from such an integrative analysis can lead to novel diagnostics to identify 
women who are at higher risk for PTB and potentially inform new therapeutic interventions as early as in 
the first trimester.  
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Figure 1: Longitudinal diversity analysis of modeled variance PTB and term samples. (A) Modeled 
variance by weeks of gestation. (B) Modeled variance by trimester of collection. The modeling takes into 
account the race, term/PTB, trimester of collection and the interaction between term/PTB and trimester of 
collection, while correcting for number of samples per patient  
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Abstract

Glycated hemoglobin (HbA1c) has currently been benchmark for diagnosing and assessing quality of management of
diabetes. However, this biomarker is far from perfect especially its relationship with macrovascular diabetic compli-
cations is quite weak. The goal of our study is to leverage information from national health and nutrition examination
survey database (NHANES) to uncover the possible associations between biomarkers and diabetes. Based on the
2009—2014 cohorts, various biomarkers were analyzed. After controlling for confounding factors, six of them were
significantly associated with type II diabetes. Among them, five were well-known associations, and one was vali-
dated by literature. The overall results suggest that NHANES is a feasible data source for the discovery of disease
biomarkers.

Introduction

Diabetes mellitus is a group of metabolic diseases in which the patients have abnormally high blood glucose levels.
Glycated hemoglobin (HbA1c) has currently been benchmark for diagnosing and assessing quality of management of
diabetes, however, its relationship with diabetic complications in long standing diabetes has been called into question1.
It becomes obvious that other biomarkers are needed to better predict diabetes complications and assess efficiency of
therapy. Recently, many researchers in biomedical fields have focused on investigating hidden connections between
diseases and biomarkers using electronic health records (EHRs).EHRs encompasses comprehensive patient informa-
tion, such as diagnoses, prescriptions, and laboratory test results, which are accumulated during the routine clinical
care occurred in medical institutions. However this kind of data is institutional data, where the subject selection hav-
ing sufficient laboratory results in EHRs can be biased towards sick patients.Moreover, many potentially biomarkers
relevant to the disease of interest may not be available. For instance, a diabetic patient may only be prescribed to take
HbA1C test but not troponin test. In this study, we propose to make inferences on associations between diabetes and
biomarkers using the structured data from National Health and Nutrition Examination Survey (NHANES) provided
by National Center for Health Statistics (NCHS) in the USA. The NHANES is a continuous cross-sectional survey
sample. It is advantageous because it included large numbers of participants, is representative of the US general popu-
lation, and comprises of comprehensive biomarker tests. A recent study was based on the same dataset using wilcoxon
rank sum test to assess the associations between diseases and biomarkers2, but it did not consider the following two
challenges: (1) the NHANES comprises of participants from a complex survey design rather than a complete random
sample of general population and therefore the analysis should have considered the effect due to survey strata, clusters
and sampling weight. (2) false positive associations may be discovered without accounting for confounding factors in
the survey.

Methods and Materials

We first used the full sample of 9422 participants who took part in the Mobile Examination Centers (MEC) exam in
latest cycle 2013-2014 to conduct the exploratory analysis, and then used samples from two previous cycles (2009-
2010, 2011-2012) to validate results mined from 2013-2014 data.

The overall framework is shown in Figure 1. In the first step, two self-reported diabetes related questions were used to
identify diabetic cases and comparable controls. Cases were identified as long as the subjects answered ”yes” to either
of the following questions ”doctor told you have diabetes” and ”ever told you have prediabetes”, and controls were
identified if the subjects answered ”no” to both questions. We further excluded subjects whose age is under 18 since
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Figure 1: The data collection and analysis framework

they are most likely to have type 1 diabetes. In the second step, we extracted 66 relevant laboratory tests measured in
this cycle. Laboratory tests with over 90% missing values were excluded from the analysis, and we ended up analyzing
54 lab tests in the exploratory step. In the third step, we extracted the potential confounding variables and accounted
them through propensity score approach. The potential confounding variables include patient demographics such as
age, gender, race/ethnicity, behavioral factors such as body mass index (BMI) and physical activity, hypertension and
abnormal cholesterol level. The propensity scores were generated by modeling the effects of confounding variables on
the probability of having diabetes. The predicted scores were used as a covariate in the final regression model to get rid
of the confounding effects from the association between lab tests and diabetes. In the forth step, survey models were
used to assess the association between diabetes and relevant biomarkers. These models accounted for the non-random
sampling designs of NHANES data including survey stratas, clusters and sampling weights. When the biomarkers
were continuous variables, linear survey models were considered; when the biomarkers were binary, logistic survey
models were considered. We consider Bonferroni correction for multiple testing issues associated with testing more
than one lab biomarkers. A biomarker is claimed to be significantly associated with diabetes when its corresponding
P-value is smaller than Bonferroni corrected significance level (↵/No.oftestedbiomarkers). In the fifth and last
step, we validated the significant biomarker in the previous cycles of NHANES datasets before reporting them as
discovery. Such validation is needed as statistical models may fit the noise instead of the signal between diabetes and
lab test association. A biomarker passing this validation step does not indicate any causal relationship with diabetes,
but its association with diabetes withstands in an independent data set. We considered the above-mentioned procedure
for validation among biomarkers significant in Step 4 in two independent data sets (2009-2010 and 2011-2012). A
biomarker is validated if (1) the direction of the association remains the same, and (2) the validation P-value is smaller
than the pre-specified significance level (↵ = 0.05). The R package ”survey” was used for analysis.

Results and Discussion

Out of 54 biomarkers we considered, 6 were significantly associated with the diabetes including glycohemoglobin
(%, HbA1c), glucose serum (mg/dL), direct HDL-cholesterol (mg/dL), total cholesterol (mg/dL), cholesterol (mg/dL)
and monocyte percent (%). Among them, both HbA1c and glucose serum serve as the diagnosis tests for diabetes,
and cholesterol level is known to be abnormal among many diabetic patients3. Abnormal monocyte percent could
be indicative of inflammatory and activation status, and a study showed that circulating monocyte phenotype may be
causally related to diabetic complications4.These results suggest that direct evidence of biomarkers for diseases of
interest in humans may be detected when using the appropriate method to mine NHANES data. In future work, we
plan to combine the data from multiple cycles to increase the statistical power, and apply the method to other diseases.
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Introduction 

Neurofibromatosis type 1 (NF1) is a common neurogenetic condition, affecting one in 3,000 people worldwide. 
Caused by a germline mutation in the NF1 tumor suppressor gene, children with NF1 are prone to the development of 
brain tumors (optic pathway and brainstem gliomas) and neurobehavioral/developmental abnormalities, including 
specific learning disabilities, attention deficit, and autism spectrum disorder. While our ability to render the diagnosis 
of NF1 is excellent, with the majority of children diagnosed prior to age 6, it is currently not possible to determine 
what the clinical course will be for any given individual. In this regard, there is extreme clinical variability, even 
within individuals with the same NF1 gene mutation [1]. Using analytical techniques on previously collected data sets, 
we sought to construct a prediction model to identify patients at greatest risk of developing Autism Spectrum Disorder 
(ASD), Attention-Deficit/Hyperactivity Disorder (ADHD) and Optic Pathway Glioma (OPG).  
 

Methodology 

Initially, we generated a multi-scale dataset consisting of clinical and bio-molecular scale patient features derived 
from registries and other electronic sources at Washington University in St. Louis (WUSTL). As most NF1 patients 
are diagnosed early in life, we focused our analysis on a pediatric patient population. We obtained data from three 
sources: First, we conducted a comprehensive EHR data extraction on all patients with NF1 cared for at St. Louis 
Children's Hospital. This dataset included ICD9 codes for pertinent features. Second, we utilized a NF1 patient 
database curated by clinicians containing information on patients cared for at the NF Center at WUSTL. This dataset 
included features that would not be reliably stored or readily accessible in the EHR, such as the location of the 
plexiform neurofibromas and the diagnostic presentation of patients. Third, we included a database containing 
information on NF1 patients who had undergone additional neurological screening for ASD to perform subgroup 
analyses. This dataset also included Social Responsiveness Scale (SRS) results, which is routinely used in the 
diagnosis of autism.  
 
Using these three datasets, we employed a set of state-of-the-art multi-modelling methods to identify marker 
complexes within the multi-scale dataset established earlier that correlate with increased risk for plexiform 
neurofibroma, optic pathway glioma, and neurobehavioral/developmental abnormalities. Processing of these data led 
to the creation of a matrix of clinical features against patients. Patients not present in both the NF1 database and the 
EHR data set were excluded from analysis. Patients from this cohort who also had a valid SRS score from the third 
data set were included in subgroup analysis. We evaluated 52 total features selected by NF1 clinicians and assessed 
their predictive power. These features include demographics (e.g., age and gender), various features used for NF1 
diagnosis (e.g., café-au-lait macules and freckling), symptoms associated with the variable expression of NF1 (e.g., 
precocious puberty and migraines), and locational information (e.g. location of plexiform neurofibromas).  Using this 
feature matrix, we performed logistic, linear regression and clustering analyses to develop sub-phenotypes and 
highlight important predictive features for OPG, ADHD and ASD. 
 

Results 

We applied various types of supervised and unsupervised machine learning techniques to build models for predicting 
the outcomes of ASD, ADHD and OPG in patients with NF1. Table 1 contains the details of the regression analysis 
after testing for multicollinearity, for identifying the top features of different NF1 sub-phenotype prediction models. 
We used logistic regression for predicting OPG and ADHD as the outcomes were binary and linear regression for 
predicting the SRS scores for ASD outcome. The statistically significant features (p<0.001) for Optic Pathway Glioma 
were precocious puberty and T2 hyperintensities located in the basal ganglia. The significant predictors of ADHD 
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were Autism symptomatology and cognitive impairment. The 
significant features of ASD were growth hormone deficiency and 
having asthma or cancer. We performed clustering analysis to 
segregate distinct groups of patients and identify sub-phenotypes. 
Figure 1 (shows the clear cluster boundaries, which may be attributed 
to statistically strong features such as T2 hyperintensities located in 
the basal ganglia. 
Table 1. Summary of linear regression results for different outcome 
prediction models (Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05). 

EHR + NF1 Patient Database 
(N=710) Outcome: OPG 

EHR + NF1 Patient Database 
(N=710) Outcome: ADHD 

EHR + NF1 Patient Database 
+ SRS  (N=84) Outcome: ASD 

Top Features:  
T2 Hyperintensity (Basal Ganglia) 
*** 
Precocious Puberty *** 
T2 Hyperintensity: Cerebellum ** 
T2 Hyperintensity: Brainstem ** 
T2 Hyperintensity: Other ** 
T2 Hyperintensity: Optic Pathway ** 
Has/had a non-brain cancer *   
Relative with NF1 *   
Learning Disability *   

Top Features:  
Cognitive Impairment Outcome ** 
Autism Symptomatology *  
Learning Disability Outcome *  
Precocious Puberty *  
Dermal Neurofibromas Outcome *   
Plexiform Neurofibroma: 
Abdomen/Pelvis *  
Plexiform Neurofibroma: Back *  
Plexiform Neurofibroma: Arm *  
Plexiform Neurofibroma: Face orbit* 

Top Features:  
Growth Hormone Deficiency **  
Has/had another type of cancer 
** 
Asthma **  
Precocious Puberty *   
ADHD Outcome *   
 

 

Discussion  

From a scientific standpoint, the lack of effective prognostic markers for NF1 is a function of the limitations of 
historical approaches to the identification of relevant bio-molecular or clinical indicators using conventional pair-wise 
association testing, wherein dyads of patient-derived features and outcomes are tested for quantitatively significant 
associations in a population of patients.  As evidence of said limitations, to date, such methods have yielded a number 
of “weak” signals spanning a number of demographic and clinical features and deleterious disease-related outcomes 
that are not readily translated into the clinic.  Discovery of higher order motifs of measurable data “points” that span 
multiple scales and types (e.g., clinical and bio-molecular phenotypes, as well as computable canonical knowledge 
resources), and is intended to overcome the intrinsic challenges of conventional pair-wise association testing as was 
noted above. Our preliminary results showed trends in the association of various NF1 symptoms with outcome of 
OPG, ADHD and ASD. Further analysis using more features will be done to more clearly define sub-phenotypes. We 
plan on incorporating an additional data set containing more extensive documentation of neurological and psychiatric 
test results and conditions in future analyses. 
 
The ultimate impact of our approach will be to inform a significant change in predicting NF1 symptomatology, by 
creating an evidence base that supports and enables a precision medicine approach to identifying disease sub-
phenotypes and associating those phenotypes with clinical and corresponding/optimal care trajectories [2]. This 
informatics-drive and precision medicine approach will serve to improve the quality, safety, and outcomes of NF1 
clinical management, as well as the quality of life of patients and their families who are afflicted by this disease. 
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Figure 1. Clustering Analysis for 
identifying NF1 sub-phenotypes 
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INTRODUCTION 
Predicting disease progression, response to therapy and their variations across subjects in a given cohort using novel 
algorithms fall within the broad objectives of predictive and precision medicine. The ability to predict the clinical 
outcome using an informed set of biomarkers in conjunction with novel algorithms can be especially helpful in 
developing timely and targeted interventions. Predictive modeling studies for the most part have demonstrated the 
potential of biomarkers at a single scale (e.g. transcriptional profiling, genetic markers) in conjunction with 
single/ensemble classifier systems that use all the biomarkers simultaneously as features resulting in high-
dimensional projection of the samples. There is increasing emphasis on multiscale biomarker profiling that 
interrogates the cohort of interest across multiple scales (e.g. host-response, microbiome, saliva, serum) with the 
ability to provide a comprehensive picture of the subjects. This podium presentation, will predict the response to 
therapy in a cohort of severe generalized periodontitis patients 
(https://www.nidcr.nih.gov/OralHealth/Topics/GumDiseases/PeriodontalGumDisease.htm) using an informed 
choice of twenty seven biomarkers comprising critical proteins and microbial markers obtained from serum, 
unstimulated whole saliva and subgingival plaque in conjunction with ensemble classification frameworks [1-5]. 
Periodontitis is a complex multifactorial disease(s) accompanied by microbiome dysbiosis and host response 
dysregulation [6] with bi-directional relationships to several systemic diseases. Studies have also acknowledged the 
impact of the oral microbiome on systemic diseases. While clinical features of periodontitis such as (PPD: Probing 
Pocket Depth; BOP: Bleeding on Probing; CAL: Clinical Attachment Level) [7] in conjunction with pre-defined 
measurement thresholds remain the primary diagnostic criteria at the point of care, expanding evidence of variation 
in onset and progression of the disease emphasizes a biologic expression of differences in this population. A critical 
question in the field is “Which patients with periodontitis will continue to progress, even with therapeutic 
intervention(s)?” This podium presentation will discuss our preliminary findings in addressing the above question 
using multiscale biomarker profiling in conjunction with predictive modeling frameworks. In addition to predicting 
the responders and non-responders to standard periodontal therapy, our findings also provide novel insights into the 
orchestrated efforts of biomarkers across multiple scales in discerning these two groups and an inherent ranking of 
the biomarkers. 
 
MATERIALS AND METHODS  
Patient Population and Clinical Parameters The study population (N = 114) was generalized severe periodontitis 
patients defined as >18 years of age with 20 or more teeth.  They were characterized by five or more qualifying 
diseased sites [≥ 5 mm probing pocket depth (PPD); ≥ 3 mm clinical attachment loss (CAL); ≥ 2 mm bleeding on 
probing scale (BOP)] in at least 2 quadrants. Subjects received either oral health hygiene or scaling and root 
planning at baseline. The subjects were evaluated for clinical attachment loss at the end of 6 months and were 
classified as either non-responders to therapy with continued disease progression (recurrent attachment loss: RAL, 
CAL ≥ 2 mm at 6 months) or responders to therapy (non-RAL). The study protocol was approved by the University 
of Kentucky Institutional Review Board and all participants signed an appropriate consent form. Biomarkers from 
Serum: Blood was collected at baseline from each subject for serum analysis. Systemic inflammatory mediators 
were measured (Matrix Metalloproteineases: MMP-1, MMP-2, MMP-9; serum amyloid P component: SAP; C-
reactive protein: CRP; Bactericidal permeability-increasing protein: BPI; and lipopolysaccharide binding protein: 
LBP.  Serum IgG antibody to Aggregatibacter actinomycetemcomitans strain JP2: Aa; Porphyromonas gingivalis 
ATCC 33277: Pg; Campylobacter rectus ATCC 33238: Cr; Fusobacterium nucleatum ATCC 25586: Fn; Prevotella 
intermedia ATCC 25261: Pi; Treponema denticola ATCC 35405: Td; and Tannerella forsythia ATCC 43037: Tf. 
Biomarkers from Saliva: Unstimulated whole expectorated saliva (UWS) samples (5 mL) were collected from each 
subject and expression levels of interleukins IL-1ß; IL-6; tumor necrosis factor : TNF interferon : IFN 
MMP8; Prostaglandin E2: PGE2 were measured. Biomarkers from Plaque: Subgingival plaque samples were 
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collected at baseline from a severely diseased or clinically healthy site. Samples were examined for levels of Total 
bacteria: Tot, P. gingivalis: Pg; T. denticola: Td; and T. forsythia: Tf.  
Ensemble Classification An ensemble classification framework [1, 3, 4] using two-dimensional projections of the 
feature sets in conjunction with a bootstrapped realizations and majority voting were used to predict progressors 
from their biomarker profiles. Performance (sensitivity, specificity) of several classification algorithms were 
investigated as traditional single classifier systems using all the biomarkers simultaneously as features in the 
classification as well as within the ensemble classification framework. 
 
RESULTS 

The given samples (N = 114) were divided into test and training sets such that 2/3 of the samples were used for 
training and 1/3 for testing. Down-sampling the majority class (i.e. non-RAL, N = 86) was incorporated in order to 
minimize class imbalance between the minority class (i.e. RAL, N = 28) and the majority class. Only those base 
classifiers with at least 50% sensitivity [4] were considered in the ensembles. Bootstrapped realizations (N = 100) of 
the training samples in conjunction with varying feature sets (i.e. pairs of features) in the ensemble framework was 
expected to enhance the overall diversity of the ensembles. SVM with linear kernel was investigated as traditional 
single classifier and within the ensemble classification framework. The average sensitivity of SVM in predicting the 
RAL samples was considerably higher when used within the ensemble framework (0.96±0.05) as opposed to using it 
as a traditional single classifier (0.68±0.16). However, as expected the average specificity of SVM within the 
ensemble framework (0.38±0.05) was lower than that of the traditional single classifier counterpart (0.55±0.07). 
Thus the predictive ability of non-responders to therapy using the ensemble framework was considerably higher than 
that of the single classifier counterpart. Since the ensemble framework used pairs of features, the resulting ensemble 
set corresponding to RAL test samples were modeled as an undirected graph, Fig. 1, revealing the interplay between 
the microbiome and inflammatory biomarkers from serum, saliva and plaque. The average confidence of the edges 
in Fig. 1 also revealed the inherent ranking of the biomarkers in discerning RAL and non-RAL samples indicating a 
subset of the biomarkers may be sufficient in predicting RAL samples. These preliminary findings may lead to a 
subset of biomarkers that can be translated to the chairside for clinical assessment and identifying periodontitis 
subjects who do not respond to conventional treatment strategies in a timely and targeted manner. 
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Figure 1. Network abstraction representing biomarkers predictive of 
the RAL test samples. Biomarkers from serum (orange), saliva (blue) 
and plaque (gray) are shown by different colors for clarity. SVM with 
linear kernel was used in the ensemble classification framework. 
Nodes in the network correspond to the biomarkers whereas edges 
correspond to base classifiers in the ensemble set. Confidence of the 
edges was determined as the number of times a base classifier was a 
member of the ensemble set across bootstrapped realizations (N = 
100) of the training samples [3, 4]. Thickness of the edges in the 
given plot is proportional to their average confidence estimates [0.76- 
0.89] obtained by averaging the confidence across all the RAL test 
samples. 
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Abstract 

The goal of the Vanderbilt Accelerating Drug Discovery and Repurposing Incubator is to discover new uses for 
FDA-approved drugs based on an understanding of diseases driven by human genetics1.  By identifying potential 
genetic variants associated with drug target proteins of interest, and leveraging Phenome Wide Association Studies, 
we aim to accelerate discovery and validation of new drug indications, and ultimately, the translation of findings 
into clinical practice.  

Introduction 

Many people suffer from rare and/or complex diseases with no known treatment options.  Despite an understanding 
of the molecular basis of almost six thousand diseases, we only have about 500 approved therapies.1  Our hope is to 
drive a shift in the drug development paradigm in order to efficiently identify drug repurposing candidates that are 
safe, affordable, and most importantly effective, to help improve the lives of patients. The goal of the Accelerating 
Drug Discovery and Repurposing Incubator (ADDRI) is to discover new uses for FDA-approved drugs based on an 
understanding of diseases driven by human genetics2.  The genetic data we use is from BioVU, Vanderbilt’s de-
identified human DNA biobank, which is linked to the Synthetic Derivative, a de-identified database of electronic 
health records. These resources enable large-scale innovative and translational research.3–5 

Methods 

We start by identifying potential genetic variants of interest based on Phenome Wide Association Studies (PheWAS) 
performed using our de-identified medical records linked to BioVU genetic data.6-9  If there are approved drugs that 
specifically affect a protein target with a known mechanism of action, we leverage PheWAS to discover novel gene-
disease associations.  The team then executes in-depth evidence reviews to determine the plausibility and viability of 
novel drug-indication pairs.  Expert project teams then design and initiate experimental approaches to validate new 
indications. Capitalizing on our knowledge of chemistry, biochemistry, and intimate knowledge of protein structure, 
the Vanderbilt Center for Knowledge Management (CKM) supports the Drug Repurposing team as they develop 
new project concepts. CKM’s contributions include: identifying variant and wild type alleles for specific mutations 
for PheWAS analysis; ensuring the frequency of variant alleles is consistent with reported allele frequencies in our 
population(s) of study as a quality control measure; reviewing PheWAS results in the context of how each genetic 
mutation may affect the expression, structure, function, and/or pathway interactions of the protein drug target of 
interest; analyzing all current evidence and prediction algorithm output to support the biological plausibility of 
hypotheses and new drug indications; and collaborating to confirm the selected approved drug has desired 
pharmacological effect and safety profile. It is the synthesis of this knowledge with established information, from 
more than twenty different public data and information sources, along with the newly generated data, that enables a 
comprehensive repurposing package.  Subsequent to validation in human trials, the repurposing team aims to 
develop a commercially viable package for licensing to support larger scale registration trials and development 
activities. 

Results 

This approach stands to improve time and cost efficiency compared to the traditional methods of drug discovery and 
development. Repurposing projects are launched in a matter of weeks rather than years, and the projected average 
timeline for completion of validation studies is 6 months. The program has a diverse portfolio of over a dozen 
projects covering a wide array of disease areas, including oncology, infectious diseases, autoimmune disorders, 
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neuropsychiatric conditions, and other chronic conditions. Five projects are early in the concept development phase, 
four projects are conducting experimental validation studies, and four projects are planning phase 2 clinical trials. 

Discussion 

The type of analysis and methods leveraged by this program can suggest vastly different precision indications in a 
wide variety of therapeutic areas. These methods and data are intended to accelerate the use of in vitro and in vivo 
models, when available and necessary, in an attempt to progress as quickly as possible to testing of safe drugs in 
human trials. This approach aims to significantly accelerate the translation and use of genetic association data to 
discover and quickly validate novel drug indications and translate findings into clinical practice.  
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Introduction 

Improvement in high-throughput sequencing technologies allows clinical molecular laboratory to increasingly detect 

novel sequence variants. An adopted standard for the establishment of the variant pathogenicity degree need to be 

accomplished, in order to decrease the number of conflicting interpretations among different laboratories.To address 

this problem, a clinicians workgroup from ACMG and AMP developed in 2015 a five-tier classification system for 

germline variants in genes associated to Mendelian diseases1. A set of criteria and rules are defined in order to classify 

variants as Pathogenic, Likely pathogenic, Benign, Likely benign or VUS (Variant of Uncertain Significance) towards 

a Mendelian phenotype. The proposed criteria have different levels of evidence supporting pathogenic or benign 

classification, and rely on different variant-specific or patient-specific characteristics. Manual application of 

ACMG/AMP criteria is prone to dissimilar interpretations among clinicians. Development of automated guidelines-

based approaches could solve reproducibility issues and make the adoption of a standard and effective variant 

classification system in clinical practice. 

Methods 

We have developed an automated guideline-based variant interpreter (eVAI) and designed it as a rule-based expert 

system (ES)2. The ES is implemented in a Java program, where classification process occurs in Drools environment, 

a Rule Engine that provides a language for rules definition. Given a list of annotated variants, eVAI reasons through 

ACMG/AMP implemented criteria and rules, and provides the final classification of pathogenicity for each variant-

phenotype association, as shown in Figure 1. 

 

Figure 1. Rule-based expert system implementation. 

In order to implement each criterion, we have developed automated pipelines that extract relevant information from 

omic-resources into tab-delimited files. Collected data include associations among genes and phenotypes (from 

MedGen), a list of previously interpreted variants (from ClinVar), in silico prediction (from PaPI3) and allele 

frequencies (from ExAC). Our preprocessing approach collects data from different sources and integrates them to 

maximize the number of helpful extracted information. For example, phenotypes identified with non-MedGen 

identifiers (such as OMIM or Orphanet) in ClinVar’s submissions are mapped to MedGen terms through Disease 

Ontology. We have implemented 18 out of 28 proposed criteria, which are based on genomic data. Missing criteria 

refer for example to patient’s specific information, such as cosegregation. However, our system allows user to force 

these criteria to true, according to his/her knowledge. Among 18 implemented criteria, the criterion with the highest 

level of evidence for pathogenicity (PVS1) states that the variant has null effect (nonsense, frameshift, etc.) in a gene 

where Loss of Function (LOF) is a mechanism of disease. We implemented PVS1 as follows: IF variant is null in 50% 

of transcripts AND pLI (gene’s probability of being intolerant to LOF in ExAC)>=0.9 AND at least a variant in the 
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same exon is reported as pathogenic/likely pathogenic in ClinVar THEN trigger  PVS1. A strong pathogenic criterion 

PS3 is applied in case a variant matches a well/established pathogenic variant assessed by in vivo/vitro study. We 

implemented this criterion in the following way: IF variant is reported in ClinVar as pathogenic/likely pathogenic 

without conflicts for this phenotype AND ClinVar submission’s methods report the presence of “in vivo”/”in vitro”  

studies THEN trigger PS3. After checking which criteria are triggered by the variant-phenotype, final ACMG/AMP 

rules are applied. For instance: IF a variant-phenotype matches both PVS1 and PS3, THEN the variant-phenotype is 

classified as “Pathogenic”. We also introduced a pathogenicity score for each possible level of evidence, to rank 

variants based on their degree of pathogenicity. At the end of the classification process, the final interpretation of all 

variant-phenotype associations is written in a tab-delimited file. Other useful information, such as the list of verified 

criteria, is reported. We tested eVAI on two benchmark datasets, CardioDB5 and CLINVITAE 

(http://clinvitae.invitae.com/). CardioDB is a collection of interpreted pathogenic variants associated with 

Cardiovascular diseases. CLINVITAE gathers pathogenic and benign variants related to a broader set of genetic 

diseases. On the same data we ran InterVar4, another tool for ACMG/AMP variant interpretation. 

Results 

In CardioDB we report a concordance of about 84.9% (79/93) for pathogenic variants. InterVar shows a variants 

pathogenicity concordance of about 24.7% (23/93) on the same data. In CLINVITAE, eVAI achieves a concordance 

of about 76.2% (4310/5651) for pathogenic variants and 88.5% (7499/8472) for benign ones, while InterVar shows a 

pathogenicity and benign concordance of about 35.4% (2004/5651) and 85.9% (7281/8472), respectively. 

Conclusion 

We implemented an automated approach (eVAI) to evaluate genomic variants in Mendelian associated genes. We 

designed it as an Expert System Rule Base. Definitions of the rules in Drools separate environment will allow future 

updates without alteration of the application code. Thanks to the output file’s structure, the ES lets user follow the 

reasoning process that led to the final classification. Knowledge Base collection, essential for the guidelines 

implementation, is optimized by the integration of different resources. We tested eVAI on benchmark datasets 

reporting an high concordance both for pathogenic and benign variants. We compared eVAI to another similar tool, 

InterVar, reporting a VUS reduction of about 80% and 45.3% in CardioDB and CLINVITAE respectively. Compared 

to  InterVar, eVAI a pathogenicity score to rank variants, useful to understand whether a VUS variant is more probably 

pathogenic or benign. Finally, we collected all non-synonymous variants in 72 genes associated with Cardiovascular 

diseases (CVDs) from dbNSFP6. CVDs are genetic Mendelian disorders and could be suitable candidates for the 

application of ACMG/AMP guidelines. We ran eVAI on the collected variants and created CardioVAI 

(http://cardiovai.engenome.com), a freely-accessible web-application to interpret every possible missense variant in 

CVDs genes. User can query CardioVAI by genomic coordinates or HGVS-nomenclature. Moreover, user can force 

to true criteria and/or adjust their level of evidence for a given variant-phenotype to recalculate the final classification. 

For each query, the obtained results can be downloaded in a CSV formatted file. The aim of our tool is to provide a 

framework for the application of Precision Medicine in clinical routine, helping clinicians in the interpretation of 

patients genomic variants. 

 

References 

1. Richards S, Aziz N, Bale S, et al. Standards and guidelines for the interpretation of sequence variants: a joint 

consensus recommendation of the American College of Medical Genetics and Genomics and the Association for 

Molecular Pathology. Genetics in medicine : official journal of the American College of Medical Genetics. 

2015;17(5):405-424. 

2. Liao A., Expert system methodologies and applications—a decade review from 1995 to 2004. Expert Systems 

with Applications. 2005;28(1):93-103. 

3. Limongelli I, Marini S, Bellazzi R, PaPI: pseudo amino acid composition to score human protein-coding variants. 

BMC Bioinformatics. 2015;16:123 

4. Li Q, Wang K. InterVar: clinical interpretation of genetic variants by the 2015 ACMG-AMP guidelines. The 

American Journal of Human Genetics. 2017;100.2:267-280. 

5. Walsh R., Thomson K, et al. Reassessment of Mendelian gene pathogenicity using 7,855 cardiomyopathy cases 

and 60,706 reference samples. Genetics in medicine. 2017; 19:193-203. 

6. Liu X, Jian X, Boerwinkle E. dbNSFP: a lightweight database of human non-synonymous SNPs and their 

functional predictions. Human Mutation. 2011;32:894-899. 

286

http://clinvitae.invitae.com/
http://cardiovai.engenome.com/


  

Tandem Rank-Goodness of Fit is a Feasible Measure to Guide Agnostic 
Metabolic Profile Selection using Automated Machine Learning Applications 

Alena Orlenko, Ph.D.1, Jason H. Moore, Ph.D.1, Daniel J. Rader, M.D.2, 
Sony Tuteja-Stevens, Pharm.D., MS2, Matthew K. Breitenstein, Ph.D.1 

1Department of Biostatistics, Epidemiology, and Informatics, Perelman School of Medicine, 
Philadelphia, PA; 2Department of Medicine, Perelman School of Medicine, Philadelphia, PA

Introduction 

The science of metabolomics is rapidly advancing, with a focus on high throughput measurement of organic 
molecules. Frequently, tandem approaches (for example, mass spectrometry-gas chromatography) are utilized to 
increase measurement specificity and sensitivity of individual metabolite features. In clinical metabolic profiling, 
physiological perturbation is characterized for either a disease state or prescribed treatment. Measured metabolite 
features can range from single digits for hypothesis-driven panels to hundreds or thousands in agnostic endeavors, 
with varying degrees of confidence. With the increasing prevalence of electronic health record-linked biobanks, great 
opportunity exists for clinical metabolic profiling to advance translational medicine. However, metabolic data is 
frequently high-dimensional, with interdependent features.  

Traditional statistical analyses focused on independent hypothesis evaluation commonly prove too rigid of a 
framework for agnostic clinical metabolic profiling. Particularly, the multiple testing adjustments required for sound 
agnostic analyses are often too stringent and hold potential to mask biologically relevant insights. Machine learning-
based approaches certainly are highly-adaptable, practically limited only by the creativity of the analyst. However, 
comparing relative effect size between different methods requires nuanced considerations – proxy normalization 
through comparison of feature ranks is one potential approach. However, goodness of fit is often needed to 
disambiguate individual feature importance (i.e. rank-based comparison) with overall model soundness (i.e. goodness 
of fit). While individual machine learning algorithms can certainly generate necessary characteristics, Automated 
Machine Learning (AutoML) engines optimize goodness of fit across multiple predictive models, while generating 
a distribution of feature importance ranks. In our evolving research, we have utilized the AutoML Tree based Pipeline 
Optimizer Tool (TPOT) [Pac Symp Biocomput 2018; Orlenko et. al.] for agnostic metabolic profiling. As a generality, 
TPOT has been a useful tool for agnostic clinical metabolic profiling. Most noteworthy, we introduced tandem rank-
goodness as a potential measure to guide feature inclusion. While useful in our single case-control biobank study 
containing 42 metabolite features, applicability in a more representative study evaluating hundreds or thousands of 
agnostic metabolite features is needed.     

For conceptual validation, we replicated utility of the tandem rank-goodness of fit measure in AutoML agnostic 
clinical metabolic profiling in an independent study. We provide clinical metabolic profiles with overlaid tandem 
rank-goodness of fit measures, for both our original biobank-based study of metformin response with a new study 
containing original data, not previously evaluated or publicly disclosed. While the clinical metabolic profile is 
disclosed for this new study, the true exposure to an experimental small molecule drug is intentionally masked so as 
not to interfere with future disclosure and publication.  

Methods 

In this abstract, we present the results of two independent studies using the same AutoML engine to generate agnostic 
clinical metabolic profiles: Study #1: metformin response in a biobank cohort (our original study) and Study #2: 
response to a masked experimental small molecule drug (Compound X) in a prospective cohort (our conceptual 
validation study-new data). Both studies had relevant IRB approval. While the methodological procedures, previously 
described in detail [Pac Symp Biocomput 2018; Orlenko et. al.], for tandem rank–accuracy evaluation remain are 
largely similar between the two studies, one key distinction exists: Study #1 had binary features as endpoints and 
Study #2 had continuous features as endpoints, requiring different, but similar, goodness of fit measures. Specifically, 
(Study #1) classification for categorical features generated measures of accuracy and (Study #2) regression for 
continuous features generated coefficient of determination (R2). Specifics for Study #2: TPOT was utilized in the 
regression mode with R2 as a model performance evaluation that was applied to the general metabolite profile of 
exposure to experimental small molecules that was measured after 0, 2, 5 and 8 hours. 4 different continuous 
phenotypes were reported in the study: high density lipoprotein (HDL), low density lipoprotein (LDL), cholesterol 
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(TC) and triglycerides (TG). Time-series 2, 5 and 8 normalized by baseline times-series 0 were merged into one dataset 
to create more samples that reflecting exposure dynamics. TPOT analysis was replicated five times independently for 
each phenotype and each metabolite feature sum of ranks was reported to detect if there is a directional change that 
could be associated with specific metabolites.  

Results 

Study #1:  Response to metformin was characterized with 42 measured amine-based metabolites and 4 clinical 
features, within a case-control study of 50% treated, age and gender matched patients (n=546), nested within a biobank 
cohort. A tandem rank-accuracy metrics guided agnostic metabolic profile (Figure 1) of metformin exposure was 
obtained. While rank of coefficients alone would potentially have suggested inclusion a 1-2 features as being 
sufficient, our selected tandem-rank goodness of fit measure clearly demonstrated inclusion of 3-4 features being 
necessary. For reference, the top identified feature was homocysteine.  

 
Figure 1 AutoML generated clinical metabolic profile for Study #1, exposure to metformin, guided by tandem rank-accuracy measure. Sorted 
histogram of predictive power for metabolite inverse (for ease of interpretation) sum of ranks (blue bar), training set accuracy, (solid magenta line), 
and testing set accuracy (dashed magenta line) describe relative feature effect size and model predictive power. 

Study #2: Response to Compound X was characterized by 395 measureable metabolites and 4 clinical features, within a 
prospective time series trial where all patients (n=70) received treatment and change in metabolite concentration across 
measures was evaluated. A tandem rank-R2 metrics guided agnostic metabolic profile of HDL, LDL, TC, TG were 
obtained. Due to space constraints, only the profile for HDL variation (Figure 2) was displayed. While rank of coefficients 
alone would potentially have suggested inclusion only single feature to be sufficient, our selected tandem-rank goodness 
of fit measure clearly demonstrated inclusion of over 100 features as being necessary. Specifically, the testing set parameter 
converged upon reaching 150 features to predict HDL variation with the metabolic profile. Amongst all 4 evaluated 
phenotypes, each across five independently generated TPOT models, change in 1,5-anhydroglucitol concentration had the 
single highest rank.  

 
Figure 2.  AutoML generated clinical metabolic profile for Study #2, response to Compound X, guided by tandem rank-R2 measure. Agnostic 
metabolic profile of exposure to experimental small molecule that will disclosed at a later date (for an IRB approved study) generated by AutoML 
with top 200 most predictive features. Figure contains 1) sorted histogram (blue bar) of inverse sum of ranks (i.e. metabolite predictive power); and 
2) R2 for training (solid magenta line) and testing (dashed magenta line) models. 

While evaluation was qualitative, both studies demonstrated tandem rank-goodness of fit measures to guide agnostic 
metabolic profile selection supplementary to rank measures. Study #2 demonstrated a striking difference for inclusion 
of features in the agnostic metabolic profile with the addition of the tandem rank-goodness of fit measure. 

Conclusion 

Tandem Rank-Goodness of Fit measures, in addition to rank coefficients provide meaningful enhancements to 
selection of agnostic metabolic profiles in AutoML analyses of both continuous and binary endpoints.   
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Introduction

The study of adverse vaccine reactions (AVRs) as either mild or serious complications, has been a longstanding topic in
biomedical literature. In recent years, a vast amount of scientific articles have been published on a daily basis, however,
the use of this wealth of data for adverse vaccine reaction analyses has been very limited so far, and little is known about
the contents with respect to perusing adverse reactions resulting from vaccines. The current contribution aims to develop
an intelligent big data analytics framework to analyze and visualize the content of scientific articles in identifying adverse
vaccine reactions. The proposed framework is developed on big data analytics solutions composed of Apache Spark and
Elasticsearch No-SQL distributed database, offering computational components with real-time update from new scientific
articles published daily.

Materials and Methods

Figure 1: The proposed workflow spreads across two software
layers: (1) Data access and text processing tier, and (2) Machine
learning tier.

The proposed system workflow is shown in Fig. 1.
Tier1 automatically downloaded all full-text arti-
cles available on PubMed Central (https://www.
ncbi.nlm.nih.gov/pmc), and performed com-
putational routines to process raw text data, turning
every full-text article into a group of sentences. This
tier eventually prepared potential AVRs sentences to
feed the machine learning layer. To train the convo-
lutional neural network (CNN) developed in Tier 2, a
random subset of sentences were selected for manual
annotation by two domain experts who classified each
sentence with AVRs or No-AVRs as a binary variable.
The annotated dataset was then divided into the train
and test sets to build and evaluate a predictive model
with the use of a deep CNN. Once the sentences
were labeled as AVRs or No-AVRs, we only focused
on AVR-labeled sentences, and extracted positive
vaccine-adverse interactions using Apache cTAKES
(http://ctakes.apache.org/). The CNN
model which is used to build the sentence classifier is
a simplified implementation of the CNN presented by
Yoon Kim1. Suppose yi ∈ Rk is the k-dimensional
word vector corresponding to the i-th word in the sentence. A sentence of length l is shown as y1:l = y1 ⊕ y2 ⊕ ...⊕ yl,
where ⊕ is the concatenation operator. Assuming yi:i+j present the concatenation of words yi, yi+1, ..., yi+j , then a
convolution operator initiates a filter W ∈ Rhk in which it could be applied to a window of size h words to produce a
new feature. A max-over time pooling operation over the feature map was used to capture the most important feature1, 2.
For regularization, we utilized dropout by randomly dropping out a portion of the hidden units within forward back-
propagation. These computational components developed on top of the Apache Spark and Elasticsearch database. With
the use of over 2 million full-text articles which have been downloaded by the proposed system, our two domain experts
were first assigned with 300 similar sentences to check the level of agreement among the experts, and the results showed
an average Kappa measure of 0.833, which represents very good inter rater reliability. Next, each expert was individually
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assigned with different sentences to make a training dataset available for the machine learning tier. A dataset including
5,538 sentences (3,001 AVRs and 2,537 No-AVRs) was used to train and build the CNN predictive model.

Results

Figure 2: The AUC obtained by different meth-
ods.

Using 5-fold cross-validation, we obtained the accuracy, precision,
recall, and area under ROC of 91.13%, 91.54%, 92.85%, 0.884, re-
spectively. We also compared the performance of the proposed pre-
dictive model with Logistic Regression and SVM (L2 regularization)
using bag-of-words (BOW) representation which included uni-grams,
bi-grams, and part-of-speech (POS) tagging. The results showed that
our proposed model yielded to statistically superior prediction (at
p < 0.04) in comparison with both logistic Regression and SVM (Fig.
2). Once the model was trained, the system was fed with new unlabeled
sentences, independent of other sentences that were used previously,
and our model was able to find almost 350 sentences which included
Flu (influenza) and HPV (human papillomavirus) adverse vaccine re-
actions. A random subset of 100 sentences out of the 350 sentences
has been reviewed by a domain expert, and the precision and recall
were 90.18% and 89.29%. The SVM and Logistic Regression were
able to detect 281 and 274 AVRs sentences, and a review done by a
domain expert yielded to 90.39% and 88.93% precision, and 88.11%
and 88.70% recall. We also addressed the use of an imbalanced dataset (671 AVRs and 5,185 No-AVRs) for training,
and the accuracy results were very good, but there was a major concern that we created a model that was overfit for the
no-AVR class, meaning that the proposed predictive model was not able to accurately tackle the problem of imbalanced
classification by its current implementation. We limited the present study to extract the AVRs of Flu and HPV vaccines.
Fig. 3 shows the scientific visualization of Flu and HPV AVRs extracted by the proposed system.

Discussion and Outlook

Figure 3: Flu and HPV AVRs extracted using
the proposed system. The results of our sys-
tem shows 10 shared symptoms (in black) with
Flu and HPV, and 8 unique symptoms to Flu, 3
unique symptoms to HPV.

Publications in the biomedical literature may include case studies or
reports of vaccines side effects not seen in clinical trials that could be
detected by our proposed system in a real-time fashion before the sig-
nal reaches the critical detection threshold of reporting systems such
as the FDA Adverse Event Reporting System (FAERS). Our proposed
method would also be utilized to monitor different AVRs, not limited
to the examples of Flu and HPV. With proper training data sets, the sys-
tem will be easily translated to other clinical surveillance. One other
feature of our proposed system is once the system is trained and cal-
ibrated, the system will utilize all the available data from literature to
the patient data from the healthcare facility to boost the accuracy of
the prediction, and the true positive of the AVRs. With large sample
size and patients’ data, it is highly possible we will discover some un-
foreseen associations of vaccines with their AVRs that have never been
reported before. Towards the future work, we plan to incorporate mul-
tiple deep learning strategies to make an ensemble predictive models.
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Abstract 

Maximum Relevance Minimum Redundancy algorithm was applied to gene expression profiles from 32 colorectal 

adenomas samples with matched controls. With 41 differentially expressed genes, we constructed a molecular 

interaction network. 591 genes are enriched on the shortest paths. Functional enrichment analysis showed that 

bicarbonate transportation and apoptotic process are closely related to the precancerous lesions of colorectal cancer. 

These results bring new insights of understanding the molecular characteristics of colorectal adenoma and the 

carcinogenesis process. 

Introduction 

The genetic and molecular mechanism of colorectal cancer (CRC) have been investigated intensively [1-3], while 

little insight has been obtained into colorectal adenomas (CAs) due to limited sample size [4]. To address this issue, 

we applied a computational approach previously validated as an efficient method [5] for identification of disease-

related genes on the limited samples publically available [6]. Maximum Relevance Minimum Redundancy (mRMR) 

algorithm was applied to select genes which can distinguish CAs from normal mucosa cells. The mRMR has been 

proved to be effective in classifying phenotypes based on transcriptome data [7]. After selection, the identified feature 

genes were mapped to a protein-protein interaction (PPI) network constructed based on STRING (Search Tool for the 

Retrieval of Interacting Genes) database [8]. Candidate casual genes for further experimental studies were identified 

by shortest-path analysis of the CA-related genes in the PPI network. 

The analysis of the transcription profiles of CA could not only help to understand the formation of CA but also provide 

clues in understanding early stages of colorectal tumorigenesis. Due to ethical concerns, it is very difficult to collect 

sequential data depicting progression from CA to CRC [9]. According to histological characteristic, samples in our 

study generally have high risk of carcinogenesis, which would provide insight into both the molecular characteristic 

of the precancerous lesions and the carcinogenesis process through adenoma-to-carcinoma sequence pathway. 

Methods 

The microarray dataset was adopted from a research on colorectal adenomas by Marra et al. [6], consisting of 32 

prospectively collected adenomas sample with normal mucosa from the same individuals. The dataset was 

downloaded from NCBI Gene Expression Omnibus (GEO) with the accession number GSE8671. 

The mRMR algorithm was applied to select features [7]. The mRMR algorithm was designed to select features with 

highest relevance to phenotype and minimum redundancy among feature sets. Both relevance and redundancy were 

quantified with mutual information (MI). 

The phenotype of a given individual was predicted in three ways: (1) the phenotype of its nearest neighbor, (2) the 

most frequent phenotypes of its five nearest neighbors, and (3) the phenotype of its nearest cluster center of every 

phenotypic group. Distance between two samples were calculated according to Chou et al [10 11]. 

Leave-one-out cross validation was used to estimate the prediction ability of features selected by mRMR. As discussed 

previously [10 11], leave-one-out cross validation has some advantages over independent-dataset validation and sub-

dataset validation. Given X samples of known outcome variable (phenotype) and N selected features, take sample xi 

for example, the phenotype of xi was predicted based on the feature information of the X-1 sample remained. 

Furthermore, Incremental Feature Selection (IFS) was applied to determine the appropriate feature number in the 

prediction engine. For N=1 to 300 required number of features, each feature set was calculated by mRMR and the 

prediction accuracy was estimated by leave-one-out cross validation. 

A PPI sub-network consisting of selected feature set was constructed based on STRING database (version 10) [8]. 

The shortest path between any proteins in the sub-network was calculated according to Dijkstra’s algorithm [12]. 

Betweenness was defined as the number of shortest paths that passed through the protein. 
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Results 

Each sample contained 54,675 probe values, which were integrated into 23,519 gene expression values by mean. 

Given feature set size, the mRMR method was used to identified feature genes (differentially expressed genes). The 

prediction ability of each feature set was evaluated using leave-one-out cross validation and the prediction accuracy 

reached 1 when 41 features were contained in the feature set. These 41 genes are all significantly differentially 

expressed between CA and normal mucosa samples. Among these 41 genes, some are reported to be related to 

tumorigenesis, tumor development, metastases, prognosis and drug metabolism. 

An undirected graph was constructed with the PPI data from STRING database. 40 out of 41 genes identified as 

described above were mapped to corresponding protein. The shortest path between all pairs of any two proteins were 

calculated using the Dijkstra’s algorithm. Eventually we obtained a PPI sub-network with all proteins appeared on the 

shortest paths, altogether 591 proteins. Among these 591 proteins, 584 of their corresponding genes were annotated 

in the ENSEMBL Biomart database. We ranked the 584 proteins according to their betweennesses in the sub-network. 

TBPL2 has the highest betweenness among 40 and the other 39 proteins ranked the same. We also noticed that more 

than half of the proteins in the sub-network only appeared once in all the shortest pathways, suggesting that the PPI 

sub-network is rather sparse and numerous genes are associated with CA. 

Discussion 

We applied mRMR to the CA gene expression profile and identified 41 feature genes for classification. In the feature 

set, some have been found to be related to CRC, which may be essential for the carcinogenesis of CA. Functional 

enrichment analysis showed that 41 genes were enriched in bicarbonate transport process, which is related to altered 

intracellular pH homeostasis in cancer cells. Based on the selected features, we constructed a PPI sub-network using 

shortest paths tracing. The sub-network constitutes of 591 proteins and TBPL2 has the highest betweenness. High 

homology among genes from TBP family and given the roles of TBP and TBPL1 in tumor proliferation [13-16], 

TBPL2 may also play an important role in tumor proliferation of colon cancer. Functional enrichment analysis showed 

that these 591 proteins are significantly enriched in apoptosis process. 

In the next phase of this study, we will perform elastic net regularization for feature selection and dimension reduction. 

The elastic net analysis provides variable selection in the p >> N (p: number of features; N: sample size) case without 

being severely limited by the sample size and allows selecting more features than number of subjects. In logistic 

regression, a sample size of n = 96 will be needed to yield a margin of error of +/- 0.1 in estimating the probability. 

Our sample size is sufficient to achieve fairly high levels of precision, which provides the proposed study sufficient 

statistical power. The entire procedure will be validated using the 0.632 bootstrap method for the evaluation and 

correction of potential optimism in the performance by balancing the bias and variance in the prediction error. 

Additionally, we will seek to collaborate with other investigators in the field to find an independent external dataset 

to validate our findings and contact cohort studies with both colorectal adenoma and carcinoma samples to perform 

differential gene expression and use the identified markers to evaluate disease progression and prognosis. 
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Abstract  
Reproducible research, a cornerstone of good scientific practice, requires that a manuscript’s analysis code and 
data can be recomputed by the original investigators themselves or by other scientists.  Although software tools exist 
to facilitate reproducibility, technical barriers preclude their use in the wider biomedical community.  To address 
this, we have developed StatTag – a broadly accessible, free plugin for Microsoft Word that directly connects 
statistical code and output from R, Stata and SAS to a manuscript. 

Introduction 
Reproducible research is of growing importance in the scientific community as a mechanism to increase rigor and 
transparency in the research process1. The practice of reproducible research, is a comprehensive process beginning 
with data collection and ending with manuscript preparation and publication2.  In this work, we focus on the final 
steps of the reproducible research process, where the ideal end product is a manuscript containing results that can be 
recreated by an independent third party having access to the original analysis code, data files, and study methods. 
Existing tools that facilitate reproducible manuscript preparation (e.g., R Markdown, knitr, Sweave and SAS’s 
Output Delivery System [ODS]), have a steep learning curve, may still require manual transcription of results, or 
may not support desired document formats – notably Microsoft Word, which remains the mainstay, and sometimes 
singular option, for manuscript preparation in many fields. Although statistical packages may generate output 
compatible with Word (e.g., R Markdown, SAS ODS), they require that any proposed changes to the Word 
document be re-entered into the source code and the manuscript regenerated. We address these challenges with 
StatTag3 – a plug-in for Microsoft Word, which takes a novel approach to manuscript preparation. 

Methods 
StatTag is a plug-in for Microsoft Word, with versions available for Windows 7 and higher, and macOS 10.11 and 
higher.  For Windows, StatTag was developed using the C# programming language, and is compatible with Word 
2010 or higher, and Stata 14, SAS 9.4 and R 3.3.  For macOS, StatTag was developed in Objective-C as a separate 
application that interoperates with Word 2016, and is compatible with Stata 14 and R 3.3. In both operating systems, 
communication with statistical programs is achieved using application programming interfaces (APIs). StatTag 
(stattag.org) is a free and open-source tool, available under the MIT license. 

Results 
Once installed, StatTag is integrated into the Word toolbar and allows users to associate code files with a document, 
annotate (or "tag") the portion of the code file that contains relevant output, and insert that output into a Word 
document.  A user may link more than one code file to a document, and unlike existing tools, may mix statistical 
programs (e.g., use SAS for primary analyses and R for generating figures). Results are inserted into the document 
using native Word features – namely fields, text boxes and images. Supported result types include single-value 
calculations, tables, figures, and direct (“verbatim”) output from the statistical program. After insertion, a user may 
double-click on the output, allowing them to see the exact code used to generate that value. StatTag also provides an 
interface to edit statistical code directly from Word, with fidelity to the syntax highlighting found in the native code 
editor (Figure 1). All embedded output can be individually or collectively updated by re-executing the statistical 
code in R, SAS and/or Stata. Collaborators are able to modify manuscript text using Word’s track changes feature, 
and the marked-up document (even as a copy of the original) remain connected to the statistical code.  Currently, 
both StatTag and access to the statistical code file(s) are required to view the code associated with a result.  
However, users may edit the text of a Word document created with StatTag even without having StatTag installed 
on their machine.  As of September 2017, 404 individuals have registered to download the software. 

Discussion 
StatTag distinguishes itself in the field of reproducible research by supporting multiple statistical programs within a 
single manuscript document, and reducing barriers to adoption by providing an easy to use graphical user interface 
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within Microsoft Word.  Within the workflow of authoring a manuscript, StatTag supports collaborative authoring 
such that the statistical code and Word file are connected, but may be worked on independently. With StatTag, 
modifications to a dataset or analysis no longer require manually re-transcribing results into a manuscript or table, 
and modifications to manuscript text by collaborators do not require duplicated efforts by re-entering changes in to a 
source file. Use of native Word objects such as fields, text boxes and images allows formatting of the manuscript 
using Word’s existing features.  Although StatTag was initially developed to support clinical and translational 
science researchers, it has seen adoption by many domains, including economics and education.  Future 
development of StatTag seeks to further streamline the process of manuscript preparation based on user feedback.   
 

 
Figure 1. Code view within StatTag, which allows the creation of new tags used to define statistical output, editing 
of analysis code, and review of the code used to generate a result. 

Conclusion 
Here we present StatTag as a freely accessible platform to integrate statistical results into Microsoft Word. StatTag 
provides a user-friendly way to facilitate good scientific practice by supporting reproducible research, and has the 
potential to change how investigators collaborate with statisticians and analysts on a daily basis. 
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Abstract: The main challenge with kidney transplantation is the possibility of rejection. Based on this rejection’s driving mechanism                  
in the immune system, it is classified in two types: antibody-mediated rejection (AMR) and cellular-mediated rejection (CMR). In this                   
work, we study the immune repertoire in these rejection outcomes as compared to stables (STA) by extracting the immunoglobulin                   
and T-cell receptor (TCR) reads from RNA sequencing (RNA-Seq) data and integrating with traditional gene expression analysis. We                  
found that the ratio of all TCR by TCR is associated with the transplant outcomes, with the ratio being greater in AMR and      ,α β    ,γ δ                
CMR than in STA. In addition, this ratio is associated with several genes showing enrichment in the organ rejection pathways and                     
classifying the patients into their clinical outcomes. This work demonstrates that new biological insights can be discovered in the                   
kidney rejection process with the integration of immune repertoire and gene expression by leveraging RNA-Seq technology.  
 
Introduction: Kidney transplantation is the preferred treatment for all end-stage renal disease patients as it provides a greater                  
probability of patient survival while conserving quality of life. The main problem after the transplant is rejection, which is classified as                     
either AMR or CMR depending on the driving mechanism in the immune system. CMR involves T-cell activation and can be                    
effectively treated with augmentation of immunosuppressive therapies. AMR involves B cell and plasma cell activation resulting in                 
the generation of donor-specific antibodies, which bind to HLA and/or non-HLA (nHLA) molecules on the endothelium [1]. An                  
organism's immune system is determined by a set of immunoglobulins and T-cell receptors (TCR) that are collectively known as the                    
immune repertoire. Immune repertoire diversity is crucial for a proper immune defense; therefore, it has been extensively studied in                   
several diseases and conditions including organ transplantation. Generally, a patient’s immune repertoire is studied through the direct                 
sequencing of the V(D)J region along with identification of the complementary-determining region 3 (CDR3). However, with the                 
advent of new computational approaches such a MiXCR, we can extract adequate coverage of the immune repertoire using RNA                   
sequencing (RNA-Seq) data [2]. In this study, RNA-Seq data is leveraged to study both the immune repertoire and the gene expression                     
itself in order to develop novel understandings of the mechanisms of kidney transplant rejection. 
 
Methods: RNA-Seq data was generated from the peripheral blood of 36 kidney transplant recipients who consented to provide blood                   
samples at the time of an allograft biopsy. All patients evaluated gave written informed consent to participate in the study. Three                     
different transplant outcomes were assessed with biopsy-confirmed rejection (AMR (12) and CMR (13)) or no rejection/stable (STA                 
(11)). The raw sequences were then passed through the MiXCR [3] computational pipeline where the read sequences were translated                   
into their respective immunoglobulins (heavy and light chain) and TCR ( ) types; reads with identical CDR3 sequence length          , , ,α β γ δ         
and a 90% identical nucleotide sequence were grouped together into a single clonotype. In addition to examining overall diversity,                   
clonal counts, and other basic features of the immune repertoire, we also correlated the ratio with patient outcome in this              , /γ,α β δ       
specific transplant population. The total number of reads and clones of each immunoglobulin and TCR type along with the                   , /γ,α β δ
ratio was compared across the three transplant outcomes (STA, CMR, and AMR) using an ANOVA test. In addition to the data being                      
sufficiently homoscedastic to justify the usage of an ANOVA test, we applied a non-parametric test (Kruskal-wallis) to ensure that the                    
lack of normality was not an artifact. A gene expression matrix was generated from the same RNA-Seq data and after filtering,                     
normalization, and quality control, we integrated the two types of data (the immune repertoire and the gene expression matrix) by                    
applying a penalized regression method, Elastic NET (ENET) [4] to find the genes associated with the immune repertoire in these                    
individuals.  
 
Results: The most significant association was found when considering the ratio (Figure 1A), especially when comparing the          , /γ,α β δ         

STA with AMR (p-value = ). Although some of the other TCR features did possess significant p-values, this ratio was the     .01 * 10 −4 
                

most significant and therefore the one considered for the integrative analysis. The model ( ),             , /γ,  ratio ene expression matrix α β δ ~ g  
analyzed with ENET, found 81 genes significantly associated (25 down-regulated and 56 up-regulated) the ratio (Figure 1B).                 
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Although the samples do not cluster perfectly by phenotype, the genes’ signature is informative. The significant genes were introduced                   
in the EnrichR tool [5] to provide a biological interpretation; we carried out pathway analysis and found that one of the most                      
significant pathways was allograft rejection (p-value-adjusted = 0.001) together with antigen processing and presentation and               
graft-vs-host disease.  
 

A B  
 
Figure 1 A. Boxplot showing the by transplant outcomes. Results from ANOVA (STA vs. AMR - p-value =     , /γ,  ratioα β δ              

, STA vs. CMR - p-value = ) B. Heatmap showing the classification of the three outcomes (STA, CMR and.01 * 10 −4 
       .31 * 10 −2 

             
AMR) for the 81 genes that are associated with the  ratio. Genes are shown in the rows and individuals in the columns., /γ,α β δ   
 
Discussion: In this study, we present an alternative approach for immune repertoire analysis by utilizing raw RNA-Seq data in lieu of                     
direct sequencing of the V(D)J region and propose a method to integrate these diverse types of data. The percentage of all T-cell                      
receptors being of the types compared with shows a clear association with the transplant outcomes with a higher number in    ,α β     ,γ δ               
those individuals with AMR and CMR in comparison with STA. While one study has determined the ratio of TCR in healthy humans                      
[6] and another has shown that this ratio is disturbed in patients suffering from disease such as septic shock [7], the role of this ratio in                          
organ transplant has not been thoroughly studied. In addition, this study has shown that the ratio is associated with several genes that                      
classified the individuals by transplant outcomes and therefore could reveal some of the mechanisms that are involved in the rejection                    
process. Although further work and validation need to be carried out, this work shows that new biological insights can be discovered                     
in the kidney rejection process with the integration of immune repertoire and gene expression by leveraging RNA-Seq technology.  
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Abstract

VenomSeq is a new transcriptomic analysis platform to enable drug discovery by exposing human cells to venoms and
subsequently comparing their gene expression profiles to public expression profiles of known drugs. In this session we
discuss VenomSeq’s technology and analysis methods, and present an open-source software package for generating,
exploring, and visualizing the differential expression profiles. The code used in VenomSeq is modular and open-source,
enabling reproducibility and reuse.

Introduction

Naturally-occurring enzymes constitute a massive resource for novel drug discovery, due to their bioactive properties,
combinatorial complexity, and target specificity. After isolating candidate proteins, one of the greatest challenges in
protein-based drug discovery is determining the specific nature of the effects that the proteins have on human cells.

Many drugs work by modulating gene expression in target cells. These effects can be observed and quantified using
RNA sequencing or microarray analysis coupled to statistical models of differential gene expression, with the aim
of finding the most over- and under-expressed genes in response to a treatment of interest (known as an “expression
profile”). The LINCS L1000 / CMap project has released vast numbers of public, reference-quality expression profiles
generated in response to tens of thousands of perturbagens applied to hundreds of human cell lines.

In this work, we discuss the development of VenomSeq—a new platform for drug discovery from animal venoms that
uses differential expression analysis to match the effects of venoms to the effects of known small-molecule drugs.

Figure 1: a.) VenomSeq platform schematic. b.) List of 25 venomous species included in VenomSeq.
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Methods

We collected 25 venoms from diverse taxonomic clades of venomous animals, including snakes, spiders, fish, gas-
tropods, and others. In order to generate differential expression profiles, we conducted RNA sequencing on human
IMR-32 cells exposed to dilute concentrations of each venom, using the PLATE-Seq protocol described by Bush et al1.
We then aligned the reads to the human transcriptome using bwa-mem, demultiplexed, and counted the number of
transcripts that align to each gene, producing a count matrix of genes vs. samples. We sequenced 2 replicates for each
of 3 time points (6, 24, and 36 hours post-treatment) for each venom, along with 21 control samples (12 treated with
water and 9 untreated) to mitigate batch effects. In order to determine appropriate dosages, we generated viability
curves with IMR-32 cells in culture to empirically compute IC20 values for each venom.

After obtaining gene count matrices, we constructed differential gene expression profiles for each venom against
control samples using the DESeq2 library for the R programming language. DESeq2 fits genes to a negative binomial
model, which accounts for gene dispersion and low counts better than traditional Poisson models. Here, we define a
differential gene expression profile to be the ordered list of log2-fold changes associated with genes that pass a p-value
cutoff < 0.1, after correcting for false discovery rate using the Benjamini-Hochberg procedure (this value is relatively
permissive since we are currently only interested in generating hypotheses). Since RNA-Seq gives an incomplete view
of pre-transcriptional and post-translational events, we used the VIPER algorithm4—along with predetermined regulon
data for the IMR-32 cell line—to estimate the activity of master regulators and downstream targets of differentially
expressed genes, which we then added to the expression signatures.

We used the Stage-5 LINCS Phase II dataset (GEO GSE70138) to compare venom expression profiles to those gen-
erated using known drugs. The LINCS signatures consist of Z-scores for each gene in the L1000 microarray assay
(consisting of over 100,000 genes, including many inferred by VIPER). Since the LINCS Z-scores and the test statistic
for DESeq2’s Wald test both are measures of deviation from the mean of a standard Gaussian distribution, they can be
compared with little information loss. The complete schematic for VenomSeq is shown in Figure 1.

Results

The number of significant differentially expressed genes in a venom range from 4 (Apis mellifera, the common honey
bee) to 1,496 (Synanceia verrucosa, the stonefish). All original source code used for data analysis and visualiza-
tion is available under an open-source license on Github at github.com/JDRomano2/venomseq. The software
includes an interactive web application for exploring the VenomSeq profiles, the LINCS profiles to which they are
compared, and various measures of similarity between the two sets. Additionally, the software includes sample ex-
pression data and instructions for obtaining the gene expression profiles.

Discussion

In this work we demonstrate a new technology for data-driven analysis of venom data. Although we are still evaluating
methods for discovery from the processed data, initial exploratory analysis of the venom gene expression signatures
is promising. Currently, we are designing a deep neural network model based on stacked denoising autoencoders
to identify informative ‘modules’ in the expression signatures that can be more meaningfully matched to known
expression signatures. Combined with interactive methods for data browsing and exploration, VenomSeq has the
potential to become a major collaborative effort within both the toxinology and drug discovery communities.
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Introduction 

Phylogeography uses genetic sequence data along with metadata such as the location of an infected host and date of 
collection to infer viral diffusion. In discrete phylogeography, virus diffusion is estimated by ancestral state 
reconstruction of observed geospatial (discrete) locations along a phylogeny1. In these studies, researchers assign 
geospatial traits to each taxon often by using metadata from a sequence record. Here, the sampling location of each 
taxon is fixed to a single or small number of locations and without observation uncertainty or error. In this work, we 
relaxed this strong assumption in a prerelease build of BEAST v1.8.42 that allows for analytic integration over the 
uncertainty to evaluate the likelihood of the spatial process. In this work, we evaluated the use of this uncertainty as 
“observation error” for discrete Bayesian phylogeography. Here we assigned location-specific probabilities that each 
taxon arises from a location (L) given a GenBank record (R), P(L|R). We hypothesized that this will improve posterior 
estimates for tracking evolutionary changes in viral genomes and their spread.  

Methodology 

We compared models that account for observation error to ones that do not. We considered two virus outbreaks: highly 
pathogenic avian influenza A H5N1 in Egypt and 2009 influenza A (pdm09) H1N1 in North America. We used the 
search feature of ZooPhy3 to obtain metadata and hemagglutinin gene (HA) sequences for our two case studies. We 
studied 485 HA sequences for H5N1 in Egypt and 443 sequences for pdm09 in Mexico and the United States. 
 
For each outbreak, we tested the impact of different amounts of observation error on the posterior estimates of the 
phylogeographic process and compared these to a simulation in which we assumed that all the locations were known 
with certainty (P (L|R) = 1.0). We randomly selected 25% of the taxa to include observation error; the rest were 
assigned a known location without error. We ran multiple scenarios where, for these 25%, there was either some level 
of observation error or a location assigned with no observation error based on a pre-defined heuristic. Our nine models 
included:  

• GS = a gold standard set where all taxa were assigned a location with certainty and thus no observation error, 
P (L|R) = 1.0, including the randomly selected 25%;  

• 90 = for each taxon in the randomly selected 25%, one location was assigned 10% observation error (P (L|R) 
= 0.9) and the remaining error (P (L|R) = 0.1) was uniformly assigned to the other locations in the set;  

• 70 = same as 90 except 30% observation error for one location;  
• 50 = same as 90 except 50% observation error for one location;  
• 90/10 = one location was assigned 10% observation error (P (L|R) = 0.9) and the remaining error (P (L|R) = 

0.1) was assigned to one other random location in the set;  
• 70/30 = same as 90/10 except 30% observation error for one location;  
• 50/50 = same as 90/10 except 50% observation error for one location; 
• CNTR= the randomly selected 25% were assigned to the centroid of the country with no observation error;  
• POP = the 25% were assigned to the location with the highest population with no observation error. 

Results 

In Figure 1 and Figure 2, we show the posterior probability of the discrete state of the root (node) in the 
phylogeographic tree (not shown) for H5N1 in Egypt and pdm09 in Mexico and the United States, respectively. The 
bars are color-coded to their governorate/state with the highest posterior probability of being the origin of the outbreak. 
In Figure 1, seven of the bars are purple to represent the Qalyubia government in the Nile Delta region. The blue bar 
(CNTR) represents New Valley governorate and the green bar (POP) represents the Cairo governorate. In Figure 2, 
all bars are purple which reflect agreement that the origin of the pdm09 outbreak was the state of Veracruz in Mexico. 
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Figure 1. Posterior probability of root state for H5N1 in Egypt.  

 
Figure 2. Posterior probability of root state for pdm09 in Mexico and the United States.  

Conclusion 

We evaluated the impact of observation error for Bayesian discrete phylogeography. We examined two recent 
outbreaks including H5N1 influenza A in Egypt and 2009 influenza A (pdm09) H1N1 in Mexico and the United 
States. For the H5N1 example, we found that increasing observation error increased the posterior probability of the 
root state when a uniform probability was assigned to the remaining locations. In our Egypt example, we found that 
the methods of assigning a centroid (CNTR) or the most populated location (POP) leads to an erroneous conclusion 
about the origin of the outbreak. In our pdm09 example, we found agreement on the origin of the outbreak amongst 
all models. Our future publication of this work will include more posterior estimates including phylogeographic trees 
and times of Markov rewards for each discrete location in the outbreak to thoroughly evaluate the phylogeographic 
process. 
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Introduction 

The Rat Genome Database (RGD) was initiated in 1999 to standardize, integrate and present genomic and 

phenotype data for the laboratory rat. Because of its use as a model for multiple human diseases and the needs of a 

disease focused community of researchers, RGD has included human and mouse data from its beginning including 

genes, QTL, ClinVar variants, and functional data such as disease, phenotype, pathway and Gene Ontology 

annotations. [1] With the rise of precision medicine initiatives, the need for researchers to access and compare 

genomic and phenotype data for a variety of models ideal for particular disease studies has increased. To 

accommodate these needs, RGD adapted its data formats, technical infrastructure and data mining and presentation 

tools to accommodate data from organisms that serve as important models for specific diseases. RGD currently 

includes data for chinchilla[2], dog, bonobo and 13 lined ground squirrel with plans for continuous expansion to 

multiple other disease models. 

Methods 

Modifications were made to the relational database structure to accommodate an unlimited number of organisms and 

present multiple types of orthology relationships. Because orthology assignment data is limited for some of the 

organisms, primarily to human, we developed pipelines to integrate these direct relationships and to assign transitive 

ortholog relationships to the other organisms via the shared human ortholog. Data import pipelines for NCBI, 

UniProt, Ensembl and others were modified to access and integrate data for additional organisms with appropriate 

QC measures and data is updated weekly. Where available, functional data was imported such as Gene Ontology 

annotations, OMIA annotations and IMEX protein-protein interactions for dog. Functional annotations were also 

manually made or inferred via sequence similarity evidence from human to other organisms where appropriate. 

JBrowse instances were implemented for all species with adaptations to present data on contigs for those, such as 

chinchilla, whose genome is not yet fully assembled. A Genome Portal provides easy access to data for each 

organism including genome size, chromosomes and size, number of genes on each chromosome and links to NCBI. 

A new ELASTIC search was created to allow users to search across all organisms by gene symbols, terms from a 

variety of ontologies and keywords. Users can select results for a particular organism or see them for multiple. 

Results also can be forwarded to a variety of tools. Data for all organisms have been incorporated into OLGA 

(Object List Generator and Analyzer) which allows users to retrieve multiple gene lists based on genomic or 

functional categories and manipulate 

these to obtain desired subsets. The 

Gene Annotator tool allow users to 

filter by organism or to retrieve 

functional, genomic and ortholog 

data for multiple organisms. A 

Variant Visualizer tool for rat and 

human were also implemented. A 

new Disease Models Portal will 

provide easy access to the 

organism(s) that serve as models for specific disease areas and studies and to related phenotype and genomic data 

for these organisms. In addition to organism data directly integrated into RGD, links will also be provided to the 

Alliance of Genome Resources (AGR) site to provide easy access to data for additional organisms – zebrafish, 

worm, yeast, fly and mouse. To provide users with detailed information on quantitative phenotypes, the PhenoMiner 

tool[3] was adapted for chinchilla and will be further adapted for other organisms. In addition, a statistical meta-

ORGANISM GENES  TRANSCRIPTS PROTEINS 

rat 45,622 171,438 36,161 

human 40,268 190,640 161,783 

mouse 56,444 177,413 85,073 

dog 30,029 54,714 29,561 

chinchilla 31,713 75,934 97 

13 lined ground squirrel 26,401 50,118 20,104 

bonobo 29,681 52,624 724 
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analysis of rat quantitative phenotypes was performed to determine expected ranges for strain groups and across rat 

in general to enhance the data available, along with genotype profiles, necessary for researchers to design studies 

using rat.  

Results 

Leveraging the robust and flexible nature of RGD’s infrastructure, data from additional organisms have been easily 

integrated into the database and software tools to create a resource that provides easy access to a variety of models 

used in disease research. RGD now provides comprehensive and continuously updated genomic data for multiple 

organisms as well as a genome browser for each organism. Protein-protein interaction data and visualizations for rat, 

mouse, human and dog are provided through the Cytoscape based InterViewer tool.  Interactive diagrams and 

reports for metabolic, signaling, regulatory, disease and drug pathways provide easy access to fully curated data with 

ortholog data for all organisms. Data analysis and visualization tools such as the Gene Annotator, OLGA-Object 

List Generator and Analyzer are also available for multiple organisms. All data is available through the FTP site and 

REST APIs. Human ClinVar variants are searchable and visualized through the Variant Visualizer and JBrowse and 

variants from more than 40 strains are available in the rat JBrowse and Variant Visualizer. Phenotype profiles for 

each of the organisms and the variety of strains available for those such as rat are available or in development.  

Genomic and phenotype data with links to methods, protocols and other information are incorporated into a 

Precision Model Portal. 

Discussion 

By creating a robust and flexible infrastructure for genomic and phenotype data for one model organism, the 

laboratory rat, RGD has been able to extend it to accommodate multiple other organisms used as models for human 

disease. This approach allows the development of comprehensive resources for important model organisms for 

which a separate database is not available. Incorporation of multiple organisms into a single site has led to the 

development of a Precision Models Portal which includes genomic and phenotype profiles for each organism and 

available strains and the software tools to mine, visualize and analyze these data. As precision medicine initiatives 

with humans increase, there will be an accompanying increase in need to access the appropriate precision model to 

replicate the genomic and phenotypic variants seen in the human individual or population of interest. The new 

Precision Model Portal at RGD provides this valuable resource. 
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Introduction	
The	scientific	community	is	facing	a	crisis	of	data	sharing	and	management.	Other	

studies	have	commented	on	the	wave	of	data	that	is	imminent,	but	have	not	calculated	the	
true	costs	of	making	this	information	accessible	to	research	labs	around	the	world	in	a	
sustainable	fashion.	Under	the	current	architectures	of	data	sharing	and	aggregation	
meaningful	collaboration	and	join	analysis	will	become	infeasible	as	the	basic	costs	of	
infrastructure	quickly	outpace	the	resources	of	individual	labs.		

Let	open	access	be	defined	as	the	principle	that	a	given	project	will	provide	all	data	(	
raw	and	computationally	derived),	code,	and	methods	at	lowest	possible	cost	to	any	interested	
research	group.	The	purpose	of	this	study	is	to	quantify	the	actual	costs	under	different	
architectures	of	enabling	open	scientific	access	and	thereby	accelerating	the	rate	of	scientific	
discovery	and	clinical	implementation.		

Under	the	fourth	scientific	paradigm	of	data	intensive	high	throughput	discovery	the	
fundamental	limitation	is	the	availability	of	data.	In	the	era	of	small	effect	sizes	and	highly	
complex	interactions	isolated	studies	are	insufficient.	Advances	in	understanding	complex	
diseases	such	as	psychiatric	disorders	and	cancers	will	require	the	deep	measurement	of	
hundreds	of	thousands	of	individual	cases,	an	effort	that	is	simply	impossible	for	any	single	lab	
under	our	current	system.		

Only	through	combination	of	multiple	datasets,	each	measuring	different	aspects	of	a	
given	patient	population,	will	medical	bioinformatics	elucidate	the	deep	interactions	between	
environment	and	genotype	that	characterize	the	most	pernicious	of	complex	diseases.	
However,	the	simple	prerequisites	of	data	access	and	maintenance	simply	cannot	be	met	under	
the	current	architecture.		
	
Methods	

This	study	uses	an	economic	model	developed	under	gross	assumptions	about	the	
characteristics	of	three	distinct	genomics	markets	in	the	next	decade.	The	first	market	is	the	
research	community	which	until	this	point	has	driven	all	large	scale	genomics	efforts.	The	
second	market	is	phenotype	based	sequencing	for	applications	where	genomic	information	is	
useful	only	after	the	patient	has	presented	with	a	disease	phenotype	such	as	oncology.	The	
final	market	is	sequencing	performed	pre	or	post	birth	to	inform	prophylactic	measures	before	
any	disease	phenotype	presents.	We	are	only	considering	markets	where	the	genomic	
information	might	be	plausibly	shared	for	research	purposes,	therefore	excluding	private	
commercial	applications.		

Three	open	access	architectures	are	evaluated	in	this	study.	The	first	two	currently	in	
use	by	the	bioinformatics	community	are	the	fully	distributed	and	the	hub-spoke	architectures.	
In	the	fully	distributed	model,	each	lab	is	responsible	for	granting	access	to	their	own	data	and	
requests	data	from	other	labs	in	an	ad	hoc	fashion.	In	the	hub	and	spoke	model,	a	central	
authority	aggregates	data	from	many	sources	and,	having	secured	data	sharing	agreements	
from	the	sources,	serves	as	arbiter	of	data	promulgation.	The	third,	as	yet	unrealized	option,	is	
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the	fully	centralized	model	where	a	single	repository	hosts	all	available	data	and	performs	
computation	in	place.		
	
Results	

Under	simple	assumptions	about	the	volume	of	data	a	fully	centralized	model	would	
cost	the	scientific	community	approximately	a	tenth	of	the	current	two	models,	bringing	it	
within	the	funding	budgets	of	the	major	institutions.	

Varying	the	parameters	of	the	model	across	a	wide	range,	the	model	generally	
estimates	an	exponential	rise	in	genomic	data	beginning	in	the	early	2020s	as	the	oncology	
market	vastly	supersedes	the	research	market	that	has	so	far	dominated	large	genomics	
projects	with	a	million	genomes	sequenced	per	month	by	2025	as	in	Figure	1.	

	
Figure	1:	Projected	Millions	of	Genomes	sequenced	per	month	per	given	year	

Open	access	is	infeasible	using	either	fully	distributed	or	hub	and	spoke	models	due	the	storage	
redundancy	and	data	transfer	costs.	Even	if	only	five	percent	of	data	were	shared	the	current	
models	of	fully	distributed	or	hub	and	spoke	model	would	waste	millions	of	dollars	of	research	
funds	each	year.		

Furthermore,	there	is	a	cost	to	waiting	to	implement	a	fully	centralized	model.	By	2025	
under	the	projected	data	growth	the	sheer	transfer	costs	of	moving	data	from	distributed	labs	
to	a	centralized	database	would	cost	over	one	hundred	million	dollars.		
	
Discussion	

Considering	the	economic	and	administrative	burdens	facing	open	access	by	the	future	
growth	of	genomic	data	it	is	clear	that	the	current	methods	of	data	sharing	are	unsustainable	
and	a	potentially	vast	waste	of	resources.	In	this	study	another	model	was	considered	as	a	
potential	alternative	to	allow	for	open	access.	It	should	also	be	noted	that	these	costs	are	
conservative	by	concerning	only	strictly	single	use	whole	genome	sequencing	for	humans.	
Given	the	increasing	interest	in	the	diversity	of	cell	lines	and	microbiome	of	humans	it	is	likely	
that	these	projections	are	a	considerable	underestimation.	Given	the	budgetary	constraints	
facing	the	scientific	community,	it	is	simply	unfeasible	to	continue	the	current	models	of	open	
access	and	other	models	must	be	considered.		
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Abstract 
 
Autism spectrum disorder (ASD), which affects 1 in 68 children, is currently diagnosed through multi-hour behavioral evaluations by 
teams of clinicians after referral from a general pediatrician1-4. The current process of ASD diagnosis is long and rigorous, resulting in 
waitlists and delays in diagnosis by 13 months or more5. The standard of care for diagnosis includes the Autism Diagnosis 
Observation Schedule (ADOS)6 in which clinically trained administrators participate in a number of activities and then answer 28-30 
questions where each answer is coded on a scale of 0-3 with higher scores indicating more severe impairments in the measured 
behavior. We hypothesized that the many forms of ASD - severe, moderate, or mild - can be detected rapidly in short home videos 
through a crowdsourced effort by the general public with no formal training in child developmental behavior. Through machine 
learning, we generated four classifiers7-10 from ADOS Modules 1, 2, and 3 by identifying small subsets of predictive features with 
minimal redundancy through either Alternating Decision Tree techniques7-9 or parsimony and sparsity enforcing regularization 
techniques in a nested cross validation grid search that also account for missing values10. Four different classifiers, totaling 30 
questions, were identified through these machine learning techniques and the features were then answered by a group of diagnosis-
blind annotators on a dataset consisting of 250 short videos to enable validation of one or more of these classifiers for mobilized video 
diagnosis. Previous validation efforts were completed on the classifiers from Module 111,12. The benefits of the proposed approach 
range from lower dimensionality in the question set, efficient behavior detection and crowdsourcing to non-clinicians for diagnosis. 
 

 
Methods 
We assembled a library of 250 short home videos of children in social interactions where the child was communicating with a peer or 
involved in a social activity. Of the 250 videos, 205 videos of children with ASD were aquired via a secure web portal by the study 
team using crowdsourced recruitment techniques, which has shown to match the quality and validity of expert-curated data13-15, under 
an approved Institutional Review Board protocol. The remaining 45 videos of children without ASD were aquired from YouTube12. 
Children ranged in ages from 3 to 12 years, with a mean age of 4 years (slightly below the average age that autism is diagnosed in the 
US today). We identified four abbreviated and distinct classifiers using machine-learning techniques that include the top ranked 
features (specific behavior, “question”) to triage autism from a control cohort in each respected Module: two classifiers from ADOS 
Module 1 using Alternating Decision Tree techniques7-9 and one classifier each from Module 2 and Module 3 via nested cross 
validation grid search and sparsity/parsimony enforcing regularization techniques, which accounts for missing values10. Features were 
then augmented with age and gender to train minimal and interpretable classifiers capable of detecting autism from not-autism. Each 
classifier represented at least a 90% reduction of features extracted from the respected ADOS Module. The age- and language-
appropriate behaviors focus on core social skills such as ‘Social Language’ and ‘Peer Interaction’. Each question has multiple 
responses, mapping to a score between 0-3 where a higher score indicates more severe impairments in the measured behavior, and 
includes a “Not Applicable (‘N/A’)” response if not enough content was provided in the video to rate a behavior. Clinically untrained 
in child development and diagnosis-blind video annotators logged on to a secure and encrypted web portal where they rated the 
features for each classifier, 30 questions total, while watching the video. Numerical scores for each response were inputted into each 
of the machine-learning classifiers to generate a cumulative score, a negative score indicated ASD, and determine which classifier was 
the most accurate and screening for ASD.  
 
Results 
Three diagnosis-blind annotators scored 250 videos, majority rules regarding diagnosis, and the most accurate classifier was from 
ADOS Module 2. The top ranked features in this classifier included social language skills (echolalia and to-and-fro conversation) and 
social interactions (eye contact, facial expressions and general responses). We achieved 90% accuracy with 95% sensitivity and 75% 
specificity (Figure 1).  See Figure 2 for rare occasions of features scored with “N/A”.  

 
 

 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1. Annotator diagnostic accuracy with abbreviated classifier from ADOS Module 2.  
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Discussion 
We found a high accuracy and inter-rater reliability for the abbreviated classifier from ADOS Module 2. Annotators rarely marked a 
feature with “N/A”, implying that the video content provided enough evidence to answer those which contributed to improved 
specificity. Additionally, there was no statistically significant correlation between variance in annotator scores and video length, age 
or gender. Our results support our hypothesis that short home videos have high diagnostic value and reliablity.  
 

 
Future Directions 
We aim to identify causes of high variance in annotator scores through item level analysis to distinguish the questions and/or specific 
videos that cause disagreement. Using the evaluation time spent by the rater and the accuracy of results, we will further prove that 
ASD screening can be translated into a mobile and crowdsourced effort. Moreover, we want to collect more control video data from 
children with other developmental delays to further test and validate the reliability of our hypothesis. 
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Figure 2. Features and occurances of annotators scoring “Not Applicable”.  
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Introduction  

Precision approaches to critical care require real-time feedback on the physiologic effects of treatment, ideally from easy-to-

collect signals. One potentially useful signal is heart rate variability (HRV), the change in the inter-beat-intervals between 

consecutive heart beats. HRV reflects the functioning of the autonomic nervous system (ANS), is obtained from non-

invasively recorded ECG data, and can be described by metrics derived in a number of domains. Vasopressors and inotropes 

(hereafter called vasopressors) are medications commonly used in the intensive care unit (ICU) for cardiovascular support, 

and have both excitatory and inhibitory effects on the ANS. The decision to treat with vasopressors, and which vasopressor to 

use, is typically based on patient assessment, clinical studies, previous experience and expert opinion. 

Research into the use of HRV in clinical settings is showing promising results1. Given that HRV is a general marker of ANS 

activity, we hypothesized that HRV will be affected by the use of vasopressors, and will provide prognostic information 

about the likelihood of their successful application in individual cases. In this preliminary investigation, we sought to 

examine the relationship between changes in HRV and vasopressor interventions in ICU patients. 

Methods  

In order to characterize general patterns of HRV in the ICU, 

we analyzed data from 540 patients in the MIMIC II 

database, a publicly accessible dataset available through 

PhysioNet2. We derived ten different time and frequency 

domain HRV metrics for the first hour of each patient’s ICU 

stay, calculated over 5-minute windows. We used 

hierarchical clustering to identify clusters of HRV behaviour, 

and similarities between patients.  

To characterize individual HRV responses to vasopressor 

treatment, we next analyzed a cohort of 10 ICU patients from 

The Ottawa Hospital (TOH). We derived HRV using CIMVA 

software3 with a 5-minute window and 2.5-minute overlap. 

We used a two-sided Pettitt test for changepoint detection, 

which identifies a single changepoint in a continuous data 

series4. These changepoints were then qualitatively compared 

to the timing of vasopressor treatment.  

Finally, we are undertaking a prospective observational study 

of adult patients undergoing vasopressor treatment in the ICU 

at Kingston General Hospital (KGH), with a target 

enrollment of 50 patients undergoing vasopressor initiation 

events. For each patient, ECG data are recorded using 

BedMasterEx software (Excel Medical), and clinical data including details of vasopressor intervention times and dosages are 

being recorded. A total of 54 HRV metrics in all domains are being analyzed using a 5-minute window with 2.5-minute 

overlap. We conducted an interim analysis looking at the time from vasopressor initiation to changepoint detection (event-

changepoint time) within the first hour after vasopressor initiation. Patients served as their own negative controls, using HRV 

data from one hour of recording during which vasopressor dosage was stable.  

Results  

Analysis of the MIMIC II data revealed distinct sub-groups of patients for whom HRV dynamics in the first hour follows a 

similar course (Figure 1). This suggests that while HRV is fairly stable over this time in some cases, it is more reactive in 

others, and may be a useful feedback signal. Qualitative analysis of the TOH cohort also showed that HRV varies on an 

individual level. In some patients, an immediate response in HRV can be seen after vasopressor initiation (Figure 2). 

Figure 1. Heatmap of HRV metric, standard deviation of normal 

intervals (SDNN), over the first hour of ECG recording of ICU 

patients. Rows represent the individual patients, with 5-minute 

SDNN shown in columns. Sub-groups of similar HRV metric 

course can be seen. Outlier measures are shown in yellow. 
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In our prospective study, our interim analysis examined 

14 first vasopressor events, all of which were initiations 

of norepinephrine. Median duration of treatment was 

867.5 minutes (IQR 555-1305). We found variable 

HRV responses to vasopressor initiation depending on 

the HRV metric used. Furthermore, HRV response 

varied between patients, within any individual HRV 

metric. Following vasopressor initiation events, some 

HRV metrics contained more statistically significant 

changepoints than others. For example, within the first 

60 minutes after vasopressor initiation, we identified 11 

patients with significant change in the standard 

deviation of normal-normal intervals (SDNN), but only two in low frequency power (LFPWR). In comparison, there were 

five patients with a significant changepoint in SDNN and three in LFPWR within 60 minutes of control event start. No 

significant difference (Wilcoxon ranked sum test) was found in the distribution of event-changepoint time or the changepoint 

magnitude for either SDNN (Figure 3) or LFPWR. 

Discussion  

Our results suggest that the HRV response to critical illness is variable. 

While some patients have stable HRV over the first hour of their ICU stay, 

others exhibit a more reactive pattern. Response to vasopressor intervention 

varied between patients and across HRV metrics, with an immediate HRV 

response seen in some patients, but not in others. Current limitations of our 

study include the small sample included in our interim analysis, and the 

potential for confounding clinical events that are influencing HRV. 

Some HRV metrics appeared to be more reactive to vasopressor initiation 

than others. The lack of statistical significant difference in event-changepoint 

time and changepoint magnitude distributions between vasopressor initiation 

events and control events, may be attributable to our small interim sample 

size. Additionally, variation in HRV response is seen across patients and 

HRV metrics, which may be the source of the scattered distributions. As our 

observational study at KGH continues, cohort size will increase with focus 

on capturing patients first vasopressor initiations. 

Taken together, our results suggest that HRV may be a useful non-invasive 

biomarker for guiding vasopressor use in the ICU, and that further work is 

needed to identify the most appropriate HRV metrics for use in this area. 

This strategy could contribute to a precision medicine approach to critical 

care, in which diagnosis and treatment are guided by individual patient 

characteristics. Future directions of our research include the analysis of the 

complete study cohort and the identification of patient characteristics that predict an “HRV-concordant” response to 

vasopressors. We will also examine the effects of vasopressor dose changes on HRV, as well as the confounding role of other 

ICU stimuli on HRV responsiveness. We are working towards the development of an interactive, event-based platform that 

will allow for manipulation and exploration of the data. 
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Figure 2. HRV metric, SDNN, response to initiation of vasopressor 

treatment. Blue vertical lines indicate the start and stop time of the 

vasopressor intervention, orange vertical line indicates the significant 

changepoint in the timeseries (Pettitt test).  

Figure 3. Time domain HRV metric (SDNN), 

distribution of event-changepoint time, in minutes 

(top) and changepoint magnitude (bottom) for 

significant changepoints (Pettitt test). No 

difference in distribution was found (Wilcoxon).  
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Introduction 

Medulloblastoma (MB) is the most common brain tumors in pediatric patients, accounting for 10-20% of primary 

central nervous system (CNS) neoplasms and approximately 40% of all posterior fossa tumors [1]. Recently, 

molecular analysis of MB has recognized four distinct subtypes (Wnt, Shh, Group 3, and Group 4) based on their 

underlying transcriptional profiles, presenting divergent biology and therapeutic implications [2]. On the other hand, 

multi-modal magnetic resonance imaging (MRI) permits noninvasive analysis of tissue composition and anatomy in 

the tumor environment. Multi-modal MRI data are routinely obtained for all brain tumor patients at diagnosis, 

monitoring, and surveillance. Linking clinical MRI to these molecular subtypes can offer detectable evidence to 

extend our understanding of disease subtype with impact on therapy design, especially helping determine targeted 

therapy as early as possible for patients within specific molecular subgroups. 

The recent emergence of radiomics [3] allows identification of quantitative imaging signatures by extracting high-

throughput features to enable subsequent clinical decision support. In this study, we aim to develop MRI-based 

radiomics signature of MB tumors to predict the four primary molecular subtypes, thereby facilitating clinical 

decision making of patients with MB.  

Methods 

With institutional review board approval, we retrospectively collected a cohort of 89 patients with medulloblastoma 

(MB) from multiple medical institutions including Lucile Packard Children’s Hospital (Stanford, CA), the Hospital 

for Sick Children (Toronto, Canada), and Boston children's hospital (Boston, MA). Patients with pre-treatment 

multi-MRI including T1-weighted (T1-w) and T2-weighted imaging (T2-w), and tumor tissues available for 

molecular analysis were included in this study. The Nanostring-based assay was performed to identify the four 

primary molecular subgroups of MB based on gene-expression profiles. Three board-certified radiologists annotated 

tumor boundaries on MRI sequences. Next, we extracted 590 MRI-based radiomics features for each patient on T1-

w and T2-w respectively. T1-w and T2-w data consist of patients who have both T1-w and T2-w MRIs, and we 

concatenated two 590 dimensional feature vectors into an 1180 dimensional feature vector for each of these patients. 

The extracted features included intensity-based histograms, Gabor features, tumor edge sharpness, Local Area 

Integral Invariant (LAII) features. The one vs. other support vector machines (SVM) classifier was then applied for 

predicting the four target subtypes respectively. Table 1 details molecular subtype information in terms of 

availability of the two different MRI modalities.  

Table 1. MRI dataset and subtype statistics 

Subtype T1-w dataset (n=89) T2-w dataset (n=87) Combined T1-w + T2-w dataset (n=66) 

SHH  24 (27%) 28 (32%) 22 (34%) 

WNT 17 (19%) 12 (14%) 10 (15%) 

Group3 18 (20%) 20 (23%) 14 (21%) 

Group4 30 (34%) 27 (31%) 20 (30%) 

 

We incorporated two validation schemes to evaluate the prediction performance of the extracted radiomics features. 

First, we performed 10-fold cross validation on the entire dataset. Second, we validated the models across three 

different medical institutions. More specifically, a dataset from one particular institution (e.g. Stanford, Boston, and 
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Toronto) was chosen as the testing dataset and the remained two datasets were used for model training. The final test 

result was the average of the test results in terms of AUC values. During the training process, we determined the 

optimal kernel parameters of the SVM and the numbers of features for model training (e.g., top 5, 10, 15, 20, 30, 40, 

50, 100, 200, and 300 features were selected) using an internal 10-fold cross validation on the training set. 

Specifically, we performed the Wilcoxon rank sum test on the individual features and sorted them by the obtained p-

values. For each iteration of cross validation, the top k features with smallest k p-values were selected in the training 

set and then we assessed the predictive power of the selected features on the testing set. The z-score normalization 

on each selected feature was applied to standardize the range of independent features. The trained model with best 

AUC value was used for testing unseen samples. 

Results 

Table 2. Top prediction performance on molecular subtypes. 

Dataset Targeted 

subtype 

AUC with 10-fold 

cross validation 

AUC with three-dataset 

cross validation 

T1-w SHH 0.67 0.73 

Group4 0.79 0.76 

T2-w SHH 0.70 0.66 

WNT 0.63 0.72 

T1-w+T2-w SHH 0.79 0.70 

Group3 0.70 0.39 

Group4 0.83 0.81 

Figure 1. ROC curves with two cross-validation schemes 

 

Discussion 

Our experimental results showed that MRI-based radiomics features were predictive for distinguishing MB subtypes. 

Specifically, our findings suggested the usefulness of tumor edge sharpness and LAII features for predicting Group4 

and SHH subgroups. Results from two different cross-validation schemes demonstrated the validity and potential 

robustness of the prediction models. These predictive imaging markers were used solely from pre-treatment MRI 

images, therefore enabling early diagnosis and treatment management of patients with MB. 
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Abstract 

Generative Adversarial Networks (GANs) represent a promising class of generative networks that combine neural 
networks with game theory. From generating realistic images to assisting music creation, GANs are transforming 
many fields of arts and sciences. In this session, we present a method based on the medGAN architecture to evaluate 
drug-induced laboratory test changes across time. We demonstrated that it is feasible to generate artificial laboratory 
test time series that account for drug effects. 

Introduction 

Since the invention of the Generative Adversarial Networks (GANs) framework described by Ian Goodfellow et al. 
in 2014(1), about 180 publications as of September 2017 have presented a novel algorithm or variation within this 
class of methods. GANs are a class of methods where two neural networks, a Discriminator D, and a Generator G, 
contest with each other in a zero-sum game. The goal of G is to generate fake examples able to fool D, and the goal 
of D is to be able to tell fake from real instances. The GAN is considered trained when the system reaches a Nash 
equilibrium.  In biomedical informatics, GANs represent an opportunity for generating synthetic datasets that capture 
enough information from the real data to represent an interest for discovery, while preserving privacy. Two recent 
GANs algorithms have been proposed in our field: the RCGAN, a Recurrent Conditional GAN capable of generating 
real-values time series in the specific context of supervised learning tasks(2) and medical GAN (medGAN)(3), an 
algorithm that can generate synthetic Electronic Health Records (EHR) matrices of binary or count features. While 
both approaches could be complementary, no method yet enables researchers to generate real-values medical time 
series for evaluating drug effects.  

Bringing a few modifications to the medGAN algorithm, we compared laboratory tests measurements before and 
during exposure for four drug-lab pairs and we demonstrated that we can generate synthetic laboratory test time series 
that account for drug effects. 

Methods 

We selected two cohorts of patients from the New York Presbyterian/Columbia University Medical Center 
(NYP/CUMC) between 2000 and 2013, the first including patients exposed to corticosteroids (ATC code S01BA), 
and the second including patients exposed to HMG-CoA reductase inhibitors, or statins (C10AA). For each cohort, 
we collected laboratory test measurement for total Cholesterol (LOINC code 2093-3) and Serum Glucose (2345-7), 
for a total of four drug-lab pairs. Per the literature, we should expect corticosteroids to increase blood glucose(4), and 
have little effect on cholesterol(5), while statins are expected to decrease total cholesterol(6) and have a potentially 
negative effect on glucose metabolism(7). 

For each patient and each laboratory test type, we annotated the laboratory measurement depending on whether it was 
taken during a drug of interest exposure era (1) or not (0). We then split these annotated time series of laboratory 
measurements in segments consisting of pre-exposure measurements up to a year before the drug prescription, and 
measurements during the exposure to the drug of interest. 

In order to have time series of fixed length than Generative Adversarial Networks (GANs) can train on, we performed 
date-weighted linear interpolation to have two vectors of fixed length concatenated together: a vector of eight values 
for the measurements before exposure, and a vector of eight values the measurements during exposure. For each time 
series segment, we computed the mean value before exposure, and the mean value during exposure and performed a 
paired t-test, the normality hypothesis being justified by the central limit theorem.  

We scaled the input data between 0 and 1 before training the GAN. We used the medGAN model with the hyperbolic 
tangent as an activation function in the auto-encoder as if the input data were binary values. After training the 
medGAN, we generated several synthetic datasets with different random seeds for each drug-lab pair with the same 
number of instances as the inputs to ensure comparability of the p-values from the paired t-tests. Because our input 
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data were not binary values, but values normalized between 0 and 1, we replaced the sigmoid function at the very last 
step of the data generation by the same transformation we applied on the input data to get our time series back between 
0 and 1. 

We compared the paired t-test p-value and the effect size (i.e., average laboratory test value during drug exposure 
minus the average value before exposure) between the real time series, and the synthetic time series we generated with 
our modified medGAN. 

Results 

We collected 478 time series of cholesterol measurements before and during exposure to corticosteroids, 3105 time 
series of cholesterol measurements with exposure to statins, and sampled 1000 time series without replacement for 
glucose measurements with exposure to both drugs in order to keep the same order of magnitude of instances. We 
trained the medGAN on each of the four datasets with 100 epochs and batches of ten time series. The goal was to 
reach the Nash equilibrium when the accuracy is 0.5. We reached an accuracy of 0.52 and 0.54 for cholesterol 
measurements under corticosteroids and statins respectively, but could not go below 0.60 with the glucose 
measurements. 

We generated 50 synthetic (or fake) datasets for each drug-lab pair and compared the effect size of the scaled time 
series with the original scaled datasets (Figure 1). With synthetic cholesterol values, the effect size was on average -
0.08(±0.033) for corticosteroids (target:-0.023) and -0.24(±0.010) for statins (target:-0.321). For synthetic glucose 
values, the average was 0.12(±0.018) for corticosteroids (target:0.175) and 0.13(±0.022) for statins (target:0.076). We 
observed the same trend of similarity with the log of the t-test p-values. 

 

Figure 1. Comparison of effect size 
for scaled time series (between 0 and 
1) during drug exposure between real 
and “fake” data generated by the GAN. 
A positive effect size means that the 
laboratory test increases during drug 
exposure compared to before 
exposure. For each drug-laboratory 
test pair, 50 synthetic datasets have 
been generated with random seeds. We 
observe that both drugs lower 
cholesterol, with an effect almost 
twice as large for statins. Both drugs 
elevated glucose, with synthetic data 
showings similar effects. 

 

Conclusion 

In conclusion, we demonstrated that we are able to generate laboratory test time series that present similar drug effect 
sizes as original datasets. This method could enable researchers to share synthetic datasets that support discovery in 
medicine and advance toward a better understanding of EHR data in the context of model generalization. 
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Introduction 

Adenocarcinoma	 accounts	 for	 more	 than	 40%	 of	 lung	 malignancy,	 and	 microscopic	 pathology	 evaluation	 is	
indispensable	 for	 its	diagnosis1.	However,	how	histopathology	 findings	 relate	 to	molecular	abnormalities	 remains	
largely	 unknown2.	 With	 the	 advancement	 of	 transcriptomics	 and	 proteomics	 profiling	 technologies,	 there	 is	 the	
potential	for	understanding	the	molecular	biology	of	histological	phenotypes	by	integrating	omics	and	morphological	
features	 of	 the	 tumor	 cells.	 In	 this	 study,	 we	 identified	 the	 molecular	 mechanisms	 underlying	 histopathology	
aberrations	 in	 lung	 adenocarcinoma	 and	 established	 integrative	 models	 for	 prognosis	 prediction,	 which	 will	
contribute	to	personalizing	cancer	treatment	plans.	

Methods 

We	 obtained	 hematoxylin	 and	 eosin	 stained	 whole-slide	 histopathology	 images,	 pathology	 grade,	 stage,	 RNA-
sequencing,	and	proteomics	data	of	538	lung	adenocarcinoma	patients	from	The	Cancer	Genome	Atlas	(TCGA).	To	
reduce	the	impact	of	inter-observer	disagreement,	pathology	grades	were	binarized	into	a	higher-grade	group	(poorly	
differentiated	 or	moderately-to-poorly	 differentiated)	 or	 a	 lower-grade	 group	 (well	 differentiated	 or	moderately	
differentiated).	 Breiman’s	 random	 forest	 was	 used	 to	 correlate	 transcriptomics	 and	 proteomics	 profiles	 with	
pathology	grade,	and	 information	gain	ratio	was	employed	 to	select	 the	 top	 features.	KEGG	pathway	analysis	was	
performed	to	identify	the	biological	pathway	associated	with	the	selected	features.	The	model	was	trained	on	80%	of	
the	cases	and	tested	on	the	untouched	20%.	To	build	survival	models	for	stage	I	patients,	LASSO-Cox	proportional	
hazards	models	were	employed.	Current	prognostic	methods,	including	tumor	stage,	grade,	and	a	previously-reported	
gene	expression	signature3	were	used	as	the	baseline	for	comparison.	Integrative	LASSO-Cox	models	were	built	using	
the	 RNA-seq	 data,	 pathology	 grades,	 and	 patient	 age.	 Leave-one-out	 cross-validation	 was	 used	 to	 evaluate	 the	
performance	of	our	prediction	models	 in	the	TCGA	cohort.	To	further	validate	the	survival	model,	an	independent	
cohort	from	Mayo	Clinic	(n=27)	was	obtained	and	the	gene	expression	and	histopathology	profiles	of	each	patient	in	
this	cohort	were	analyzed4.	The	same	procedure	described	above	was	used	to	predict	patients’	survival	outcomes	in	
this	validation	set5.	

Results 

We	found	that	the	expression	profiles	of	15	genes	predicted	the	histopathology	grade	in	the	held-out	test	set	with	an	
area	under	the	receiver	operating	characteristic	curve	(AUC)	of	0.80±0.0067	(Figure	1A).	Similarly,	we	identified	a	
proteomic	 signature	 that	 attained	AUCs	 approximately	 0.81±0.0071	 in	 predicting	 the	 tumor	 grade	 in	 the	 test	 set	
(Figure	1B).	Enrichment	analysis	revealed	that	proteins	predictive	of	tumor	grade	were	enriched	in	cancer	signaling	
pathways	and	regulation	of	cell	development,	pointing	to	the	regulatory	mechanisms	related	to	tumor	differentiation	
at	the	protein	level.		

We	further	integrated	omics	and	histopathology	data	to	build	regularized	Cox	proportional	hazards	models	to	predict	
stage	I	patients’	survival.	Neither	the	distinction	between	stage	IA	and	stage	IB	(P=0.878)	nor	grade	(P=0.158)	could	
accurately	distinguish	patients	with	different	survival	outcomes.	A	previously	reported	gene	set	could	not	reliably	
predict	the	survival	outcomes	of	stage	I	patients	in	either	the	TCGA	or	the	Mayo	Clinic	cohort	(P=0.1097±0.0096	and	
P=0.0560±0.0108	 respectively,	 adjusted	 for	 patient	 age).	 We	 built	 an	 integrative	 histopathology-transcriptomics	
model	to	generate	better	prognostic	predictions	(P=0.0182±0.0021;	Figure	2A)	compared	with	gene	expression	or	
histopathology	studies	alone,	and	the	results	were	validated	in	the	Mayo	Clinic	cohort	(P=0.0220±0.0070;	Figure	2B)5.	
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Figure 1. Functional	omics	profiles	predicted	the	dedifferentiation	levels	of	lung	adenocarcinoma.	(A)	The	expression	
levels	of	fifteen	genes	selected	by	information	gain	ratio	predicted	pathology	grade	with	an	AUC	of	0.80	±	0.0067.	(B)	
Fifteen	proteomics	features	predicted	pathology	grade	with	an	AUC	of	0.81	±	0.0071.	

	

	

 

 

 

 

 

 
 

Figure 2. (A) Integrative	models	with	 gene	 expression	 profiles	 and	 pathology	 information	 predicted	 the	 survival	
outcomes	of	stage	 I	 lung	adenocarcinoma	patients	 in	 the	TCGA	cohort	 (P=0.0182±0.0021,	n=222).	 (B)	The	results	
were	 validated	 in	 the	Mayo	 Clinic	 stage	 I	 lung	 adenocarcinoma	 cohort	 (P=0.0220±0.0070,	 n=27).	 There	 is	 some	
overlap	in	the	survival	curves	after	65	months.	Red	asterisks	indicated	censored	data.	 

Discussion 

Our	results	demonstrated	promising	biological	applications	and	prognostic	utilities	of	considering	both	omics	and	
histopathology	features.	Pathway	analyses	on	these	transcriptomics	and	proteomics	patterns	suggested	that	the	level	
of	 cancer	 cell	 differentiation	 was	 related	 to	 mitosis	 and	 cell	 division	 pathways,	 which	 were	 consistent	 with	 the	
observation	that	higher-grade	tumors	generally	have	more	atypical	mitosis6.	In	addition,	an	integrative	model	using	
gene	expression,	pathology,	and	clinical	data	performed	better	than	each	of	the	components	individually,	indicating	
the	utility	of	multi-modality	data	integration	in	building	survival	models.	Further	studies	are	needed	to	compare	the	
performance	of	different	machine	learning	models	and	validate	the	results	in	large	cohorts.	Our	developed	algorithms	
are	likely	extensible	to	other	tumor	types	or	complex	diseases.	
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Abstract 

Appropriate innate immune responses are important for our defense against pathogenic infection and disease. 

Proteins such as STING that integrate chemical signals within our immune cells are critical to activating 

inflammation at the right times and in the right context. The contribution of human genetic diversity to STING 

activity is only partially understood. In this work, we used structural bioinformatics approaches to analyze 

polymorphic, Mendelian, and cancer variants of STING to determine their potential functions. 

Introduction 

The protein STING (TMEM173) is part of the innate immune system and recognizes chemical signals generated in 

response to infection by bacteria or DNA viruses and leads to activation in interferon responses. We have recently 

identified a missense polymorphic variant in STING that has a significant impact upon type I IFN responses in 

smallpox vaccine recipients. Rare variants in STING cause the autosomal dominant autoinflammatory condition, 

STING-associated vasculopathy with onset in infancy (SAVI; MIM615934). STING alterations occur in multiple 

cancer types (1) and may contribute to altered interactions between the tumor and the immune system. Many 

missense STING variants have been reported in population databases (2), but their effect on STING function is 

largely unknown. Methods to enhance our understanding of STING variants are needed. 

Our previous studies identified a polymorphic variant in STING that associated with interferon alpha response levels 

after smallpox vaccination that did not associate with changes in mRNA or protein expression, but did associate 

with phosphorylation of downstream signaling intermediates. Also, we previously reported on a small subset of 

individuals who develop classical indications of vaccine response, but failed to mount vigorous adaptive immune 

responses. Host genetic factors such as we have identified for STING are integral components of inter-individual 

variations in vaccine responses. In that study we analyzed the behavior of the most polymorphic coding variant 

using molecular dynamics (MD) simulations and identified altered interactions between STING and its ligand. In 

this study, we have generated MD simulations of 79 STING variants that have been observed in population studies, 

Mendelian disease, and cancer, in order to assess the detailed molecular mechanisms affected by each. 

Methods 

Variants in STING were gathered from UniProt (3), COSMIC (1), and ExAC (2). Mutagenesis and structure-based 

predictions in folding energy (ΔΔGfold) were made using FoldX (4). Variants were simulated from the closed 

conformation with bound cGAMP. Independent triplicate implicit solvent molecular dynamics (MD) simulations 

were made using NAMD (5) and the CHARMM27 (6) force field. Each model was energy minimized for 10,000 

steps, heated to 300K via a Langevin thermostat over 300ps, and 21ns of simulation with the final 15ns analyzed. 

Results 

Changes in protein stability, structure, and dynamics were assessed and differences from WT calculated for each. 

There was not a correlation between variant’s population frequency and predicted effect on protein stability. Many 

destabilizing variants are at the dimer interface, ligand binding site, or in the protein core. Each type of alteration 

indicated a different molecular mechanism of altered protein function; we generated detailed hypotheses for how 

each variant did or did not alter STING. For example, we measured changes in cGAMP interaction energy and 

identified Y240S as the most destabilizing variant. Y240 makes base-stacking interactions with cGAMP. The 
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second most destabilizing variant is S162A. S162 has interactions at the dimerization interface at the base of the 

ligand binding site. The next most destabilizing variants are separated by 74 amino acids in sequence, but make 

symmetric hydrogen bonds with one another. We compared the dynamics of each variant to those that have been 

functionally assessed using in vitro experiments. Their specific effects on STING dynamics and ligand interactions 

were computationally scored so they could be easily compared to one another.  

Discussion 

Clinical application of genomic sequencing using high-throughput technologies has led to the identification of a 

large number of novel variants, many of which lack prior clinical evidence, making their implications for the patient 

uncertain. For this reason, they are categorized as Variants of Uncertain Significance (VUSs). Computational tools 

for simulating the atomic-level effects of variants on protein structure and dynamics are well established, but have 

not achieved systematic use in clinical settings and are not acknowledged in current clinical guidelines for the 

interpretation of genomic variants and VUS. Additionally, systems must be developed to integrate data and 

knowledge, not just of the genome but also molecular behavior such as we have studied here, to inform clinical 

interpretation. The current study shows that the molecular mechanisms underlying functional polymorphisms can be 

identified and used as a benchmark for interpreting the effects of VUS, helping to bridge the gap between existing 

genomics data and functional interpretation. Modeling and simulation could be applied to differentiate among causal 

and benign variants in linkage disequilibrium with SNPs and eventually to generate personalized polygenic 

functional scores, analogous to polygenic risk scores. Therefore, we believe molecular modeling will become an 

increasingly important component in the process of interpreting the effects of human genetic variation. 

 

Figure 1. STING structure and locations of studied variants. A) The cytoplasmic sensor domain of STING binds 

ligands as a symmetric homodimer and is shown in cartoon representation colored from blue through purple to red, 

from N- to C-terminus. The cGAMP ligand, shown in sticks representation, binds to a pocket formed between 

monomers and a beta-hairpin from each monomer covers over the binding site. B) One monomer is colored white to 

better distinguish between the two. C) The locations of the 79 missense variants are indicated on one monomer in 

the same orientation as panel B, and colored by sequence position. 
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Background 
The Ubiquitous Pharmacogenomics (U-PGx) project is an international, multidisciplinary effort aiming to implement 
pharmacogenomics-guided drug dosing across seven European countries. Over the course of three years 8,100 
patients are pre-emptively genotyped for a panel of 48 clinically relevant pharmacogenomic markers across 13 
important pharmacogenes (i.e. CYP2B6, CYP2C9, CYP2C19, CYP2D6, CYP3A5, DPYD, F5, HLA-A, HLA‐B, 
SLCO1B1, TPMT, UGT1A1 and VKORC1) and test results are used to guide pharmacotherapy. Data on therapy 
outcome will be analyzed in 2020 to demonstrate an overall reduction in the number of clinically relevant drug-
genotype associated adverse drug reactions. 
 
Methods 
More than 15 different sites with largely varying health IT infrastructures–ranging from complete absence of any 
such infrastructure to full-fledged integration of decision support alerts in the electronic health record–are 
participating in the clinical study. We therefore conceptualized and implemented a decision support solution that 
enables a standardized intervention across all participating sites while still being flexible enough to be integrated into 
the diversity of existing health IT infrastructures. To achieve this goal, we developed a unique multi-modal approach 
for delivering pharmacogenomic decision support, consisting of digital, paper-based and mobile tools. 
 
Results and Discussion 
At the heart of the U-PGx decision support infrastructure lies the U-PGx Genetic Information Management System 
(GIMS) developed by the U-PGx partner bio.logis Genetic Information Management GmbH. U-PGx GIMS 
incorporates a centralized knowledge base that contains the mappings between raw genotyping results, phenotype 
designations and pharmacogenomics-based therapeutic recommendations including translations to the local 
languages of all participating countries. This knowledge base is built around a subset of the Dutch national drug 
database G-Standaard, which provides up-to-date and actionable pharmacogenomics therapeutic recommendations 
for 41 drugs authored by the U-PGx partner Dutch Pharmacogenetics Working Group. A central and secure pipeline 
enables clinical sites to upload genetic samples and retrieve pharmacogenomic test results and individualized 
recommendations in their local languages in one or more of the following optional formats: (1) Semi-structured data 
for incorporation into local electronic health records, (2) a digital pharmacogenomic report in PDF or ODT format 
that can be filed in the patients’ digital or paper-based health records, (3) a ‘safety-code’ card that is part of a mobile-
based clinical decision support system and allows for the retrieval of patient-specific pharmacogenomic dosing 
recommendations via a smartphone or tablet. Several building blocks of the U-PGx decision support tools, such as 
the PGx dosing guidelines and parts of the decision support system, were made available as open-source in the 
context of the project. The multi-modal pharmacogenomics decision support concept of U-PGx demonstrates how 
the challenge of fragmented healthcare infrastructures can be tackled to advance the implementation of 
pharmacogenomics into clinical practice. 
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Introduction 

Electronic health records (EHRs) data have potential for novel discovery of patient-centered outcomes that can be 

used to improve health care delivery. However, a significant amount of data stored in EHRs is hidden in clinical 

narratives as unstructured text. For prostate cancer patients, these clinic narratives contain a large amount of 

information as an unstructured data source. Previous work suggests that structured data regarding dysfunctions after 

treatment for prostate cancer are not consistently captured in the EHR and thus cannot be reliably extracted for 

clinical and research purposes. Therefore, in this preliminary study we propose a rule-based natural language 

processing pipeline to extract patient-centered outcomes related to the presence of urinary, bowel and erectile 

dysfunction following treatment of prostate cancer from the free text of the EHR notes. 

Method 

We developed a lexicon of terms related to urinary, bowel or erectile dysfunctions based on domain knowledge, 

prior experience in the field, and review of medical notes. A reference standard of 100 randomly selected documents 

for each outcome from inpatient admissions was annotated by two domain expert research nurses to identify all 

related concepts as: present, negated, historical, and discussed risk. We developed a rule-based natural language 

processing (NLP) pipeline which uses dictionary mapping combined with ConText algorithm [1]. We trained our 

NLP pipeline using remaining 1,336 documents in the research database and tested on 20 randomly selected 

documents to determine agreement with the human reference standard and standard precision, recall and overall 

accuracy rates were used as metrics to quantify the automatic annotation performance. 

Results 

The precision, recall, and accuracy scores for the urinary incontinence annotations against the reference standard 

output created by a domain expert was 62.5%, 100% and 76.9%, respectively. For most of the misclassified cases, 

which annotated as presence of urinary incontinence by the NLP algorithm but not by the expert, it is seen that 

medication information included in the term dictionary caused ambiguity regarding phenotype classification. For the 

erectile dysfunction annotations, precision was 100%, recall was 75% and overall accuracy was 90%. On the other 

hand, since no bowel dysfunction was reported in the randomly selected test set, evaluation metrics were not 

calculated.  

Conclusion 

In this preliminary study, we have shown that it is possible to identify the patient-centered outcomes from the free 

text of EHRs using natural language processing. Using EHRs to assess patient-centered outcomes promotes 

population-based assessments of these valued yet difficult to assess outcomes and will enable detailed sensitivity 

and subgroup analysis. Such results will allow clinicians to individualize care for their patients. The results will also 

provide desperately needed evidence-based criteria for patient-centered outcomes. These criteria can be used in 

research studies, in clinical practice, and to develop practice guidelines. Future work will create larger number of 

well-annotated data sets and combine our rule-based approach with recent machine learning techniques used in 

natural language processing tasks. 
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Introduction: Recent definitions of the concept of the exposome include endogenous processes within the body, 

biological responses of adaptation to environment, and socio-behavioral factors beyond assessment of exposures1. 

Research in generating and utilizing exposomes requires an understanding and representation of molecular 

constituents involved in direct biological pathway alterations as well as mutagenic and epigenetic mechanisms of 

environmental influences on the phenome. In this presentation, we discuss an initial evaluation of the Chemical 

Entities of Biological Interest (ChEBI)2 ontology for exposomic research purposes.  

Methods and Results: We considered two types of exposures: (1) Air pollutant species by reviewing hazardous air 

pollutants literature from the Environmental Protection Agency3, and species identified within the Pediatric Research 

using Integrated Sensor Monitoring Systems (PRISMS) project4; and (2) Poisons (therapeutic and non-therapeutic) 

from U.S. national and state reports5. Some of these species directly interact with the body; others react with other 

chemicals within the body or environment leading to the formation of harmful agents. In order to evaluate ChEBI, we 

manually mapped a sample of 224 unique air pollutant species and 276 poisonous chemical substances to its Release 

159 (Figure 1). We then analyzed the information ChEBI provided for each species in the context of developing 

platforms for semantic data integration and knowledge reasoning performing translational exposomic research.  

Discussion: We found particulate matter was the most frequently referenced and studied species in all of the sources. 

ChEBI did not have a concept for particulate matter, although the constituents of particulate matter mapped to ChEBI. 

In addition to a name and a unique Identifier, ChEBI provides IUPAC names, synonyms, relationships, registry 

numbers, database cross-references, structural diagrams and additional information in the form of an ontology. It 

consists of four sub-ontologies that provide the chemical species’ molecular structures, biological roles, applications 

and subatomic particles2. The biological role classifies entities based on their role within a biological context. These 

roles include antimicrobial, hormonal, enzymatic and bio-membranal actions. Relationships between species provide 

information on existing and potential interactions between different chemicals. It provides a knowledge base of 

reactions with different species and biological membranes or disease, and even goes as far as understanding the effects 

on severity of disease. This molecular basis of exposure is beneficial to biomedical research as it fills gaps in chemistry 

and its modulation in health and disease, for designing novel pharmaceutical agents, as well as short-term and long-

term management of poisonous episodes. While this is an initial review of ChEBI, it is a promising resource for 

semantic harmonization of chemical species data as well as a knowledge base for reasoning in the PRISMS project, 

and for the eventual development of a molecular taxonomy for disease. 
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Figure 1: Example exposure chemical species list with their ChEBI ID and Name. Details of 'Oxycodone' on ChEBI. 
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Introduction and Motivation 

Multiple sclerosis (MS) is a disease characterized by lesions in the brain 
and spinal cord. Detection of changes in MS lesions is essential for 
understanding disease progression. However, the current top-performing 
methods do not use any context around voxels [1]. In this work, we 
propose a new lesion change detection method that uses multi-scale 
radiomic features of magnetic resonance (MR) images. 

Methodology 

The method by Sweeney et al. [2] is used as baseline due to its reported 
high performance [1]. Given multiple pre-registered MR sequences from 
two timepoints (tj with j=1, 2), each with three modalities T1-weighted 
(T1), T2-weighted (T2), and fluid-attenuated inversion recovery 
(FLAIR), the algorithm uses logistic regression to label voxel ! of brain 
volume of patient " into two classes: lesion change (#$% = 1) and no 
change (#$% = 0). Four methods with different input features are 
compared: 1) baseline using information only from the voxel itself )*+", - #$% = 1 = ./ + .12$%13

145  where 2$% =
{71$%89, 72$%89, <=>2#$%89, ∆71$%, ∆72$%, ∆<=>2#$%}; 2) with additional context of 3x3 ∆<=>2#$%	neighborhood (modality 
and patch size determined based on performance in preliminary experiments), i.e. 	./ + .12$%13

145 +
B1∆<=>2#$%1C

145 ; 3) texture features T extracted from the gray-level co-occurrence and run-length matrices of 21x21 
∆<=>2#$% patches resulting in 31 features, i.e. 	D/ + D17$%1E5

145  (Figure 1); and 4) using combination of all above 
features, i.e. 	./ + .12$%13

145 + B1∆<=>2#$%1C
145 + D17$%1E5

145 , which is the proposed Multi-Scale Method. The 
coefficients ., B, D are fit using lasso regularization.  

Evaluation Results 

We evaluated the methods using a patient-level 3-fold cross-validation scheme on a 15-patient dataset, which consisted 
of multisequence MR images with spatial resolution 1×1×3	mm3	that were registered across the two given timepoints. 
On this dataset, the Multi-Scale Method’s performance was the statistically significantly highest (Wilcoxon signed-
rank test, p<0.001) (Table 1). 

 Method 1 Method 2 Method 3 Multi-Scale Method 
AUC-ROC Median 0.94 ± 0.04 0.94 ± 0.04 0.93 ± 0.04 0.98 ± 0.01 
AUC-PR Median 0.14 ± 0.19 0.17 ± 0.18 0.29 ± 0.13 0.43 ± 0.16 
Table 1. Median ± median absolute deviation for patient-level AUC-ROC and AUC-PR. 

Conclusion 

We proposed a new MS lesion change detection method that shows significant improvement over the current state of 
the art, incorporating context information from the immediate neighborhood and the larger surroundings of the image 
voxels. Future work will include obtaining data from more patients to validate the algorithm’s robustness. 
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Figure 1. Texture feature values of lesion 
change (left) areas and no change areas (right) 
from a sample patient. The visual difference 
shows discriminative power of these features.  
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Problem Addressed 

In order to fulfill the promise of data science for biomedical research, it is important to bridge the gap between biomedical researchers 

and data scientists. The lack of knowledge on the part of biomedical researchers about the opportunities afforded by data science can 

result in missed prospects to form collaborations, and where there is collaboration, differences in perspective, language, and 

techniques can impede success. These issues were identified by the authors through: (1) Dr. Surkis’s role leading a study team that 

included evaluators, librarians, and Dr. Aphinyanaphongs, a data scientist, to apply machine learning to the problem of classifying 

publications along the translational research spectrum; and (2) the issues recognized by Dr. Langford, a population health researcher, 

in developing a grant proposal with Dr. Aphinyanaphongs. Pre-existing content, including courses at other institutions
1
, online 

courses
2
, academic publications, blogs

3
 and popular publications,

 4
 focus on demonstrating how to use data science tools, not on how 

to collaborate with data scientists. The approach developed to bridge this gap was to create a two-hour example-based class to educate 

biomedical researchers on both the opportunities and limitations of data science, and to provide them with a basic understanding of 

and vocabulary for the techniques of data science, including issues in the interpretation and use of data science methods.  

Curriculum 

A two-hour example-based class titled Data Science for Non-Data Scientists was offered as part of a class series designed to meet the 

needs for data skills among biomedical researchers. The learning objectives for the class were for the participants to acquire the 

knowledge to be able to: 1) formulate a question that data science approaches would help to answer, 2) recognize the interplay of the 

roles of the domain expert and the data scientist in approaching a problem, and 3) recognize how the use case affects the interpretation 

of the output of a data science approach. The content of the class consisted of an overview of recent biomedical data science studies 

from the literature, using each study as a springboard to define key concepts and highlight issues of relevance to biomedical 

collaborators. At the conclusion of the class, students were presented with the option of completing a detailed request form to work 

with a data science graduate student on their capstone project. This hands-on exercise was intended both as an opportunity for the 

students to get feedback on a proposal and to help them synthesize what they had learned.  

Evaluation and Discussion 

The class was marketed across the academic medical center and registrants spanned a range of disciplines and roles, and an array of 

disciplines was present at the class. Evaluation surveys asked participants about their level of comfort with data science concepts, the 

effectiveness of the curriculum, and what they had hoped to get out of the class. After the class, 83% of participants reported feeling 

more prepared to pursue a collaboration with a data scientist, and 92% reported feeling more comfortable with data science concepts. 

Feedback provided in the evaluation forms also led to the ongoing development of a version of the class for basic science researchers.  

Data science offers immense opportunities to biomedical researchers, but differences in how data scientists and biomedical researchers 

formulate questions, understand their answers, design their experiments, implement their discoveries, and weigh their priorities offer 

significant challenges to pursuing those opportunities. By teaching biomedical researchers about the tools, techniques, and limitations 

of data science, we can work towards overcoming these challenges and establishing a robust collaborative environment. As a first step 

towards a more collaborative biomedical data science environment, the class is a low-cost, low-barrier-to-entry way to investigate the 

needs of the research community and begin building bridges across the institution, already resulting in requests to teach the class to 

researchers in Population Health, Neurosurgery, and basic science.   
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Introduction 
Cerebral vascular disease (CVD) in patients with HgbSS disease may first present early in childhood with a 
devastating and recurring course.  Historically, a majority of these patients will experience a severe course and die 
before the third decade of life.  The cumulative incidence of stroke in the US Cooperative Study of HgbSS disease is 
11% by age 20 (1).  Identification of risk factors is crucial for early and life saving interventions for SC patients.  
Recently, Flannagan et al (2) evaluated 38 published single nucleotide polymorphisms associated with an increase 
risk for stroke in 130 sickle cell patients with stroke and 103 without stroke.  Three single nucleotide polymorphisms 
(SNPs) were associated with an increase risk of stroke in this study.  In a subsequent genome-wide association study 
in an expanded cohort, Flanagan et al identified 2 genes associated with protection from stroke (2).  While these 
studies represent the largest cohorts analyzed to-date, they included patients with cerebral vascular disease across a 
wide range of ages and types of stroke, inclusive of small vessel and large vessel disease.  This approach highlights 
how the identification genomic markers in sickle cell CVD is still complicated by the diversity of pathophysiology.   
 
Methods 
In total, 50 SCD subjects at Nemours had biospecimens collected and banked via an IRB-approved protocol.  
Among the sickle cell patients 7 had early onset sickle cell-associated CVD (defined as large cerebral artery 
occlusion before age 5), and 2 of the 7 samples were twins.  An additional 43 SCD subjects, with no CVD by 
adolescents, were also used as controls.  Included among the affected cohort was a pair of twins with identical age at 
onset of CVD.  The samples were sequenced via whole exome sequencing (WES) at the Children’s Hospital of 
Philadelphia.  Utilizing the Broad Institutes best practices for calling genomic variants (bwa-mem, GATK Best 
Practices, and Haplotyper, annotated variant call files (VCFs) were generated using ClinEff.  Variants were analyzed 
with peddy (http://peddy.readthedocs.io/en/latest/) and Sapientia by Congenica (https://sapientia.congenica-us.com).  
 
Results 
Peddy, a publicly available statistical algorithm for calculating relatedness and ancestry 
using the 1000 Genomes Project data and a machine learning algorithm (ref), 
demonstrated a diverse African American ancestry cohort (Figure 1. Study Samples 
Colored by Inferred Ancestry).  Variant call files were uploaded into the Sapientica tool 
by Congenica for variant filtering and prioritization (AF < 0.01, consepquence, 
zygosity, quality, exomiser, polyphen score, SIFT score, exomise gene combined score) 
with a focus on variants enriched in the twins and absent in the remaining SCD cohort.  
Nine heterozygous rare variants in the following genes, ULK1, CASP9, TRAF5, 
RHOBTB3, E2F4, NCAM2, CHST8, SHROOM3, SOCK1 were identified in the CVD 
cohort and all of these variants were present in the twins.   
 
Discussion 
A SCD cohort with a diverse ancestry was analyzed.  Exomiser, allele frequencies, polyphen, and SIFT scores were 
utilized to prioritize rare variants in the early onset sickle cell-associated CVD cohort.  Of potential interest, nine 
genes were identified that contained rare pathogenic alleles in the CVD cohort.  A few of the genes, including 
TRAF5, have been previously associated with ischemic stroke and are involved in biological pathways that are 
relevant to the phenotype of interest.  
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Introduction.  

Sepsis, a life-threatening systemic response to infection, is the most common and costly cause of hospitalization in 

the United States and kills 6 million people yearly worldwide. However, sepsis treatments do not differ by clinical 

needs or trajectories. We sought to use comprehensive electronic medical record (EMR) medication data to identify 

distinct clinical signatures among infection and sepsis patients that could direct future research for targeted treatment. 

Methods.  

We randomly selected 30,000 infection and sepsis encounters at 21 hospitals between 2010 and 2013 in an integrated 

healthcare delivery system in Northern California. We identified all medications administered in each patient’s first 

24 hours of hospitalization using Medication Administration Records, which indicate a date/time stamp for each 

medication. We classified the medications by pharmacy class. We used Latent Dirichlet Allocation – an unsupervised 

statistical learning method designed for natural language processing and recently applied to EMR order sets1 – to 

empirically generate medication groups based on medication frequency and co-occurrence. We determined the optimal 

number of k topics (between 2 and 50) based on minimum Akaike information criterion (AIC) value. We described 

each patient’s medication record by probability distribution for each topic. We added the values to a logistic regression 

model for hospital mortality, which included age, gender, acute and chronic illness severity scores, emergency 

department (ED) admission, direct intensive care unit transfer, and code status, to assess their added predictive value. 

Results.  

Overall, 48.9% of patients were male, mean age was 67  17 years, and 5.6% died. Most (75.2%) patients were 

admitted through the ED. K=10 topics optimally distinguished patients who survived or died. Adding medication topic 

composition to the base logistic regression model improved the c-statistic from 0.81 to 0.83 (p<0.01; 95% confidence 

interval: 0.82-0.84) and explained 23% of variability. With a reference topic defined by pain management medications, 

eight of the other topics were significantly associated with mortality. Table 1 presents the reference topic, the topics 

with highest and lowest odds ratios (OR), and the five most frequent medications comprising each topic. A topic 

comprised of medications used in critically ill patients who require life support was associated with increased risk of 

mortality. A topic comprised of medications common in sepsis treatment and, notably, another topic comprised of 

medications used primarily in chronic non-sepsis disease management were associated with decreased mortality.  

Conclusion.  

An unsupervised topic modeling approach identified clinically familiar medication topics associated with sepsis 

mortality. They highlighted the heterogeneity in treatment patterns arising from the need to treat patients differently 

based on underlying critical illness, severe infection, and/or chronic disease. These empirical representations offer a 

novel machine learning approach to using highly-granular EMR data to uncover latent medication signatures among 

sepsis patients and may drive future targeted approaches to improve interventions and resource allocation. 

Table 1: The reference and three medication topics associated (p < 0.01) with hospital mortality and their odds ratios 

(OR). Each topic includes the top five medication classes and the proportion of the topic each medication comprises. 

Topic “Pain management” 

(reference) 

“Life support”  

(OR = 1.16) 

“Sepsis treatment” 

(OR = 0.76) 

“Chronic illness” 

(OR = 0.82) 

Medication 

class 

(proportion 

of topic) 

Analgesic narcotics (0.36) General anesthetics (0.10) Saline solutions (0.23) Insulin (0.25) 

1st generation 

cephalosporins (0.12) 

Saline solutions (0.09) Analgesics (0.19) Platelet inhibitors 

(0.08) 

Local anesthetics (0.10) Potassium (0.07) 3rd generation 

cephalosporins (0.18) 

Statins (0.07) 

Laxatives (0.06) Magnesium (0.07) Heparin (0.08) Beta blockers (0.06) 

NSAIDS (0.04) Antihistamines (0.06) Macrolides (0.05) Heparin (0.06) 
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Introduction 

The prevalence of HF is increasing and is expected to increase by 46% from 2012 to 2030, which will result in over 

8 million adults with HF(1) hence the need to utilize technological interventions that can support HF self-care 

behaviors.  The growing use of smartphones align well with the developing interests of older adults to integrate 

technology into their health care to support their decision-making (2).  Purpose: The purpose of this study was the 

development, and testing of a mHealth application that was used to provide self-care support to HF patients through 

a smartphone.  Method: A commercial application company that offers cloud-based, codeless platforms was used to 

develop the HF mHealth application.  The developer conducted alpha testing of the application.  Alpha testing was 

followed by beta testing with 10 community dwelling heart failure individuals after obtaining Institution Review 

Board approval.  Individuals, after being screened for cognitive impairment used the application for two weeks and 

completed the Heart Failure Somatic Awareness Scale,(3) and the Self-Care of Heart Failure Index (SCHFI) (4)  at 

baseline and post-intervention.  In addition, they completed two acceptability questionnaires upon completion of the 

testing to assess their acceptability of the application and the education offered in the application.  Paired t- test was 

used to compare baseline and posttest somatic awareness and self-care scores with a significance of  p<.05.  

Evaluation results:  There were no statistically significant differences between pre and post-intervention symptom 

awareness scores however, there were clinically significant changes from pre and post-intervention self-care scores 

on the SCHFI questionnaire on two subscales, maintenance and management. The mean pretest score on the 

maintenance subscale was 68.98 and the posttest score was 77.33; the mean pretest score on the management 

subscale was 53 pretest and the posttest score was 62.  The pretest posttest scores on the confidence subscale were 

59.48 and 70.06 respectively and was statistically significant (p =.037).  All participants reported moderately high 

acceptability of the use of application in self-care and education offered via the HF App.  Conclusions:  The HF 

App has the potential to foster self-care but requires further modification and testing.  Furthermore, it indicates that 

incorporating mobile applications that comprise symptom-monitoring, reminders, education and the ability to track 

trends in physiologic data is most useful to aid individuals to perform effective HF self-care.    

 

Planned modifications to the study and app 

1. Conduct power analysis to perform a randomized controlled trial using the 

application over a three-month period. 

2. Enhance the apps backend to allow the software to automatically 

categorize participants into different zones of severity to allow for more 

individualized alerts as opposed to participant self-selecting the zones 

based on their weight. 
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Specific Purpose 
The use of electronic health records (EHR) have recently enabled use of thousands of patient-level records to identify 
patterns of medication prescriptions and drug regimen changes with the use of advanced machine learning algorithms. 
In this work, we applied Sequential Pattern Mining for the retrieval of frequent sequences in EHR data for individuals 
receiving antidepressants, as outpatient care at Weill Cornell Medicine (WCM) in New York City. For current study, 
antidepressant prescriptions actively written between January 1, 2005 and December 31, 2015 in adults (18 or older) 
were used. Final analytical dataset included 35,846 unique patients, 109,022 prescriptions across 100,210 encounters. 
Methodology and Results 
The first evaluation was at the antidepressant drug class level. The broad antidepressant classes present in the dataset 
are– SSRI (Selective serotonin reuptake inhibitors), SNRI (Serotonin and norepinephrine reuptake inhibitors), 
Tricyclic, Phenylpiperazine, Tetracyclic and Miscellaneous (this includes Bupropion, Vilazodone and Vortioxetine). 
The second evaluation was at generic drug level. There were total of 28 unique generic drugs. Patterns were mined 
for 6 months from the start of their first medication so as not to consider multiple depression episodes. cSPADE 
algorithm was implemented to mine the sequential prescription patterns1 in R ver3.2.2. The algorithm requires the 
data to be translated in the format of transactions, with columns for patient id number; day of receiving the prescription;  
the number of drugs in a particular prescription; and the actual drugs. An example of a transaction would be ‘4568, 
3124, 2, (Miscellaneous, SSRI)’ for patient id- 4568 receiving drugs of classes Miscellaneous and SSRI on 22nd July 
2013. The algorithm uses this transactional data as an input and transforms it into vertical “id-lists” for each item and 
sequential patterns are subsequently elucidated using intersections of id-lists. 
An example of a frequent sequence output from the algorithm was [{SSRI}, {SSRI}, {Phenylpiperazine, SSRI}]. For 
obtaining prediction rules, antecedent (all drugs before the final drug) àconsequent (final drug of a sequence) pairs 
were formed. ‘Support’ of a sequence is the fraction of data-sequences which contains it as a subsequence. Data from 
all the frequent patterns mined at high support values (Support >0.05 at drug class level), suggested that majority of 
the drugs persisted or renewed throughout the treatment regime without drug changes. To observe drug changes for 
clinical uses, lower support values (Support <0.05 at drug class level) were used. drug changes in drug class and their 
respective support is shown (rounded to 5 decimal places). A similar analysis was conducted at the generic drug level 
(not shown due to brevity). One major limitation currently was that no information was present about drug dosing, 
and obtaining such will result in a more clinically informed outcome.  
 

 
Figure1 (a). Data showing the relative item frequency of the various drug classes; (b). Digraph of first five highest 
supported 2 item drug sequences leading to an eventual SSRI where thickness of arrow indicates the relative frequency 
Conclusion and Future Work 
Changes in drugs observed could have a potentially high clinical significance suggesting response (or lack thereof) to 
therapy. The study shows that sequential pattern mining can be effectively used for identifying temporal relationships 
between medications and can be utilized for identification and visualization of treatment regimen. Our next step will 
be to identify demographic and clinical parameters which can cause changes observed in the drugs prescribed. Adverse 
drug reactions(ADR) could be highly clinically significant for discontinuation and the study might provide deeper 
insights to which kind of drug combinations might increase higher ADRs probability2, in more broad drug classes.   

References 
1. Zaki MJ. SPADE: an efficient algorithm for mining frequent sequences. Mach Learn 2001;42:31-60.  
2. Mahmoudpour SH et al., Change in prescription pattern as a potential marker for adverse drug reactions of 

angiotensin converting enzyme inhibitors. Int J Clin Pharm 2015;37:1095-103. 

Frequent 2 item rules Support 
{SSRI} → {Miscellaneous} 0.03360 
{Phenylpiperazine}→ 
{SSRI} 

0.02671 

{Tricyclic}→ {SNRI} 0.01723 
{SSRI}→ {SNRI} 0.01704 
{SSRI} → {Tricyclic} 0.01445 
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Introduction 
Autism Spectrum Disorder (ASD) is a complex neurodevelopmental disease with strong genetic etiology (90% 
heritability).1 Coalitional game theory (CGT) has been suggested as an enhanced signal detection method that takes 
into account the combinatorial role of groups of genes in a given condition and identifies genes with the greatest 
marginal contribution.2 We propose that CGT can be effectively applied to gene alteration data to highlight 
candidate genes in ASD and other complex diseases with combinatorial molecular underpinnings. 

Methods 
We analyzed 30x-coverage whole genome sequencing data for 2,710 fully sequenced genomes from the Hartwell 
Foundation's Autism Research and Technology Initiative (iHART). We filtered for likely gene-disrupting alterations 
and encoded those alterations into binary matrices for ASD (case) and unaffected (control) samples. To determine 
individual gene contributions given an ASD phenotype, we calculated the Shapley value (a player metric, Φ), for 
each gene in the case and control cohorts (Figure 1). We performed Comparative Analysis of Shapley value (CASh), 
a resampling-based multiple hypothesis testing procedure, and filtered for significant genes (p < 0.05). 

 
Figure 1. Data analysis flow diagram, applying CGT to the 2,710 sequenced genomes. 

Results 
We identified genes (CGT genes) as key contributors in the genetic coordination of ASD using coalitional game 
theory, as determined by the difference in Shapley value between cases and controls (Figure 1). 67 genes showed 
statistically significant association with the ASD phenotype (P < 0.05), with 9 of those having direct protein 
interactions with known ASD genes. Rerunning CGT on randomly sampled cases and controls from each of the 
families confirmed that the multiplex family structure of the dataset did not confound the results. 

Discussion 
Coalitional game theory thus serves as a unique approach to elucidate epistatic interactions that may only emerge in 
a multi-gene model. To further validate this approach, we need to run more replications using other genome-wide 
data. Capitalizing on the unparalleled rate of genomes being sequenced in increasingly diverse demographic and 
disease populations, unconventional yet statistically sound tools such as CGT may accelerate the search for 
biomarkers, particularly in polygenic conditions of mental health. 
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Abstract 

The new Center for Data to Health (CD2H) was recently funded by the National Center for Advancing 
Translational Sciences, NCATS, as a coordinating center for the informatics ecosystems throughout the CTSA 
network.  In this poster, we describe what areas we are focusing on, what goals we have for the Center and how 
researchers and informaticians can participate in the community. 

Introduction 

In 2016, the National Center for Advancing Translational Sciences, NCATS, released an RFA to create a Clinical 
Data to Health Coordinating Center as a new addition to the activities of the Clinical and Translational Sciences 
(CTSA) award network.  CTSA  hubs form a network of more than 50 medical research institutions, to provide 
collaborative clinical and translational research infrastructure. The newly created Center for Data to Health (CD2H) 
aspires to integrate the open science and engineering communities with the translational science and the biomedical 
informatics communities.  We are adopting and leveraging open approaches surrounding data, software and 
resources to coalesce and challenge translational science ecosystems in those areas.  Our virtual center is housed 
across many CTSA sites and research institutes. There are many ways that individuals can participate, regardless of 
whether they come from a CTSA home institution or engage in translational research in other ways.  This poster will 
outline the structure of the CD2H, highlight ways to collaborate, and outline the development timeline for the 

project.  

Figure 1. CDH2 will catalyze the cultural and technological changes necessary for data and informatics to 
fundamentally impact research and improved health outcomes. 

Objectives of the poster include: 

1. Describe the mission of the CD2H, including opportunities for collaborative innovation and the barriers 
that the CD2H center aims to overcome 

2. Describe the governance structure and communication channels of the CD2H  

3. Describe a wide range of collaborations and activities for community engagement 

4. Discuss opportunities for the CD2H to catalyze the work of the AMIA community 

328



  

Phenome-Wide Associations of Homelessness in Electronic Health Records 

Jared M. Hendrickson BS1, Joshua C. Denny, MD, MS2, Cosmin A. Bejan, PhD2 
1Northeastern University, Boston, MA; 2Vanderbilt University Medical Center, Nashville, TN

Introduction Few studies that leverage the information available in Electronic Health Records (EHRs) have been 
conducted to assess the impact of socio-behavioral determinants of health on the overall quality of life. 
Homelessness is a major environmental stress on an individual and is known to affect many diseases and access to 
care. We investigated associations between homelessness and a wide range of clinical phenotypes using a large-
scale EHR repository. 

Methods For this study, we identified patients with eras of homelessness from the Vanderbilt EHR using text 
mining and administrative billing codes (ICD9:V60.0, ICD10:Z59.0).1 The text mining algorithm had a positive 
predictive value of 93%. We 1:1 matched the homeless individuals to patients without homelessness status by age, 
sex, and race. To investigate homelessness associations over the entire phenome, we used logistic regression models 
adjusted for age, sex, and race in a PheWAS framework.2 Additionally, we performed stratified analyses by race, 
sex, and disease onset with respect to homelessness. Specifically, for the temporal analysis of a disease of interest, 
we stratified the homeless patients into the before/after stratum based on the patient’s first episode of homelessness 
in the EHR. To better account for small sample sizes, the Fisher’s exact test was applied to each phenotype for each 
stratification combination of race, sex, and temporal homelessness status. 

Results We extracted a cohort of 3165 homeless patients, which includes 1591 European-American (EA) males, 654 
EA females, 626 African American (AA) males, and 238 AA females. Preliminary data analysis revealed that the 
homeless group exhibited on average four times as many ICD codes per patient as the matched never homeless 
cohort (p=4.5´10-118). The top ranked diseases by odds ratios (OR) in the adjusted logistic regression models include 
suicidal ideation (OR=145, 95% CI=[74.7, 281.2], p=5.9´10-49), alcoholism (OR=91, 95% CI=[64.3, 129.3], 
p=8.1´10-142), personality disorders (OR=80, 95% CI=[29.3, 216.1], p=8.4´10-18), schizophrenia (OR=78, 95% 
CI=[43.7, 139.5], p=4.1´10-49), and substance abuse (OR=67, 95% CI=[51.8, 87.8], p=1.7´10-214). Among all race 
and sex combination strata in the before homeless temporal cohort, suicidal ideation and attempt, substance 
addiction and disorders, mood disorders, depression, and anxiety were all found significant after Bonferroni 
correction and a minimum case threshold of 40. Notable associations from our study include a high odds ratio for 
HIV among AA males before homelessness episodes (OR=11.4, 95% CI=[5.1, 29.8], p=2.0´10-14) versus EA males 
(OR=2.7, 95% CI=[1.5, 5.2], p=7.2´10-4). Using strata analysis and the Breslow-Day test, homeless status 
(p=0.003), race (p=0.003) but not sex (p=0.11) were found to be significant variables of interaction for HIV status in 
AA males. While most significant phenotypes continued from the before homeless to the after homeless temporal 
cohort stratification, few novel and significant associations stemming from homelessness status were found. Via a 
phenome-wide Fisher’s exact test for EA males, the largest race-sex combination cohort, alcoholic liver damage 
(OR=8.2, 95% CI=[3.6, 19.8], p=4.1´10-8), acid-base balance disorder (OR=2.5, 95% CI=[1.2, 5.9], p=1.6´10-2), 
chronic pain (OR=2.7, 95% CI=[1.5, 5.3], p=5.4´10-4), and arrhythmias (OR=2.8, 95% CI=[1.3, 6.2], p=5.4´10-3) 
were discovered significant in the after but not the before homeless status patients. 

Conclusion From a comparative analysis of previous findings, significant associations in the homeless population 
were replicated for alcoholism, depression, HIV status, tuberculosis, and schizophrenia.3 Our data supports the trend 
of destabilization, especially in mental health, with impending homelessness. It is important to note that the time at 
the first homeless status recorded in EHR may be different from the timestamp of the first homeless episode and that 
the subsequent homeless status cohort represents a generally healthier cohort than the impending homeless patient 
cohort due to the influx of homeless individuals by social factors rather than medical reasons. For future studies, 
larger sample sizes would help clarify associations, especially in minority groups and low prevalence phenotypes. 

References 
1. Bejan CA, et al. Mining 100 million notes to find homelessness and adverse childhood experiences: 2 case studies of rare and 

severe social determinants of health in electronic health records. J Am Med Inform Assoc 2018; 25:61–71. 
2. Denny JC, et al. PheWAS: demonstrating the feasibility of a phenome-wide scan to discover gene-disease associations. 

Bioinformatics 2010; 26:1205–10. 
3. Wagner J, et al. Health status and utilisation of the healthcare system by homeless and non-homeless people in Vienna. 

Health Soc Care Community 2014; 22:300–7.
 

329



  

Transcriptomic and Proteomic Analyses Revealed the Molecular Basis of  
Platinum Resistance in Ovarian Cancer Patients 

Vincent Hu1, Isaac S. Kohane, MD, PhD2, Kun-Hsing Yu, MD, PhD2 
1University of California San Diego, San Diego, CA; 2 Department of Biomedical Informatics, 

Harvard Medical School, Boston, MA 

Introduction 

Ovarian cancer is the fifth leading cause of cancer-related deaths among women, resulting in 14,240 deaths per year in the 
U.S1. Platinum-based chemotherapy is the standard treatment for advanced stage ovarian cancer patients. However, more 
than 62% of the patients developed resistance to the treatment. Currently, it is difficult to predict platinum resistance before 
it arises, and the mechanisms for chemoresistance is not well understood2. The identification of the molecular processes 
associated with platinum resistance would greatly facilitate our understanding of drug-tumor interactions and the development 
of biomarkers that inform chemoresistance risks. Using omics data obtained from The Cancer Genome Atlas (TCGA), we 
constructed data-driven classifiers for predicting platinum sensitivity in serous ovarian carcinoma patients. 

Materials and Methods 

Transcriptomic (RNA-Seq) and proteomic (liquid chromatography-tandem mass spectroscopy) data of 315 serous ovarian 
carcinoma patients were obtained from the TCGA data portal, of which 93 were platinum resistant.  The expression levels of 
each gene and protein serve as features for the machine learning tasks. To distinguish patients with different PFIs, an L1-
regularized Cox proportional hazards model was constructed using the transcriptomics and proteomics data and evaluated by 
leave-two-out cross-validation, which lowered the variance of model performance.  The log-rank test was employed to 
evaluate the survival differences between the groups stratified by the Cox model. Clinically-used binary platinum response 
classifications (patients with platinum-free interval (PFI) < 6 months versus those with PFI >= 6 months)3 were predicted 
using a support vector machine with a linear kernel. Features with Wilcoxon rank-sum test P-value < 0.05 between the two 
platinum response classes in the training set were selected for model development. Due to the small sample size, class 
imbalances were accounted for by up-sampling the smaller class. The classification models were evaluated using the area 
under the receiver operating characteristic curves (AUC) in leave-two-out cross-validation. GO and KEGG enrichment 
analyses were performed to identify the biological pathways associated with platinum response. 

Results 

The regularized Cox proportional hazards model with proteomics data distinguished patients with early tumor relapse from 
those with late relapse (P=0.0003). In addition, a selected proteomics signature was associated with the binarized platinum 
response, with an average AUC of 0.64 in leave-two-out cross-validation. The 
proteins indicative of tumor relapse risk included IMPDH2, NME1, NME2, ACTN1, 
ACTN2, and GOPC. These proteins were highly enriched in the GTP biosynthetic 
processes, focal adhesion assembly, and ion channel binding. In contrast, gene 
expression patterns weakly predicted platinum response, with an AUC of 0.57 for 
classification. The Cox model using gene expression data did not reach statistical 
significance. 

Figure 1. A regularized Cox model distinguished ovarian cancer patients with early 
tumor relapse from those with late or no relapse (P = 0.0003).  

Discussion 

Our results demonstrated the potential of using tumor proteomics to predict the risk of platinum resistance. Consistent with 
recent literature4, enrichment analysis on the proteomic indicators highlighted pathways related to GTP synthesis and ion 
channel binding.  In addition, our results indicated that the expression levels of selected proteins may be better indicators of 
platinum response compared with gene expression patterns, possibly due to post-transcriptional regulations resulting in low 
to moderate correlation between gene expression and protein expression patterns.  Our data-driven approach can be applied 
to investigating clinically relevant phenotypes of other cancers. 
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Abstract 

A variant in protein-coding region of the genome can result in a change in the corresponding amino acid sequence. 

Some of these variants can lead to alterations in protein structure which in turn may lead to disease. By 

understanding what occurs in the surrounding environment of the amino acid sequence corresponding to a genomic 

variant, biologists can better understand the causes of certain genetic diseases. Here, we developed a tool to query 

for protein structural and functional features, so that non-synonymous mutations may be studied in their context.  

Introduction 

In recent years, there have been efforts to catalog all known variants in the human genome, and the association of 

diseases with variants. Specifically, variants in protein-coding genomic sequence can result in a change in the 

sequence, structure, and function of a protein. Thus, when an individual’s coding genome (exome) is sequenced, it 

would be valuable to predict whether the variant would likely alter the protein function, and thus predict whether the 

variant would be deleterious. Or, when it is known that a mutation is deleterious, by understanding the features 

surrounding the amino acid mutation (within a specified radius of amino acids in the sequence), biologists can better 

understand the causes of certain genetic diseases. The focus of this project is to create a tool that can aid biologists 

in creating hypotheses regarding protein mutations based on known structural and functional features. This poster 

presents a work-in-progress. 

Methods 

UniProtKB and Protein Data Bank are queried to fetch annotations of structure and function about proteins, ConSurf 

(http://consurf.tau.ac.il) server was queried to fetch protein conservation regions. 75 protein mutations (on 15 

different proteins) associated with monogenic dystonia were given as input to the query program. In order to 

understand the characteristics of the domain, common structural features – secondary structure, transmembrane 

helices, metal ion binding sites, and proline turns – found in the vicinity of the dystonia were manually recorded. 8 

common structural features manually observed were used for the comparative analysis. To better understand the 

data, we created a visual representation of features pulled from these databases using dot plot diagrams created with 

the matplotlib.pyplot package. 

Results and Conclusion 

Using the structural features that we found to be commonly associated with the monogenic dystonia mutations, we 

created visualizations of proteins associated with monogenic dystonias. We found that these disease-associated 

mutations aligned with regions that have a large number of structural features. Additionally, we found that although 

conservation regions aligned with many structural features, there were many mutations that did not share both 

conservation and a structural feature. Visualization of features indicates that incorporating structural features into a 

predictive algorithm for deleterious mutations would be helpful to aid existing algorithms that primarily use 

conservation scores for prediction. Although algorithms such as PolyPhen-2 and MAPP incorporate both 

conservation scores and structural feature analysis, they do not perform the analysis upon frameshift mutations like 

the PROVEAN algorithm. Numerical analysis of number of associated structural features may also be implemented 

to incorporate any less obvious features in the algorithm; however, manual selection of features did not have a 

significant effect on the results. It is still clear that areas of high conservation do not necessarily align with areas 

with multiple structural features. Databases will continue being queried to add other features that are known to 

disrupt protein functions or that lead to diseases. Further development of the tool is in progress. 

                                                           
1 Brian Kang was a ‘Rising Senior’ in High School during summer 2017 when he carried out this work through 

University of Pittsburgh Summer Academy. 

331

http://consurf.tau.ac.il/


  

A High-Explanatory Informatics Framework for Predicting Pathway 

Perturbations from Single Nucleotide Substitutions 

Olha Kholod, MS1, 2, Zainab Al-Taie, MS1, 2, Nattapon Thanintorn, MS2, Kristen Taylor, 

PhD2, Richard Hammer, MD2, Dmitriy Shin, PhD1, 2 
1MU Informatics Institute, University of Missouri, Columbia, Missouri; 2Department of 

Pathology and Anatomical Sciences, University of Missouri, Columbia, Missouri; 

Introduction 

Tremendous amounts of genomic data have already been generated, and there is an urgent need of translational tools 

that help to understand the biological role for identified genomic alterations. Perturbation pathway analysis is a 

powerful approach for deciphering the impact of genomic changes on protein interactions, especially for complex 

diseases, such as cancer. Although many knowledge-based and data-driven methods have been proposed1, they 

heavily rely on statistical inferences, rather than focus on biological implications of genomic alterations. We 

introduce a novel high-explanatory informatics framework for pathway perturbation analysis that predicts functional 

state for protein isoforms based on single-nucleotide substitutions data. The proposed pathway-centered approach is 

an initial step in translating multiple layers of genomic data into meaningful and actionable information for precision 

medicine analytics. 

Materials and Methods 

The input cancer dataset had been extracted from Cancer Gene Census catalogue in COSMIC database, including 

missense (n=243) and nonsense (n=153) mutations. This dataset had been filtered to hematological cancers (n=51) 

and processed by a custom R script. The implicated algorithmic approach consists of several steps: detection of 

single-nucleotide substitution (1); test if single-nucleotide substitution results in an altered amino acid (2); test if the 

altered amino acid has new physical/chemical properties that may influence physical/chemical characteristics of a 

small peptide chain (3); test if the modified peptide chain had capacity to alter protein function (4); determination of 

protein functional state (5). Overall, six functional states can be inferred from dataset based on Muller's morphs 

classification: hypermorph (increase in normal function), antimorph (opposite to normal function), neomorph 

(different from normal function), amorph (complete inhibition of normal function), isomorph (retention of normal 

function) and hypomorph (decrease in normal function).  

Results and Discussion 

Thirty three percent of investigated single nucleotide substitutions result in gain of function at the protein level, 

while 47% results in loss of function. Approximately 20% of substitutions did not perturb any protein functional 

state. The most prevalent altered state for gain of function category was neomorph, while the most frequent loss of 

function protein state was hypomorph. This preliminary data analysis had been accompanied by inferring perturbed 

signaling pathways using curated RDF Sketch Maps2. A shift in the signaling balance toward hypomorph proteins in 

causal signaling networks, such as PDGF signaling, B-cell receptor signaling and JAK/STAT pathway affects 

proper protein interaction in these networks with potential implications to the pathogenesis of hematological 

malignancies.     

Conclusion 

The proposed informatics framework allows deciphering functional consequences for single nucleotide substitutions 

at the protein level. Further extensions will incorporate 3D protein structure data for linking topological 

characteristics of proteins with perturbed functional states. This pilot study shows a potential to uncover underlying 

biological characteristics of complex diseases using models with high explanatory power, and aim to transform 

healthcare system towards proactive, predictive and personalized medicine in the future. 
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Introductions: Genome-wide association studies (GWAS) have successfully identified numerous disease susceptibility loci, however, 
the interpretation of discovered disease-related loci remains challenging. To address this issue, functional genomics knowledge is 
integrated into GWAS, for example, expression quantitative trait loci (eQTLs), which influence gene expression activities, in the 
anticipation that obtained associations will indicate certain functional relationships between single nucleotide polymorphism (SNP) loci 
and the diseases of interest. PrediXcan1 is a computational algorithm developed to exploit eQTL data. With SNP-expression models 
based on the data from the Genotype-Tissue Expression (GTEx) Project2 and the Depression Genes and Networks (DGN) cohort, 
PrediXcan claims to be able to 1) predict genetically regulated gene expression components and 2) use predicted gene expression levels 
to identify gene-phenotype relationships where phenotype is likely controlled by SNPs via regulating gene expression level. While 

PrediXcan is a promising tool that 
has gained wide traction recently, its 
capabilities to predict gene 
expression levels and prioritize 
GWAS results remain to be tested. 
Table 1 Population structure of training 
and test datasets. 

Method: In this study, PrediXcan DGN and GTEx whole blood model was applied to three datasets, the Northern Europeans from Utah 
(CEU) and the Yoruban (YRI) cohort from the Geuvadis RNA sequencing project3, and the AIDS Clinical Trials Group (ACTG) 
protocol A52024,5, which we refer to as the A5202 cohort hereafter. The prediction accuracy of PrediXcan was measured by R2 of the 
predicted and observed gene expression levels of the CEU and the YRI cohort, respectively. Hypothesis of polygenic genetic architecture 
of gene expression was also evaluated by visualizing the relationships between the number of eQTLs used for gene expression level 
prediction and the prediction accuracy (R2). GWAS prioritization ability of PrediXcan was evaluated by learning whether PrediXcan 
followed by transcriptome-wide association study (PrediXcan-TWAS) can pick up signals that were missed in GWAS. All association 
p-values were subject to multiple testing adjustment. 

Results: PrediXcan predicted gene expression levels of 6213 and 6278 genes for the 
CEU and the YRI cohort, respectively. The mean prediction accuracy (R2) are 0.029 
and 0.035 for the CEU using the DGN and the GTEx model, respectively, and 0.024 
and 0.029 for the YRI cohort using the DGN and GTEx model, respectively. When 
predicted by the GTEx whole blood model, the CEU cohort had 472 and the YRI 
cohort had 353 genes with R2 > 0.1 and 140 genes showing R2 > 0.1 were shared by 
the two cohorts. For 5560 genes predicted by the GTEx whole blood model and 
shared by these two cohorts, the similarity of prediction accuracy between the two 
cohorts measured by Pearson Correlation Coefficient was 0.50249, which was 
nearly ten-fold larger than the maximum similarity of prediction accuracy between 
the two cohorts given by 10,000 permutation tests (max R2 = 0.05929). The number 
of eQTLs used for gene expression level prediction explained less than 5% variation 
of the prediction accuracy (R2 < 5%) in any of the four prediction accuracy tests.  
PrediXcan-TWAS found 19 significant genes (P < 10-5), among which 9 genes, for 
example, RAP1A (P = 6.36×10-18), were exclusive to PrediXcan-TWAS, 3 genes, 
for example, DDX1 (P =6.46×10-8), were shared with GWAS, and the rest were 
likely false positives as they had no GWAS signal in the proximate genomic region 
of the genes.  
Conclusion: PrediXcan showed similar prediction performance for datasets with 
different population background. More of genetic architecture of gene expression is 

to be explored. With that being said, PrediXcan was able to prioritize GWAS results. 
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Cohort Size Population  
GTEx 620 85% European American, 13% African American 
DGN 922 All of European Ancestry 
YRI 75 All of African Ancestry 
CEU 72 All of European Ancestry 
A5202 1864 47% European American, 26% African American, 25% Hispanic American 

Figure 1 Prediction accuracy measured by R2 of the 
two PrediXcan model, DGN and GTEx whole blood 
models, and the two test cohorts, the YRI and CEU 
cohorts. 
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Abstract 

A DNA walk is a vectorial representation of the DNA sequence [1]. It presents the nucleotides to a trajectory 
diagram depends on the coding method. DNA Walk can be used to analyze and measure the complexity of DNA 
sequence pattern [2]. pGenomicWalk is a open source python tool that draws the DNA Walk diagram in multiple 
ways.  It simplifies the diagram generation with several advance visualization features.  

Method 

pGenomicWalk is a python tool that draws the DNA Walk diagram using multiple drawing methods. It includes 
three modules. The data import module reads the genomic sequence data in different formats (such as FASTA, and 
NCBI GenBank flat file format). It can also download the sequence data from NCBI Genbank using a gene name. 
This module is implemented using BioPython [3] package. The graphic generation module draws the DNA walk 
diagram using Python turtle library [4]. The last module is data export module, which exports the diagram to 
scalable vector graphic format for downstream analysis. This module is implemented using python canvasvg 
package [5].  

Results and Conclusion  

pGenomicWalk provides multiple 
advance features to generate DNA 
Walk diagram and enhance the 
visualization. Figure 1A is the 
default two-dimensional (2D) DNA 
Walk diagram of MET gene. In this 
2D DNA walk, nucleotide is coding as A (west), T(east), C (south) and G(north). pGenomicWalk can also high light 
the different genomic regions (such as exon, intron) using different colors. In Figure 1B, coding region of gene MET 
is highlighted in red color, and non-coding region is highlighted in blue. This module can also be used to show the 
mutated region of the gene, such as mutation, insertion, or fusion. Figure 1C shows an example that draws multiple 
genes DNA Walk in the same space and assign each gene a different color. Detail examples are available on Github. 

pGenomicWalk simplifies the generation of the DNA Walk diagram. However, it is still time consuming to generate 
the diagram for a large genomic sequence. And there is still less standard and data repository for this type sequence 
pattern analysis. The next step of this project is to integrate this tool with UCSC Genome Browser [6] and make the 
DNA Walk diagram as a standard service and data type. User can either download a standard DNA Walk diagram of 
a gene from the database, or generate the diagram for a specific genomic region defined in Genome Browser.  A 
standard quantification measurement (such as entropy or fractal dimension) of the DNA walk diagram will be 
implemented as a data track.  
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Figure 1 The DNA Walk Diagrams generated by pGenomicWalk 
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Abstract 

tranSMART[1] is an open source translational research platform and provides an integrated data solution for 
clinical data, omics data, and image data. However, the current tranSMART data architecture can only handle 
structure data. End user cannot access the rich information from unstructured data, such as clinical notes, directly. 
Natural Language Processing (NLP) is a powerful technology to retrieve meaningful information from unstructured 
text. Current NLP implementations focus on information extraction during data curation stage. End user can only 
access those pre-defined and pre-processed static NLP outputs. Here, we present an implementation of a NLP-based 
data analysis module for tranSMART. It allows end users to customize the NLP query, generate and validate the 
results dynamically. 

Method 

Figure 1 shows the architecture of the integrated NLP analytic module. It 
adopts a web service based integration solution for tranSMART we 
demonstrated in our previous study [2]. The NLP analytic module can be 
built by any NLP platform. In our implementation, it is built on I2E API 
[3] and SPIRIT-NLP user relevance feedback component [4] to provide 
document index, query, validation and analysis/report features. A reusable 
and configurable NLP template is implemented using I2E smart query 
and EASL (Extraction and Search Language). In tranSMART, the only 
modification is a new menu that links the NLP analytic module by a 
URL, and a NLP query setup interface. End users will continually use tranSMART’s drag and drop graphic query 
interface to generate cohorts for data analysis. Then, end users select the NLP analysis module from the menu to 
configure and submit the NLP query parameters with the cohort ID to the analytic module through a URL. The NLP 
analytic module runs the user defined NLP query on the indexed documentations regarding to the cohort list and 
generates the NLP query results. The system allows end users to validate query results using their domain 
knowledge before it generates summarize reports.  

Result and Discussion 

We are going to demonstrate use cases on how to retrieve and discover genomic mutation in literature and clinical 
notes for lung cancer patients and potential inhibitors for kinase p38γ from overall Medline abstracts. This NLP 
analytic module provides a genomic mutation query template that allows tranSMART users to analyze the mutation 
status of any specific gene on real time, such as EGFR mutations for lung cancer patients. Another inhibitors query 
template was also successfully built to extract preferred synonyms of p38γ such as MAPK12 from standard 
ontologies and found a few of inhibitors including SU-005. The p38γ protein has been known to play an important 
role in the proliferation of CTCL [5]. Finding similar molecules to SU-005 may lead to great medical advances. 
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Figure 1. smartNLP Architecture 
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Introduction 

Mechanical ventilation is relevant intervention in intensive care units (ICUs) which occasionally can be complicated 

with the development of airways infections such as ventilator-associated tracheobronchitis (VAT) or ventilator-

associated pneumonia (VAP). There exist a controversy in the diagnosis and consequences VAT which has been 

considered as an intermediate step in the development of VAP or an independent and distinct entity with its own 

clinical characteristics. The aim of this work is to apply a precision medicine approach based in the use of 

transcriptomic data to characterize and identify potential molecular mechanisms associated with the development of 

VAT and/or VAP in patients admitted to the ICU.  

Methods and Results 

Whole blood transcriptomic profiles from mechanically ventilated patients admitted to different Spanish ICUswhich 

developed VAT (n=29), VAP (n=27) or mechanically ventilated controls (MVC) (n=15) were obtained using 

Agilent’s whole genome microarrays. Data were normalized and analyzed to identify either differentially expressed 

genes using LIMMA1 and pathways using ROMER1. The results of the differentially expressed genes search allowed 

us to identify genes significantly changed between VAT-MVC and VAP-MVC but not for VAP-VAT. However, 

pathways (MSigDB) based analyses using ROMER allowed us to identify differences at this level in all three 

comparisons (figure 1). More interestingly, some of the pathways identified in this analysis are related with immune 

response. 

 

Figure 1. A Genes differentially expressed among the different conditions. It is remarkable that we cannot identify 

any differentially expressed genes (FC>|1.5| & FDR=0.05) in the VAP-VAT comparison. B & C represents up and 

down respectively differentially expressed pathways identified by ROMER analysis between the conditions. 

Conclusions 

We have used a combination of analytical methodologies to identify the differences between two relevant infections 

affecting ICU admitted patients identifying genes differencing VAT and VAP from controls but not between them. 

However the use of an alternative approach based in the analysis of genesets and pathways allowed us to identify a 

series of pathways and genesets that would provide a biological explanation to the clinical differences between these 

diagnoses. 
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Introduction 

The Exposome offers a useful research approach for biomedical informatics as it can be used to relate environmental 

exposures with disease phenotypes in the context of precision medicine. Currently there are an increasing number of 

resources containing exposome-related information. Among those, the Comparative Toxicogenomics Database1 

(CTDbase) is one of the most important, linking information from chemical compounds with genes and diseases. 

The aim of this work is to analyse the disease-related contents relative to CTDbase of two other exposome-related 

resources: T3DB2 and the list of compounds analysed by the MyExposome3 wristband.  

Methods and Results 

We used data from of CTDbase, T3DB and the MyExposome wristband´s list of analysed compounds (available in 

August 2017). Direct relationships between chemicals and diseases were extracted from CTDbase. Compounds from 

T3DB and Exposome Explorer were matched using their CAS registration number to those annotated with a direct 

disease evidence relationship in CTDbase. We then applied a hypergeometric test (with an FDR correction) to 

analyse the significance of potential disease enriched contents in those exposome-related databases (figure 1). 

Results show that, as expected, there is disease enrichment in the contents of T3DB, but also for the compounds 

measured by MyExposome wristband in relation to CTDbase. These results also allowed us to identify, according to 

the contents, which diseases are differently represented in these two resources. 

 

Figure 1. A. Approach followed in the disease enrichment analysis of two relevant exposome databases. B. Number 

of identified disease-enriched elements in T3DB and MyExposome wristband. 

Conclusions 

We have designed and implemented a disease-enrichment strategy to analyse the content of two relevant and 

publicly available exposome-related resources, T3DB and MyExposome wristband´s list of compounds. This 

methodology allowed us to identify statistically significant enrichment in different diseases associated with the 

contents in both of these resources, showing that different resources are different in what they may capture. 
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Introduction 

The Surveillance, Epidemiology, and End Results (SEER) Program at the National Cancer Institute (NCI) is an 

authoritative source of information on cancer incidence and survival representing approximately 30 percent of the US 

population. To enhance the collection and quality of existing data, SEER is employing new approaches to augment 

and automate data acquisition and processing. In 2005 central cancer registries (CCR) began adopting SEER Data 

Management System (SEER*DMS) to process and submit cancer data to the SEER program. In 2016 the NCI 

Surveillance Research Program (SRP) engaged external health informatics experts to review SEER*DMS. This expert 

review yielded a key recommendation to perform a thorough usability study on SEER*DMS. Subsequently, NCI 

began developing a usability framework (uxF) that supports two main efforts; a comprehensive usability evaluation 

of SEER*DMS and parallel initiatives for adoption and sustainability of User Centered Design (UCD) approaches 

into ongoing and future development efforts. A survey of prior usability research on Health Information Technology 

(HIT) found that population-based applications, such as SEER*DMS, were rarely studied.1 Additionally, the literature 

noted the complexity of the evaluation object is a challenge in assessing HIT.2 The uxF was designed in consideration 

of these limitations. It accommodates the unique scale of SEER*DMS which is used to process a high volume, variety, 

and quality of data as well as to meet the requirements of a broad set of stakeholders and users. This work will 

ultimately deepen the understanding of complex population-based system usability. 

Methods 

The SEER program is comprised of a complex user network (UN) of government stakeholders and CCR users who 

have a range of requirements. The uxF will have the following flexible cycle of activities, repeated as needed. (1) 

Research Plan: Develop a plan that will evaluate the usability of SEER*DMS and the system development life cycle 

(SDLC). It will also have a sampling plan, a protocol for assessing individual registry sites, and strategies for building 

UCD into the SEER*DMS SDLC. (2) Consensus: Present all iterations of the research plan to program staff for review 

and approval to ensure UN alignment. Additionally, regular presentations on progress and research results will 

encourage adoption of UCD. (3) Research: Engage the UN in a mixed methods usability evaluation. (4) Analysis & 

Refinement: Examine the usability data to identify solutions that will fix usability issues at the software and program 

levels and apply those findings to refine subsequent usability research investigations. In addition to the main usability 

evaluation activities above, a concurrent work stream will socialize UCD into the SEER*DMS program. The UN will 

learn how UCD can improve SEER*DMS and receive training on integrating UCD methods into the SDLC. 

Results 

The SEER Program has begun implementing the uxF by (1) introducing UCD to ongoing SEER*DMS development 

projects, through educational presentations and piloting of UCD methods in UN led working groups and (2) starting 

to develop the Research Plan as outlined in the methods section. The first draft of the Research Plan is anticipated to 

undergo UN review by spring of 2018. This UN input will drive refinement for the next iteration of the Research Plan. 

Conclusion 

The usability of a complex population-based data management system, such as SEER*DMS, may decrease over time 

thereby reducing its capacity to support existing operations and handle new developments without sacrificing user 

experience. As the SEER program implements new initiatives, the uxF addresses the aforementioned challenges 

through iterative design and establishing critical decision points for employing UCD methods to ensure optimal 

usability of an evolving SEER*DMS. 
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Abstract 

We describe two strategies for organizing and querying genomic VCF data within i2b2.   In the first 

method, we make wide use of Sequence Ontology modifiers to enable querying for any number or 

combination of VCF annotations.  The second method takes a more abstract approach where we 

consolidate annotations into a textual field and perform text-based searches to query the data. 

 

Methods 

Integral to each of these strategies is a step to transform the VCF data to the i2b2 data model.  The first 

strategy assigns an SNV or indel Sequence Ontology concept code to the record and then creates additional 

records for each annotation to the record as a series of modifiers.    The second strategy assigns the same 

concept code to the record but concatenates associated annotations into a string in the record’s 

observation_blob field.  Our use case dictates that we constrain the query parameters to annotations 

associated with an rs number (zygosity) or a Gene name (zygosity and consequence). 

 

 
 

CONCEPT_CD INSTANCE_NUM MODIFIER_CD TVAL_CHAR 

SO:0001483 1 SEQ:HUGO FAM87B 

SO:0001483 2 SEQ:DBSNP_RS rs3094315 

SO:0001483 3 SEQ:zygosity homozygous 

SO:0001483 4 SEQ:ref_allele G 

SO:0001483 5 SEQ:alt_allele A 

SO:0001483 6 SO:0001631  

 
Figure 1: Diagram showing mapping from a VCF file record to an i2b2 fact using method 2. The 

bottom table shows the same information generated from method 1 using a series of modifiers.  

 
Results 

The first method results in more rows of data: one per annotation stored per variant.  It is extremely flexible 

and allows all VCF data to be quantified and queried.  It is a good choice for users with a need for a variety 

of query options.  Additional annotations can be added easily over time as needed. 

 

The second method results in only one row of data per variant.  This method leverages built-in database full 

text catalog functionality which has been optimized for query performance. It is a good choice for users 

whose query parameters are not likely to change. 

 

Conclusions 

We have described two methods for organizing genomic data for use with i2b2.  We believe that these 

methods provide a reliable framework for others to expand upon to meet their organization’s genomic 

query needs. 
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Introduction 

The incidence and geographical distribution of Lyme disease in North America has increased during the past two 

decades. This increase is attributed to climatic changes that favor the distribution of the primary vectors Ixodes 

scapularis and Ixodes pacificus. Lyme disease caused by the Borrelia burgdorferi is the most common tick transmitted 

disease affecting humans and domestic animals.  Left untreated, Lyme disease progresses to chronic disease that can 

compromise the nervous system, and cause other long-term consequences(1). We sought to explore whether co-

occurring disorders not yet reported in the scientific literature could be uncovered in the clinical notes of patients with 

past medical history of Lyme disease.  

Methods  

Data for the study were discharge summaries of 42 patients from the MIMIC-III database(2). The patients were 

identified using Essie concept based search engine(3) to retrieve records with Lyme disease excluding those in which 

Lyme disease was negated. The records were automatically split into sections, and the UMLS ‘Disease or Syndrome’ 

terms were extracted from the chief complaint, history of present illness and discharge diagnosis sections using 

MetaMap(4). To evaluate the reliability of automated segmentation and disorder extraction, we manually annotated 

disorder mentioned in the same sections of 20 discharge summaries randomly selected from the original set of 42. We 

used the manually extracted disorders to compute recall, precision and F2 scores for MetaMap extraction. 

Results 

MetaMap extracted 324 distinct diseases from 42 documents. In addition to known associated cardiac, neurological, 

musculoskeletal, and associated infectious diseases, we found mentions of hypertensive disease in 14 patients, renal 

and urinary tract disorders in 15 and liver disorders in six patients.   

Manually, we extracted 103 disease mentions, and 164 were found automatically, resulting in 100% recall, 62% 

precision and 76% F2 score.  The manual evaluation also demonstrated that the automatic segmentation failed in two 

records where the algorithm labeled ‘brief hospital stay’ as history of present illness. After excluding these two 

records, the precision increased to 82% and F2 score to 90%. 

Discussion 

Our automated approach identified several disorders not well-known to be associated with past medical history of 

Lyme disease. Without further investigation and evidence from other sources, it is not possible to determine if these 

diseases have strong associations with Lyme disease, however, we demonstrate that it is feasible to use automatic 

document segmentation and disease extraction methods to find candidate diseases for further studies of implications 

of Lyme disease. In the future, we plan to include coded data, such as ICD-9-CM codes and information from other 

sources, such as patients’ reports https://www.healingwell.com/community/default.aspx?f=30&m=1347104.  
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Reusing clinical data from electronic health records (EHRs) and linking with registry and research omics data would 

provide a wealth of information to improve patient care and support precision medicine. The challenge is ensuring 

high coverage, granularity and quality of data, automation and suitable analytics and governance. We developed a 

data warehouse, as part of the National Institute for Health Research - Heath Informatics Collaborative (NIHR-HIC), 

which is being utilised for audits and exemplar studies in a number of clinical areas.  

 

We extract patient data from EHRs and national registries. 

We obtain renal omics data from research studies. The core 

infrastructure is based on SQL Server. We developed 

accurate patient matching, interpretation and categorization 

of unstructured diagnosis and medication data using GATE 

natural language processing (NLP), and data cleansing 

before import into a data warehouse. We use clinically 

informed metrics to improve data completeness and quality. 

Anonymized data are loaded into an enhanced tranSMART.  

 

We collected high granularity and quality data across clinical areas. Renal transplantation defined 250 attributes and 

collected data on 7,546 transplants from four UK centers (namely, Guy’s, Cambridge, Imperial and Oxford) between 

2005-16. Recurrent glomerular disease diagnosis post-transplantation was extracted from 4,398 biopsy reports using 

NLP. The data are analyzed to determine prevalence of disease subtypes, demographic influences and risk factors. 

10% of biopsies were manually assessed for validation. Approved linkage with gene expression and genotyping data 

enabled inclusion of approx. 800 donors/recipients. Immunosuppressant data informed gene expression analysis for 

discovery of a 7 gene model associated with rejection. Data analysis for clinical audits informed survival, graft 

function and other outcomes. Additional clinical areas include cardiac (54,979 Guy’s patients, 150 attributes), 

critical care (8,573 Guy’s patients, 260 attributes), five cancer types and hepatitis.  

 

The use of the data warehouse in audits and research demonstrates the value of linking data from local and national 

sources to benefit patients. NLP enabled automated extraction of unstructured information that would not be feasible 

manually. Analysis of high granularity data informed clinical outcomes and strengthened biomarker studies. A renal 

exemplar on recurrent disease was made possible by the standardized collation of data from multiple centers.  
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Introduction and Motivation Segmentation of lateral brain ventricles is integral to monitoring brain health because extracted 
measures, such as ventricle size, are known imaging markers of neurological diseases and can indicate progression and severity. 
Manual segmentation of 3D magnetic resonance images (MRIs) is time-consuming and prone to variability. Previous methods of 
ventricle segmentation have never included deep learning, to our knowledge, and were limited to mask-based approaches such as 
Kempton et. al.’s1 ALVIN algorithm, Liu et al.’s2 knowledge-based segmentation, and Arata et el.’s3 atlas-based technique. Deep 
learning provides full automation and allows for more flexibility in accommodating ventricles of varying sizes and shapes. 

Methodology We propose a CNN-based approach using 3D patches for 
lateral ventricle segmentation in MRIs. An important component of our 
work was training patch selection: we extracted 16x16x16 patches around 
each voxel within the brain mask portion of the T1-weighted scan to 
provide sufficient background data and balance computation time. Our 
training patch selection algorithm extract patches centered around 
positively-labelled voxels for 25% of the training data and patches 
including ventricle and non-ventricle voxels within for 25% of the data. 
The other half of patches consist of non-ventricle patches. This algorithm 
trains the network on a broad spectrum of patch types. 1,000 patches are 
extracted from each subject for training and validation. We used a patient-
level five-fold cross-validation scheme in which each fold has 18,000 
training and 6,000 validation patches and is tested on the entire MRI of 6 
separate subjects. In our CNN, we used a 3x3x3 kernel size, based on the 
2D VGG-16 model4 and the ReLU activation function to accelerate 
convergence. We used regularization to control the difference between 
training and validation performance, and used a connected component-
based post-processing algorithm on the prediction output of our CNN. 

Evaluation Results We compared our method to datasets of T1-weighted MR images of resolution 0.9x0.9x1.5 with manual 
reference annotations of lateral ventricles. On our dataset of 30 MS patients, the proposed pipeline resulted in an average Dice 
similarity coefficient of 65%, specificity of 98%, and accuracy of 98%, precision of 57% and recall of 78%. To create a baseline 
segmentation, we ran a threshold over the normalized but otherwise raw T1-weighted MRIs, recording the threshold with optimal 
performance. The baseline performance (average Dice similarity coefficient of 2%, specificity of 45%, accuracy of 77%, and recall 
of 45%) was significantly lower than that of the proposed pipeline. When our training patch selection algorithm was not used the 
CNN achieved a Dice similarity coefficient of 10%, specificity of 93%, and accuracy of 91%, precision of 91% and recall of 10%. 
Specificity, accuracy, and precision are high because the CNN predicted very few positive values as a whole, which is reflected in 
the total recall. The CNN with our training selection program achieved the highest recall and Dice coefficient. 

Conclusion We present the first application of deep learning to brain ventricle segmentation, to the extent of our knowledge, and 
recommend our CNN and training patch selection program as an improvement to the baseline and to a CNN trained on random 
patches. Because of the deep learning’s flexibility, our approach can be improved by further optimizing the CNN architecture.  
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Figure 1: A visual representation of our CNN is shown (top). 
A manual segmentation (left) and automated segmentation 
(right) generated by our approach are shown. 
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Abstract 

Integrating automated pharmacogenomics clinical decision support (PGx CDS) in the electronic health record 

(EHR) has the potential to provide clinically relevant knowledge to clinicians and facilitate individualized patient 

care. Current implementation of PGx CDS has demonstrated clinical benefits. However, our past experience 

implementing PGx CDS in multiple EHR platforms identified several clinical, procedural and technical challenges 

impacting long-term maintenance. Herein, we share our initial experiences and lessons learned with Epic EHR 

functionality charting phenotypes as genomic indicators instead of using the patient problem list as criteria to 

incorporate phenotypes in PGx CDS. 

Introduction 

Mayo Clinic has implemented pharmacogenomics clinical decision support (PGx CDS) in multiple electronic health 

records (EHRs) since 2013. PGx CDS alerts provide actionable test results when medications are ordered or 

recommend genetic testing before the initiation of a specific drug therapy. PGx CDS evaluates patient data including 

problem list (repository of the phenotypes), allergies, genomic results and biochemical laboratory results. Our 

institution is in the process of transitioning to Epic (Verona, Wisconsin) for an enterprise EHR solution.  The Epic 

EHR functionality includes a genomic indicator activity and related tables for a unique repository of PGx test results 

and related phenotypes able to replace the use of the problem list as the source of PGx phenotypes. 

Opportunities 

1) The genomic indicator repository separates PGx phenotypes from those charted on the patient problem list in the 

EHR allowing for efficient review of a patient’s risk of adverse drug events or ineffective drug treatment with a link 

to quickly review the genetic lab results associated with a specific indicator.  2) Configuration and automation of the 

documentation of the PGx phenotypes based on genetic testing lab results using a translation engine are faster and 

more efficient to maintain than using CDS rules to add existing and new phenotypes to the problem list.  3) The new 

repository serves as the primary criteria for PGx-related medication alerts. 

Challenges and Lessons Learned 

1) The new functionality works well for a small number of PGx tests.  With the development of genetic testing 

panels and the increasing number of tests available for more genes, the ability to filter and sort the phenotypes will 

be critical. 2) The new functionality requires specific configuration of the records to be evaluated by the genomic 

translation engine. 3) Discrete results must post to a specific order record field to be evaluated by the translation 

engine. 4) Decisions must be made on which PGx test should be configured. 5) Decisions must be made on which 

lab value(s) to translate, such as genotype or phenotype. 6) Decisions must be made on which PGx test result, if any, 

should be charted if the lab result does not translate to a known PGx phenotype. 7) Legacy lab results must be 

translated from multiple EHRs stored in a variety of ways, with consideration to use a single set of translations for 

legacy data conversion and live lab orders and results interfaces. 8) Importance of assembling a team early in the 

process with knowledge and skill in the following areas: clinical expertise and leadership in pharmacogenomics, 

pharmacy and medication use processes including specialty workflows, laboratory, clinical decision support, orders 

and results, interfaces, user security, and reporting. 9) Current utilities and tools to build and maintain the new 

functionality are new and can be improved.  

Conclusion 

The automatization of a unique repository of PGx phenotypes facilitates the implementation and maintenance of 

PGx CDS and may provide a mechanism for further standardization. However, several challenges persist including 

those related to the translation of PGx test results from multiple sources to the correct phenotype in the EHR. 
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Introduction 

In the precision medicine era, an abundance of high-resolution biological data has been generated.  Nevertheless, tissue-specific 
functions of genes are rarely available in pathway knowledge bases (KBs). Due to incomplete pathway annotation, which is a 
major challenge for pathway analysis1, such KBs comprise low-resolution data that limit inference on gene level. Moreover, the 
KBs contain curated pathway information from biomedical literature representing a static view, which does not reflect dynamics 
of underlying biological mechanisms. Hence, application of pathway analytics algorithm may be limited for such KBs due to the 
lack of a dynamic-state model.   Here we propose an informatics formalism of propagation of biological influence (PBI) in signal 
transduction pathways.  The distinctive feature of the PBI formalism enables pathway analytics algorithms to run on flexible 
knowledge networks derived from ontology-driven KB of signaling pathways.  This opens up a new avenue for pathway 
analytics tools in precision medicine. 

Materials and Methods 

We introduce the PBI formalism over curated knowledge 
base of signaling pathways.  In this context, the 
propagation is defined as a chain of signaling cascades, 
which results in biological activities. We define the PBI 
formalism in order to utilize user-defined transition-state 
of gene functions given bio-medical parameters.  We 
define a state of downstream gene D = F (U, I, {DS, DT, 
GA}), where U is a state of upstream gene; I is an 
interaction type; DS is a disease gene; DT is a drug 
target; and GA is a genetic alteration type.  U and I are 
default parameters for the defined function.  DS, DT, or 
GA is an optional parameter used in determining a 
biological influence of networks associated with specific 
diseases or genetic alterations.  Here we introduce multi-tier level system to implement the PBI formalism using SWRL and 
description logic inference (Figure 1). We have developed the PBI formalism atop of an ontology-driven mashup KB of signaling 
pathways, which we call knowledge networks. These knowledge networks include biologically relevant interaction types (e.g., 
dissociation, degradation, and post-translational modifications) representing complexity of biology in signal transduction 
pathways2. We converted knowledge networks to n-triple RDF and Neo4j data models that support SPARQL, SWRL, inferences, 
entailments, and network navigation.  

Results and Discussion 

In preliminary results, we experimented with the PBI formalism using knowledge networks of glioblastoma multiforme and 
tyrosine kinase inhibitor drug resistance for differential pathway analysis.  The results from pathway analytics algorithm revealed 
EGFRvIII, Akt, and p53 as alternative therapeutic targets for Lapatinib, Temozolomide, Metformine, and Niacinamide coinciding 
with morphoproteomic evidence reported by a group of the pathologists3.   

Conclusion 

The proposed PBI formalism enables pathway analysis using dynamic knowledge network of signal transduction pathways.  In 
future work, we would like to extend our PBI formalism in a variety of applications, including but not limited to advanced 
diagnostics, drug resistance analytics and drug repurposing hypothesis generation. 
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Figure 1. A roadmap of the PBI formalism. 
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Introduction 

At this four hospital community health system, panel-based pharmacogenomic (PGx) testing can be ordered through 

either routine visits with primary care providers or through referrals to the PGx clinic
1
. Results from these panel-

based tests are uploaded into a variant database connected to the electronic health record (EHR). Clinical decision 

support is currently available for twenty genes associated with recommendations for 67 medications. Patient reports 

are also generated and uploaded into the patient’s EHR profile
1
. These patient reports list the medications for which 

an impactful variation has been detected and then describe the results of each gene component of the test. 

Feedback was received that providers frequently had to look at multiple sections of the report or look for individual 

medications in order to make their therapeutic decisions. Providers also frequently consulted the clinical specialists 

to request guidance to summarize the recommendations for a specific indication. In order to improve the scalability 

of the program, we created an automated system to summarize all relevant PGx factors for specific disease states. 

Implementation 

The program utilizes a relational database that is queried through a web portal to create summations of 

recommendations for a medical condition. Three indications were found to have sufficient medications for which 

PGx testing could provider therapeutically significant information: antidepressant medications, opioid pain 

medications, and HMG-CoA reductase inhibitors. Medications are stratified within their respective sections 

according to clinical guidelines. For instance, selective serotonin reuptake inhibitors are considered first-line therapy 

options and would be displayed above the tricyclic antidepressants
2
. Each medication is demarcated as one of four 

categories (Table 1). A brief description of the PGx interaction is provided with links to references for in depth 

review. A generalized level of evidence is also provided to allow for more informed decisions by providers. 

Table 1. Medication Pharmacogenomic Categories 

Category Description 

No Known Interaction No PGx associations are known for this drug OR information is known but the patient’s 

results do not show the significant variations 

Potential Information PGx associations are known for this medication but the patient has not been tested for the 

relevant polymorphisms 

Use With Caution Patient’s PGx results show variations associated with recommending caution when using 

this medication 

Avoid Use Patient’s PGx results show variations associated with recommending the avoidance of 

this medication 

 

Opportunities for future improvement of this project include the addition of other disease states for which there are 

multiple medications with PGx associations, such as epilepsy. As continued PGx research illuminates additional 

drug-gene interactions this number is only expected to grow. With further integration into the EHR, additional 

information such as allergies, intolerances, and current medications can be brought into the recommendation 

process. Potential drug-drug interactions could be included in-line with PGx recommendations to provide a truly 

comprehensive assessment of the patients’ medications. 
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Background: Data integrated cell lines and tumors can be used to link cellular genomic features 
with patients, where the ultimate goal is to build predictive signatures of patient outcome. 
Characterizing key genetic alterations in cancer cells and discover therapeutic targets for patients 
is precision cancer medicine major goal. With the development of multi-omics data, it becomes 
urgent to monitor consensus module patterns of multi-omics data under various biological 
conditions both in tumors and cell lines, especially related druggable target control. The 
generalization demands new computational biclustering solutions to address the growing volume 
of different ‘omics’ levels for these functional module finding.  
Method: A fast bi-clustering Bi-EB algorithm is developed to detect the local pattern of two 
platform integrated omics data both in cancer cells and tumors. Bi-EB adopts a data driven 
statistics strategy by using Expected-Maximum (EM) algorithm to extract the foreground bicluster 
pattern from its background noise data in an iterative search. Recovery and Relevance scores are 
used to evaluate Bi-EB model accuracy by comparing its result with seven popular bicluster 
methods on simulated constant, row and column shift-scaled bicluster data. Based on mRNA and 
protein ratio expression profiles, co-regulated local gene patterns on subgroup of breast cancer 
cells and tumors, for the first time, are detected systematically. 
Result: Simulation results show Bi-EB keeps a higher recovery and relevance comparing with all 
seven biclustering both in scale-shifted row and column biclusters, and especially outperforms 
algorithms CC, spectral and xMotif for constant biclusters searching. Bi-EB is applied in luminal 
and basal-like subtype of breast cancer for co-regulation module search of druggable target 
mRNA/protein across patients and cancer cells. The largest bicluster with 12 gene/protein 
expression with similar expression under 219 samples is found, where include the clinically well-
known over-expression genes ER and ER (p118) and some novelty genes AR, BCL2, Cyclin E1 
and IGFBP2 are recommended. Biclustering is considered an NP-hard problem which justifies the 
tradeoff between accuracy and computational complexity. Among previous algorithms runtime of 
our algorithm is comparable to xMotifs. Evidently, choosing smaller user-defined accuracy 
parameter, expedites Bi-EB algorithm. 
Conclusion: Bi-EB is a novel algorithm in searching coherent and flexible co-regulation patterns 
across multi-omics data both in tumors and cancer cells. Transparent probabilistic interpretation 
and ratio strategy for omics data is first time proposed to detect the co-regulation patterns.  Bi-EB 
is applied in co-expressed mRNA/protein patterns identification for luminal-A breast cancer, the 
accordance results with clinical practice further proved Bi-EB algorithm reliability.  
Keywords: bicluster, multi-omics, gene expression, Reverse Phase Protein Array (RPPA), breast 
cancer 
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Introduction 

Tuberous sclerosis complex (TSC) is a genetic disorder observed in approximately 1 in 10,000 live births1. TSC is caused by 
mutations in TSC1 or TSC2 genes, and patients with TSC are known to have a higher risk of developing benign and malignant 
tumors in the brain, kidneys, heart, liver, lungs, and skin, and a variety of neuropsychiatric disorders2. However, due to the rarity 
of TSC, its comorbidity patterns are not explored systematically. To characterize the comorbidities of TSC at the population 
level, we employed a nationwide health insurance claims dataset to analyze the comorbidity landscape of TSC. We further 
determined the phenotypical differences between TSC patients and the age-and-gender matched controls in this study population.  

Methods 

Using un-identifiable claims data from a nationwide U.S. health insurance plan, TSC patients were identified by the ICD-9 code 
759.5, and a 1:500 age-and-gender-matched non-TSC cohort was selected. To characterize the phenotypical differences between 
TSC patients with and without certain comorbidities, all phenome-wide association studies (PheWAS) codes between the two 
groups were examined3, and the health insurance enrollment status was used to account for the number of at-risk patients in each 
age group. For each comorbidity, Wilcoxon signed rank test was employed to identify its incidence difference between TSC and 
non-TSC groups between the age of 0 and 20, and the odds ratio (OR) was estimated to determine the effect size. Benjamini-
Hochberg procedure was employed to control the false discovery rate (FDR) at 0.05. All analyses were performed using R version 
3.3 with R packages icd and NMF. 

Results 

We identified 3,128 patients with TSC in the dataset. Consistent with the literature, TSC patients in our cohort were more likely 
to develop benign neoplasm of the kidney (OR = 2468.4, 95% confidence interval (CI) = (1356,1, 3580.7)), malignant neoplasms 
of the brain (OR = 153.2, 95% CI = (128.6, 177.7)), cystic kidney disease (OR = 152.6, 95% CI= (46.4, 258.8)), epilepsy (OR = 
97.4, 95% CI = (69.0, 125.9)), chronic kidney disease (OR = 45.0, 95% CI = (21.9, 68.2)), autism (OR = 13.1, 95% CI = (11.3, 
14.8)), and hemangioma of skin and subcutaneous tissue (OR = 7.03, 95% CI = (4.20, 9.86)), comparing with the age-and-gender 
matched cohort. Based on our analysis, we further identified many less-reported comorbidities of TSC, including aphakia (OR = 
19.34, 95% CI = (9.59, 29.1)), ulcerative colitis (OR = 12.5, 95% CI = (3.6, 21.3)), glaucoma (OR = 5.45, 95% CI = (2.87, 8.02)), 
and mood disorders (OR = 3.91, 95% CI = (2.60, 5.21)). In contrast, TSC patients have significantly less cystic fibrosis (OR = 
0.232, 95% CI = (0, 0.746)), orchitis and epididymitis (OR = 0.34, 95% CI = (0, 0.80)), and cervicitis and endocervicitis (OR = 
0.48, 95% CI = (0.36, 0.61)). All of the reported differences are statistically significant after correcting for multiple testing. 

Discussion 

TSC is a relatively rare disease and it is difficult for pediatric neurologists to assemble data from thousands of TSC patients, even 
in tertiary medical centers. However, with a nationwide health insurance database covering more than 40 million patients, we 
identified more than 3,000 TSC patients, and successfully quantified their phenotypical differences comparing to an age-and-
gender matched non-TSC group in a systematic fashion. TSC patients are at higher risks of developing ulcerative colitis, 
glaucoma, and psychiatric conditions, this should guide practitioners to look out for psychiatric and medical conditions in their 
patients. One limitation of the study is that the ICD-9 codes in the insurance claims dataset may not reliably reflect the patients’ 
conditions. Further validation using electronic health record data is needed. Our approach could facilitate the generation of 
hypotheses for rare diseases, and we can follow-up with the evolving phenotype of the patients during the whole period of health 
insurance coverage. 
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Introduction 

Breast cancer is the second most prevalent cancer worldwide, with nearly 2 million new cases each year. Histopathology 
evaluation, which involves pathologists’ visual assessment of microscopic tissue slides, is indispensable for the diagnosis of 
breast cancer. However, studies have shown that the billions of pixels from the scanned slide images contain a wealth of untapped 
biological signal that has yet to be interpreted. In this project, we combine convolutional neural network (CNN) based image 
analysis of these scans with transcriptomic analyses to uncover novel molecular and morphological profiles associated with 
hormone receptor status.  

Methods  

RNA-Seq data, tumor tissue slides, and clinical profiles of 1099 breast cancer patients were obtained from the TCGA data portal. 
The estrogen receptor (ER) and progesterone receptor (PR) statuses of each patient were identified. Ridge regression models to 
differentiate hormone receptor status were trained using patients’ gene expression profiles. Enrichment analysis was conducted 
on the most relevant genes, and a transcriptomics-based immune score was calculated for each patient1. Classifiers using the 
Inception V3 CNN architecture were created to predict ER and PR statuses based on 256x256 tiles of whole-slide images. Model 
parameters were initialized using transfer learning from lung cancer models2 and held-out cross-validation was conducted. Tile 
rotations were added to ensure balanced binary classes. A lymphocyte detector was built using CellProfiler modules and a set of 
slides labeled and segmented by a pathologist3 to classify cell types. A random forest model was constructed to identify 
lymphocytes from the image tiles. Patients were scored by computing the proportion of lymphocytes to cells for all slides from 
the patient. Nuclei and lymphocyte masks were created for the labeled slides, and associated classifier filters were isolated. 
Putative filters were thresholded and co-localization coefficients with the nuclei and lymphocytes were computed.  

Results 

Ridge regression over 750 transcriptomic features achieved AUCs of 0.91 and 0.838 for determining ER and PR statuses 
respectively. The genes associated with ER and PR statuses were enriched in immune-related terms such as natural killer cell 
activation, suggesting a concordance between receptor status and immune infiltration. The histopathology image classifiers 
scored AUCs of 0.987 and 0.930 for ER and PR statuses respectively. The lymphocyte detector achieved 85% accuracy over the 
image set with hand-labeled lymphocytes. The distribution of scores was found to differ between positive and negative statuses 
for both ER and PR (p < 0.00001). The distributions of transcriptomics-based immune scores were also able to differentiate both 
statuses (ER: p < 0.00001, PR: p = 0.0034). The response pattern of a convolutional node in the ER classifier co-localized 
preferentially with lymphocytes (Pearson R = 0.55263, p < 0.01) compared to non-specific cell nuclei (Pearson R = 0.035364, p 
< 0.01). In 97 out of 99 analyzed tiles, the co-localization between the response patterns of the convolutional filter and the 
lymphocytes was stronger than the co-localization with the non-specific nuclei. These results suggest a significant concordance 
between a patient’s ER or PR status and their degree of immune cell infiltration.  

Conclusion 

Our work harnesses the recent advancements in CNNs and the availability of clinical, transcriptomic, and histology data to 
provide a quantitative approach for combining omics and histopathology analyses. We have shown the ability of image analysis 
techniques to classify histopathological slides and link the classification to a biological motif. This pipeline can be immediately 
applied to examine underlying biology of other breast cancer markers. Since the study was conducted retrospectively on a study 
cohort, further validation on the clinical utility of our models is needed. Our methods are extensible to other cancers, potentially 
influencing diagnostics and the study of microscopic morphological aberrations in human cancer.  
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Introduction 
 
Karyotypes are written in a language known as the International System for Human Cytogenetic Nomenclature (ISCN)1. 
Analyzing these karyotypes is currently done in a manual, non-computational manner due to the structure of the ISCN. The 
ISCN however is computationally intractable and there is no mature software that automatically parses karyotypes, thus 
precluding the potential of these genomic data from being fully realized. In response, a system was built to address this 
issue.2 In addition to encoding the text-based cytogenetic data into a machine-readable data stream, an added application – 
CytoSpell – was developed. CytoSpell recognizes errors (grammar and/or semantic) in text-based karyotype input and 
offers corrections since human error is common in karyotype input.  
 
Methods 
 
Building on the work of Abrams et al.3 relating to the development of CytoGPS (CytoGenetic Pattern Sleuth), the 
CytoSpell application was developed. Using the ANTLR (Another Tool for Language Recognition)4 grammar from 
CytoGPS, a grammatical rule set was developed to evaluate ISCN karyotypes. This produces a parse tree for each inputted 
karyotype. The leaves of this parse tree are the input tokens grouped automatically by ANTLR into meaningful phrases, 
useful for evaluating whether a karyotype input is correctly formatted using ISCN rules. Several ANTLR listeners are 
defined to walk through the parse tree in order to i) examine the grammar of a karyotype, ii) list grammar errors, and iii) 
parse all of the cytogenetic events contained in a karyotype into their corresponding Java objects. The ISCN rules are 
translated into computer programming language to check the semantic validity of each cytogenetic event. For a derivative 
chromosome event, the joint validity of combining multiple structural rearrangements as a cytogenetic event is checked. 
Only if a karyotype passes both grammar and semantic validity tests will it be transformed into the machine-readable data 
format. 
 
Results 
 
When karyotype errors (grammar and/or semantic) are recognized, a detailed error message is displayed for each error. 
Grammatical errors such as a misplaced comma and semantic errors are automatically fixed with a message identifying the 
change from the original input. Non-correctible errors such as the letter Z as sex chromosome are also logged and flagged 
for necessary re-entry. This system speeds up both data entry and correction by automatically spell-checking fixable errors 
while still providing full authority to the user to override the CytoSpell correction.  
 
Discussion and Conclusion 
 
Cytogenetic karyotype analysis is the standard of care for many cancers. These data are manually entered and are highly 
complex, leading inevitably to data entry errors. The CytoSpell application enables data quality assurance by spell-checking 
cytogenetic data for grammatical and semantic error. This helps the cytogeneticist be more accurate and efficient with data 
entry and enables more karyotypes to be analyzed using downstream systems such as CytoGPS. Thus CytoSpell helps in 
both a clinical and a research environment by improving data quality and data management. In the near future, we plan to 
test the performance of this application using karyotype data collected by The Ohio State University and Washington 
University in St. Louis. 
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Introduction 

Radiation induced adverse events are inevitable damage to normal tissues caused by radiation therapy (RT). Accurate 
reporting and grading radiation induced adverse events are important for treatment quality improvement, and radiation 
toxicity monitoring. Within informatics highly adopted in radiation oncology, identifying and analyzing radiation 
induced adverse events from numerous RT studies become a critical step for intelligent decision support in RT 
planning. As major effort of Natural Language Processing and Named Entity Recognition, many methods are proposed 
for adverse drug event identification and analysis from structured and unstructured texts at large scale in healthcare. 
However, there is a lack of studies to identify radiation induced adverse events, or understand their implicit patterns 
through mining RT studies. This project aims to apply Named Entity Recognition and pattern analysis to investigate 
radiation induced adverse events in RT studies over six years from 2010 to 2015. In this report, we are addressing the 
three specific questions: 1) scalable methods and proper features used to identify radiation induced adverse events in 
RT studies; 2) patterns of radiation induced adverse events mentioned in RT studies; and 3) relations between radiation 
induced adverse events and diseases/cancer investigated in RT studies. 

Methods 

The full dataset consists of 790 published RT studies searched by MEDLINE between January 2010 and August 2015. 
A physician manually annotated 100 RT studies published from 2010 to 2012 as training subset, and another 100 RT 
studies published from 2013 to 2015 as validation subset. Both the 100 RT studies of training subset and another 100 
RT studies of validation subset are randomly selected from the total datasets. In order to investigate radiation induced 
adverse events in radiation studies intelligently, we developed an approach in four steps: 1) In the pre-processing step, 
we applied tokenization, stop-words removal, and sentence segmentation over all the studies in dataset; 2) In the term 
identification step, we trained two Named Entity Recognition (NER) models with training subset; 3) After general 
terms identification, a coordination step is taken in sentence level to refine the result with POS tagging and chunking; 
4) In the last step, we performed an analysis on identified radiation induced adverse events including trend analysis 
over years, adverse events distribution over cancer types, and patterns of adverse events over other variables. During 
the term identification step, we developed and compared two NER methods, one is based on regular expression and 
the other one is based on Conditional Random Field, to identify radiation induced adverse events in RT studies. The 
method based on regular expression relies on a dictionary that is consisted of cancer terms from PubMed MeSH, 
adverse events terms from Common Terminology Criteria for Adverse Events, and their synonyms from UMLS. The 
method based on Conditional Random Field (CRF) trains a model to identify cancer types and radiation induced 
adverse events using several categories of features including word features, semantic features, and syntactic features.  

Results 

We performed the two Named Entity Recognition methods separately on both the validation subset and the full dataset. 
According to the validation, the Conditional Random Field (CRF) based method lightly outperforms the regular 
expression (RE) based method. The F-score of CRF based method is 0.83, while the F-score that the RE based method 
can achieve is 0.80. However, the RE based method identified 142 radiation induced adverse events, and the CRF 
based method identified 119 radiation induced adverse events. 

Conclusion 

The Named Entity Recognition methods provide a scalable way to identify radiation induced adverse events from RT 
studies. The CRF based method lightly outperforms the RE based method comparing their F-scores.  However, the 
CRF based method missed more adverse events during terms identification than RE based method. Besides, radiation 
induced adverse events requires a specialized processing for coordination and normalization. We noticed that the types 
of adverse events reported in RT studies are limited comparing to their large range over different types of cancer. And 
RT studies investigating different diseases strongly favor specific radiation induced adverse events. It suggests that 
further efforts are in need to re-examine current adverse events terminology for radiation oncology community. 	
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Abstract 

Exponentially increasing clinical data are ideal for applying artificial neural networks (ANNs) to predict disease 
progression and outcomes. We trained an ANN to predict survival outcome using The Cancer Genomes Atlas (TCGA) 
lung cancer clinical data [1]. Using a weighted cost function, ReLU activation function, and adaptive gradient descent 
1) speeded up the training, 2) reduced the training epochs, and 3) predicted the survival outcome with 81% precision 
and 54% recall on the test set. 

Introduction 

The clinical data from The Cancer Genome Atlas (TCGA) for Lung Adenocarcinoma (LUAD) and Lung Squamous Cell 
Carcinoma (LUSC) data sets are fused, resulting in a total set of 1089 patients with 15 features. The patients without a 
valid vital status or follow up were removed from the study, resulting in patient data for 843 individuals; 254 patients are 
dead and 589 are alive. All numerical features were converted into categories with binning. All input data were 
normalized for the input layers to prevent large-scale features overcrowding other inputs. Missing data points were filled 
with 0 to let the network ignore the data points. The neural network consisted of 1 input layer, 2 hidden layers, and 1 
softmax output layer that output the estimated survival probability. If survival probability is bigger than 50%, the 
network will predict that patient to be alive. We experimented with combinations of activation function, cost function, 
and training method. Then, 10-fold validation is used to evaluate the network. Accuracy, precision, recall, and loss were 
computed to quantitatively evaluate the network. We compared the results of the performance between each combination 
and baseline models prediction from conventional machine learning techniques to gain empirical knowledge of 
network’s behavior and performance given incomplete clinical data. We used Tensorflow [2], an open source machine 
learning library on Python, to train the network. MATLAB was used to implement SVM and Logistic regression as 
benchmarks for our neural network models. 

Results and Discussion 

Logistic regression, SVM, and out-of-the-box neural network from Matlab were used as baseline for performance. Their 
accuracies are 73%, 72%, and 74% respectively. We used a weighted cross-entropy cost function to “rebalance” the cost 
function and to penalize the network more for incorrectly predicted dead patients that were actually found to be alive [3]. 
The loss and the confusion matrices showed that a weighted cross-entropy cost function effectively reduced the loss and 
increased the recall to 45% while maintaining 85% precision. AdaGrad [4] is an adaptive gradient algorithm that alters 
the learning rate. The learning rate increases when the parameters are sparse, and vice versa. Some of our features were 
sparse in nature, such as smoking history and stage information. Therefore, AdaGrad helps our network to descend 
quicker on the error surface of the cost function. With AdaGrad, the number of training epoch is reduced very 
significantly, and the network quickly converges. Rectifier Linear Unit (ReLU) is used as the activation function. It 
replaced the Sigmoid activation function which tends to slow the training and saturates due to the vanishing gradient 
problem, therefore making gradient descent slow to converge. Our network adopted the ReLu as the activation function 
and was able to reduce the loss. Even the over all accuracy remained the same at 77%, and recall, the percentage of 
patients correctly predicted to be dead, increased to 54%. These results are a significant improvement over the 38% and 
27% correct predictions from SVM and logistic regression, respectively. 

Conclusion 

Our preliminary research has demonstrated that with proper parameters, cost and activation functions neural network is 
able to perform survival prediction using incomplete with higher precision and recall than conventional machine learning 
technique. 
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