Defending Data

cyberwar: computer network attack, computer network defense, and
intelligence-gathering operations that bridge the gap between cyberwar
activities and information operations. All three of the core activities of
cyberwarfare involve data as a critical part of their role. But defenders have
the seemingly impossible job requirement of defending data in many forms
in a massive number of locations without making it unusable.

T HE U.S. DEPARTMENT OF DEFENSE (DoD) identifies three components in

Defensive operations in cyberwar often have a strong focus on protecting
data that is stored on workstations, devices, and in network file storage.
Network defenders must protect data from both external attackers and
unauthorized internal access. This involves data classification, roles and rights,
and need-to-know standards. If employed by nation-states, network defenders
protect data such as military and civilian government secrets and strategies,
as well as everyday communications and business information. Although
some of that information might sound unimportant, leaks of U.S. diplomatic
communications have shown that leaked day-to-day data can result in diplomatic
embarrassment or even larger issues for a country.

Defenders in cyberwar also must consider the larger context in which
information warfare takes place. For example, other nation-states will target
nongovernmental organizations—for example, attacks against defense
contractors that result in the theft of military technology designs and
specifications. Even apparently unrelated data thefts can result in attackers
gaining greater knowledge about supposedly secret information or access
to systems they can then use to more effectively reach their final goals.

The need to protect data has resulted in the creation of a number of
technigues and technologies that attempt to make data easier to manage and
protect. Government agencies use data classification to label data based on
its need for secrecy and the handling requirements that it requires. This allows
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defenders to focus on data that should receive more time and effort, while
providing less protection to data that has a lower classification level. It also
provides defenders with an opportunity to focus on the human side of computer
network defense by ensuring that individuals given higher levels of clearance
understand the importance of the data and networks they have access to. Finally,
the vetting and review processes involved in clearance for access to data can
help ensure that human threats to data are decreased—although these processes
cannot prevent individuals with access from abusing their privileges.

Technology to protect data can detect changes in data, identify data is at risk
of being sent or transferred, and prevent data that is lost from being recovered.
Technologies for data protection include data integrity-checking tools, which
verify that data has not changed, and a means of restoring data after it is changed.
They also include data loss prevention tools, which monitor network traffic and
transfers to removable media and then stop the transfer or send an alarm to
monitoring systems and staff. Encryption also has a major role to play by ensuring
that data and devices that are lost or stolen cannot be easily recovered.

Defenders use tools, techniques, and processes such as classification and data
loss prevention systems to protect data throughout its life cycle. Defenders must
handle data at rest, data in transit, and data that has reached the end of its life
span in ways that help to protect its confidentiality and its integrity, while ensuring
the data is available for users who need it. Attackers will attempt to counter
each of the techniques that defenders use. In many cases, despite knowing
the protections are necessary, even the users of the data will work around the
protections that are in place if they make work difficult to accomplish.

Chapter 13 Topics

This chapter covers the following topics and concepts:
What data classification is and why it is used to provide data security
What data loss prevention technologies and strategies are
What data integrity and availability are, and how they are preserved
What data retention and disposal policies are
What response strategies for data loss in cyberwar are




Chapter 13 Goals

and other uses

Explain data retention and disposal methods

List responses to the loss of data

Data Classification

When you complete this chapter, you will be able to:

Describe U.S. government data classification levels

Explain data classification and why it is used for government, corporate,

Describe data loss prevention techniques and technologies
Describe methods used to ensure data integrity and availability

Explain digital rights management in the context of cyberwar

Data classification is the process of labeling data based on its sensitivity and handling
requirements. In the U.S. government, there are three primary classifications, with
additional compartmentalization and security labels added based on specific organiza-
tional or handling needs (see Figure 13-1). Data classification and compartmentalization
help the government ensure that only authorized individuals can access data, and that

the data is appropriately protected.

The U.S. government uses classification authorities—
individuals trained to identify and assign the proper level of
classification to data. Classification authorities also ensure
that the data is classified for a valid and proper reason, and
then ensure that it's marked with the proper classification
identifiers. This helps to ensure that documents can be
declassified when appropriate.

Classification follows the data it is attached to. Thus,
if data with a higher classification level is added to data
with a lower classification level, the data will typically be
classified at the higher level while the higher-classification
data element or elements are present. In paper documents,
this could make an entire document Top Secret if a single
piece of information were added to an otherwise unclas-
sified document. If done properly, each individual element
of data may be classified, making it easier to understand
the document’s or data’s classification context.

NOTE

The National Institute of Standards
and Technology (NIST) provides
guidance on Security Categorization

in FIPS-199. This isn't the same as data
classification, but there are parallels in
the analysis required to determine how
data and systems should be classified
based on their risks and impact. Special
Publication 800-60 provides more
detail on how to analyze mission-
based information types and how the
information is delivered.
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¢ Highest level of classification

us. government data * Exposure would cause
classification levels. “exceptionally grave danger”

e Second highest level of
classification

e Exposure would cause
“serious danger”

¢ | owest level of classification
® Exposure would
cause “damage”

Data that has been removed from its classification scheme is declassified. Data that has
had its classification level lowered, but that remains classified, is known as downgraded
data. The U.S. government uses a combination of sensitivity and the age of the data to
make many decisions around declassification. In some cases, it declassifies much of a
document or data set, while redacting or sanitizing the remaining classified information.

The government uses other data labels to provide additional compartmentalization
of data, and has historically had as many as 100 different designations for data.
Examples include:

Sensitive But Unclassified (SBU) is for data that should not be released casually, but
that is not considered Secret, and would not cause significant damage if released.

Sensitive Security Information (SSI) is for data that is sensitive, but not Secret infor-
mation. It’s subdivided into 16 categories. It includes information such as security
programs and plans, threat information, confidential business information, and
information related to the security of transportation.

FYI

Redaction of both physical and digital information can be challenging. Physical documents are
often blacked out using a marker, and similar processes were once used for digital documents
like PDFs. In multiple cases, government-published data in PDF form was redacted using a tool in
Adobe Acrobat. The redaction tool simply placed black blocks over the original data, and it was
a simple matter to remove that layer to reveal the redacted data. Adobe has since modified how
the redaction tool works to actually remove the data instead of simply adding a block over it.
This issue was so prevalent that in 2005 the National Security Agency (NSA) released a document
on how to properly sanitize reports. You can read it at http.//www.ca7.uscourts.gov/quides/
nsa-redact.pdf.
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FYI

Two of the most commonly referenced models for data security enforcement in government and
military systems are Bell-LaPadula and Biba. Bell-LaPadula uses security labels for objects and
clearances for subjects to provide data confidentiality by ensuring that users with lower levels of
security cannot read higher-level data, while users with higher levels can't write to lower levels.
This is often written as “no write down, no read up.” Biba protects integrity by preventing
high-security-level users from reading lower-level data and lower levels from writing upward,

or "no read down, no write up.”

Critical Program Information (CPI) is defined by DoD to include information from a
research, design, and acquisition program that, “if compromised, could cause signif-
icant degradation in mission effectiveness” or could cause a variety of other problems.

For Official Use Only (FOUO) is for data that should be used only for official purposes.

Law Enforcement Sensitive (LES) is for information that should be restricted to law
enforcement officers.

Public Safety Sensitive (PSS) is for information that is appropriate for public safety
officers, including emergency medical services, fire safety, and law enforcement.

An attempt to redesign and limit the number of categories resulted in the creation of

the designation Controlled Unclassified Information (CUI). The CUI framework is under
development. It includes categories such as agriculture, critical infrastructure, intel-
ligence, foreign-government, and other types of data. CUI requires that federal agencies
implement controls based on NIST standards. It also requires that data in CUI classifica-
tions be shared only with individuals who need the data to accomplish “an authorized
mission purpose.” Until CUI is fully fleshed out, the existing complex system of categories
used by the U.S. government will remain in use.

Other data labels for unclassified and classified information exist beyond those that are
centrally used by the U.S. government. Each is intended to ensure that only the individuals
or groups requiring access to the information receive that access, and that the data is
easily identifiable during its life span. This also allows data to be declassified appropriately
based on its creation date and sensitivity, which helps to simplify life cycle management
for those who have to deal with massive amounts of sensitive data.

A common issue with classification and labeling systems is overuse of classification.
Organizations will label more data as sensitive than actually is because it is often conve-
nient not to have to determine if the data actually requires that label. Over time, this
degrades the ability of the organization to use the label effectively. Careful use of classifi-
cation and labels is an important part of data security life cycle management. Awareness
of this issue can be seen in CUI, which requires that information “be decontrolled as soon
as possible” and that “CUI that has been publicly released via authorized agency proce-
dures shall be considered decontrolled.”
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Data Loss and Prevention

Data exposure from attacks and compromises, or simply from lack of care and due
diligence, is a major concern for defenders in cyberwar. Because digital data can be copied
without any evidence that it was duplicated, defenders are often unaware that an illicit
copy exists. Unlike physical theft, digital data loss can’t be detected by the lack of an object
or a device, which makes the job of defenders even more challenging. Defenders must
carefully watch data to ensure that they know where it is used, where it is transferred,
and how many copies exist.

The ease with which significant amounts of information can be transferred—and
the ability to easily change its form into something that doesn’t resemble the original—
can make detecting data loss difficult even in well-instrumented networks and devices.
Encryption and other tools can disguise data or make it unreadable by detection systems.
Defenders are often left to monitor for inappropriate behaviors in carefully built systems
that try to limit what users can do with the data they have to protect.

Data Spills

The NSA provides recommendations for what it refers to as data spillage events. These events
occur when classified or sensitive data is transferred to unauthorized or unaccredited
systems, individuals, or applications. The NSA's guidelines cite the increase in information
sharing, as well as issues with data management, which allow higher-classification data
to transfer to lower levels, or which result in remnant or hidden data being sent in a
legitimate transfer.

Using Data Security Tools When Stealing Data

The other side of data loss is the targeting of data. Attackers also face challenges when
attempting to acquire data, including:

The sheer volume of data that exists

Locating where the data resides

Acquiring access to the data

Transferring the data in a way that won't be visible to defenders

Defeating encryption and other technical defenses
Some attackers use similar tools to those that defenders use to identify data that needs

protection. The same tool that can help a network defender find files with sensitive data
can also help an attacker find interesting data.
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The NSA points to four major reasons for data spillage:

NOTE
The NSA specifically calls out
releases to the media as a
data spill, despite the media
Problems with controls for the release of data, which allow already fitting into the list of

data that shouldn’t be released to escape unauthorized individuals. The

Issues with the privacy of data, including releases of infor- cor.nplete gl piliage
guide can be found at http://

mation that provide details on individuals that should not .
b d labl www.nsa.gov/ial_files/factsheets/
¢ made avatlable Final_Data_Spill.pdf.

Improper handling of compartments, thus allowing data
to be transferred between security zones, exposing it to
unauthorized individuals or systems

Improper handling of proprietary information

To combat data spills, the NSA recommends a few critical controls. First, the NSA suggests
network management to ensure that networks are defensible and have the proper levels of
security. Second, it suggests that organizations create and enforce data protection policies.

It suggests use of existing standards like the Defense Information Systems Agency’s (DISA's)
Security Technical Implementation Guides (STIGs) to ensure that devices and systems are
properly secured and managed. This suggestion includes use of encryption to handle data
at rest and in motion, and methods for providing data in use—with appropriate controls
to ensure that the data isn't exposed beyond its allowed sharing and usage models. Finally,
the guide recommends the use of data loss prevention tools to make sure that data is
monitored as it is accessed and transferred.

Data Loss Prevention

The information security industry has responded to the need to control data leaving
systems and networks by creating technical solutions called data loss prevention (DLP)
systems. These systems include both software installed on computers and devices, and
network devices that are placed between networks and the network edge. Integrated
hybrid systems combine protection for both networks and individual systems, along with
reporting and management tools to provide insight into the status of an organization’s
data usage and protection.

FYI

The Defense Logistics Agency’s 2011 request (SP4701-11-R-0021) for a data loss prevention
system provides insight into the capabilities required by one part of DoD. The request requires
the ability to read specific types of files, particularly Microsoft Outlook data files and the need
to identify Social Security numbers. It also heavily emphasizes the need to avoid false positives
based on specific data types the organization uses.

eleq buipuageqg



300

PART 2 | Offensive and Defensive Cyberwarfare

FYI

Some DLP systems use specialized methods to strip encryption from Web traffic by using attack
techniques that represent the DLP system as the remote Web site so it can decrypt the secure
traffic. This man-in-the-middle-style attack can allow a DLP system to successfully monitor traffic,
but also makes it harder to trust the security of traffic that flows through the DLP system.

DLP systems can be categorized into three major categories as follows:

Network-based DLP systems are installed at network edges. Network DLP systems
scan outbound traffic, such as Web, e-mail, and file transfers for data leakage.
Network DLP systems often have problems when the traffic they are exposed to is
encrypted, making them less useful when used to monitor many types of modern
Web traffic.

Host-based DLP systems are installed on individual workstations and devices.
They scan data that is transferred by the device. This can include data sent via

a network or data transferred to removable media, such as a USB thumb drive or
a DVD. Host-based DLP systems often provide local classification and discovery
capabilities in addition to monitoring and data-transfer control capabilities like
those a network DLP system provides.

Discovery DLP systems are used to find sensitive information in file stores, work-
stations, servers, and other network locations. A discovery DLP system is typically
used to help administrators locate sensitive data they are unaware of, rather than
to protect existing data in a known location.

Figure 13-2 shows the installation of a typical data loss prevention system for a network-
based DLP system monitoring traffic at a network boundary. When systems attempt to
send outbound e-mail, Web traffic, or file transfers, the DLP device reads the traffic and
checks it for data that meets its filtering rules. If the rules are matched, the DLP takes
the programmed action. In Figure 13-2, the DLP is set to block traffic that carries a
Top Secret tag in its metadata description.

Figure 13-3 shows a typical host-based DLP system. Host-based DLP often includes
both discovery capabilities and data loss prevention technology. In Figure 13-3, the
host-based DLP system detects a user attempting to copy to a USB thumb drive a file
that matches protection rules. It prevents the transfer, notifies the user, and sends a
notification message to a security administrator. Host-based DLP provides a greater
level of control than does network-based DLP alone. However, because of the large
number of systems found on a typical network, it also increases the overall workload
for security administrators.
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DLP, much like intrusion detection and prevention systems, can require significant
amounts of maintenance. The types of data handled by the organization and the ways
in which that data is distinctive can make DLP useful. On the other hand, they can make
it very hard to use a DLP system that recognizes data types based on rules that describe
what it contains, how it is labeled, or where it is coming from.

Despite challenges in deploying them, DLPs are becoming increasingly common, and
the technology continues to improve. DLP deployments on endpoint PCs and centralized
network DLP systems provide a useful tool to help prevent data loss. They also build
awareness for users who have to deal with sensitive or classified data on a regular basis.
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DLP Deployment Challenges

Data loss prevention systems are often a key part of security design for organizations that want
to ensure that their data doesn’t escape through their network or devices. They use network-
or drive-monitoring capabilities to inspect data and to allow or prevent it from being sent—
based on rules that identify protected information.

Like many complex security devices, DLP systems require significant amounts of tuning and
configuration to provide an effective defense. Administrators must maintain and update

the rules and tags that DLP systems use to flag data that is not allowed to exit systems and
networks. Administrators also must identify false matches to make sure the DLP system doesn‘t
prevent legitimate work from occurring—while at the same time ensuring that new data
needing protection is consistently detected by the DLP system.

DLP systems can only detect data leaving a network or system that they can access. Encrypted
data, or data that is in a format that the DLP system can’t read, can bypass a DLP system’s
detection capabilities. The same issue exists when sensitive data can’t be reliably detected,

as distinct from data allowed to leave a network or system. This means that a DLP system can’t
be expected to stop all data loss, but a properly configured and maintained DLP system can
significantly improve an organization’s chances of detecting such loss.
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FYI

DISA's Continuous Monitoring and Risk Scoring (CMRS) Web system monitors DoD systems for
their compliance with configuration requirements, including software. The CMRS dashboard
notes that DISA uses a commercial DLP product: McAfee's Data Loss Prevention and Device
Control Module.

Encryption and Data Loss

One of the most common methods recommended by DoD, NSA, and other organizations
with significant cyberwarfare responsibilities is the use of encryption to protect data

at rest and data in transit. Encryption can prevent attackers from reading the data it is
protecting, although it cannot guarantee that they will never be able to access it if they
have enough time and resources.

Encryption is particularly effective when data is at rest, such as when a computer or
media is turned off or unused, or when it is in transit between systems or networks. These
are times when the data is likely to be exposed to potential attackers and possibly outside
of its normal protective layers of defenses. Keeping data encrypted while in use is far
harder, as the programs and operating systems used to access and modify data normally
require the data to be in an unencrypted state to work with it. This means that encryption
can’t provide a complete shield for data. But it remains an important part of the arsenal
that defenders can bring to bear.

The use of encryption is very important from the perspective of defenders, but ensuring
its use can be difficult. This is particularly so because data classification and handling
requirements can be difficult to assess for every piece of data that users access. For this
reason, organizations with high data-security requirements use automated encryption
tools that can be managed centrally to enforce encryption policies.

Figure 13-4 shows an automated e-mail encryption
system. When an e-mail containing data marked as NOTE
Secret is sent, the system encrypts the content of that

. Despite the best efforts of defenders,
message and then sends the receiver the encrypted

even strong encryption systems can be

message. [n some systems, even receivers who are not defeated if users move the protected
previously known to be able to decrypt messages can data outside the protective system
receive encrypted messages. The secure e-mail system it resides in. Decrypted files left in
simply sends them a special link to a Web site, which they unsecured locations, screenshots of
can log on to and view the message over an encrypted decrypted e-mail, or even printouts
connection. This helps to ensure that the e-mail can all work around encryption

with sensitive data never travels over the network in systems. Even careful defenders
unencrypted form. find it hard to protect against these

behaviors without preventing users
from doing their jobs.
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Using encryption to protect files and drives also requires careful consideration of the
data’s life span and the protection that the data needs over its life span. If the data must
remain secure for more than a decade, current encryption is likely to be significantly less
protective than it was when the file or drive was first encrypted. As computers become
faster and access to additional computing power becomes less expensive, the ability
increases to attack encryption using brute-force attacks that simply try every possible
key to decrypt the file. If the encryption algorithms are also found to be flawed, or if a
new technology is created that can more easily break the encryption, it could fail to
protect the data more quickly than anticipated.

FYI

The DoD Information Enterprise strategic plan for 2010-2012 emphasizes the importance of
encryption, including the following quote: “What began as perhaps the [Navy's] largest and
most egregious PIl breach in 2009 ended with a very small number of personnel impacted due,
in part, to the fact that the stolen laptops and external hard drives were encrypted.” The plan
specifically notes that multiple data-loss events were minimized or prevented due to the
widespread use of drive and device encryption.
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TABLE 13-1 Encryption algorithm life spans.

CIPHER ADOPTION ATTACKS CIPHER OFFICIALLY
DATE DISCOVERED CRACKED RETIRED

Data Encryption 1977 1992 1999 2002

Standard (DES)

Advanced 2001 2009

Encryption

Standard (AES)

RC4 1987 1995 2005 2013 (Microsoft

recommendation)

RSA 1977 1995 *

*Current technology may be able to defeat shorter RSA keys, so longer keys
are advised.

This challenge means that defenders must understand the life cycle and useful
life span of the tools they deploy. They may have to decrypt and re-encrypt data with
an exceptionally long life span many times as technologies change. This means that
they must carefully manage the technologies and secret keys they used to ensure that
they are available throughout the life span of both the tools and the data itself.

Table 13-1 shows the life span of a number of current and past encryption
algorithms, including when significant vulnerabilities were found and when they
were officially retired. Although some encryption algorithms have very long life spans
without the discovery of flaws, others have had flaws discovered relatively quickly.

Data Integrity and Availability

Defenders tasked with preserving data must worry about more than whether
attackers have accessed the data. They must also be concerned about whether
attackers have been able to change the data. This is known as the data’s integrity.
Preserving data integrity is a key part of data protection. Attackers can also destroy
the data or systems that the data resides on or otherwise prevent access to the data
through a variety of attack methods. Defenders concerned with data protection must
build into their plans capabilities ensuring that legitimate users can access the data,
and that they can provide data availability.

305

eleq buipuageqg



306 PART 2 | Offensive and Defensive Cyberwarfare

Integrity

Data integrity is commonly checked using a cryptographic
hash function that uses an algorithm to calculate a unique
value for any given set of input. The algorithm ensures that any
given file or document will only hash to that specific value, and
if the file or document is modified it will result in a change of
the hash. When the monitoring software detects a change in

NOTE

Tools that monitor the integrity
of files allow defenders not only
to monitor files for changes,

but also ensure that change
management requirements or
policies are being met. They do

this by sending alarms when files the hash of a file, it reports the change, allowing administrators
are changed. This can help detect to determine why the file was changed and whether it should
unapproved changes made by be restored.

authorized staff. Data integrity can also be maintained by making sure that

files cannot be changed and that additional files cannot be

added to a drive or file system. This is a less-popular approach,
as it makes maintenance and updates impossible without replacing the media or
removing the protection. But systems that must absolutely remain the same can use
it as a valid strategy. This is often the case with firmware—embedded software that is
part of a device or system’s underlying operation. Attackers have targeted the writable
firmware of PCs with malware in the past, demonstrating that if files can be changed,
they are a potential target.

Availability
Meeting data availability requirements means that organizations preparing for cyber-
warfare defense must assess how and where their data is accessed and stored. They then

need to ensure that attacks against the data, or systems used to store or access the data,
can’t prevent that access. Attackers may use a variety of approaches, including:

Malware attacks that encrypt information, preventing attackers from
accessing data

Denial of service attacks, including distributed denial of service attacks that
prevent access to networked resources by overwhelming networks or servers
that are used to access the data

Attacks against systems that take the systems offline by disabling
their services

Attacks that per organizational policy require the compromised servers
or other devices to be taken offline for investigation

Knowing an organization’s response policies can provide attackers with an insight into
what result their attacks are having. Many organizations don’t publish their detailed
response plans to avoid giving attackers a game plan to use in their attacks.
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Although individual organizations may use a variety of techniques and technologies
to meet their availability requirements, two common strategies stand out when protecting
the availability of data: ensuring proper backups and providing redundancy.

Backups

Backups provide copies of data that can be restored if data is lost.

Typical backup methods require that backups not be kept in the

same physical location as the live data they are copies of. Backup

systems include tape, spinning disk, and even cloud-based systems,

and are usually selected based on the organization’s requirements,

such as time to restore, capacity, and how long the data must

remain stored and intact. . . or attack against a facility
Network defenders must take attacks against backups into can’t easily destroy the

account when designing their data security plans. This typically backups at the same time.

means that backup media must be encrypted and the ability

to decrypt the data be preserved in the event of a disaster or

attack. It also means that the way in which backups are transferred must be protected.

In some instances, organizations have had to announce data breaches due to the loss

of unencrypted backup tapes or other media.

NOTE
A common rule of thumb is
that the physical location of
backups and other disaster
recovery systems be at least
90 miles away. This ensures
that a single natural disaster

Redundancy

Availability assurance is often designed into servers and services through redundancy.
Redundancy can take many forms, from simply having more than one server providing

a service to complex designs that use multiple data centers in different geographic regions
to ensure availability. The increasing use of virtualization has allowed organizations to
create redundancy using reduced amounts of hardware while retaining the ability to
move virtual systems between physical devices with great ease.

Redundancy is also increasingly being expanded by use of cloud services, whether they
are commercially provided or built by organizations themselves. Public (or commercial)
and private cloud services allow organizations to treat large amounts of hardware as
virtual environments in which they can easily set up and manage systems. With proper
prior design, when redundancy is required the organization can simply create more
instances of the server or service.

FYI

The use of cloud services specially designed to reduce or stop the impact of distributed denial
of service attacks has made it possible for organizations to continue to provide services despite
large-scale attacks. Previously this required massive investments in bandwidth and servers for
an organization to build its own infrastructure in an attempt to counter large attacks.
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Data Retention and Disposal

Organizations generate data from a wide variety of sources. In addition to the data an
organization creates as part of its normal course of business, the systems and infra-
structure that support the organization also create data as they run. The sheer amount
of data leaves defenders with several kinds of data:

Data that they may need
Data that the organization needs to conduct its operations
Data whose retention may be required by policy, legal, or compliance reasons

Each of these requirements means the organization and its defenders must have a data
retention policy and process in place to ensure that data has a known and enforceable life
cycle. As data progresses through this life cycle, it must be handled appropriately to ensure
that it is not leaked, and that attackers can’t access it by simply finding a part of its life
cycle that leaves it unprotected.

Data Lifecycle Management

The use of policy to manage the life cycle and flow of data through an organization is
known as Data Lifecycle Management (DLM). DLM follows data from its initial creation to
the end of its life cycle, when it is deleted and removed from storage. DLM software and
management tools exist that manage data through every part of its existence, allowing
defenders and storage management staff to determine the appropriate handling methods
for any given data file or element.

Figure 13-5 shows the U.S. military’s basic data life cycle from creation to use and
final disposal. The use of a cycle indicates that most data will be created and used, then
replaced with updated data. Or new data may be used for purposes not envisioned when
the original data was created.

U.S. military records

life cycle.
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FYI

The DoD’s Information Assurance Support Environment provides a list of critical controls for
a manageable network, including data-at-rest protection, which uses remote wiping and
encryption, and avoids storing sensitive data on potentially vulnerable devices. You can find
details at http://iase.disa.millcgs/downloads/implementation/Manageable_Network_Plan.pdf.

Date resides in three major points during its life cycle:

Data creation is usually from a device or worker. In a DLM environment, data is
usually labeled when it is created, and that label follows the data throughout its life
cycle. In an environment using data classification rules, the data typically has an
initial classification that matches the environment in which it was created. It can
move up or down depending on the content and usage of the data.

Data at rest is data that resides on a storage device or system. Data at rest is often
encrypted to protect it in case the data storage media is stolen or otherwise exposed.
However, it may be unencrypted if it is on media accessed by a user, such as a
workstation hard drive. Data at rest may have its data labels updated as part of
areview or update process.

Data in motion is typically protected by encryption as it transits the network. Data
is usually moved as part of a data transfer, including e-mail, file transfer, or even
Web browsing.

Data Labeling

Even data that hasn't yet been classified may need strong protections. At times, this is
determined by the environment in which the data is created or gathered. This is typical of
classified-data collection and storage systems, which assign their classification to any data
that they contain. In other cases, data collection systems are designed to apply a data label
to provide guidance on how it should be handled throughout its life cycle.

The idea of labeling data when it’s created or classified is known as data labeling. The
classification labels used in the U.S. government’s classification scheme can also be applied
to digital data by adding tags. This is often done by adding additional data to a file, and the
additional information contained in a file that describes the data is known as metadata.
Metadata frequently includes the creator of a file, when it was created, and other infor-
mation about the file. In environments where data labels are important, the metadata
may also contain the data classification, allowing automated systems to scan for that label
and apply appropriate controls based on what it says.

Data labeling can also be used as part of a data life cycle by using creation dates and
rules that identify what type of data it is. The data labels an organization uses can indicate
when the data can be disposed of, or the rules for handling it. Enforcing the use of data
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Digital Rights Management

Digital rights management (DRM) is most frequently associated with games and movies
in the minds of many. But it can be a useful tool when digital data must be protected
throughout its life cycle. DRM includes technologies intended to prevent unauthorized

viewing, copying, printing, or modifying digital files or devices.

DRM software tools can flag files to run or be accessible only under specific circum-
stances—such as on trusted networks or workstations, or when a password or other
authenticator is provided. They can also prevent the data from being shifted to another
format by preventing printing, screenshots, or other access.

As many users of hacked software and games will tell you, a determined attacker
can almost always defeat DRM. This makes DRM a tool best suited as part of a rights
management process for trusted staff, rather than a tool to stop attackers from using
or modifying files given sufficient time and resources.

labels can be done in an automated fashion using tools known as digital rights management
(DRM) software. DRM software can be used to help control how and where labeled data

and programs are used.

Drives and Media Management

The devices and drives that store data are of particular concern to defenders in two phases
of the data protection life cycle. First, defenders work to acquire drives and devices that

NOTE

An often-forgotten risk for many
organizations is exposure of data
when drives are sent back with
machines as part of a lease, or
when systems are returned to
manufacturers or off-site support
facilities for repair. Many news
reports have appeared in recent
years about copiers with drives
full of data from photocopies
and faxes they have sent.

can support their organization’s security requirements. Modern
drives often offer built-in encryption capabilities as well as data
destruction capabilities that provide a first layer of defense for
the data residing on the drive. Second, defenders must consider
length of the life cycle of the drives and media. Some types of
media—such as writable CD-ROMs and DVDs, or older magnetic
media like floppy disks—have a relatively short life cycle. This
means defenders must track their useful life to ensure that they
don't create an availability and integrity risk to the data they
contain. Defenders must also consider how they will dispose of
the drives and media when the life cycle is over.

Defenders must track the life span of many types of media
and drives as well as properly dispose of them as they are
replaced, including:
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FYI

Magnetic media can be erased using a tool known as a degausser, which uses very strong
magnetic fields to wipe it. You can find the NSA's guide for media destruction at http://www
.nsa.govl/ia/mitigation_guidance/ media_destruction_guidance/index.shtml/. For total destruction,
a drive shredder is often used.

Magnetic media, such as floppy disks and tapes, which store data using magneti-
cally charged particles. Magnetic media is particularly susceptible to damage from
magnetic fields. Tapes are typically expected to have at least a 10-year life span, but
premium tape media may last as long as 50 years if stored properly.

Optical media, such as DVDs, Blu-ray discs, and CD-ROMs. Optical media reads and
writes data using a laser. Optical media such as CDs and DVDs are estimated to have
a life span from two to five years, although published life expectancies are sometimes
as long as 10 or more years.

Flash memory, such as USB thumb drives, which are normally expected to last for
10 years or longer.

Spinning disks, or hard drives, which have a life span that typically ranges from
three to five years, but which may last up to seven or more years.

Solid state drives (SSDs), which have varying life spans, but which are typically
expected to last three or more years. SSDs have a limited number of write cycles to
each of their memory cells, and typically monitor their own usage to track their
remaining life span.

Manufacturers of each type of media typically provide a measure known as the mean time
between failure (MTBF). This number provides the average life span of the media or device
before it fails, which can provide defenders with a reasonable estimate of the storage’s
usable life.

Once storage devices have been removed from service, they must be disposed of. In
most cases, high-security organizations resort to drive destruction at the end of a drive or
storage media’s life span. But they may use a wiping utility or tool to wipe the data from
the drive for reuse if it hasn’t been retired yet. In most cases, this is a relatively simple
process as long as the data stored is at the same security or classification level as the data
that will replace it.

Solid state drives have created a new problem for defenders who have previously relied
on drive-wiping software. Solid state drives are typically equipped with more flash memory
than they actually use, allowing the drives to spread memory wear over time. This allows
the drive to meet its life span requirements. It also means that heavily used sections of
the drive will be remapped to use spare memory, leaving the old data there and unseen.
Attackers who can bypass the drive’'s usage management software could recover data that
its owner thought was no longer there.
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Drive Destruction

Total destruction is one of the few ways to entirely ensure that data cannot be recovered
from drives and removable media. Other data-destruction methods include drilling holes
through spinning disk drive platters, disassembly, and drive wiping using software to
attempt to ensure that data cannot be obtained from the drive. Unfortunately, given
nation-state-level resources and technical capabilities, methods like these may be suscep-
tible to data recovery.

Fortunately for most organizations, commercial drive-destruction companies now provide
secure hard drive destruction services, which shred or crush drives and media before

the pieces that remain are disposed of. Some drive shredders are even mobile, allowing
them to be brought to the organization and to perform the drive destruction in front of
employees. Even with the ability to shred drives on-site, organizations that have very high
confidentiality requirements may not find commercial disposal companies secure enough
for their use, thus creating a need for internal disposal processes, and driving a market
for powerful drive shredders.

In cases where a drive has not been physically destroyed, the commercial world provides
some insight into the capabilities that exist for data recovery. Commercial services offer the
ability to recover data from drives encrypted with popular commercial encryption software,
and some even offer the ability to decrypt that data in some cases. They also specialize

in recovering data from damaged and erased drives, including those that have physical
damage to the platters inside hard drives. It is reasonable to expect that a nation-state-
backed organization will be able to recover data at least this effectively, making destruction
of media a necessity to ensure data security.

Data Loss Response

The NSA’s data spillage event guide summarizes a typical response to data loss. A well-
prepared organization should have a pre-existing set of policies and procedures to follow
in the event of data loss or exposure. This helps to ensure that responses are appropriate
and measured, rather than hasty and implemented in panic mode.

The NSA’s process is to:
Assess if the spill has occurred; which data may have been exposed; which users,
data, and systems were involved; and how sensitive the data was.

Report the spill or suspected spill to the groups or individuals listed in the organiza-
tion's data loss policy and procedures.
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Isolate the compromised systems to limit the chance for further damage and to allow
investigation of the breach. In many cases, this requires taking parts of an operation
offline, and may disrupt the organization’s operation. This requires the severity of
the spill and the need for investigation to be balanced against the organization’s
operational requirements.

Contain the breach and remediate the issue that allowed the breach to occur.

A strong incident response plan is required when dealing with data exposure. Specific
information about the data—whether it was encrypted or otherwise protected when
lost, and how it may have been exposed—is critical to a timely and appropriate
handling process.

The NSA'’s guide notes that “affected media/devices take on the classification level of
the compromised data until ... assessed.” In some circumstances, this could mean that
normally unclassified systems require special handling.

'\, CHAPTER SUMMARY

In this chapter, you learned about data loss prevention, including data loss
prevention technologies and techniques. You explored classification and data
labeling, which helps governments and other organizations compartmentalize data
and ensure that it receives the right level of security. You also learned that the U.S.
National Security Agency provides guidelines on preventing data loss. This includes
techniques for securing networks, providing a secure data life cycle, and dealing
with data spills after they occur, through incident-response and cleanup processes.
As part of that life cycle, you learned how ensuring the integrity and availability
of data is an important part of computer network defense in cyberwar.

In addition, you reviewed the need to provide secure backups and redundancy to
ensure that attackers cannot disable an organization by preventing access to data or
systems. You also learned that a complete data life cycle security plan must protect
data when it is created, at rest, and in transit. Such a plan must also have a clear
means of handling data disposal. Finally, you reviewed methods for dealing with
data loss as part of a response process when all defensive strategies have failed.
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/) KEY CONCEPTS AND TERMS

Backups
Classification

Controlled Unclassified
Information (CUI)

Data labeling

Data Lifecycle Management
(DLM)

Declassified

Downgraded

Mean time between failure
(MTBF)

Redacting
Redundancy
Sanitizing
Virtualization
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