
 
 
 

Content Mining with Topic-Modeling 
Analysis and evaluation of the output and content of our news portals 
using text clustering algorithms and presentation of the results to staff 
through visualizations and on-site presentations and paid content 
training sessions across the Group.  
 
When are readers on the page, what do they read? What are they willing to subscribe for? 
And what do they keep coming back for? We wanted to answer these questions to get to 
know our readers better, to find out what is important to them and what they need. And to 
find out what we can do to achieve greater reach, more subscriptions or to strengthen 
subscribers' loyalty to our products.  
  
We developed our own analysis to identify topics which work well or less well, whose output 
we should increase or review, in the areas of reach, paid content and retention through 
full-text topic modeling of our articles. The methodology is based on various text clustering 
techniques and finds finer topic groups than internal ressorts, sections or tags allow. We 
then evaluate the performance of these topic groups in the areas of reach, paid and retention 
in comparison to the costs, meaning the amount of published articles on the topic. In this 
way, we can identify topics for which we generate a lot of content but which are not well 
received by our readers, or topics for which we have little content but which are of great 
interest to our users.  
  
The results can be used to draw up concrete instructions for adapting the content portfolio 
to the objectives. 
 
 
 
Methods 
 
The basis of the analysis are our own articles. We have built up a database which contains 
information about the article ID, the URL, the publication date and time, the kicker text, title, 
teaser and the complete article text for every single published article. We also provide 
metrics such as the number of page views, the number of unique users, the number of page 
views by subscribers, the number of subscriptions on this article or the number of paywall 
views.  
  



Which topics work well on reach, which ones are users willing to pay for, and which ones do 
subscribers read regularly? One way to analyze this is to look at the page views and 
subscriptions for each category. Each article is assigned to a department or category by the 
journalist who wrote it, for example sports or politics.  
The problem with these sections is that they are very broad. Is a reader who reads an article 
about Angela Merkel interested in politics in general? Or is he interested in the topic "rent", 
on which Angela Merkel is quoted in the article? Without a more detailed tagging of the texts 
in terms of sub-topics or even emotions reflected in the article, the challenge is to identify 
the specific topics of the articles. We used different topic modelling and text clustering 
algorithms to achieve this goal.  
 
 
 

 
 
The figure shows a simple example of a network of marker words that often appear together 
in articles and can therefore be combined to form topic clusters. For example, many articles 
that contained the word "goal" also contained the word "soccer" or "team". There are 
occasional cross-references between the clusters because there are marker words that 
occur in several clusters, such as the word "fan", which belongs to both the soccer and 
music cluster.  
  
Text clustering algorithms can be used to identify these marker word clusters. The program 
evaluates all articles and divides them into groups so that all articles in a group have as 
much in common as possible (frequently occurring marker words), while the individual 
groups differ from each other as much as possible (have as few links to other clusters as 
possible). 



 
We have applied this method to the entire body of our articles. The graphic shows in a 
simplified way how articles can be classified into three different topic groups according to 
the words they contain. For example, we have topic number 1, whose articles contain words 
like "police", "alarm", "illegal", "criminal" or "theft". The articles of topic 2 contain "Merkel", 
"law" or "chancellor".  
  
We applied this topic modelling in several steps by searching again for clusters within the 
found topic groups. In the example shown in the graphic, this would mean finding further 
sub-clusters within the first topic cluster, for example articles dealing with police operations 
and articles reporting on capital crimes. Instead of sorting our articles only according to 
whether they deal with the topic "soccer", we found groups of articles that explicitly dealt 
with emotional events on the soccer field instead of just reporting on matches. 
  
Being able to assign the articles to the most detailed topic groups possible was the basis for 
analysing our topic performance. We compared the output, the number of published articles 
per topic cluster, with the number of page views, subscriptions or page views of subscribers. 
To interpret the results, we used a grid that divides the topic groups into successful and less 
successful. We were inspired by a Content Portfolio Framework from Amedia. This allows us 
to identify topics on which we publish few articles, but which are read a lot, thus showing 
unused potential. An increase in output could also mean an increase in page impressions. 
Likewise, topics can be identified where the interest of the readers remains very low despite 
high outputs. A closer look is worthwhile here: Should the output be reduced or the type of 
reporting changed? 
 
 
 
Results 
  
We applied this grid to our identified topic clusters, each for the areas of reach, paid content 
and retention. The chart below shows an example of a result from the area of reach. 



 
The graph on the left shows the number of freely published articles and the number of page 
views for the topic clusters we identified for one of our news portals.  
Here we can see that our algorithm not only divided the category "sports" into subcategories 
like "soccer", but also found topics like "gossip from soccer", with a balanced "output versus 
views" ratio that should be maintained. We also have the topic "Interviews with soccer 
players", an article group where we have many readers and should increase the number of 
articles to better exploit the potential of this topic in terms of reach. In the upper left corner 
we see the topics where we publish many articles, but the readers don't seem to read that 
much. Therefore we should review the content and output here and if necessary reduce the 
coverage or adjust the format. We also found topics that don't work well in terms of 
coverage, but have a lot of potential in the subscriptions area. 
  
The Funke Media Group consists of several regional newspaper titles distributed throughout 
Germany. Each regional brand has its own regional readership with its own interests. Topics 
that work well in one region don't necessarily work well in the other. Until now, knowing 
which issues work well in each region has been subjective and perceived truth. Good KPIs 
only stood out for outlier articles and were otherwise perceived in total as daily or weekly 
results. Our analysis has brought the interpretation of the KPIs to the level of topics and was 
thus able to discover topics that never reach the daily top ranking, but which bring constant 
traffic overall and may be the reason for readers to come back to our product independent of 
high-reach news situations. 
 
Our analysis helped identifying topics that work well for each title individually. It also has 
been shown that there are only a few topics that work well in terms of reach as well as 
conversions and retention. More often, the optimal portfolio for these areas is different and 
varies from brand to brand. Thus, depending on which of these three areas is to be 
strengthened, the portfolio should look different. 
Using a standardized analysis to individually analyze the digital content portfolio of each 
newspaper title made it possible to draw up concrete instructions and tips for adapting the 



portfolio personalized for each individual title as well as separated by target area (more 
reach, more subscriptions, better retention). 
 
The visualizations and on site presentations helped communicating these instructions and 
tips to the newsroom and in combination with the daily newsletter and the paid content 
trainings, we believe it has had a big impact on how newsrooms now evaluate topics before 
deciding on how to cover them.  
 
 
Presentation 
 
For each individual newspaper title, we put together a presentation and gave it on site. It 
started with a general part summarizing how many articles were published in the period 
under analysis and introducing the methodology used to analyze them.  
 
In the second part, we focused on reach. With a heat tile plot we visualized when the 
respective newsroom published their articles. Per day and per hour, the graph shows when 
the most freely accessible articles are published. In the example we see that new articles are 
published especially in the early evening. 
 

 
 
On the other hand we showed the heatmap of when not logged in readers were on the page. 
We see here that most readers are on the page early in the morning, then at noon and then 
again in the evening. 
 



 
 
What we see here: This newsroom is not yet fully exploiting its potential. Readers who have 
been on the site in the evening and again in the early morning hours do not yet get a really 
different offer, most articles could be ‘old news’ for them.  
 
An additional visualization showed the average session duration in relation to the article 
length. This is especially interesting when compared to the same data focussing on 
subscribers. 

 
 
We then went on showing the topics in the grid visualization already presented here under 
‘Methods’. In addition to the main grid, here and there we zoomed into individual areas of the 
grid, for example to go through the topics of which the output should be checked in detail. 



 
 
We repeated this structure of visualizations for the conversions and retention areas.  
 
The most interesting thing was the differences between these three areas in the graphics. 
For example, it was often noticed that the reading time for reach texts was very similarly 
short regardless of the length of the text, while subscribers took more time to read longer 
pieces. Subscriptions often covered topics that also had a strong reach, but also articles that 
had in common that they were emotionally charged or service-oriented texts. Topics that 
subscribers came back to the site for were hyperlocal and allowed to be longer pieces, 
dossiers or comments.  
These are just a few of the findings that can be summarized and were presented to the 
newsroom. Overall, the results were very different for each region the titles cover. 
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