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Abstract- Malignant melanoma, a common skin cancer caused by integumentary cells called
melanocytes, has a median survival rate of 5.3 months and less than 15% five-year survival rate
for patients post metastasis. Metastasis describes the state of cancer where secondary malignant
growths develop in other organs away from the primary site. Identifying melanoma before
metastasis will increase the probability of successful removal via excision or other minimally
invasive techniques. This paper presents Melatect, a machine learning model created to allow
users to identify potential malignant melanoma. A recursive computer image analysis algorithm
was used to create a machine learning model which is capable of detecting likely melanoma. The
comparison is performed using 20,000 raw images of benign and malignant lesions from the
International Skin Imaging Collaboration (ISIC) archive that were augmented to 60,000 images.
Tests of the algorithm using subsets of the ISIC images suggest it accurately classifies lesions as
malignant or benign over 95% of the time with no apparent bias or overfitting. The Melatect iOS
app was later created (unpublished), in which the machine learning model was embedded. Users
can hypothetically take pictures of skin lesions (moles) using the app, which are then compared
to a database of malignant and benign lesions in order to identify it, and users are notified on
whether their lesion may be abnormal or not. Melatect provides a convenient way to get free
advice on lesions and track these lesions over time.

I. INTRODUCTION

Malignant melanoma, referred to herein as
“melanoma,” is a type of cancer that in most cases
starts in pigment cells (melanocytes) in the skin [9].
In this study, we omit the relevance of rare
melanomas of organs such as the brain, eyes, and
mouth. Melanoma is considered to be one of the
deadliest skin cancers due to its rapid escalation
once detected.

Melanoma first shows signs in skin growths that
appear discolored, strangely shaped, asymmetric,
etc. [10]. There are many other characteristics of

melanomas aside from common coloration and
asymmetry, such as texture and existence of certain
structures (clinical features), in the lesion that
differentiate them from benign lesions [11]. Border
definition, such as irregular, blurred, or ragged mole
edges, are often signs of potential melanoma, as is
the diameter of the mole; with 6 mm being the limit
for a regular lesion. Other factors include evolution
of the lesion, where the mole changes in size, shape,
and color in a matter of months or years [3].

According to the American Cancer Society
(ACS), about 76,380 total new cases of melanomas
were diagnosed in 2016 [17]. In 2020, 100,350 new

Note: Unless otherwise noted, all images, photos, data tables and graphs were created or taken by finalist.
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cases of melanoma were reported, indicating a 27%
increase in just four years. The ACS reported 6,850
fatalities in the same year [17], a 38% decrease
from 2016. These statistics suggest that early
detection significantly reduces fatalities because as
cases are detected with greater accuracy and more
often, the corresponding fatality rate decreases in
direct proportion.

Progress in terms of both computing power and
memory has led to a rapid increase in assessing the
potential use of artificial intelligence (AI) in various
tasks. Such applications include cancer research,
from going beyond the initial use by
computer-aided detection (CAD) applications to
include diagnosis, prognosis, response to therapy,
and risk assessment [26]. Some of the most accurate
artificial intelligence systems — such as face
recognition features on iPhones or Google’s
automatic translator — have resulted from advances
made in machine learning [4]. Machine learning in
healthcare has shown significant potential to
transform the medical landscape ("Ascent of
Machine," 2019, p. 407). Machine learning models
capable of detecting breast cancer in scans have
been effective as well [7].

An app that accurately classifies skin lesions
would allow people to have medically assisted self
exams from the comfort of their home. If the
program identifies a mole as malignant, then, the
user will be told there is a chance the mole is
abnormal, and will be urged to schedule a doctor’s
appointment, which could help identify cancer
before it advances to a stage where it can no longer
be easily and feasibly resected (metastasis). We
recognize that such an app has to be well tested
before encouraging use by the general public, which
is why the app is unpublished as of yet.

II. METHODOLOGY

The modern process for getting a mole sent for a
biopsy begins with a self exam where patients
assess a mole- and decide for themselves whether or
not to consult a dermatologist. Dermoscopy,
otherwise referred to as dermatoscopy or
epiluminescence microscopy, is the popular method
of acquiring an enlarged and detailed image of a
lesion for increased clarity of the spot on the skin
[8]. Dermatoscopic images of moles are generally
used by dermatologists to see the nuances of the
melanoma at hand. Our machine learning model
aims to assist the general population, rather than
dermatologists, which is why our neural
network-based classification system is trained on
clinical images rather than dermoscopic images
[22].

For Melatect, we specified two classifications of
interest: benign and malignant moles. Our machine
learning model classifies moles as either benign or
malignant, based on the percentage of the
characteristics that it shares with a database of
known malignant and benign moles. When used by
patients, however, we will be giving advice
pertaining to the “abnormality” of the lesions, rather
than direct malignancy. Our machine learning
model training process was conducted in
partnership with MIT’s Kavli Institute, where we
were provided with computing equipment capable
of carrying out the training process.

Common errors in machine learning include
overfitting and generalization, which is why we
made it a point to use techniques that reduce the
chances of these popular mistakes. Overfitting
occurs when a model learns the detail and noise in
the training data to the extent that it negatively
impacts the performance of that model on future
data. This happens when a training dataset contains
images that lack diversity or variance.
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Our database includes a subset of the images in
the International Skin Imaging Collaboration (ISIC)
dataset, which are already labeled as benign or
malignant. We included images that met the
following criteria.

1. The image cannot be a microscopic image.
Many images in the ISIC dataset were obtained
using a microscope, which is not useful for
analyses of images obtained using the camera of
a smartphone. If an image has a black ring
around it, then it is a microscopic image.
However, some of the images have been
cropped, so that the black ring is not visible.
Yet, it is still possible to identify microscopic
images if there are tiny water droplets present
on the mole or hairs are visible in detail [5].

2. The image cannot be a duplicate. Some of the
images are duplicated in the dataset, especially
in the malignant category. We made sure to
include only unique images to avoid overfitting.

Our selection included 20,000 ISIC images, the
majority of which had little variance between photo
backgrounds, distance from the skin lesion, image
saturation, and other photographic variables.

Fig. 1. Example Benign Images with Size Markers from the
International Skin Imaging Collaboration (ISIC)

Many images contained size markers (refer to
Fig. 1) that assisted our code in detecting
comparative size. As size is an indicator of
melanoma, this was useful. The dataset was then
augmented. Data augmentation is a strategy to

increase diversity, without collecting new data [19].
Our data augmentation process consisted of rotating
images 90 degrees clockwise, saturating them by
50%, cropping them by 20%, and blurring them by
varying degrees. This augmentation process
provided images that will be helpful for different
skin tones, image quality, distance from mole, and
image size and prevent overfitting. After
augmentation, our dataset expanded to 60,000
images.

The augmented dataset was split into two
subsets. One set was used to train the model. The
other set was used to test the model. Since [21]
determined that a radio of 17:3 was sufficient, we
used 85% of benign and malignant images for
training, with the remaining 15% for testing of the
final model.

III. ALGORITHMS

Object classification systems are used by
artificial intelligence (AI) programs to perceive
specific objects in a class as subjects of interest. The
systems sort objects in images into groups where
objects with similar characteristics are placed
together, while others are neglected unless
programmed to do otherwise. YOLOv3 was used
for detecting the presence of skin in the user’s
photo. We then used Sequential to detect
malignancy in inputted images.

A. YOLOv3

Convolutional neural networks (CNNs) are
classifier-based systems that can process input
images as structured arrays of data and identify
patterns between them. We used the object detection
algorithm YOLOv3 (You Only Look Once, version
3) to detect, in real time, rather than after the photo
has been taken, whether a photo is of skin or not
(Refer to Fig. 2a).
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Fig. 2a. Skin detection screenshot from app prototype.

The YOLOv3 algorithm first separates an image
into a grid. Each grid cell predicts some number of
boundary boxes around objects that score highly
with predefined classes. Each boundary box has a
respective confidence score of how accurate it
assumes that prediction should be, and detects only
one object per bounding box. The boundary boxes
are generated by clustering the dimensions of the
ground truth boxes from the original dataset to find
the most common shapes, sizes, and colors (Refer to
Fig. 2b).

Fig. 2a. Diagram of YOLOv3 architecture [17]

YOLO has the advantage of being much faster
than other networks and still maintains accuracy. It
allows the model to look at the whole image at test
time so its predictions are informed by global

context in the image. Other usable algorithms would
have been R-CNN (Region-based Convolutional
Neural Networks made in 2015) and Fast R-CNN
(R-CNN improvement developed in 2017).
However, because YOLOv3 is trained to do
classification and bounding box regression at the
same time, it is a more elegant and streamlined
algorithm than R-CNN or Fast R-CNN because it
requires less time to process each image. YOLO is
1000 times faster than R-CNN (Region-based
Convolutional Neural Networks) and 100x faster
than Fast R-CNN [16]. YOLO has difficulty picking
out smaller objects, but this is not a problem for
determining whether skin is present or not. If the
photo has skin in it, YOLO passes a positive
detection- which is described in detail in Appendix
1.

YOLO operates as a feed-forward neural
network, meaning a detection model is applied to an
image at multiple locations and scales. The regions
in an input image most similar to the training
images are identified as positive detections because
they are noted as “high scoring” [25].

B. Sequential Algorithm

In order to classify skin lesions as benign or
malignant, we used a sequential algorithm with the
Keras framework and Tensorflow backend. We had
previously tried using random forest classifiers, but
after testing the accuracy of sequential vs. random
forest, we came to the conclusion that sequential
was more accurate by about 5%.

A sequential algorithm is appropriate for a plain
stack of layers where each layer has exactly one
input tensor and one output tensor [6]. The
Sequential constructor as a part of Keras accepts a
name argument that is useful to annotate the
TensorBoard graphs with semantically important
names.
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Fig. 3. Visual depiction of keras sequential algorithm

The Keras API allows us to setup a sequential
model and then use prebuilt functions to fill the
layers of that model (Refer to Fig. 3). When we
instantiate a Sequential model without an input
shape, it isn't "built" as of yet: it has no weights, it is
just initialized. The weights are created when the
model first sees some input data, which is manually
programmed. The algorithm aspect of the model is
already made, and we needed to define the density
and amount of layers necessary for our objective.
The layers come together in a convolutional neural
network (CNN).

The first of these layers is the convolutional
layer (conv2D). The convolutional layers contain
sets of learnable filters that each transform parts of
input images using the kernel filter (also part of
Keras framework). The filtered versions of the
original input image are called feature maps. The
feature maps allow theCNN to isolate features. The
second layer of the CNN is the pooling layer
(MaxPool2D). This layer takes into account 2
neighboring pixels and picks the maximal value
from the wtwo. These layers are used to reduce
overfitting and computational cost, and act as a
downsampling filter.

Combining convolutional and pooling layers,
CNN are able to combine local features and learn
global features of input images. The features of the
input images during training are noted as certain

classifications, and then compared against testing
data after training.

Fig. 4. Visual depiction of keras sequential algorithm

We then applied dropout to the CNN. Dropout is
a regularization method, where a portion of nodes in
the respective layer are randomly ignored (their
weights are reset to 0) for each training sample.
This drops a proportion of the network and forces
the network to learn features in a distributed way.
This technique also improves generalization
(measure of how accurately an algorithm is able to
predict outcome values for previously unseen data)
and reduces chances of overfitting (Refer to Fig. 4).

IV. APP INTERFACE

The Melatect app is currently available on iOS
devices. An android app is also in development, but
is not yet released. It is meant to help users decide
whether or not they should consult a dermatologist.
It begins by asking the user whether they are a
dermatologist or a patient. The dermatologist
interface is for clinical trials (refer to appendix 2),
while the beta interface is for patients.

Patients upload photos of their moles and get an
immediate benign or malignant result. These moles
are stored on the body as red or green spots and can
be opened at later times. The image and
classification are saved, along with the date and
time it was taken at. Users are given notifications at
six month intervals requesting them to update the
photos because melanoma evolves over time.
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Fig. 5. Screenshots from our patient interface.

Patients are also provided with a risk assessment
tool (rightmost screenshot in Fig. 5), that evaluates
their percent risk for developing melanoma. The
Melanoma Risk Assessment Tool was developed by
the National Cancer Institute for use by health
professionals to estimate a patient's absolute risk of
developing invasive melanoma. It is open source,
and we implemented it in the app as a convenient
way for patients to assess their risk. Patients can
also look for dermatologists near them and contact
their doctors directly from the app (leftmost
screenshot in Fig. 5).

Fig. 6. Screenshots from our dermatologist interface.

Dermatologists upload one main photo of their
patient’s skin lesion along with 5-10 supplementary
images (Refer to Fig. 6). They are given a

classification by the app immediately, and then
asked what their opinion is of the mole. When
malignant patients receive biopsies, the results are
modified and the model is updated with those
photos of the mole as training data. This data will
also be used to analyze the accuracy of our model
when enough has been collected.

V. RESULTS

Melatect should be able to identify moles as
cancerous with an average classification accuracy of
96-100%. Images used to test were not used to train
the model and come from our test folder.

Melatect should also be able to classify moles as
benign or malignant with no bias, and therefore
have near equal classification accuracies for all
variables including sex, age, and anatomical site of
the mole. Graphs for all of these variables are
included in appendix 3 (Figures A-H).

Our data consisted of 1000 trials of benign and
malignant moles (2000 total trials). For each trial,
the 4 independent variables being monitored are:
classification accuracy, sex, age, and anatomical
site. All variables, aside from the classification
accuracy, were supplied by the metadata for each
image. The classification accuracy measured the
percent confidence (what percent the model is that
the diagnosis is accurate). All of our classification
accuracies are between 97.5% and 100%, with an
overall average model classification rate of 98.8%
(rounded to the nearest hundredth). This translates
to a 95% accuracy rate at a 90% confidence level.

The accuracy rate was determined by summing
the amount of benign moles were identified as
benign, and how many malignant moles were
identified as malignant. The statistical uncertainty
in the accuracy was the square root of 1000 (amount
of images used). Refer to appendix 3.

Our accuracy rate as of now comes from testing
the finished model on raw and augmented images
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from ISIC. Having data that comes from in person
application of the model could alter the accuracy
rate because of the state in which photos are taken
(e.g. lighting, size, distance from camera, etc.). We
are currently running clinical trials to accumulate
more real life data, but the trials have not
progressed as of yet to the stage where we can
where we can analyze effectiveness and corroborate
our current accuracy rate.

Our model successfully met our set of goals.
Melatect is able to diagnose moles as benign or
malignant with equal classification accuracies and
has no bias against a certain sex, age, or anatomical
site of the mole. Melatect’s average diagnostic
accuracy is 95% at a 90% confidence level, higher
than a diagnostic accuracy for a doctor’s visual
inspection (77%) [14] and the diagnostic accuracy
of our previous model (95.79%). We were provided
with 46 images of darker skinned moles to train the
model and augmented that number up to 750 using
blur, exposure, crop, and rotation techniques. Still,
this only accounts for about 5% of our total dataset
and provides for a disproportionate amount of dark
to light skinned images. Due to the disproportionate
amount of dark skin mole pictures given to the
model to train with, we predicted there may be bias
towards identifying dark skinned images as
malignant [15]. However, dark skinned individuals
rarely develop melanoma and instead experience
carcinoma, a type of skin cancer not seen in topical
integumentary organs such as the skin [23].

Because Melatect has a high classification rate,
high diagnostic accuracy, and no detected biases,
we believe to the extent of our knowledge that it
may be useful to the public. However, we hope to
conduct clinical trials to verify our accuracy rate.

VI. FUTURE WORK

There are many ways to improve our model and
app. We can gather more images to improve the

overall accuracy. As clinical trials progress, we can
collect more images. We can also collect data about
the accuracy of the app as it pertains to real life
circumstances. We hope to gain FDA approval prior
to publishing our iOS and Android app. We would
also like to explore the possibility of partnering with
more dermatologists for use of the app in clinics.
We are also planning to implement a feature where
users can pay for a dermatologist consultation
directly from the app, but the rest of the app will
remain free of cost.

VII. CONCLUSION

We collected images from ISIC and then
augmented them for a dataset three times the size.
We then created two machine learning models, one
to detect whether the image inputted is skin and one
to detect malignancy. The first model was created
using YOLOv3 and the second with Random Forest
Classifiers. Upon thorough analysis of the
malignancy model, it is projected to be 95%
accurate. We then equipped this model with an iOS
app that, in addition to providing mole
classification, allows patients to find dermatologists
near them and perform a percent risk assessment.
The app was then modified to allow for
dermatologists to upload their images through it,
making it easy to use for our future clinical trials.

VIII. APPENDICES

Supplemental information pertaining to the contents
of the paper. Appendices include aforementioned
YOLOv3 algorithm explanation, clinical trial
information, and statistical analysis.

A. Appendix 1

The latest release of ImageAI v2.1.0 now
supports training a custom YOLOv3 model to
detect any kind and number of objects [13]. The
YOLO algorithm passes an input image through a
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single neural network that is similar to a normal
CNN, and provides a vector of bounding boxes and
class predictions as the output. The YOLO system
predicts bounding boxes using dimension clusters as
anchor boxes to estimate where the region of
interest is most likely present. Most bounding boxes
have certain height-width ratios, so instead of
directly predicting a bounding box, YOLOv3
predicts off-sets from a predetermined set of boxes
with particular height-width ratios, called anchor
boxes. The anchor boxes are generated by clustering
the dimensions of the ground truth boxes from the
original dataset to find the most common shapes
and sizes. The network predicts an objectness score
for each bounding box using logistic regression
which occurs when the bounding box prior overlaps
a ground truth object by more than any other
bounding box prior.

Why is YOLOv3 so fast? YOLOv2 uses
Darknet-19 as its backbone feature extractor, while
YOLOv3 now uses Darknet-53. Darknet-53 is a
backbone also made by the YOLO creators, Joseph
Redmon and Ali Farhadi [17]. Darknet-53 has 53
convolutional layers instead of the previous 19
which makes it more powerful than Darknet-19 and
more efficient than competing backbones
(ResNet-101 or ResNet-152).

B. Appendix 2

Clinical trials will be in progress soon. We have
reached out to a group of five dermatologists
willing to test the accuracy of our app, and created
an interface in the app specific to dermatologist use.
Dermatologists will take photos of moles and skin
lesions along with their expert evaluation, and these
evaluations are then stored with the photos, and
used to test and train the Melatect machine learning
model. The process will be HIPAA compliant
because no identifying data is collected with the
photos. Photos are used purely for the purpose of

improving the accuracy of our machine learning
model.

C. Appendix 3

Trial Number vs. Classification Accuracy:
Benign Images, First Prototype

Fig. A. 1st Prototype Accuracy Results Benign

Figure A shows a graph representing 100 trials.
Each dot represents one trial with a benign image
where the program was run using a benign image
and the accuracy rate was recorded. Accuracy for
100 trials was 95.9%.

Trial Number vs. Classification Accuracy:
Malignant Images, First Prototype

Fig. B. 1st Prototype Accuracy Results Malignant

Figure B represents 100 trials, as seen in the data
table directly under the scatter plot. The testing was
done using the first prototype of our machine
learning model. Accuracy for 100 trials was 95.7%.
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Trial Number vs. Classification Accuracy:
Benign Images, Second Prototype

Fig. C. 2nd Prototype Accuracy Results Benign

In Figure D, each dot represents one trial with a
benign image. The testing was done using the most
recent prototype of our machine learning model. A
total of 500 trials were conducted. The average
classification accuracy for benign moles is 98.8%.
There is no linear correlation in this scatter plot.

Trial Number vs. Classification Accuracy:
Malignant Images, Second Prototype

Fig. D. 2nd Prototype Accuracy Results Malignant

Figure D shows that the average classification
accuracy for malignant moles is 98.8%, so the
equation for the line of best fit is y = 98.8. There is
also no linear correlation in this graph.

Sex vs. Classification Accuracy

Fig. E. Analyzing bias based on sex: both malignant and
benign

The bars in Figure E show the mean classification
rate for male and female images, regardless of the
mole’s diagnosis. The graph was made using the
male and female labels given to each image on ISIC
metadata. The average classification accuracy for
moles on females is 98.7%, and the average
classification accuracy for moles on males is 98.4%.
The difference is 0.26%, less than 2%.

Classification Accuracy vs. Age: Malignant
Images
Men are more likely to develop basal and squamous
cell carcinoma, generally after the age 50. Skin
cancer in people above age 65 has increased
dramatically [2], which is why it is important for us
to analyze the bias Melatect may have based on age.

Fig. F. Analyzing bias based on age: malignant
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In Figure F, each dot represents a trial with a
malignant image, with the x coordinate as the age
and the y coordinate as the classification accuracy.
There seems to be no linear correlation in this
scatter plot. The highest classification accuracy for
benign images when comparing different ages is
99.9%. 99.9% was the classification accuracy for 24
images with ages between 35-80. The lowest
classification accuracy for malignant images when
comparing different ages is 97.8%, for an image
with age of 49. Although the difference is 2.1%, we
concluded that there is no bias against images with
an age of 50 because there was another image with
age 50 with a classification accuracy of 99.2%. The
image with the lowest classification accuracy must
have been an outlier.

Classification Accuracy vs. Age: Malignant
Images

Fig. G. Analyzing bias based on age: benign

There seems to be no linear correlation in Figure G.
The highest classification accuracy for malignant
images when comparing different ages is 99.9%.
99.9% was the classification accuracy for 21 images
with ages between 35-80. The lowest classification
accuracy for malignant images when comparing
different ages is 97.6%, for an image with age of
50. Although the difference is 2.3%, we concluded

that there is no bias against images with an age of
50 because there was another image with age 50
with a classification accuracy of 99.8%.

Classification Accuracy vs. Anatomical Site

Fig. H. Analyzing bias based on anatomical site (provided by
metadata)
The bars in Figure H show the mean classification
rate for moles on various anatomical sites,
regardless of the mole’s diagnosis. The highest
average classification accuracy out of various
anatomical sites was the posterior torso (98.9%).
The lowest was head/neck (98.5%). The range is
0.4%, implying no bias according to anatomical
site.
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