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Intel's Bob Rogers explains the possibilities that emerge as AI progresses beyond standard 
machine learning. DeepMind's self-taught Go champion is just the beginning.

DeepMind, the division of the Alphabet conglomerate that is devoted to artificial intelligence, 
recently announced that its Go-playing AI, called Alpha Go, had evolved into a new iteration it calls 
AlphaGo Zero. The reason for the zero is that the new version is capable of teaching itself how to 
win the game from scratch.

“Zero is even more powerful and is arguably the strongest Go player in history,” according to the 
DeepMind announcement. The AI not only can beat the best human players but can even defeat 
“the previously published champion-defeating version of AlphaGo by 100 games to 0.”

The key difference between this version and earlier AlphaGo iterations is that Zero’s predecessors 
were taught to play Go, having been “trained on thousands of human” experiences in the game. In 
contrast, AlphaGo Zero “learns to play simply by playing games against itself, starting from 
completely random play,” DeepMind states.

By doing that through a million games, the AI consistently improved. A gif that graphs AlphaGo 
Zero’s learning progress shows its game improvement over time as it fine-tuned its ability to predict 
moves. This self-teaching is called reinforcement learning, and it could hold great potential for AI 
applications.

To gain some expert insight into what this means for future AI applications, I spoke with Bob Rogers, 
Intel’s chief data scientist. Rogers explained the possibilities that emerge as AI progresses beyond 
standard machine learning with reinforcement learning, as well as the limitations that are still in 
place.

Machine learning uses “data to create a model,” Rogers noted, but the data has to be selected and 
fed in by humans who determine the parameters and rules for classification. That requires people 
with complete domain expertise as well as programming ability — resources that are not on hand for 
every organization.

By shifting to deep learning, AI can learn from examples and infer rules for itself. Rogers described 
the process as the “part of machine learning in which neurons pass information from one layer to 
another” and in doing so “create complex and subtle interpretations of data.” Instead of having 
humans set up the algorithms ahead of time toward where they believe “the most important data is,” 
he said, deep learning can learn to extract its own rules from the examples it sees.

To illustrate, Rogers offered the example of trying to teach an algorithm to recognize whether a 
picture contains a cat. It can be done by setting up rules according to what one considers to be the 
definitive shape of a cat, but then you’d need one set of rules for a cat looking forward and another 
set for cats seen from the side. It’s a “nightmare to create all the rules to cover all possibilities,” he 
said.



The breakthrough of deep learning is that it can “pull out the important features that allow it to decide 
‘cat’ or ‘not cat’ ” just from being shown “a bunch of images with cats and without cats,” Rogers said. 
It infers rules from examples and then can determine for itself whether a photo or video contains a 
cat — or, in the case of AlphaGo Zero, what moves are necessary to win a game.

The next iteration of AI is the step of generating its own examples with which it builds the models to 
extract rules. That’s what AlphaGo Zero did in generating a million examples of different rounds of 
Go to improve its own play. That was achieved through reinforcement learning, which relies on 
“feedback — positive reinforcement for what’s right and penalties for what’s gone wrong,” Rogers 
said.

While that ability opens up great possibilities for systems to learn to answer the questions we want 
answered, the thing to remember is that the systems “are very much unitaskers,” Rogers said. 
AlphaGo Zero may be an unparalleled Go player, but playing Go is the only thing “the program is 
designed to do.” Through transfer learning, AI systems can shift to apply the same kind of deep 
learning to another domain. Still, they would not do so on their own; someone would have to set 
them up for that.

The specificity of such AI systems assures us that Elon Musk’s doomsday AI scenario — an AI that 
can conceive and carry out a plot to start a war — is not an imminent possibility. But even with its 
limitations, AI’s ability to learn from examples has what Rogers call a “democratizing” effect in that it 
makes AI much more accessible by removing the need to have experts in the field involved in 
extensive data training.

That means, ultimately, that more people should be able reap the benefits of AI in industry, health 
care, and other fields.
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