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Software Defi ned Radio
Part 22 in a Series of Tutorials on Instrumentation and Measurement

fred harris and Wade Lowdermilk

Asoftware defined radio (SDR) [1] is a 
communication system that performs many 
of its required signal processing tasks in a 

programmable digital signal processing (DSP) engine. 
The engine is coupled to the air interface of analog 
circuits and antennae by analog-to-digital and digital-
to-analog converters (ADCs and DACs). 
The SDR’s software reprograms 
the DSP segment of the 
radio’s physical layer to 
reconFigure the radio 
system parameters 
a n d  c a n  t h u s 
synthesize multiple 
radios. The software 
can also select and 
alter the air interface 
components as well 
as the higher level data 
processing layers of the 
radio system. 

Introduction
Software defi ned radios are fl exible DSP based radios 
[2, 3, 4]. They are also more than that! We fi rst address 
the DSP part of the relationship. The DSP segment of 
the radio performs the signal processing and signal 

conditioning required to modulate and demodulate 
the sampled data baseband waveforms in the radio. 
Figure 1 shows a simple block diagram of a radio 
transceiver. Here we see the bidirectional signal fl ow 
between the various signal processing blocks. The DSP 
block is the one furthest from the antenna. Much of the 

design activity in DSP based radio is directed 
to bringing the DSP closer to 

the antenna. 
T h e r e  a r e  t w o 

primary consider-
ations that guide us 
to the use of DSP 
t o  p e r f o r m  t h e 
tasks traditionally 
p e r f o r m e d  b y 

a n a l o g  h a rd w a re 
c o m p o n e n t s ,  s u c h 

a s  m i x e r s ,  f i l t e r s , 
modulators, demodulators, 

voltage controlled amplifiers and 
others. These considerations are cost and performance! 
DSP based implementations ride the cost-performance 
curve we describe as Moore’s Law. Gordon Moore, 
while at Fairchild, noted that due to advances in 
integrated circuit technology the cost of implementing 
a set of signal processing tasks reduces by a factor of 2 
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every 18 months. Analog circuit components do not have a 
similar cost performance advantage.

The Moore’s Law cost advantage of SDR is obvious. 
The performance advantage is less obvious. As we will 
see in a moment, an SDR radio design is less expensive to 
manufacture and align and is characterized by superior 
general performance as well as reduced sensitivity to age and 
environmental influences. 

Cost effective DSP permits SDR implementations without 
the many performance compromises that were appropriate 
in the legacy analog radios of an earlier age. Analog 
components such as resistors, capacitors, and inductors are 
manufactured with specified tolerances and their values are 
not precise but rather are distributed over an allowed range 
about their nominal design values. Further, these values 
change with temperature and age. Circuit tolerances as well 
as circuit mismatch and imbalance limit the performance of 
systems built from these analog components. It was common 
for analog circuits to include a number of potentiometers 
to permit adjustment of voltages and currents to bring 
the circuit into design performance limits. Designs have 
performance budgets which allocate acceptable levels of 
system degradation relative to theoretical performance 
levels at various locations in the system. In the legacy 
analog world, 2 or 3 dB implementation loss was considered 
an acceptable design. Now a 0.1 dB loss is considered the 
norm.

What are the essential ingredients that enable the superior 
performance of the SDR radio? 

The first element in the mix is the low cost, high  ◗

performance, Moore’s Law enabled, DSP engine. The 
processing engine can be combinations of general 
purpose (GP) microprocessors, Application Specific 
Integrated Circuits (ASICs), Field Programmable Gate 
Arrays (FPGAs), or specialized co-processors. 
The second essential element is the steady but slower  ◗

paced progress in the performance and cost of high speed, 
high dynamic range ADCs and DACs. These converters 
permit us to slip easily between the continuous analog 
and the sampled data signal domains. 
The third important element is an electrical engineering  ◗

work force well versed in DSP algorithms and DSP 
development tools that have been educated at various 
centers of excellence throughout the world. 

The final ingredient, not to be ignored, is the insightful  ◗

group of forward looking, academic and industrial 
researchers and managers that supplied the environment 
and funding to support the technology development that 
became the SDR. 

These same ingredients are necessary and responsible for 
similar development successes in the Synthetic Instrument 
(SI) community.

DSP Radio versus SDR Radio
In the previous section, we justified why DSP is embedded 
in modern radios. We note that in response to the cited 
economic and performance realities of DSP implemented 
radios that nearly all consumer and military radios are 
DSP based. These include cable TV receivers, satellite TV 
receivers, the local area network (LAN) receivers, Digital TV 
terrestrial receivers, High Definition (HD) FM receivers, 3G 
and 4G cell phones, Global Positioning System (GPS) devices, 
and others. Note that in these examples the communication 
system delivers digital representations of the signal to the 
receiver. 

A receiver or a transmitter that deals with digital signals 
is normally called a MODEM, an acronym formed from the 
joining of the first three letters of the two words modulate 
and demodulate. A digital signal is carried by a small number 
of known waveforms limited to a restricted set of possible 
amplitudes and phase angles. Be careful not to confuse the 
word digital as a noun associated with the set of waveforms 
with the word digital from the D in the DSP description of the 
processing engine. A DSP engine can also be used to process 
an analog modulation signal such as commercial AM or FM 
and the old analog TV signal broadcast under the National 
Television Standards Committee (NTSC). Many military 

Fig. 1. Simple Block Diagram of SDR Radio. 

Fig. 2. Signals and Underlying Structure of Analog Radio, DSP Radio, and 
Software Defined Radio.
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radios can transmit and receive legacy analog modulation 
waveforms. 

We still have not addressed the question, what is the 
difference between a DSP based radio and a software defined 
radio? Figure 2 will help address the question. Figure 2 shows 
three possible radio options, Analog, DSP, and SDR, with 
the signal sets they are designed to engage. While DSP is 
embedded in the latter two options, the SDR option differs 
from the DSP radio in that its radio parameters are not fixed 
but rather are reconfigurable under program control. 

What advantages are there to a reconfigurable radio? Here 
are a few examples: 

The same television receiver could be used all over the  ◗

world. Currently, the television receiver you purchased 
when you lived in France didn’t work when you moved 
to England, and the TV your daughter had in France 
didn’t work when she moved to the USA to attend a 
university. In addition, those TV receivers do not receive 
digital television (DTV) in France or in the USA. Why is 
that? Different geographical regions employ different 
modulation standards for analog TV as well as for 
digital TV in the US and Europe. The analog standards 
are SECAM, PAL, and NTSC while the digital standards 
are DVB/T and ATSC. It will likely come as no surprise 
to learn that still different standards are employed in 
South America, Africa, and China. There has not been an 
international standard for these modulations. The best 
comment we have heard about standards, attributed to 
Andrew Tanenbaum, is; “The nice thing about standards 
is there are so many of them.”
The availability of two-way communication systems  ◗

that can interface with any other two-way system. First 
responder radios are the most well known and publicized 
use for SDR. Currently, the city police car radio cannot 
communicate with the city fire truck radio, or the local 
hospital ambulance radio. It gets much worse! The city 
fire truck radio cannot communicate with the county fire 
truck radio or with the radios in the fire truck operated 
by the adjacent city or by the state park service or by 
the federal park service or by the municipal airport or 

the international airport. The radios in the city trash 
collection trucks, the city police cars, the highway patrol 
cars, the county sheriff’s cars, the federal marshal cars, 
the college campus police cars, or the local FBI cars are 
all deaf to each other’s calls. None of these services can 
communicate with the National Guard or with the FAA 
control tower or with the local Port Authority or with the 
local Navy base or the local Coast Guard base or the US 
Border Patrol or US Customs Service. It’s hard to believe.

The advantage of a reconfigurable radio is that it supports 
communications between a wide range of (currently 
incompatible) communication systems. Further, as new 
waveforms are developed and deployed or as standards 
incorporate new features, rather than field another waveform 
specific radio, the existing SDR can be programmed to be the 
new radio. By permitting existing hardware and software to 
incorporate new wireless features and capabilities through 
software upgrades, the SDR offers the promise of reduced 
cost, wider utilization, and delayed obsolescence. Figure 3 
shows a more detailed representation of an SDR system. 
Here it is clear that the air interface parameters as well as the 
baseband DSP are altered by software control to synthesize 
a wide range of possible radio configurations. This extreme 
flexibility permits a radio user to communicate with a state 
fire truck radio designed for one standard, say narrow-band 
analog FM in the 700 and 800 MHz public safety band, and 
then communicate with a city fireman’s hand-held-radio 
designed for a second standard, say digital QPSK in the VHF 
30-50 MHz band.

First Tier Signal Processing
The SDR radio we describe here is a transceiver, a radio capable 
of both transmitting and receiving signals. When both of these 
processes occur simultaneously, the radio is said to operate in 
full duplex mode. When the two processes occur sequentially, 
i.e. I transmit while you receive and then you transmit while 
I receive, the radio is said to operate in half duplex mode. 
The primary task of any radio, and in particular the SDR, 
is that of modulating and demodulating a wide variety of 
communication signals [5, 6, 7, 8]. 

Fig. 3. High level block diagram of SDR. Diagram is segmented into RF processing Front End block, baseband waveform digital signal processing Back End 
block, and interface to data processing higher level user application and Interface Blocks. 
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Figure 4 is a block diagram of the primary processing 
blocks in a typical transmitter and receiver. At first glance, 
the transmitter and receiver appear to be symmetric. By 
symmetric we mean that every process performed at the 
demodulator is a reflection of a corresponding task performed 
at the modulator. While this is true for the first rank tasks 
of filtering, spectral translating, and signal conversion, 
careful examination of the two block diagrams reveal that 
the receiver performs a number of tasks not present in the 
transmitter. These tasks are performed to estimate unknown 
parameters of the received signal such as signal amplitude, 
signal frequency offset, and signal timing offset. To limit 
clutter, a number of processing tasks such as a Frequency 
Lock Loop, a channel equalizer, a digital automatic gain 
control (AGC), a DC Canceller, and a signal-to-noise ratio 
(SNR) estimator have been omitted from the demodulator 
block diagram. This architecture reflects the requirement that 
the receiver and transmitter systems be sufficiently flexible to 
accommodate a wide range of modulation wave shapes and 
signaling bandwidths. 

Efficient modulation formats alter both amplitude and 
phase of the signaling waveform. The baseband, or DC 
centered, signal can be represented by a time varying ordered 
pair [x(t), y(t)] in Cartesian coordinates or R(t) exp[jθ(t)] 
in polar coordinates. The transmitted, or carrier centered, 
signal is of the form shown in (1) where the components x(t) 
and y(t) are delivered to the receiver as the amplitude of the 
cosine carrier and sine carrier respectively. The baseband 
components x(t) and y(t) are known as the In-Phase and 
Quadrature, or by their initials, the I-Q or I/Q, components 
respectively. 

(1)

The modulator uses a pair of shaping filters to form 
samples of the I-Q baseband signal with the desired spectrum 
controlled by the filter weights. The filter weights can be 
changed to implement any modulation standard. The sample 
rate at the output of the shaping filters is usually 4-samples 
per symbol. In earlier DSP based radio designs, the sampled 
data time series from the shaping filter would be converted 
to the analog domain by a pair of ADC, analog filtered, and 
then up converted to an intermediate frequency (IF) by a pair 
of analog mixers. To avoid the problem of gain and phase 
mismatch of the pair of the ADCs, the analog smoothing filters, 
and the analog mixers, the up-conversion to IF is performed 
in the sample data domain where there is no concern with 
two path mismatch. The digital up conversion (DUC) process 
is performed by a quadrature digital oscillator and a pair of 
multipliers. Prior to the up-conversion, the sample rate of 
the I-Q baseband pair must be increased to a higher rate to 
make a spectral interval available into which the baseband 
spectrum will be up-converted. This sample rate change is 
accomplished in the interpolator following the shaping filter. 
The ability of the interpolator to change sample rate from any 
arbitrary input rate to any output rate contributes to the great 
flexibility and versatility of the SDR. The output sample rate 
is fixed at some sufficiently high rate to accommodate a wide 
range of digital IF center frequencies. The output sample rate 
is a fixed rate selected to satisfy the Nyquist criteria of the 
digital IF frequency but is otherwise independent of the signal 

Fig. 4. Block Diagram of Primary Signal Processing Tasks in a Typical Transmitter and Receiver
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bandwidth. This eliminates the need for a variable bandwidth 
analog smoothing filter, matched to the signal bandwidth, 
following the DAC. In turn, this allows a single analog filter to 
service a wide range of input signal bandwidths [15]. 

Typical values of bandwidth and sample rate can be cited 
for a specific analog FM modulator designed for the 3-to-30 
MHz HF band. The FM time series with a 15 kHz modulation 
bandwidth may be generated at a 60 kHz sample rate in the 
modulator and then up-sampled to 200 MHz by the arbitrary 
interpolator and then translated to one of the center frequencies 
in the 3-to-30 MHz band. Note that this analog signal can be 
formed in the DSP modulator by replacing its input series–to-
parallel binary formatter and look-up table with a baseband 
FM modulator formed by a digital integrator and sine-cosine 
look-up table of the type used in the Direct Digital Synthesizer 
(DDS). This replacement FM modulator is shown in Figure 5. 

To complete this side trip addressing the processing of 
analog signals with digital modulators and demodulators, 
Figure 6 shows an FM demodulator that replaces the output 
detector and series-to-parallel formatter in the receiver. 
Recall that FM modulation changes the signal frequency in 
proportion to the input signal amplitude. An FM demodulator 
accesses the phase argument of the sinusoid and differentiates 
the phase to determine its instantaneous frequency. The 
upper block diagram in Figure 6 uses the ATAN to extract the 
angle from the baseband ordered pair formed by the receiver 
down-conversion and then forms the time derivative of 
the extracted angle sequence. The lower block diagram is a 
better FM demodulator since it avoids the use of the ATAN 
by forming the derivative of the ATAN using the derivatives 
of the quadrature terms as shown in (2). Note the ease with 
which the modulator and demodulator can be reconfigured 
from a Quadrature Amplitude Modulation (QAM) digital 
modulator/demodulator to an FM analog modulator/
demodulator.

(2)

The demodulator in the SDR radio performs a sequence of 
processing tasks that reverses the processing tasks performed 
at the modulator. This is the origin of the symmetry we 
addressed earlier. The demodulator samples the output of the 
analog IF filter and down-converts the IF frequency-centered 
signal to baseband with a digital down-converter (DDC). This 
initial operation mirrors and cancels the up-conversion at the 
modulator. The now baseband-centered signal has a sample rate 

far above that required to satisfy the Nyquist criteria so the input 
bandwidth and sample rate are reduced by the decimating 
filter. This operation mirrors and cancels the up-sampling 
performed at the modulator. Finally, the reduced sample-rate 
signal samples are processed in the matched filter to maximize 
the output SNR of the samples presented to the detector at 
the signal symbol rate. This operation mirrors and cancels the 
shaping and up-sampling performed at the modulator. 

Second Tier Signal Processing
The primary task of the transmitter-receiver pair is to 
modulate and demodulate communication signals. The signal 
processing required to accomplish this is well understood 
and is the topic of discussion in many classes dealing with 
modulation and communications. There are second level 
tasks that are essential to the proper performance of a 
transmitter-receiver pair that get less attention. The most 
important of these is that of synchronizing the two ends of 
the communication link. There are two synchronization tasks; 
modulation carrier alignment and symbol clock alignment. It 
is troubling that many papers on communication systems have 
in their introductory paragraph the statement “Let’s assume 
the receiver is synchronized [10]!”

Carrier synchronization entails aligning the frequency and 
phase of the RF oscillator in the receiver to the frequency and 
phase of the received signal’s carrier in spite of the time varying 
Doppler shift, additive noise, and the absence of a carrier 
in the suppressed carrier received signal. This alignment is 
necessary for the successful decomposition of the modulated 
signal into the two separate signals x(t) and y(t) residing on 
the cosine and sine components of the transmitted waveform. 
This process is referred to as synchronous demodulation and, 
as described earlier, the separate signals are referred to as the 
in-phase and quadrature components of the received signal. 
Figure 7 shows an example of the signal processing involved 

Fig. 5. FM Modulator Plug in Replacement in Digital Modulator.

Fig. 6. FM Demodulator Plug in Replacement in Digital Demodulator.
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in the phase alignment process. This is the block diagram of the 
maximum likelihood carrier recovery system for a Quadrature 
Phase Shift Key (QPSK) signal. It forms a non-linear (TANH) 
weighted product of the in-phase and quadrature sample 
values formed at the output of the matched filter. This product 
is driven to zero as the phase of the local oscillator aligns with 
the phase of the underlying carrier delivering the waveform 
to the receiver. The SNR scaling applied to the sample values 
on the two paths changes the loop bandwidth as a function 
of signal quality. The loop wants the side information that 
the signal is of high or low quality so it can properly fold the 
qualified product samples into its running phase estimate. 
Samples with low SNR are not given as much credence as 
samples with high SNR. In order to have this side information, 
there must be an SNR estimator running somewhere in the 
receiver system. Legacy analog receivers did not form this 
SNR estimate nor use it to qualify sample values processed by 
the loop filter. Consequently, modern SDR radios work over 
a wider range of stressed signal levels than do analog radios. 
Different modulation schemes may require slightly different 
structures and loop filter weights, kp and ki, the proportional 
and integral gains of the 
PI loop filter, in the carrier 
recovery subsystem. The SDR 
can easily make appropriate 
changes in structure and filter 
weights to synthesize any 
carrier recovery scheme in its 
inventory of options.

C l o c k  o r  t i m i n g 
synchroniza t ion  en ta i l s 
aligning the frequency and 
phase of the symbol clock 
with time boundaries of the 
modulation wave shapes 
embedded in the received 
signal. This time alignment 
is necessary for successful 
alignment of the modulation 

waveform template at the 
receiver with the waveforms 
in the received signal. When 
properly time aligned, the 
receiver is able to collect all 
the energy in the received 
signal and form estimates of 
the transmitted waveform’s 
amplitude with maximum 
S N R .  P ro p e r  w a v e f o r m 
alignment is performed in 
t h e  re c e i v e r ’ s  m a t c h e d 
filter which, operating as a 
correlator and guided by a 
timing recovery PI loop, forms 
output samples aligned with 
its correlation peak. 

Figure 8 shows an example of the signal processing 
involved in the timing alignment process. This is the block 
diagram of the maximum likelihood carrier recovery system 
for a Quadrature Phase Shift Key (QPSK) signal. It forms a 
non linear (TANH) weighted product of the values formed at 
the output of the matched filter and time derivative matched 
filter. When the derivative matched filter has zero output level, 
the sample is located at the peak of the correlator output. If 
the derivative is not zero, we know the sample point is not at 
the peak. We also know that if the matched filter amplitude is 
positive while the slope is also positive, then we are climbing a 
hill and the peak is in front of us; keep climbing! On the other 
hand, if the matched filter amplitude is positive and the slope 
is negative then we must be descending a hill and the peak 
is behind us; go back! The matched filter and the derivative 
matched filter contain M sets of coefficients corresponding 
to filters with successively larger interpolated time offsets 
relative to the input sample clock position. The product of the 
two filter outputs y(n,k) and y· (n,k) as shown in (3) is driven 
to zero as the servo loop changes k, the filter index, in the 
direction to reduce the average value of their product.

Fig. 7. Carrier Recovery Phase Locked Loop

Fig. 8. Timing Recovery Phase Locked Loop
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(3)

Notice the striking similarity of this block diagram to the 
block diagram of Figure 6. Here too, SNR scaling is applied 
to the sample values on the two paths to change the loop 
bandwidth as a function of signal quality. The loop uses the side 
information that the signal is of high or low quality to properly 
fold the qualified product sample into its running estimate 
of time offset. Samples with low SNR are not given as much 
credence as samples with high SNR. Different modulation 
schemes may require slightly different structures and loop 
filter weights in the timing recovery subsystem. Once again we 
comment that the SDR can easily make appropriate changes in 
structure and filter weights to synthesize any timing recovery 
scheme in its inventory of options. Other second tier processing 
tasks performed by the receiver include the channel equalizer, 
the automatic gain control, and the SNR estimator. 

Third Tier Signal Processing
In the last two sections, we discussed first tier processing 
tasks: the modulation and demodulation of the baseband 
signals, and the second tier processing tasks: the extraction 
of side information from the received signal required for the 
first tier to accomplish its tasks. The third tier processing tasks 
are performed to do the house cleaning. House cleaning? It 
seems that real world components used to build real world 
hardware exhibit minor defects that degrade overall system 
performance. We already discussed the matter of tolerance 

spread of circuit elements and gain and phase imbalances 
and mismatches of two signal paths in the analog world. We 
moved from the analog world to the sampled data world to 
avoid these tolerance and imbalance problems. The analog 
world has other second order imperfections and non-idealities 
we have not yet addressed. We do so now. 

The popular term used to describe these second order 
defects is “Dirty RF” [11]. The contributors to dirty RF are 
often related to signal stress on analog components that we 
model, to first order, as linear devices and to un-modeled 
signal anomalies. These effects include power amplifier soft 
and hard clipping nonlinearity, low noise amplifier, mixer and 
ADC third-order distortion as well as signal intrusion such as 
DC offsets and parasitically coupled spectral lines, oscillator 
phase noise and spectral lines, sampling aperture jitter, and 
clock jitter. Undesired time domain and frequency domain 
contributions are formed by linear subsystems such as RF, 
IF, and baseband filters with non uniform spectral gain and 
phase responses over wide signal bandwidths as well as by 
frequency dependent gain and phase mismatches in wideband 
I-Q direct conversion receivers.

Figure 9 is a block diagram of a conventional double-
sideband receiver implementing the physical layer tasks with 
ideal analog signal processing blocks. These blocks include 
a band pass filter, a pair of quadrature mixers and a pair of 
ADCs. The band pass filter controls the signal bandwidth at 
an intermediate frequency (IF) identified as the IF filter. The 
quadrature mixers, with the aid of a quadrature sinusoid, a 
cosine and sine, aligned with the center frequency of the IF 
filter, translate the IF centered spectrum to baseband. The 
outputs of the mixers are processed by the pair of baseband 
low-pass filters to limit the signal bandwidth as well as to 
suppress undesired spectral components formed by the 
mixing process. The bandwidth limited signals are sampled 
and held at the rate established by the analog clock and 
quantized by the pair of ADCs. The sampled and quantized, 
or digital, representation of the baseband signal is processed 
by the DSP portion of the receiver. This processing includes 
carrier alignment to remove residual frequency offsets that 
is performed by a complex multiplier, a discrete digital 
synthesizer (DDS), a phase lock loop, and a pair of discrete 
low pass filters. Other processing tasks performed in the DSP 
segment include timing recovery, channel equalization, AGC, 
SNR Estimation, signal detection, interference suppression, 
and others.

The hardware contains physical components such as 
transistors, mixers, piezoelectric crystals, analog-to-digital 
and digital-to-analog converters, resistors, capacitors, 
inductors, transformers, and others. Low level sub-assemblies 
such as band-pass filters, mixers, oscillators, and low-pass 
filters are formed by interconnections of these components. 
Various higher level assemblies such as the quadrature 
down-converter are formed by interconnections of these 
sub-assemblies. Components forming the sub assemblies are 
designed with nominal design values but are implemented 
with values exhibit ing manufacturing tolerances. 

Fig. 9. Block Diagram of Receiver with Ideal Signal Processing Block
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Components with narrow tolerance bands, say 1%, are more 
expensive than those with wider tolerance bands such as 
5% or 10%. Cost considerations have the designer favoring 
selection of wide tolerance components while performance 
considerations require the designer to select narrow tolerance 
components for critical applications. Manufacturing 
techniques and tolerance sorting of components, as well as 
component value variation with temperature change and 
aging, limit how closely components, hence sub-assemblies 
can be matched. 

Figure 10 is a block diagram of the receiver implemented 
with non-ideal analog signal processing blocks. The receiver 
incorporates a number of compensating processing DSP 
blocks to suppress the undesired artifacts formed by the 
analog blocks. These processing blocks are DC cancel, Phase 
and Gain Balance, I/Q Filter Compensation, Digital I-Q down-
conversion, and Channel Equalization. 

The dotted lines below the analog and digital processing 
blocks indicate the causal connection between the DSP 
correcting block and the analog process responsible for its 
function. Here we see, for instance, that the analog I-Q down-
converter and the ADC contribute a band centered DC term 
which is removed by the DC canceller. We see that the gain 
and phase balance blocks are correcting the gain and phase 
imbalance introduced by the analog I-Q down-conversion 
block. 

The filter compensation block serves the function of 
removing differential gain and phase of the two low-pass 
filters in the paths of the quadrature down-conversion process. 
The dotted line connection to this block originates at the pair 
of analog low pass anti-alias filters feeding the pair of ADCs. 
Remember that the differential gain and phase of these filters 
is responsible for a non-linear coupling between the positive 
and negative frequency bands which cannot be removed by 
the channel equalizer which corrects for linear gain and phase 
variation in the channel. The channel equalizer can and does 
correct for the gain and phase variation of the IF filter in the 
signal path. The dotted line connection in the Figure reminds 
us that the channel equalizer treats the IF filter as a channel 
component. 

Examples of SDR systems
Now that we have described a software defined radio we 
would be amiss if we did not offer examples of SDR systems. 
We describe two sample systems to whet your appetite and 
cite a few papers that offer more detail than we can present in 
the next few paragraphs. In 2002 [12], we were asked to design 
a radio that would receive and demodulate the Multiple Inter-
Range Instrumentation Group Time Codes, commonly called 
“IRIG” time codes. The IRIG standard describes a set of serial 
time code formats for distributing a resolution range time-of-
day time codes used in test ranges to time tag collected and 
stored data. The modulation format amplitude modulates a 
sine wave with data rates and center frequencies of 100 Hz 
on a 1.0 kHz carrier (Format B), 1 kHz on a 10.0 kHz carrier 
(Format A), and 10 kHz on a 100.0 kHz carrier (Format G). 
We were told that the operator would manually select the 
specific format that the receiver was expected to demodulate. 
We decided that by examining the input signal the radio 
could determine the signal format without the operator’s 
involvement. We designed the radio to probe the potential 
center frequencies of the input signal with appropriate DSP 
programmable bandwidth filters matched to the possible 
signal modulation rates, and upon finding the signal with the 
correct bandwidth and center frequency pair, conFigure its 
operation to demodulate the identified format. This entailed 
resampling the input series to a multiple of the symbol rate, 
the acquisition and tracking of timing clock frequency and 
phase as well as the carrier frequency and phase required 
for synchronous demodulation of the time code. The 
extreme flexibility of the SDR enabled the radio to operate 
autonomously and to offer new and unique operational 
options. 

Fig. 10. Block Diagram of Receiver with Non-Ideal Signal Processing Blocks 
and Associated Compensating Blocks
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In 2006, we took on the task [13] of designing a software 
defined radio to replace a room full of legacy analog 
transceivers. The original radios decoded 384 MP3 stereo 
audio signals received from a satellite downlink and then 
modulated the multiple baseband signals onto a single 
composite waveform containing 384 FM-FDM, (Frequency 
Modulated, Frequency Division Multiplexed) channels for 
cable distribution to large apartment house complexes. The 
legacy radios were designed and built with electronic parts 
that were no longer available thus it was not possible to 
acquire replacements to repair or replace failing sub-systems. 
A picture of the one isle of the legacy radio system is shown 
in Figure 11(a). We were asked how large a room would be 
required to hold the SDR version of the system. Our response 
that “we thought the 384 FM modulators and channelizer 
would fit on a single chip” was met with a healthy degree of 
skepticism. It, in fact, did fit in 60 percent of a Xilinx FPGA 
and the entire SDR transceiver containing 384 MP3-Decoders, 
dbx pre-coders, pre-filters, FM-Modulators and Channelizer 
fit into a 2-U rack mounted chassis with width, depth, and 
height dimensions of 17.2 in, 13.8 in, and 3.4 in (43.7 cm, 35 
cm, and 8.6 cm) respectively. Figure 11(b) shows a picture of 
the system that replaced the legacy equipment. The SDR radio 
was designed to operate seamlessly with existing analog 
receivers with intent to permit software upgrades for digital 
modulators to replace the FM modulators as the apartment’s 
analog receivers were upgraded to accept new digital 
modulation enhanced service options. It is fun to show the 
before and after version of this system because it is a dramatic 
example of Moore’s Law in action in the SDR community. 

Closing Remarks and Resources 
An additional comment about SDR is that SDR is still a 
radio and radio physics is the first consideration in radio 
communications. The rules of good radio design will always 
apply! As the design specification for the SDR requires 
ever larger bandwidth and greater dynamic range the DSP 
section of the radio will require that the analog air interface 
present ever reduced levels of dirty RF. The phase noise, 
the sampling jitter, the higher level of third order intercept 
will have to improve because DSP by itself cannot repair or 
correct all of the sources of signal degradation introduced 
by imperfect analog components. Following the same 
reasoning, the DSP and clever programming cannot help 
the radio violate the laws of physics. An analog radio will 
lose the signal when the link experiences a deep fade. An 
SDR will do the same. What the SDR radio and its embedded 
software-controlled DSP engines can do is expand utility, 
extend operating regime, reduce cost and impress its users 
by enhanced capabilities, and reward its proponents and 
practitioners.

We have presented a high level overview of the driving 
forces and environment that have brought about the systems 
we call software defined radio. We emphasized the enabling 
technology centered on DSP because that is our bias. If you 
asked 20 engineers to describe SDR you would have 22 

different descriptions because each would see the SDR from 
the perspective of what they contribute to the system. A 
wonderful quote comes to mind, “We don’t see things as they 
are; we see things as We are” – Talmud. For instance, it would 
not have entered our streams of conscience that an interesting 
problem exists due to the flexibility of the SDR platform; the 
radio may be able to perform functions that are prohibited by 
treaty or legal restrictions. No one is allowed to transmit in 
licensed, hence restricted, frequency bands. The SDR radio has 
to be clever enough to recognize certain restrictions and not 
respond to requests for restricted operating configurations. 
This problem is being addressed.

While none of us can be well versed in all aspects 
of the SDR system we should at least be aware of other 
contributions. By no means have we covered the whole 
discipline. There are numerous textbooks, many listed in 
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the reference list, that will help fill the gap. A search of 
the literature will guide the reader to those who are active 
in this area. One very active participant, of course, is the 
Department of Defense (DoD) and the various aerospace 
contractors who develop hardware and software for an 
ambitious program called the Joint Tactical Radio System 
(JTRS).  The SDR-Forum which meets quarterly, the 
annual SDR technical conference in the US, and related 
conferences in Europe are good sources of literature. 

Another major group of practitioners in the SDR 
community are the amateur radio operators. A particularly 
interesting paper written in four parts by Gerald Youngblood 
(K5SDR) of FlexRadio has enjoyed very wide distribution 
among the amateur radio operators and is certainly worth 
reading [14, 15, 16, 17]. Did you notice his call letters? 
FlexRadio markets a number of radios related to the design 
presented in this paper. Bob McGwier (N4HY) of CCR is 
another amateur operator and fellow traveler connected to 
FlexRadio as well as to AMSAT, the amateur radio satellite 
group.

Yet another large community operating in this area is the 
GNU Radio project. This is a free software development toolkit 
for learning about, building, and deploying software defined 
radio systems. It is a very active group and we have had the 
pleasure of interacting with some of its developers. Tom 
Rondeau now at CCR, Princeton is doing remarkable things 
with SDR on the GNU Radio Platform. We recommend that 
the interested reader visit the GNU radio web page http://
gnuradio.org/trac for additional information. 
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