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Abstract: A primary task performed by a Cognitive Radio is that 
of spectral estimation to locate the segments in a spectral span that 
contain white zones, spans that contains noise only, or grey zones, 
spans that contain signals with significant intervals of off-time. The 
identification of spectral regions containing noise only spectra, as 
opposed to regions containing signals with low spectral density, is 
surprising difficult. The estimator must deal with questions of 
transform length, window selection, window length, window over-
lap, and ensemble average options. This paper describes the impact 
of each selection option and presents the architecture of the optimal 
spectral estimator. 

Introduction: Cognitive Radios (CR), aware of channel conditions 
and activity modify its operating parameters to enable reliable, 
interference free, communications. The awareness is obtained by 
combinations of monitoring and probing activities. The monitoring 
and probing activity resides close to the physical layer of the radio. 
This process includes methods to rapidly obtain spectral and spatial 
awareness as well as rapid acquisition of channel estimates. The 
response includes adaptive modulation formats to enable flexible 
spectral allocation and utilization, fast AGC settings, fast carrier 
and timing acquisition, and fast signal-to-noise ratio estimates. 
These tasks are DSP intensive and every one of them is a challenge 
to implement in the operating region of most interest to the cogni-
tive radio: the low signal to noise ratio regime!  

 A primary signal processing task performed by a CR is spectral 
estimation to locate white and grey zone spectral regions in a moni-
tored spectral span. A white zone is one that contains noise only 
and a grey zone is one that contains signals with significant and 
resolvable intervals of off-time. The detection of spectral regions 
containing signals with high spectral density levels is very simple 
but only addresses half the guidance rules. We post the high spec-
tral density regions with “no trespassing” signs. We still have to 
post the noise-only spectral density regions with “you can go here” 
signs. We must be careful to distinguish the noise-only spectral 
regions with spectral regions containing signals with low spectral 
density levels. This proves to be a surprising difficult task. 

As described by Haykin [1], the analysis of non-stationary signals 
is not as well disciplined as the analysis of stationary signals. He 
points out that “the periodogram is a badly biased inconsistent es-
timator of the power spectrum.” He suggests the use of windows to 
suppress bias effects and additional processes to purchase back the 
increase in variance due to the use of window. We remind the 
reader that a consistent estimator reduces its variance as the data 
length increases. By comparison, a DFT based spectral estimator 
exhibits increased variance as the transform size increases. As 
shown in figure 1, the length normalized DFT of a real or complex 
white noise sequence has a mean and variance that increase with 
transform size.  

 

This is sort of annoying since we are tempted to use larger trans-
form to obtain improved resolution of periodic signal components 
but we do so at the cost of increased variance of the noise like 
components. Bear in mind that modulated signals are noise like so 
the two signals of interest to us are noise like and variance consid-
erations will dominate our signal processing options. The response 
to the inconsistency of the DFT spectral estimate is to select a 
transform length required to obtain the desired spectral resolution 
accepting the variance associated with transform length and then 
reduce the variance by forming an ensemble average over many 
realizations.   

 
Figure 1. Sample Mean and Variance of N-point FFT of Complex 

AWGN Sequences 

Spectral Estimates: Robust spectral estimators incorporate over-
lapped windowed DFT. The DFT of course is implemented by the 
FFT. An effective post process is the ensemble average of the win-
dowed spectra. The signal processing flow of this estimator is 
shown in figure 2. The design parameters to be optimized in this 
process include transform size, window selection, window overlap, 
and post detection averager structure and bandwidth.  

Figure 3 illustrates the importance of ensemble averaging to obtain 
reliable spectral estimates by presenting spectral estimates formed 
from a succession of overlapped windowed transforms. The input 
signal to the spectral estimator contains a sine wave, a modulated 
QAM signal and white noise. The two signal components have a +5 
dB SNR but neither can be reliably detected till the post detection 
averager has processed 16 or more spectra. The reason the ensem-
ble averaging is required to obtain reliable spectral estimates can be 
clearly seen in the density functions of measurements formed by 
the FFT. Each spectral measurement is Chi-square with 2-degrees 
of freedom obtained by summing the squares of the quadrature 
components of the FFT. 
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                                                                       Figure 2. Classical Spectral Estimator 

Figure 3. Spectral Estimates formed With Different Number of Ensemble Averaged FFTs 

 
The chi-square density is exponentially distributed with variance 
equal to its squared mean.  We have the sense that the measurement 
of noise power, the average squared value, is noisy and the SNR of 
the measurement is 0 dB. Offering an estimate with this statistic is 
equivalent to saying the estimate has an error bound of plus or mi-
nus 100%. A not very useful measurement!  As an ensembles aver-
age is generated with successively a greater number of terms, the 
density is slowly modified from 2 degrees of freedom to 2M de-
grees of freedom. The primary change is that the ensemble average 
changes its shape, morphing from an exponential density function 
moving towards a Gaussian density function. This is seen in figure 
4. The first 16-to 32 averages primarily affect the shape of the den-
sity function while additional terms in the averaging process affect 
the variance of the morphed and now approximately Gaussian den-
sity function.  

This leads to an interesting relationship between the mean and vari-
ance of a spectral density of a noise only spectral region and of a 
random modulated signal spectral region. Since the sample vari-
ance is equal to the squared mean energy we find that spectral re-
gions with larger signal components also have large variance. And 
in fact the standard deviation of the spectra is equal to spectra of 
the random modulated signal. We see this in figure 5 which pre-
sents the spectral estimate formed from an ensemble of 32 win-
dowed DFTs and the frequency dependent standard deviation 
formed from the same 32 DFTs. We see the standard deviation has 

the same structure and levels as the signal spectra. Note that on a 
log scale, the larger variance regions have the same displacement as 
the small variance regions. The lesson we learn here is that detec-
tion must be performed on a log magnitude scale as opposed to a 
magnitude scale. 

 
 

 

Figure 4. Density Functions for Chi-Square M-degrees of Freedom 
Random Variable 

 



 
Figure 5. Spectra and Standard Deviation of Spectra formed from 

Ensemble of 32 DFTs 

 

The spectra shown in figure 6 illustrate a number of important con-
cepts in spectral analysis. The upper subplot was formed with rec-
tangle (sometimes called the default) windowed transforms while 
the lower subplot was formed with Kaiser-Bessel windowed trans-
forms. Shown in each subplot is the transform of a single realiza-
tion of the composite signal, the average of 256 transforms, and the 
peak value of the transform values over the 256 transforms. We 
first note that the rectangle windowed transform exhibits spectral 
leakage from the strong signal region that spills into the neighbor-
ing spectral region and nearly covers the low-level spectral mass to 
its left. This spectral leakage does not appear in the spectrum 
formed with the Kaiser-Bessel window. The spectral leakage is 
observed as a frequency and signal dependent bias. The lesson here 
is that windowing is required if we are to detect low level signals in 
the presence of nearby high level signals. The peak spectrum is 
interesting because it is a sorting process requiring a compare and 
replace operation at each FFT sample point rather than a scaled 
sum at each point. When the signal spectrum is random, as a well 
designed modulation signal should be, the peak value has an ex-
pected value of approximately 8-dB above the average value inde-
pendent of the average value. While the peak spectrum can be used 
as a detection statistic we have to keep in mind that the variance of 
the peak spectra is greater than the variance of the average spec-
trum. This difference in variance levels can be seen in figure 6.  

Windows: The DFT performs a finite sum and as such processes 
data sequences collected over finite intervals traditionally describe 
as being of length N-samples. The collection of N samples from the 
time (or index) line has the effect of applying a gating or window-
ing function to the collected data. The gating operation is equiva-
lent to a rectangle window and is often referred to as the default 
window. The product between the data from the time line and the 
window which defines and extracts the finite interval is seen to be 
equivalent to a convolution of their respective spectra. For the sam-
pled data domain this convolution is a circular convolution. The 
time and frequency domain effects of the window operation are 
seen in figure 7. 

The effects of the window on the spectrum of a signal can be read-
ily seen. We recall that the Fourier transform of the constant enve-
lope sinusoid originally has zero width and the Fourier transform of 
the NT wide rectangle window is the ubiquitous 
sin(πfNT)/(πfNT)). We note two effects of the window on the win-
dowed spectrum. First, the window widens the signal’s spectral 
width from infinitesimally small to the main lobe of the 
sin(πfNT)/(πfNT)), and second, spectral leakage smears or leaks 
the spectrum through the sin(πfNT)/(πfNT) side-lobes to remote 
spectral regions far removed from the spectral location of the un-
windowed spectrum. This leakage decays quite slowly with an  

 
Figure 6. Spectra of Single, Peak, and Average Rectangle and Kai-

ser Windowed Transforms 
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Figure 7. Time and Spectral Representation of Signal, Window, 
and Windowed Signal 



envelope decay rate of 1/f. This spectral leakage through the win-
dow’s spectral side lobes bias the measurements of low level spec-
tral components and will fill in deep spectral nulls. The side-lobe 
structure of the windowed transform limits the ability of the trans-
form to detect spectral components of significantly lower amplitude 
in the presence of a large amplitude component while the main-
lobe width of the windowed transform limits the ability of the 
transform to resolve or separate nearby spectral components. The 
first of these limitations is demonstrated in figure 8 where a styl-
ized power spectrum of two sinusoids of infinite extent and of finite 
extent is presented. For this example, the relative amplitude of the 
low-level signal at frequency f2 is 60 dB below the high level signal 
at f1. Note that the side-lobe structure of the high level signal is 
greater than the main lobe level of the low-level signal, hence 
masks the presence of the low-level signal. If the low-level signal is 
to be detected in the presence of the nearby high level signal, the 
window applied to the data must be modified. Windows must be 
selected with side-lobe structure significantly lower than the side-
lobe structure of the rectangle window. 
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Figure 8. Spectral Representation of Un-windowed and of a Rec-
tangle Windowed Sinusoids of Significantly Different Amplitudes. 
 

The high side lobe levels of the rectangle window are due to the 
abrupt discontinuity at the boundary edges. We reduce side lobes 
by reducing the severity of the boundary discontinuities. A good 
window is an even symmetric weighting function that smoothly and 
gently transitions from near zero levels at the boundaries to unity 
amplitude at its center [2],  The modulation of the window’s enve-
lope increases its spectral main lobe width. Since the window is 
even symmetric with a narrow main lobe bandwidth it can often be 
approximated by a short cosine transform. The successive spectral 
terms in the transform are located on the zero crossings of the ear-
lier terms and their contribution to the spectra is two fold. First 
their offset sinc(πfNT) transforms contribute side lobes that de-
structively cancel the side lobes from the earlier spectral terms and 
second their separate main lobes increase the composite main lobe 
width. Figure 9 presents the spectra of four windows which illus-
trate the optimal exchange between main lobe width and side lobe 
levels that cab be achieved with short cosine transform based win-
dows. The main lobe spectral width, the peak-to-first zero crossing, 
of these windows is seen to be 1,2,3 and 4 FFT bin widths respec-
tively, where a bin width is 1/NT or fs/N, with fs=1/T and N being 

the window length. The red lines overlaid on the spectra are spaced 
fs/N and indicate the location of adjacent DFT bin centers. 

                                

 
Figure 9. Spectra of Rectangle and other Good Short Cosine Trans-

form Windows 

Window Overlap: Our spectral estimation task requires us to col-
lect a sequence of realizations to be windowed, transformed and 
averaged. The windowing operation impacts subsequent processing 
in an important way, namely the amount of overlap. The effect of 
the window can be described with the aid of the subplots of figure 
10.  The first pair of subplots presents the time series and the spec-
trum of the default rectangle window of length N. Note the main 
lobe width of the transform, peak to first zero, is fs/N. Due to the 
high spectral side lobe, 13 db below the main lobe, this is an inap-
propriate window for use in a robust spectrum analysis task.  The 
second pair of subplots presents the time series and spectrum of the 
4-term Blackman-harris window with same length N. The maxi-
mum side lobe for this window is 92 below the main lobe with a 
main lobe width of 4fs/N, widened by a factor of four.  The third 
pair of subplots illustrates one mechanism that we can employ to 
retrieve the original main lobe width of fs/N. What we have done 
here is lengthen the time extent of the window to 4N samples 
which sets the spectral main lobe width to 4fs/(4N) or fs/N. This 
4N length window has the same 92 dB side lobe level as the N 
length window but it has the same main lobe width as the rectangle 
window of length N. While the main lobe width of the 4N length 
window offers the same main lobe width as the length N rectangle 
window the spectral main lobes separated by fs/N cross at their -10 
dB point rather than at the -3.9 dB point of the rectangle window’s 
transform.  The fourth pair of subplots shows a length 6N window 
designed by the Remez algorithm with the same main lobe width 
and same side lobe levels of the 4-term Blackman-harris window. 
This main lobe has a flatter pass band than standard windows due 
to the time domain side lobes. The flattened spectral main lobe now 
cross at there 1-dB points and thus exhibits smaller scalloping loss.          

We now choose the lengthened window suggested in figure 10, of 
say length 4N or 6N, to achieve the targeted main lobe width of 
fs/N with the desired 90 dB side lobe levels. The problem is the 
lengthened window appears to require a transform of commensu-
rately longer lengths 4N or 6N. These longer transforms will offer 
spectral spacing of fs/(4N) or fs/(6N) respectively. We have no 
desire or need for the denser spectral spacing, in fact we want to 
preserve both the spectral width and the spectral spacing of the  



 
Figure 10. Time Domain and Spectral Response: Windows with -90 dB Side Lobes and Main Lobe Width fs/N 

 

rectangle windowed N-point FFT. We can achieve this desired goal 
by simply sub-sampling the 4N point FFT by a factor of 4-to-1 or 
the 6N point FFT point FFT by a factor of 6-to-1. This resampling 
is shown in (1) for length 4N window. 

We now choose the lengthened window suggested in figure 10, of 
say length 4N or 6N, to achieve the targeted main lobe width of 
fs/N with the desired 90 dB side lobe levels. The problem is the 
lengthened window appears to require a transform of commensu-
rately longer lengths 4N or 6N. These longer transforms will offer 
spectral spacing of fs/(4N) or fs/(6N) respectively. We have no 
desire or need for the denser spectral spacing, in fact we want to 
preserve both the spectral width and the spectral spacing of the 
rectangle windowed N-point FFT. We can achieve this desired goal 
by simply sub-sampling the 4N point FFT by a factor of 4-to-1 or 
the 6N point FFT point FFT by a factor of 6-to-1. This resampling 
is shown in (1) for length 4N window. 
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Under the 4-to-1 down sampling, the kernel of the 4N point DFT is 
now the same as the kernel of the N point DFT. We still have the 
problem of packing a 4N point sequence into an N-point DFT. We 
accomplish by partitioning (1) as shown in (2). Since the kernel is 
periodic in N, the terms “n+rN” can be replaced by “n” which leads 
to the double sum shown in (3). The inner sum of (3) is the 4-fold 
aliasing that occurs in the time domain due to the 4-to-1 down 
sampling in the frequency domain that we used to convert the 4N 
point kernel to the N point kernel.   
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The sequence of operations we have described in this section is 
compactly illustrated in figure 11. Here we first see a time line 
spanned by adjacent intervals of length N covered by N-point rec-
tangle windows. The rectangle proved to be an unacceptable win-
dow and was replaced with a 4-term Blackman-harris window. 
Hence the next time line spanned by adjacent intervals of length N 
covered by N-point B-h windows. This covering obviously leaves 
gaps in the time line that are not collected and processed by the 
windowed transforms. This suggests that we should overlap the 
intervals. How much overlap [3] is appropriate? The Nyquist crite-
rion directs us to have an output sample rate matched to the signal 
bandwidth. The main lobe width of the window’s spectrum is fs/N 



which means that the output sample rate should also be fs/N. We 
interpret this to mean we that we must deliver N input samples and 
remove 1-output sample from each DFT bin. Stated otherwise, the 
4N point intervals must shift N-Samples between transforms. Addi-
tional overlap will over satisfy the Nyquist criterion and offers no 
improvement in variance reduction and lesser overlap under satis-
fies the Nyquist criterion and leads to sub-optimum, higher vari-
ance spectral estimates. This 25% shift is equivalent to 75% over-
lap. The 75% overlapped windows of length 4N is shown on the 
third time line spanned by overlapped intervals on length 4N. The 
final presentation in figure 11 is the 4-to-1 aliasing or folding re-
lated to the 4-to-1 down sampling of the 4N-point windowed trans 
form. The folding is implemented in the time domain to affect the 
equivalent 4-to-1 down sampling so that the 4N-point sequence can 
be processed in the original N-point transform. The folding has 
another name in the signal processing community. The folded win-
dow is described as a polyphase filter partition. The structure of the 
4N (or 6N) polyphase partition and its associated N-point FFT, 
recognized as the standard N-Channel polyphase filter bank [4, 5], 
is shown in figure 12. Note that the transform rate is 1-transform 
per N-input samples, the same as for the non–overlapped rectangle 
window processing.  The spectral resolution for this process is that 
of the 4-th subplot pair of figure 10.  
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Figure 11. Processed Time Segments: N-Point Rectangle Adjacent 
Windows, N-point B-h Adjacent Windows, 4N-Point B-h 75% 
Overlapped Windows, and 4N-Point B-h 75% Overlapped and 4-
to-1 Folded to N-Point Folded Window   
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Figure 12. Polyphase Channelizer With Folded Window in Poly-

phase N-Path Filter 

Concluding Comments: We have reviewed some of the classic 
signal processing tools and important considerations in traditional 
spectral analysis directed to the specific task of identifying white 
spectra in a span of monitored bandwidth. These considerations 
include the need for windows to suppress strong signal masking of 
nearby low level signals, window spectral occupancy as a function 
of side lobe depth, window overlap to satisfy The Nyquist criterion 
for the window’s expanded bandwidth, and spectral down sampling 
to avoid high correlation of adjacent spectral estimates. We also 
addressed the difficulty making spectral measurement of noise like 
signals due to poor statistics of the sum of square terms obtained 
from the output of the DFT. This brought our attention to the need 
for ensemble averaging and the different statistics available from 
boxcar averages and exponential averages. These options enable 
the monitoring of time varying statistics, an important considera-
tion when the spectrum occupancy is time varying.      
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