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Abstract—Artificial intelligence (AI) and machine
learning (ML) are increasingly being used in cyber
operations. Because of techniques like adversarial
learning, the performance of network defenses can
degrade quickly. Thus, there is an increasing need
for adaptable, dynamic network defenses. Corre-
spondingly, there has been a rise in the use of
reconfiguration schemes like moving target defense
in software-defined networks. However, moving target
defense methods target individual adversaries and
rely on an in-depth understanding of an adversary’s
utility function. In contrast, domain adaptation theory
suggests that learning agents are sensitive to distri-
butional changes in their inputs, regardless of their
utilities. In this paper, we identify several kinds of
network changes that deter adversaries by exploiting
vulnerabilities in their learned assumptions. We use
an open source network attack simulator, NASim, to
conduct experiments on reinforcement learning (RL)-
based penetration testers. We measure the time-to-
relearn in order to compare the efficacy of different
network changes at deterring adversaries. We find
that by focusing on shifting the learning domain
as a defensive strategy, we are able to degrade the
performance of multiple adversaries simultaneously.
With our methodology, cyber defenders have tools
that allow them to raise the sophistication and cost
needed by adversaries to remain a threat to network
operations over time.

Index Terms—adversarial learning, penetration
testing, cybersecurity, reinforcement learning

I. INTRODUCTION

Artificial intelligence (AI) and machine learn-
ing (ML) are becoming increasingly prevalent in
cyber operations [1], including network defense.
However, techniques such as adversarial learning
can quickly degrade the performance of network
defenses [2]. Therefore, there is a growing need for
adaptable and dynamic network defenses that can
respond to changes in attack patterns. To address
this challenge, reconfiguration schemes like moving
target defense (MTD) have been used in software-
defined networks [3]. However, these methods tar-

get individual adversaries and rely on a thorough
understanding of their utility functions.

In contrast, domain adaptation theory suggests
that learning agents are sensitive to distributional
changes in their inputs, regardless of their utilities
[4]. In this paper, we propose a new defensive
strategy based on domain adaptation theory that
focuses on shifting the learning domain to deter
adversaries by exploiting vulnerabilities in their
learned assumptions.

We identify several kinds of network changes
that can be used to deter adversaries and measure
their efficacy using an open source network attack
simulator, NASim [5]. Specifically, we conduct
experiments on reinforcement learning (RL)-based
penetration testers [6] and measure the time-to-
relearn in order to compare the efficacy of different
network changes at deterring adversaries. Our re-
sults demonstrate that by focusing on shifting the
learning domain, we can degrade the performance
of multiple adversaries simultaneously and increase
the cost needed by adversaries to remain a threat to
network operations over time.

The remainder of this paper is organized as
follows. In Section II, we provide a brief overview
of related work on penetration testing with RL and
on domain adaptation. In Section III we describe
our methodology, including the network changes
we propose and the experimental setup. In Section
IV we present and discuss our results. Finally, in
Section V, we draw conclusions and discuss future
work.

II. BACKGROUND

A. Penetration Testing with RL

Many modern systems are cyber-physical, and
thus modern test and evaluation (T&E) includes
both cyber and physical aspects. In cyber T&E,
vulnerability assessment and penetration testing are



two primary, related, and distinctive activities [7].
Vulnerability assessment is a proactive measure that
helps organizations identify and address potential
weaknesses in their systems, while penetration test-
ing is a reactive measure that tests the ability of an
organization’s defenses to withstand attacks. Both
activities are critical to a comprehensive security
strategy, and should be performed on a regular basis
to ensure that an organization’s defense remain
effective over time.

The desire for cheaper and higher frequency pen-
etration testing has led to research in automation.
RL for automated penetration testing is a recent
area of interest by the community [6], [8]-[19].
RL for penetration testing treats the activity as a
sequential decision making process, specifically, as
a Markov decision process (MDP). MDPs consist
of states, actions, rewards, transition probabilities,
and the admissible set of actions for each state. RL
agents optimize MDPs by maximizing the expected
sum of future discounted rewards. That is, they take
the actions that result in the most rewards over time,
subject to a discount rate that relates the value of
rewards in the future to the value of rewards in the
present.

RL for penetration testing is a kind of adver-
sarial learning that can degrade network defenses
over time. By re-configuring networks, there is a
chance that the adversarial learning can be de-
terred or even taken advantage of. Typically, moving
target defense is used to optimize defensive re-
configurations. The setting for MTD is a game
between a defender and attacker inspired by notions
of prey evading predators. MTD seeks advantageous
change to systems and stratagems as a defensive
policy. Typically, specific knowledge regarding the
payoffs or adversary capabilities is exploited in
MTD solution methods. But these game theoretic
solutions have drawbacks, for example, they typi-
cally try to address a single payoff structure, i.e.,
only one kind-of adversary at a time. In this paper,
motivated by domain adaptation theory, we explore
whether changes made based on the transition prob-
abilities of the MDP describing the network can be
used to deter multiple adversaries at once.

B. Domain Adaptation Theory

Domain adaptation theory is a subfield of learn-
ing theory concerned with the effect that changing
domains has on learning and predictive perfor-
mance [4]. Domain adaptation theory has shown
that learned models are sensitive to changes in
input data (such as distribution and complexity)
at a fundamental level [20]. This finding has been

validated empirically [21]. In other words, without
knowing exactly what adversaries are doing or what
their payoffs are, if can know roughly how hard it
is for them to adapt to a change in general, then
we have a powerful mechanism that can degrade
the performance of many adversaries at once. This
paper explores whether this is a possible means
of deterring adversarial learning against network
defenses.

C. NASim

In our paper, we use NASim as an experimental
testbed [5]. NASim simulates a network containing
target host(s) with pre-established “firewalls” and
rewards the agents for successful privilege escala-
tion on the sensitive hosts. NASim enables devel-
opers to create RL-based penetration testing agents
for custom or pre-built network scenarios built with
*yaml configuration files. The configuration files
define the networks structure as well as define
various costs and probabilities. NASim also has
an implementation for deep Q-learning (DQN), a
neural network based approach to RL.

The network configuration is defined by the num-
ber and size of the subnets in the network, how the
different subnets in the network are connected, the
address, OS, services, processes, and firewalls for
each host in the network, and which communica-
tion is prevented between subnets. The penetration
testing agents are defined by the set of exploits
available, the set of privilege escalation actions
available, the cost of performing each scan type
(service, OS, process, and subnet), and the target
hosts on the network and their value.

At each time step, the state space that the RL
agent observes consists of all hosts on the network
and whether or not there was an error resulting from
the last action (connection error, permission error,
or undefined error). The actions consist of scanning,
exploiting, and privilege escalation. The actions for
each subnet and host are represented individually.
For example, a host with two available exploits and
two available privilege escalations would have 4
actions, plus 3 more actions for service, OS, and
process scans. If other hosts have the same exploits
available, they will be represented as additional
dimensions of the action space. The actions are
concatenated and indexed by a vector. More infor-
mation on the agents can be found in the NASim
documentation [5].



III. METHODS

We use the pre-built network scenario
‘small.yaml’!. This scenario contains 4 subnets, 8
hosts, 2 operating systems, 3 services, 2 processes,
3 exploits, and 2 privilege escalations. There is
a subnet connected to directly to the internet, a
buffer subnet between the internet-connected host
and users, a user subnet, and a final subnet that is
the furthest from the internet and also contains the
target host. More information on ‘small.yaml’ can
be found in the NASim documentation [5].

To represent 3 different agents, we designed
3 different reward functions using the scan cost
parameters of the configuration files. Agents A, B,
and C correspond to scan costs of 1, 3, and 5,
respectively. For the agents, we used the out-of-
the-box DQN implementation provided by NASim,
which includes e-greedy linear annealing and expe-
rience replay. The e-greedy approach takes a ran-
dom action with probability € and takes the greedy
action (i.e., the action that maximizes reward) with
probability 1—e. Linear annealing linearly decreases
the value of e as training progresses. Experience
replay stores a buffer of past data that is randomly
sampled to remove correlations between successive
observations and smooth distributional changes in
the data.

We identified changes to the success probabil-
ities as our method for testing whether changes
to learning processes can be used to degrade the
performance of all three agents at once. Other
changes, like removing certain hosts or actions, led
to changes in the state and actions space, which
complicated the ability to compare performance
before and after the change occurs. For the changes,
we created differences in the probability of suc-
cess of actions by +10% on exploits and privi-
lege escalations. These changes simulate changes
to a network’s firewall that a network administrator
could make by changing configurations or adding
defensive systems. The changes made were: 10%
decrement to the daclsvc privilege escalation, 10%
decrement to the tomcat privilege escalation 10%
decrement to exploit success, and 10% increment
to exploit success.

IV. RESULTS

First, we trained agents A, B, and C on the
unchanged ‘small.yaml’ network. The agents were
trained for 10,000 episodes with 1 x 105 exploration
steps for linearly annealing e from 0.95 to 0.05.

'We changed the target hosts to only contain the (4, 0) target
in increase the learning speed.

TABLE I
REWARD AND STEPS ON ORIGINAL NETWORK BY AGENT

Agent  Reward (Mean, Std)  Steps (Mean, Std)
A (82, 5.3) 9.7, 3)
B (75, 11) 94, 3)
C (74, 8.0) 9.2, 3)

When € is 0.95, there is a 95% chance of taking a
random action. By the end of linear annealing, there
is only a 5% chance of taking a random action. The
results are shown in Table I. The terminal reward for
escalating privileges on the target host is 100 and
there is a -1 reward for each action taken, except
for scans, which have -1, -3, and -5 rewards for
agents A, B, and C, respectively. Thus, the agents
performed well, and a slight decrease in reward can
be seen as scan cost increases. The number of steps
are similar, indicating the scan cost difference drove
the difference in performance. There is variance to
the results since the action selection is stochastic
and the action success probabilities are stochastic.

We tested the changes one by one for each agent.
In all cases, there was a significant drop off in
performance, which can be seen in Figure 1. This
shows that the agents were very fragile to change.
It could also be a symptom of overfitting to the
particular network configuration. To test how long
the adversaries would be deterred based on each
change, we retrained the agents on each change
for 10,000 episodes and identified where during
retraining their reward stabilized. Figure 1 shows
the retraining rewards plotted against the number
of episodes for each change for agent A. The
tomcat change had significantly more variance from
episode to episode than the other methods, and it
took many episodes for that variance to decrease.
Similar trends were found for agents B and C. The
number of episodes to converge is summarized in
Table II. We can see that agents A, B, and C each
take longer to retrain, in general, respectively. We
can also notice that the changes to privilege esca-
lations (daclsvc and tomcat) take longer to retrain
than changes to exploits. In practice, this would
suggest that increasing security for privilege escala-
tion will degrade adversary performance for longer
than increasing security around exploits. Moreover,
the trend for each agent is similar, suggesting that
the changes to the learning process had similar
effects for all agents desipte the differences in
their reward function. This suggests that challenges
in domain adaptation can be exploited to affect
multiple adversaries at once.



Reward vs. Re-Training Episodes for Agent A
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Fig. 1: A plot showing the number of re-training episodes it takes Agent A to converge after changes

have occured to the network configuration.

TABLE 11
NUMBER OF RE-TRAINING EPISODES TO CONVERGE

Agent daclsve  tomcat  exploit down  exploit up
A 6400 10000 6100 4800
B 7500 10000 5200 5500
C 8100 10000 7400 6300

V. CONCLUSION

Our proposed strategy, based on domain adapta-
tion theory, focuses on shifting the learning domain
to deter multiple adversaries simultaneously. We
have demonstrated the existence of this phenomena
using a case study in RL for penetration testing.
By exploiting vulnerabilities in the adversaries’
learned assumptions, we can increase training cost
needed by adversaries to remain a threat to network
operation over time.

There are several limitations to our study that
should be addressed in future work. Originally, we
tried to use the ‘medium.yaml’ network which had
more subnets with more hosts, and thus the changes
would like create larger differences in the optimal
path. However, the ‘medium.yaml’ network took
too long to train the DQN agents. Future work
should implement more efficient RL algorithms and
consider larger networks where the optimal path
changes. Also, we only varied agents A, B, and
C by varying their reward function. Future work
should consider different levels of sophistication,
e.g., by comparing various reinforcement learning
algorithms, some which have transfer learning to

help in adaptation and some that do not. Lastly,
we avoided changes to the state and action space
by focusing on changes to transition probabilities.
Future work should address changes that alter the
presence of hosts, the topology of connectivity be-
tween hosts, and the available exploits and privilege
escalations.
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