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Abstract— We present Elastic ORB, an improved 

implementation of a novel visual SLAM approach. Our system 

uses point cloud data to build the map of the environment and 

for the localization of the robot, odometry data is used. A frame-

to-frame loop closure method is used at the back of the SLAM 

system using the concept of Deformation Theory. When building 

the reduced model of the map, the ORB keypoint extraction 

algorithm and the FPFH feature descriptor are used. Our 

system is capable of mapping a larger environment overcoming 

the limitations of existing SLAM systems which use the 

deformation theory at the backend. 
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I. INTRODUCTION  

With the emergence of autonomous vehicles and advances 
in the robotics field, the need for a proper way to localize the 
robots and autonomous vehicles in the environment and 
mapping of the environment is a critical requirement for a 
range of applications. Localization of a robot means knowing 
exactly where the robot is in the environment at a given 
moment. To achieve this capability, a robot must have some 
knowledge about the environment, which leads to the 
requirement of the map of the environment. Over the years, 
scientists and researchers tried to tackle the localization 
problem and from the results achieved, they have realized that 
the localization problem is non-converging if it is to be solved 
as an independent problem [1]. But when considering solving 
the localization problem together with mapping at the same 
time, the localization problem seemed to be a converging 
problem [1]. This was the beginning of the Simultaneous 
Localization and Mapping or SLAM concept in the robotics 
field. 

To date, many SLAM representations such as EKF-SLAM 
which is based on an extended Kalman filter and a 
probabilistic estimation of the landmarks in the map, graph 
SLAM which uses a graph to keep track of the environment, 
and more advanced SLAM techniques which use data from 
the RGB-D cameras and LIDAR’s have come into the field. 
SLAM approaches based on input data received from visual 
sensors were collectively called visual SLAM. SLAM 
methods like ORB-SLAM, RGB-D SLAM, and Elastic fusion 
fall under this category. Although there are many solutions to 
the SLAM problem, every technique has its pros and cons and 
they are suitable for a specific scenario and operating 
conditions. Because solutions are specific to a certain scenario 
there is still space for the development of new SLAM 
techniques that will benefit an unexplored set of conditions. 
Also, improvement of an existing solution to adapt to more 
requirements is also possible. 

State-of-the-art solution for visual SLAM problem 
consists of two parts called the frontend and the backend [1]. 

The front-end is where all the data from the sensors are 
processed and localization of the robot is happening using the 
available data in the environment. Backend is the part where 
loop closures are handled. Loop closure is identifying the 
same location in the environment and marking that on the map 
as a single location. Therefore, both parts of the SLAM 
system, front-end and backend are equally important when 
creating a solution to the SLAM problem. 

At present, there are many visual SLAM approaches and 
most of them use pose graph optimization at the backend [2] 
[3] [4]. In this method, the map is maintained as a graph of 
captured frames with edges representing the relative 
relationship between them. In a loop closure scenario, the 
accumulated error is distributed along the edges of the graph 
as shown in Fig. 1 (b).  In the work of S. Rahman et al [5] they 
have stated that, using pose graph optimization requires high 
memory computations as it incorporates all the pose estimates 
during the calculation process which is an issue when 
mapping larger environments. Other than the pose graph 
optimization method, a novel SLAM approach called Elastic 
Fusion [6] proposed a method of using deformation theory [7], 
which is used in the video animation field to deform shapes, 
to be used at the backend of the SLAM system. Here 
deformation theory was used to deform the map of the 
environment in a loop closure scenario to reduce the 
accumulated error as shown in Fig. 1 (a). In this method, the 
map is maintained as a single object hence it is more memory 
efficient than the pose graph optimization method. 

 

 

 

 

Fig. 1. Correcting the accumulated localization error (a) Correcting the 
accumulated localization error using deformation theory by deforming the 
existing map (b) Correcting accumulated localization error using pose graph 
optimization by distributing the error between graph edges.  

Although the Deformation theory method is more memory 
efficient compared to the pose graph optimization method, the 
only SLAM approach that uses the deformation theory 
concept at the backend is the Elastic fusion SLAM approach 
[6]. In Elastic fusion [6] they have used surfels to build the 
map of the environment and surfel features were used to build 
the deformation graph which was extracted from the RGB-D 
images captured from a Kinect sensor. To explore the 
possibility of more capabilities using the concept of 
deformation theory at the backend of visual SLAM systems, 
this paper presents a new SLAM approach that uses the 
deformation theory [7] concept at the backend by using 3D 
point clouds to build the map of the environment and using 
point cloud features to build the deformation graph. The front-
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end of the SLAM system will be using robots' wheel odometry 
data along with point clouds when building the map. 

II. METHODOLOGY 

We adopt an architecture that is typically found in visual 
SLAM systems with a front-end and a backend that alternates 
between localization and mapping [1]. 

A. Approach Overview 

Point cloud data obtained from a Kinect sensor is used as 
the input data for the SLAM system and the concept of 
deformation theory is used at the backend of the SLAM 
system to correct the localization errors. GPU programming 
is used to deform the map when necessary. Our overall 
approach is shown in Fig. 2 indicating the operating 
environment of each step. Arrows from one step to another 
indicate the input for each step and the output of the step.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 

Fig. 2. Overall Methodology of the system 

Key elements of our system are summarized below. 

• Builds a map of the environment by overlapping point 
clouds using the transformation data obtained from the 
ROS tf2 package. 

• An estimate of the location of the robot is obtained 
from the ROS transformations calculated using the 
wheel odometry data of the robot. 

• Local loop closures are applied for every frame if there 
is a localization error between two consecutive frames. 

• The captured point cloud with an error is deformed 
according to the transformations that are calculated 
from the deformation graph in a loop closure scenario 
using CUDA programming 

B. Localization and Mapping 

 When registering point clouds, three state-of-the-art 
methods of point cloud registration: Iterative Closest Point 
(ICP) [8], Feature-based [8], and a hybrid method as stated in 
[9] were experimented with  using a set of point cloud features 
that are available in PCL library. But all three approaches 
failed to get the correct localization and register the point 
cloud in two scenarios: 

• When the environment consists of similar type 
features. 

• When the environment does not have any significant 
features (e.g. single color wall). 

To overcome these challenges localization based on 
robots' wheel odometry data is used. Small errors in the 
localization are corrected in the backend of the SLAM system. 
To register the point clouds, transformation from the robot's 
RGB-D camera (Kinect) frame to the initial position of the 
robot was used. Transformation related to a point cloud was 
calculated using the odometry data that is relevant to the time 
stamp that the point cloud was captured. By registering the 
transformed point clouds frame-by-frame, a map of the 
environment was constructed. 

III. DEFORMATION GRAPH CONSTRUCTION 

To ensure globally consistent mapping of the 
environment, it is essential to detect and correct the error that 
is accumulated in a loop closure scenario. In the presented 
SLAM approach the point cloud of the environment is 
deformed by following the deformation theory that is 
presented by Robert et al [7] to reduce the accumulated error. 
In deformation theory, a reduced model of the original object 
called a deformation graph is created and modifications are 
done to the reduced model which will then be propagated to 
the original model to create the final deformed object. To 
construct the deformation graph for the presented SLAM 
system keypoints of the captured RGB-D image were used 
and point cloud features of the captured keypoints were used 
to describe the captured individual keypoints. 

A. Keypoint Extraction 

To extract keypoints from the captured RGB-D image, 
keypoint extraction algorithms representing both 2D and 3D 
domains are available. Therefore, to decide on the most 
suitable keypoint extraction algorithm, a set of experiments 
were conducted considering two sets of keypoint extraction 
algorithms representing 2D keypoint extraction algorithms 
and 3D keypoint extraction algorithms. The algorithms that 

 



were tested are given in the Table Ⅰ and the implementations 
available in the PCL library and OpenCV libraries were used 
when analyzing the algorithms. The experiment was 
conducted in a gazebo simulated environment and two objects 
to represent two different surface types were used. A traffic 
cone to represent a rounded smooth-surfaced object shown in 
Fig. 3(a) and a disposal box to represent an edged rough 
surface shown in Fig. 3(b) was used. When evaluating the 
algorithms, two factors: (1) consistency of capturing 
keypoints (capturing keypoints at the same location and in 
expected locations) and (2) execution time of the algorithm 
were considered. The experiment platform was a laptop PC 
with an Intel Core i5 processor, 4GB RAM and an image 
resolution of 1080 x 1980. 

TABLE I.  EVALUATED KEYPOINT EXTRACTION ALGORITHMS 

2D keypoint extraction 

algorithms 

3D keypoint extraction 

algorithms 
 

SIFT (Scale Invarient Feature 
Transform) 

SIFT 3D (Scale Invariant Feature 
Transform 3D) 

SURF (Speeded Up Robust 
Features) 

AGAST (Adaptive and Generic 
Accelerated Segment Test) 

FAST (Features from 
Accelarated Segment Test) 

NARF (Normal Aligned Radial 
Features) 

ORB (Oriented FAST Rotated 
BRIEF) 

SUSAN (Smallest Univalve 
Segment Assimilating Nucleus)  

 

 

 

 

 

 

 

 

Fig. 3. Experimental objects used in experiments conducted to evaluate 
keypoint extraction algorithms and point cloud feature descriptors (a) Traffic 
cone object to represent round smooth surfaces (b) Disposal box object to 
represent edged rough surfaces 

The results obtained from experiments conducted for 
evaluation of 2D keypoint extraction algorithms are shown in 
the Table Ⅱ. The results, show that the Oriented FAST and 
Rotated BRIEF (ORB) keypoint extraction algorithm 
performs better when compared to other 2D keypoint 
extraction algorithms. The results obtained from evaluation of 
3D keypoint extraction algorithms are shown in the Table Ⅲ. 
The results show, that the AGAST keypoint extraction 
algorithm performs better when compared to other 3D 
keypoint extraction algorithms. 

TABLE II.  EXPERIMENTAL RESULTS OF  2D KEYPOINT EXTRACTION 

ALGORITHMS 

Algorithm 

Execution time (s) 

Consistency 

Cone 
Disposal 

box 

SIFT 2.50 2.50 Satisfactory 

SURF 1.15 1.20 Inconsistent 

ORB 0.15 0.14 Satisfactory 

FAST 0.10 0.10 Inconsistent 

 

TABLE III.  EXPERIEMENTAL RESULTS OF 3D KEYPOINT EXTRACTION 

ALGORITHMS 

Algorithm  

Execution time (s) 

 
Consistency 

Cone 
Disposal 

box  

SIFT 3D 2.20 1.38 Inconsistent 

AGAST 0.15 0.25 Satisfactory 

NARF 2.80 2.90 Satisfactory 

SUSAN 60 > 60 > Inconsistent  

In the final step of the experiment, the two most performed 
algorithms from the 2D and 3D domains were evaluated to 
decide the best algorithm that will be used in the keypoint 
identification task. The experimental platform used was a 
laptop PC with an Intel Core i7 processor, 4GB RAM, and an 
image resolution of 480 x 640. The results of the experiment 
are shown in Table Ⅳ. Based on these results and as the ORB 
algorithm performed slightly better in terms of consistency of 
the captured keypoints, the ORB 2D keypoint extraction 
algorithm was finalized as the keypoint extraction algorithm 
to be used in this SLAM system. 

TABLE IV.  EXPERIMENTAL RESULTS OF BEST PERFORMED 2D AND 3D 

KEYPOINT EXTRACTION ALGORITHMS 

Algorithm 

Execution time (s) 

Consistency 

Cone 
Disposal 

box 

ORB 0.010 0.011 Satisfactory 

AGAST 0.012 0.012 Moderate 

 

B. Feature Descriptor Extraction 

After finalizing the keypoint extraction algorithm, a 
suitable point cloud feature to describe the captured keypoints 
was needed to identify the keypoints separately. There are 
many point cloud feature extraction algorithms available in 
the PCL library. A critical evaluation of prior research work 
as well as a set of experiments were used to choose feature 
extraction algorithm considering both execution time and the 
recognition accuracy of the set of selected descriptors. To 
evaluate the execution time of the feature descriptors, an 
experiment to measure the time taken by each feature 
extraction algorithm to calculate fifty feature descriptors of 
fifty keypoints of two objects with different surface nature 
was conducted. A traffic cone object representing a round 
smooth surface and a disposal collecting box representing a 
rough-edged surface was used in a gazebo simulated 
environment was used in this experiment. A laptop PC with 
an Intel Core i7 processor, 4GB RAM and an image 
resolution of 480 x 640 for depth images was used. The 
recognition accuracy of the feature descriptors was obtained 
from the work of Han et al [10]. The results of the experiment 
along with the recognition accuracy are shown in Table V.  

The test results show that FPFH, 3DSC, and USC feature 
descriptors have relatively low execution times when 
compared to the other feature descriptor extraction 
algorithms. From Table V we can also observe that the FPFH 
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feature descriptor has a higher accuracy than the rest of the 
selected descriptors. Therefore, taking into consideration 
both the execution time and the accuracy of the descriptor, 
the FPFH feature descriptor was used to describe the 
keypoints captured in the environment.   

TABLE V.  EVALUATION OF POINT CLOUD FEATURE DESCRIPTORS  

Descriptor 
Descriptor 

size 
 

Execution 

time (s) 

 

Recognition 

accuracy 

[10] 

 

FPFH (Fast Point 
Feature Histogram) 

33 1.9 51.7 

SHOT (Signature of 
Histogram of 
Orientation) 

352 9.3 51.7 

3DSC (3D Shape 
Context) 

1980 4.8 21.7 

USC (Unique Shape 
Context) 

1960 4.6 38.3 

 

C. Graph Construction 

To construct the deformation graph or the reduced model 
of the environment, feature descriptors of the identified 
keypoints and the coordinate where that feature was observed 
was used. A hash map data structure was used when building 
the deformation graph where the key is the feature descriptor 
and the value corresponding to the key is the list of coordinates 
where that specific feature was observed. Time complexity to 
check whether a certain feature is observed in the environment 
before is O(1) and to check whether it was observed in the 
same is O(N), where N is the number of coordinates where that 
feature was observed. Construction of the deformation graph 
was tested in gazebo simulated environments and the 
constructed deformation graph and the environment 
corresponding to the deformation graph is shown in Fig. 4. 

 

 

 

 

 

 

 

 

 

 

 

Fig. 4. Deformation graph construction (a) Deformation graph constructed 
for a scene in the house environment (b) Scene from the house environment 
corresponding to the deformation graph (c) Deformation graph constructed 
for a scene in the warehouse environment (d) Scene from the warehouse 
environment corresponding to the deformation graph 

IV. LOOP CLOSURE AND ERROR CORRECTION 

To have a consistent map of the environment, a frame by 
frame localization error correcting method was used for loop 
closure of the SLAM system. 

A. Calculation of Transformation 

The existence of descriptors of the captured i number of 
keypoints of a frame is checked in the deformation graph of 
the map (i = 20 was used in the implementation). If a match 
is found for a descriptor, then the closest location to the 
current location is checked from the previous locations where 
the matching descriptor was observed. Then the distance 
between the current location and the closest point queried is 
calculated and checked to see if it is within an error margin E 
(in this implementation E was taken as -1cm to +1cm 
considering the fact that every consecutive frame is checked 
with the existing map). If the distance is within the error 
margin, then it is considered as an erroneous point. When 
calculating the distance between two matching coordinates 
squared Euclidean distance was used. After checking all the 
feature descriptors two sets of descriptors with their 
coordinates are obtained. 

• � → set of descriptors captured from the current frame 
where there is a match in the deformation graph. 

• � → sets of descriptors from the deformation graph 
which matched the descriptors in set �. 

 If the number of erroneous points is greater than or equal 
to three, then Single Value Decomposition (SVD), which is a 
method to minimize the least square error between two sets of 
points as shown in the work of Arun et al [11], is used to 
calculate a rotation and a translation matrix. This 
transformation is a rigid transformation. We used this rigid 
transformation to create a non-rigid transformation that is used 
to deform the map of the environment. In the two sets α and β 
there can be points where the error is zero. These points are 
included in the SVD transformation calculation to act as 
resistance points but they are not corrected using the resulting 
transformation as only points with an error (|E|>0) are 
corrected using the transformation. Even though the 
transformation calculated using the SVD corrects the error in 
the erroneous points, to some extent, the transformation does 
not fully overlap the two points. To overlap erroneous points 
in the correct location, an individual translation component is 
calculated for every erroneous point. Therefore, the final 
transformation (t) consists of a common rotation component 
(R), a common translation component (T), and an individual 
translational component (Tj). 

t = R, T, Tj                                                    (1)     
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B. Propagation of Transformation 

 After calculating the transformation to correct the error, 
the calculated transformation is applied to the erroneous 
keypoints as well as to the points in the point cloud that are 
around the erroneous keypoints within a calculated radius r. 
To apply the transformations a radius r around the erroneous 
keypoints is calculated as follows 

r = min (D, d)                                     (2) 

where D is the default radius and d is three-quarters times the 
minimum distance between two erroneous keypoints (D = 
5cm was used in the implementation). When r is taken as d, 
there is a set of points where the transformation of both 
erroneous points is affected as shown in Fig. 5. These points 
get the effect of common rotation and translation components 
and the effect of individual translation components of both 
erroneous points. To have a firm distribution of the 
transformation in the point cloud a weight w is calculated for 
each point within the radius r as 

w =1-(x/r)2                                          (3)  

where x is the distance between the point that is being 
deformed and the erroneous keypoint. Finally, the captured 
frame is deformed according to the relevant transformations 
using a GPU based approach. 

 

 

 

 

 

Fig. 5. Calculation of the radius to determine the points in the captured 
frame that will get the effect of the deformation 

V. EVALUATION 

When evaluating our system, Elastic Fusion [6] SLAM 
system which is the only existing solution that uses the 
concept deformation theory at the backend was used as the 
benchmark. We evaluated our system to gauge both mapping 
performance and computational performance. 

A. Mapping Performance 

We evaluated our SLAM system in gazebo simulated 
environments using two environments with different features 
to compensate for different types of environments that a robot 
may encounter. A house environment with an area of 
188.76m2 and a warehouse environment with an area of 300m2 
were used for the evaluations and the resulting 3D point cloud 
maps of the environments are shown in Fig. 6. Robot 
velocities, time taken to map the environment, and the 
mapping accuracy are shown in Table Ⅵ.  

TABLE VI.  ROBOTS’ CONFIGURATION, MAPPING TIME , AND MAPPING 

ACCURACY 

Simulated 

Environment 

Robots’ 

linear 

velocity 

(ms-1) 
 

Robots’ 

angular 

velocity 

(rads-1) 

 

Time 

taken 

(minutes) 

 

Accuracy 

(m) 

House 0.1 0.1 25 0.033 

Warehouse 0.1 0.1 30 0.091 

  

 The drawback of lack of map scalability [6] of Elastic 
Fusion SLAM approach is addressed in our approach by 
mapping a larger environment beyond the size of the room as 
shown in Fig. 6. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig. 6. Mapping results of the two simulated environments (a) Simulated 
house environment (b) Final point cloud map of the house environment (c) 
Simulated warehouse environment (d) Final point cloud map of the 
warehouse environment 

B. Computational Performance 

The computational performance of the system was 
analyzed using the average processing time per frame when 
mapping the two simulated environments. The test 
environment used was a Desktop PC with an Intel Core i7 
CPU at 3.4GHz, 64GB of RAM, and an NVidia GeForce RTX 
2080 GPU. Fig. 7 shows plots of the execution time per frame 
of our system in the house environment and the warehouse 
environment. Our SLAM system has almost a linear 
processing time per frame as the size of the map increases with 
an average frame processing time of 1.015s in the house 
environment and an average frame processing time of 0.952s 
in the warehouse environment. 
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Fig. 7. Plot of the execution time per frame of the presented system (a) Plot 
corresponding to the mapping of house environment (b) Plot corresponding 
to the mapping of warehouse environment. (Red plot – execution time per 
frame (ms), Blue plot – size of the map (millions of points)) 

 Fig. 8 shows execution time per frame of Elastic 
fusion [6] SLAM system which has an execution time of the 
system that increases with the number of surfels in the map. 
Note that when mapping the two simulated environments 
using Elastic fusion ROS bridge mapping failed after mapping 
a small area of the environment and the timing diagrams 
corresponding to the Elastic fusion approach shown in Fig. 8 
has only considered mapping up to the failing point when 
plotting the graphs whereas in our system the whole 
environment was mapped and the timing diagram shown in 
Fig. 7 corresponds to the entire mapping process. We can also 
see from the plots that the Elastic Fusion SLAM approach 
requires a large number of frames to map the environment 
whereas in our SLAM system relatively only a small number 
of frames are required 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig. 8. Plot of the execution time per frame of the Elastic fusion SLAM 
system (a) Plot corresponding to the mapping of house environment (b) Plot 
corresponding to the mapping of warehouse environment. (Red plot – 

execution time per frame (ms), Blue plot – size of the map (millions of 
surfels)) 

VI. CONCLUSION 

This paper presented a SLAM approach that uses the 
concept of deformation theory at the backend of the system 
while using point cloud data as the input for the SLAM 
system. The system was developed using both an analysis of 
prior research as well as extensive experiments to determine 
the keypoint extraction algorithm and the feature descriptor to 
use in the system. These two elements are crucial in the 
construction of the deformation graph so as to have the most 
efficient and optimal results in the mapping process. Our main 
contribution is the newly proposed SLAM approach that 
overcomes the limitations in currently existing SLAM 
approaches that use the concept of deformation theory at the 
backend. The limitations have been overcome with the use of 
alternative data types and suitable approaches to implement 
the concept of deformation theory by using novel methods 
when calculating non-rigid transformations to deform the 
existing map. The comparative evaluation of prototype 
implementations show that our system has overcome the 
limitations in the existing solutions with only a slight 
performance trade-off. The current system has only focused 
on a similar loop closure technique for both local and global 
loop closure scenarios. Therefore, as future work, it is 
intended to address this issue by using two different loop 
closure approaches and further improve the system. 
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