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Executive Summary
DataOps is an emerging methodology for building data analytics solutions. Drawing on DevOps and 
agile approaches to software development, it promises to reduce project times, decrease errors, reduce 
costs, and improve customer satisfaction. But just as DevOps requires a suite of tools to implement the 
methodology, so too does DataOps.

This report examines four leading DataOps platforms: DataKitchen, DataOps.live, Zaloni, and Unravel. It 
describes each product, highlights its key differentiators, and identifies target customers for each. From 
these profiles, readers will gain a better understanding of the range of DataOps offerings and discover 
which products are best suited to their needs.
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Introduction
What is DataOps?
DataOps is an emerging methodology for developing and deploying data analytics solutions. Adapted 
from the DevOps and agile techniques for software development, DataOps takes a holistic approach to 
the people, processes, and technology required to build and automate data pipelines. It has four key 
pillars: continuous integration and deployment (CI/CD), orchestration, testing, and monitoring. These 
functions layer on top of the tools that make up data pipelines and help data teams deliver products 
faster, better, and cheaper.

Continuous Integration/Continuous Development. CI/CD requires a single source of truth for all the 
data and code that make up a pipeline. DataOps ensures that this source of truth remains untouched 
throughout the development process so pipelines already in production don’t break. With the source of 
truth safely housed in a central repository, team-based development becomes possible and developers 
can innovate without fear, reducing development cycle times.

Orchestration. Modern data pipelines are complex. Data passes through numerous tools and storage 
locations on its journey from source to target. As a result, a functional DataOps strategy requires an 
orchestrator. Orchestrators connect to all the tools in the data workflow and automate the end-to-end 
journey of the data. Automation frees up developers to build new pipelines and enables one engineer to 
manage hundreds of pipelines in production.

Testing. In the software world, nearly 50% of code and staff are dedicated to testing and quality. In the 
data world, 20% would be unusually high. DataOps seeks to change that. It encourages data engineers 
to bake tests into pipelines that check both data quality and pipeline functionality. The tests run 
during both development and production. Although these tests may seem like extra labor, test-first 
development saves time because the pipelines deliver higher quality data so engineers don’t have to 
constantly troubleshoot errors. And when pipelines do break, they are much easier to diagnose.

Monitoring. The final piece of the DataOps puzzle is monitoring the execution of code and data in 
production environments. Monitoring is critical for managing the underlying infrastructure of servers, 
CPUs, memory, and storage nodes that process data pipelines. It also aids in determining when and 
where bottlenecks and breakages occur. Finally, it helps engineers understand and optimize the impact 
of their pipelines on shared resources. These elements work in concert to improve performance, giving 
the team the information to optimize their pipeline execution. Monitoring is no easy feat in modern data 
ecosystems and, like orchestration, requires specialized tools that connect with and see across all of 
the component technologies. Once monitoring is in place, however, the increase in pipeline efficiency 
reduces overhead costs.
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The Data Pipeline Framework
Eckerson Group uses the following framework to visualize the data pipeline within the DataOps 
paradigm. (See figure 1.)

The pipeline itself runs from data sources to targets, passing through ingestion, engineering, and analysis 
on the way. The bottom half of the circle consists of the technologies used to build the data pipeline—
including replication, ETL, data catalogs, data quality, lineage tracking, data science, and business 
intelligence (BI) tools. The top half represents the DataOps components used to manage and optimize 
the development and execution of data pipelines. Together they create a visual framework for modern 
data pipeline development.

Figure 1. Data Pipeline Framework
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Four Products, Four Approaches
This report profiles four DataOps products that take divergent approaches to implementing DataOps 
principles and practices. Our goal is to help you better understand the range of DataOps capabilities 
available in the market today and identify products or categories of solutions best suited to your 
organization’s needs.

The products come from four vendors: DataKitchen, DataOps.live, Zaloni, and Unravel. Each created a 
DataOps platform that facilitates key aspects of the DataOps methodology, but each takes a different 
approach, solves slightly different problems, and is geared to a slightly different target customer. Some 
provide both data development and DataOps functionality, while others offer purely the DataOps 
side. Most support all four pillars of DataOps (CI/CD, orchestrating, testing, and monitoring), but some 
specialize, focusing on a single pillar. Each vendor also possesses unique characteristics that further 
differentiate it from other tools in the same category of DataOps platforms.

Framework Key:  fully supported  partially supported  not supported

DataKitchen. For instance, the DataKitchen DataOps 
Platform focuses solely on the four key DataOps 
functionalities of orchestration, testing, CI/CD, and 
monitoring. It does not provide the components for a 
data pipeline. Instead, it layers DataOps functionality on 
top of existing data ecosystems. It serves as an overlay 
environment to existing data pipeline development tools—
orchestrating jobs, managing development, building and 
running tests, and monitoring execution. Its target users 
have complex environments, are passionate about test-
driven development, and want to continue using their 
current tools.

DataOps.live. DataOps.live represents more of a hybrid 
approach to the DataOps platform. It leads with DataOps 
orchestration functionality, but also provides select 
elements of the actual pipeline for ETL/ELT, modeling, 
and governance. DataOps.live has a novel approach 
to enabling CI/CD for data that allows for branching 
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databases, and its in-house tools help users quickly 
move pipelines into production, but its current release is 
dependent on customers using Snowflake. It is well suited 
to users who want both orchestration and pipeline tools 
out of the box, and it delivers additional benefits for those 
who use machine-generated data thanks to proprietary 
compression technology.

Zaloni. Zaloni’s Arena is an all-in-one enterprise 
development and execution environment with built-in 
DataOps features. While it can orchestrate other tools 
and provides the other necessary elements for DataOps, 
it focuses on delivering every component piece needed 
for the pipeline within a single platform. Arena provides a 
complete pipeline environment up to the point of analytics 
and is especially well adapted for companies with strict 
compliance and governance requirements.

Unravel. Unravel provides AI-driven monitoring and 
management to improve the performance, scalability, and 
reliability of data pipelines. It tunes and validates code 
and offers insights that improve testing, deployment, 
and resource optimization. Unravel is a great match 
for companies who are missing the observability, or 
monitoring, component of DataOps and want to focus on 
improving pipeline performance and the compute and 
memory efficiency of their data-driven applications across 
a complex data ecosystem.

While many other DataOps platforms exist, these four represent the major categories. The profiles below 
will delve further and provide details about the organization’s background and target customers, the 
product’s architecture, and the platform’s primary functionalities. Armed with a solid understanding of 
these offerings, you will be in a better position to vet any other DataOps products that interest you.
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DataKitchen
Founded: 2013
Product: DataOps Platform 1.1.186
Initial Product Launch: 2016
CEO: Christopher Bergh

Executive Summary
The DataKitchen DataOps Platform is a highly-extensible tool that helps organizations implement a 
DataOps strategy by providing a graphical interface for developing, updating, managing, monitoring, 
and testing data workflows. It orchestrates all the software products and scripts in end-to-end data 
environments and allows data engineers to schedule and embed tests at each step of the workflow, 
ensuring functionality and data quality both during development and production. It is a good match for 
larger companies that want to keep their existing suites of tools, but need a better way to manage the 
development process to increase speed of delivery and decrease error rates. The company is particularly 
service-oriented and distinguishes itself by helping data teams holistically transform their development 
and operations procedures through hands-on consulting.

Background
Company 

CEO Christopher Bergh and co-founders Gil Benghiat and Eric Estabrooks spent careers leading software 
development teams before meeting at LeapFrogRx, a data analytics firm that served the healthcare 
industry. There, they were continuously frustrated by the existing methodology for developing data 
solutions. They identified three key issues—source data was often low-quality, business users were 
intolerant of errors or delays, and the data science team didn’t have the flexibility to innovate.

In response, they reimagined what data development could look like. Adopting techniques from the 
DevOps and agile methodologies, they honed a new development paradigm, which they called DataOps, 
borrowing a newly emerging industry term; wrote a manifesto; and started DataKitchen to evangelize 
their new approach.

In 2016, after several years as a professional services group, the company launched its flagship product: 
the DataKitchen DataOps Platform. The platform helps companies better develop and manage data 
pipelines and solutions. For DataKitchen, DataOps is more than a product—it’s a philosophy for 
transforming the data product development process.

https://www.dataopsmanifesto.org/
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DataKitchen currently has 41 employees, is profitable, and is growing rapidly. Its partners include tech 
companies such as IBM, Tamr, and Kinaesis, along with systems integrators including Capgemini, Wipro, 
and Cognizant.

Customers

DataKitchen’s target customer is a large company that wants to move from a waterfall-based development 
methodology to an iterative one. Many of DataKitchen’s current clients are pharmaceutical companies, 
including BMS and AstraZeneca, but it also has customers in other industries, like Catholic Relief Services.

According to Bergh, DataKitchen’s customers all exhibited the following characteristics:

1. Slow delivery rates for building or changing data analytics solutions; 

2. High error rates; and 

3. A desire to transform team-based development processes.

The primary users fall into three categories. The first is the DataOps engineer. Like a DevOps engineer on 
a software development team, the DataOps engineer is a technical user who is focused on the process 
of building, changing, and managing workflows rather than writing code for the product itself. The 
platform helps them set up environments, manage integrations, and build workflows. The second user 
is a node writer, such as a data scientist or data engineer, who generates the code that runs within tools 
orchestrated by the platform. The platform gives these users a clear picture of how their part fits into 
the whole, facilitating better collaboration. The final core persona is the team manager who uses the 
reporting features of the platform to monitor their team’s development efficiency.

DataKitchen is a good match for companies that need a better way to manage workflow development 
and deployment but want to keep the tools they have. The platform generates many useful dashboards 
that measure the productivity of development teams and processes to help managers gauge the impact 
of adopting the DataOps methodology.

DataKitchen has worked hard to define the term DataOps and evangelize the practice. It has made 
a name for itself through its blog and other publications, which provide in-depth explanations of 
the DataOps philosophy and practices. These resources are an excellent starting point for anyone 
considering a DataOps transformation.

DataKitchen believes that software is just one of many critical success factors. It provides education and 
consulting services to help customers get started with DataOps and address the people, process, and 
operational issues required to succeed. This holistic approach to DataOps distinguishes DataKitchen 
from its competitors.
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Product
The DataKitchen DataOps Platform provides functionality that spans the entire DataOps lifecycle:

1. Deployment. Users can create new data workflows and migrate code across development, testing, 
and production environments.

2. Execution. The platform executes these data workflows by orchestrating all software in an 
organization’s data analytics environment whether on premises or in the cloud.

3. Management. The platform monitors the execution of data workflows, runs tests, and reports on the 
results.

Deployment 

The first step for new users create workspaces called “Kitchens” for production, development, and 
any other environments These Kitchens isolate the environments, helping engineers avoid disrupting 
production while building new solutions.  Once a new data solution is ready, users can automatically and 
continuously deploy it into production or another environment.

Within a Kitchen, the platform’s graphical interface allows users to construct visual workflows, which 
DataKitchen calls “Recipes.” These development or production workflows consist of nodes which 
represent code that acts on data inside the tools the data team already uses. For example, a node might 
execute data transformations or calls for a machine learning (ML) model. (See figure 2.) 

Figure 2. Sample DataKitchen “Recipe”
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The nodes can interface with anything from BI tools, ETL tools, or databases, to additional orchestrators. 
Data scientists can also upload their models from Jupyter notebooks or other development 
environments directly into nodes and the platform will store the code. Engineers can save commonly 
reused parts of the workflows as “Ingredients”— reusable bits of code that would otherwise be copy-and-
pasted over and over again. Teams can easily share these Ingredients, saving data solution developers 
valuable time and increasing collaboration.

Once the user is satisfied with the workflow’s structure, they can write tests and embed them at each 
stage in the workflow. Tests are critical for DataKitchen, which believes at least 20% of a data team’s effort 
should be devoted to testing. These tests vary by domain and can involve everything from evaluating 
models to checking data quality. During development, the data is fixed and the code varies, while during 
production the code is fixed and the data varies, but in both instances, tests are vital for catching errors. 
As a result, the data team can deal with any errors in the data, the timing of the workflow, or the artifacts 
created from data such as models and dashboards before the solution reaches the end user.

Execution

With its orchestration capabilities, DataKitchen never touches the actual data. Instead, it directs the 
tools that do, allowing users to manage every step of the process from source to customer in one 
place. When a data workflow runs, DataKitchen uses an agent to push code, configurations, and tasks 
to the appropriate tools at the appropriate times and receive run information in return. These agents 
sit in Kubernetes clusters in the cloud or on premises, enabling the platform to work across hybrid 
environments. This feature is a boon to organizations that manage production, testing, and development 
in different environments or have teams operating on different clouds.

The platform sits in DataKitchen’s own cloud and acts as a hub for all the agents, with which it 
communicates constantly. Despite this continual back-and-forth, the data itself never enters DataKitchen’s 
cloud and remains in the user’s environment at all times. The workflows, along with any uploaded code, 
are stored in Git, the results in MongoDB, and any keys or passwords are stored in a secrets vault, all of 
which again can be on premises or in the customer’s cloud environment. (See figure 3.)
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Management 

When a user runs the workflow, the DataKitchen DataOps Platform extracts test and log data via APIs. 
This information allows it to keep track of data quality and workflow functionality despite its lack of 
direct contact with the data. Any tests the user has written into the workflow trigger automatically, and 
the results are reported back to a dashboard. The visibility of these metrics makes it easier to track how 
changes in the development process actually affect the quality of the data solution. After all, you can’t 
manage what you can’t measure.

Pricing
The default DataKitchen package is a two-year subscription. Customers are charged an average of 
$150,000 per year per “use-case,” which is a project, team, or application (depending on the company’s 
structure).  Within a given use-case, there are no additional limits on usage—in contrast to other products 
that charge by user, cores, machines, or data volume.

Figure 3. DataKitchen Architecture
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Recommendation
DataKitchen sells more than software. It offers a methodology designed to help data teams transform the 
way they build data workflows. Its target customers are companies that are tired of band-aid solutions 
and are ready to fundamentally change their operating principles.

DataKitchen is ideal for customers that:

 > Have a complicated data analytics environment.

 > Would like to keep using their existing tools.

 > Struggle with poor data quality and slow data delivery times.

 > Want additional consulting services to help implement a holistic DataOps strategy.
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DataOps.live
Founded: 2020
Product: DataOps.live 
Initial Product Launch: 2020
CEO: Justin Mullen

Executive Summary
DataOps.live is a DataOps orchestration platform that takes advantage of unique features in Snowflake 
(such as Zero Copy Clone and Data Sharing) to deliver continuous integration and development for 
data pipelines in complex data environments. It constitutes an end-to-end solution for environment 
management and code-based data pipeline development, testing, deployment, and automation. 
In addition to orchestrating third-party tools, it provides its own out-of-the-box tools for ingestion, 
modeling and transformation, automated testing, and governance. The platform also includes additional 
specialized capabilities for merging and compressing internet-of-things (IoT) data with non-IoT data and 
handling time-series data. DataOps.live is a great match for companies that use Snowflake and require 
end-to-end automation for the development of new data products in a highly governed but agile way. It 
is also especially suited for customers who deal with machine-generated data.

Background 
Company

DataOps.live is a relatively new DataOps platform recently spun out of the data analytics professional 
services firm Datalytyx, which used the product in numerous client engagements during the past two 
years. DataOps.live co-founders Justin Mullen and Guy Adams developed the platform to address 
common data problems that afflicted most clients: slow development times, backlogged teams, and 
poor quality and version control. While refining the product in the crucible of real client engagements, 
the two drew on their background in software development to solidify a seven-pillar methodology for 
applying DevOps to data, which they call TrueDataOps. They then collaborated with other DataOps 
pioneers, including Wayne Eckerson, to write the book DataOps for Dummies.

To support key DataOps features, such as the ability to accurately develop, branch, and deploy both 
code and data, the DataOps.live team built its platform around Snowflake—the only data platform with 
zero-copy cloning. As a result, DataOps.live established a strong partnership with Snowflake and became 
a certified product on the Snowflake Partner Connect marketplace, where customers can instantly 
provision trials. DataOps.live is also currently available in the AWS Marketplace and is scheduled for 
release on the Azure Marketplace in 2021.

https://www.truedataops.org/
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Customers

DataOps.live has two target customer profiles: enterprises that want to migrate their data environment 
to Snowflake and new cloud-native companies that are built on Snowflake from the ground up. In 
both cases, these target customers want to balance agile development with governance and security, 
especially in decentralized environments; orchestrate third-party tools and custom code around 
Snowflake; and establish better partnerships with internal customers by delivering data solutions faster 
with fewer defects.

DataOps.live inherited many customers from Datalytyx, including large companies, such as the Linde 
Group, and smaller organizations, such as Wejo and divvyDOSE (now part of UnitedHealth Group). 
Thanks to DataOps.live’s proprietary IoT data compression technology, it is also a great match for 
companies that generate machine data. DataOps.live can compress time-series data to less than 1% of 
their size while retaining 99% accuracy, enabling pipelines to handle analytical processes on petabytes of 
data. It can then combine that data with more traditional structured data sources for hybrid analytics.

The ideal DataOps.live user is a DataOps engineer who manages the entire DataOps environment and 
lifecycle. Since that role is just emerging, most current users are data engineers who chiefly build data 
processes and SQL workflows in tools, such as Talend and Informatica. 

Product
The DataOps.live platform has two primary aims: 1) the orchestration and automation of end-to-end data 
pipelines and 2) the continual management and testing of data environments.

Orchestration and Automation

DataOps.live orchestrates the entire system of tools and programs that make up a data pipeline. In 
addition to third-party tools, it also provides its own tools for ingestion, transformation, and testing. (See 
figure 4.)

The software and functions DataOps.live orchestrates are not limited to a particular cloud platform, and 
it can integrate with tools on both AWS and Microsoft Azure. It can be additionally extended to allow any 
Docker image to be built into pipelines as well. Furthermore, DataOps.live itself can be orchestrated via 
API by larger federated orchestration tools that customers might use at an enterprise level.

DataOps.live is a software-as-a-service (SaaS) offering that sits outside of the customer’s environment. 
Therefore, to orchestrate remote applications and services, it uses agents. These agents are long-running 
docker containers that sit in the customer’s private cloud behind firewalls and communicate between 
the platform and the orchestrated tools. When a user runs a pipeline using the DataOps.live platform, the 
agents receive instructions, spin up containers to run the jobs in the specified tool, and then report back 
any artifacts (logs, info for debugging, documentation, etc.) generated by the pipeline.
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Pipelines are the basic unit of the DataOps.live platform. Each pipeline is broken into stages which 
reflect the order in which jobs must run given their dependencies. They are repeatable and can be 
duplicated and reused in other environments without changing. This is possible because the pipelines 
are environment-aware and so automatically adjust to the differences between development and 
production in order to maintain consistent functionality.

To run a pipeline, users select the environment and branch they want and then simply submit the job. 
Users can also automate pipelines via a time-zone aware scheduler. As the pipeline runs, they can follow 
its progress in a visual model that shows the status of each job in each stage or watch the code execute in 
a command-line view.

Figure 4. Functionality of the DataOps.live Platform
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When the run completes, DataOps.live also reports the results back to a dashboard where the user can 
view various statistics about runtimes, successes, and failures pertaining to the pipeline. Users can 
also access a log of all previous pipeline runs. This allows them to see exactly what they may have built 
months prior should a business user want to refer back. Finally, every pipeline generates a lineage graph, 
so users can track where data came from.

The pipelines themselves are YAML files. YAML is a standardized format, similar to XML or JSON, that is 
often used for configuration files and is compatible with most coding languages. In order make a new 
pipeline, users write using the YAML standard within the DataOps.live code editor.  

Users don’t have to start from scratch each time they want to make a new pipeline, however. Once a user 
has written a YAML script to run a specific job in the pipeline, they can inherit that shorter file into future 
master pipelines. For each of these component jobs, the user specifies the stage where they want it to 
run and from that information DataOps.live builds a visual representation of the pipeline that makes it 
easier to view the structure. (See figure 5.)

Figure 5. DataOps.live Pipeline View

Though its code-based building system makes the DataOps.live platform less accessible for non-
technical users, it increases the power and flexibility of its pipelines. Users can directly layer automated 
regression tests into pipelines and even auto-generate documentation.
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Environment Management

The secret sauce of the DataOps.live platform is its environment management capabilities. With DevOps, 
software developers use tools like Git to copy code into separate branches in which they can experiment 
without disrupting the production-level file. When they are satisfied, they can kick the code up to a Q&A 
or testing environment for review before it is merged back into the master file. Branching and merging 
effectively enable continuous development. DataOps.live does this for data using Snowflake’s zero-copy 
clone feature.

Zero-copy cloning, made possible due to Snowflake’s cloud-native architecture, permits users to rapidly 
clone multi-terabyte or larger databases into multiple environments without actually duplicating any 
data. Because of cloning, Snowflake can maintain a single source of truth while allowing DataOps.
live users to effectively “branch” entire databases to create development sandboxes for data pipelines. 
DataOps.live also maintains the code for pipelines in a standard Git repository, so that both the 
pipeline and the data can be branched and merged simultaneously, enable continuous integration and 
deployment for the entire data pipeline.

DataOps.live lets developers create multiple branches of a data set, experiment with them seperately, 
and then merge them back together during the deployment phase. The DataOps.live approach to 
branching and merging mirrors what software developers do with code in Git for DevOps but with the 
added complexity of keeping data sets in sync with code branches.

DataOps.live handles the interpersonal components of this system through a merge request system that 
allows a supervisor to review and approve any commits made by other team members. It also provides a 
built-in issue tracker or integrates directly with Jira to manage project tasks.

Pricing
DataOps.live prices its product by the number of users. There are no limits on data volume, numbers of 
pipelines, or anything else. There two kinds of users, the Enterprise DataOps.live user who has no limitations 
on functionality, and the Read-Only user who can simply view the platform. Each Enterprise DataOps.live 
user license costs $1,000 per month while Read-Only users come in bundles of 10 for the same price.

DataOps.live also provides two kinds of discounts. Customers can subscribe either on a monthly or 
a yearly basis, and if they choose the longer commitment, they get 12 months for the price of ten. 
Furthermore, DataOps.live implements price breaks based on the number of users which can bring down 
the cost to $250 per user per month.

Because DataOps.live’s customers vary dramatically in size, some have only a single user and pay 
$10,000-$12,000 a year while others have much larger teams on the platform. The average cost per year, 
however, is about $60,000.
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Recommendation
DataOps.live is a unique solution that brings continuous integration and deployment (CI/CD) to 
Snowflake. It does for data what Git did for software. It also provides out-of-box tools for developing 
every step of a data pipeline so companies can hit the ground running, while natively supporting massive 
machine-generated IoT data streams.

DataOps.live is ideal for customers that want to:

 > Use Snowflake as their primary data platform.

 > Build and deploy pipelines across multiple environments in an agile but highly governed way, 
especially if they use IoT data.

 > Implement test-driven development and run automated regression tests with every data pipeline.

 > Seek advice and guidance on best practices for the DataOps methodology.
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Zaloni
Founded: 2009
Product: Arena 6.1
Initial Product Launch: 2016
CEO: Susan Cook

Executive Summary
Arena from Zaloni is a unified DataOps platform optimized for use in highly regulated industries. It 
provides end-to-end functionality for managing and governing the data supply chain, allowing users to 
build data pipelines that handle every step in the supply chain between source and target. The platform 
comes with out-of-the-box tools for cataloging, data management, ingestion, and orchestration, as well 
as a shopping cart through which users can self-provision data assets. It is also extensible, allowing 
organizations to plug in other tools they may already use at any stage of the workflow. The platform 
natively supports masking, lineage, tokenization, and granular permissions, making Zaloni a great fit for 
companies that want to promote self-service while complying with privacy and other regulations. 

Background
Company

Ben Sharma, who is now Chief Product Officer, founded Zaloni in 2009 as a professional services firm. 
Sharma comes from an enterprise software background. Current CEO, Susan Cook, joined in 2019 after 
previously serving as Vice President of Sales at MicroStrategy, IBM, Hewlett-Packard, and Oracle. 

Zaloni initially sought to address the inability of existing data stores and solutions to scale with big data. 
Over time, however, client requirements drove it to specialize in facilitating queries for ever-growing 
volumes of enterprise data assets, particularly in highly-regulated industries. In 2014, Zaloni began to 
shift its focus from consulting to product development and eventually launched its software platform—
Arena—in 2016. That same year, it raised a Series A round with Sierra Ventures as the lead investor. 
Though its initial solution was built for Hadoop environments, Zaloni pivoted to the cloud in 2017, 
creating an architecture that allowed their platform to run in AWS, Azure, on-premises, or a combination 
thereof.

At the moment, Zaloni has 160 employees spread across its headquarters in North Carolina’s Research 
Triangle Park and offices in Bangalore, Guwahati, and Dubai. Its technology partners include AWS, Google 
Cloud, and Azure for cloud services, as well as Dell EMC, Cloudera, NetApp, Snowflake, and MongoDB. It 
also has strategic partnerships with systems integrators such as DXC Technology, Synechron, and Tata 
Consulting Services (TCS).
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Customers

Zaloni’s target customers are large enterprise companies in heavily regulated industries that want an end-
to-end platform for creating, managing, and monitoring data pipelines. Most of Zaloni’s current clients 
(80-90%) come from intensely regulated industries, such as financial services, insurance, pharmacy, or 
healthcare. Current customers include PricewaterhouseCoopers, KPMG, Bremer Bank, Toronto Stock 
Exchange, LabCorp, and Etihad Airways. These companies want solutions that help business users find 
data assets quickly in complex data environments, but provide the security and governance required to 
comply with security and privacy statutes. 

Both nascent and mature data teams that want to consolidate the creation of data workflows to a 
single platform that also supports self-service and governance should consider Zaloni’s Arena. Its range 
of purpose-built tools makes it a good match for teams that are starting to operationalize pipeline 
development and want to build from the ground up on a single platform. For companies that have 
already invested in other data products, Arena’s extensibility features make it easy to incorporate third-
party tools into its workflows. 

Customers value Zaloni’s heritage as a professional services firm. This legacy persists in the hands-on 
approach Zaloni takes to product deployment and integration. The clients we spoke with noted Zaloni’s 
commitment to spending time working with customers on their specific needs and how Zaloni uses 
customer feedback to drive new product features. They felt this close attention paid to customers was 
one of Zaloni’s greatest strengths as an organization. 

The product, itself, has two primary user personas—a technical user, perhaps a data engineer or data 
steward who is focused on providing data, and an end user, such as an analyst or data scientist who is 
primarily consuming data. The technical user builds workflows, manages the catalog, and limits other users’ 
access to the data. The end user relies on the shopping cart to find and provision the data they need. 

Product
Zaloni’s core offering is the Arena DataOps platform. Arena provides a range of features designed to 
facilitate four central functions:

 > Construct. Data engineers can build data workflows in a graphic, no-code or low-code environment.

 > Catalog. Users can inventory, classify, and profile data as well as manage metadata.

 > Control. The platform helps ensure data quality and data security and provides lineage tracking.

 > Consume. Analysts and data scientists can find and request data assets through a data marketplace 
and easily prepare and provision resources in a self-service manner.
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Construct 

The heart of Arena, like most DataOps platforms, is data workflow construction. It provides technical 
users, like data engineers, with two no-code or low-code options for constructing these workflows. The 
first is an ingestion wizard that enables users to select data sources and tables from a drop-down menu. 
Once the user has selected what they want, Arena automatically designs the appropriate workflow to 
retrieve and catalog the data. The second is a graphical workflow designer for building visual workflows. 
The tool enables users to link together nodes representing various tools, scripts, and functions into a 
diagram representing the workflow. (See figure 6.)

Figure 6. Arena Workflow Designer

When users run the pipeline, Arena executes the tasks defined in each node through a series of 
microservices running in the cloud or on-premises, using containers in many cases. Arena will integrate 
third-party tools and automatically spin up compute clusters when executing tasks, closing them down 
upon completion.

Catalog

Arena contains a data catalog that enables users, especially data stewards, to keep track of a variety 
of information about their data. The platform catalogs data on ingestion or by crawling data where it 
lies and capturing metadata. The platform automatically collects technical information and allows the 
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user to manage metadata such as business names, source platform, subject matter, schema, owner, 
sensitivity, and custom labels. Furthermore, Arena tracks usage statistics so users can see the popularity 
of data.

Arena also facilitates what Zaloni refers to as “master data management lite.” Within pipelines, users 
can match, link, and merge records, and, through machine learning (ML), teach Arena how to create 
golden records that aggregate information from multiple databases into a single entry. These ML 
models also provide users with confidence levels regarding each element of the golden record. Because 
Arena’s approach to mastering the data is metadata-driven, it maintains the lineage of each piece of the 
aggregate record.

Control

Perhaps the most valuable aspect of Arena is its numerous features for maintaining data quality, security, and 
governance. Within the catalog, users can sort data into zones like raw and trusted, flag fields as sensitive, 
and mask or tokenize them. Organizations can then limit user access to data in each of these zones.

In addition to this manual sorting, Arena has auto-sorting capabilities that can be embedded in 
workflows to automatically deposit data into appropriate zones according to user-specified rules or 
governance policies. The platform comes with many data quality rules, and users can write their own 
custom tests for specific needs. Arena detects sensitive information, such as addresses or social security 
numbers, using pattern matching and named entity recognition and prompts data stewards to tokenize 
or mask that data before it becomes accessible to end users. Arena also restricts access to data on a 
project level. Users only have access to the data designated for the projects on which they work.

Consume 

Finally, Arena helps business users to find and provision relevant data assets. These end users can search 
for key terms in the catalog and Arena will automatically retrieve all the relevant assets the user has 
permission to view. These data assets range from data sets to visualizations and algorithms. The user can 
then select the assets they want and add them to a “shopping cart” within the Arena Data Marketplace. 
(See figure 7.)

The “check-out” process consists of a provisioning wizard that steps users through selecting the compute 
environment and tools they want preloaded in their sandbox. The system can then force users to specify 
why they need the asset and for how long, or prompt the asset’s owner for permission to grant the user 
access. For example, a data scientist building a model can request data for a thirty-day period. Once the 



25

DataOps Deep Dive

30 days are up, the environment they provisioned is automatically shut down. 

Pricing
Pricing for Arena is based on the number of users, number of compute clusters, and features selected. 
Zaloni offers three pricing packages: 

 > Entry. 3 data stewards/engineers and 10 data scientists/analysts on a single compute cluster. The 
package offers the following functionality: cataloging, workflow construction, data quality, data 
lineage, security, the marketplace, data preparation, and self-service provisioning tools.

 > Premier. 10 data stewards/engineers and 25 data scientists/analysts on a 2-node cluster with 
elastic computing in the cloud. It adds the following functionality: all data connectors and inventory 
capabilities for the catalog as well as data mastering, collaborative access control, and data 
provisioning.

 > Club. Unlimited users and supports up to 4 clusters. 

Figure 7. Arena Data Marketplace
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Packages within this model begin at $100,000 per year, while the average Arena contract runs about 
$300,000 per year.

Recommendation
Zaloni is distinguished by the sheer number of tools it provides users within a single platform. Like other 
DataOps platforms, it automates end-to-end data pipelines, making it easier for organizations to develop 
high quality data products quickly. It also goes a step further and fosters self-service data discovery and 
provisioning for data consumers. What really sets Zaloni apart, however, is its highly-governed approach 
that permits even intensely regulated industries to reap the benefits of DataOps.

Arena is ideal for customers that want to: 

 > Adhere to strict regulatory reporting requirements.

 > Maintain a centralized workflow for building data pipelines in a dispersed and complex data 
environment without buying different tools.

 > Enable business users to quickly find and retrieve all kinds of data assets, such as visualizations or 
algorithms, not just data sets.

 > Take advantage of consulting services to speed deployment and extend the platform with custom 
features.
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Unravel
Founded: 2014
Product: Unravel Data Operations Platform 4.6.2
Initial Product Launch: 2018
CEO: Kunal Agarwal 

Executive Summary
The Unravel Data Operations Platform is an AI-powered system for monitoring and managing data-driven 
applications and pipelines. It identifies performance bottlenecks in the underlying systems and software 
and uses artificial intelligence to detect anomalous behavior, suggest fixes, and remediate problems. It 
generates reports and alerts that enable developers to improve the code and tests they write; data architects 
and engineers to improve the throughput of data pipelines and workflows they build; and administrators to 
fine-tune system configurations to improve performance, reduce costs, and meet systems level agreements 
(SLAs). Unravel works on-premises and in the cloud, with in-depth support for cloud migration.

Unravel is designed for companies in data-intensive industries or where data is a central part of a product 
offering. It is a good fit for organizations that already have complex, developed data ecosystems but 
want to optimize application performance, automatically detect and remediate problems, and maximize 
customer satisfaction.

Background
Company

Kunal Agarwal founded Unravel in 2014 at Duke University with professor of computer science Shivnath 
Babu, who now serves as the CTO. Given the complexity of modern data environments, they wanted to 
create a simpler way to understand and optimize the performance of data applications. They built a team of 
employees with experience at companies such as Cloudera, Rocketfuel, Microsoft, Apple, and Appdynamics 
and, four and a half years later, released their central product offering—the Unravel Data Operations 
Platform. Unravel is growing quickly, and its solution is currently deployed across tens of thousands of 
machines. Now based in Palo Alto, Unravel’s investors include M12 (formerly Microsoft Ventures), Data Elite, 
Menlo, GGV Capital, Harmony Partners, and Point72 Ventures. It also has AWS, Microsoft Azure, Google 
Cloud, Databricks, and IBM as technology partners and Accenture, ECS, and Logicalis as system integrators.

Customers

Unravel’s typical customer today is data-mature but needs greater full-stack visibility to optimize the 
cost and development efficiency of its data applications. These companies see data as mission-critical 
and have already invested in complex data environments. They rely on data to run their business and 
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have customer-facing data-driven products. Unravel’s customers are typically drawn from Fortune 2000 
companies that use big data to create a competitive edge, or companies whose core offerings are built 
around data. Current clients come from a variety of industries and include organizations like Wells Fargo, 
Morgan Stanley, United Airlines, Kroger, Adobe, CVS, and Aetna.

Companies that spend a lot on compute power across a wide range of data technologies, but want 
greater clarity on where that money goes, would do well to consider Unravel. In particular, organizations 
that are on or moving to the cloud stand to save the most from Unravel’s emphasis on improving code 
and run-time efficiencies. Additionally, its ability to extract usage information and metadata from across 
complex modern environments should make it especially appealing to organizations with decentralized 
data ecosystems.

Product
The Unravel Data Operations Platform is, in many respects, a next-gen application performance monitor 
tailored to the unique challenges of development in the modern big data context. Cloud and hybrid 
environments, coupled with the adoption of innovative technologies like Kafka, Spark, and Hadoop 
make monitoring data applications more complex than traditional applications. Unravel works to 
alleviate this complexity by providing full-stack visibility across the data ecosystem. It also reduces the 
time needed to manage these systems by way of automation and AI.

Unravel’s features are grouped into toolsets for each of three primary personas: the developer, the 
architect/operations person, and the executive.

The Developer

The developer is an analyst, data scientist, or engineer who uses Unravel to write performance-optimized 
applications and data pipelines. The platform helps them debug problems and identify and reduce 
bottlenecks. The developer initially interacts with Unravel from their regular coding environment, sending 
code to Unravel by designating it in their configuration parameters when they submit the job. Unravel then 
imports the code and gathers execution information to provide insights back to the developer.

This information covers everything in the data ecosystem, from users and infrastructure to datasets, 
metadata, and environments. Unravel is agentless and uses APIs to gather information from a wide 
spectrum of third-party tools. It also uses a unique “sensor” technology, consisting of a small file that 
piggybacks on the code to gather information from the physical machine executing the application. This 
architecture makes Unravel lighter-weight than agent-based platforms, while still allowing customers to 
deploy Unravel on-premises, in a virtual private cloud, in the public cloud, or as a SaaS instance. Using 
its sensors and APIs, Unravel can effectively sit on top of the data pipeline while providing visibility across 
the entire stack. (See figure 8.)
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Because of its multi-pronged approach to information gathering, Unravel is able to provide a granular 
level of detail about how the code runs in the environment. It provides the user with a dashboard that 
shows the resource consumption of the code in terms of compute and memory demands down to the 
container level, the run times of each stage in the code, and a wide variety of metrics from the machines 
themselves. During the testing phase of development, users can directly compare these statistics to see 
how the same code runs in different environments.

In addition, Unravel uses AI to flag inefficiencies in the code and identify any errors in failed jobs. It 
suggests potential fixes, and through an “autotune” feature can actually implement those suggestions in 
the code. These features help developers, especially junior ones, learn best practices, while reducing the 
demands of applications on the compute environment.

The Architect

The architect or operations persona relies on the information Unravel gathers to appropriately purchase 
and allocate compute and memory resources and evaluate their overall platform architecture. They are 
concerned about the collective efficiency of the data team. This user could be a true data architect or, 
increasingly, a DataOps engineer who is responsible for managing the entire data ecosystem.

Figure 8. Unravel’s Data Collection Architecture
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The architect uses Unravel to determine how to optimize resource allocation. For organizations that 
utilize queues, Unravel provides the number of jobs and compute and memory demands by queue. This 
dashboard shows which queues are maxed out and which have excess resources, so users can buy the 
right amount of cloud capacity for their applications, upscaling and downscaling capacity to fit currently 
running jobs. Unravel provides a heat map that shows cluster workloads by day and time. This visual 
helps users identify the times with the most jobs, so they can optimize the execution schedule. The third 
observational tool Unravel provides this persona is a system monitoring dashboard. This interface shows 
system-wide operational metrics from which users can drill down to identify the specific applications 
driving spikes in resource demand.

This information equips architects to identify rogue users who take up an unusual amount of resources 
and to select the right tools and environments for their team. For organizations moving to the cloud, 
Unravel even provides specific reports to help transition workloads. It analyzes on-premises workloads to 
understand the tables they touch and their resource usage, and then recommends the needed instances 
and services for each of the major public cloud platforms with estimated costs.

As at the developer level, at the architect level Unravel goes beyond observation. Through “auto-actions,” 
the user can automate responses to certain scenarios. For example, if an application takes longer than 
a set amount of time to run, Unravel can automatically message the architect via Slack or email and/or 
kill the job. In fact, Unravel can provide a link within a Slack channel that allows the user to identify the 
precise source of the flag and start a conversation with the relevant developer. Users can build the rules 
for these auto-actions in two ways: either within a wizard, by selecting logical operators from dropdown 
menus, or by writing more complex rules as JSON files. (See figure 9.)

Figure 9. Auto-action Rule-Writing Wizard
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The Executive

The final suite of tools is intended for a C-level executive who wants to understand how the company’s data 
operations fit into larger corporate key performance indicators (KPIs). Using a “chargeback” dashboard, the 
executive can select a time range and a group (department, project, etc.) and then see compute and memory 
resource consumption for all of the group’s applications. Users can also assign a price to memory and compute 
hours, allowing the executive to use Unravel as a kind of “phone bill” that shows the origin of cloud charges. 
This view can also double as a budget tracker, so users can see the return on investment (ROI) of data projects.

Pricing
Unravel has two pricing structures:

 > Pay-as-you-go. The first option is a software-as-a-service (SaaS) offering. Within that paradigm, the 
price ranges from $0.10 to $0.30 per hour.

 > Pay-up-front. The other option is a one to three-year subscription. This subscription includes all 
features of Unravel for an unlimited volume of data, users, and applications. The exact price of the 
subscription is determined by usage (in hours per year), but customers get discounts of up to 30% by 
volume. For example, 100,000 hours would be discounted 11%, 250,000 hours by 15%, and so on.

While the first model means customers have no upfront cost and only need to pay for what they 
use, the second rewards customers who are ready for a longer-term commitment and have a better 
understanding of their usage needs. Because, in both scenarios, usage drives the price, the actual price 
tag of Unravel varies significantly from client to client. That said, according to company officials, a typical 
customer on Databricks, AWS, Microsoft Azure, or Google Cloud Platform starts at about $25,000 per year.

Recommendation
Unravel separates itself from other DataOps platforms through its unique focus on monitoring and 
managing the performance of data-driven applications to optimize resource use. By providing insights 
into efficiency, from the level of KPIs down to lines of code, Unravel helps organizations understand and 
improve the ROI of their data initiatives. At the same time, the integration of AI to automate efficiency 
improvements saves developers valuable time in the DataOps lifecycle.

The Unravel Data Operations Platform is ideal for customers that want to: 

 > Optimize the use of data resources to reduce overhead costs especially when migrating workloads to 
AWS, Microsoft Azure, or GCP.

 > Manage pipeline deployment efficiency.

 > Track the ROI of their investments in data initiatives.

 > Improve the quality of developers’ code through automation.
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Conclusion
DataOps is a new practice that is gaining adoption as organizations recognize the importance of 
transitioning from artisanal- to industrial-scale processes for developing and running data pipelines. 
DataOps enables organizations to evolve from slow, one-off development efforts to a team-based 
development approach that can build, change, and manage thousands of pipelines with high speed and 
accuracy.

We’re still in the early years of DataOps, but the shape of DataOps platforms is moving out of the shadows 
into the clear light of day. This report outlines four approaches to DataOps using leading DataOps 
vendors as examples. The first exclusively provides the four DataOps pillars of orchestration, testing, 
CI/CD, and monitoring. This category of products focuses on wide extensibility and layers DataOps 
functions onto complex data ecosystems. The second group is a hybrid class of platforms. These tools 
lead with DataOps but also provide select elements of the actual data pipeline. The third is the all-in-
one enterprise development and execution environment with built-in DataOps features. This type of 
product natively provides all the pieces of a data pipeline within a single platform and then layers some 
DataOps functionality on top. The final classification showcased in this report is the niche player which 
specializes in a select element of the DataOps methodology and provides best-in-breed functionality for 
that component.

Recommendations 

 > DataKitchen is an excellent option if you have a complicated data ecosystem and just want to layer 
DataOps functions on top of your existing development toolset. It’s also a good fit for companies that 
are passionate about a test-driven development strategy.

 > DataOps.live is a great choice for companies that need orchestration of complex data pipelines around 
Snowflake, especially if they rely on a lot of IoT data. Its hybrid approach means you can use native 
development and testing tools for some data pipeline processes, and orchestrate any 3rd party tools 
as required.

 > Zaloni is ideal for companies that want to consolidate their data landscapes by using an all-in-one 
enterprise development and execution environment with built-in DataOps functionality. Its security 
and governance features are also beneficial for organizations with lots of regulatory and governance 
requirements.

 > Unravel, as a specialist tool focusing on monitoring, is an excellent choice for organizations that want 
to add the monitoring capability component to their DataOps strategy but have complex, high-volume 
data environments—be they on-premise, hybrid, or in to the cloud. It provides insights from across the 
full stack of modern data applications and is especially helpful during cloud migrations.
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About Eckerson Group
Wayne Eckerson, a globally-known author, speaker, and advisor, formed Eckerson Group 
to help organizations get more value from data and analytics. His goal is to provide 
organizations with expert guidance during every step of their data journey. 

Today, Eckerson Group helps organizations in three ways: 

 > Our thought leaders publish practical, compelling content that keeps you abreast of the latest trends, 
techniques, and tools in the field. 

 > Our consultants listen carefully to craft tailored solutions that translate your business requirements 
into compelling strategies and solutions. 

 > Our advisors provide one-on-one coaching and mentoring to data leaders and help software vendors 
develop go-to-market strategies.

Eckerson Group is a global thought leader that helps organizations get more value from their data. Our 
research and consulting experts think critically, write clearly, and present persuasively about data and 
analytics. They specialize in data strategy, data architecture, data management, data governance, data 
science, and data analytics. Organizations rely on them to demystify data and analytics and develop 
business-driven strategies that harness the power of data.

Our clients say we are hard-working, insightful, and humble. It all stems from our love of data and our 
desire to help you get more value from your data. We see ourselves as a family of continuous learners, 
interpreting the world of data and analytics for you. 

Get more value from your data. Put an expert on your side. Learn what Eckerson Group can do for you! 

G E T • M O R E • V A L U E • F R O M • Y O U R • D A T A


	Executive Summary
	Introduction
	DataKitchen
	DataOps.live
	Zaloni
	Unravel
	Conclusion
	About Eckerson Group

