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1 Sampling Distributions

2 Central Limit Theorem

For the Central Limit Theorem (CLT), this is what you need to memorize
Given this,

• Distribution with population mean µ and variance σ2

• A Sample size of n ≥ 30 (or CLT doesn’t apply)

Then the sampling distribution is

Ȳn ∼ N
(
µ,
σ2

n

)
(1)

But that is not what you need to know to understand the CLT. Both the
CLT and the Law of Large Numbers (LLN) are about what happens to the
shape of the sampling distribution as the sample size increases,

n→∞ (2)

Law of Large Numbers • Mean of any sample gets closer to µ

• Std dev. of sampling distribution gets smaller.

Central Limit Theorem The sampling distribution becomes a normal distri-
bution

N

(
µ,

(
σ√
n

)2
)

(3)
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3 R administration

3.1 Installing Packages

R has many packages which extend its capabilities. You can find a complete list
of packages on CRAN.

The functions we will use in this lab make use of a package called ggplot2,
which is another method of making plots in R, which I often use.

To install a package, you can either use the R

install.packages("ggplot2")

To use the RStudio gui by going to Tools -> Install Packages, entering
the package names in the “Packages” text box (in this case, “ggplot”), and
clicking the “Install” button.

If you are asked to choose a mirror, just choose a location in the United
States or Canada. All this does is choose the website from which the files will
be downloaded. Any of these will work, but a website with a server that is
located physically closer to you will require less network resources and take
fractions of a second faster to download.

3.2 Loading Source Code

Download the file samplemean.R from Blackboard under the Labs folder.
Load the source code from the command line as follows, being sure to either

change the working directory or specify the correct path to the file,

source("../../hw/hw6/samplemean.R")

In RStudio,

• Open the file with Open File

• In the tab which opens up for the file, click on the Source button in the
upper right corner.

You may see some messages, but as long as none of them are errors the file
has loaded correctly.

4 samplemeans

Before this section, you will need to install the package ggplot2 and source the
commands in the file samplemean.R. See Section 3 for instructions on how to
do this.

This file contains the function sampling dist discrete which will sample
from a sampling distribution of the mean from a discrete distribution like those
you would sample from with sample.

2

http://cran.r-project.org/web/packages/


For example, suppose there was a dice which was weighted so that it would
land on 1 with a probability of 0.25 and the other faces with a probability of
0.125. The expected value and mean of this distribution are 3.25 and 3.1875
respectively.

Y p(Y )
1 0.25
2 0.15
3 0.15
4 0.15
5 0.15
6 0.15

y <- 1:6

py <- c(0.25, rep(0.15, 5))

y.mean <- sum(y * py)

y.mean

## [1] 3.25

y.var <- sum(y^2 * py) - y.mean^2

y.var

## [1] 3.188

To take one sample of size 100 from this distribution and calculate the mean,
you could do the following.

mean(sample(1:6, 100, prob = c(0.25, rep(0.15,

5)), replace = TRUE))

## [1] 3.12

To sample the sampling distribution of the mean for a sample size of 5 you
would need to repeat that step many, many times.

The sampling dist discrete will automate these steps for you.
Suppose you want to sample from the sampling distribution of the mean for

Y . And you want to do this for sample sizes of n = 1, 5, 10, 30, 100, and 1, 000,
you would use

ybar.samples <- sampling_dist_discrete(y, size = c(1,

5, 10, 30, 100, 1000), prob = py)

summary(ybar.samples)

## n ybar i

## Min. : 1 Min. :1.00 Min. : 1
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## 1st Qu.: 5 1st Qu.:3.00 1st Qu.: 751

## Median : 20 Median :3.24 Median :1500

## Mean : 191 Mean :3.26 Mean :1500

## 3rd Qu.: 100 3rd Qu.:3.50 3rd Qu.:2250

## Max. :1000 Max. :6.00 Max. :3000

where

• y : Values from which to sample. In this case, 1-6.

• size= : Specifies which sampling distributions to calculate. In this case,
it will sample from the sampling distributions for sample sizes of 1, 5, 10,
30, 100, and 1,000.

• prob=py Specifies the probability of drawing each value of y. This is
similar to the prob option in the sample function.

The function sapling dist discrete returns a data frame with three columns.
The two important columns are:

n Sample size of the sample used to calculate the mean.

ybar Sample mean

If you do the following,

table(ybar.samples$n)

##

## 1 5 10 30 100 1000

## 3000 3000 3000 3000 3000 3000

you will see that there are 3,000 observations from the sampling distribution
Ȳ1, 3,000 observations from the sampling distribution Ȳ5, and so on.

For each sampling distribution Ȳ1, Ȳ5, Ȳ10, ..., you can easily calculate the
mean using either by or aggregate. We discussed the by command in an earlier
lab.

by(ybar.samples$ybar, ybar.samples$n, mean)

## ybar.samples$n: 1

## [1] 3.295

## --------------------------------------------------------

## ybar.samples$n: 5

## [1] 3.243

## --------------------------------------------------------

## ybar.samples$n: 10

## [1] 3.252
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## --------------------------------------------------------

## ybar.samples$n: 30

## [1] 3.254

## --------------------------------------------------------

## ybar.samples$n: 100

## [1] 3.243

## --------------------------------------------------------

## ybar.samples$n: 1000

## [1] 3.25

The function aggregate does the same thing but returns a data frame which
is easier to use in further calculations

ybar.means <- aggregate(ybar ~ n, data = ybar.samples,

mean)

ybar.means

## n ybar

## 1 1 3.295

## 2 5 3.243

## 3 10 3.252

## 4 30 3.254

## 5 100 3.243

## 6 1000 3.250

The above function means calculate the mean of ybar for each unique value
of n where both ybar and n are variables in the data frame ybar.samples.

The is what is known as formula syntax in R. See page 35 of Verzani for a
discussion of this.

Plotting the results shows that as expected the mean of the sampling distri-
butions is equal to the population mean, µ = 3.25, regardless of the sample size
n.

plot(ybar.means$n, ybar.means$ybar, type = "b",

ylim = c(3, 4), xlab = "$n$", ylab = "$E \\bar{Y}_n$")
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I adjusted the minimum and maximum values on the y-axis using ylim.
Otherwise it would appear that there was more differences in the values the
means of the sampling means than is actually the case. When plotting these,
pay special attention to the range of values on the y-axis.

By changing the last argument to the function, you can change which func-
tion is used to summarize the data in each subset. For example to calculate the
standard deviations of each sampling distribution,

ybar.sd <- aggregate(ybar ~ n, data = ybar.samples,

sd)

ybar.sd

## n ybar

## 1 1 1.78769

## 2 5 0.79922

## 3 10 0.56846

## 4 30 0.32717

## 5 100 0.17568

## 6 1000 0.05659

If you plot the results, you will get a plot of histograms and the normal den-
sity predicted by the central limit for each sample size. The first argument is the
result from sampling dist discrete, the second argument is the population
standard deviation σ.
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plot(ybar.samples, sqrt(y.var))
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I also wrote a function, sampling means, that does the same thing for other
distributions.

To sample from the sampling distributions of the mean of the normal distri-
bution with a mean of 0.5 and a standard deviation of 2, for samples of sizes 2,
10, and 30,

samplnorm <- sampling_dist(rnorm, c(2, 10, 30),

mean = 0.5, sd = 2)

plot(samplnorm, 2)
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The first argument to sampling dist has to be a function which returns
the sample, and in which the first argument is the sample size. Additional
arguments for that function can be specified after the sizes argument, as in the
example with rnorm.

To sample from the sampling distribution of the mean of a uniform distri-
bution, for the same sample sizes as previously. The mean of a uniform with
a minimum value of a = 0 and maximum value of b = 1 is µ = 0.5 and the
variance is σ2 = 1

12 (b− a)2 = 1
12 .

samplunif <- sampling_dist(runif, c(2, 10, 30))

plot(samplunif, sqrt(1/12))
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5 For Loops and the Sampling Distribution

I didn’t cover this in lab and it is not needed for the homework. However, it
may help you to understand sampling distributions better. Also, the for loop is
an essential programming language statement to know.

See pages 48 and 102 of Verzani.
A for loop is a programming construct that loops over a vector, and performs

an expression using the current value of the vector variable.
For example, the following chunk of code adds up the numbers in x ( this is

just an example; this is better done with sum).

x <- 1:5

ret <- 0

for (i in x) {

ret <- ret + i

}

print(ret)

## [1] 15

You can also loop over the indices of a vector and extract or alter elements
of a vector in that way. The following adds up the values in x and stores the
cumulative sum in another vector y
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## Lines beginning with # are comments and are not

# evaluated by R

## You must define the variable first

y <- c()

ret <- 0

for (i in 1:length(x)) {

ret <- ret + x[i]

y[i] <- ret

# Diagnostic messages

cat("\n")

cat("i = ", i, "\n")

cat("x[i] = ", x[i], "\n")

cat("ret = ", ret, "\n")

cat("y = ", y, "\n")

}

##

## i = 1

## x[i] = 1

## ret = 1

## y = 1

##

## i = 2

## x[i] = 2

## ret = 3

## y = 1 3

##

## i = 3

## x[i] = 3

## ret = 6

## y = 1 3 6

##

## i = 4

## x[i] = 4

## ret = 10

## y = 1 3 6 10

##

## i = 5

## x[i] = 5

## ret = 15

## y = 1 3 6 10 15

It is simple to draw a single random sample from a distribution. For example
for example, to draw a sample of size 5 from the normal distribution with a mean
of 2 and a standard deviation of 2,
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asample <- rnorm(5, mean = 2, sd = 2)

asample

## [1] -2.19900 5.28627 4.06347 0.25068 -0.05182

And then calculate the mean of the sample

mean(asample)

## [1] 1.47

To sample from a sampling distribution of the mean, repeat those two steps
multiple times. Repeat these steps many times,

• draw a sample from the original distribution

• calculate the mean of that sample and save the result

This can be done easily using a for loop.

# Number of samples to draw

m <- 500

# Size of each sample

n <- 200

# Variable to store the results

samplingdist <- c()

for (i in 1:m) {

asample <- rnorm(n, mean = 2, sd = 2)

samplingdist[i] <- mean(asample)

}

summary(samplingdist)

## Min. 1st Qu. Median Mean 3rd Qu. Max.

## 1.59 1.91 2.00 2.00 2.10 2.40

hist(samplingdist)
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Histogram of samplingdist
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Now try with a sample size of n=200? How does the distribution differ?
What about with a uniform distribution runif?
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