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1 Overview

There are four main R functions related to the normal distribution:

dnorm Density function

pnorm (Cumulative) probability function

qnorm Quantile function

rnorm Draw a random sample

2 Density Function (dnorm)

The density function of the normal distribution for a value of y is

f(y) =
1√

2πσ2
exp

(
− (y − µ)2

2σ2

)
(1)

To calculate the density function of the normal distribution in R use the
function dnorm.

dnorm(seq(-2, 2, by = 1))

## [1] 0.05399 0.24197 0.39894 0.24197 0.05399

If no arguments given, dnorm assumes a standard normal distribution,
with µ = 0, σ = 1. Use the mean and sd arguments to specify the mean and
standard deviation of the normal distribution. Note that R functions for the
normal distribution use the standard deviation, not the variance.

dnorm(seq(-2, 2, by = 1), mean = 0, sd = 1)

## [1] 0.05399 0.24197 0.39894 0.24197 0.05399
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dnorm(seq(-2, 2, by = 1), mean = 2, sd = 2)

## [1] 0.02700 0.06476 0.12099 0.17603 0.19947

dnorm(seq(-2, 2, by = 1), mean = -1, sd = 0.5)

## [1] 1.080e-01 7.979e-01 1.080e-01 2.677e-04 1.215e-08

The following example plots three random variables distributed N(0, 1),
N(−1, 1) and N(0, 2).

x <- seq(-5, 5, length = 100)

plot(x, dnorm(x), type = "l")

lines(x, dnorm(x, mean = -1, sd = 1), type = "l",

col = "red")

lines(x, dnorm(x, mean = 0, sd = 2), type = "l",

col = "blue")

-4 -2 0 2 4

0.
0

0.
2

0.
4

x

d
n
or
m
(x
)

The lines function adds a new line to an existing plot. Thus, to create a
plot with several lines on it, plot is issued, and followed by one of more lines

commands. Also note the use of the col argument to plot in order to change
the color of the lines so as to be able to identify the different distributions.

Exercise Plot the following normal distributions.

• µ = 0, σ2 = 2

• µ = 1, σ2 = 5

• µ = −1, σ2 = 0.5
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3 Probability Function (pnorm)

The function pnorm returns p(X ≤ x) for a normal variable X and a value x.
This function used to find the tail probabilities for z-scores, or more generally,
for the values of any normal distribution.

For example, the cumulative probability at 0 for the normal distribution is
the shaded area in the plot below.
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Since the standard normal distribution is a symmetric distribution with a
mean and median equal to 0, the total probability of values less than or equal
to 0 is 0.5. Thus, at 0, the cdf equals 0.5.
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You will use the function pnorm to find the tail probabilities of z-scores and
values in the normal distribution.

Calculate p(x ≤ 1.96) for a standard normal distribution

pnorm(1.96)

## [1] 0.975
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By default, pnorm returns the lower tail probability of X (p(X ≤ x)). The
table in the Agresti gives the upper tail probability (p(X > x)). You can find
the upper tail probability by either, subtracting the lower tail probability from
1,

1 - pnorm(1.96)

## [1] 0.025

or adding the argument lower.tail=FALSE to pnorm

pnorm(1.96, lower.tail = FALSE)

## [1] 0.025

Confirm that both these methods return the same result, and that this is
the same as the value shown in the table in Agresti.

Suppose that you want to calculate the tail probability for a non-standard
normal distribution. For example, suppose that we had a random variable Y ,
which has a normal distribution with µ = 2 and σ2 = 9, and you want to know
p(Y ≤ 5).

To calculate the tail probability you can calculate the z-score, and then
pnorm.

z <- (5 - 2)/sqrt(9)

z

## [1] 1

Remember to divide by the standard deviation, not the variance.

pnorm(z)

## [1] 0.8413

Instead of taking two steps, you can also use the mean and sd arguments of
pnorm.

pnorm(5, mean = 2, sd = sqrt(9))

## [1] 0.8413

Notice that this returned the same answer as using the z-score.
Like most functions in R, pnorm operates on vectors. So, using the last

example, suppose that instead of just needing to find the lower tail probability
of 5 for Y , you needed to find the probabilities for -2, 1, 0, 1, 2, 3, 4, and 5.
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pnorm(-2:5, mean = 2, sd = sqrt(9))

## [1] 0.09121 0.15866 0.25249 0.36944 0.50000 0.63056 0.74751 0.84134

4 Quantile Function

The quantile function is the inverse of the probability function. For a random
variable X and a probability q, you want to find the value x such that p(X ≤
x) = q. Suppose you want to find the value of x in the normal distribution such
that p(X ≤ x) = 0.995

p(X ≤ x)
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In a standard normal distribution to find the value of x such that p(X ≤
x) = 0.75,

qnorm(0.75)

## [1] 0.6745

Since this is a standard normal distribution, 0.67 is also a z-score.
If you want to find the quantile for a non-standard normal distribution,

you can either find the z-score for the standard normal distribution and then
transform it back to the original scale, or use the mean and sd arguments to
qnorm.

For example, suppose X is distributed normal with µ = 1 and standard
deviation 4, and you wanted to find the quantile of X where p(X ≤ x) = 0.75.

This will give you the z-score.

5



zscore <- qnorm(0.75)

zscore

## [1] 0.6745

Since the z-score is calculated as follows,

z =
x− µ
σ

(2)

You can find the original value x from a z-score, by solving that equation for x.

x = zσ + µ (3)

Thus, the 0.75 quantile of X is

zscore * 4 + 1

## [1] 3.698

Alternatively, you can simply use the following command,

qnorm(0.75, mean = 1, sd = 4)

## [1] 3.698

which gives the same answer as before.

5 Sampling from the Normal Distribution

Finally, you can sample from a normal distribution using the function rnorm

For example, to draw a 1000 random variates from a standard normal dis-
tribution

normal.sample <- rnorm(1000)

You can plot the density of this sample against the actual density of the
normal distribution to check that it worked.

x <- seq(min(normal.sample), max(normal.sample),

length = 100)

plot(density(normal.sample), xlab = "x", ylab = "p(x)",

main = "Sample from N(0, 2)")

lines(x, dnorm(x), col = "red")

6



-4 -2 0 2 4

0.
0

0.
2

0.
4

Sample from N(0, 2)

x

p
(x
)

As with the other functions *norm, you can use the mean and sd arguments
to specify the mean and standard deviation of the normal distribution, you
would like to sample from.

normal.sample.2 <- rnorm(1000, mean = 1, sd = 2)

plot(density(normal.sample.2), xlab = "x", ylab = "p(x)",

main = "Sample from N(1, 4)")
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6 Other Distributions

6.1 Uniform Distribution

Consider random variable Z distributed uniform over interval -1 to 1.
Draw a sample of size 5 from this distribution:

runif(5, min = -1, max = 1)

## [1] -0.6243 0.6882 -0.5913 0.8812 -0.3083

Find the density of Z at 0

dunif(0, min = -1, max = 1)

## [1] 0.5

Find the cumulative probability of Z at 0 (p(Z ≤ 0)),

punif(0, min = -1, max = 1)

## [1] 0.5

Find the value z such that p(Z ≤ 0) = 0.5,

qunif(0.5, min = -1, max = 1)

## [1] 0

6.2 Binomial Distribution

You may recall that the binomial distribution has a seemingly complicated for-
mula. However, you can calculate probabilities using R.

Consider a random variable W distributed binomial with p = 0.7 and n = 10.
Draw a sample of size 8 from W :

rbinom(8, prob = 0.7, size = 10)

## [1] 4 6 8 9 8 8 6 8

Find the probability that W is 5, p(W = 5),

dbinom(5, prob = 0.7, size = 10)

## [1] 0.1029

Find the cumulative probability of W at 5 (p(W ≤ 5)),
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pbinom(5, prob = 0.7, size = 10)

## [1] 0.1503

Find the value w such that p(W ≤ w) = 0.5,

qbinom(0.5, prob = 0.7, size = 10)

## [1] 7
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