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1 Introduction

The distribution of grades is summarized as follows,

statistic value
Mean 7.6
1st Quartile 7.2
Median 8.5
3rd Quartile 9

2 Problem 1

The CLT states that the sampling distribution of the mean for a distribution

with mean µ and variance σ2 is distributed N
(
µ,
σ2

n

)
. However, the CLT

only applies if n is large; in this class we will consider n to be large if n ≥ 30.

• CLT does not apply because n = 5 < 30.

• CLT does not apply because n = 10 < 30.

• σȳ50 ∼ N
(
3,

4

50

)
= N(3, 0.08). The standard error is

√
0.08 ≈ 0.28.

• σȳ1,000 ∼ N
(
3,

4

1, 000

)
= N(3, 0.004). The standard error is

√
0.004 ≈

0.063.

Where ∼ N(µ, σ2) means normally distributed with a mean of µ and
variance of σ2.

I did not take off points for parameterizing the Normal distribution with
the standard deviation instead of the variance. In general, when using the
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Normal distribution it is a good idea to be clear about whether you are giving
the standard deviation or the variance as the measure of spread.

3 Problem 2

First define the vectors y and py to represent Y and p(Y ). I also calculate
the expected value y.ev and variance y.var of the distribution.

py <- c(0.51, 0.33, 0.11, 0.04, 0.01)
y <- 0:4
y.ev <- sum(py * y)
y.var <- sum(y^2 * py) - y.ev^2

Load code containing the function sampling_dist_discrete.

source("samplemean.R")

I draw samples from the sampling distribution of the mean for sample
sizes n given in the problem and store the result in the variable ybar.samples

ybar.samples <- sampling_dist_discrete(y, prob = py,
size = c(1, 2, 5, 10, 30, 100, 200))

Now I plot the results of these samples,

plot(ybar.samples, sqrt(y.var))

2



1 2 5

10 30 100

200

01
23
45
6

0
1
2
3
4

0.0
0.5
1.0
1.5
2.0

0.0
0.5
1.0
1.5

0.0
0.5
1.0
1.5
2.0
2.5

0
1
2
3
4

01
23
45
6

-2 -1 0 1 2 3 4
sample means

de
ns

it
y

As n increase, the shape of the histograms

• becomes narrower (and centered around the population mean)

• becomes more normal shaped.

• appears to be approximately normal when n = 30; however, due to
randomness, your distribution may have looked more or less normal
earlier or later than this.

3.1 Part 2

I accepted most answers, but the following is what I was looking for.
The mean of the sampling distributions are approximately the popula-

tion mean for all values of n. Even without invoking the LLN or CLT, a
simple random sample will have a mean equal to the population mean on
average. Thus for all sample sizes, the mean of the sampling distribution is
the population distribution.

However, sampling_dist_discrete does not analytically calculate the
sampling distribution and instead draws samples to approximate it; even
with 3,000 samples this varies from the sampling distribution. For smaller
sample sizes this means that the mean of the given samples that were drawn
from the sampling distribution can vary from the true mean of the sampling
distribution. However, that pattern is secondary to the idea that the mean of
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a random sample is an unbiased estimator of the population mean regardless
of the sample size.

ybar.means <- aggregate(ybar ˜ n, data = ybar.samples,
mean)

ybar.means

## n ybar
## 1 1 0.7270
## 2 2 0.7322
## 3 5 0.7028
## 4 10 0.7220
## 5 30 0.7094
## 6 100 0.7125
## 7 200 0.7109

Plotting the means of the sampling distributions against the sample size
shows that the means of the sampling distribution is constant and equal to
the population mean.

plot(ybar.means$n, ybar.means$ybar, type = "b",
ylim = c(0, 1), ylab = "mean of $\\bar{Y}_n$", xlab =

"$n$")
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3.2 Part 3

The standard deviations of the sampling distributions decreases inversely
proportional to the square root of the sampling size. The Law of Large
Numbers states that as the sample size gets larger the sample mean is an
increasingly precise estimator of the population mean; in other words, the
standard deviation of the sampling distribution is decreasing. This pattern
appears in the plot.

ybar.sd <- aggregate(ybar ˜ n, data = ybar.samples,
sd)

ybar.sd

## n ybar
## 1 1 0.91145
## 2 2 0.64251
## 3 5 0.39506
## 4 10 0.27964
## 5 30 0.15693
## 6 100 0.09057
## 7 200 0.06288

plot(ybar.sd$n, ybar.sd$ybar, type = "b", ylab = "std. dev. of
$\\bar{Y}_n$",

xlab = "$n$", ylim = c(0, 1))
abline(h = 0, col = "gray")
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3.3 Part 4

For each n, the standard error of the sampling distribution is calculated
using the equation

σȲn
=

0.7859√
n

(1)

In R this is,

n <- c(1, 2, 5, 10, 30, 100, 200)
ybar.se <- round(y.var/sqrt(n), 2)
ybar.se

## [1] 0.79 0.56 0.35 0.25 0.14 0.08 0.06

The calculate the difference between these standard errors and the stan-
dard deviations of the sampling distributions,

ybar.diff <- ybar.se - ybar.sd$ybar
plot(n, ybar.diff, ylim = c(-0.08, 0), type = "b",

ylab = "std. dev $\\bar{Y}_n$ -
$\\frac{\\sigma}{\\sqrt{n}}$",
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xlab = "$n$")
abline(h = 0, col = "gray")
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While the standard deviations of the sampling distributions and the stan-
dard error of the sampling distributions using the formula above are not iden-
tical, the difference between them monotonically decreases as the sample size
gets larger. This is because as the sample size gets larger, the sampling dis-
tribution is better approximated by the normal distribution of the CLT. As
the distributions become more similar, the difference between their standard
deviations goes to 0.

4 Problem 3

An important practical application of the central limit theorem is that it can
be used to inform the size of a sample needed to achieve a certain level of
accuracy, something which is important in polling.

You can assume that the population variance (σ2 = 0.25). 1Find the
minimum sample size in order to get a sampling distribution which has a

1Since the variance of the Bernoulli distribution is p(1−p), it is easy to show with some
simple calculus that the variance has a maximum value and this maximum occurs when
p = 0.5. Thus, assuming a population variance of 0.52 = 0.25 is solving this problem in
the worst case. The next part of course covers what to do when the population variance
is unknown, which is almost always the case.
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standard error of 0.025? 0.005?
The equation for calculating the standard error of the mean is

σȳ =
σ√
n

(2)

Suppose that p is the value of the standard error that you want to achieve.
Rearrange that equation and solve for n,

σȳ ≤ p (3)
σ√
n
≤ p (4)

σ

p
≤
√
n (5)(

σ

p

)2

≤ n (6)⌈(
σ

p

)2
⌉
≤ n (7)

(8)

To achieve a standard error of 0.025, you need a sample size of at least
400. The minimum sample size is calculated by plugging in p = 0.025 and
σ = 0.5.

(0.5/0.025)^2

## [1] 400

4.1 Part 2

A sampling distribution in which 95% of the time the sample mean is within 1
percentage point of the mean requires a sample size of 10,000 if the empirical
rule was used, or 9,604 if the exact value of the central interval was used.

Using the empirical rule, the 95% central interval of the normal dis-
tribution is the mean plus or minus 2 times the standard error. Thus, a
distribution in which 95% of the time the sample mean will be within 1 per-
centage point (0.01) of the population mean has a standard error of 0.01 /
2 = 0.005. The minimum sample size is calculated as follows,
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(0.5/0.005)^2

## [1] 10000

If the exact value of 1.96 for the 95% central interval was used, then the
minimum sample size was 9,604.

(0.5/(0.01/1.96))^2

## [1] 9604

4.2 Part 3

If the proportion of the population which supported the policy was equal to
0.5, then with a sample of 750, the probability of having a sample proportion
of 0.52 is 1.4 percent.

The sampling distribution for n = 750, is N
(
0.5,

0.50

750

)
. Using this

distribution, find P (x ≥ 0.52).
The z-score is 1.09.

z.3.1 <- (0.52 - 0.5)/(0.5/sqrt(750))
z.3.1

## [1] 1.095

The probability that Z is greater than 1.09 is,

1 - pnorm(z.3.1)

## [1] 0.1367

This can be done in a single step with pnorm,

pnorm(0.52, mean = 0.5, sd = 0.5/sqrt(750), lower.tail = FALSE)

## [1] 0.1367

A common error was to use the population standard deviation of 0.5,
rather than the sampling distribution standard deviation of 0.5/

√
750.
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