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1 Comments

The distribution of grades is summarized as:

1st Quartile 8.25
Mean 8.577
Median 9
3rd Quartile 10

The mean score for each question were:

question mean score
1.1 1
1.2 0.96
1.3 1.8
2.1 0.92
2.2 0.98
2.3 0.76
2.4 0.90
2.5 0.46
2.6 0.96

Clearly, questions 2.3 and 2.5 were the most difficult.
You must include both the plot and your R code used to create the

plot. Because I was not explicit about this I did not subtract points for a
failure to include one or the other. In future homework assignments points will
be deducted.

2 Problem 1

There were very few difficulties with this problem.
Load the data,

(load("../doc/data/psc205.rda"))

## [1] "psc205"

height <- psc205$height_ft + (psc205$height_in/12)
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2.1 Part a

I gave 0.25 for each correct answer.

� The mean height is is 5.8 feet.

height.mean <- mean(height)

height.mean

## [1] 5.768

� The median height is 5.83 feet.

height.median <- median(height)

height.median

## [1] 5.833

� The standard deviation of height is 0.37 feet.

height.sd <- sd(height)

height.sd

## [1] 0.3667

� The interquartile range of height is 0.5 feet.

height.iqr <- IQR(height)

height.iqr

## [1] 0.5

I gave 0.25 points for each correct answer. 0 points if you couldn’t correctly
create the vector.

newheight <- c(height, 8 + (11/12))

After the addition of Robert Wadlow,

� The mean height is 5.88 feet

newheight.mean <- mean(newheight)

newheight.mean

## [1] 5.876
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� The median height is 5.83 feet

newheight.median <- median(newheight)

newheight.median

## [1] 5.833

� The standard deviation of height is 0.68 feet.

newheight.sd <- sd(newheight)

newheight.sd

## [1] 0.6867

� The interquartile range of newheight is 0.5 feet.

newheight.iqr <- IQR(newheight)

newheight.iqr

## [1] 0.5

2.2 Part c

� The mean changed by 0.10 feet

newheight.mean - newheight.mean

## [1] 0

� The median did not change

newheight.median - height.median

## [1] 0

� The sd changed by 0.32 feet.

newheight.sd - height.sd

## [1] 0.32

� The IQR did not change
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newheight.iqr - newheight.iqr

## [1] 0

Based on the above results, the median is a more robust statistic for central
tendency because unlike the mean it did not change with the addition of an
outlier.

Similarly, the IQR is a more robust statistic for the spread, because unlike
the standard deviation it did not change with the addition of an outlier.

Note that in this example the IQR and median do not change with the addi-
tion of a new data point, but in general that is not true. However, in general,
it is true that the median and IQR are less sensitive to the addition of outlier
than the mean and standard deviation.

3 Problem 2

Load the data needed for this section.

(load("../doc/data/incomes.rda"))

## [1] "incomes"

3.1 Part 1

The data is right skewed because the tail of the data extends to the right.

3.2 Part 2

The mean income is approximately 63,000, while the median income is approx-
imately 58,000.

mean(incomes)

## [1] 634948

median(incomes)

## [1] 57978

3.3 Part 3

Every value of the distribution is a mode, because every income reported has
only 1 value. Using the code from class will spit out all 1,000 values in the data.
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plot(density(incomes), main = "Distribution of US Household

Income (2010)",

xlab = "income")

abline(v = mean(incomes), col = "red")

abline(v = median(incomes), col = "blue")
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Figure 1: Density plot of the distribution of US 2010 Household Incomes. The
red line is the mean of the distribution, while the blue line is the median of the
distribution.
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You could check those manually and confirm that they are all 1. The fol-
lowing piece of code shows that the most that any value occurs is 1, from which
it follows that all values must occur once and only once and thus everything is
the mode.

incomes.values <- table(incomes)

max(incomes.values)

## [1] 1

Some of tried to use the following code, which will find a single mode, but
does not work if there are multiple modes.

incomes.counts <- table(incomes)

names(incomes.count)[which.max(incomes)]

## Error: object 'incomes.count' not found

While that finds a mode, it does not find all the modes. The help page for
which.max states that it will find the index of only the first value in a vector
equal to the max. In this problem, all the values in incomes.counts are equal
to 1, and thus every element in the vector is equal to the max. Viewing the first
couple of values of incomes.counts would have revealed this problem.

3.4 Part 4

The mean is greater than the median. That the mean is greater than the
median is almost always true for right-skewed distributions. For the test you
should be prepared to answer whether the mean is greater than the median for
right-skewed distributions, and similar questions. See p. 43 of Agresti (4th ed).

mean(incomes) > median(incomes)

## [1] TRUE

3.5 Part 5

This was one of the most difficult questions.
99.4% of observations are within 1 sd, this is 31.4 percentage points greater

than the empirical rule predicts. 99.5the mean; this is 4.4 percentage points
greater than the empirical rule predicts. The reason for this divergence from
the predictions of the empirical rule is that the income distribution is not bell
shaped, it is highly right-skewed, as part (1) of this problem shows.
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incomes.mean <- mean(incomes)

incomes.sd <- sd(incomes)

incomes.n <- length(incomes)

## Within 1 sd

incomes.w1sd <- sum((incomes - incomes.mean)/incomes.sd <

1)/incomes.n

incomes.w1sd

## [1] 0.994

## Diff from empirical

incomes.w1sd - 0.68

## [1] 0.314

## Within 2 sd

incomes.w2sd <- sum((incomes - incomes.mean)/incomes.sd <

2)/incomes.n

incomes.w2sd

## [1] 0.995

incomes.w1sd - 0.95

## [1] 0.044

3.6 Part 6

While incomes is right-skewed, the logarithm of incomes appears approximately
symmetric.

Some said that it was left-skewed, which I accepted as an answer. How-
ever, the main point was to contrast the shape of this curve with that of the
non-transformed density. Log income appears to be bell-shaped, and almost
symmetric.
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logincomes <- log(incomes)

plot(density(logincomes), main = "Distribution of US Household

2010 Incomes",

xlab = "Log Income")

abline(v = mean(logincomes), col = "red")

abline(v = median(logincomes), col = "blue")
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Figure 2: Density of the distribution of the logarithm 2010 US Household In-
comes. The red line is the mean of the distribution, while the blue line is the
median of the distribution.
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