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Introduction 

Background 

PatentsView is an award-winning visualization, data dissemination, and analysis platform that 

focuses on intellectual property data. PatentsView serves students, educators, researchers, 

policymakers, small business owners, and the public. It provides a unique and valuable open 

data platform offering free data dissemination and value-added analyses to foster a better 

understanding of the intellectual property system and to drive new insights into invention and 

innovation. 

PatentsView began in 2012 as a public-private partnership among the U.S. Patent and Trademark 

Office (USPTO); the U.S. Department of Agriculture; University of California, Berkeley; the 

American Institutes for Research (AIR); and other partners. The beta version became available to 

the public in December 2015, and the full web platform launched in January 2017. PatentsView’s 

user community is growing. In 2019, the platform attracted an average of 77,241 application 

programming interface (API) queries per day, 167 hits per day to the visualization and search 

interfaces, and a substantial number of direct data set downloads. 

The PatentsView platform has the following major components:  

• A web-based visualization platform with search, location, comparison, and network view 

functionality (www.patentsview.org) 

• An API with flexible query language and documentation (www.patentsview.org/api) 

• A bulk data download section with all data parsed from raw patent files 

(www.patentsview.org/download) 

• A query builder with an easy-to-use interface for researchers and other users to select fields 

and filters and receive a download link to the created csv files 

(www.patentsview.org/query) 

• A community site for patent data users to post questions, post comments, and engage in 

discussion about patent data (www.patentsview.org/community)  

Objective 

This document describes the data process for extraction, standardization, and normalization of 

the “government interest” statements in patents granted by the USPTO.1 Government interest 

statements indicate that an invention was funded, at least in part, by a federal research grant 

1 In the near future, we plan to apply this data process and its improvements to USPTO’s published patent applications. 
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or procurement contract. Under the Bayh–Dole Act of 19802 and its subsequent modifications, 

companies and other entities must acknowledge federal support and rights to the invention in 

the written specification of the invention for all nonprovisional patent applications.3

Government interest statements were initially included in the data process for PatentsView 

data in July 2016. In 2018–2019, AIR began to review the methodology and the overall 

integrated process with the objectives of increasing the quality of the data output and 

standardizing the software.  

Overview 

To address these objectives, the AIR team revised the government interest processing code to 

standardize the processing of the data; translated all R, Python 2.7, and Perl code to Python 3; 

and recreated the data quality evaluation described in the original government interest 

methods report (described in Section 2 of this report).  

The body of this report describes the overall process and notes the improvements that resulted 

from AIR’s reevaluation. It is organized into the following four sections:  

1. Description of the download and pre-processing of the government interest records, the 

method used to extract government organizations and contract numbers, and the cleaning 

and preparation process for the final data sets. 

2. Description of the quality assurance findings from the original quality assurance conducted 

in 2016 and the updated quality assurance conducted in 2020 after implementing revisions 

to the government interest processing.  

3. Description of the integration of the government interest processing code into the 

PatentsView data pipeline.  

4. Basic summary statistics on the government interest data (through December 31, 2019).4

2 Bayh–Doh Act, Pub. Law No. 96–517 (1980). 
3 35 U.S.C. § 202(c)(6). Federal regulations further require the organization to include, within the specification of any U.S. 
patent application and any patent issuing thereon, the following statement “This invention was made with government support 
under (identify the contract award) awarded by (identify the agency). The government has certain rights in the invention.” 37 
C.F.R. § 401.14)(f)(4). 
4 A total of 146,030 patents from 1976 to 2019 were identified as having a designated government interest statement. 
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Extraction Process for Government Interest Fields 

The extraction process used to identify government organizations, contract numbers, and grant 

numbers has three phases and nine individual steps (Figure 1). The phases are (I) the bulk data 

download process, (II) the extraction process, and (III) the cleaning and quality assurance process.  

Phase I: Download and pre-process patent data from USPTO 

Phase I has three steps and starts with USPTO’s publicly released information on granted U.S. 

patents. Everything starts with the raw data on granted patents taken from USPTO’s bulk 

downloadable XML files.5

Step 1: Download bulk files from USPTO. Patent files in XML format are automatically 

downloaded from USPTO’s bulk download site at https://bulkdata.uspto.gov/ under the 

“Patent Grant Full Text Data (No Images) (JAN 1976–PRESENT).” Previously, this step was 

manual, but in 2018 it was incorporated into the PatentsView automated data processing 

pipeline.6

Step 2: Pre-process bulk files. The XML bulk download files undergo pre-processing4 that 

standardizes file headers to facilitate matching across bulk files before parsing. Note that this 

does not change any of the downloaded data.  

Step 3: Parse patents. A separate output directory is generated for each pre-processed bulk 

file, and patent information is extracted5 and written to the corresponding bulk file directory. 

The government interest data are written to a government_interest.csv file in each bulk file 

output directory.  

Phase II: Extract raw organization and contract and award numbers 

All steps in Phase II are handled by a single Python program, NER.py,7 a Java-based Named 

Entity Recognition (NER) library maintained by Stanford8 that is applied to the government 

interest statements. This process was originally written in Perl and was translated into Python 3 

in 2018.   

NER enables the identification of organizations without requiring the programmer to 

prepopulate a known list of federal agencies. We selected NER due to the number of variations 

5 See https://github.com/CSSIP-AIR/PatentsView-DB/blob/develop/updater/xml_to_csv/preprocess_xml.py. 
6 See https://github.com/CSSIP-AIR/PatentsView-DB/blob/develop/updater/xml_to_csv/bulk_downloads.py. 
7 See https://github.com/CSSIP-AIR/PatentsView-DB/blob/develop/updater/government_interest/NER.py. 
8 See https://nlp.stanford.edu/~manning/papers/gibbscrf3.pdf. 
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found in the data. For example, the National Institutes of Health can be found in the data as 

“NIH,” “N.I.H.,” “National Institute of Health,” and “National Institutes of Health.” While NER 

helps to identify these different variations, Phase III collapses the different spellings and 

acronyms into a common canonical format for each federal organization.  

Figure 1. Methods Overview: Steps 1-9

Step 4: Read the data. The government_interest.csv files from each output directory (per bulk 

download file) are concatenated into one complete output file for processing.  

Step 5: Tag government interest field. To capture all found organization entries, NER is run on 

the government interest field using three classifiers: (1) a three-class model where locations, 

persons, and organizations are tagged; (2) a four-class model where locations, persons, 

organizations, and miscellaneous items are identified; and (3) a seven-class model where 

locations, persons, organizations, money, percentages, dates, and times are tagged. Content 

identified as organizations by any of the models is retained and processed. 

Early testing found that running all three models, instead of just one in isolation, improved the 

likelihood of identifying all organizations in the government interest field because the NER 

algorithm is not a purely rules-based information retrieval approach but is a machine-learning 

approach that uses a random seed; therefore, every model generates slightly different results.  
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The following is an example of tagged output produced by the Java NER library using the three-

class model and subsequently parsed by the Python code:  

The <ORGANIZATION>United States 

Government</ORGANIZATION> has rights in this invention 

under Contract No. DE-AC36-08GO28308 between the 

<ORGANIZATION>United States Department of 

Energy</ORGANIZATION> and the <ORGANIZATION>Alliance 

for Sustainable Energy</ORGANIZATION>, 

<ORGANIZATION>LLC</ORGANIZATION>, the Manager and 

Operator of the <ORGANIZATION>National Renewable 

Energy Laboratory</ORGANIZATION>.

Because each model can identify the same set of organizations, the Python code also removes 

any duplicates.  

Step 6: Identify contract and award numbers. The algorithm uses a nongreedy regular 

expression approach. It begins by splitting text in the government interest field on spaces. 

Grant or award numbers that match on capital letters and/or numbers are then isolated as seed 

identifiers. Some grant or award numbers span multiple spaces (i.e., word boundaries), so it is 

necessary to look backward incrementally and forward to determine whether part of the 

number exists across word boundaries. If so, these identifiers are concatenated, and duplicates 

are removed from the seed list. Additionally, extraneous data that are identified through this 

algorithm, such as telephone numbers, e-mails, or zip codes, are removed from the list.  

Below is an example of how this algorithm works: Award numbers CA48902 and CA09206 are 

identified as seeds, and NCI R29 and NRSA are concatenated to the grant number in the 

incremental look-behind process. 

This invention was made with Unites States Government 

support awarded by the National Institute of Health 

(NIH), Grant Nos. NCI R29 CA48902 and NIH Training 

Grant NRSA CA09206. The United States Government has 

certain rights in this invention. 

The process for how this algorithm works is as follows: First, regular expressions are used to 

remove the words like “Award,” “Agreement,” and “Award Number(s)” from the government 

interest statement.  
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Regular expressions are then used to search for remaining award numbers that match either of 

the following rules:  

1. The award number starts with alphanumeric character and the second character is 

alphanumeric or “-”. This is then followed by at least one more digit with no spaces, and the 

award number ends with one or more alphanumeric character (e.g., CA48902) 

2. The award number begins with one to three alphanumeric characters, where the 

alphabetical characters are all capital letters with a single space followed by one or more 

alphanumeric characters, and the award number ends in a digit (e.g., DOD 05118004). 

Phase III: Clean and conduct assurance 

The PatentsView team determined that providing canonical values for the organizations would 

increase the usefulness of the data. In collaboration with USPTO stakeholders, the team 

determined that the final list of government interest organizations would include only the most 

commonly occurring federal organizations. Nonfederal or foreign organizations, including 

companies, universities, and state agencies, are not included in the government interest agency 

extraction process because the government interest statement is intended to acknowledge U.S. 

government support.   

Step 7: Clean raw organizations. The output produced by the NER algorithm is matched up to a 

master list of more than 300 U.S. government organizations and their corresponding acronyms 

in order to clean organization names, resolve misspellings of government organizations, and 

remove any nonfederal organizations. The list of government names was created manually 

from Wikipedia and augmented with new organizations each time the algorithm is run on new 

data. The string-matching techniques applied use both deterministic and probabilistic matching 

to perform the comparison between each NER-extracted organization name and the master list. 

The code for this was originally written in R, and in 2018 was translated into Python 3.9

The NER algorithm takes in a list of all organizations parsed from USPTO XML files and utilizes 

fuzzy matching to compare these organizations against their predetermined master list of 300+ 

organizations. This fuzzy matching determines the ratio of characters in the organization’s 

name that match an organization on the master list. Based on the scores from this matching, 

organizations are categorized as nonmatches, possible matches, or solid matches. The results of 

this algorithm are reviewed manually before being added to the database.  

9 See https://github.com/CSSIP-AIR/PatentsView-DB/blob/develop/updater/government_interest/NER_to_manual.py.  
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Step 8: Combine outputs. The final output, which contains the cleaned government 

organization names from Step 7, is appended to the final output produced in Step 6.10

Step 9: Test and report. As part of the PatentsView pipeline process, the government interest 

data are reviewed via several automated and manual mechanisms. Comparison summaries—

generated on total number by year of government interest statements, contract and award 

numbers, and distributions of organizations—are evaluated based on previous PatentsView 

data. In addition, samples of the updated data are manually reviewed: one sample taken from 

the complete updated data set and one from patents that are assigned “U.S. government” as a 

government interest organization.  

10 See https://github.com/CSSIP-AIR/PatentsView-DB/blob/develop/updater/government_interest/post_manual.py.  
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Quality Assurance Results 

Results From July 2016 Quality Assurance 

The results from the quality assurance conducted in July 2016 showed high accuracy in the 

extraction of federal organizations, and contract and award numbers. A clerical review 

demonstrated a success rate of 96.33% for the organization output and 95.00% for contract and 

award numbers.  

For the July 2016 quality assurance analysis, the PatentsView team selected three random 

samples from the broader data set for testing by an analyst. The first two samples were entirely 

random, each having 100 records. The third sample consisted of 100 records selected randomly 

from those records identified by NER as having a location (using the three-class model in Step 5). 

It was determined early in the development process that records with locations introduced 

problematic alphanumeric identifiers that the algorithm mistook as award or contract numbers. 

During intermediate testing of the process, the algorithm described in Step 6 was modified to 

recognize address-related data quality issues, such as telephone or house numbers.  

For the three samples, the analyst compared the extracted government interest statement, the 

organization, and the contract and award number output. Any issues identified by the analyst 

were recorded as an error. The results of this testing are described in Table 1.  

Table 1. Quality Assurance Results Overview: 2016

Sample  Records Contract Errors Organization Errors 

Sample 1 (universe) 100 9 3 

Sample 2 (universe) 100 4 4 

Sample 3 (locations only) 100 2 4 

Total 300 15 11 

Success rate 95.0% 96.3% 

Results From Spring 2020 Quality Assurance 

The quality assurance review was replicated in the spring 2020 to ensure that revisions to the 

government interest extraction process resulted in similar or higher levels of data accuracy. This 

proved to be the case; a clerical review demonstrated a similar number of errors in the universe 

samples:  

• Nine contract or award number errors and three organization errors in 2016, and 

• Ten contract or award number errors and four organization errors in 2020.  
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For the 2020 quality assurance review, the data quality analysis was expanded to include 

additional subsets of the government interest data: 10 most frequently occurring federal 

agencies and patents granted from 2005 to the present. Users of the government interest data 

reported varying degrees of quality based on which organizations (if any) were assigned. In 

total, 12 random samples were taken, each having a total of 100 records.  

Table 2. Quality Assurance Results Overview: 2019  

Sample Records Contract Errors Organization Errors 

Sample 1 (universe) 100 10 4 

Sample 2 (post-2005) 100 4 5 

Sample 3 (U.S. government) 100 1 6 

Sample 4 (Air Force) 100 3 3 

Sample 5 (National Science Foundation) 100 0 2 

Sample 6 (Army) 100 6 6 

Sample 7 (NASA11) 100 9 1 

Sample 8 (National Institutes of Health) 100 8 3 

Sample 9 (Department of Energy) 100 3 2 

Sample 10 (DARPA12) 100 4 2 

Sample 11 (Department of Defense) 100 5 0 

Sample 12 (Navy) 100 15 3 

Total 1,200 68 37 

Success rate 94.33% 96.92% 

11 National Aeronautics and Space Administration 
12 Defense Advanced Research Projects Agency 
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Integration Into the PatentsView Data Pipeline 

The PatentsView data pipeline includes all the steps necessary to extract patent data from the 

USPTO bulk XML files; acquire all associated data (classification and other patent-related data); 

disambiguate inventor, assignee, and location entities; normalize these data into structured 

database tables; and then push the data to the PatentsView web platform. The pipeline has 

hundreds of processing steps, uses multiple servers, and takes from 2 to 4 weeks to complete 

from end to end.  

The data pipeline uses Apache Airflow for pipeline management. Airflow is a platform that 

programmatically authors, schedules, and monitors workflow. It manages program processes 

that are dependent upon one another. To integrate the government interest extraction code 

within the Airflow system, the PatentsView team took the following steps:  

1. Translated all code to Python 3.0. 

2. Mapped all process dependencies for government interest extraction. 

3. Tested the integration of the code by comparing the results produced by the original scripts 

with the results produced through Airflow. This comparison included a review of the total 

number of records and column headers and a manual comparison of a subset of records.  
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Summary Statistics  

Summary Statistics: Organization Output 

The following are descriptive statistics about the final extracted list of organizations. Table 3 

highlights the number of organizations that were identified by patent number.  Table 4 lists the 

total number of patents of the 10 most frequently occurring organizations. Note that “U.S. 

government” is an organization only if the raw government interest statement matches the 

string “govern*” and a specific agency was not identified after cleaning.  

Table 3. Number and Percentage Distribution of Organizations 

Identified per Patent (Patents Granted Between 1976 and 2019)   

Number of Organizations Number of Patents Percentage of Patents

1 120,054 82.69

2 20,879 14.38

3 3,376 2.33

4 657 0.45

5 159 0.11

6 38 0.03

7 11 0.01

8 2 0.00

9 1 0.00

Total 145,177 100.00%

Table 4. Ten Most Frequently Occurring Organizations (Patents  

Granted Between 1976 and 2019)   

Federal Organization Frequency 

Department of Health and Human Services 45,608 

Department of Defense 39,305 

Department of Energy  33,419 

U.S. government 27,006 

National Science Foundation 14,293 

National Aeronautics and Space Administration 6,005 

Department of Commerce 2,774 

Department of Agriculture 1,864 

Small Business Administration 1,596 

Department of Homeland Security     617 
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Table 5 represents a sample of the final output where the “raw organization” column contains 

the output of the NER algorithm, and the “cleansed organization” column has the output of the 

string-matching algorithm. In most cases the output of the NER was accurate; for example, for 

patent number 3948731, NER correctly identified the “National Institute of Health” as a 

government agency. However, in some instances NER either produced an incomplete name of a 

government organization or a nonfederal organization. For example, for patent number 

5320962, NER produced “Blood Institute” as the organization name instead of National Heart, 

Lung, and Blood Institute. Similarly, for patent number 5583736, NER identified both the 

Department of Energy and the American Telephone and Telegraph Company, where the latter 

is a private company that does not meet the criteria for inclusion in the final output of 

government organizations. 

Notwithstanding the limitations of the NER library, the cleaning process (Step 7) produces a 

“correct” set of cleansed organizations for each record.  

Table 5. Sample Output of Correctly Identified Cleansed Organizations   

Patent Government Interest Statement Raw Organization Cleansed 
Organization 

3948731 The invention… performed under a grant 
from the national Institute of Health. 

national Institute of 
Health 

National Institutes 
of Health 

5229161 This invention was made with 
government support under Federal Grant 
90-34189-5014 awarded by the U.S. 
Department of Agriculture… 

Federal Grant, U.S. 
Department of 
Agriculture 

Department of 
Agriculture 

5320962 The present invention was made with 
Government support under grant 
number ROI HL35134 from the National 
Heart Lung and Blood Institute… 

Blood Institute National Heart, 
Lung, and Blood 
Institute 

5583736 The present invention… between the 
United States Department of Energy and 
American Telephone and Telegraph 
Company. 

United States 
Department of Energy 
and American Telephone 
and Telegraph Company 

United States 
Department of 
Energy 

Although “United States Patent and Trademark Office,” “USPTO,” and related variations 

appeared in the list of raw organizations, we did not include these strings as inputs to the 

cleansed organizations process. During the quality assurance review, it was noted that 

mentions of USPTO were not made with respect to the funding or sponsoring agency of the 

work resulting in a patent but rather the agency to which the patent application was submitted. 
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Table 6 shows incorrect output in terms of cleansed organizations. In the first record, the list of 

cleansed organizations should read “Department of Health, Education, and Welfare,” which was 

dissembled into DHHS and the Department of Education. The NER for patent 7910574 

(incorrectly) identified DLW as an organization but not NIH or NIMH. Finally, the last record is 

not an Army-related patent; this represents an apparent false positive resulting from the 

probabilistic approach to regular expression matching in organization names (Step 7).  

Table 6. Sample Output, Incorrectly Identified Cleansed Organizations   

Patent Government Interest Statement Raw Organization Cleansed Organization

4089329 The invention described herein 
was made in the course of work 
under a grant or award from the 
Department of Health, Education, 
and Welfare. 

Department of Health 
| Education | 
Department of 
Health, Education | 
Welfare 

Department of Education | 
Department of Energy 
Department of Health and 
Human Services 

7910574 This work was supported in part by 
NIH/NIMH grant R03MH076449 
(DLW) and by NIH/NIAID grant 
R01AI065622 (DLW). 

DLW [null] 

8658685 This invention was made with 
United States Government support 
under grant 1R43HL090132-01 
awarded by the National Institutes 
of Health to ActiveSite 
Pharmaceuticals and under 
DK60165 and DK36836 by the 
National Institutes of Health to the 
Joslin Diabetes Center. The 
Government has certain rights to 
this invention. 

National Institutes of 
Health | ActiveSite 
Pharmaceuticals | 
Joslin Diabetes Center 
| United States 
Government | the 
National Institutes of 
Health to ActiveSite 
Pharmaceuticals | the 
National Institutes of 
Health | Government 

National Institutes of 
Health | Army 

Summary Statistics: Contract and Award Number Output 

Descriptive statistics were also produced for contract numbers. Table 7 summarizes the number 

of contracts or awards that were identified by patent number. Table 8 shows records with 

incorrectly identified contract or award numbers. In these cases, a contract number was missed 

due to its abnormally short length (and the fact that it contains a space), due to a public law 

being conflated for a contract or award number, and due to bad input data. The third record in 

Table 8 shows an example of correctly parsed contract and award data. 
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Table 7. Number of Contracts/Awards Identified per Patent  

(Patents Granted Between 1976 and 2019) 

Number of Contracts Number of Patents Percentage of Patents 

1 109,053 93.29 

2 4,932 4.22 

3 1,702 1.46 

4 641 0.55 

5 311 0.27 

6 121 0.10 

7 62 0.05 

8 33 0.03 

9 17 0.01 

10 13 0.01 

11 7 0.01 

12 2 0.00 

19 2 0.00 

23 1 0.00 

Total 116,897 100.00% 

Table 8. Examples of Incorrect Contract Output 

Patent Government Interest Statement Contract Output Expected Contract 
Output

6083763 This invention was made at least in part with 
funds from the National Aeronautics and 
Space Administration, Grant Number NAGW 
4530. 

-- NAGW 4530

4684258 The invention described herein was made in 
the performance of work under a NASA 
contract and is subject to the provisions of 
Public Law 96-517 (35 USC 202) in which the 
Contractor has elected not to retain title. 

96-517 35 USC 202 --

8294712 This disclosure was made with Government 
support under U.S. Government contract 
DAAD17-01-C-0074 A 001 awarded by 
Defense Advanced Research Projects Agency 
(&#x201c;DARPA&#x201d;). The Government 
has certain rights in this disclosure. 

&#x201c;DARPA&#
x201d|DAAD17-
01-C-0074 

DAAD17-01-C-0074
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