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Predictive Maintenance: 
Overview and Key Benefits
The increasing availability of data is changing the way decisions are taken in the 

industry in important areas such as maintenance management. As a matter of 

fact, modern usage of  Big Data and related techniques in predictive 

maintenance greatly improves the transparency of system health conditions 

and boosts the speed and accuracy in the maintenance decision making.

Predictive Maintenance (PdM) is a process for monitoring equipment to 

identify in advance any failure or deterioration, enabling maintenance to be 

effectively planned and operational costs to be reduced. PdM techniques track 

real-time changes in the conditions of equipment, using sensors, data analysis, 

and pattern recognition, to preemptively identify when an item or a component 

is likely to fail. 

This allows any diagnosed issue to be addressed before the asset fails. 

That is why PdM is considered a key enabler of Industry 4.0 and it is 

revolutionizing the way that assets, equipment, and infrastructure are managed 

today.

Maximizing the useful life of industrial machineries while avoiding unplanned 

downtime and minimizing planned downtime, PdM gives to firms the chance to 

fully transform their processes, and consequently the whole underlying 

business model of products and services. Therefore, many organizations are 

currently devoting time and resources to the topic, recognising how PdM can 

boost not only productivity but their entire business. Indeed, the PdM market is 

forecast to be worth $4.9bn globally by 2021 and this exponential growth 

depends on the main promising outcomes it brings along:

 

• Reducing risks relating to safety, health, environment, and quality

• Improving asset uptime

• Reducing costs

• Extending the lifetime of assets

• Improving customer satisfaction 
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Predictive maintenance clearly marks 
a turning point in the 
world of industrial services
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The challenges of establishing 
predictive maintenance
Implementing a successful PdM strategy is easier said than done: it requires an 

entire ecosystem of technology and a balance of other maintenance strategies 

to reach its full potential. For instance, since  Big Data and PdM are strongly 

interconnected, one of hardest challenges that would inevitably result is the 

ability to collect and analyze data to accurately predict failure patterns. To 

support this view, a recent report from PwC shows that the majority of 

organizations are not going to implement PdM because of the lack of available 

data (23%) and for limited data analytics capability (8%). 

Companies and organizations need to constantly collect, process, analyze and 

make predictions on large amounts of unstructured data to produce invaluable 

knowledge and this operation could take a toll on Data Scientists and Engineers 

work. Actually, the main obstacles they need to overcome include: 

• Data Integration: gathering data from different sources, such as sensors,

 and ensuring the data is organized and in understandable formats,  may

 require technology leaders to rethink and revamp their traditional

 infrastructures;

•  Data preprocessing: cleaning the data by removing outliers, aligning time

 series, and filtering out redundant information or noisy and unreliable data

 to simplify knowledge discovery during the training phase, is the most time

 consuming stage in the whole process and implies scalability challenges 

 if the datasets are huge;

• Model training: building models that classify equipment as healthy or faulty,

 that can detect anomalies, or that can estimate remaining useful life for

 components is time consuming, both in terms of effort required to configure

 the process and computational complexity required to execute the process;

•  Model deployment: deploying and maintaining machine learning model can

 be a long process with many roadblocks along the way, so much that many 

 data science projects do not make it to production because of challenges 

 that slow down or halt the entire process

 

Fortunately, technologies have been advancing towards better performance in 

the  Big Data context and there are solutions with built-in scalability as well as a 

high level of performance and reliability to collect, filter, process and share vast 

volumes of data. Furthermore rapid advances in Artificial Intelligence 

techniques are enabling companies to make sense of all their data. 

Organizations not planning to implement 
PdM cite reasons including 
limited data analytics capability

 “Predictive Maintenance 4.0, 
Beyond the hype: PdM 4.0 delivers 
results”, September 2018, PwC and 
Mainnovation, 
https://www.pwc.be/en/documents
/20180926-pdm40-beyond-the-h
ype-report.pdf



Machine Learning and Deep Learning 
to power predictive models
Since the first industrial revolution, manufacturing processes have benefitted 

from the usage of machineries to increase and speed up productivity while 

reducing costs at the same time.  Over the centuries till nowaday, such 

progress has paved the way for modern globalization. The latter is undoubtedly 

sustained by industrial processes where automation and efficiency play a key 

role to determine the rise and fall of companies in the global market. Being 

industrial machineries so fundamental to sustain production for a wide 

panorama of applications, monitoring and maintaining their operational status 

becomes of paramount importance. 

Indeed, dysfunctions or failures would inevitably lead to a reduction or a halt in 

production which eventually turns in a loss of profit. Luckily enough, we live in 

the so-called digital era, where virtually every device can be supplemented by 

several sensors and can be interconnected through a network. Such an Internet 

of Things is particularly beneficial for the production chain, where machinery 

can be monitored in near real-time to evaluate the current performances and 

to check the overall working status to prevent failures. 

Monitoring systems usually produce large amounts of data hiding valuable 

information about machinery status. This is the perfect playground for Machine 

Learning and Deep Learning algorithms powering predictive models. Those 

models are indeed capable of crunching large data streams to foresee a 

potential failure within a future time window or to estimate the expected 

residual lifetime of the appareil. The immediate and valuable benefit of a 

data-driven approach to equipment maintenance is the minimization of 

production downtimes and the reduction of costs by optimising the 

renewal/replacement operations.
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This is the perfect playground for 
Machine Learning and Deep Learning 
algorithms powering predictive models
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Hard Drive Predictive Maintenance
The Radicalbit Solution

In the following, we describe a use-case representing an example application of 

Deep Learning techniques for PdM. 

The context is a company specialized in data storage and backup, offering both 

personal- and enterprise-level solutions. The main service provided is storage 

space distributed over thousands of hard drives. Such hard drives must contain 

several replicas of files to guarantee data resilience. Nonetheless, single hard 

drives have a finite lifetime and undergo failures that may corrupt or lose data. 

Therefore, a model that accurately predicts the probability that a given hard 

drive will fail within a relevant future time window comes in handy to schedule 

cost-effective maintenance activities while avoiding any service downtime and 

preventing any data loss.
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We started from a large dataset made publicly available by Backblaze, a 

company specialized in data storage as described above. The dataset contains 

daily data detections coming from the Self-Monitoring, Analysis, and Reporting 

Technology (SMART) system installed in more than a hundred thousand hard 

drives for the time span going from 2012 to 2019. About 2000 of those hard 

drives have undergone a failure over the years, for an average annualized 

failure rate of slightly less than 2%.  For the sake of this application, we 

focussed on 2015 data, which at the time comprised 78 different models of 

hard drives of various capacity for a total of 62898 disks. Among those, 1429 

hard drives of 50 different models experienced failures. Each hard drive is 

described by a time series, ending with the eventual failure, made of about a 

hundred of SMART features, i.e. information detected by the SMART system, 

such as for instance the temperature of the hard drive, the read error rate, the 

number of start and stop of the spinner, and several more. After cleaning the 

data, we reduced the number of SMART features that describe a hard drive to 

11. This subset includes features that are consistently reported by the SMART 

system of all the vendors appearing in the dataset. 

With the resulting dataset at hand, we trained a recurrent neural network 

made of LSTM layers conditioned on the characteristics of the hard drive 

models. The network architecture is schematically illustrated in the figure 

below. The model expects two kinds of input: (i) a set of conditioning features, 

i.e. static features describing the characteristics of the hard drive that do not 

change with time, such as the model or the capacity; (ii) a sequence of features 

(the SMART readings) that do change with time. 



The network is trained to predict, from the sequence of SMART features from 

the most recent week, the probability that the hard drive specified by the 

conditioning features will fail within a week in the future. By means of this 

architecture and training process, a single model learns to make inference 

about 50 different hard drive models of various capacities. After training, we 

test the performances on a subsample of data previously unseen by the model. 

The model achieves an accuracy of 85%, a precision of 90% and a recall of 75%. 

In other words, the model predicts that a hard drive will undergo a failure or 

not 85% of the time right; when the model assigns a future failure to a drive, it 

is right 90% of the times and it is able to spot 75% of the hard drives that will 

actually fail within a week time. 

Provided such performances, a question may naturally rise: how is the network 

able to predict future failures? To open the black box, we performed a feature 

importance analysis which is summarised by the figure below. The latter shows 

the relative importance of each of the input features used by the network to 

provide the output prediction.

The model shows that the count of reallocated sectors, the count of the offline 

uncorrectable sectors and the read error rate are the pieces of information 

that mostly indicate whether a hard drive is approaching or not the end of its 

operational life.
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Advantages of using RNA
The model described above is explicitly meant to work with large amounts of 
data streaming in time. Indeed, we may envisage a realistic scenario where 
SMART readings from thousands of hard drives flow continuously and require 
to be analysed in a short time. Such a scenario is a natural application example 
for Radicalbit Natural Analytics (RNA), our platform dedicated to easy 
off-the-shelf real-time DataOps and MLOps. 
RNA is indeed an ideal platform to support PdM operations based on Artificial 
Intelligence for several reasons: 

•  it naturally handles huge amounts of streaming data thanks to the usage 

 of state-of-the-art computing frameworks for real-time analytics; 

•  it provides several (custom) connectors to ingest heterogeneous data sources;

• it allows full flexibility to build custom data analysis pipelines;

•  it provides a native dashboard interface, as well as the capability 

 to export data on third-party storage systems. 

Perhaps most importantly here, RNA also features a serving/deploying system 

to naturally integrate Deep Learning models developed with the major 

available libraries. This allows the user to smoothly integrate AI-powered 

components in the analysis pipelines, providing an effective tool to leverage the 

power of AI in real business applications.

Contact us sales@radicalbit.io

RNA DataOps platform enables Continuous Intelligence through 
diverse vertical solutions that apply to different industries


