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Overview of Modified Bayesian Improved First Name, Surname, and 
Geocoding Methodology  

This memo provides an overview of the steps involved in imputing an individual’s race and ethnicity 
using the modified Bayesian Improved First Name, Surname, and Geocoding (mBIFSG) methodology. 
The modified BIFSG builds upon the earlier BISG methodology, which used an individual’s surname and 
residential address to indirectly estimate race and ethnicity. The updated methodology incorporates over 
4000 first names and their associated race and ethnicity to improve the estimates. It also improves 
estimates for individuals with compound surnames (e.g., Fernandez-Salvador) by using the individual 
components of a compound surname to estimate race and ethnicity in cases where the entire surname is 
uncommon. In the remainder of this memo, we assume for illustration purposes that the source data is a 
health plan’s enrollment database. 

Requirements for Using Modified BIFSG 
To generate indirect estimates of race and ethnicity, users will need the following: 

• Modified BIFSG SAS code (available from RAND) 
• Five datasets (available from RAND) containing race and ethnicity information associated 

with first names, surnames and three units of geography (census block group, census tract, 
and national).1 

• An input dataset with:  
o Enrollee first name and surname in separate fields 
o Federal Information Processing Standard (FIPS) code for the census block group 

(preferred) or census tract or state associated with each enrollee’s residential address  
The following information is optional but can support model calibration: 

• Self-reported race and ethnicity for at least some enrollees 

Preparing Source Data for Use with Modified BIFSG  
Users will have to perform at least one step and possibly two other steps before using the modified 

BIFSG SAS code. 
 
1. Geocode residential addresses to derive each enrollee’s census block group. The BISG 

methodology was developed using race and ethnicity data from the U.S. Census reported at the 

 
1The BISG and mBIFSG methodology currently use geographic and surname data from the 2010 US Census. 
Although the Census Bureau has released 2020 files used for address-based aspects of the BISG and mBIFSG, these 
files incorporate “differential privacy” procedures for the first time. This is a method of adding statistical noise to 
the counts in order to prevent the disclosure of individual data. RAND is evaluating the effect of this and other 
changes on the accuracy of estimates and will incorporate the 2020 geographic data when this process is complete. 
The Census Bureau has not released 2020 surname files. 



 2 

census block group level, which is the most granular level of geography available to the public. 
Users must therefore geocode each enrollee's residential address to derive the enrollee’s census 
block group, census tract, or state (in order of preference).  

a. When the enrollee’s full address is available, geocoding software (such as ArcGIS) can be 
used to derive longitude and latitude and identify the 12-digit FIPS code corresponding to 
each enrollee’s census block group. In some cases geocoding software might only be able to 
map the address to an intersection of two or more streets rather than an exact address, but 
even in these cases, the coordinates will be sufficient to identify an enrollee’s census block 
group.  

b. For enrollees with incomplete address information or whose address cannot be mapped to a 
longitude and latitude (e.g., addresses in very new developments), ZIP-code information can 
be used where it is available. We recommend that users first attempt to use 9-digit ZIP codes 
to identify the census block group corresponding to the geographic center of each 9-digit ZIP 
code. When 9-digit ZIP codes are unavailable, we recommend using 5-digit ZIP codes to 
identify the census tract corresponding to the geographic center of the 5-digit ZIP code. Using 
ZIP codes produces less accurate indirect race and ethnicity estimates than census block 
group information because the ZIP code centroid may not correctly identify an enrollee’s true 
census block group, and race and ethnicity patterns may differ considerably across census 
block groups within a ZIP code. Based on our experience, 9-digit ZIP codes offer a 
significant improvement over 5-digit ZIP codes and provide a similar level of accuracy as full 
address. 

c. Each enrollee’s state of residence can be used as the third-best option when neither census 
block group nor census tract can be assigned.  

2. Prepare the race and ethnicity variables in the source data (optional). If available, self-
reported race and ethnicity data in the health plan database should be mapped to six mutually 
exclusive categories (American Indian/Alaskan Native (AI/AN), Asian/Pacific Islander (API), 
Black, Hispanic, Multiracial, and White).2 Indirect estimates of race and ethnicity can be 
generated for only these six categories, and self-reported race/ethnicity should be recoded this 
way if the user wishes to use the provided code to calibrate estimates (See “Optional Calibration 
Step” below). The following rules should be used to generate the six mutually exclusive groups: 

d. Enrollees who report Hispanic ethnicity should be categorized as Hispanic regardless of 
race(s) reported. 

e. Non-Hispanic respondents who report exactly one race should be categorized as AI/AN, API, 
Black, or White, according to their response. 

f. Non-Hispanic respondents who report being only Asian, only Pacific Islander, or that exact 
combination should be categorized as API. 

g. All other non-Hispanic respondents who report two or more races (AI/AN, API, Black, or 
White) should be categorized as Multiracial.  

If the user’s source data contains more granular information for certain groups (for instance, 
“Indian,” “Chinese,” “Japanese,” etc. for Asian, or “Jamaican”, “Haitian”, etc. for Black), then 

 
2 All race and ethnicity categories other than Hispanic are non-Hispanic.  
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the granular information should first be collapsed into the broader categories, and then the 
broader categories should be used to create the six groups according to the rules listed above. 

3. Impute missing race and ethnicity data using data available for the same enrollee in a 
different year (optional). If users have at least some self-reported race and ethnicity data for 
multiple years, missing data for an enrollee in one year could be imputed with data for the same 
enrollee from a different year. In some cases, an enrollee with missing race and ethnicity in a 
given year might report different race and ethnicity values in different years. In these cases, users 
might consider first examining prior years of data and carrying forward the available race and 
ethnicity information from the most proximate year. If all prior years are missing race and 
ethnicity information, users might consider imputing missing values using the most proximate 
subsequent year with self-reported race and ethnicity. 

Using the Modified BIFSG code 
The Modified BIFSG SAS code generates indirect race and ethnicity estimates using the following 

steps: 

1. Creating “clean” versions of enrollee surnames and first names and merging race and 
ethnicity data associated with each surname and first name. The BISG code processes 
surnames and first names in the input dataset to facilitate merging the input dataset to: (1) a 
Census dataset containing surname-specific race and ethnicity percentages for thousands of 
surnames for the six race and ethnicity groups and (2) a dataset containing first names and 
associated race and ethnicity information. For hyphenated or compound surnames (e.g., 
Fernandez-Salvador), the code first removes hyphens and spaces, concatenates the components, 
and attempts to match the concatenated surname to the Census list. If this is unsuccessful, the 
code then attempts to match each component (e.g., Fernandez, Salvador) to the Census list and 
keeps the set of six race and ethnicity probabilities associated with each component name 
matched. The code uses the highest Hispanic probability among the matched components of the 
surname and then rescales the means of the surname components for the other race and ethnicity 
probabilities so that the sum of the set of six probabilities is 1 (Haas et al., 2019). The surname 
file includes a row with race and ethnicity probabilities for “all other surnames” that is used in the 
imputation when an enrollee’s surname does not match any surnames in the Census list. 
Similarly, the first name file includes a row for “all other first names” that is used when first 
name is missing in the input file or does not map to one of the 4,250 names included in the first 
name file. 
 

2. Merging Census-based race and ethnicity data associated with each enrollee’s census block 
group. This step merges Census-based counts of race and ethnicity within geographic units to the 
user’s dataset. In the first round, a merge by the finest available geographic unit (block group) is 
attempted. For records with no geographic data after this round (because either they could not be 
matched or the Census data shows 0 residents), a second round of matching is attempted using  
census tracts, a slightly coarser level of geography. Finally, for records that that have no 
geographic data after the merges by block group and tract, an attempt is made to match by state. 
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3. Generating uncalibrated race and ethnicity probabilities. The modified BIFSG methodology 
applies Bayes’ Theorem to update surname-based prior probabilities of each race and ethnicity 
using first-name-based information and address-based information to produce posterior 
probabilities that combine race and ethnicity information associated with surnames, first names, 
and addresses (Voicu, 2018). Specifically, the modified BIFSG algorithm calculates: 

𝑝(𝑟|𝑠, 𝑓, 𝑔) =
𝑝(𝑟|𝑠) ∗ 𝑝(𝑓|𝑟) ∗ 𝑝(𝑔|𝑟)

∑ 𝑝(𝑟|𝑠) ∗ 𝑝(𝑓|𝑟) ∗ 𝑝(𝑔|𝑟)!
"#$

 

Where p(r|s, f, g) is the posterior probability that an individual self-identifies as a specific race 
and ethnicity r conditional on a specific surname (s), first name (f), and geographic location (g); 
p(r|s) is the probability the enrollee self-identifies as a specific race and ethnicity r conditional on 
their surname s; p(f|r) is the probability of a specific first name conditional on the enrollee self-
identifying as a specific race and ethnicity r; p(g|r) is the probability that an enrollee resides in a 
specific geographic area g conditional on self-identifying as a specific race and ethnicity r; and 
the denominator is the summation of the described factors over the six race and ethnicity 
categories.  

Outputs 
The modified BIFSG SAS code produces a person-level dataset containing: 

• First Name 
• Surname 
• Uncalibrated probability of AI/AN 
• Uncalibrated probability of API 
• Uncalibrated probability of Black 
• Uncalibrated probability of Hispanic 
• Uncalibrated probability of Multiracial 
• Uncalibrated probability of White 
• Other ancillary variables used in the imputation (e.g., FIPS codes) 

The modified BIFSG was designed to be used as a set of six race and ethnicity probabilities, rather 
than as a single classification. Classification-based assignments are less accurate than using the race and 
ethnicity probabilities directly at the population level (or as the basis of a formal multiple imputation) and 
may overestimate the probabilities of race/ethnicities with higher prevalence (e.g., White) and 
underestimate the probabilities of race/ethnicities with lower prevalence (e.g., API), resulting in biased 
estimates (McCaffrey and Elliott, 2008). Thus, we do not recommend using single classification-based 
imputations based on the largest probability or any other method.  

Optional Calibration Step 
 The underlying information that relates surname and geography to race and ethnicity is based on 

Census data, and the relationship between first name and race and ethnicity is based on mortgage data 
(Tzioumis, 2018). The racial and ethnic distribution among health plan enrollees with a specific first 
name, surname, and block group may differ from the U.S. average or from the sample of mortgage 
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applicants. If self-reported race and ethnicity data are available in the source data, users can use this 
information to calibrate the imputations to better match the racial and ethnic distribution of the health plan 
enrollees who report their race and ethnicity.  

Although the modified BIFSG code does not automatically perform this calibration step (since users 
might not have race and ethnicity data available), the code includes an example of how users might do so. 
The approach involves: (1) fitting a multinomial logistic regression model in which self-reported race and 
ethnicity (coded as describe above) is regressed on the six uncalibrated race and ethnicity probabilities, 
and (2) generating predicted probabilities (i.e., “calibrated” probabilities) for each of the six race and 
ethnicity categories based on the regression coefficients. Calibrating imputations to the distribution of 
self-reported race and ethnicity among health plan enrollees helps make the imputed results a better 
reflection of the observed data, but it also assumes that the unobserved racial and ethnic distribution of 
non-reporters (conditional on first name, surname and block group) is more similar to health plan 
enrollees residing in the block group who self-report race and ethnicity than to all residents in the block 
group, which is the reference population for the modified BIFSG. However, calibration does not assume 
that the distribution of first names, surnames, and block groups is the same among enrollees who self-
report race and ethnicity and those who do not. Thus, while the distribution of calibrated imputed race and 
ethnicity among those reporting race and ethnicity is expected to mirror their self-reported race and 
ethnicity, the distribution of imputed race and ethnicity among non-reporters may be different due to 
differences in their first names, surnames, and where they live. 

Assessing the Calibration and Accuracy of Modified BIFSG 
To assess the accuracy of the modified BIFSG algorithm for the user’s population, users could apply 

the algorithm not only to records that are missing self-reported race and ethnicity but also to records with 
self-reported race and ethnicity. The modified BIFSG code provides an example of two assessments that 
users might perform involving enrollees with both observed and imputed values of race and ethnicity: 
calibration and discrimination (accuracy).  

Calibration refers to the agreement between a model’s predicted outcome and observed outcomes. 
With a well-calibrated prediction algorithm, the means for the six sets of race and ethnicity probabilities 
closely match the means of the self-reported race and ethnicity. We typically recommend examining 
calibration both overall and within strata defined by categories of enrollee characteristics such as age and 
gender. 

Discrimination refers to the ability to differentiate between groups. An algorithm that differentiates 
well will produce a higher probability for individuals who are in a racial and ethnic group than for 
individuals who are not in that group. We recommend assessing discrimination using the C-statistic, 
which is derived from an area under the curve (AUC) analysis. To conduct the AUC analysis, users could 
follow the example in the included code by fitting six separate logistic regression models—one for each 
racial and ethnic group—in which each dependent variable is a binary indicator for the specific 
racial/ethnic group versus all other groups (1 if in the specific group; 0 otherwise) and the independent 
variable is the race and ethnicity probability for that group. The example code produces a C-statistic for 
each racial and ethnic group as well as an overall C-statistic using a weighted average of the group-
specific C-statistics where the weights are proportional to the number of enrollees in each group. C-
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statistics range from 0.5 (no better than chance) to 1.0 (predicts perfectly). In general, a C-statistic of 0.7 
is considered acceptable, 0.8 is considered strong, and 0.9 or higher is considered excellent  (Hosmer and 
Lemeshow, 2000). We recommend assessing discrimination both overall and within strata defined by 
enrollee age, gender, or other enrollee characteristics. 
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