
Cluster Locator online analysis and visualization of gene clustering 

User Guide

Cluster  Locator  (http://clusterlocator.bnd.edu.uy)  is  an  online  analysis  and  visualization  tool

(optimized for Firefox and Chrome) that, given a list of protein-coding genes provided by the user,

locates, quantifies and display all the clusters contained in the list when a maximum gap (max-gap,

see below for definition) is set. A cluster is defined as the maximal set of genes where the gap

between adjacent genes is never larger than a given max-gap set. 

Schematic workflow

Select an organism’s reference genome (or upload a genome file) → Provide a list of genes → Set

the max-gap allowed → Run the analysis → Results

Definitions

Cluster Locator models each genome as a collection of segments in which protein-coding genes are

allocated side by side, without intergenic regions or overlap. In the case of genomes uploaded by

the user, each segment can correspond to a chromosome, a chromosomal arm or scaffold, depending

on uploaded file. In the case of the preloaded genomes, and depending on the position and nature of

the centromeres, each segment can correspond to a whole chromosome or just to a chromosomal

arm. 

In any of these cases, the gap between two given genes is the number of other genes (defined by the

location of their starting points) located between them (see Fig. 1). A cluster is the maximal set of

genes for which the gap between adjacent genes is never larger than a given maximum gap (max-

gap) set. The size of a cluster is the number of genes that are included in the cluster. For a given

max-gap set,  the  percentage of gene clustering is  the percentage  of the genes of the list  that

belongs to any of the identified clusters. 

http://clusterlocator.bnd.edu.uy/


Figure 1. Each genome is modelled as a collection of segments in which protein-coding genes are allocated side by

side, without inter-genic regions or overlapping. The gap between two genes is the number of other genes starting

points located between them. Given a max-gap, a cluster  is  the maximal set  of  genes for which the gap between

adjacent genes is never larger than the max-gap. The size of a cluster is the number of genes that are included in the

cluster. For a given max-gap, the percentage of gene clustering is the percentage of the genes on the list that belongs to

any of the identified clusters.

Select the organism

Cluster Locator can analyse lists of protein-coding genes from any eukaryotic organism. The tool

has five pre-loaded genomes and the user can upload any other genome of interest. The preloaded

genomes correspond to 5 widely used model organisms: Saccharomyces cerevisiae, Caenorhabditis

elegans,  Drosophila melanogaster,  Mus musculus and  Homo sapiens.  If  the list  to be analyzed

belongs to any of the preloaded genomes, the user only needs to select it from a drop-down menu in

the upper part of the page (see Fig. 2 - A). If the list to be analyzed belongs to another genome, the

user needs to upload the genome using the “upload genome” option in the same dropdown menu.

The genomes to be uploaded must be in any of the supported file formats: gff, gff3 and gtf. We

recommend to upload compressed versions of the files (as .zip, .tar or .gz) in order to not exceed the

uploading size limit of 30 megabytes. 



Figure 2. Screenshot of Cluster Locator’s Home page. 

A - drop-down menu from which the user can select the species to be considered in the analysis and the

button to upload any not preloaded genome.

B – button to upload a list of genes to be analyzed (one gene identifier per line)

C – input box to paste a list of genes to be analyzed (one gene identifier per line)

D – max-gap selector

E – button to run the analysis

Provide a list of genes

After selecting or providing the reference genome to be used during the analysis, the user must

provide a list of genes to be analysed. The list can have a maximum of 1,000 genes and must be

provided either as a *txt or as a *csv file through the upload button (see Fig. 2 - B), or directly

pasted in the input box (see Fig. 2 - C), with one gene identifier per line. Please, take into account

Cluster  Locator’s  supported  gene  identifiers.  For  the  preloaded  genomes,  the  supported  gene

identifiers are indicated under the scroll-down menu after selecting the organism of interest, and

detailed below. For genomes uploaded by the user,  Cluster Locator can only handle those gene

identifiers included in the uploaded genome. 



Supported gene identifiers for each pre-loaded species: 

 For H. sapiens the supported gene identifiers are Ensembl IDs and HGNC official symbols.

For example, the gene “mitogen-activated protein kinase kinase kinase 6” can be identified
either as ENSG00000142733 or as MAP3K6.

 For M. musculus the supported gene identifiers are Ensembl IDs, MGI IDs, and MGI official

symbols. For example, the gene “mitogen-activated protein kinase kinase kinase 6” can be
identified either as MGI:1855691, ENSMUSG00000028862 or as Map3k6.

 For  D. melanogaster the supported gene identifiers are FlyBase IDs, FlyBase Annotation

symbols and FlyBase official symbols. For example, the gene “bruchpilot” can be identified
either as FBgn0259246, as CG42344 or as brp.

 For  C.  elegans the  supported  gene  identifiers  are  WormBase  IDs,  WormBase  official

symbols and WormBase Sequence names. For example, the gene “Branching AbnorMal”
can be identified either as WBGene00000237, as bam-2 or as Y71F9AR.1.

 For S. cerevisiae the supported gene identifiers are SGD Gene IDs, SGD standard names, or

SGD systematic  names.  For example,  the gene “Protein Interacting with Gsy2p” can be

identified either as PIG.2, as S000001307, or as YIL045W.

Set the maximum-gap

In Cluster Locator the gap between two given genes is the number of other genes with their starting

points located between them in the reference genome. A cluster is defined as the maximal set of

genes where the gap between adjacent genes is never larger than a given max-gap (see Fig. 1), a

parameter set by the user for each analysis. In Cluster Locator the user can select the max-gap that

will be used to define the clusters during the analysis. This is done using the sliding bar right under

the panel for uploading the gene lists. The max-gap can be set at any value from 0 to 100, being 5

the default value (see Fig. 2 - D). 

Run the analysis

To run the analysis, the user must click on the “Run” button (see Fig. 2 - E). The results will be

displayed after  some seconds.  Below the  “Run” button,  a  “Reset  analysis” button is  available,

which deletes any uploaded list of genes.



Results

Figure 3. Screen shot of Cluster Locator Results Section 

A – number of genes analyzed and max-gap used 

B – unrecognized or duplicated genes from the user’s list

C – clusters found

D – results of the uniformity test

E – results of the comparison with random clustering

The first box of the Result’s Section shows the total amount of recognized gene IDs in the analyzed

list and the max-gap used for the analysis (see Fig. 3 - A). In the second box are detailed those gene

IDs that were either duplicated in the list or not recognized (see Fig. 3 - B). 



Clusters found

This section displays a table summarizing the results of the search for clusters in the list (see Fig. 3 -

C). 

- The first column shows the cluster size of the clusters identified in the list

- The second column shows the number of clusters of each size identified in the list.

- The third column shows the number of genes forming clusters of each size.

- The fourth column shows the percentage of genes of the list  that are forming clusters of each

size.

Downloadable csv file

In the upper right corner of the section displaying the clusters found, there is a link to download a

comma-separated values file (*csv) with the identity and the chromosomal position of each gene

forming part of a cluster. This file contains a row for each gene belonging to a cluster and four

columns:

- The first column shows the gene ID provided by the user.

- The second column shows the chromosomal arm or chromosome in which the gene is located.

- The third column shows the starting position of the gene.

- The fourth column shows an arbitrary ID of the cluster to which the gene belongs.

In the example below, the first two rows correspond to a cluster of size 2, the following two rows

correspond to another cluster of size 2 and the following three rows correspond to a cluster of size

3. 

Example of a *csv file with the results of an analysis

Uniformity test

This section displays a table with the results of performing a two-sided Kolmogorov-Smirnov test,

to evaluate if the genes on the analyzed list are uniformly distributed on each chromosomal segment

(see Fig. 3 - D). 



Two values are provided for each segment containing at least one gene from the analyzed list: a

parameter  D and an associated  p-value.  D is  the  absolute  max distance  between the empirical

distribution function of the genes on the user’s list and the cumulative distribution function of the

uniform distribution. Ranging from 0 to 1, the closer D is to 1, the less likely it is that the genes on

the list were drawn from a uniform distribution. This parameter has an associated p-value, obtained

after testing the null hypothesis that the analyzed list of genes is uniformly distributed along each

chromosomal segment defined in the reference genome. Note that this p-value is unique for a given

list of genes and does not depend on the max-gap selected to define the clusters. In the upper right

corner of this section there is a link to download a comma-separated values file (*csv) with the

results displayed this section.

Comparison with random clustering

We define “random clustering” as the percentage of genes forming clusters out of a list of genes

randomly picked out from the genome. This section displays the results of the comparison between

the gene clustering found in the analyzed list and the random clustering expectable in lists of the

same size (see Fig. 3 - E). Note that this random clustering depends on the max-gap used to define

the clusters.

To obtain this result, first, we generate 1,000 lists of the same size than the analyzed list with genes

randomly picked out from the same reference genome. Then, using the same max-gap selected by

the user, we determine the percentage of gene clustering in each of those lists. Finally, and after

checking the normal distribution of this percentage with the Kolmogorov-Smirnoff test we calculate

its  empirical  mean  and  standard  deviation.  With  these  parameters  we  calculate  the  p-value

associated with the percentage of gene clustering found in the analyzed list. This p-value can be

interpreted as the probability of finding an equal or a more extreme percentage of random clustering

in the analyzed list.  The results of these analyses are summarized in the table displayed in this

section. The rows of this table show: 

- first row: random clustering for lists of the same size than the analyzed list.

- second row: standard deviation of the random clustering.

- third row: percentage of gene clustering found in the analyzed list.

- fourth row: p-value associated with this percentage.

In the upper right corner of this section there is a link to download a comma-separated values file

(*csv) with the results displayed in this section. 



Visual diagram

Figure 4. Screenshot of Cluster Locator’s Visual Diagram

A – buttons to select the chromosomal segments to be displayed 

B – genes from the user’s list that are not in any cluster

C – example of a cluster of two genes

D – two stripes of different colour corresponding to two clusters of different size

Below the results, Cluster Locator displays a schematic visualization of the genes of the analyzed

list and the identified clusters along the chromosomal segments of the organism being analyzed (see

Fig. 4). Since a maximum of 6 segments is displayed at the same time, depending on the organism

may not  all  segments  appear  on the  screen.  The segments  to  be  displayed  can  be selected  by

switching the buttons in the upper part of the scheme (see Fig. 4 - A). The buttons also display the

number of genes from the list and the number of clusters located at each segment. Those segments



that contain at least 1 cluster are highlighted in red. Only those segments that contain at least 1 gene

from the analyzed list can be displayed.

Each chromosomal segment is represented by a vertical line (with all lines having the same length),

in which dots represent the location of the genes in the analysed list (see Fig. 4 - B). A line connects

each dot to a label with the name of the corresponding gene. In the case of the preloaded organisms,

each of these labels links to the corresponding reference database (Ensembl, FlyBase, WormBase or

SGD). The genes IDs that are part of a cluster are surrounded by a coloured box (see Fig. 4 - C).

Clusters of different size are represented as stripes of different colour over the line that represents a

chromosomal segment (see Fig. 4 - D). 


