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The Challenges
Cyber threats span a wide range of malicious activities that occur within the world’s cyberinfrastructure. These
threats range from destructive malware and denial of service attacks, to the theft of intellectual property and even
espionage. Over the last few years, countless high profile, high
impact cyber attacks have driven cybersecurity to the top of the
“Trusted insiders with the intent to do
priority list for many technologists and Chief Information Officers.
harm can exploit their access to
The ability to accurately identify and respond to suspicious or
anomalous activity is vital to combating this threat. Given the
volume and variety of data that can be exploited to combat this
threat, it is critical that an organization’s threat analysis architecture
includes flexible and powerful software that can accelerate the
discovery of anomalies within complex, high dimensional data.
This paper outlines how organizations can create a next generation
threat analytics architecture by combining the use of Topological
Data Analysis (TDA) through Ayasdi Core with open source data
processing tools. This approach allows organizations to seamlessly
fuse multiple data streams that can then be rapidly analyzed to
uncover insights - previously hidden or overlooked by conventional
analytical tools.

compromise vast amounts of sensitive
and classified information as part of a
personal ideology or at the direction of
a foreign government. The
unauthorized disclosure of this
information to state adversaries,
nonstate activists, or other entities will
continue to pose a critical threat.”
-

James Clapper, Director of
National Intelligence,
Worldwide Threat
Assessment, 2014

Current Approach
Conventional approaches to combating insider threat often involve the use of disparate data transformation and
analysis tools. There is a heavy reliance on subject matter experts to interpret the results of the analyses before
reports can be generated and disseminated to stakeholders. Figure 1 illustrates a typical workflow.

Figure 1: Conventional Threat Analysis Workflow
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Data from numerous systems, applications, and sensors flow into flat file storage locations or schema-oriented
repositories. Source-specific data transformation engines then prepare the data for use by multiple analytical tools
and processes. Subject matter experts then assess the results of the various analysis pipelines. They correlate events
across the result sets, apply their understanding of corporate norms, and highlight and disseminate reports on
suspicious behavior. The siloed nature of this data architecture and lack of automation add latency to the analysis
process. It increases the time to insight and decreases the ability to leverage perishable insights. A reliance on
subject matter experts can result in increased variations in the interpretations of results and impact accuracy.
Identifying and responding to suspicious activity to combat insider threat at scale requires a different architecture
and analytical approach. The elimination of data silos in favor of a schema-free data architecture that is capable of
fusing disparate data sets into a high dimensional data stream is key. The incorporation of an analytics engine that
can simplify and automate the analysis of complex data is paramount.

Introducing Ayasdi Core and TDA for Anomaly Detection
Ayasdi Core is machine intelligence software that is designed to analyze complex, high dimensional data sets. It
draws on the power of Topological Data Analysis (TDA) and brings together a broad range of machine learning,
statistical, and geometric algorithms to create a compressed visual representation of all of the data. It rapidly
uncovers critical patterns and relationships in the data – previously hidden or overlooked by other approaches. It
streamlines the analysis process by allowing the creation of scheduled, automated analysis pipelines. Results of the
analyses can be disseminated through dynamic intelligence dashboards.
A key requirement for combating insider threat is the ability to rapidly identify and distinguish anomalous behavior
from normal organizational activity. Achieving this with any degree of confidence requires the use of a high
dimensionality data set that accurately represents activity across the organization. The large-scale analysis of this
type of data presents a number of computational and visualization challenges for most platforms; however, Ayasdi
Core was specifically designed to tackle these challenges.
Insider threat detection typically requires the analysis of different data sets including machine-generated log data,
such as audit and LDAP logs, as well as web and email traffic logs. By aggregating, or fusing, these disparate data
sets together, it is possible to produce a high fidelity representation of activity across an organization’s
infrastructure. Ayasdi Core uses metrics, or measures of similarity between data points, to uncover patterns and
subgroups of interesting activity. The results of the analysis can be disseminated using web-based dashboards.
The figures below illustrate the results from using Ayasdi Core to analyze a synthetic insider threat data set created
by CERT at Carnegie Mellon University’s Software Engineering Institute. The CERT data set contained a series of
simulated log files (e.g., audit, LDAP, web, and email) that provide synthetic background data and malicious activity
based on actual insider threat cases recorded by CERT. These disparate log files were fused together into a single,
high fidelity stream. Ayasdi Core was used to rapidly uncover and visualize each of the various types of captured
activities on the network, through its topological representations. However, given the size of the data as a result of
the massive number of users and their actions, it is important to be able to zero in on areas of interest. To help
distinguish signal from the noise, Ayasdi Core supports the use of sliding time windows to dig deeper into the data
and compare individual users against both the organizational norm as well as their own unique activity patterns.
This additional layer of analysis surfaces suspicious behavior using the topology of the data (see Figures 2 and 3).
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Figure 2: Anomalous User Logon Activity

Figure 3: Anomalous User Logoff Activity

As little change is expected over time in the logon activity for a particular user, comparing activity over time helps
identify anomalous shifts. Applying this analysis on a per user basis increases accuracy. It also helps establish userspecific norms. Automating the process helps uncover statistically significant variations from these norms. It
facilitates the immediate correlation of anomalous behavior across measured activities (see Figure 4).
An architecture that supports aggregating, fusing, and funneling data into Ayasdi Core helps with automated
analysis. The Ayasdi Core API can also seamlessly feed the results into downstream analytical tools and custom
dashboards to provide stakeholders with targeted alerts and notifications.
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Correlated use of
removable media

Correlated file
system activity

Figure 4: Correlation of suspicious logon activity with removable media usage

Next-Generation Architecture
Mitigating the issues inherent in a conventional data analysis architecture requires a shift towards the use of an
aggregated repository, an analytics engine capable of processing large volumes of high dimensional data, and
automated analytical workflows. Such an architecture can be constructed by combining a flexible open source data
framework with Ayasdi’s machine intelligence platform. Figure 5 illustrates a next generation insider threat analysis
architecture.

Figure 5: Next Generation Threat Analysis Architecture
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Replacing data silos with a schema-free repository based on Apache Hadoop provides a powerful and scalable
means of ingesting data from a wide variety of sources. Moreover, Hadoop’s computational framework provides the
ability to seamlessly create fused, highly dimensional data sets that can be fed into the analytical pipeline according
to a pre-defined schedule.
Ayasdi Core is central to this architecture. It uncovers patterns of activity and areas of interest for domain experts to
explore in further detail. By uncovering the underlying characteristics of these areas of interest and then creating
models using these factors, an organization can improve the way in which it flags and prevents threats. It helps its
domain experts and subject matter experts focus on activity that deviate far enough from the norm to warrant
further investigation.

Summary
The trusted or authorized insider with intent to do harm represents one of the most serious and difficult to detect
cyber threats faced by public and private organizations alike. Whether motivated by financial or information gain,
revenge, or even ideology, identifying and mitigating this threat relies on an organization’s ability to recognize
suspicious or anomalous activities across a potentially infinite variety of employee types. Depending on the size of an
organization and the type of work it performs, anomalous activity can be hard to pinpoint, and the threshold at
which anomalous activity deserves a closer look can vary considerably. Moreover, the sheer volume and variety of
applicable data sets within which this malicious activity might be detected poses a significant challenge for existing
analysis frameworks, particularly those with isolated or silo-ed data repositories. Ayasdi Core’s use of Topological
Data Analysis provides organizations with a way of rapidly analyzing and uncovering anomalous activity in highly
complex data sets to help effectively combat these threats.
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