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Executive Summary 
Ayasdi was given acoustic data tracks with no additional context. In addition 
to being able to separate signal from noise, we were also successful in 
distinguishing contextual substructure within both signal and noise. These 
structures were correlated with specific phenomena in the background (e.g., 
unintelligible conversation, foot traffic, and door closings) and we report 
these findings here. In other words, there was significant structure in what 
was classically perceived as noise and our techniques extracted information 
from that structure. Our techniques could be more broadly applied to 
identify novel information in sensor data that has been previously collected 
but not fully exploited.   
Ayasdi, Inc., a leader in the new field of Topological Data Analysis, utilized 
existing, commercially available, proprietary Ayasdi technology to interpret 
and provide a deeper understanding of acoustic data provided by the 
Defense Advanced Research Projects Agency (DARPA) Strategic Technology 
Office (STO). We demonstrated how Ayasdi technology increases human and 
machine capabilities to provide automated understanding, intuitive insight 
discovery methods, and interactive exploration of complex data provided by 
the Program Manager (PM). The Ayasdi software package leverages current 
hardware capabilities with a software platform that translates data into an 
analytic map for domain experts. Qualitative information on the data was 
revealed through the visualization of the topology of the data. 
The following report summarizes the results of this analysis. Key insights 
from this analysis include: 

1. While high and low power signal was primarily related to noise and 
voices, respectively, topological analysis distinguished subtle features 
within the signal. In addition to giving an exploitable description of the 
data, this decomposition permitted Ayasdi to rapidly extract a series of 
insights into structure and content of the “noise”.  

2. Within the low-power part of the Ayasdi network, we identified an 
unexpected higher-power sub-cluster of data points indicating out-of-
band noise. While further analysis of this cluster was beyond the scope 
of this effort, it presented clear detection of subtle anomalies, perhaps 
not seen/reported by testers. 
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3. Our analysis further segmented the noise into subgroups that 
resolved into clusters characterized by rhythmic thumps, footsteps, 
and revolving doors, respectively. 

4. Within the low power signal we were able to distinguish between 
intelligible and unintelligible conversations. 

5. The individual tracks were uniquely identified within the Ayasdi 
network. This information could, with additional information about 
sensor location, provide information about the surrounding region, as 
well as the events being monitored. 

6. Finally, we note, that after reviewing our findings, the PM informed us 
that other performers, who used traditional signal processing 
methods on the same data, were unable to detect the signals in the 
“noise” that Ayasdi identified. 

In conclusion, Ayasdi was able to recover information that is generally 
ignored and/or processed out of sensor data analysis.  Looking forward we 
feel this is potentially an important new capability.   
 
The views expressed are those of the author(s) and do not reflect the official 
policy or position of the Department of Defense or the U.S. Government. 
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Introduction to Topological Data Analysis 
The Ayasdi platform offers an advanced methodology and novel suite of 
automatic data processing tools to extract content and structure across wide 
ranges of data types and applications. The tools underpinning the Ayasdi 
platform are based on powerful, non-linear techniques that have the 
potential to greatly outperform the current state of the art in automatic data 
mining. In particular, our flexible tools use geometry to incorporate various 
aspects of meaning into quantitative, categorical, and text-based data to 
provide qualitative insights. 
The methods employed in the following sections of this report rely primarily 
on topological data analysis (TDA). TDA is a family of analytical approaches 
recently developed for conducting non-linear analyses on high-dimensional, 
complex data (Carlsson, Bull Amer Math Soc, 2009; Singh, Memoli & Carlsson, 
Euro Symp Point-Based Graph, 2007), and has been successfully applied to a 
number of biological domains where signal is often buried in complex 
spaces, including vision research, RNA folding, and breast cancer research 
(Singh et al., J Vision, 2008; Yao et al., J Chem Phys 2009; Nicolau, Levine & 
Carlsson PNAS 2010; Lum et al. Sci Rep 2013). 
We refer the reader to a more comprehensive treatment of the methodology 
(Carlsson, Bull Amer Math Soc, 2009), and describe it here only briefly. The 
general output of TDA is a concise summarization of high dimensional data 
via mathematical constructs (see Fig. A) based on notions of distance and 
functions. Functions, or lenses, are used as descriptive values for the points 
in the space, and are used to partition the points into local neighborhoods; 
metrics are employed to identify points in the data’s original dimension, 
conditional on the partitioning of the lens(es). Points close together by both 
lens and metric appear close in the topological summary; points close 
together by lens, but not in the metric space, are further apart, though they 
may possess similar properties. Various choices of lenses and metrics will 
reveal the structure of the data, and for the findings described below Ayasdi 
Platform is employed to generate the topological summaries in the form of 
Ayasdi Platform networks. 
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Fig. A. Stepwise diagram outlining the construction of a topological summary using a 
coordinate-based function (lens). (1) Given points randomly placed on the surface of 
a hand as the dataset, (2) the z-axis is used as a function, providing a scalar value for 
each three-dimensional point. These points are (3) then partitioned with overlaps per 
the function, and a (4) partial clustering is induced that merges points into nodes 
based on proximity within a given metric space (edges are joined when points are 
shared across partitions). The final result is a concise and robust summarization of 
the original data. 

The following report relies heavily on figures and illustrations generated 
using topological data analysis methods in the Ayasdi Platform. Note that the 
networks in these figures are not traditional networks, but provide a 
summarization of the data space, per Fig. A. Concretely, each node in the 
topological networks are comprised of one or more data points; nodes are 
connected in the network when they share one or more data point (see Fig. 
B). Interpretation and analysis of the data in the networks is carried out using 
a suite of statistical and transformation tools built into the Ayasdi Platform 
interface, including statistical tests, data transformations and automation 
tools. 
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contains subsets 
of patients 

These patients are 
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the center of the data) 
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close to the center of 
the data 

Color scheme 
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Fig. B A screenshot of the Ayasdi Platform interface, annotated. The network shown 
is a topological summarization of breast cancer, where the primary structure (Y-
shape, right) is dominated by a number of driver genes, including ESR1. 

Task Objectives 
Ayasdi performed an exploratory analysis of multiple acoustic streams of 
government-provided data, sampled simultaneously. We used the networks 
constructed within the Ayasdi platform to investigate the underlying 
geometric relationships between segments of the audio information.  The 
goal was to understand not only the traditional “signal” within the data, but 
how that signal related to what is traditionally viewed as “noise” and what 
additional insights could be gleaned from the noise. 
Ayasdi identified features in the topological representations, and used the 
audio information to intuit insight into what these features represented in 
the data and how the different features and audio characteristics related to 
each other. 

Technical Problems 
Ayasdi took an unbiased and open-ended approach to this analysis. No 
metadata was provided with the audio data – twenty distinct audio tracks 
with overlapping information were provided intentionally without additional 
context. This meant that our analysis was very much unsupervised.  In 
particular, the insights outlined in the following sections were intuited by 
listening to the audio tracks and interpreting the sounds heard. 
In the end, the resulting analysis benefitted from such an unsupervised 
approach, and we can still present a network where the geometric structure 
can be used to explore structure in both the traditional “signal” and the 
broader data, “noise” and all. 

General Methodology 

High Level Overview 
Input data consisted of 20 wav files with single-channel mono recordings of 
20 minutes in duration. Upon running the data through a low-pass filter, we 
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split the 20-minute recordings into short overlapping intervals. For each 
interval we broke down the time-domain signal into its frequency 
components and retained the top harmonics including their amplitudes and 
phases. From this data we generated a topological network where each node 
consisted of a collection of short intervals from the time domain. The metric 
that imposed similarity between the short intervals was driven by the 
selected low-frequency Fourier coefficients. With the sound files we received 
no metadata. Once the analysis had segmented signals, the sound metadata 
such as impulse noises, revolving doors, voices and background noise were 
determined upon listening to the tracks. We identified these general features 
of the sound data on the topological network. 
 

 
Fig. 1 Process flow. Original sound files in wav format were convolved with a 
Gaussian low-pass filter. The tracks were segmented into overlapping short intervals. 
Top Fourier harmonics for each interval were selected to generate topological 
network as shown in Fig. 3.  

Details 
The wav files were recorded with sampling frequency of 5,120 Hz. In each file 
we had 6,144,000 samples, denoted as x[n]. We used two different low-pass 
filters: one was a finite impulse response (FIR) based on convolution with a 
Gaussian kernel g[n;σ] of width σ, and another one was an infinite impulse 
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response (IIR) with a single pole recursion defined by the parameter α. If we 
denote the output of a signal in the time domain as y[n] then we modified 
the input x[n] as follows: 

FIR: 𝑦 𝑛 =    𝑔 𝑛 −𝑚;𝜎 𝑥 𝑚 = 𝑔 𝑛;𝜎 𝑥[𝑚 − 𝑛]!   !  
IIR: 𝑦 𝑛 =   𝛼𝑦 𝑛 − 1 + 1− 𝛼 𝑥[𝑛] 

The effect of this transformation for various values of the Gaussian width σ 
and parameter α is shown in Fig 2. 
 

  
Fig. 2 Effects of low-pass filtering by a FIR Gaussian convolution (left panel) and IIR 
single pole recursion (right panel). 

Upon low pass filtering, we split the time domain signal into 75% overlapping 
3.2s intervals. In each short interval we had 214 samples to ensure speed of 
execution of Fast Fourier Transform (FFT). No additional window filtering was 
applied to the 3.2s intervals. We choose top 256 complex harmonics for 
further analysis. The motivation for this approach was two fold: signal 
retention to be able to extract sound features, and data compression. We 
estimated this procedure allowed us to compress data by 10x. 
When we generated topological networks, we found no qualitative difference 
between FIR and IIR modulated input, as depicted on Fig. 3.  
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Fig. 3 Topological networks created using the 256 highest order Fourier complex 
coefficients extracted from 75% overlapping 3.2s intervals. To the left IIR network, to 
the right FIR network. Coloring by power of each 3.2s interval after low pass filtering.  

Because we observed no qualitative differences between IIR and FIR filtering, 
we decided to carry out the rest of the analysis with the signal convolved with 
a Gaussian of width σ  = 1. 

Technical Results 
We split the sound data into 3.2 s intervals with 33% overlap. Every 3.2 s 
interval contained 214 samples. Every interval was characterized with 
amplitude and phase of the top 256 Fourier coefficients. Justification for 
selection of the lowest order harmonics was borne out of the low pass 
filtering and data compression.  
 
The two dominant flares shown on Fig. 3 separate the sound data into two 
different categories: noise and voices. The main difference between the tow 
flares in the power contained in each 3.2 s intervals. We found that the noise 
flare had higher power (even after low-pass filtering). Within noise we found 
intervals of high power with frequencies -of the range of analysis. We were 
further able to subdivide the noise into subgroups attributable to thumping, 
footsteps and pushing of revolving doors. For the flare with voices, we were 
able to extract several instances of loud countdown, “5, 4, 3, 2, 1” on all 
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tracks, and “8, 7, 6, …” on individual tracks 3 and 10. We were also able to 
identify the part of the network that has combined features, noise and 
voices, which was dominated by noise. 
Among the aforementioned features, we were able to separate the common 
events that were present in all 20 files. In addition, we were also able to pick 
up subtle differences in the signal due to their relative position. Those 
differences are clearly audible, and TDA put them on a mathematical footing 
and located them on a topological network. 

Out-of-Band Noise 
From Fig 3, we can see there are two prominent flares of the network: the 
lower flare with higher power (colored in red) and lower power flare (colored 
in blue). In the low power region, there are red nodes, as shown on Fig 4. 
 

  
Fig. 4 Out-of-band noise is depicted on the upper right panel, which is a zoomed-in 
part of the FIR network represented in the right panel of Fig. 3. The red nodes lay in 
the low-power region of the network; however, they have significantly higher power 
than the background. The original track of that interval is presented with dark gray 
background on the bottom panel. That same zoomed-in interval is shown in the 
upper left panel. Note the time scale of the kink in the sound data; it is at least a 
factor of 3 bigger than the length of analyzed intervals. 
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The implication of this finding is that we were able to extract signal from 
noisy sound data in the frequency band that was beyond the natural range 
of the analysis. The origins of this out-of-band noise are not clear. Because 
the frequency envelope of this sound is in the infrasound domain, it is 
inaudible, and it is also very hard to attenuate. This effect may have been 
either due to sensor built-in electronics, seismic activity or background 
machinery (if the recorded event took place on a ship, for example). 

Impulsive Noise 
Iris topological map was able to pull together regions of high noise. From our 
subjective preparation of sound metadata, we show that in the noise flare we 
could identify the opening thumps (within first 7s of each of the 20 wav files), 
saloon doors (1142s-1149s of each of the 20 wav files) and footsteps (500-
500s interval of each of the 20 wav files). 
 

 
Fig. 5 Thumps at the beginning of each track, enrichment shown in red.  
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Fig. 6 Impulse noise that sounds like someone pushing the door to enter a saloon, 
1142-1149s in each track.  
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Fig. 7 Nodes enriched with time intervals where footsteps are audible, 500-508s in 
each track are shown in red. 

We demonstrated that the flare with higher power 3.2s intervals contains 
distinct features, which can be localized on the topological network: intro 
thumps, saloon doors and the footsteps. 

Voices 
The low-power flare was enriched for sound intervals attributable to voices 
and conversation. At the tip of the flare are located nodes related to 
unintelligible conversation. Around the same area we can see nodes that 
contain time intervals during which the “5, 4, 3, 2, 1” countdown occurs. 
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Fig. 8 Loud conversation. 
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Fig. 9 Countdown “5, 4, 3, 2, 1”. All tracks 

Listening the provided sound tracks, it became obvious that all tracks 
recorded the same event. The dominant features across all 20 tracks are 
shown in Fig. 8 and Fig. 9. Subtle differences between individual tracks that 
we attribute to location of each sensor relative to the origin of recorded 
events were barely audible in the wav files. We were also able to distinguish 
these delicate differences using topology, as shown in Fig. 10. 
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Fig. 10 Countdown “8, 7, 6, …”, track 3 (left panel) and track 10 (right panel). 

Thumps and Speech 
The topological network we have been analyzing consists of two dominant 
flares whose main distinctive feature is power contained in the 3.2s time 
intervals. The higher power flare is related to impulsive voices and noise. 
Stretching from the tip of that flare deep into the central part of the network 
is a region with short time intervals that cover combined speech and thumps. 
Based on our subjective hearing, we would argue that even though these 
intervals contain both signal and noise, loud thumps are dominated over 
speech. We confirmed this subjective observation with the coloring scheme 
presented in Fig. 11. 
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Fig. 11. Combined speech and thumps. Sound dominated by thumps. 

Fig. 11 demonstrates that topology can recognize the combination of the two 
effects. This finding points towards future direction of investigation where 
more advanced concepts in DSP ought to be applied to separate those two 
events before the FFT step, as shown in the schematic flow depicted on Fig. 
1.  

Important Findings and Conclusions 
In this work we married traditional formalism of digital signal processing and 
Fourier analysis with TDA. We demonstrated the synergistic capabilities of 
conventional methods with emerging mathematical standard we aim to 
define with TDA. The ability of TDA to summarize highly dimensional data in 
a query-free manner was the key to finding insight in noisy sound data.  
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Inclusion of TDA was really a critical point because DSP and FFT are 
necessary for the presented analysis, but not sufficient to extract features 
from the low quality mono sound data in unbiased way. 
The key insights of our analysis include: 

1. While high and low power signal was primarily related to noise and 
voices, respectively, topological analysis distinguished subtle features 
within the signal. In addition to giving an exploitable description of the 
data, this decomposition permitted Ayasdi to rapidly extract a series of 
insights into structure and content of the “noise”.  

2. Within the low-power part of the Ayasdi network, we identified an 
unexpected higher-power subcluster of data points indicating out-of-
band noise. While further analysis of this cluster was beyond the scope 
of this effort, it presented clear detection of subtle anomalies, perhaps 
not seen/reported by testers. 

3. Our analysis further segmented the noise into subgroups that 
resolved into clusters characterized by rhythmic thumps, footsteps, 
and revolving doors, respectively. 

4. Within the low power signal we were able to distinguish between 
intelligible and unintelligible conversations. 

5. The individual tracks were uniquely identified within the Ayasdi 
network. This information could, with additional information about 
sensor location, provide information about the surrounding region, as 
well as the events being monitored. 

6. Finally, we note, that after reviewing our findings, the PM informed us 
that other performers, who used traditional signal processing 
methods on the same data, were unable to detect the signals in the 
“noise” that Ayasdi identified. 

In conclusion, Ayasdi was able to recover information that is generally 
ignored and/or processed out of sensor data analysis.  Looking forward we 
feel this is potentially an important new capability. 

Significant Hardware Development 
There was no need for hardware development; we used already available 
data collected using existing sensors. 
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Special Comments 
Listening to the wav files we found out that the sensors were measuring the 
same event. Essentially, all 20 sound waves recorded the same sound, but 
with subtle differences attributable to their location relative to the origin of 
sound (please note we were not told that fact but deduced it from our 
analysis). We were able to extract general features present in all 20 
recordings, and we were also able to identify features related to individual 
sensors. We had no additional information about where in the area the 
sensors were located, but with such information, we might be able to intuit 
the geometry of the sensor network, and perhaps additional relevant 
information. In a larger collection of sensors, the clustering of similar events 
in the network seen here implies that we could associate sensors by the 
events that they capture. 

Implications for Further Research 
Each year the U.S. Federal Government spends significant resources on 
development of very specific and very expensive sensors. Development of 
such sensors is driven by widely accepted belief that in order to extract 
meaningful information from the data these sensors provide, it is necessary 
to maximize signal to noise ratio. Automated feature extraction from noisy 
data is an open problem. Traditional data analysis strategies used to process 
such data necessarily lead to discarding some 90-95% of the data, which is 
far from optimal. 
The broader promise of this analysis lies in the ability to exploit traditional 
signal processing methodologies in conjunction with topological methods, 
and the techniques demonstrated here are generalizable to other signal 
analysis efforts. Perhaps most importantly, the ability demonstrated here to 
extract new insights from previously analyzed data, and identify new 
relationships, enables additional exploitation of signal data from existing 
sensors, perhaps lessening the need for deploying expensive sensors in hard 
to reach arenas. Again, the ability to recover information that is generally 
ignored and/or processed out is potentially extremely powerful. We 
demonstrate here that there is a significant amount of additional information 
that can be extracted from these signals using topological methods. How 
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much additional information and at what cost (computational, analytic time 
required) is a question for follow on work.  
Finally, there is nothing in our analysis that restricted us to acoustical 
sensors, so the methods described and used here could have applicability 
across the entire set of sensors being deployed by DoD.  


