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Introduction
SoftIron’s unique approach delivers a platform that
simplifies open source-based, software-defined
storage that perfectly complements Veeam.
HyperDrive® software-defined storage solution is verified for compatibility against the “Veeam Ready for
Object” and “Veeam Ready for Object with Immutability” criteria.
This document aims to guide you through the simple process of configuring Veeam on SoftIron
HyperDrive for Backup and Recovery.

Solution Overview
Powered by Ceph, SoftIron’s Hyperdrive platform is highly flexible and can offer storage natively across
the technology stack. Within the Veeam context, this means we can move data in and out of your Ceph
cluster directly from Kubernetes, VMware, Local Storage, or the Public Cloud.
As an object store, HyperDrive provides an S3-compliant API that works seamlessly as a Capacity Tier
for Veeam as follows:
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Veeam + HyperDrive Environment
Recommended Minimum HyperDrive Solution
Our recommended minimum solution for production environments consists of more than one S3 gateway to
allow for a load-balanced, highly available solution, in conjunction with 4 Density nodes and 3 Monitors:
> 3x HyperDrive Monitors (HD11000)
> 4x HyperDrive Storage Density (HD11120)
> 2x HyperDrive Storage Router (HR41000)

SFP Switch
Managment
Switch
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VMware Requirements
Host Requirements
> vSphere 6.0 or higher
> Processor: 2-socket, modern 64 bit— minimum 12 cores total
> Memory: 24 GB RAM minimum
> VM Datastore
> Any storage listed on VMware’s hardware compatibility list for current
vSphere versions, provisioned for the ESXi host(s)

Veeam VM Requirements
> Processor: 8 vCPU
> Memory: 24 GB RAM minimum
> HDD: 80 GB (C: drive minimum)
> Primary and backup storage network access: 10 GbE (VMXNET3 driver)
> Management network: 1 GbE with connectivity to vCenter or ESXi hosts
> Server OS Minimum: 64-bit Microsoft Windows Server 2008 R2 SP1
Standard or higher
> Recommended: 64-bit Microsoft Windows Server 2019 Standard
or higher

Veeam server requirements can be found here.
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Network Configuration
The Network can be configured in a number of different ways, and is fairly flexible. Typically, HyperDrive
nodes are connected to a fast switch (min. 10GbE) and across a number of different logical networks.
The S3 network can be configured to be separate, and Veeam can be configured to only have visibility
over that. This is purely optional and everything can also be run on a single network to keep things
simple. Our nodes can also have both NICs bonded for load balancing and redundancy.

An example of a sensible network configuration can
be seen below:

VM VM VM VM
VM VM VM VM

VMWare
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Getting Started
To get started with Veeam and SoftIron HyperDrive, follow these step-by-step instructions:

STEP 1

STEP 2

STEP 3

Set up a SoftIron S3
account and storage bucket

Add the SoftIron S3 storage
repository to Veeam Backup

Protect your data

Step 1 - Preparing Ceph
Checking Status

Pool Configuration

To start with, ensure that Ceph is in good shape
and ready. We can do this by running ‘ceph status’
and checking that we have a ‘HEALTH_OK’.

Once we’re satisfied that our cluster is in order, we
can ensure we have the correct pools. For RGW, it’s
recommended to create at least the below pools
ahead of time, each with a sensible placement
group number:

alice@jumphost:~$ ceph -s
cluster:
id:
8ef25f74-8a7d-4215-9ea631c2c6b628c4
health: HEALTH_OK
services:
mon: 1 daemons, quorum veeam3 (age
3d)
mgr: veeam3(active, since 3d)
osd: 48 osds: 48 up (since 3d), 48
in (since 3d)
rgw: 1 daemon active (veeam3)
data:
pools:
7 pools, 3392 pgs
objects: 221 objects, 1.5 KiB
usage:
1009 GiB used, 437 TiB /
438 TiB avail
pgs:
3392 active+clean

The above cluster has a single RGW active for
demonstration purposes and 48 OSDs across 4
storage nodes.
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alice@jumphost:~$ ceph osd lspools
8 .rgw.root
9 default.rgw.control
10 default.rgw.log
11 default.rgw.meta
12 default.rgw.buckets.index
13 default.rgw.buckets.data

This is not required as RGW will auto-create pools,
but is highly recommended as pools with autogenerated placement group numbers may suffer
from poor performance. For help with placement
groups, you can use the Ceph calculator or speak
to the SoftIron team. To create the pool list above
run the following command per pool:

ceph osd pool create <pool_name>
<pg_num>
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RGW User Creation
Once we have the right pools, we can create a user and keys to use with Veeam:

alice@jumphost:~$ radosgw-admin user create --uid=veeam --display-name=veeam
{
“user_id”: “veeam”,
“display_name”: “veeam”,
“email”: “”,
“suspended”: 0,
“max_buckets”: 1000,
“subusers”: [],
“keys”: [
{
“user”: “veeam”,
“access_key”: “EPYBYDFJRXBMENVTF7V8”,
“secret_key”: “BklHt1rs6BmPLsykDrGGRrsL6uWOlxQND8cZw75E”
}
],
“swift_keys”: [],
“caps”: [],
“op_mask”: “read, write, delete”,
“default_placement”: “”,
“default_storage_class”: “”,
“placement_tags”: [],
“bucket_quota”: {
“enabled”: false,
“check_on_raw”: false,
“max_size”: -1,
“max_size_kb”: 0,
“max_objects”: -1
},
“user_quota”: {
“enabled”: false,
“check_on_raw”: false,
“max_size”: -1,
“max_size_kb”: 0,
“max_objects”: -1
},
“temp_url_keys”: [],
“type”: “rgw”,
“mfa_ids”: []
}

We will need the access and secret keys in this output.
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Step 2 - Configuring Veeam
Adding HyperDrive as a Store in Veeam
Bucket Creation
To create a bucket with object locking disabled
# aws s3api create-bucket --bucket veeam-bucket --endpoint-url=https://192.168.3.11

Object Storage Repository Creation Without Immutability
Create a large object storage repository for the capacity tier of the Scale-Out Backup Repository (SOBR).
This repository extent will be used for the performance testing later in the test plan.
1. Under the “BACKUP INFRASTRUCTURE” view, right-click on “Backup Repositories” and choose
“Add backup repository...”.
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2. O
 n the “Add Backup Repository” screen, select
“Object Storage”. Choose “S3 compatible
object storage” to start the “Edit Object Storage
repository” wizard.
3. E
 nter in a name and description of the new
object storage repository. Click the
“Next >” button.

4. E
 nter your HTTPS endpoint address and region
and select the credentials that have already
been created.
5. L eave the “Use the following gateway server:”
box unchecked and click Next. Accept any
certificate warnings and Continue.

6. O
 n the “Bucket” screen, identify the bucket created for this job and click “Browse...” to create a new folder for
the capacity tier object storage. Click the “Next >” button to proceed.
7. Review the “Summary” screen. Click “Finish” when done.
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Object Storage Repository Creation With Immutability
Bucket Creation with Object Locking
To create a bucket with object locking enabled
# aws s3api create-bucket --bucket lockedbucket --object-lock-enabled-for-bucket
--endpoint-url=https://192.168.3.11
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To ensure the bucket was created with object locking

# aws s3api get-object-lock-configuration --bucket lockedbucket --endpointurl=https://192.168.3.11
{
“ObjectLockConfiguration”: {
“ObjectLockEnabled”: “Enabled”
}
}

The following steps define how to create an object storage repository for the capacity tier of the
SOBR. This repository extent will be used for the performance testing later in the test plan.
1. U
 nder the “Backup Infrastructure” view, right-click on “Backup Repositories” and choose
“Add backup repository...”.
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2. O
 n the “Add Backup Repository” screen, select “Object Storage”. Choose “S3 compatible object storage” to
start the “Edit Object Storage Repository” wizard.
3. E
 nter in a name and description of the new object storage repository. Click the “Next >” button.
4. Enter your HTTPS endpoint address and region and select the credentials that have already
been created.
5. L eave the “Use the following gateway server:” box unchecked and click Next.

6. O
 n the “Bucket” screen, identify the bucket created for this job and click “Browse...” to create a new folder for
the capacity tier object storage. Click the “Next >” button to proceed.
7. Review the summary. Click “Finish” when done.
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Creating the Scale-out
Backup Repository
1. U
 nder the “BACKUP INFRASTRUCTURE” view,
click “Scale-out Repositories” and click the
“Add scale-out backup repository...” button on
the ribbon.
2. T
 ype in a name and description for this new
scale-out repository. Click “Next >”
to continue.
3. O
 n the “Performance Tier” screen, click the
“Add...” button to add a backup repository
to the scale-out repository. Add in the
performance tier repository that was
created for your backups. Click “OK” to add
the repository.
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4. C
 lick “Next >” to continue.
5. Click “Next >” to accept the default setting of “Data locality”. This policy allows all backup files (fulls and
incrementals) to be located on the same extent.
6. O
 n the “Capacity Tier” page, make sure you check the box for “Extend scale-out backup repository capacity
with object storage:” and select your SoftIron S3 Repository in the dropdown. You can also choose to “Copy
backups to object storage as soon as they are created” and “Move backups to object storage as they age out
of the operational restore window”. You can also set a password to encrypt data that is uploaded to SoftIron.
In this example, we’ve enabled the backups to copy immediately and to tier off of local storage immediately (0
days). NOTE: Veeam maintains a minimum of 15 days of backups even if you choose anything less than 15 days.
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7. O
 n the “Summary” screen, click “Finish” to create the Scale-out Repository for the test. When complete, click
the scale-out backup repository that you just created in the “Inventory Pane”. The main window will show all of
the extents within the SOBR.

Step 3
- Protect your Data
Now we’re ready to create a Backup Job to safely
store your data on SoftIron S3 storage.
1. C
 lick the “Home” option in the bottom-left, and
then select “Jobs” in the browser. Click the Backup
Job button in the top-left corner of the window
and choose “ Virtual machine...”.
2. E
 nter a name and description for the “Backup
Job” and click “Next >”.. Click the “Add” button,
select the Virtual Machine(s) you would like
backed up, and click “Add” when done.
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3. O
 nce you have all the Virtual Machines added
you would like backed up to SoftIron S3, click the
“Next >” button.
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4. C
 hange the “Backup repository:” dropdown to the Scale-out Backup Repository you made earlier, then click
the “Advanced” button.

5. N
 avigate to the “Storage” tab and change the “Storage optimization:” dropdown to “Local target (large
blocks)”. Then click “OK” and “Next >” to proceed.
Note: While this setting is optional, SoftIron S3 is designed to work better with larger block sizes and this will
greatly help to improve the performance of uploading to SoftIron S3 by Veeam.

softiron.com

Quick Start Guide for Scale-Out Repository

19

6. C
 lick “Next >” to proceed to the Schedule settings.
You may set the “Schedule” as you like for the
backup job. For our example, we have set this to run
every day at 11 PM.
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You can check to make sure the backup is running
by clicking on “Last 24 Hours” in the left-hand
column. You’ll see the current backup job. Once
that completes, Veeam will start a new job to
offload the data to SoftIron S3 with “Offload” in the
Job Name, check this job completed successfully.
For more information or help on any of these steps,
please contact your SoftIron Account Manager,
or email info@softiron.com

SoftIron & Veeam
®

Best in Class Data Management and Backup
with open source, software-defined storage.
SoftIron’s unique approach delivers a platform that simplifies open source-based,
software-defined storage that perfectly complements Veeam.
HyperDrive® software-defined storage solution is verified for compatibility against
the “Veeam Ready for Object” and “Veeam Ready for Object with Immutability” criteria.

The Challenge

Read the HyperDrive

+

> Deliver file, block and object storage within one
architecture
> Integrate into multi-cloud and hybrid-cloud
strategies, offering multiple integration
methodologies

Veeam Solution Brief here
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The storage demands of many organizations
are becoming increasingly complex. Softwaredefined storage (SDS) architectures give
organizations the combination of flexibility
and performance to meet these demands.
Six key SDS capability requirements are:
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> Support a number of performance “tiers” within the
same architecture, enabling the best combination
of price performance for a given workload from
archive and back up to high performance to
complex workloads.
> Provide a resilient architecture able to cope
with hardware/ drive failures as well as shifting
workloads.
> Deliver an architecture that can scale in capacity
and performance as the organization's needs grow
and change.
> Provide the underpinning for a high degree of data
security from both accidental and malicious data
manipulation and/or loss.

Softiron + Veeam Solution Brief
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SoftIron® is the world-leader in taskspecific appliances for scale-out data
center solutions. Their superior, purposebuilt hardware is designed, developed and
assembled transparently, and they are the only
manufacturer to offer secure provenance.
SoftIron’s HyperDrive® software-defined,
enterprise storage portfolio runs at wire-speed
and is custom-designed to optimize Ceph.
HyperSwitch™ is their line of next-generation,
top-of-rack switches built to maximize the
performance and flexibility of SONiC.
HyperCast™, built on FFmpeg, is their highdensity, concurrent 4K transcoding solution,
for multi-screen, multi-format delivery.
SoftIron unlocks greater business value for
enterprises by delivering best-in-class products,
free from software and hardware lock-in.
For more information visit softIron.com
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@SoftIronNews
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