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1.1 Global Climate Change and Our First Model

1.1.1 Introduction and motivation

Changes in global climate are driven by a complex mixture of natural and human- 
generated (anthropogenic) processes. Increases in atmospheric carbon dioxide and 
other greenhouse gases, primarily due to the activities of humans, have raised global 
temperatures by an average of about one degree in the past 100 years. The conse-
quences of these changes are being felt across the Earth, impacting on a wide variety 
of ecosystems.

The Polar Regions are symbolic of these changes, with ice loss occurring in both 
hemispheres. An important challenge is to determine the extent to which these losses 
are driven by anthropogenic processes against a background of natural cycles of 
change, e.g. caused by changes in the orbit of the Earth around the Sun. Ironically, 
cores from the Arctic and Antarctic regions have provided some of the strongest evi-
dence for natural cycles over hundreds of thousands of years. These changes, while 
spectacular in their extent (for example, between glacial and interglacial periods), are 
thought to be relatively slow compared with the changes being witnessed over the past 
few decades. Mathematical modelling, in combination with other scientific methods 
and reasoning, can help us to unpick the differences between natural and anthropo-
genic change.

In this first chapter we address the changes in the Arctic ice since 1979. We look 
at how the area of Arctic ice has changed over time, developing a mathematical model 
to describe the relationship. This model will let us make predictions about how 
the Arctic ice will change in the future, as well as deepen our understanding of how the 
ice has been changing between 1979 and 2017.

1.1.2 A first look at some data and the importance of units

Before we begin building our first model of the Arctic ice, we will look at two meas-
urements of the area of Arctic ice from the years 1980 and 1990. These are summar-
ized in Fig. 1.1, with the method used to obtain them discussed in the caption.

When we are building models, the measurements (observations) that we make are 
called our data (all bold terms are listed in the modelling toolbox – see Appendix A1). 
The available data are of central importance for the development of mathematical 
models, as they provide a window to the true behaviour of the relationship we are 
trying to model. In our current case, we now have two pieces of data (data points) to 
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work with that tell us how time (the year) is related to the area of ice. These can be 
summarized by the two statements:

‘The area of Arctic ice in 1980 was 7.7 million square kilometres’
‘The area of Arctic ice in 1990 was 6.1 million square kilometres’

Note that each of these two data points contains two separate measurements: a meas-
urement of the time and a measurement of the area.

Before building our first model based on these data (see Section 1.1.6), we want 
to be able to summarize it more elegantly using mathematical notation. Not only will 
this give us an opportunity to get used to the language of mathematics but it will also 
be highly practical. One of the great strengths of mathematics is its ability to make 
long and complex statements simple and concise. If we imagine having hundreds or 
thousands of pieces of data to summarize, we realize that writing a sentence for each 
one, as we have done so far, quickly becomes tiresome and inefficient. In the next sec-
tion (1.1.3), we will see the key reason that mathematical statements are so compact 
is the use of symbols. Before that, since this is our first encounter with measurements 
and data, it is worth concluding this section with a brief discussion of units, which is 
a concept that is essential for quantitative science.

To introduce the idea of units, let us first imagine how it is possible to go about 
measuring some physical quantity. Since going out and measuring the area of Arctic ice 
might be a stretch of the imagination, let us consider what we could do if we were 
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Fig. 1.1. Images showing the area of ice in the Arctic in (a) 1980 and (b) 1990. The area is 
established by measuring the extent of the ice. This is obtained by dividing up the ground 
into grid squares of 25 km × 25 km and counting the total number of squares that contain 
ice. It is also possible to measure the area of ice more directly, but in this chapter we will 
focus on the total extent as the measure of area and use the terms area and extent 
interchangeably to mean the latter. The data are available via the National Snow and Ice 
Data Center (Fetterer et al., 2017); ‘million sq km’ means millions of square kilometres. 
Notice that the data are taken from the month of September, which is when the area of ice 
is at its minimum. Image courtesy of the National Snow and Ice Data Center, University of 
Colorado, Boulder and NASA Earth Observatory.
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asked to measure the length of a desk in front of us. The key thing to realize is that, in 
order to measure the length of the desk, we would have to compare it with the length 
of another object we had available. For instance, using your phone, you could establish 
that the length of the desk was ten times the length of the phone. Alternatively, you 
could use your hands or your feet and find that the desk was eight times the length of 
your hand and six times the length of your feet. All of these methods are perfectly valid 
ways to measure the desk. However, notice that every time we have measured the desk 
we have obtained a different number for its length. This makes perfect sense; since we 
have compared the length of the desk to the lengths of different objects, the number we 
state should be different. Yet, despite this, it is all too easy to fall into the trap of stating 
a measurement of some physical quantity by just stating the number. From the previous 
example, it should be clear that just stating that we measured our desk and the answer 
was ‘ten’ or ‘eight’ or ‘six’ is quite useless and whenever we make a statement about a 
measurement we must include a mention of what we are comparing it with.

While it is true that phones, hands and feet are all ways to measure lengths, in 
practice these are not very useful. The reason for this is that, if you tell me that your 
desk is ‘10 phones’ long, then since I do not know the length of your phone in the first 
place, I am almost none the wiser as to the actual length of the desk. As such, when 
we make measurements, we like to state the result in terms of standard quantities that 
we can all agree on and are familiar with. These standard quantities are known as 
units and an example of a unit of length is the centimetre (cm). If you now state that 
the desk is 100 cm long, I finally know exactly what you mean.

Looking back at our data in Fig. 1.1, we can now confirm that the measurements 
of the area of ice are stated with a unit of area, million sq km (millions of square kilo-
metres). The measurement of time should also have a unit associated with it, and it 
does, though in this case it is just implicit as ‘the month and the year’, which at least 
allows us to reference it with other months and years.

1.1.3 Using variables for our data and summarizing the data with tables

To proceed, we now want to introduce a method to refer to our data quickly so that 
we can start making complex statements as easily and clearly as possible. To achieve 
this, the key idea from mathematics is that we should make extensive use of symbols 
rather than full words and sentences. For example, let us say we want to refer to the 
area of ice in million sq km for our first data point, given in Fig. 1.1. In this case, since 
we want to refer to an area, it makes sense to pick the letter A as a shorthand for the 
area in million sq km. In mathematics, such symbols that represent values are known 
as variables. However, the term variable is also used to refer to any quantities in our 
problem that vary, e.g. the area of ice or the time. Fortunately, for us this will not cause 
too many problems and we will use the term variable to refer to both the mathemat-
ical symbols and the quantities they represent.

With the symbol A chosen, we can now specify a particular data point, e.g. the 
first one, with a subscript ‘1’ along with the A, i.e. A1. So, if we now write A1 in a sen-
tence or mathematical expression, we know that we are referring to the value of the 
area of our first data point in million sq km, i.e. 7.7. Following a similar logic, we can 
refer to the year (time) of our first measurement as t1, the year of our second measure-
ment as t2 and the area of our second measurement as A2, once again in million sq km.
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With the symbols for our variables chosen, we can now restate the two sentences 
we made in the previous section to describe our data as:

‘The value of t1 is 1980 and the value of A1 is 7.7’
‘The value of t2 is 1990 and the value of A2 is 6.1’

Note that in both cases we have specified a value (a number) for each variable and 
there are two variables for each data point, i.e. one data point is one set of linked 
measurements.

Having specified the values of our variables, along with defining what the symbols 
mean, we can now save a lot of time by referring to, for example, A2 or t1 whenever we 
wish to discuss a particular measurement from our data. Even if we happen to forget the 
exact value of one of our data points, as is likely when we are dealing with a lot of data, 
since we have introduced variables this will not matter; we can just state a variable name 
and subscript such as A1, and look up the exact value of A1 later on as needed.

Now that we have the idea of variables, let us use them to discuss all of our data for 
the years 1979 to 1990. In this case, the first data point is the one measured in 1979, the 
second is that measured in 1980 and so on. Therefore, we could now make the statements:

‘The value of t1 is 1979 and the value of A1 is 7.05’
‘The value of t2 is 1980 and the value of A2 is 7.67’
‘The value of t3 is 1981 and the value of A3 is 7.14’

and so on (notice that we are now using two decimal places for the extent of ice). As 
writing a sentence for each of our 12 data points is inefficient, it is useful to introduce 
a way to state the values of our data more succinctly. The tool we use to do this is a 
table, which can be used to summarize all our data as well as introduce our variables 
and units. This is done in Table 1.1 for our current data, and the caption gives some 
details about the conventions used.

With this table written down, we have all our data stated clearly in one place. 
Additionally, we can make extensive use of variable names, using our table when we 
need a specific value. While this is very useful to begin building our model, it is also 
helpful to express our data in a more digestible form, so that we can get a sense of the 
relationships between the two quantities we wish to model.

1.1.4 Plotting our data for a visual summary

The standard way to get a picture of any underlying relationships present in our 
data is by making a plot. To construct a plot of our data in Table 1.1, we first need to 

Table 1.1. Summary of the area of Arctic ice from 1979 to 1990 (September extent data). 
Note that the left-most column gives the physical quantity and units and indicates the letter 
used for the variable in brackets. Each data point is labelled with a number for easy 
reference and specific data points can be referred to by the corresponding variable letter 
with the label as a subscript.

Label 1 2 3 4 5 6 7 8 9 10 11 12

Time/years (t) 1979 1980 1981 1982 1983 1984 1985 1986 1987 1988 1989 1990
Area/million  

sq km (A)
7.05 7.67 7.14 7.30 7.39 6.81 6.70 7.41 7.28 7.37 7.01 6.14



Modelling the Changing Arctic Ice   5

associate each of our two quantities (the area measured in million sq km and the time 
in years) to a separate axis. For example, we can choose the time to be plotted on the 
horizontal axis (also known as the x-axis) and the area to be plotted on the vertical 
axis (also known as the y-axis). While it is also possible to plot time on the y-axis and 
area on the x-axis, we typically plot the quantity we are more interested in predicting, 
in this case the area, on the vertical axis.

With each of the quantities we wish to plot associated to an axis, we can now 
proceed by going through our data points and taking each pair of measurements (e.g. 
t1 and A1) and plotting the corresponding point. Each pair of values for each point is 
known as a coordinate and can be written in brackets as (t1, A1), (t2, A2) and so on. 
Doing this for all our data builds up the plot as shown in Fig. 1.2.

A plot like that in Fig. 1.2 conveys the overall relationships in our data much 
more clearly than a table. In fact, looking at Fig. 1.2, we can see there is a broad 
 decrease in the area of ice over time. This is consistent with the two images of Fig. 1.1 
and our intuition concerning the ‘melting of the ice caps’. This insight, along with the 
understanding of variables we now have, is enough for us to begin to develop our first 
mathematical model of the Arctic ice.

1.1.5 Making assumptions about physical processes

In this section and the next we will build our first model that predicts the area of 
Arctic ice from the year. To do this, we will follow a strategy with three main stages. 

6

6.2

6.4

6.6

6.8

7

7.2

7.4

7.6

7.8

8

1978 1980 1982 1984 1986 1988 1990

A
re

a 
of

 A
rc

tic
 ic

e/
m

ill
io

n 
sq

 k
m

Time/year

Fig. 1.2. Change in area of ice with time, using the data in Table 1.1. The dashed lines are 
to aid the eye in linking the points and do not represent values.
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Firstly, as is often a good idea when developing models, we will make a set of assump-
tions about the physical processes that relate the quantities we are interested in. In this 
chapter, the physical process of interest is the melting of ice, which relates the area of 
Arctic ice to the time. Unfortunately, it is likely that this process is very complicated 
and so we will only make very basic and potentially naïve assumptions. Secondly, we 
will imagine a hypothetical scenario in which the assumptions we have made are true 
and consider what measurements would be produced in that case. Finally, with these 
simplified hypothetical data in hand, we will design our mathematical model so that 
the predictions it makes agree with the hypothetical data. Doing this will ensure that 
our model is capturing the assumptions we laid out initially.

After we have built our model following these broad guidelines, we can compare 
the model’s predictions with our actual data. Given the fact that our assumptions 
about how the ice is melting will be quite strong, we will not expect our model to 
agree with our data exactly. However, by making sure we understand the assumptions 
going into our model, we can more easily identify any potential sources of error, 
allowing us to develop more sophisticated models later on.

The assumption we will now make is that the Arctic ice is melting in such a way 
that the area of ice decreases each year by a fixed amount. With this assumption in 
hand, we then want to generate some hypothetical data. To do this, we will need to be 
more specific and state exactly what value the decrease in ice will be each year. Unfor-
tunately, at this point we have no theoretical basis for deciding what this value should 
be, as all we have assumed is that the decrease in ice is constant, without specifying 
anything more. This situation, where we make some general assumptions about our 
problem but leave specific information ‘unknown’, is very common in mathematical 
modelling. As such, we will have much more to say about it later. However, for now, 
the important thing to note is that, when deciding the values of quantities that are not 
given in our assumptions, we should turn to our data for help.

Let us take our initial two data points from Fig. 1.1, those for the years 1980 and 
1990 (data points 2 and 12 in Table 1.1). Over the ten years between these, the area 
of ice changed by 6.14 −7.67 = −1.53, i.e. it decreased by 1.53 million sq km. There-
fore, we can then use these two data points to estimate the yearly change by dividing 
this by ten:  −1.53/10 = −0.153. If we also make the assumption that our data point 
measured in 1980 was perfectly correct, we can build our hypothetical data set by 
taking the area of ice in 1980 and subtracting 0.153 to get the supposed measurement 
of the area of ice in the next year. Repeating this up until the year 1990, and adding 
on 0.153 for the year 1979, will give us our full data set for every year for which we 
have actual data. This gives us the hypothetical data set in Table 1.2.

The data in Table 1.2 represent what we would measure if the assumptions we 
have made were correct. Now, with these data in hand, we can design our first model 

Table 1.2. Hypothetical data generated by assuming that every year the area of ice changes 
by –0.153 and that the area data for 1980 from Table 1.1 is correct.

Label 1 2 3 4 5 6 7 8 9 10 11 12

Time/years (t) 1979 1980 1981 1982 1983 1984 1985 1986 1987 1988 1989 1990
Area/million  

sq km (A)
7.82 7.67 7.52 7.36 7.21 7.06 6.91 6.75 6.60 6.45 6.29 6.14
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to match these hypothetical measurements perfectly. In that case, we know that if the 
assumptions we made were actually true, our model would perfectly describe the 
system we are looking at.

Of course, we know it is likely that our assumption that the ice is decreasing by 
the same amount each year is too simplistic.

In most natural systems, we would expect the effects of many different factors to 
be important and we can never hope to capture all of them in our models. Therefore, 
when we build our models, we will always be ‘leaving something out’ that would 
occur in the actual system of interest. As such, it is reasonable to understand the 
assumption we have made of a fixed yearly decrease as in some sense an average 
yearly decrease, rather than a suggestion that the true area of ice changes by exactly 
the same amount each year. The term ‘on average’ could refer to an average over time 
(in the way that the average temperature for a year is the mean temperature of every 
day) and/or an average over known and unknown physical processes including errors 
in the measurement of the area of ice. While in a real scientific application of a model 
we must be clear about what we mean, for our current purposes it will be sufficient to 
keep in mind an intuitive idea of the meaning of ‘on average’, at least while we develop 
our first model.

1.1.6 A first model using equations and making predictions

We now have a hypothetical data set that we created based on a simple assumption 
about the system we are studying. These data will guide us in building our first model, 
which we will design so that the predictions it makes for the area of ice agree with the 
hypothetical data set in Table 1.2.

When we write down a mathematical model, we will do so using an equation. An 
equation is a relationship between variables using an ‘equals’ sign (=), such that what-
ever is to the left of the ‘=’ has the same value as whatever is on the right. Since we 
have already introduced the letters A and t as our variables to represent our data, it 
makes sense to stick with these letters when writing down our model. In this case, the 
letters will not include a subscript since we are not referring to any specific piece of 
data, and instead correspond to predictions that our model makes about the area and 
time, with the units being assumed to be the same as chosen for the data.

The question we now face is: what equation should be written down? Since we 
know that we want our model’s predictions to agree with our hypothetical data in 
Table 1.2, a good place to start answering this question is by trying to understand the 
relationships in those data. As discussed in Section 1.1.4, this is most easily done by 
making a plot. Therefore, we should plot our hypothetical data in the same manner as 
our actual data in Fig. 1.2, leading to the plot in Fig. 1.3.

From Fig. 1.3, it is clear that the relationship in our data is that of a straight line. 
This is consistent with our assumption that the area of ice will decrease by the same 
fixed amount each year so that as we go across horizontally on our plot by one year, 
we go down vertically by the same fixed amount. These are exactly the criteria  required 
for a straight line, which can also be expressed as the fact that a straight line has a 
constant slope (also known as the gradient). With this information, we can now realize 
that, since we wish to make predictions that agree with our data in Fig. 1.3, we should 
write down the equation of a straight line for our model.
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The most common way to state the equation of a straight line is

y mx c= +  (Equation 1.1)

where the y variable refers to whatever is on the y-axis, the x refers to whatever is on 
the x-axis, m refers to the slope of the line and c refers to the value of y when x = 0 
(known as the ‘y-intercept’ as it is the point where the line crosses the y-axis). In 
terms of the variables we are using for our current problem, the y variable corres-
ponds to A, the x variable corresponds to t and m is the yearly decrease in the area of 
ice, –0.153. To find the value of c, we need to know what our hypothetical data point 
would be when t = 0, corresponding to x = 0 in the equation of the line. To do this, we 
can realize that t = 0 corresponds to year zero, 1980 years before the year 1980. 
Therefore, if the area of ice had been decreasing by 0.153 each year, over 1980 years 
it would have decreased by 0.153 × 1980 = 302.94 million sq km. So, if the area of ice 
in 1980 was 7.67, then our hypothetical measurement of the area of ice in year zero 
would be 7.67 + 302.94 = 310.61. Therefore, using the value of c as 311 to three sig-
nificant figures, we can finally write down the equation for our model as

A t= − +0 153 311.  (Equation 1.2)

We now have our first mathematical model given in Equation 1.2. Notice that, in 
building it, we made use of data (to estimate the yearly change), assumptions about 
physical processes (to generate our hypothetical data) and mathematical methods 
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Fig. 1.3. Hypothetical change in area of ice with time, using the data in Table 1.2.
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(knowledge of straight line geometry). We will find that we use these three guides 
repeatedly as we build and develop mathematical models of nature.

Before moving on to compare our model’s predictions with our actual data, we 
need to know how we can make predictions and check them against our hypothetical 
data set in Table 1.2, with which they are meant to agree. When we write our model 
as an equation such as Equation 1.2, what we are implying is that our predictions are 
solutions to the equation we write down. A solution to an equation is a set of numbers 
that can be used to replace the variables in an equation, so that the equation is still 
correct. Since we have two variables in Equation 1.2, a solution to the equation will 
involve two numbers, one to replace the t and one to replace the A. The act of replacing 
a variable in an equation by a number is known as substitution. So, for example, if we 
substitute in the value 1980 in place of t and the value 7.67 in place of A we get (now 
keeping full accuracy for our calculation)

7 67 0 153 1980 310 61. . .= − × +

Evaluating the right-hand side (RHS) of this equation gives us

7 67 302 94 310 61. . .= − +
7 67 7 67. .=

Since the equation is true when we substitute in this pair of values, we know that 
this pair – stated compactly using the notation for coordinates as (1980, 7.67) – is a 
solution of our equation. Therefore, our model predicts that if we measure the year to 
be 1980, the area of ice should be 7.67 million sq km, and vice versa.

While, in principle, we can find solutions to our equation by ‘guessing’ pairs of 
numbers as we just did, this is not a viable way to make predictions in the long run. 
Fortunately, in realistic situations, we often know one of the values of the variables we 
are interested in and wish to find what the corresponding value of the other variable 
is in our solution. For instance, we might be interested in the solution where t =1990. 
Even though we do not have a particular value in mind for A at this point, we can still 
find a solution in the same manner as before by substituting the values of our variables 
into our equation. In this case, since we only have a value for one of our variables, we 
only substitute that one in and leave the other variable alone. For the case of t =1990, 
this gives us

A = − × +0 153 1990 310 61. .

Evaluating the RHS of this equation as before gives us

A = 6 14.

Now, even though we did not know what the value of A was beforehand, it is 
clear from this equation that the value of A must be 6.14 for our equation to be true. 
Therefore, rather than guessing a pair of values, in this case we have found the solu-
tion (1990, 6.14) by simply picking one of our values and working out what the other 
must be.

The method of substituting one variable in our model’s equation is essentially the 
only way that we will go about finding solutions to our equations. The reason for this 
is that, when we make predictions, we typically want to make a prediction for some 
quantity (here the area of ice) assuming some particular value of the other quantity 
(here the year). Therefore, while from the perspective of our equation the two variables 
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are no different and predictions are just pairs of values that solve the equation, from 
our point of view one of the variables takes the role of an input and the other takes the 
role of an output. In this case, the input variable is the one we choose at the start of our 
problem while the output is the one we are interested in using our model to predict. For 
example, we might reasonably ask, ‘What will the area of ice be in the year 2020?’ In 
this question, we have already specified what the year will be and so t = 2020 acts as 
our input to the problem. The thing we want to predict is then the area of the ice A, 
which at present is unknown. To find it, we substitute in our chosen value of t to the 
equation of our model and find the value of A such that, along with the given value of 
t, the pair of values is a solution to our equation.

From now on, we will separate our variables into an input variable (sometimes 
called the predictor or explanatory variable) and an output variable (sometimes called 
the predicted or response variable). In our current case, A plays the role of the pre-
dicted variable while t plays the role of the predictor. Note that, when we found our 
prediction of A for t =1990 a moment ago, this was made much easier by the fact 
that A was isolated on the left-hand side (LHS) of Equation 1.2. To make things as 
simple as possible, we always want to isolate the variable we want to predict in this 
way, which is known as ‘making A the subject’ of the equation. Additionally, to 
 emphasize the role of t as an input variable which is used to make predictions for A, 
we will often write the variable A followed by brackets enclosing a t, i.e. we will write 
A(t). We will discuss the meaning of this notation further in Chapter 3, but for now 
this notation just indicates which variable is being considered as the output and 
which is being considered the input. In this notation, our model can be written 
equivalently as

A t t( ) .= − +0 153 311

This bracket notation is also helpful when we want to refer to specific predictions 
of our model. For example, we can now refer to our model’s prediction for the area of 
ice in the year 1980 by substituting 1980 in place of t in A(t), i.e. we write A (1980). 
Similarly, our prediction for the year 1990 would be A(1990). To indicate the specific 
value of this prediction, we can then use an equal sign, such as A(1990) = 6.14. Finally, 
if we want to refer to our model’s prediction for a specific year in our data set, we can 
also make use of the variable labels we introduced for our data. For example, as we 
can see in Table 1.1, the variable name for the year 1990 in our data set is t12 so that 
we could write our prediction for 1990 equivalently as A(t12) = 6.14.

1.1.7 Comparing data and models with plots and lines of best-fit

Now that we have a model and know how to make predictions, we are ready to com-
pare our model’s predictions to our actual data in Table 1.1. To do this, we will first 
make a table of our model’s predictions by going through and substituting t =1979, 
t =1980, t =1981 and so on into Equation 1.2. (using full accuracy) and finding the 
corresponding value of A in each case. Doing this leads to the values given in Table 1.3.

With our table of predictions, we can now compare our model to the data in Table 
1.1 by plotting both sets of values on the same axis, as shown in Fig. 1.4.

Looking at Fig. 1.4, we can clearly see that, as expected, our assumption that the 
area of ice is decreasing by exactly the same amount every year is false. However, it 
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still seems that our model is capturing something of the overall trend in our data and 
so might be worth pursuing to see if we can improve it further.

To see how we might go about improving our model, recall that when we formed 
our current model, our assumptions told us that our model’s predictions will form a 
straight line. Since this information does not tell us what the values of this line’s slope 
and y-intercept are, we then calculated these using our two available data points. 
However, when compared with our real data, we do not expect the harsh assumptions 
we made for our model concerning the Arctic ice to be true. Instead, we expect that 
our model should be correct ‘on average’ in some sense. As such, we should not view 
our ‘calculation’ of the slope and y-intercept of our model as exact. Instead, it was 
simply an estimate of the values we should use, so that our model describes the system 
we are interested in. Now, phrased in this way, it seems misguided to use only two 
pieces of data to make these estimates, given that we have more data available. As 
such, it is probable that we can improve our model considerably by using all our data 
to determine the slope and y-intercept of our model’s predictions.

Table 1.3. Predictions for A for given years for the model defined by Equation 1.2. Note that 
these agree with the hypothetical data given in Table 1.2, on which the model was based.

Label 1 2 3 4 5 6 7 8 0 10 11 12

t 1979 1980 1981 1982 1983 1984 1985 1986 1987 1988 1989 1990
A(t) 7.82 7.67 7.52 7.36 7.21 7.06 6.91 6.75 6.60 6.45 6.29 6.14
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Fig. 1.4. Comparison of model’s predictions from Table 1.3 with data from Table 1.1.
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The idea that we are beginning to develop is known generally as ‘fitting’. The 
 intuition behind fitting is that, since the assumptions we have made for our model 
correspond to predictions that lie in a straight line, our model can be thought of as 
‘drawing a straight line through our data’. Of course, there are many possible straight 
lines we could draw, each with a different value of the slope m and the y-intercept c. 
Each of these different lines then represents a different possible set of predictions for 
our model and most of these lines will lie very far from our data. The best description 
of our data is given by the ‘line of best fit’ which runs through our data in the closest 
way possible. The slope and y-intercept of this line of best fit are then the best-fit 
choices of m and c that we can pick to describe our data.

This intuitive idea of line of best fit can be made more mathematical by introdu-
cing a precise way to measure how close our model’s predictions are to the data. Once 
we have done this, as we will in the next part of this chapter, we will have a method 
that will allow us to use our data quite generally when developing more sophisticated 
models, as we will see through a variety of examples in later chapters.

1.2 The Linear Model

1.2.1 Using parameters and estimating unknowns

In the first part of the chapter, we concluded by outlining the idea of fitting. In this 
part, we will explore this idea in much more detail, giving us an invaluable tool for 
modelling that we will use repeatedly in the rest of this book.

The way we will think of fitting is this: when we make general assumptions about 
the system we are studying, we do not specify everything about the system but only 
give the broad outline of the model we will use to study it. For example, in Section 
1.1.5, we made the assumption that the area of Arctic ice was changing by the same 
amount each year. While this assumption is very restrictive, it still leaves certain infor-
mation unknown such as the actual value of this yearly change. Geometrically, making 
this assumption is equivalent to saying that our model’s predictions should form a 
straight line, without specifying the exact line to use, i.e. the slope and intercept of the 
line are unknown. In terms of an equation, we could write this model as

A t mt c( ) = +  (Equation 1.3)

We will call this the linear model and return to it often. The unknowns in our 
model are then represented by the letters m and c, which are known generally as 
parameters. Note that, although we use similar symbols for both our parameters 
(m and c) and our variables (A and t), we treat them somewhat differently. While our 
variables represent the possible inputs and outputs of our model that we use for pre-
diction, our parameters represent values that are currently unknown but, once we 
know them, will remain fixed parts of our model.

To complete our model and make predictions, we must now find the values of 
m and c. However, at this point where we have only just written down our model, 
we have no reason to think that any chosen values of m and c are better than any 
others. Therefore, we need some more information to help us judge what values of our 
parameters we should use.
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Since it is our data that provides us with facts about the system we are interested 
in, it then makes sense that we should use the data to establish the values of our 
parameters.

As an analogy, imagine you have a bag with ten balls in it. Some of the balls are 
red while the rest are blue. This statement constitutes our ‘assumptions’ about the 
problem we have. However, our assumptions do not tell us everything, as the actual 
number of red or blue balls remains unknown. If we now use the letter R to represent 
the number of red balls in the bag, our task is to estimate the value of this parameter, 
i.e. the number of red balls. At this stage, since we have only made our general assump-
tions, we have no reason to believe that there is any particular number of red balls in 
the bag, and so do not have a good way to estimate R.

To gain an idea of what R might be, we now start to draw balls from the bag, 
replacing them after each draw so that we do not run out (or cheat by counting all the 
balls!). After some time, we can then start to build up an estimate for the value of R. 
For instance, if we found that, after drawing from the bag 100 times, we drew a red 
ball every time, we might start to suspect that there were only red balls in the bag, i.e. 
R = 10. Alternatively, if we found that, after 100 draws, 50 of the balls were red and 
50 were blue, we might estimate that the actual number of red balls was half the total 
in the bag, i.e. R = 5. In this analogy, the act of drawing a ball from the bag and 
looking at its colour corresponds to making a measurement. Our data are then the list 
of colours from all the draws we have made, and these are used to estimate the value 
of the parameter R.

Note that obtaining any given data set does not ‘prove’ that we have a certain 
number of red balls in the bag. Instead, we can consider each proposed value of R as 
a different hypothesis we make, with the data then providing evidence for these dif-
ferent hypotheses. In our example above, we could consider our two hypotheses to be 
R = 5 and R = 10. If we had found a data set where all 100 balls we drew were red, 
we would then consider this as important evidence for the second of these hypoth-
eses, R = 10, and against the first, R = 5.

Returning to our linear model, Equation 1.3, it is hopefully clearer that our task is 
to estimate the values of m and c, using our data as evidence for a given pair of values. 
Viewed in terms of hypotheses, we would like to find which pair of values is the ‘most 
likely’, based on the evidence given by our data. To denote these two values, which are 
at present unknown, we will use ‘hats’ above the letters for the parameters, i.e. we will 
denote the best values of m and c that we could pick as m̂ and ĉ. Therefore, the model

A t m t c( ) = +ˆ ˆ

is the linear model that best describes our data. Thinking in terms of lines of best fit, 
this is the equation of the best-fit line, with m̂ being the slope of the best-fit line and ĉ 
being the y-intercept. As such, we will refer to these as the ‘best-fit’ values of our 
parameters. While these can also be thought of as the ‘most-likely’ values of our 
parameters as suggested, mathematically these two concepts are distinct, something 
we will investigate further in Chapter 6.

Of course, to find the values of m̂ and ĉ requires some work and we must start by 
being more precise about how we will judge whether a given combination of values 
for m and c provides a good description of our data or not.

Note that in this book we will use the ideas of ‘judging our model’s accuracy’, 
‘providing evidence for hypotheses’ and ‘fitting’ all quite interchangeably. Ultimately, 
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these can be considered as different ways to think about the same thing, each with a 
slightly different emphasis and/or mathematical formulation. For instance, the idea of 
‘fitting’ is typically more geometrical, as we consider drawing a line or curve through 
our data. The idea of ‘evidence for hypotheses’ is more statistical, a concept that we 
will look at in more detail later in Chapters 5 and 6. Finally, ‘judging our model’s 
accuracy’ simply indicates our interest in making predictions that are as close to our 
data points as possible.

1.2.2 Using residuals and the sum of squared residuals  
to measure model accuracy

In this section, we will introduce a mathematical technique to measure the accuracy 
of our model’s predictions known as the sum of squared residuals (SSR). As we will 
see, this method is quite intuitive and provides an excellent way to judge whether or 
not a given model is a good description of our data, i.e. whether we have a good fit.

If we now look back at Fig. 1.4, where we compared our model’s predictions with 
our data via a plot, we can see that intuitively the accuracy of our model should cor-
respond to how close the predictions lie to the actual data points in question. To make 
this more precise, we can consider the difference between the observed value from our 
data set and the predicted value of our model. This difference is known as the residual 
for that point and corresponds to the amount of error our model makes in its predic-
tion of that observed value.

As an example, in 1987 our model given by Equation 1.2 predicts that the area of 
Arctic ice will be A(1987) = 6.60 (Table 1.3). However, reading from Table 1.1, the 
actual value is 7.28. Therefore, our prediction is off by 7.28 − 6.60 = 0.68, which is 
the residual for 1987. If we now denote this residual as r9, where the letter r is for 
‘residual’ and the number ‘9’ refers to the label for the corresponding data point in 
Table 1.1, we can write that

r9 0 68= .

which tells us that for the data point labelled by ‘9’ the observed value is 0.68 greater 
than our prediction.

If we now want to get a sense of the total error produced by our model, we first 
need to calculate all the residuals for our model: r1, r2, r3, and so on. We then square 
these residuals individually and, finally, add them up to give the sum of squared resid-
uals (SSR). Note that squaring the residuals before adding them together ensures that 
we are really measuring the total error in our model and not accidently getting a lower 
measure of the error than we should. The problem with adding the residuals without 
first squaring them is that residuals can have both positive and negative signs that, 
when added, can cancel out, leading to a seemingly lower overall error. For example, 
if we take r1 = −0.77 and r9 = 0.68 (using the data as presented in Tables 1.1 and 1.3), 
adding these directly would give a total error of r1 + r2 = −0.77 + 0.68 = −0.09. There-
fore, the result of adding the two errors to get the total error produces a smaller value 
than either of the two errors individually, which does not make much sense. However, 
if we first square the residuals to get r1

2 = (−0.77)2 = 0.593 and r9
2 = (0.68)2 = 0.462, 

then since both of these numbers are now positive they will add to a total error that is 
larger than either one, i.e., r1

2 + r9
2 = 0.593 + 0.462 = 1.06.
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With the idea of residuals, squared residuals and the SSR in place, let us now cal-
culate the SSR for our model given by Equation 1.2. To do this, we can simply use the 
tables of our data and predictions to calculate all the residuals. We then square each 
of these residuals separately and add them all up. This process is summarized in Table 
1.4, which also gives the final result for this model, which is an SSR of 3.14. Note that 
the predicted and residual values are calculated from the equation with the full 
accuracy available, but both are presented with three significant figures in the table. 
Generally, whenever we do a calculation, we should be careful to use values to the 
highest precision we have available to avoid rounding errors. While we will often pre-
sent our numbers with a limited number of significant figures (sf) or decimal places for 
clarity, the calculations leading to those values are done with full accuracy. For example, 
for 1981, the observed value is 7.14 and the predicted value (–0.153 × 1981) + 310.61 
= 7.517 to full accuracy (here three decimal places). However, for presentation this is 
shown to 3 sf as 7.52 in Table 1.4. To calculate the residual, we then use the full 
 accuracy value to give 7.14 – 7.517 = –0.377 as shown in Table 1.4. The square of the 
residual is then –0.377 × –0.377 = 0.142129. This value is then six decimal places to 
full accuracy and is subsequently added to the other squared residuals to find the SSR. 
However, the value shown in Table 1.4 is simply 0.142, which is not used to calculate 
the SSR as this could lead to rounding errors.

With the SSR, we now have a clear method that we can use to assess a given mod-
el’s accuracy. This means that we can now objectively compare different pairs of values 
m and c for our linear model. To illustrate this, we will pick some options and calcu-
late the SSR in each case. The combination with the lowest SSR will then be the best 
option from the set that we have tried. For example, we could choose the three values, 
m = –0.05, –0.15, –0.25, and another four, c = 100, 200, 300, 400. This gives us a total 
of 12 combinations of (m,c) pairs to try. For each combination, we can then calculate 
the SSR, and these are collected together in Table 1.5.

Looking at Table 1.5, we can see that the combination of values that has the 
lowest SSR is m = –0.15 and c =300. Therefore, out of these options, we judge that 
this pair of values gives us the model that is closest to our data and we can view the 
values –0.15 and 300 as our best estimates for the unknown slope and y-intercept 
of our line.

While we now have a useful way to measure the accuracy of our models, there are 
a couple of issues that need addressing. The first is that the calculation of the SSR was 
quite tedious and will only become more so as we get more data. The second is that 
when we selected our best values of m and c from Table 1.5, we could only select from 
the options we had chosen to study in the first place. Therefore, if we never pick a 
good option, this method could easily miss the best fit values of m and c, especially in 
complicated problems. In fact, the lowest value of the SSR we calculated in Table 1.5 
was 277, much higher than the SSR of 3.14 that we found for our model in Table 1.4, 
indicating that we can do much better than the ‘best’ model we found from just the 
selection of values chosen in Table 1.5.

Fortunately, with the help of computers, both of these problems can be alleviated 
to some degree. Firstly, a computer does not get bored and calculating the SSR even 
for large amounts of data is not a problem. Secondly, for the same reason, we can 
simply try many possible values of m and c if we want to cover more options. Some-
times, this is essentially the best strategy we can use to find the parameters of our 
model. However, in our current case we can do much better with a bit more work.
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Table 1.4. Residuals, squared residuals and sum of squared residuals resulting from comparison of observed areas of Arctic ice  
with Equation 1.2.

Label 1 2 3 4 5 6 7 8 9 10 11 12

Time/years (t) 1979 1980 1981 1982 1983 1984 1985 1986 1987 1988 1989 1990
Observed area/million  

sq km (A)
7.05 7.67 7.14 7.3 7.39 6.81 6.7 7.41 7.28 7.37 7.01 6.14

Predicted area 7.82 7.67 7.52 7.36 7.21 7.06 6.91 6.75 6.60 6.45 6.29 6.14
Residual (r) −0.773 0 −0.377 −0.064 0.179 −0.248 −0.205 0.658 0.681 0.924 0.717 0
Residual squared (r2) 0.598 0.000 0.142 0.004 0.032 0.062 0.042 0.433 0.464 0.854 0.514 0.000
SSR: sum of squared  

residuals
3.144
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The first thing we can do is make the calculation of the SSR more efficient. To do 
this, rather than select values for m and c and then calculate the SSR as before, we can 
first determine the SSR with m and c kept as unknowns. This will result in an equation 
for the SSR in terms of m and c, which will make finding the SSR for a chosen pair of 
values much faster. Having such an expression also opens the possibility for the 
second thing we can do. Rather than trying different values of m and c and selecting 
the combination that produces the lowest SSR, we can use our expression for the SSR 
to find the best-fit values m̂ and ĉ exactly! To see how this works, we will first look at 
a special case where we fix m = 0. This means that only the value of c remains unknown 
and must be estimated from our data using the SSR.

1.2.3 The constant model

To see how the SSR of a model can be calculated without first specifying the values of 
parameters, we will now focus on the simple constant model:

A c=  (Equation 1.4)

which is a special case of the linear model with m = 0. Note that in the equation for 
the constant model, there is no t on the RHS. This means that no matter what the year 
is, we predict the same area of Arctic ice. In this way, the constant model is the sim-
plest possible model we can study as ‘no relationship’ is the simplest kind of relation-
ship we can imagine between two quantities.

What we now want to do is see how the SSR for this model can be calculated 
without first picking a value of c. Not only will this allow us to calculate the SSR for 
different choices of c quickly, it will also allow us to find ĉ, the best-fit value of c, 
exactly – providing an illustration of the idea that we will use in more complicated 
cases later. To begin, let us once again consider the case where we have only the two 
pieces of data given to us in Fig. 1.1. These two pieces of data correspond to the years 
1980 and 1990, and are labelled by ‘2’ and ‘12’ in our full data set given in Table 1.1. 
The corresponding observed areas of Arctic ice are therefore A2 = 7.67 and A12 = 6.14.

To calculate the SSR for our constant model and these two data points, we must 
now calculate the two corresponding residuals, r2 and r12, before squaring them and 
summing them such that

SSR = +r r2
2

12
2

If we first pick a value of c for our model, then we can calculate the SSR in much 
the same way as the last section. However, if instead we leave c as an unknown, then 

Table 1.5. Calculation of SSR for different combinations of m (gradient) and c (y-intercept). 
The SSR are given to 3 significant figures.

m  –0.05  –0.15  –0.25

c
100 482 503000 1950000
200 105000 132000 1100000
300 450000 277 496000
400 1040000 109000 128000
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we must proceed algebraically (meaning that we treat the unknown c as if it were a 
number) which allows us to substitute in a value for c later when it is convenient.

To calculate our first residual, we use its definition as the observed area of Arctic 
ice, which is A2, minus the predicted area of ice for our model. Since in our model 
Equation 1.4 the area of ice is always predicted to be c, the residual for this data point 
is then

r A c2 2= -

If, for example, we had picked c = 7.00 for our constant model, then this would 
have the value

r2 7 67 7 00 0 670= - =. . .

Similarly, the residual for our second data point is

r A c12 12= -

where once again we simply subtract c since this is our model’s prediction regardless 
of the year we are looking at. To calculate the SSR we must now square these resid-
uals. Since we are not picking the value of c yet, we must do this algebraically as

r A c A c A c A A c c A c A A c cA c2
2

2
2

2 2 2 2 2 2
2

2 2
2= − = − − = − − − = − − +( ) ( )( ) ( )( )

which simplifies to

r c A c A2
2 2

2 2
22= − +  (Equation 1.5)

If we repeat the calculation for our second data point we find that

r c A c A12
2 2

12 12
22= - +

Finally, adding these two expressions together gives us our SSR:

SSR = − + + − +( ) ( )c A c A c A c A2
2 2

2 2
12 12

22 2

which simplifies by collecting together the powers of c as

SSR = − + + +2 22
2 12 2

2
12
2c A A c A A( ) ( )  (Equation 1.6)

This is our final expression for the SSR which we can use to calculate the SSR with 
any choice of c we like. To illustrate this, we can first insert the actual values of our 
data points A2 and A12 from Table 1.1. This gives us

SSR = − + + +2 2 7 67 6 14 7 67 6 142 2 2c c( ). . ( . . )
SSR = − +2 2 13 81 96 532c c( ). ( . )
SSR = − +2 27 62 96 532c c. .

Next, we can calculate the SSR for our constant model with, for example, c = 7.00 
by substituting in this value to the previous formula. Doing this gives us

SSR = × − × + =2 7 27 62 7 96 53 1 192 . . .

Similarly, we could find the SSR for a constant model with c = 8.00 which gives

SSR = × − × + =2 8 27 62 8 96 53 3 572 . . .

Since the SSR is higher in this second case, we would judge that the constant 
model with c = 7 fits our two data points better than the one with c = 8.
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While Equation 1.6 is quite helpful for illustration, it is of limited practical use 
since it only represents the SSR using two data points. Nonetheless, the structure of 
Equation 1.6 does give us a hint as to how it can be generalized to find the corres-
ponding expression that makes use of all the data we have available. To see this, we 
start by looking back at Equation 1.5, which is just the squared residual for a single 
data point. If we view this as the SSR for our model in the case where we only account 
for a single data point (for the year 1980), then by comparing Equation 1.5 with 
Equation 1.6, we can see how the SSR changes as we include an additional data 
point (for the year 1990). For ease of comparison, let us rewrite these two equations 
together as

SSR for 1980 = 1 2 +( )( )2
2 2

2c A c A−
SSR for 1980 and 1990 = 2 2( + ) + ( + )2

2 12 2
2

12
2c A A c A A−

Comparing these two equations in this manner, we can notice that both have the 
same structure in terms of c; they consist of three terms added together, one with a c2, 
one with a c and one with no c. What is different is the number appearing alongside 
the c (or alone in the third term).

Starting with the first term, we can see that in the first line the number ‘in front’ 
of the c2 (also known as the coefficient) is one, while in the second line it is two. This 
number is simply the number of data points we have considered when constructing 
our SSR. If we again constructed the SSR for the constant model but with a third data 
point, say A1 for the year t1 = 1979, the number in front of the c2 would then be a 
three. If we now let the number of data points that we are considering be called M, so 
that in our first line M = 1 and in the second line M = 2, we can rewrite both lines as

SSR for 1980 = 2 +( )( )2
2 2

2Mc A c A−
SSR for 1980 and 1990 = 2 + +( + )2

2 12 2
2

12
2Mc A A c A A− ( )

Now, since M is just the number of data points we consider, we can see that the 
first term of our expression will also work for our full data set in Table 1.1, where we 
can count that M = 12. To obtain an expression for our SSR that will work with our full 
data set, we want to repeat this logic for the other terms in our expression. Accord-
ingly, let us now turn to the second coefficient and try to understand its structure.

Writing our expressions for the SSR as we have done makes it obvious that the 
second coefficient in our SSR is simply −2 times the sum of all the areas of Arctic ice 
that we are considering. In the first case, with one data point, the sum is just A2, while 
in the second case, the sum is A2 + A12. To denote the sum of our data points more 
generally we will write Sum(Ai). In this notation, the data points we wish to sum are 
indicated inside the brackets by the variable name (here A) and a subscript i which 
reminds us that it is the data points that we want to sum (since they are referred to by 
this variable with a subscript 1, 2, 3 etc). As such, we can write that generally for a set 
of M data points A1, A2, A3, … we define

Sum ( ) = + + +1 2A A A Ai M…

Following this notation, in our first SSR we have Sum(Ai)  = A2 and in the second 
we have Sum(Ai)  = A2 + A12. We can then re-express the previous two lines as

SSR for1980 Sum )(= − +Mc A c Ai
2

2
22 ( )

SSR for 1980 and 1990 Sum( ) = − + +Mc A c A Ai
2

2
2

12
22 ( )
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Written in this way, the second term can now easily be generalized to our full data 
set by adding up all the values of our area data and substituting it into the expression.

Finally, if we consider the third term in our expression, we can see that it is like 
the second term but that, before summing, our area data points are squared individu-
ally. We can denote this as Sum( )Ai

2 , where the fact that the power is inside the 
brackets indicates that we must square our data before doing the sum. In other words, 
this can be written out generally as

Sum( )iA = + + …+A A AM1
2

2
2 2

Using this notation, we can then write both of our SSR for one and two data 
points in the same way as

Mc A c Ai i
2 22− +Sum( ) Sum( )

This expression will now work for any data set we have. Therefore, we have 
found an expression for our constant model’s SSR in terms of c which is simply

SSR Sum( ) Sum( )= − +Mc A c Ai i
2 22  (Equation 1.7)

With Equation 1.7 we now have a quick way to calculate the SSR for our constant 
model. As such, we can now assess how well our model describes our data and thus 
how well it works for modelling the area of Arctic ice as we had originally intended.

As an illustration, let us now put our work into practice and calculate the SSR for 
the two examples, c = 7 and 8, using all our data from Table 1.1. To do this, we first 
need to know the number of data points in our data set, M, the sum of all our area 
data points, Sum(Ai), and the sum of all the area data points once they have been 
squared, Sum( )Ai

2 . The first two of these are easy to calculate from Table 1.1, where 
we can see that M = 12 and that, adding up all the areas, gives us Sum(Ai) = 85.27. 
Calculating Sum( )Ai

2  requires a little bit more work as we must first square all our 
areas and then add them. However, note that we only have to do this once and then 
we can calculate the SSR for as many values of c as we like, in contrast to the method 
of the last section where we had to recalculate the SSR from scratch every time. This 
calculation is shown in Table 1.6, where the third row can be summed to find that 
Sum( ) .Ai

2 608=
We can now substitute the three values we have calculated into Equation 1.7 to 

get an expression for the SSR in terms of c for our data set. Doing this gives us

SSR = − +12 170 5 607 72c c. .  (Equation 1.8)

Using Equation 1.8 you could now confirm that c = 7 provides a better fit than 
c = 8 (with c = 7 the SSR = 1.962; with c = 8 the SSR = 11.42 using the full data set).

While having a quick way to calculate the SSR is certainly useful, recall that our 
ultimate goal was to find the best-fit model from the different options provided by the 
possible values of c in Equation 1.4. In fact, Equation 1.7, by showing us how the 
value of c is related to the SSR quite generally, allows us to do just that. To see why 
this is the case, let us start by plotting the SSR for different values of c. To do this, we 
calculate the value of the SSR for a set of values of c, plotting the value of c on the 
x-axis, and the corresponding value of the SSR on the y-axis (as in Fig. 1.5).

Looking at Fig. 1.5, we can now see how the error in our model’s predictions 
changes as we pick different values of c. In particular, as c is increased from about c = 6, 
initially the error in our model decreases, i.e. the model becomes more accurate. 
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Table 1.6. Calculation of values to include in Equation 1.7 for the SSR of the constant model.

Label 1 2 3 4 5 6 7 8 9 10 11 12

Time/years (t) 1979 1980 1981 1982 1983 1984 1985 1986 1987 1988 1989 1990
Area/million sq km (A) 7.05 7.67 7.14 7.30 7.39 6.81 6.70 7.41 7.28 7.37 7.01 6.14
A2 49.7 58.8 51.0 53.3 54.6 46.4 44.9 54.9 53.0 54.3 49.1 37.7
Number of data points (M) 12
Sum of areas (Sum (A)) 85.27
Sum of squared areas (Sum (A2)) 607.742
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 However, after a certain point between c = 7 and c = 7.5, the error in our model starts 
to increase again. We could now use this plot to help us pick the best-fit value of c. 
Unfortunately, from this plot alone we still do not know exactly which value of c will 
give us the lowest SSR possible. While we might guess from Fig. 1.5 that the best-fit 
value ĉ was somewhere between 7 and 7.5 and has an SSR of around 2.5, we need a 
little more information to check what the plot looks like outside the range of c that we 
have shown and to determine the exact best-fit value.

To go further, we can now look back at the Equation 1.8 and, inspired by the 
shape of the plot in Fig. 1.5, realize that we probably know more about the form of 
this curve from our knowledge of geometry. In particular, the curve in Fig. 1.5 is an 
example of a quadratic curve, the equation of which is most commonly written as

y ax bx c= + +2  (Equation 1.9)

Comparing this expression with Equation 1.8, we can see that the y variable in 
Equation 1.9 corresponds to the SSR in Equation 1.8 and the x variable corresponds 
to c (this is the input variable in Equation 1.8, not the coefficient in Equation 1.9). 
Additionally, the values of the coefficients are a = 12, b = −170.7 and c = 607.7. The 
reason that realizing our SSR in Equation 1.8 is equivalent to a quadratic curve is so 
helpful is that we know quadratic curves with a positive value of the coefficient a have 
a single minimum value at x = −b/2a.
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Fig. 1.5. A plot of the SSR for the constant model using different values of c and the data 
from Table 1.1. As the SSR provides a measure of the total error in our model’s predictions, 
lower values of the SSR (lower heights on the curve) correspond to more accurate models.
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In Chapter 6, once we have developed some more mathematical tools, we will see 
how to find the minimum of a quadratic curve explicitly. However, accepting that 
x = −b/2a at the minimum for the moment, we can then say that the minimum of a 
quadratic curve with a = 12 and b = −170.7 is at the location x = 170.7/24 = 7.11. 
Therefore, the minimum of the curve shown in Fig. 1.5 should be at c = 7.11, which 
looks reasonable from the plot. Of course, since we are plotting the SSR on the y-axis, 
this is also the value of c for which the SSR is as small as possible. So, we have just 
found that the exact best-fit value of c for our constant model and our data is ĉ = 7.11.

To repeat this calculation more generally, in a way that can be applied to other 
data sets, we can now consider the minimum of the quadratic curve corresponding to 
Equation 1.7, before we actually substituted in the values for our data. In that case, 
the corresponding coefficients in Equation 1.9 are a = M and b = −2 Sum(Ai). There-
fore, the minimum value of c for our constant model is

ĉ =
Sum( )A

M
i

which is equivalent to the mean of all our data

ĉ Ai= Mean( )

On reflection, this elegant final result makes sense. What it tells us is that, if we 
assume there is no relationship between the year t and the area of Arctic ice, the best 
we can do when asked to make a prediction for the area of Arctic ice is just to give the 
mean of all the areas that we already know, i.e. we should predict the mean area of 
our data and our model should read

A Ai= Mean( )

We have now seen the whole process of how we can start from a model, calculate 
the SSR and find a minimum for the SSR. Of course, the model we looked at was the 
simplest one we could imagine, and this led to a structure for the SSR that linked to 
some (possibly familiar) geometry. In cases where our models are more complicated, we 
might not be able to find the minimum of our SSR so straightforwardly. Fortunately, 
there is a general way to deal with these situations, which we will discuss in Chapter 6. 
Additionally, we will find that the process we have just covered is almost all we need to 
find the best-fit values of our linear model. While we will come to that shortly, we will 
first look at another special case of the linear model, where we now assume that c = 0, 
to see how the process we have just covered applies to more complicated scenarios.

1.2.4 The zero-intercept model

In this section, we will study the special case of the linear model Equation 1.3 with 
c = 0 so that our predictions are given by the equation

A t mt( ) =  (Equation 1.10)

Geometrically, this model gives a straight line of predictions with a y-intercept of 
zero, and we will call it the zero-intercept model to reflect this. Note that, unlike the 
constant model Equation 1.4, our predictions for the area in the zero-intercept model 
do depend on the year, corresponding to the fact that the RHS of the equation for this 
model contains the variable t.
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To find an expression for the SSR in this model in terms of its unknown parameter 
m, we can proceed as we did for the constant model and study how the expression for 
the SSR changes as we add more data points. In fact, we can speed this process up 
slightly by noticing that the form of the zero-intercept model is very similar to that of 
the constant model, the only difference being that the c in the constant model has been 
replaced by mt in the zero-intercept model. Therefore, we can use some of the expres-
sions we worked out in the last section to save time.

First, let us work out what the SSR for our model would be if we had just one data point, 
that of the year 1980, labelled as 2 in our data set. In that case, the ‘sum’ of squared residuals 
is simply the squared residual for the year 1980, i.e. r2

2 . For the constant model, this was given 
in Equation 1.5 and to adapt this expression to our current case, all we need to do is replace 
the c in Equation 1.5, which was the constant model’s prediction for the year 1980, by 
mt2 which is the zero-intercept model’s prediction. Doing this gives us the expression

r mt A mt A2
2

2
2

2 2 2
22= − +( ) ( )

which can be simplified and rearranged to give

r t m t A m A2
2

2
2 2

2 2 2
22= − ( ) +( ) ( )

The squared residual for the data point corresponding to 1990, labelled by 12 in 
our data set, can be worked out in a similar way to give

r t m t A m A12
2

12
2 2

12 12 12
22= − +( ) ( )( )

so that the two squared residuals can be added to give an expression for our SSR with 
these two data points included. Doing this gives us

SSR = + = − + + − +r r t m t A m A t m t A m A2
2

12
2

2
2 2

2 2 2
2

12
2 2

12 122 2( ) ( ) ( ) (( ) ( ) 112
2 )

which can be simplified to

SSR = + − + + +( ) ( )( )t t m t A t A m A A2
2

12
2 2

2 2 12 12 2
2

12
22

We can now examine this expression term-by-term to understand what the expres-
sion for the SSR should be with more data included. Firstly, note that the third term in 
our expression is exactly the same as we found for the constant model, i.e. it is simply 
Sum(Ai

2). However, the other two terms have changed slightly. For instance, the first 
coefficient, which in the constant model was the number of data points M, is now the 
sum of squared time measurements, i.e. Sum(ti

2). This difference makes some sense as 
in our previous model our predictions for the area of Arctic ice were completely inde-
pendent of the year, i.e. the accuracy of our predictions, as measured by the SSR, did 
not depend on the time in any way. By contrast, the current model does depend on time, 
so that its SSR should have some dependence on our measurements of time. The final 
term to deal with, the second one, now contains both our time data and our area data. 
Looking at the expression (t2 A2 + t12 A12) we can see that it consists of a sum of terms 
where each term is the product of the two pieces of data for each data point, i.e. each 
term is our measurement of time multiplied by the measurement of the area. We can 
denote this sum in a similar way to the others as Sum(ti Ai). Note that, as with our other 
expressions, whatever is in the brackets of the sum must be done before taking the sum 
itself. In this case, this means we must first multiply t2 by A2 and t12 by A12 before sum-
ming these products together. With this last term worked out, we can now write a gen-
eral expression for the SSR of our zero-intercept model with any amount of data as
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SSR = Sum( ) Sum( ) Sum( )t m t A m Ai i i i
2 2 22− +  (Equation 1.11)

While this expression is a little more complicated than the one for the constant 
model, it is still very useful as we now have a method to calculate the best-fit value for 
our model exactly using our data in Table 1.1. To do this, we square all our time data, 
square all our area data and multiply all of our areas by our times. Doing this in a 
table, as shown in Table 1.7, leads to three new rows, one for each set of calculations. 
We can then sum each of these new rows independently to get the three coefficients in 
Equation 1.11.

The SSR of our model, using all our data from Table 1.1, is

SSR = − × +47259026 2 169211 607 74232m m .

which can now be used to quickly calculate the SSR of a zero-intercept model with 
any value of m that we like.

Comparing our new expression for the SSR, Equation 1.11, to our corresponding 
expression for the constant model, Equation 1.7, we notice that it has a very similar 
structure. More specifically, as with Equation 1.7, this expression is another example 
of the equation of a quadratic curve. Comparing Equation 1.11 against our usual 
equation for the quadratic curve, Equation 1.9, we can see that in this case we have 
a ti= Sum( )2 , b  = –2 Sum(ti Ai) and c Ai= Sum( )2 . With this clear, we can now repeat 
the same argument as in the last section to find the best-fit value of our zero-intercept 
model m ̂. Since the SSR of our model depends on the value of m in the same way in 
which the y value of a quadratic curve depends on x, we can use the fact that the min-
imum y value of a quadratic curve occurs at x = −b/(2a) to know that the minimum 
value of our SSR must also occur at m = −b/(2a). Therefore, substituting in the appro-
priate values of b and a, we find that

m̂
t A

t
i i

i

=
Sum( )
Sum( )2

 (Equation 1.12)

Unsurprisingly, this expression is more complex than the corresponding one for 
the constant model, c ̂ = Mean (Ai). However, it can still be evaluated relatively easily, 
and uses the same quantities as the SSR does, which were calculated in Table 1.7. 
Thus, we can state that for our current data set, the best-fit zero-intercept model we 
can find is

A t t( ) = m̂

where

ˆ .m = =
169211

47259026
0 00358

which has an SSR of

SSR = ( ) − × ( ) + =47259026 0 00358 2 169211 0 00358 607 7423 1 882
2

. . . .

1.2.5 Using transformations to simplify data and model building

We now have two examples of models, both special cases of the linear model, for which 
we can calculate an expression for our SSR and find the best-fit values of our model’s 
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Table 1.7. Table to calculate the SSR in Equation 1.11 for the zero-intercept model and data in Table 1.1. Summing the values in the rows 
gives the required values of Sum(ti

2) = 47259026, Sum( ) = 607.74232Ai  and Sum(ti Ai)  = 169211.

Label 1 2 3 4 5 6 7 8 9 10 11 12

Time/years (t) 1979 1980 1981 1982 1983 1984 1985 1986 1987 1988 1989 1990
Area/million  

sq km (A)
7.05 7.67 7.14 7.3 7.39 6.81 6.7 7.41 7.28 7.37 7.01 6.14

t2 3916441 3920400 3924361 3928324 3932289 3936256 3940225 3944196 3948169 3952144 3956121 3960100
A2 49.70 58.83 50.98 53.29 54.61 46.38 44.89 54.91 53.00 54.32 49.14 37.70
t A 13951.95 15186.6 14144.34 14468.6 14654.37 13511.04 13299.5 14716.26 14465.36 14651.56 13942.89 12218.6
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parameters exactly. In both cases, the process we have used is to first work out an 
expression for the SSR in terms of the unknown parameter of the model. Then, using 
our knowledge of the resulting expression, identify which value of the parameter min-
imizes the SSR, i.e. makes it as small as possible. In the next sections, we want to do the 
same for the linear model itself. Unfortunately, this is somewhat harder, and we will 
have to wait until Chapter 6 to see the process in full. Nevertheless, we can still make 
good progress in this chapter by first simplifying our problem using the idea of trans-
formations, which we introduce in this section.

We will make use of transformations many times in the coming chapters, as they 
are an extremely powerful tool that can provide major simplifications of mathemat-
ical problems. The basic idea of (data) transformations is that, by changing our data 
set in some specific mathematical way, we can make our data much easier to deal with. 
For example, looking back at our data in Table 1.1, the measurements of our areas of 
Arctic ice are all decimal numbers with two decimal places. If we find it more con-
venient to work with non-decimal numbers, then we might choose to transform our 
data by multiplying each of these numbers by 100. If we did this, then our new trans-
formed area data would be 705, 767, 714… rather than 7.05, 7.67, 7.14… as it is in 
our original data set. Of course, multiplying all our data by 100 does not change the 
actual area of Arctic ice! All we are doing is expressing the same measurements in a 
slightly different way. So long as we know how our new transformed data is related 
to the original data, we can always convert back to find out what the actual measure-
ment of the area was.

In addition to transforming our area data, we could also transform the time data 
in Table 1.1. For example, we might decide that, rather than expressing our time 
measurements by stating the year, it is more convenient to give them as the number 
of years since 1979. Then, while our original time data are 1979, 1980, 1981… our 
new transformed time data would be 0, 1, 2,…, i.e. we subtract 1979 from each of 
our original data points. Once again, it is obvious that the actual year in which the 
measurement was made does not change, we are just choosing a different way to 
express our data.

Finally, to simplify our data even further, we could make additional transformations 
on top of those we have already made. For example, we could take our previously 
transformed area data and now also subtract 705. Starting from the transformed data 
705, 767, 714... this would then give us 0, 62, 9, 25, … so that now our data starts 
from zero, which we might find more convenient.

Since we now have two data sets to work with, our original data and our new 
transformed data, it will be helpful to introduce some more variable names so that we 
can easily refer to our transformed data. To do this, we will make use of the same basic 
variable names as for our original data, t1  = 1979, A1  = 7.05, t2  = 1980, A2  = 7.67, 
and so on, but now include a ‘tilde’ (~) over the variable letter to distinguish our trans-
formed data, which would then be referred to as  



t A t A1 1 2 20 0 1 62= = = =, , ,  and 
so on. With this notation introduced, we can now write a new table for our trans-
formed data, which is given in Table 1.8.

Now that we have a new data table, we can proceed with building our model but 
now using the more convenient transformed data, rather than the original data. Since our 
transformed data is somewhat simpler than our original data, we might choose to use a 
simpler model accordingly. For example, while we might like to use a linear model for 
our original data, since in our transformed data set the first data point is  t A1 1 0 0, , ( ) = ( ),  
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it seems reasonable to try instead using a zero-intercept model with c  = 0 to model our 
transformed data. For example, we could use the equation



 A t t( ) = -5

where, since this model is for our transformed data, we have also used tildes for the 
input and output variables of this model. While this model is not drastically different to 
the linear model we will use for our original data set, it still illustrates the point that first 
simplifying our data set using transformations can allow us to use a simpler model than 
otherwise. In later chapters, we will see that more complicated transformations will 
make a much bigger difference and allow us to apply very simple models to complicated 
scenarios.

Leaving aside whether our model above is a good fit to our data in Table 1.8, we 
can try to make a simple prediction. For example, we could find the model’s prediction 
for A  when t = 5. In that case we would have that

A 5 25( ) = -
Therefore, the pair of values t = 5, A = -25  is a solution to our model’s equa-

tion and a prediction of our model. Of course, since we have transformed our data 
before building this model, it might not be clear how exactly we should interpret 
these values in the context of the actual area of Arctic ice and the year. As such, 
when we have made our predictions with our model of a transformed data set, we 
should ‘undo’ the transformation we made, so that we can understand the model’s 
predictions in the context of our original data. In this example, since we trans-
formed our original area data by multiplying it by 100 then subtracting 705, to 
undo this change we should now take our prediction Ã(5) = −25 and add 705, 
 before dividing by 100 to give (−25+705)/100 = 6.8. Note that, when we were un-
doing the transformation we made that multiplied by 100 and then subtracted 705, 
we first added 705 and then divided by 100. In other words, we must reverse not 
only the operation we do but also the order of the operations (think about putting 
on your sock and then your shoe, to reverse this you must first take off your shoe 
and then your sock, i.e. reverse the order of ‘operations’ to your foot). Finally, since 
we subtracted 1979 from our original time data, we should now add 1979 to our 
input value t = 0, to give 1979. Following this, we can now understand our model 
in terms of our original quantities as predicting, for the year 1979, an area of Arctic 
ice of 6.8 million sq km.

To make the process of transformations more systematic, we can first state the 
rules we are using to make the transformation as clearly as possible. In our previous 
example, we subtracted 1979 from our original time data and multiplied our original 
area data by 100 before subtracting 705. We can write both of these rules as equations 

Table 1.8. Data from Table 1.1 transformed according to the rule in the first column.

Label 1 2 3 4 5 6 7 8 9 10 11 12

Time/years  
−1979 (t̃)

0 1 2 3 4 5 6 7 8 9 10 11

Area/million sq km 
× 100 − 705 ( A )

0 62 9 25 34 −24 −35 36 23 32 −4 −91
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using the variable names we introduced for our data, and the tilde we used for our 
transformed data. For example, the rule for the time data can be written as

t t= -1979

while for the area we have
A A= -100 705

Writing our transformation rules out like this is very useful when we first perform 
our transformation. Note that in each case, the variable that we have chosen for the 
transformed data is the subject of the formula, which makes it easy to go from a given 
original data point and work out the new transformed value. For example, if we want 
to work out what the point (t1, A1) = (1979, 7.05) is in our transformed data set, we 
simply substitute these values into our above expressions to find

t = - =1979 1979 0
A = × − =100 7 05 705 0.

If we want to instead go from a transformed data point (or prediction) to our 
original data point, we can then rearrange the above expressions to make A and t the 
subjects as

t t= + 1979

A
A

=
+ 705
100

Substituting in the prediction ( ) ( )

t A, ,= −5 25  that we saw a moment ago, we 
then find the corresponding prediction in the original variables as

t = + =5 1979 1984

A =
- +

=
25 705

100
6 8.

Finally, rather than make our predictions with our model for the transformed data 
and then ‘undoing’ the transformation to understand our prediction, we can directly 
express our model in terms of our original variables using the rules that relate the 
original and transformed variables. For example, we can take the model we looked at 
a moment ago,



A t= -5

and use the transformation rules
t t= -1979
A A= -100 705

to replace the A  and t ̃ in our model’s equation by A and t. Substituting in the expres-
sions given by the transformation rules into our equation gives

100 A − 705  =  − 5 (t − 1979)

To then use this to make predictions for the area of Arctic ice directly, all we need 
to do is make A the subject as

A t= − + × +( )1
100

5 5 1979 705
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A t= − +( )1
100

5 10600

A t t( ) .= − +0 05 106

With this equation, we now have a model in our original variables that we can use 
like any other model we have seen so far. Note that, in terms of our original variables, 
our simpler zero-intercept model has become a linear model with a y-intercept dif-
ferent to zero. As such, this example shows us how we can build a simple model for 
our transformed variables and, when expressed in terms of our original quantities, it 
can become a more complicated one.

While we have only looked at the ideas of transformations very briefly in this sec-
tion, they will be extremely important throughout this book. As such, we will return 
to them often, and introduce more elegant mathematical methods for understanding 
them as we go.

1.2.6 Using transformations to fit the linear model

The power of transformations lies in the fact that, by choosing the right transform-
ation for a given problem, we can make a seemingly intractable problem much simpler 
or even equivalent to a problem we have already solved. As it turns out, we can do 
exactly this in our current problem: that of finding the best-fit values of the param-
eters for our linear model.

The transformation we will now make is to subtract, from our original data in 
Table 1.1, the means of both our sets of measurements independently. In other words, 
we will now make the transformation given by the rules:

t t ti= − Mean( )  (Equation 1.13a)
A A Ai= − Mean( )  (Equation 1.13b)

To see why these transformations might be useful, let us apply them to our data 
and plot the resulting transformed data set. Recalling that the means of our data are 
Mean(ti) = 1984.5 and Mean(Ai) = 7.11, we come to the new table of data given in 
Table 1.9 and the plot given in Fig. 1.6.

Looking at Fig. 1.6, we can see that our transformed data are much more ‘sym-
metric’ and scattered somewhat evenly about the origin. This is quite useful in its 
own right as it gives us a way to ‘standardize’ different data sets, allowing us to 
compare plots of different data and apply similar mathematical tools to different 
cases more easily. However, the real importance of this transformation for us now 
appears when we consider drawing a line of best-fit through the data. Looking at the 
plot, it seems reasonable, given the new ‘symmetry’ of our transformed data, that 
such a line might pass through the origin of our plot. As we will see in Chapter 6, 
this is indeed true and the line of best-fit for this transformed data has zero inter-
cept. In other words, the best-fit linear model for this transformed data has c = 0  
and the form

� � � �A t m t( ) =  (Equation 1.14)
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Table 1.9. Transformed variables according to Equation 1.13a, b.

Label 1 2 3 4 5 6 7 8 9 10 11 12

Time – Mean(ti)  
( t )/years

−5.5 −4.5 −3.5 −2.5 −1.5 −0.5 0.5 1.5 2.5 3.5 4.5 5.5

Area–Mean(Ai) 
( )A /million  
sq km

−0.0558 0.5642 0.0342 0.1942 0.2842 −0.2958 −0.4058 0.3042 0.1742 0.2642 −0.0958 −0.9658
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which is just the form of our zero-intercept model from the previous section. The 
reason that this is so useful is that now, to fit our model, all that we need to do is find 
the best-fit value for our zero-intercept model, which we have already done.

The expression for m̂  of our zero-intercept model is given in Equation 1.12, 
which we can now use here. Since we are now dealing with transformed data, we must 
also use our transformed variables in the expression. Our result for m̂  in the current 
case is then

m̂
t A

t

i i

i

=
( )

( )
Sum

Sum







2

 (Equation 1.15)

where the only difference with Equation 1.12 is that our variable names now have 
tildes, to ensure that we make use of our transformed data from Table 1.9 rather than 
our original data from Table 1.1 in this expression.

With Equation 1.15, we can calculate the value of m̂  for our zero-intercept model 
of the transformed data. However, before that, let us see what our model Equation 
1.14 looks like in terms of our original variables. To find this, as before we substitute 
in for A  and t  using our rules (Equations 1.13a and 1.13b) to give

A t A m t ti i( ) − ( ) = − ( )( )Mean Meanˆ
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Fig. 1.6. Plot of transformed variables from Table 1.9. Transformed data are shown with a 
circular symbol in the figures in this book.
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This can then be rearranged to make A(t) the subject as

A t m t A m ti i( ) = + ( ) − ( )( ) Mean Mean

As in the previous section, we can see that the zero-intercept model for our trans-
formed data is equivalent to a linear model of our original data, where this time the 
y-intercept is given by c A m ti i= −( ( ) ( )).Mean Mean  In fact, this model is actually the 
best-fit linear model for our original data. While we will have to wait until Chapter 6 
to prove this, we can see why this might be the case already, by using an extra bit of 
information; that the best-fit linear model for our data passes through the coordinate 
(Mean(ti), Mean(Ai)).

To see why this information is important, let us start from the best-fit linear model 
of our data set:

A t m t c( ) = + 

Substituting in the coordinate (Mean(ti), Mean(Ai)), we find that

Mean MeanA m t ci i( ) = ( ) + 

Making c  the subject we then find that

ˆ ˆc A m ti i= ( ) − ( )Mean Mean  (Equation 1.16)

Therefore, the y-intercept of our best-fit linear model is ˆ ˆc Ai= ( )− ( )Mean m tiMean . 
Comparing this with the y-intercept from the model we just found using the zero- 
intercept model of our transformed data, we see they are exactly the same. In fact, not 
only is the y-intercept of our models the same, but so is the slope. In other words, the 
model we found previously is our best-fit linear model. As such, we have just found 
the expressions for the best-fit values of our parameters for the linear model, which 
are given by Equations 1.15 and 1.16.

1.2.7 Fitting the linear model in practice: variance, covariance  
and trend-lines

We are now able to calculate the best-fit values of our linear model. To do this, we first 
calculate the value of m  from Equation 1.15, and then use this to calculate c  from 
Equation 1.16. While this is perfectly doable, the only issue is that our expression for 
Equation 1.15 is in terms of our transformed data set. To save us some work, it would 
also be useful to re-express this in terms of our original data. While this will make the 
expressions more complicated, we will see that they can be written in terms of common 
‘inbuilt’ functions available in standard calculators and software packages, which will 
ultimately save us a lot of time and effort.

Starting from Equation 1.15, to express m  in terms of our original data, we sub-
stitute in the expressions for t  and A  that we have in Equations 1.13a and 1.13b. 
Doing this gives us

m
t t A A

t t

i i i i

i i

 =
− ( )  − ( ) ( )

− ( ) (
Sum Mean Mean

Sum Mean
2 ))

 (Equation 1.17)
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Despite its complexity, all this expression is saying is that, to calculate our best-fit 
value of m for the linear model, we should first transform our data by subtracting the 
appropriate means and then, with our transformed data, evaluate Equation 1.15.

To make our expression in Equation 1.17 more compact (and easier to calculate) 
we can also write it in terms of the functions known as covariance and variance, some-
times denoted as Cov and Var. These functions are often available in software pack-
ages and calculators, since they are important in statistical applications. We will 
discuss some more about these quantities in Chapter 5 (sections 5.1.4 and 5.1.5). 
However, for now we will just give a brief idea of their meaning, as the important 
thing in this chapter is that they are related to the numerator and denominator of 
Equation 1.17 in a simple way, which makes it easier to calculate m̂.

The variance of a set of data (either x-values of y-values) measures how spread 
out those data are relative to its mean value. In terms of our time-data (x-values), the 
variance is defined as

Var
Sum Mean

t
t t

Mi

i i

( ) =
− ( ) ( )2

where M is the number of data points in our data set.
The covariance of two sets of data points (i.e. the set of both x-values and y-values) 

tells us whether greater values in one of our sets of data points are related to greater 
values in the other, whether greater values in one are related to smaller values in the 
other, or neither of these. In our case, the covariance of our two sets of measurements, 
for the time and area, can be defined as

C , ov t A
t t A A

Mi i

i i i i( ) =
− ( )  − ( ) ( )Sum Mean Mean

Putting this together with the definition of the variance, we can write the expression 
for m  very compactly as

m
t A

t
i i

i

 =
C , ov( )

( )Var

While this expression is less clear than Equation 1.17 in terms of indicating 
the explicit steps that we need to calculate m , in practice it makes things much easier 
(see Appendix A5 for guidance of calculating these in a software package).

We now have our key results for the linear model and it will be helpful to state these 
again more generally, so we can make use of them later on as easily as possible. Calling the 
quantity that we are interested in predicting y (since it is the quantity we plot on the y-axis) 
and the quantity we are choosing x, then our best-fit linear model can be written as

y m x c= + 

The values of m  and c  are then determined by our data, which we call (x1, y1), 
(x2, y2), (x3, y3)…, and can be found using the expressions

ˆ
ov( )

( )
m

x y

x
i i

i

=
C , 

Var
 (Equation 1.18)

ˆ ˆ( )c y m xi i= −Mean Mean( )  (Equation 1.19)

corresponding to Equation 1.16.
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We will use the expressions in Equations 1.18 and 1.19 many times in the 
coming chapters. As such, while they might seem strange at the moment, they will 
become more familiar by using them in a number of examples. Additionally, it is 
worth remembering that in this chapter we have really only suggested that these 
results are correct and will wait until Chapter 6 to see how we can prove them 
more rigorously.

1.2.8 The best-fit linear model and extrapolations

To conclude this part of the chapter, let us now put to use the results we found and 
calculate the expression for our best-fit linear model of the Arctic ice area. To do this, 
we need to calculate the covariance of our data, the variance of the time data, the 
mean of the time data and the mean of the area data. All of these can be done using 
inbuilt functions in many calculators and common software packages. Alternatively, 
they can all be calculated by hand using the methods discussed. Either way, using the 
data from Table 1.1, the results are:

C , ov( ) .t Ai i = −0 60375
Var( )ti = 11 9167.
Mean( )ti = 1984 5.
Mean( )Ai = 7 11.

These four results are enough to calculate the values of m  and c  using Equations 
1.18 and Equation 1.19. First using Equation 1.18, and the fact that here t corres-
ponds to x and A corresponds to y, we find that

m = − = −
0 60375
11 92

0 0507
.

.
.

This can then be substituted into Equation 1.19. to find

ˆ . . . .c = − − × =7 11 0 0507 1984 5 107 7

Therefore, we can conclude that our best-fit linear model is

A t t( ) . .= − +0 0507 107 7  (Equation 1.20)

which has an SSR of 1.46, compared with 1.88 for our best-fit zero-intercept model 
and 1.96 for our c = 7 constant model.

According to the measure of our model’s accuracy that we have chosen, this model 
is the linear model that describes our data as well as possible, i.e. it is the line of best 
fit. Of course, just because these values are the best for the model we have chosen does 
not necessarily mean that our model is actually a good description of our data, only 
that with the assumptions we have made we cannot do any better. To now compare 
our best-fit model Equation 1.20 with our data, we can plot them together on the 
same axis, as shown in Fig. 1.7.

Looking at Fig. 1.7, our model seems to work quite well. Considering the com-
plexity of our problem, and the simplicity of our model, we should not expect our model 
and data to line up perfectly. However, we should see that our data are somewhat evenly 
scattered about the line of our model’s predictions, which they seem to be. While we 
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might be quite pleased with this, let us now try to compare our model to data from 
beyond 1990, as we have done in Fig. 1.8.

Looking at Fig. 1.8, we can see immediately that there is a serious problem and 
the model we have built overestimates the area of ice every year after 2004. This is an 
example of the dangers of making predictions beyond the range of data that was used 
to build the model, known as extrapolations. In this case, we used the data from 1979 
to 1990 to build our model and it seems to work well in this range (these types of pre-
dictions are known as interpolations). It is also not too bad for some years following 
this, up to around 2001. However, after 2001 the predictions made by the model get 
much less accurate. What this suggests is that we have missed something when building 
our model that is not so important early on but becomes increasingly important, 
causing our model to fail at later times.

1.3 Beyond Linear Models

1.3.1 Quadratic models

At the end of the second part of this chapter, we saw that our linear model failed to 
provide accurate predictions for the area of Arctic ice from around 2001, over a 
decade on from the years used for its construction. Before we start to build any more 
complicated models than the linear model we have been working with, we should 
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Fig. 1.7. Best-fit linear model for the area of Arctic ice versus year, 1979–1990. The best-fit 
line is solid straight line.
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first confirm the problems with extrapolation by fitting our linear model to all our 
data from 1979 to 2017, and compare the resulting model with the one that we built 
using data from 1979 to 1990. (The full set of data can be found from the links in 
Section 1.5.)

To calculate the best-fit linear model in this case, we can reuse the expressions for 
m̂ and c ̂, Equations 1.18 and 1.19, that we found in Section 1.2.7. Using inbuilt func-
tions for calculating the covariance and variance of this data, doing this is not much 
more work than previously and we find that

Cov( , ) .t Ai i = −10 56
Var( , ) .t Ai i = −126 7

such that

m = − = −
10 56
126 7

0 0833
.
.

.

and

c = − × −( ) =6 144 1998 0 0833 172 65. . .

Putting these results together, our best-fit linear model is

A t t( ) . .= − +0 0833 172 65

which is plotted in Fig. 1.9, along with our previous best-fit linear model for comparison.
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Fig. 1.8. Comparison of best-fit line from Fig.1.7 extended to compare with data from 
beyond 1990.
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Looking at Fig. 1.9, we can see that our new model, built with data from the whole 
range of years shown, is a much better description of our data than our previous 
model, emphasizing again the dangers of extrapolation. Of course, if we now wanted 
to extrapolate to the future, we could run into the same problems even with our 
‘improved’ model. Therefore, to overcome some of the problems associated with 
extrapolation, simply re-fitting our model is often not the best strategy. Instead, ideally 
what we would like to do is carefully re-examine the physical assumptions we have 
made for our model and replace them with more sophisticated assumptions informed 
by better understanding of the natural system. Such physical assumptions should 
allow us to develop more effective mathematical models. In the next chapter we will 
develop a clearer insight into the physical processes, albeit for a simpler system. How-
ever, in complicated systems like the Arctic ice, making sophisticated physical assump-
tions can be very challenging. As such, we would also like to have an alternative way 
to develop more effective models, even if it is not as ideal.

Recall that, back when we built our very first model in Section 1.1.6, we used our 
knowledge of the equation of the straight line to build our model. Since then we have 
encountered another similar equation, this time for a quadratic curve

y ax bx c= + +2

Inspired by the equation of this curve, we will build a corresponding quadratic 
model which can be written as

A t at mt c( ) = + +2  (Equation 1.21)
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Fig. 1.9. Comparison of best-fit line using all the data (lower straight line) with extended 
best-fit line from data for 1979–1990.
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Notice that in this equation, we have renamed the parameter b as m. The reason 
for this is that it makes clear the fact that the linear model is a special case of the quad-
ratic model with a = 0. As such, the quadratic model is an extension of the linear 
model, one that includes an extra term containing a factor of t2. From our knowledge 
of geometry, we know that this extra term allows our predictions to be represented by 
curves, rather than just straight lines as before.

To now apply our quadratic model to the problem of the Arctic ice, we can fit our 
model to all our data from 1990 to 2017. Geometrically, a quadratic curve is a smooth 
curve with a single minimum when a > 0 (as can be observed in Fig. 1.5) and a single 
maximum when a < 0. We can then think of fitting our quadratic model as drawing a 
quadratic curve through our data such that it lies as close as possible to our data set. 
Perhaps surprisingly, just like in the case of the linear model, it is possible to find the 
values of a,m and c for this curve of best-fit exactly. In other words, it is possible to 
find ˆ, ˆa m  and ĉ, which are the values of the parameters that minimize the SSR for the 
quadratic model, exactly. The procedure for finding these values follows closely that 
of the linear model, which we will look at in Chapter 6.

Unfortunately, the expressions for the best-fit values of a quadratic model in terms 
of our data are more complicated than for the linear model, and we will not show 
them explicitly. However, most statistical software packages have inbuilt trend-line 
methods that can calculate these values automatically for us, which of course saves 
time and effort. In fact, these methods can also be applied to our linear model to auto-
matically calculate the best-fit values m  and c , which we have so far been doing by 
hand. The use of trend-line methods is outlined for a common software package in 
Appendix A5. However, it is important to understand what these methods are doing 
mathematically, even if in practice we will use them to speed up our modelling. There-
fore, we will only use them for models that go beyond the linear model, such as the 
quadratic model here, and when fitting the linear model make use of the expressions 
we have introduced for m  and c  in Equations 1.18 and 1.19.

Returning to the quadratic model, the best-fit quadratic model is shown  
in Fig. 1.10 with the best-fit values of the parameters given in the caption. From Fig. 1.10, 
we can see that, as discussed, the predictions for our new model no longer lie in a 
straight line but have a curved shape. Looking back at our plot of our linear model 
(Fig. 1.9), this more complex shape does seem to describe the data better. This might 
indicate that the quadratic model is capturing something of the ‘true’ behaviour of the 
changes in Arctic ice extent that is left out by our linear model. As such, we might also 
hope that this model allows for better extrapolations, which we will look at in the 
next section.

1.3.2 Polynomial models

In the previous section, we saw how extending our linear model to a quadratic model 
allows us to make more complicated predictions and get a better description of our data. 
Additionally, since we hope to be capturing more of the true behaviour of our system 
with more complicated models, we might also hope that we can now perform extrapo-
lations more accurately.

With the seeming success of our quadratic model, we now want to see how we can 
consider even more complicated models. While we were inspired to come to the quadratic 
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model from our experience with quadratic curves, we can simply follow the pattern of 
‘adding terms’ to our models in order to generate more and more complicated models as 
we wish. More specifically, to go from the linear model to the quadratic model, we just 
added an additional term that had a factor of t2. If we now create a similar extension to 
our quadratic model, we could add another term, this time with a factor of t3. This gives 
us the cubic model, which can be written as

A t wt at mt c( ) = + + +3 2

and corresponds geometrically to the cubic curve that has the equation

y at bt ct d= + + +3 2

In fact, there is no need to stop there and we could keep adding terms with factors 
of t4, t5, t6 and so on to make our models as complicated as we like. We will call models 
built in such a way polynomial models. As with the linear and quadratic models, 
which are special examples of polynomial models, all polynomial models can be fitted 
exactly. That is, we can always find the exact expression for our best-fit values of our 
polynomial model’s parameters in terms of our data.

Now that we have a way to consider models of whatever complexity we like, we 
can try applying a highly complicated model to our data. For example, in Fig. 1.11, a 
polynomial model with terms up to t6 (known as an order-6 model) has been fitted 
to our data using a trend-line method.
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Fig. 1.10. Quadratic model of change in Arctic ice with time. The equation for the best-fit 
quadratic curve is y = –0.001606x2 + 6.333x – 6237.
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In Fig. 1.11, we can see that the added complexity of the model, which reveals 
itself in additional bumps in the curve, is helping our model to better describe the data 
to which it is fitted. As such, we might hope that we are improving our model over 
both the linear and quadratic models. However, if we now try to extrapolate with this 
model 20 years into the future and past, we find that it fails completely, as can be seen 
in Fig. 1.12.

Looking at Fig. 1.12 the order-6 model predicts that the Arctic ice will vanish 
around 2025, which would be quite shocking. However, it also predicts that there was 
no ice around 1974, which we know is not true, so we should not be too worried. On 
the other hand, our less complicated polynomial model in the previous section seems 
to extrapolate more reasonably in the future.

What the example above shows us is that, while making our models more compli-
cated will always help us to fit our data set, making our models too complicated 
without reason will make our extrapolations much less sensible. As such, we should be 
extremely careful when increasing our model complexity without being guided by 
physical assumptions about the system we are studying. More generally, whenever we 
are modelling natural systems, we should focus on the physical assumptions that go 
into our models. By doing this, we will be able to judge much more carefully what 
models are appropriate for the system we wish to describe. While this idea was difficult 
to apply in this chapter, due to the complexity of the natural system we were looking 
at, in the next chapter we will see how in simpler systems we can use it effectively to 
model the systems of interest.
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Fig. 1.11. Arctic ice data from 1979 to 2017 with an order-6 polynomial fitted.
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1.4 Conclusions and Key Results

In this chapter, we have seen how to apply the linear and quadratic models to study 
the area of Arctic ice. The linear model predicts ice-free September by 2072 and the 
quadratic model by 2040. Making such a prediction with confidence is extremely 
challenging due to the highly complex system being considered and the difficulties of 
extrapolation. One example scenario from the Intergovernmental Panel on Climate 
Change (IPCC) states that the Arctic is likely to have an ice-free September by 2050 
(though most studies are unable to say with confidence when). However, there is 
agreement that is it very likely that ice will continue to shrink in line with mean global 
temperature increase and this will have a number of important social and economic 
impacts (see IPCC references in Section 1.5).

1.5 Resources for Further Study

1.5.1 Data sources

The following link contains the data used in this chapter (Fetterer et al., 2017; Wind-
nagel et al., 2017) accessed from the National Snow and Ice Data Center (NSIDC), 
Boulder, Colorado, and used with their permission:

 ● https://nsidc.org/data/seaice_index/archives
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Fig. 1.12. Order-6 and order-2 (quadratic) polynomial models, fitted to the data from 1979 
to 2017 and used to extrapolate 20 years further into the past and future.

https://nsidc.org/data/seaice_index/archives
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1.5.2 Further reading

Full details of the following citations can be found in the ‘References and Further 
Reading’ section at the end of this book.
Science, mathematics and computing:

 ● Field et al. (2012) introduce the ideas of data within a statistics framework 
(Chapter 1) and exploring data with graphs (Chapter 4).

 ● Riley et al. (2006) introduce polynomials and coordinate geometry (Chapter 1).
 ● Boas (2005) introduces the basic concepts of linear algebra (matrices, vectors etc) 

(Chapter 3). These can be used to make the mathematics for calculating the SSR 
and so on much more efficient.

It is also useful to become familiar with graph plotting and data manipulation in 
a spreadsheet package like Microsoft Excel.
Melting of Arctic ice:

 ● A study by Stroeve et al. (2012) combines different measurement sources to try to 
understand whether September ice (the lowest in the year) is declining linearly or 
non-linearly and whether future changes can be modelled accurately. The conclu-
sion is that, if anthropogenic activity continues (‘greenhouse gas concentrations 
continue to rise’) then the Arctic Ocean will become seasonally ice free. There is 
considerable uncertainty as to when that will be. In other words, it confirms the 
difficulties of extrapolation.

 ● An article by Peter Wadhams describes the consequences of the reducing Arctic 
ice, and how they, in turn, may affect the rate of ice loss. The processes described 
in the article can be related to the predictions emerging from the quadratic models 
in the later part of this chapter. The link to the article is: https://e360.yale.edu/
features/as_arctic_ocean_ice_disappears_global_climate_impacts_intensify_
wadhams

The IPCC is an important source of information on climate change and its conse-
quences, including the loss of Arctic Ice. The links are:

 ● http://www.ipcc.ch/meetings/session36/p36_doc3_approved_spm.pdf
 ● https://www.ipcc.ch/pdf/assessment-report/ar4/wg2/ar4-wg2-chapter15.pdf
 ● http://www.ipcc.ch/ipccreports/tar/wg2/index.php?idp=605

1.5.3 Suggestions for further modelling

 ● Construct a model with the Antarctic data (linear and polynomial models), also 
available from the National Snow and Ice Data Center.

 ● Construct models for different months of the year.

https://e360.yale.edu/features/as_arctic_ocean_ice_disappears_global_climate_impacts_intensify_wadhams
https://e360.yale.edu/features/as_arctic_ocean_ice_disappears_global_climate_impacts_intensify_wadhams
https://e360.yale.edu/features/as_arctic_ocean_ice_disappears_global_climate_impacts_intensify_wadhams
https://archive.ipcc.ch/meetings/session36/p36_doc3_approved_spm.pdf
https://archive.ipcc.ch/pdf/assessment-report/ar4/wg2/drafts/fod/Ch15
http://www.ipcc.ch/ipccreports/tar/wg2/index.php?idp=605
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