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A HYBRID PARTICLE GAUSSIAN MIXTURE FILTERING METHOD
FOR CISLUNAR TARGET TRACKING UNDER EXTREME

UNCERTAINTY

Ishan P. Paranjape*, Tarun Hejmadi†, Utkarsh R. Mishra‡, and Suman
Chakravorty§,

Gauss’s method of orbit determination (OD) and its variants are among the
most popular initial state estimation techniques for astronomers and engineers
alike. However, owing to its assumptions regarding the two-body problem, Gauss’s
method is inapplicable in the cislunar domain, where three body effects dominate.
We introduce a hybrid Particle Gaussian Mixture filtering method, a purely re-
cursive probabilistic orbit determination framework based on a combination of
the Markov Chain Monte Carlo based Particle Gaussian Mixture-II (PGM-II) and
Particle Gaussian Mixture-I (PGM-I) filters. This method enables us to fuse prob-
abilistic information with angles-only observations from terrestrial telescopes for
short and long-term cislunar target tracking. We demonstrate this technique on an
important cislunar orbit regime.

INTRODUCTION

Every probabilistic target tracking problem associated with outer space begins with the generation
of an initial state estimate, also known as initial orbit determination (IOD). To this day, Gauss’s
method of orbit determination (OD) – consisting of IOD and nonlinear least squares refinement of
the IOD estimate – remains one of the most powerful methods for generating a deterministic initial
state estimate leveraging three consecutive, closely-spaced angle observations.1 Gauss’s method’s
probabilistic counterpart, as well as more specialized IOD methods such as probabilistic admissible
region (PAR) persist throughout space situational awareness (SSA) literature, especially for regimes
defined by the two-body problem.2–4 In this article, we focus on probabilistic target tracking in the
cislunar domain – defined by the three-body problem with the Earth and Moon as primaries – where
Gauss’s method is no longer valid.5 The literature on such problems is sparse, and includes PAR-
based, sparse grid collocation, and kinematic fitting methods.6–9

After generating an initial state estimate, subsequent orbit determination typically requires filter-
ing. The Kalman Filter is typically used for linear systems with Gaussian a priori estimates and
sensor noise.10 For nonlinear systems, variants such as the Extended Kalman Filter (EKF), Un-
scented Kalman Filter (UKF), and Ensemble Kalman Filter (EnKF) are used.11–13 In the cislunar

*Graduate Assistant - Research, Department of Aerospace Engineering, Texas A&M University, 710 Ross St., College
Station, TX 77843.

†Graduate Assistant - Research, Department of Aerospace Engineering, Texas A&M University, 710 Ross St., College
Station, TX 77843.

‡Senior Sensor Fusion Engineer, Lucid Group, Inc., 7373 Gateway Blvd., Newark, CA
§Professor, Department of Aerospace Engineering, Texas A&M University, 710 Ross St., College Station, TX 77843.

1



and near-Earth regimes, the batch least squares filter is a popular OD algorithm.14 Since such sys-
tems have trajectories that can behave chaotically with time, Gaussian mixture model (GMM) based
filters such as adaptive GMM filters, ensemble GMM filters, and UKF/particle hybrid filters have
been developed.15–18 The work on UKF/particle hybrid filters in particular spurred the development
of the Particle Gaussian Mixture (PGM) filters.18–20

The Particle Gaussian Mixture filters are a set of related techniques which utilize particle-based
estimate propagation and clustering-based interactive mixture modeling. The first PGM filter, PGM-
I, addresses the issues of inflexibility in the number of GMM components between filtering steps
and particle depletion that arises from particle filters’ update step. This filter has been successfully
demonstrated for numerous chaotic dynamical systems, including two-body and three-body systems
in space.4, 6, 8, 9, 21 The second PGM filter, PGM-II, was developed to address situations in which
a Kalman update is insufficient or where multi-modality is expected in the update step. This filter
also addresses inflexibility in the number of GMM components between the propagation and update
steps of a single filtering iteration.20 In its update process, the PGM-II filter utilizes Markov Chain
Monte Carlo (MCMC) sampling, along with the GMM description of the predicted prior and the
measurement likelihood function, to sample from the posterior.

In a cislunar environment, the framework introduced in Paranjape & Chakravorty 2025 and
Paranjape et. al. 2026 – hereafter referred to as the Kinematic Fitting Particle Gaussian Mix-
ture (KF-PGM) framework – presents a simple IOD technique using kinematic fitting and a few
assumptions about the target’s states.8, 9 When combined with the PGM-I Filter, this technique ro-
bustly tracks targets in a cislunar environment for long periods of time even in the event of long
sensor shutoffs. However, the kinematic fitting IOD algorithm requires curve fitting through sev-
eral initial observations (8-10) with relatively high order fits. In reality, we may only be able to
make a handful of observations of the target in a single day or week, requiring us to leverage as few
observations of the target state as possible much like Gauss’s method.

In this paper, we introduce a purely recursive approach, unlike existing cislunar IOD/OD ap-
proaches like KF-PGM, involving both Particle Gaussian Mixture filters for cislunar target tracking.
The only a priori information that this method requires is that the object belongs to the cislunar
domain, and angles-only observations from terrestrial telescopes. We utilize this information to
accurately localize objects within a single pass when the object is visible to the observer. This
method utilizes a hybrid of the PGM-I and PGM-II based filtering over the same measurement sets
as KF-PGM to create up to a 100-fold improvement in position and velocity estimates. Thus, this
approach provides an accurate and data-efficient recursive solution to the problem of target tracking
in cislunar space.

The remainder of this article is organized as follows. First, we set up the problem of cislunar
target tracking by providing context about cislunar dynamics and the measurement model. Next, we
provide some mathematical and algorithmic background about the PGM-I and PGM-II filters, and
how our hybrid PGM filtering method uses a modified PGM-II update step and uses both filters in
sequence. Finally, we demonstrate this hybrid PGM filter for a portion of a popular cislunar orbit
and compare its effectiveness with that of the KF-PGM framework.

CISLUNAR DYNAMICS AND OBSERVATION MODEL

In this section, we describe the dynamics and measurements relevant to cislunar target track-
ing. The cislunar domain is defined as the full 4π steradian volume in which three-body dynamics
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including the Earth and Moon as primaries are modeled.6 Interest in this region has burgeoned
with the rise of lunar missions such as China’s Chang-e’ 5 or India’s Chandrayaan. Furthermore,
the United States has outlined effective space situational awareness in this domain as a matter of
national importance.22

Cislunar dynamics are defined by the three-body problem. The most popular dynamics model in
literature is the circular-restricted three-body problem (CR3BP), in which the two larger bodies –
the Earth and the Moon – orbit around their center of mass, and a third body – the target or resident
space object (RSO) of interest – moves relative to the rotating motion of the two primary bodies. In
this barycentric or synodic reference frame, state dynamics for x = [x, y, z, ẋ, ẏ, ż]T are modeled
as follows:

ẍ = x+ 2ẏ − (1− µ)(x+ µ)

r31
− µx− µ(1− µ)

r32
(1a)

ÿ = y − 2ẋ− (1− µ)y

r31
− µy

r32
(1b)

z̈ =
(1− µ)z

r31
− µz

r32
(1c)

Physical units are normalized per Schaub & Junkins 2003.23 Furthermore, µ represents the mass
ratio of the two largest bodies, and r1 and r2 represent the distance between the target and the Earth
and Moon, respectively.

Measurements of cislunar RSOs are taken from ground-based optical telescopes, which have the
ability to measure azimuth and elevation angles. Letting xT = [xT , yT , zT , ẋT , ẏT , żT ]T represent
the state vector x in the observer-centered topocentric frame, we define our measurement model
zk = [AZ,EL]T as follows:

AZ = tan−1 y
T

xT
(2a)

EL =
π

2
− cos−1 zT√

(xT )2 + (yT )2 + (zT )2
(2b)

For computational efficiency, we choose to represent our state vector x exclusively in this observer-
centered topocentric frame, based in College Station, TX, USA. Conversions between the CR3BP
synodic frame and this topocentric reference frame are detailed in Paranjape et. al. 2026.8

PARTICLE GAUSSIAN MIXTURE FILTERS

As our article focuses on the application of a hybrid PGM filtering approach in a cislunar envi-
ronment, this section outlines the general PGM-I and PGM-II approaches.

Bayesian Filtering Preliminaries

The nx-dimensional state of an object is represented as x ∈ Rnx . The object state is propagated
using a Markov chain whose transition density is represented by the PDF p(xk|xk−1) at some time
steps k and k − 1. An nz-dimensional observation vector z ∈ Rnz is related to the object state
by an observation function (or measurement model) h(x) with some measurement noise. This
measurement noise is modeled as additive, zero-mean Gaussian and defined by the conditional PDF
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p(zk|x). Let p(x|Zk−1) = p+k−1(x) describe the conditional PDF for x given the sequence of
observations Zk−1 up to time step k − 1, or as the posterior estimate for x at time k − 1. Using the
Markov transition density function, the a priori probability density of x for the current time step is
defined as:

p−k (x) = p+k−1(x)p(xk|xk−1). (3)

To obtain the posterior estimate at time step k, we apply Bayes’ rule:

p+k (x) =
p−k (x)p(zk|x)

p(zk)
=

p−k (x)p(zk|x)∫
p−k (x)p(zk|x)dx

. (4)

The Particle Gaussian Mixture filters assume that p−1···k(x) may be expressed as some GMM p−k (x) =∑N
j=1 ω

−
j N (x;µ−

j ,P
−
j ), where N (·) represents a Gaussian PDF with component mean µ−

j , com-
ponent covariance P−

j , and weight ω−
j . With this assumption, we can show that the posterior PDF

may also be expressed as a GMM.

We start by expanding the fraction in Eq. (4) as follows:

p+k (x) =
p−k (x)p(zk|x)∫
p−k (x)p(zk|x)dx

=

∑N
i=1 ω

−
i N (x;µ−

i ,P
−
i )p(zk|x)∫ ∑N

j=1 ω
−
j N (x;µ−

j ,P
−
j )p(zk|x)

=

∑N
i=1 ω

−
i N (x;µ−

i ,P
−
i )p(zk|x)∑N

j=1 ω
−
j

∫
N (x;µ−

i ,P
−
i )p(zk|x)

.

(5)

At this point, we define the likelihood function li(zk) =
∫
N (x;µ−

i ,P
−
i )p(zk|x). Substituting the

result in Eq. (5) and multiplying the numerator and denominator by li(zk),

p+k (x) =

∑N
i=1 ω

−
i N (x;µ−

i ,P
−
i )p(zk|x)∑N

j=1 ω
−
j li(zk)

li(zk)

li(zk)

=

N∑
i=1

ω−
i li(zk)∑N

j=1 ω
−
j li(zk)

N (x;µ−
i ,P

−
i )p(zk|x)

li(zk)

=

N∑
i=1

ω+
i p

+
i,k(x).

(6)

The expansion in Eq. (6) shows that the Bayesian update for a GMM can be split into a discrete
weight update and a continuous PDF update, respectively:

ω+
i =

ω−
i li(zk)∑N

j=1 ω
−
j lj(zk)

(7a)

p+i,k(x) =
N (x;µ−

i ,P
−
i )p(zk|x)

li(zk)
. (7b)

While the discrete (i.e. weight) update in Eq. (7a) is consistent between the two PGM filters, the
likelihood computation li(zk) and continuous update in Eq. (7b) are not. These differences are
described in greater detail in the proceeding subsections.
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Between the particle propagation and update steps, both PGM filters require an a priori estimate
modeled as a GMM. Propagated particles may be approximated or fitted into a GMM using some
clustering algorithm C, such as k-means++, such that the set of particles is partitioned into N dif-
ferent sets or ensembles, each with an associated weight, mean, and covariance.24 The PGM filters
bypass particle depletion by performing Bayesian updates on each GMM component rather than the
particles of the a priori estimate. While the PGM-I filter uses this clustering step only once, the
PGM-II filter utilizes this clustering step twice. Furthermore, both PGM filters rely on resampling
several particles from the posterior estimate (also modeled as a GMM) prior to propagating the
ensemble of particles to the next time step.

Particle Gaussian Mixture-I Filter

The major differences between the two PGM filters lie during the Bayesian update process. For
the PGM-I filter specifically, the continuous update involves a Kalman update, such that

p+i,k(x) =
N (x;µ−

i ,P
−
i )p(zk|x)

li(zk)
= N (x;µ+

i ,P
+
i ). (8)

While EKF and UKF-based updates are possible, it is highly recommended to utilize a particle-
based ensemble (i.e. EnKF) update for the mean and covariance as outlined by Raihan & Chakra-
vorty 2018 and Mishra et. al. 2024.4, 19 A single iteration of the PGM-I filter is demonstrated by
Paranjape & Chakravorty 2025 and Paranjape et. al. 2026, and the PGM-I algorithm (copied from
Raihan & Chakravorty 2018) is provided below.8, 9, 19

Algorithm 1 Particle Gaussian Mixture Filter-I

Given π0(x) =
∑M(0)

i=1 ωi(0)pg(x;µi(0), Pi(0)), transition density kernel p(x′|x), n = 1.

1. Sample Np particles from πn−1 and the transition density kernel pn(x′|x) as follows:

• Sample X(i)′ from πn−1(.).
• Sample X(i) from p(.|X(i)′).

2. Use a clustering algorithm C to cluster the set of particles X(i) into M−(n) Gaussian clus-
ters with weights, mean, and covariance given by {ω−

i (n), µ
−
i (n), P

−
i (n)}.

3. Update the mixture weights and mixture means and covariances to
{ω+

i (n), µ
+
i (n), P

+
i (n)}, given the observation zn, utilizing the Kalman update out-

lined in Raihan & Chakravorty 2018 and Mishra et. al. 2024.4, 19

4. n = n+ 1. Go to Step 1.

Particle Gaussian Mixture-II Filter

The propagation and clustering steps of the PGM-I and PGM-II filters (i.e. Steps 1 and 2 of
Algorithm 1) are identical. However, since the PGM-II filter was designed to handle cases in which
a Kalman or Kalman-family update would fail to reduce any uncertainty or fail to capture the nature
of the resulting PDF, the PGM-II filter’s update process consists of three major parts: 1) MCMC
sampling, 2) clustering MCMC samples, and 3) weight update.

The first step of the update process – MCMC sampling – samples from the posterior PDF p+k (x) ∝
p−k (x)p(zk|x). A popular MCMC algorithm for PGM-II is the Metropolis algorithm.? An impor-
tant component of this Metropolis algorithm is the development of a target function or PDF. We
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can mathematically define this target or sampling function P (x) (denoted as the ”posterior” by the
authors of the original PGM-II filtering work) as

P (x) = p−k (x)p(zk|x). (9)

We denote the sampling function with a capital P since it is not a proper PDF, but is only propor-
tional to the posterior.

Since p−k (x) is a GMM, using P (x) =
∑N

i=1 ω
−
i N (x;µ−

i ,P
−
i )p(zk|x) becomes computa-

tionally intensive. For this reason, Raihan & Chakravorty 2018 recommends MCMC sampling
component-by-component.20 In mathematical terms, Pi(x) = p−i,k(x)p(zk|x). The next step of the
Metropolis-based sampling step is to choose some symmetric proposal PDF q(x) which allows the
MCMC chain to explore the posterior PDF. For sufficient and computationally efficient sampling
in the state space, multiple Markov chains must be run in parallel, each initialized differently. All
resulting MCMC chains sampling target distribution Pi(x) create an ensemble Ai.

The second part of the PGM-II update process involves clustering samples resulting from the first
part. MCMC chains can converge to multiple local minima depending on their starting location.
For this reason, it is important to discard any segments of the Markov chain during a certain burn-in
period. Moreover, due to MCMC random walk behavior, samples in each chain need to be de-
correlated. This is accomplished by only sampling every S-th sample/state in each Markov chain,
where S is a large number, typically in the high hundreds or thousands. Correlations are further
removed by clustering remaining samples of Ai in a similar fashion as the PGM-I clustering step.
The result of this clustering is a functional representation p+i (x) of the ensemble expressed as a
GMM p+i (x) =

∑Ni
m=1 ω

∗
mN (x;µ+

m,P+
m), where Ni represents the number of clusters. Different

ensembles Ai may have different Ni, depending on the shape of the resulting MCMC chains. The
weights ω∗

m will be multiplied by the ensemble posterior weights ω+
i .

The final part of the PGM-II update process concerns the weight update and computation of
ensemble likelihoods. As mentioned in Section , the ensemble weight update formula is given by
Eq. (7a). However, likelihood computation differs. We derive the PGM-II likelihood approximation
by considering some proper PDF π(x). For each ensemble i, we start with the continuous PDF
update given by Eq. (7b).

p+i,k(x) =
N (x;µ−

i ,P
−
i )p(zk|x)

li(zk)

π(x)

π(x)
. (10)

Rearranging terms, we obtain

li(zk)

π(x)
=

N (x;µ−
i ,P

−
i )p(zk|x)

p+i,k(x)π(x)
. (11)

Taking the inverse of both sides,

π(x)

li(zk)
=

p+i,k(x)π(x)

N (x;µ−
i ,P

−
i )p(zk|x)

. (12)

Taking the integral of both sides with respect to dx,∫
Rnx

π(x)

li(zk)
dx =

∫
Rnx

p+i,k(x)π(x)

N (x;µ−
i ,P

−
i )p(zk|x)

dx

=
1

li(zk)
=

∫
Rnx

p+i,k(x)π(x)

N (x;µ−
i ,P

−
i )p(zk|x)

dx.

(13)
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Recognizing the discrete nature of each ensemble Ai, we can compute the ensemble likelihood
li(zk) by recognizing the following property:

1

li(zk)
=

∫
Rnx

p+i,k(x)π(x)

N (x;µ−
i ,P

−
i )p(zk|x)

dx

= E
[

π(x)

p(zk|x)N (x;µ−
i ,P

−
i )

]

≈ 1

Si

Si∑
s=1

π(xs)

p(zk|xs)N (xs;µ
−
i ,P

−
i )

.

(14)

In this approximation of the likelihood that zk is explained by the i-th MCMC-based ensemble,
xs refers to each sample within Ai (after removing burn-in samples and decorrelating samples).
While any proper PDF π(xs) holds, likelihood computation is further simplified by setting π(xs) =
N (xs;µ

−
i ,P

−
i ). Once all ensemble likelihoods are computed, the resulting posterior ensemble

weights ω+
i are multiplied by the ensemble-clustered weights ω∗

m to obtain the posterior weights
for each posterior component-tuple (i,m). Numerous particles are drawn from this resulting GMM
and propagated, leading to the next iteration of the PGM-II filter.

To summarize, the PGM-II filter contains the same resampling, propagation, and a priori estimate
clustering steps as the PGM-I filter. However, the update process of the PGM-II filter is more com-
plex and computationally intensive, involving MCMC sampling, clustering the resulting ensembles,
and an ensemble weight update. The steps within the PGM-II algorithm are outlined in Algorithm
2 (copied from Raihan & Chakravorty 2018).20 Starting with a clustered a priori PDF, the PGM-II
update is illustrated by Figure 1.

Algorithm 2 Particle Gaussian Mixture Filter-II

Given π0(x) =
∑M(0)

i=1 ωi(0)pg(x;µi(0), Pi(0)), transition density kernel p(x′|x), n = 1.

1. Sample Np particles from πn−1 and the transition density kernel pn(x′|x) as follows:

• Sample X(i)′ from πn−1(·).
• Sample X(i) from p(·|X(i)′).

2. Use a clustering algorithm C to cluster the set of particles X(i) into M−(n) Gaussian clus-
ters with weights, mean, and covariance given by {ω−

i (n), µ
−
i (n), P

−
i (n)}.

3. Use MCMC to sample from the component posteriors πi,n(x) to generate the ensembles Ai.

4. Compute the mixture weights wi(n) by evaluating the sequence of modal likelihoods using
the likelihood function definition and Eq. (7a).

5. Sample N particles from the weighted collection of ensembles {wi(n), An,i}.

6. n = n+ 1. Go to Step 1.

HYBRID PARTICLE GAUSSIAN MIXTURE FILTERING METHOD

Most state estimate PDFs may be accurately modeled by a Gaussian Mixture Model, but unin-
formative priors may require tens, possibly hundreds, of Gaussian mixture components. Indeed, the
type of extreme initial state uncertainty which we model in this article may only be represented by
a (multivariate) uniform PDF.
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(a) A priori clustered estimate

(b) Collective MCMC chains Ai for all i

(c) Weight updated ensembles

Figure 1: State estimate propagation and clustering, MCMC sampling, and ensemble update steps
for the PGM-II filter.
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An advantage of MCMC sampling is that neither component of the target function in Eq. (9) has
to be distributed as Gaussian or as a GMM. To that end, instead of modeling our initial prior as a
Gaussian Mixture Model with KF-PGM in Paranjape & Chakravorty 2025 and Paranjape et. al.
2026, which requires several observations to obtain its initial state estimate, we can model maximum
state uncertainty using a multivariate uniform PDF, knowing only that our target is somewhere
within the cislunar domain at the time we receive the first observation.8, 9 In other words, instead of
relying on the kinematic fitting based estimate from Paranjape & Chakravorty 2025 and Paranjape
et. al. 2026, we set p−0 (x) as a uniform PDF in the cislunar region (i.e. an a priori estimate
with minimal information content).8, 9 Although p−0 (x) can be expressed by any PDF, our article
focuses on the use of a uniform PDF to characterize maximum state uncertainty (even higher than
the minimal range assumption based KF-PGM IOD estimate), and how our hybrid PGM-based filter
is robust to this extreme initial state uncertainty. Utilizing such a large multivariate uniform at the
beginning of our orbit determination process allows us to update with many more measurements
than KF-PGM during that critical first pass. Figure 2 illustrates this extremely uncertain PDF in the
state space. Subsequent state predictions and updates are modeled as GMMs.

Figure 2: A large multivariate uniform PDF representing p−0 (x) for all examples in Section

The PGM-II algorithm assumes a Gaussian or GMM-based a priori estimate fused with a mea-
surement whose noise is distributed as a Gaussian PDF. For this work, we no longer make that
assumption. Instead, we modify the MCMC sampling function P (x) for the PGM-II filter such
that p−k (x) can be equated to a highly uncertain, uniform PDF. The resulting PGM-II based update
will result in a posterior GMM state estimate. Each subsequent p−k (x) will be modeled as a GMM.
Consistent with the notation from Algorithms 1 and 2, we summarize our hybrid filtering approach
in Algorithm 3.

Although the MCMC sampling modification in this PGM-II filtering update process is powerful,
it is far more computationally intensive than the entirety of the PGM-I update. Thus, it helps to only
run the PGM-II based filter for a handful of steps (usually between two to five), switching subse-
quently to the PGM-I filter for computational efficiency once the uncertainty in the state has been
sufficiently reduced. This filtering sequence alludes to the hybrid nature of our filtering technique.
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Algorithm 3 Hybrid Particle Gaussian Mixture Filtering Method

Given a uniformly distributed initial PDF p−0 (x), transition density kernel p(x′|x), n = 1, switch-
ing time step nk ≥ 2.

1. Sample Np particles from πn−1 and the transition density kernel pn(x′|x) as follows:

• Sample X(i)′ from πn−1(.).
• Sample X(i) from p(.|X(i)′).

2. Use a clustering algorithm C to cluster the set of particles X(i) into M−(n) Gaussian clus-
ters with weights, mean, and covariance given by {ω−

i (n), µ
−
i (n), P

−
i (n)}.

3. if n ≤ nk then
4. Follow Steps 3-5 from Algorithm 2.

5. else
6. Follow Step 3 from Algorithm 1.

7. end if
8. n = n+ 1. Go to Step 1.

RESULTS AND DISCUSSION

In this section, we present some example results of our hybrid PGM-based filter. We set p−0 (x)
equal to the large uniform PDF shown in Figure 2, whose upper and lower bounds for each position
and velocity state component are ±550000 km. and ±100 km/s. Although most cislunar RSOs
lie well within 550000 km. from the Earth’s center and move at speeds lower than 42 km/s if
they are not actively escaping the solar system, we set particularly wide bounds to demonstrate by
example the robustness of our hybrid PGM-based filter to highly uncertain initial state estimates.
By considerably relaxing state vector component bounds relative to most cislunar target tracking
literature, we create a minimal assumption framework for robust cislunar target tracking.

Hybrid Filtering Approach

To demonstrate our hybrid PGM-based filtering approach, we utilize the PGM-II based filtering
approach for at least the first two time steps to allow for sufficient localization in the velocity space,
since a single set of [AZ,EL]T measurements does not provide any insights about target velocity.
Afterwards, we switch to the PGM-I filter. Maintaining the assumption that the measurement noise
for zk is distributed as zero-mean and Gaussian, we fuse a GMM a priori state estimate with a
Gaussian-distributed measurement for each time step after the first. For the first time step, we fuse
p−0 (x) with the first measurement. Due to intensive computational resources required for MCMC
sampling, the PGM-II based update was only performed for the first two sets of measurements to
gain some localization in the velocity space.

For all simulations in this section, we showcase a target moving in the aforementioned 9:2 reso-
nant NRHO. This orbit was chosen due to its stable, elliptic motion about the Moon and its impor-
tance for NASA’s Gateway and future Artemis missions. Treating the cislunar RSO as a new target
of interest, our College Station-based observer is tasked to take measurements of the target roughly
every 40 minutes before the target disappears from our sensor field of view, at which point the sim-
ulation ends. This measurement schedule is identical to that of the first pass of several examples in

10



Paranjape & Chakravorty 2025 and Paranjape et. al. 2026. Starting with the initial state estimate
shown in Figure 2, we show the posterior estimates p+k (x) at the end of the second time step – when
we switch from a PGM-II based update to a PGM-I update – and at the end of the first pass in Figure
3.

(a) Posterior estimate after two iterations of the PGM-II based measurement update

(b) State estimate at the end of the first pass

Figure 3: Posterior state estimates after two measurements and at the end of the simulation/first
pass using our hybrid PGM-based filter.

Comparison to PGM-I Based Filtering Techniques

The remainder of this section focuses on comparison of our hybrid filtering technique to KF-
PGM. The KF-PGM framework generates a probabilistic initial state estimate by fusing several
consecutive [AZ,EL]T measurements with a large, loosely defined PDF of the range, which yields
an initial position estimate which we can estimate strictly as a function of time with polynomials
or splines. This kinematic fit of the position is derived with respect to time to yield an initial
velocity estimate. Together, these fits yield an initial state estimate at the time step of the last
observation through which the polynomial is fit. This process is repeated several thousands of
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times by perturbing [AZ,EL]T measurements with measurement noise and drawing several i.i.d.
samples of the range information at each observation time step. The result is an IOD estimate in
particle cloud form shown in Figure 4a. Subsequently, we utilize the PGM-I filter to yield a localized
state estimate at the end of the first pass, given by Figure 4b. Another reason we choose to utilize

(a) KF-PGM initial state estimate

(b) State estimate at the end of a single pass with the KF-PGM framework

Figure 4: Single pass filtering results for a target within the 9:2 NRHO orbit

a PGM-II based update for the first two measurement sets is to demonstrate how well this hybrid
PGM filtering technique outperforms the KF-PGM framework. Theoretically, the kinematic fitting
framework of KF-PGM requires a minimum of two measurements for its lowest order kinematic
fit (a line). If the kinematic fit is performed through these first two points to obtain an initial state
estimate, this IOD estimate will be consistent with the target truth. However, the PGM-I filter will
fail at the subsequent time step’s update step, as demonstrated by Figure 5. Thus, our proposed
hybrid filtering approach illustrates how much fewer observations are really required.

To demonstrate that the PGM-I filter alone is insufficient for orbit determination within this first
pass of the 9:2 resonant NRHO based target, we cluster all of the blue particles in the multivariate
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(a) A priori estimate propagated and clustered from an IOD estimate formulated from a
linear kinematic fit

(b) An inconsistent posterior estimate

Figure 5: Limitations of utilizing KF-PGM with a linear fit between the first two measurements
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uniform PDF in Figure 2 into six clusters to develop a GMM-based a priori estimate shown in
Figure 6. Although the PGM-I filter yields a consistent estimate after the first three update cycles
starting with this clustered PDF, the resulting entropy tends to be much higher than the estimate
resulting from a PGM-II based update. More importantly, after the fourth update step, the PGM-I
update loses custody of the target, whereas the hybrid PGM filtering technique in Figure 3 stays
consistent through the end of the first pass and simulation.

(a) Initial state estimate p−0 (x) resulting from clustering the uniform PDF in Figure 2
into a GMM

(b) An inconsistent posterior estimate after four update iterations

Figure 6: Limitations of utilizing solely a PGM-I filtering approach throughout the first pass

To compare the filter performances and precision of our hybrid PGM-based filter and the PGM-I
filter from the first 9:2 NRHO target tracking example from Paranjape et. al. 2026, we utilize a
particle-based entropy metric, given by H(k) = E[− log pk(xi)] ≈ − 1

N

∑N
i=1 log pk(xi), where xi

represents the i-th particle in the posterior state estimate.8 For direct and visual comparisons, we
provide plots of the initial state estimate as well as the posterior estimate at the end of the first pass
using the KF-PGM framework in Figure 4.
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A quick glance between Figures 4 and 3b show that our hybrid PGM-based filter better localizes
the state estimate at the end of the first 9:2 NRHO pass by a factor between 10 to 100 for each state
vector component! Part of this may be explained by the fact that our hybrid PGM filtering method
does not require use of any observations for generating an initial state estimate. Furthermore, the
powerful MCMC sampling step of the PGM-II filter enables us to sufficiently sample regions of high
probability density consistent with our observations. We formalize these findings by a comparison
of entropies between KF-PGM and our hybrid PGM-based filter in Figure 7, and a table of standard
deviation reductions in Table 1.
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Figure 7: Comparison of entropies during the first pass of a cislunar RSO in the 9:2 NRHO orbit

Table 1: Target estimate standard deviations for KF-PGM and the H-PGM solution at the IOD stage
and at the end of the first pass

Component KF-PGM Start KF-PGM End H-PGM Start H-PGM End
x (km) 15370 29869 359028 406.47
y (km) 82919 9902.4 444363 135.18
z (km) 95764 5791.4 449691 77.709
ẋ (km/s) 54.047 0.32216 85.836 0.010630
ẏ (km/s) 78.993 1.2984 88.528 0.014715
ż (km/s) 88.644 1.9414 97.135 0.025009

Noticeably, there is a slight upward tick in the entropy during the first 1-2 steps of both KF-PGM
as well as our hybrid PGM filter. This is due to high uncertainty and explosive growth in the velocity
space in the absence of multiple measurements. This observation further emphasizes the need to
utilize the PGM-II filter at least twice before switching to the PGM-I filter.
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CONCLUSIONS AND FUTURE WORK

In this article, we developed and demonstrated a hybrid Particle Gaussian Mixture filter-based
orbit determination framework which slightly relaxes an assumption in the PGM-II filter’s MCMC
sampling step. Even though this filter starts with minimal information about a cislunar RSO’s state,
its localization can be up to 100 times better than that of the KF-PGM framework in the short term
over the same set of observations. We also demonstrated some of the shortcomings of the KF-PGM
technique in the event of limited or fewer observations, as well as why it is important to utilize
a PGM-II based update step before switching to the PGM-I based update step. This work shows
that cislunar target tracking can be done purely in a recursive filtering fashion without the need
for targeted cislunar IOD approaches – which is difficult owing to the invalidity of the two body
assumptions central to Gauss’s method – and still obtain highly localized estimates of the target
within one pass.

We hope to build upon this work in three ways. First, we hope to incorporate fusion of cislunar
RSO characteristics such as range, orbit type, energy, and Jacobi’s constant by abstracting these
quantities into PDFs. Second, we hope to extend our hybrid PGM-based filter to robustly estimate
cislunar RSOs in the presence of non-Gaussian measurement noise. Finally, we hope to extend
this hybrid filtering approach to multi-target tracking scenarios in a cislunar environment, where
minimal a priori knowledge of target states is available.

ACKNOWLEDGMENT

The authors of this paper are grateful to the Air Force Office of Scientific Research (AFOSR)
Grant #FA9550-25-1-0238 for project funding. The authors thank Professor Mrinal Kumar of The
Ohio State University for his collaborative efforts.

REFERENCES
[1] L. Taff, “On Gauss’s Method of Orbit Determination,” tech. rep., Massachusetts Institute of Technology

Lincoln Laboratory, 06 1979.
[2] K. J. DeMars and M. K. Jah, “Probabilistic Initial Orbit Determination Using Gaussian Mixture

Models,” Journal of Guidance, Control, and Dynamics, Vol. 36, No. 5, 2013, pp. 1324–1335,
10.2514/1.59844.

[3] I. I. Hussein, C. W. Roscoe, M. P. Wilkins, and J. Paul W. Schumacher, “Probabilistic Admissibility in
Angles-Only Initial Orbit,” Proceedings of the 24th International Symposium on Space Flight Dynam-
ics, Laurel, MD, 2014.

[4] U. R. Mishra, S. Chakravorty, W. R. Faber, I. I. Hussein, S. G. Hesar, and B. Sunderland, “Geometric
Solution to Probabilistic Admissible Region (PAR),” The Journal of the Astronautical Sciences, 2024.

[5] A Primer on Cislunar Space. Washington, DC: Air Force Research Laboratory, 1st ed., 2021.
[6] M. Bolden, I. Hussein, H. Borowski, R. See, and E. Griggs, “Probabilistic Initial Orbit Determination

and Object Tracking in Cislunar Space Using Optical Sensors,” Proceedings of the Advanced Maui
Optical and Space Surveillance Technologies Conference, Wailea, HI, 2022.

[7] C. Heidrich and M. Holzinger, “Universal Angles-Only Cislunar Initial Orbit Determination Using
Sparse Grid Collocation,” The Journal of the Astronautical Sciences, 2025.

[8] I. Paranjape, T. Hejmadi, and S. Chakravorty, “Probabilistic Methods for Initial Orbit Determination
and Orbit Determination in Cislunar Space,” 2026.

[9] I. Paranjape and S. Chakravorty, “Cislunar Initial Orbit Determination AND Target Tracking Using
Kinematic Fitting and Particle Gaussian Mixture Filtering,” to appear in Proceedings of the 2025
AAS/AIAA Spaceflight Mechanics Conference. Submitted manuscript accessible at the following link.

[10] R. E. Kalman and R. S. Bucy, “New Results in Linear Filtering and Prediction Theory,” Journal of Basic
Engineering, Vol. 83, 03 1961, pp. 95–108, 10.1115/1.3658902.

[11] J. L. Crassidis and J. L. Junkins, Optimal Estimation of Dynamic Systems, Second Edition (Chapman &
Hall/CRC Applied Mathematics & Nonlinear Science). Chapman & Hall/CRC, 2nd ed., 2011.

16

https://s3.amazonaws.com/amz.xcdsystem.com/A464D031-C624-C138-7D0E208E29BC4EDD_abstract_File25201/FinalManuscriptPDForDoc_428_0210095240.pdf


[12] E. Wan and R. Van Der Merwe, “The unscented Kalman filter for nonlinear estimation,” Proceedings
of the IEEE 2000 Adaptive Systems for Signal Processing, Communications, and Control Symposium
(Cat. No.00EX373), 2000, pp. 153–158, 10.1109/ASSPCC.2000.882463.

[13] G. Evensen, “The Ensemble Kalman Filter: theoretical formulation and practical implementation,”
Ocean Dynamics, Vol. 53, Nov. 2003, pp. 343–367, 10.1007/s10236-003-0036-9.

[14] B. D. Tapley, B. E. Schutz, and G. H. Born, “Statistical Orbit Determination,” 2004.
[15] A. A. Popov and R. Zanetti, “Ensemble Gaussian Mixture Filtering with Particle-localized Co-

variances,” 2023 26th International Conference on Information Fusion (FUSION), 2023, pp. 1–7,
10.23919/FUSION52260.2023.10224227.

[16] D. Durant, A. Popov, and R. Zanetti, “MCMC EnGMF for Sparse Data Orbit Determination,” Proceed-
ings of the AAS/AIAA Astrodynamics Specialist Conference, Austin, TX, 2023.

[17] J. L. Iannamorelli and K. A. LeGrand, “Adaptive Gaussian Mixture Filtering for Multi-sensor Maneu-
vering Cislunar Space Object Tracking,” The Journal of the Astronautical Sciences, 2025.

[18] D. R. A.V. and S. Chakravorty, “An Unscented Kalman-Particle Hybrid Filter for Space Object Track-
ing,” Journal of Astronautical Science, Vol. 65, 2017, pp. 111–134, https://doi.org/10.1007/s40295-017-
0114-8.

[19] D. Raihan and S. Chakravorty, “Particle Gaussian mixture filters-I,” Automatica, Vol. 98, 2018, pp. 331–
340, https://doi.org/10.1016/j.automatica.2018.07.023.

[20] D. Raihan and S. Chakravorty, “Particle Gaussian mixture filters-II,” Automatica, Vol. 98, 2018,
pp. 341–349, https://doi.org/10.1016/j.automatica.2018.07.024.

[21] M. Givens, A. Cortiella, A. Marlow, V. Rankowicz, A. Koehler, A. Liao, J. Spurbeck, C. Cain, and
P. Miga, “Novel Algorithms for Custody Maintenance and Tracking in the Cislunar Environment,”
Proceedings of the Advanced Maui Optical and Space Surveillance Technologies Conference, Wailea,
HI, 2025.

[22] National Cislunar Science & Technology Strategy. Washington, DC: National Science and Technology
Council, 1st ed., 2022.

[23] H. Schaub and J. L. Junkins, Analytical Mechanics of Space Systems. Reston, VA: AIAA Education
Series, October 2003, 10.2514/4.861550.

[24] S. Lloyd, “Least squares quantization in PCM,” IEEE Transactions on Information Theory, Vol. 28,
No. 2, 1982, pp. 129–137, 10.1109/TIT.1982.1056489.

17


	INTRODUCTION
	Cislunar Dynamics and Observation Model
	Particle Gaussian Mixture Filters
	Bayesian Filtering Preliminaries
	Particle Gaussian Mixture-I Filter
	Particle Gaussian Mixture-II Filter

	Hybrid Particle Gaussian Mixture Filtering Method
	Results and Discussion
	Hybrid Filtering Approach
	Comparison to PGM-I Based Filtering Techniques

	Conclusions and Future Work
	Acknowledgment

