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Introduction
Storage migrations have always plagued technical refreshes in the datacenter. In the past,
getting downtime for systems was much easier, always anticipated, and typically well-planned.
As the datacenter and its respective applications have changed, these maintenance windows
have become more difficult, if not impossible, to schedule. Until this point, the only way to
complete this kind of migration without an outage required extensive work on the host by
the server or application administrator. Storage migrations were complicated, labor-intensive
operations that often added overhead, stretched resources beyond capacity, and dragged down
host performance.
The solution to this continuing problem is the Non-Disruptive Migration (NDM) technology
embedded in the VMAX series of enterprise storage arrays. Using this technology, it is possible
to migrate a host from one array to another, with no downtime, and very limited work required at
the client side.

Executive Summary
Non-Disruptive Migrations (NDM) use existing VMAX replication technology via Symmetrix
Remote Data Facility (SRDF) to allow seamless migrations from an existing VMAX to a VMAX3,
either hybrid or all-flash array (AFA). While going through the procedures, auto-provisioning will
be used to automatically create the devices and masking on the target array. In combination
with either PowerPath or native MPIO technology, the entire migration takes place with zero
downtime for the host or application.
Both the target and source arrays need to be running at specific levels of code. These code
levels change based on a variety of conditions. Consult the Dell EMC Interoperability Guide,
or contact Dell EMC Support to get the correct code level and E-Packs deployed on both the
source and target arrays.
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Intended Audience
This document is intended for storage administrators that are currently planning on migrating to
a VMAX3 array, and are interested in learning how to migrate the data from the existing VMAX
to the new array.

Pre-Migration Planning Requirements
Before NDM can be used on the arrays, the following conditions must be satisfied.
• At least four (4) SRDF ports are present. Although dedicated SRDF ports are
recommended, they are not required.
• All the required zoning and networking between SRDF ports has been completed
to allow communication from one array to the other.
• The devices are not part of Open Replicator sessions. This includes RecoverPoint devices.
• Dell EMC Solutions Enabler must be at level 8.3 or higher.
• Dell EMC Unisphere for VMAX 8.3 or higher is installed.
• The source and target arrays are at the correct currently-supported code level.
The following constraints and restrictions also apply to NDM migrations:
• Only 16 storage groups can be migrated simultaneously; this does not include child
storage groups.
• Each storage group cannot contain more than 4,096 devices.
• A source device cannot be an R2; however, it can be an R1 as the source of standard
SRDF replication.
• A source device cannot be part of a SRDF/STAR environment or an ORS session,
including RecoverPoint.
• Boot LUN NDM migration is supported, but the redirection of boot WWPN must be
manually changed.
• The MPIO software must be able to add and remove paths dynamically.
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The Five Stages of NDM Migration
An NDM migration between the source VMAX and the target VMAX3 array is typically
completed in five stages:

Stage 1: Environment Setup
This is the first step required before any migrations can take place. This stage establishes
the relationship between the source and target array, creates the necessary RDF Group, and
initiates validation operations to verify the systems are ready for an NDM migration. These
operations also verify communication between the arrays, and certify that code levels are
capable of supporting NDM. All these procedures need to be run only one time before the first
migration. All subsequent migrations between this host and target do not need the Environment
Setup procedures to be run again. Typical beginning and ending states of systems at this stage
are illustrated in Figure 1: (Stage 1) Environment Setup.

Figure 1: (Stage 1) Environment Setup

Stage 2: Entity Creation
This step can be done either through the GUI using the wizard, or the CLI using commands.
During this procedure, several actions automatically occur:
Storage: The storage is auto created on the target arrays, and placed into a storage group.
• The name of the storage group on the target is identical to the source.
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• If there are children storage groups, they are created identically as well.
• The Device WWN is duplicated on these source devices, meaning they will
appear identical to the source device from the host’s perspective.
Initiator Group: The initiator group is created on the target array.
• The name of the initiator group on the target is identical to the source.
• If there are children initiator groups, they are created identically as well.
Port Group: The port group is created on the target array.
• The target array scans for the initiators above, and creates a port group with the ports
in which those WWPNs are logged in.
• This name is identical to the name of the port group on the source, but will likely
contain different ports. This name should only be manually changed after the host
has been migrated, or validation checks will fail.
Masking View: The masking view is created on the target array with the above three groups,
duplicating the LUN assignments of the source.
After the creation of these entities, the devices are placed in pass-through mode. At this point,
the host can rescan the devices, and will detect additional paths. In this state, the target VMAX3
devices are only servicing I/O, no actual data copy is taking place. Beginning and ending states
are depicted in Figure 2: (Stage 2) Entity Creation.

Figure 2: (Stage 2) Entity Creation

COPYRIGHT ©COMPUTER DESIGN & INTEGRATION LLC. ALL RIGHTS RESERVED.

06

Stage 3: Cut-Over
In this stage, the paths to the source array are logically severed. All I/O is going through the
VMAX3, and the two arrays are synchronizing their data. Any data not yet copied to the VMAX 3
is fetched, much like an open replicator hot pull. Any data written to the VMAX3 is synchronously
copied to the source array. Once the initial full sync has been completed, both source and target
arrays are kept in a synchronous relationship. This state is depicted in Figure 3: (Stage 3) Cut-Over.

Figure 3: (Stage 3) Cut-Over
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Stage 4: Commit
During this stage, the migrations are completed. The relationship between the source and target
devices is removed, and the devices on the source array are unmasked from the host. The
unique device identifier on the source is changed, and the migration sessions are deleted. At
this point, the host is considered migrated. This state is depicted in Figure 4: (Stage 4) Commit.

Figure 4: (Stage 4) Commit
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Stage 5: Environment Removal
This stage removes the connection between the two arrays, and dissociates the arrays
from each other. The SRDF Group is deleted and communication between the two arrays is
completely severed.
As we saw in Stage 1: Environment Setup, the procedures in this stage are only done once when
all the hosts have been migrated.
NDM Migration Example
The process below demonstrates an NDM migration in EMC Unisphere for VMAX. The example
assumes that all the prerequisites listed in Pre-Migration Planning Requirements have been
met, and that the initial setup (Stage 1: Environment Setup) has been completed to associate
the two arrays with each other.
1. Before any device can become part of a NDM migration, the devices on the source must
be in a dynamic SRDF capable state. This is a non-disruptive step, and will have no effect on
I/O currently being serviced by these devices.
a. Select the source devices. This step is not necessary on the targets since all devices
on the VMAX3 array are automatically created as dynamic SRDF capable.
b. Edit their volume attributes. On the Storage page, select Set Volume Attributes
from the drop-down menu.
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c. Set a value from the drop-down list of options for the Dynamic RDF Capability
field as shown.

d. Select Run Now. In this example, only one job is running at a time.

Tip: The actions depicted in these steps can also be added to a job list and run
as a group. Running the NDM migration process as a job helps save time when
performing multiple migrations at once. You can also schedule multiple jobs in a
queue, an especially helpful option when busy DevOps teams are forced to limit
even non-disruptive changes to tight maintenance windows.

COPYRIGHT ©COMPUTER DESIGN & INTEGRATION LLC. ALL RIGHTS RESERVED.

10

2. Create the migration sessions. Right-click the parent storage group, select Migrate, and
follow the on-screen wizard.

3. Select the target SRP. For an AFA, the only valid choice is SRP_1.
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4. Select Create Data Migration and click the Compression check box to enable file
compression on the target storage group.

5. Review the groups the array will automatically create. Their names cannot be altered in
the current release of the code, and should not be manually changed until the migration has
completed Stage 4: Commit. To proceed, click Add to Job List, or Run Now.
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6. The process should return a successful creation dialog. If not, review the API log to
determine the cause of the failure.

7. To check the status of the migration, select Migrations from the Hosts drop-down menu.

8. At creation, the State column will show Created, as seen below.

9. After the host has rescanned and picked up the additional paths, the State changes
to CutoverReady with a green checkmark icon. This validates that the host has correctly
scanned the additional paths and is currently sending I/O down all paths on the source
and target.
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10. In this state, the VMAX3 is in pass-through mode, which means any I/O requests being
sent down the paths to the VMAX3, are being serviced by the source array, and no data is
being copied. From the host perspective, it has doubled the number of active paths to the
storage, but nothing else has changed.
11. From this state, we can issue the cut-over command. This will logically stop I/O to the
source array, and begin the data copy. All I/O is being serviced from the VMAX3. Any
writes are being synchronously sent to the source array, and reads are being pulled at
high priority.

12. When the initial synchronization ends, the State column changes to CutoverSync.

13. (Optional) At this point, the migration can still be canceled, and access reverted to the
source array.
14. After the application has been fully tested and verified, the final commit can be issued.
15. At this point the dead paths can be removed, the zones to the source array removed,
and the migration can be considered complete.
For more information on non-disruptive migrations from legacy VMAX to VMAX3,
visit www.cdillc.com.
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