
eAppendix 
Study Sample  

The goal of this analysis is to compare the medication adherence of individual patients to 
the performance metrics of their physicians. To do this requires the creation of a patient-level file 
that aggregates to the level of the physician. In the first, step, creating the patient-level file, we 
use the diagnoses in the medical claims to identify patients with 1 of 2 chronic conditions in a 
year: diabetes or CHF. Diabetes and CHF are identified based on the presence of the relevant 
ICD-9-CM codes listed as the primary or secondary diagnosis in 1 inpatient claim or at least 2 
outpatient claims within a 30-day window over 1 calendar year. We require at least 2 separate 
outpatient codes to help eliminate cases where the ICD-9-CM is listed on a claim as a possible 
diagnosis for testing and examination, but the patient is later determined not to have the disease 
(eg, a rule-out diagnosis). Diabetes patients are flagged based on an ICD-9-CM diagnosis code(s) 
of 250.xx, while CHF patients are flagged based on an ICD-9-CM diagnosis code of 428.xx 
(where a .xx indicates all possible sub-code). Each individual is included in the sample in each 
year that they meet these inclusion criteria and are continuously enrolled for the entire calendar 
year. This excludes anyone who turned 65 and becomes Medicare eligible during the calendar 
year, but does not exclude someone whose first claim for the disease occurs in the middle of a 
calendar year. To create the physician-level file, we use the provider identifiers on the medical 
claims to identify physicians who treat patients with diabetes or CHF during a calendar year. We 
then aggregate all diabetes or CHF patients into physician-patient-year files, creating separate 
files for diabetes and CHF patients. This means that the same physician or patient could be in 
either file. Moreover, because patients often see more than 1 physician in a year, the same patient 
could be matched to different physicians in the same file(s).  We consider all physicians the 
patients see in a year, including primary care providers and specialists. To minimize outliers on 
the physician level, we also only include physicians in a year in the diabetes or CHF samples if 
they saw at least 10 diabetes or CHF patients, respectively, during the calendar year. 
Performance Measures  

As interest in measuring and tracking the quality of healthcare has risen, so too has the 
number of different quality metrics available. There is an enormous number of quality measures 
that are available and used to try and quantify the quality of care provided to different patients in 
different settings. These measures are often very disease-specific, and many include process or 
patient satisfaction measures that cannot be captured with medical claims data. We focus on 



patient outcome-related measures specific to diabetes and CHF that can be readily collected from 
medical claims data. Specifically, we follow Seabury, Lakdawalla et al. (2015)8 and use 2 sets 
measures, 1 each for medication adherence and outcomes, based on measures endorsed by the 
National Quality Forum (NQF). The NQF is a non-profit organization that provides detail and 
documentation on quality measures, and attempts to promote scientific and policy consensus by 
specifically endorsing measures that meet there criteria.10 CMS uses these quality measures in 
the many different quality reporting programs that cover physicians, plans, and hospitals.8  

Our measures that are based on medication adherence focus on the percentage of days 
covered (PDC) over a 1-year period for classes of drugs treating CHF and diabetes. PDC is a 
commonly used measure of medication adherence that is similar to the historically better-known 
medication possession ratio (MPR). The MPR measures the number of days over a fixed time 
period in which the patient has medication based on the length of their prescription fills. So, 
suppose a patient in the sample filled their first 30-day prescription on January 1st, 2008 and was 
observed filling five 30-day refills, this would translate into an MPR of approximately 50% (6 
months out of 12) in 2008. The PDC is similar except that it adjusts the days supplied to not 
double-count overlapping prescriptions within the same drug class (so it represents more of a 
class-specific as opposed to molecule-specific measure of adherence).11  

Because we are not concerned with any particular drug molecule, and patients with 
diabetes and CHF often use multiple types of medication to manage their disease, we follow 
Seabury et al. (2015)8 and create an index of adherence that combines the information on PDC 
across multiple drug classes. The drug classes that we use are based on treatment guidelines for 
diabetes and CHF. For diabetes patients these include beta-blockers, angiotensin-converting 
enzyme (ACE) inhibitors, angiotensin receptor blockers (ARBs), calcium-channel blockers, oral 
diabetes medications, and statins. For CHF, these include beta-blockers, ACE inhibitors, ARBs, 
and diuretics. For each disease, we identify all patients prescribed any of these types of 
medications at least once and compute the PDC for the remainder of the calendar year after the 
fill date of the first prescription. That is, if a patient filled their first prescription on the 200th day 
of the year, their PDC would be computed over 165 days (166 for patients in 2008). Based on the 
NQF measures, we identify patients with a PDC of 80% or more during the calendar year as 
being adherent to their medication. While the 80% threshold does not necessarily have a strong 
clinical justification, it is a commonly used benchmark in quality measures (including by CMS in 
some provider incentive plans).  



We measure patient outcomes using the specification of quality measures endorsed by 
NQF that measure disease complications generally considered preventable for the 2 diseases, as 
described in Table 1 and based on the analysis in Seabury et al. (2015)8. The diabetes outcomes 
measures are based on the rates of acute events including four different conditions: inpatient 
admissions for uncontrolled diabetes, emergency care for hypoglycemia or hyperglycemia, short-
term diabetes complications, and long-term diabetes complications. Given that some outcomes 
are relatively uncommon, we reported them in terms of rates per 1,000 patients. The CHF 
outcome measures are less specific, involving inpatient events or emergency room visits for CHF 
or for other co-morbid conditions that could be worsened by poor disease control: diabetes, 
coronary artery disease, or hypertension. The CHF sample is considerably sicker on average than 
the diabetes population, and these outcomes are much more common on average than the 
diabetes complications, so we measure these in terms of percent of patients per year.  
Statistical Analysis 

A. Measuring physician differences in outcomes and adherence 
 In our analysis, we propose to describe how variation in medication adherence across 
physicians correlates with variation in physician-level patient outcomes.  While the empirical 
implantation of this is relatively straightforward, this approach is limited by the fact that 
correlation could be confounded by systematic differences in the underlying health of patients.  
Conceptually, our ideal experiment would be to randomly assign patients to individual 
physicians, and observe patient adherence and outcomes and whether they improve.  In this case, 
we could simply compare physician-level mean unadjusted outcomes and the adherence of their 

patients, denoted as 𝑦"#
$ and 𝑦"#%, respectively (where 𝑖 denotes an individual provider), and 

compare them (in levels and in gains).   However, variation in adherence and patient health 
across physicians is likely not random.  We attempt to mitigate selection bias by adjusting 
measures of adherence and outcomes using the following 2-step process proposed by Seabury et 
al. (2015), though as we discuss below, this approach has limitations.   

In the first step, we estimate the regression model:  
 𝑦#' = 𝜃# + 𝛽𝑋' + 𝜖#' (1) 

The variable 𝑦#' represents some outcome measure for patient 𝑗 who visits provider 𝑖.  We run 

separate models for each different outcome in each sample.  This includes separate regressions 
for each complication as well as for the adherence to each of the medications that comprise the 

index of medication adherence that we describe below.  In this specification, the parameter 𝜃# 



represents individual physician fixed effects while the vector 𝑋# contained individual-level 

covariates including age, gender and health status as measured by co-morbid conditions.  
Specifically, these include ulcer, depression, allergic rhinitis, migraine, osteoarthritis, chronic 
sinusitis, anxiety or tension disorder, epilepsy, gastric acid disorder, glaucoma, irritable bowel 
syndrome (IBS), malignancies, psychotic illness, thyroid disorder, rheumatoid arthritis, 
tuberculosis, HIV, anemia or COPD.  Other common conditions that were related to 
cardiovascular health (eg, acute myocardial infarction or hypertension) were excluded because 
the onset of claims could be endogenously related to individuals’ medication use or other 
healthcare related to their diabetes or CHF.   

The estimated fixed effects 𝜃/# are the key parameters of interest from the first stage 

regression.  With these we capture the systematic variation in observed quality outcomes and 
adherence across individual physicians that cannot otherwise explained by observable patient 

characteristics.  Let 𝑦#'%  denote medication adherence and 𝑦#'
$  denote performance as measured by 

patient outcomes.  We estimated the adjusted physician-level measures of adherence and 
performance using the following prediction values from the regression models: 

 𝑦0#% = 𝜃/#% + 𝛽1%𝑋" 

𝑦0#
$ = 𝜃/#

$ + 𝛽1$𝑋" 

(2) 

(3) 

where  𝑋" is equal to the mean of all other characteristics in the full patient samples.  In this 

formulation, the effect of the individual patient heterogeneity is captured by 𝛽1%𝑋" and 𝛽1$𝑋", 

which is fixed across physicians.  Thus, the only variation in predicted adherence or predicted 

performance across physicians came from the fixed effects 𝜃/#% and 𝜃/#
$.  Thus, our empirical test 

of the relationship between medication adherence and quality at the physician level essentially 

boil down to a test of 𝑐𝑜𝑣5𝜃/#%, 𝜃/#
$7 < 0.  Note that the hypothesized covariance is negative 

because we expect adherence to have positive effects on patients while the performance 
measures we use are essentially bad outcomes (complications) for patients.   
 This regression adjustment eliminates observed heterogeneity in the patient population 
across providers but does not necessarily address unobserved heterogeneity across providers that 
could be correlated with both medication adherence and health outcomes.  Thus, the association 
between physician-level adherence and outcomes are not necessarily causal, and the findings 
should be interpreted accordingly.  



B. An Index of Medication Adherence 
As noted above, we compute the average level of medication adherence across the 

patients of individual physicians separately.  In the diabetes sample, we compute adherence for 
beta-blockers, ACE inhibitors, ARBs, calcium-channel blockers, oral diabetes medications, and 
statins, and in the CHF sample we compute average adherence to beta-blockers, ACE inhibitors, 
ARBs, and diuretics.  We then combine the PDC measures into a single index of medication 

adherence of both unadjusted (𝑦"#%) and adjusted (𝑦0#%) adherence for each physician according to 

the relative frequency with their patients took each medication.  Specifically, we combined the 
individual class-level measures of adherence into a single weighted average according to the 
following steps: 

 

1. We first compute the average unadjusted (𝑦";#
% ) and adjusted (𝑦0;#

% ) adherence 

separately for each drug 𝑑 at the physician level. 

 

2. Compute weights 𝑤;# =
>?@

∑ >?@?
, where 𝑁;# is the number of patients taking the drug 

who sees physician 𝑖. Note that because some patient take more than 1 drug, 𝑁;# will 

be greater than the total number of people in the seen by the physician (necessary for 
the weights to sum to 1). 

 
3. Construct the weighted average of medication adherence across drugs at the physician 

level: 𝑦"#
% = ∑ 𝑤;#𝑦";#

%
;  and 𝑦0#

% = ∑ 𝑤;#𝑦0;#
%

; . 

 
To simplify interpretation of the results, we compare physicians across broad categories of high, 
moderate and low adherence according to the value of the index.  Specifically, we stratify 
individual physicians into categories of high, moderate and low adherence according to whether 
their weighted average is above the 75th percentile, between the 75th and 25th percentile, or below 
the 25th percentile across all physicians, respectively.  Again, note that physicians are stratified 
differently according to the distribution of unadjusted or adjusted adherence (though, in practice, 
the stratification is similar). 

Note that because the Part D File data we use do not link individual physicians to specific 
prescriptions, we do not assess adherence to specific prescriptions of individual providers.  That 



is, we assess whether physicians’ patients are more or less likely to adhere to their diabetes or 
CHF medications compared to other physicians’ patients, regardless of who prescribed the 
medication.  Thus, we are not directly measuring the adherence to medications a physician 
prescribes, we only measure the adherence of patients with whom a physician has an office visit. 
To the extent that patients see multiple physicians but only 1 physician prescribes a given 
medication, this would introduce measurement error that we would expect to attenuate the 
relationship between physician and adherence towards zero. 

C. Comparing Physician Differences 

After stratifying physicians into these groups, we compare the values of 𝑦"#
$ and 𝑦0#

$ across 

groups to see if the observed quality outcomes differ systematically according to their 
medication adherence.  To do this we regress the adjusted health outcomes against the 
medication adherence variables as the independent variables using ordinary least squares (OLS) 
regression.  Because we control for other covariates in the first stage, we compute these 
differences in the second stage without further adjustment.  Because we use a 2-step estimation 
procedure, where we use regression to adjust for physician characteristics in the first step and 
regress adjusted outcomes against adjusted adherence in the second step, we use a bootstrap 
procedure to estimate the variances and conduct inference of the differences across the low, 
moderate and high adherence physicians.  Specifically, we resample individual patients with 
replacement and computed p-values for differences across low, moderate and high adherence 
physicians using bootstrap variance estimates based on 200 draws. 

D. Analysis of Variance 
The primary goal of this analysis is to determine whether or not physician-specific 

differences in average medication adherence matter in terms of their ability to predict outcomes, 
and if so how much.  Ideally we would have perfect information about an individual’s overall 
health status as well as detail about the activities that physicians undertake, and we could drill 
down more precisely on which activities have a bigger impact on adherence.  Unfortunately, our 
information on patient health is limited to claims-based co-morbidity profiles while we have 
little information about physicians and none about what kind of steps they do or don’t take to 
manage a patient’s medication adherence.  Nevertheless, we can compare the predictive power of 
physician heterogeneity generally to that of a patient’s observable health status.  If physicians 
were doing nothing on their own to influence medication adherence or outcomes and were 



simply selecting more or less health patients, we might expect that physician heterogeneity to be 
relatively less predictive than a patient’s own health status. 

To test for this, in addition to looking at mean differences across physicians we also 
compare how much of the variation in adherence and outcomes were explained by fixed 
physician comparisons.  We utilize a simple analysis of variance (ANOVA) technique that 
estimates the percent of the variation explained by the model that is attributed to physician fixed 
effects.  Formally, we divide the partial sum of squares for physician fixed effects by the total 
explained sum of squares. Then, for the sake of comparison, we conduct a similar analysis with 
the other patient co-morbidities.  Note that this analysis is not focused on whether physician 
heterogeneity or patient co-morbidities are strong predictors of adherence or outcomes overall, 
rather it tests the relative predictive power of the 2 within the context of the same regression 
model. 


