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ABSTRACT 

 

Commercial software development in the field of technical 

computing has unique requirements which are exemplified by 

factors such as: an extreme focus on run-time performance, a 

requirement of a high degree of responsiveness to the customer 

base, a continued focus on innovation, concurrent support on 

multiple computing platforms and most importantly, a very 

limited set of deep subject matter experts who have the skills to 

build the solution.  Exacerbating the above issues is the fact that 

the field has traditionally seen a great deal of mergers and 

acquisition activity which leads quickly to an accumulation of 

disjoint software development systems.  This paper describes a 

detailed case study of a methodology built within a leading 

technical computing company which achieved significant success 

by focusing relentlessly on enhancing the productivity of the 

individual developer. The work was driven by the author as the 

senior executive of the organization, and measured results of the 

transformation will be presented in this paper. 

Categories and Subject Descriptors 

D.2.9 [Management]:  Programming Teams 

General Terms 

Management, Measurement, Performance, Design, Economics, 

Reliability Human Factors, Theory, Standardization  

Keywords 

EDA, Server Farms, Scaling, Multi-Site 

1. INTRODUCTION 
 

Technical computing is a significant portion of the universe of 

software development, and consists of large markets such as 

electronic design automation (EDA). In the early part of the 

decade, the author started as the general manager of the logic 

verification business for Cadence Design Systems, the leading 

company in EDA. The logic verification business had grown to a 

significant level (over $300M/year) based on acquisition as well 

as organic growth. The R&D organization consisted of over 250 

developers distributed over four sites(US east coast, US west 

coast, India, Europe).  The customers for the business were some 

of the largest electronic companies in the world (IBM, Cisco, 

HP...Etc). These customers built their flagship semi-conductor 

devices relying heavily on the products produced by the business.    

Similar to other situations in the technical computing community, 

the logic verification business faced five significant challenges: 

 

 

 

1) Run-Time Performance:   Run-Time performance was the 

most important differentiator for the product, and was tested 

regularly in the commercial environment with competitive 

benchmarks.  Thus, the software development environment 

had to account for this very key measure of product quality. 

2) Customer Responsiveness:  Since the customers of the 

technology were driving multi-billion dollar programs, they 

had an expectation of a very high level of responsiveness for 

issues such as software defects or even critical features. In 

most cases, they had legally negotiated very aggressive 

service levels for critical defects or features. The software 

development environment had to account for extremely rapid 

response based on a customer situation. 

3) Innovation:   The pace of development for the customer was 

driven by Moore‘s law. In Moore‘s law, semi-conductor 

density and performance increased at an exponential rate, so 

the associated EDA systems had to scale appropriately just to 

keep pace. In addition, increased integration between the 

multiple products from the business was a very important 

requirement. This drove the need for intense algorithmic and 

architectural innovation, and thus the requirement for a 

software system to accommodate innovation while 

maintaining high quality. 

4) Quality on Multiple Platforms over Multiple Release Cycles:   

The business faced support of a platform on multiple 

architectural platforms (x86, SPARC, PA-RISC) as well as 

multiple OS (AIX, Linux, Solaris). Also, since it was the 

practice of the customers to freeze on an EDA software 

revision at the start of a two to three year hardware project, 

multiple release streams of software had to be maintained 

concurrently.   

5) Limited skilled developers:  Finally, the individuals with 

expertise in the area of hardware verification were very 

limited, so ramping resources was essentially impossible in 

the short to medium term. 

In addition to these issues, since the organization had grown 

significantly through acquisitions, multiple disconnected software 

design systems operated within the organization, and even a clean 

inventory of the computing equipment did not exist.  The picture 

in figure one of the IT environments was not only emblematic of 

the computing environment, but also the overall software 

development environment. The developers in the organization 



were very senior (most with advanced degrees and over 10 years 

of experience), and the organization had a rich culture of 

structured software development. For significant software blocks, 

techniques such as architectural planning, peer reviews, and a 

disciplined release management strategy were the norm. 

However, at the start of this project, the organization was 

struggling to execute on the key challenges outlined above, and 

the future development needs required a quantum leap in 

productivity. Thus, we launched an effort to radically change the 

software development environment with an objective of 

addressing the above challenges. The steps for such a change 

were: deep analysis of the software development process, key 

metrics development, architecting a solution, project based change 

management to execute on the solution, and finally, measurement 

of results and development of processes for ongoing 

improvement. 
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Figure 1: Back office Environment (Before) 

 

2. ANALYSIS AND PROJECT LAUNCH 
 

 

   

 

 

Figure 2: Software Development Flow 

 

The deceptively simple core development flow in figure 2 guided 

much of our analysis of the situation. The figure consists of 

developers who branch from the mainline and compile(C) the 

updated source (C/B) and test (T) the resulting code.  They then 

merge the updated code back into the common code base, and 

another round of testing is performed to produce the ―mainline.‖  

Finally, user (U) feedback and defects generated requirements 

which were integrated back into the core process. 

 

The key observations made in studying this process were: 

 There were nearly 250 developers which were attempting to 

add functionality to a common code base. However, the 

process of managing the merge/test operation was typically 

unplanned. Often the ―mainline‖ was broken, and this led to 

a sequential delay for all the developers as they waited for 

the ―mainline‖ to stabilize before merging their changes. Of 

course, all of these delays impacted the delivery of critical 

bug fixes to anxious customers. 

 The test suite for an exhaustive quality test was quite large, 

and included performance level tests. Managing the testing 

was left to individual programmers with access to a 

disconnected environment as shown in figure 1. Performance 

testing was very difficult because quiescent machine 

circumstances were required and obtained informally. 

 The customer requirements through defects as well as 

functionality were asynchronous to all the other activity. 

 Major functionality was asynchronously released based on 

including all the requested features. This process not only 

caused issues for the R&D organization (the feature 

implemented first had to wait for the last one before release), 

but also for the field organization and customers who had to 

constantly monitor release schedules. 

 Finally, the core build/test cycle was the biggest bottleneck 

in the overall system. An individual developer could easily 

take 3-4 hours to go through just the mechanics of this flow. 

The compound impact across the organization was to add 

latency to every significant software engineering process. 

Overall, the individual developer spent a large percentage of their 

time on tasks not related to core software design in an 

environment with many asynchronous interrupts. 

 

As we analyzed our issues, we examined the previous work in 

academia as well as industry.  In academia, there was focus on 

individual parts of the software development cycle. For example, 

software reliability [2], regression testing analysis [7], 

requirements management [1], and metrics [6] received a great 

deal of attention.  In addition, another major focus area was in the 

area of pure software engineering process with work from 

Carnegie-Mellon University Software Engineering Institute in the 

area of CMMI [8] or more local change management in the R&D 

organization [4]. On the commercial side, there were a good set of 

building blocks available from companies such as IBM Rational 

[4] or Platform Computing [2].   Overall, we found the previous 

work useful, and we used it where appropriate.   

 

However, while the academic and external industrial work could 

feed pieces of the solution, it soon became clear to us that we 

would need to expend a reasonable amount of effort as well as 

capital budget to architect the required solution.  From a project 

management point of view, there were a number of decisions 



made early in the project which were critical to future success.  

These were: 

1. We selected two very senior technical individuals to architect 

and implement the program.  At the time, there was some 

tension relative to this decision since placing key individuals 

on an ―infrastructure‖ project had an opportunity cost relative 

to their immediate impact adding product features for near-

term benchmarking situations.   

2. We did not try to execute this project ―on the cheap.‖  A 

reasonably large budget was released for the project. The 

basic thinking was that the depreciated cost of capital was 

cheap compared to the unproductive use of 250 developers. 

In addition, the opportunity cost of the unproductive 

developer time was an even larger concern. 

3. We ran the project as a top-tier program which was reviewed 

with the same rigor as our projects for our customers. 

4. The project was presented to the R&D population as an 

investment to increase their productivity, and not as a top-

down management directive.  

All of the above actions, investing in a serious manner with 

skilled individuals and significant capital, placing ongoing 

executive focus on the project, and focusing relentlessly on the 

productivity of the individual developer helped enormously in 

reducing the natural resistance to change which exists within any 

R&D organization. 

 

With these observations, the team launched the project and 

developed the following framework for the organization which 

was then integrated into the software design system: 

 We setup the ―heartbeat‖ of a six month major release cycle.  

This action simplified planning for everyone ranging from 

R&D to the customer base. For R&D, the calculation was to 

determine which ―train‖ would catch their features. For the 

customer base, they were able to plan with fixed release 

schedules.  Note, the unique and active nature of technical 

computing allowed us to settle on this paradigm. For 

instances where the cost of deployment is very high 

(consumer SW), this paradigm likely does not make sense. 

 An explicit group level merger planning function was created 

for managing the active streams of parallel code base 

updates.   

 A model for a perpetually releasable mainline was created.  

This allowed a great deal of flexibility to the R&D and Field 

organization to maintain customer satisfaction. 

 Key metrics were developed which captured the actual 

progress of the flow in figure 2. The metrics needed to be 

generated automatically otherwise we would load down the 

very developers whom we were trying to free for more useful 

work.  

Finally, to fulfill the above requirements and reach our goal of 

radically improving individual designer productivity, the core 

build/test cycle bandwidth needed to improve by an order-of-

magnitude. Of course, all of this needed to be done while the ―car 

was still moving,‖ so a very comprehensive change management 

function was required. 

3. SOLUTION ARCHITECURE  
 

The first step for building the solution was to define the metrics of 

interest. We were very aware of the fact that one can only 

improve what one can measure.  In addition, since our goal was to 

optimize development productivity, the metrics had to be largely 

generated automatically to avoid an addition burden on the 

developer.   The subset of the metrics chosen is shown in figure 3.  

We decomposed the flow in figure 2 and asked questions such as 

how long does it take to: 

 check-out the appropriate files source code files from the 

code repository to build a branch off the main-line. 

 modify the files with new functionality 

 regression test the result 

 add tests for the unique functionality to the test database 

 regression tests the result. 

 work with merge management to integrate into main-line. 

 regression test the new main-line  

 ready for release.  

 

Category   Metrics 

Productivity Time to First Test 

Incremental Time to Create New Tests 

Coverage/Day 

Time to Build Derivative Environment 

Time to Test (sample, full) 

Predictability Total Coverage 

Coverage Convergence Rate 

Bug Convergence Rate 

Quality: Post Release Bugs  

 Number of Bug Releases 

Computing        Utilization of Server Farm 

Utilization of Network/Storage 

Project Number Parallel Development Streams 

Resource and Schedule Deviations 

 

Figure 3: Metrics 

 

The core development flow formed the crux of the productivity 

based metrics. In addition, we also monitored our ability to 

maintain multiple parallel derivative environments since this is the 

place where we obtained time-to-market leverage. Quality was 

measured with a set of metrics around coverage, coverage/bug 

convergence rates, and finally post-release defects.  If we 

discovered a spike in defects, a deeper root-cause process was 

triggered within the organization.  Finally, we monitored the 



utilization of the computing resources in order to find and fix 

hardware bottlenecks quickly.  

Beyond the management process level changes, the core solution 

architecture of the software development environment was 

developed as shown in Figure 4. It consisted of various layers of 

functionality which mapped at the top level to the key business 

processes and at the bottom to foundational elements which were 

composed to build an overall solution. A decomposed 

architectural view was critical in order to enable flexibility for 

future changes in business requirements or information 

technology components 

The layers in the solution consisted of the core infrastructure 

components which contained the actual hardware (servers, 

network, storage), the middleware to control the hardware, and 

atomic level software development tools. The details of which are 

shown in figure 5.  The next layer contained the middleware to 

manage the run-time environment required to build and test the 

product.  The details of these are shown in figure 6. Finally, the 

last layer contained the policies for interface to the outside world, 

and this layer is shown in figure 7. 

 

 

 

 Figure 4: Solution Architecture. 

 

 

Overall, we were moving from a distributed developer managed 

environment to a centrally managed environment which offered 

significant services to the developer.   On the base IT 

infrastructure, a shared server farm was built. The server farm 

contained a scalable architecture to easily add computing, storage, 

or networking resources.  Since we were moving to a centralized 

model, fault tolerance becomes much more important, and that 

was built into the core framework.  Finally, an active monitoring 

and management function continuously optimized the hardware 

resources. One obstacle which had to be managed actively was the 

organizational boundary between Cadence‘s central IT group and 

the business unit organization which built and maintained the 

software development farm.  Eventually, the central group was 

convinced of the utility of the environment and their ability to 

leverage it across the rest of the over 1000 software developers in 

the company. 

 

In addition to the hardware, core middleware was built to store the 

code and test repository in the IBM Rational Clearcase 

environment. This environment was chosen primarily because of 

its capabilities around multi-site access and enhanced 

branching/merging capabilities. As mentioned, our development 

team was distributed over four sites on four different continents, 

so providing a consistent view of the project was very important. 

Optimizing the VOB/View servers with the appropriate hardware 

and also managing external software licensing was driven by the 

centralized team. This simplified interactions with the external 

vendors, and quickly bubbled business issues to the management 

team. 

 

Category   Components 

Base  IT Fault Tolerant Storage Architecture 

Processor Architecture/Scaling 

Network Architecture (multi-site) 

Dedicated Servers (Perf/CM) 

Monitoring and Management 

Core Modules Command-Line Processing 

Messaging and Logging 

Common Parsing Framework 

Site Customization Kit 

Object Data Definitions 

Platform Classification 

Tools Clearcase Multi-site 

Central VOB/View Servers 

Central Registry and Licensing 

Servers 

Methodology Branching and Merging 

Trigger Conventions 

 

Figure 5:  Infrastructure Components 

 

 

Category   Components 

Context for 

Developer 

Policy-based Control 

Standard build/install 

Managed Data Dependency Kits 

User Environment 

Build Components 

Project Policy 

Config Management 

Testing Environment 

Tools DRM (LSF) 

Build/Test/AutoSequence 

Collaboration Software Integration 

Development Merge Support 

KitExchange meta-data 



 

Figure 6: Development Environment 

 

The development environment consisted of clear services to: 

 perform Builds 

 check-in Testing 

 regression Testing 

 platform Testing 

 customer Design Testing 

 compute Power to debug large Customer designs 

Built into the environment was the ability to massively parallelize 

the compile as well as test process through distributed runtime 

management (DRM).  The centralized management monitored and 

prioritized jobs based on business needs. For example, critical 

defect fixes for customers could be given ―rocket‖ access through 

the infrastructure to absolutely minimize latency. All of these 

capabilities provided a much broader array of tools for 

management as well as the development community to manage 

the business. 

 

The final layer of functionality, shown in figure 7, consisted of 

top-level planning which was typically driven by professional 

program managers. In this phase, the main-line merge schedule 

was very closely managed.  There was a constant interaction 

between the leaders of the derived branches on issues such as 

coverage convergence and defect reduction.  The object at all 

times was to maintain a mainline product which could be released 

to the customer base with full confidence on quality. Finally, it 

was in this function that early adaptor engagements were 

managed. 

 

Category   Components 

Coordination Merge Schedules 

External Dependency Validation 

Quality Perpetual release mainline 

Bug rates/convergence 

Coverage rates/convergence 

Release 

Engineering 

Decision Criteria 

Unified Release 

Early Adopter Engagements (BETA) 

Final Release 

 

Figure 7:  Development and Business Processes 

  

4. RESULTS:   
 

The project planning and execution took the better part of a year, 

and a multi-million dollar investment. The first dividend from the 

work was the update of the back office environment as shown in 

figure 8.  This new environment not only allowed the IT function 

to run much more efficiently, but started generating a great deal of 

excitement within the software development community.  

Suddenly, a great deal more computing power was available for 

them to do their jobs, and being engineers, the sheer hardware 

technology involved was inherently interesting.  

As the next development layer of functionality became available, 

we used the group with the highest profile as an early adopter for 

the functionality.  This served two purposes. 

1. This team, typically the most critical of infrastructure 

projects, stressed the software architecture to the deepest 

extent. Fulfilling their requirements was critical to the 

success of this project. 

2. Given the team‘s stature in the organization, usage of this 

environment became not only culturally palatable, but 

desirable.  Back-channel stories of the environment made 

their way through the organization, and demand was 

generated to engage on the project. 
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Figure 8: Resulting Back Office Environment 

 

Figure 9 shows a typical defect metric chart which was reviewed 

at executive staff meetings. In the figure, P0 (most critical) defect 

activity is tracked over time to understand trends. 
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Figure 9: Typical Defect Metric Chart 

 

However, the final proof came from the rapid acceleration of 

productivity which we measured across the organization. The core 

build/regression cycle was reduced and the aggregate test capacity 

was increased significantly. Also, the organizations ability to 

handle multiple derived parallel streams grew from 3 to over 7.  

This was extremely valuable because it led directly to reducing 

the time-to-market for major features in the product. Figure 10 

shows a sampling of the results on the average case.    

 

Category Before After  

Build/Regression 3 hours 18 min 

Number of tests 200,000  6.6M  

Number of Projects ? 349  

Sites 1 7 

Release Streams 3 7 

Num CPU ? 2187 

Figure 10:  Experimental Results 

The dramatic acceleration in core software development 

bandwidth had an impact on a number of fronts.  

1. The quality of the product increased and was stable because 

individual developers had the ability to easily test their 

changes before disturbing the mainline.  This reduced a great 

deal of wasted motion in the system. 

2. The responsiveness to the customer base was increased by 

the flexibility around controlling the computing resource as 

well as the notion of a perpetually stable mainline. 

3. Multiple Platform as well as performance testing issues were 

eliminated by the availability of the appropriate resources 

inside a server farm environment. 

4. Innovation and product features could be added at a more 

rapid pace because of the increased time gained by the 

individual developers. 

 

On the whole, the project was very successful in building a state-

of-art software development environment. Soon after completion, 

the remainder of Cadence started deploying this core technology 

(1000+ developers). In addition, IBM Rational was suitably 

impressed for an invited executive panel session at their users 

conference [11]. This interaction eventually led to a joint project 

which will be described in the future research section. However, 

there were some unintended consequences which had to be 

managed. 

1. During the process, we had to work through some defensive 

issues as the automatic generation of metrics revealed issues 

in particular parts of the product and thus particular 

organizations.  This was especially important in the context 

of the cultural differences between the different regions to 

critical feedback.  

2.  Previously, when the cost of verification was high, a great 

deal of time and effort was spent on building the right 

software design. Once the environment was established, we 

found that the ease of use and performance of the 

environment actually enabled bad software designs. Junior 

developers would use the environment as a correct-by-

verification instead of focusing on correct-by-construction.     

 

5. CONCLUSIONS: 
 

This paper has shown a case study of a commercial software 

group transforming its software development environment for the 

unique needs surrounding technical computing. Like many groups 

in the technical computing area, the software development team 

was extremely talented, but a leveraged central infrastructure was 

required for the organization to be fully productive.  With a deep 

analysis of the problem, a solution was architected and deployed 

carefully to avoid the typical issues with process changes in R&D 

software organizations. The core learning from the effort was that 

radically increasing the productivity of the individual developer 

can have profound consequences for the organization.  By 

accelerating the ―heartbeat,‖ the organization was able to raise 

product quality, become more responsive to the customer base, 

and increase innovative behavior. In addition, the core capabilities 

built provided both management and the development community 

with powerful tools to manage the business. 

 

6. FUTURE RESEARCH 
 

After building this environment, we started to expand our 

viewpoint to include the customer support and customers in our 

analysis. This drove two observations: 

1. The latency of defect detection at the customer and 

subsequent communication through the customer support 

organization can be very long and error prone. A key issue in 

this situation is isolating the problem with an appropriately 

small test case to eliminate user error from the root-cause. 

2. The most significant resource continues to be the deep 

domain knowledgeable expert who can in minutes resolve 

the problem, but is not scalable across the customer base. 



 

With these observations, we have started research at using the 

internet and significant addition to our current software 

development environment to ―link‖ directly the customer or 

customer support to the subject matter expert.  

For the R&D software development environment, further work 

has continued at several levels: 

1. To optimize the various services of the software 

environment, data locality/caching can have a profound 

impact on overall performance.  Policies for data movement, 

caching, and update remain active areas of interest. 

2. Explicit dependency management is another area of active 

interest. To enable parallization, reduction of dependencies is 

critical. Unfortunately, we have discovered that often the 

dependency chain is circular and many cases the 

dependencies were ―false.‖  Also, dependencies can be added 

easily without a full understanding of the consequences. 

Dependency management remains an active area of interest. 

3. Regression testing is at the core of the software development 

flow. Monitored operations on the farm can provide good 

metrics on which regression tests are effective, and which 

tests most often do not add much value.  Using this 

information, one can build smaller (thus faster) regression 

suites for very effective quick-checks of the functionality. 

Regression analysis continues to be an active area of interest. 

 

Finally, when IBM Rational became aware of this project and the 

heavy usage of their products in the flow, they started working 

with the Cadence team on a collaborative product for our joint 

customers in the embedded electronic space.  In the embedded 

electronics space, customers are building large electronics systems 

consisting of hardware and an increasing amount of embedded 

software.  The fundamental notion was to have IBM Rational 

provide the software development components, Cadence to 

provide the hardware development components, and an extension 

of the Cadence software development methodology discussed in 

this paper used for the combined product. 

 

 

Figure 11:  HW/SW Development Environment 

 

Figure 11 shows the vision of the joint environment. The red 

portion is Cadence‘s hardware verification products, and the blue 

shows the IBM Rational software verification products. The 

fundamental notion is that hardware development flows are very 

similar to software development flow shown in figure 2. The only 

difference between hardware and software is that the compile in 

hardware is an HDL (Hardware Description Language) compiler 

and the test is done in a HDL simulator.  There is active ongoing 

work on this front between IBM Rational and Cadence Design 

Systems. 
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