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[Music] 
 
Brandon Wenn: From runasradio.com,  y o u 're 
listening to RunAs Radio, the Internet audio talk show 
for IT professionals with Richard Campbell and Greg 
Hughes.  This is Brandon Wenn, announcing show 
#112, with guest Clint Huffman, recorded Thursday, 
April 21, 2009.  RunAs Radio is produced each week 
by PWOP Productions, providing professional media 
and podcasting services online at pwop.com.  You 
can follow the boys on Twitter at 
twitter.com/runasradio. 
 
Richard Campbell: Yes, thank you Brandon and 
thank you for listening to RunAs Radio.  I'm your host 
Richard Campbell, with me as always, my co-host 
Greg Hughes. 
 
Greg Hughes: As always.  Good to talk to you 
again. 
 
Richard Campbell: A l w a y s  a  pleasure, man.  
Nothing but fun! 
 
Greg Hughes: Yeah and a lot of great shows 
that we've been working on and some more coming 
up, it's just that it's always fun doing this in a way of 
some really cool stuff to talk about today and the 
topics just abound, they're everywhere. 
 
Richard Campbell: Let's just go into it because this 
is our great premier field engineering series that we 
stumbled upon but we keep getting more and more 
great information through this.  So I'll introduce our 
guest, he's been on before.  You know him, you love 
him.  It's Clint Huffman.  He's originally from Dayton, 
OH. Clint joined Microsoft in 1999 working in web 
support, then as a testing consultant. There he found 
a passion for solving Windows performance issues. In 
2006, he joined Microsoft Premier Field Engineering 
(PFE) to take on BizTalk performance issues.  Clint is 
probably best known for the Performance Analysis of 
Logs, PAL tool, which simplifies the analysis of 
performance monitor logs.  He is an author/contributor 
to many performance guides on MSDN and spoke at 
Tech Ed 2008 on BizTalk performance analysis.  
Welcome, Clint. 
 
Greg Hughes: Hey, Clint. 
 
Clint Huffman: Hey guys. 
 
Richard Campbell: Hey, you were not at TechEd 
2009. 
 
Clint Huffman: No.  I wanted to be there, it's 
just that I'm only allowed to do one trip every two 
years.  That's kind of our company policy so I'm 
restricted on that. 
 

Richard Campbell: They keep you chained to the 
servers making them go fast. 
 
Clint Huffman: Oh, i t 's more chained to the 
customers, I would say.  But you know, I missed 
being in the field.  You know, customers come first. 
 
Richard Campbell: Hey, I just run across the 
Counter of the Week.  I love it. 
 
Clint Huffman: Okay, we just started.  We kind 
of sort of just started it.  It was only like, now we've 
got like two or three-inch reading there right now.  I 
started it about a year ago, and you know, the whole 
idea was that we would have a new article or a new 
blog every week on a different counter and of course 
that ends up being counter of the quarter, counter of 
the month, counter of the year, so all of those are like 
we're severely logging behind on that.  I really do 
want to do a full series of new blog entries about 
different counters and how they analyze those things 
because when I teach the class, the Vital Signs class 
that Shane Creamer put together, a lot of people are 
like, "Well, this is great and we've learned so much.  
It's like drinking from the fire hose," but like I've 
forgotten how to stop.  We talked about do you have 
like a written instruction or like a flow chart of how 
things work through that. 
 
Richard Campbell: Right. 
 
Clint Huffman: I'm like, you know what?  
That's a great idea. 
 
Richard Campbell: Yeah. 
 
Clint Huffman: It's probably good for a blog 
entry. 
 
Richard Campbell: Or 2, or 10. 
 
Greg Hughes: Yeah, it's cool. 
 
Richard Campbell: Yeah.  You've got to make 
Counter of the Week live, man.  It's stuff that people 
want to know.  I've gotten the sense that from the 
reaction we had when we first started talking about 
PerfMon that we could do a weekly show on 
Performance Monitor and nothing else. 
 
Greg Hughes: Yeah, the reaction was huge. 
 
Clint Huffman: That would be like Run Faster 
Radio. 
 
Richard Campbell: There you go.  I like it.  So 
where is PAL at these days? 
 
Clint Huffman: PAL is evolving.  It stopped 
development on the version 1X because after I went 
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through the Introduction to PowerShell by Bruce 
Payette of all people who is the deadweight for 
PowerShell, I didn't know at the time but then I 
realized that after the fact, and I'm like holy cow, we 
got the guy who wrote PowerShell teaching us at  
intro level.  So I was very honored by that.  Ever since 
that session, I'm like this is the thing to do. 
 
Greg Hughes: Sure. 
 
Clint Huffman: So I'm like re-change all of my 
efforts to power version 2.0 written in pure 
PowerShell.  Now last time I talked to you guys on the 
show, I was talking about the same thing and I was 
please to say I'm about 75% of the way done. 
 
Richard Campbell: Anything we can look at yet? 
 
Clint Huffman: Not yet, it's not functional yet. 
 
Richard Campbell: Okay. 
 
Clint Huffman: The functions are functional as 
I'm building them on, but it's probably going to be 
ready for a technology preview per se probably in two 
to three months. 
 
Richard Campbell: Cool.  So sometime in the late 
summer maybe we'll see a new -- is this going to be 
on CodePlex as well, pal.codeplex.com? 
 
Clint Huffman: That's correct, yeah, 
pal.codeplex.com is where it lives and actually we 
have even added another kind of a sister tool called 
the Performance Log Translator because while this 
tool is getting extremely popular, we're getting about 
more than 5,000 downloads a month now, it's 
becoming an international sensation basically and a 
lot of non-English speaking people are using it and so 
the localization of the tool is kind of our biggest 
problem, and so they're going to send -- a German 
guy actually put together this thing called the 
Performance Log Translator tool out there and what it 
does is basically takes like German or French or 
Spanish and converts that PerfMon Log that was 
cache or did that language and converts it to English 
in that way PAL can then match up the counters in 
English and actually process it. 
 
Greg Hughes: That's cool. 
 
Richard Campbell: Yeah.  It's funny how the 
multinational issues crop up as things evolve and it's 
not that simple to solve. 
 
Clint Huffman: No, it isn't and PowerShell 
does have a lot of localization features, but the way 
PAL works, it does a lot of string comparison to say, 
well, if we're going to compare the available 
megabytes counter, I do it in English comparison and 

text version.  So we would actually have to have a full 
text-to-text comparison of all these different 
languages.  What I found after talking to the one 
who's the product team about this, because we had a 
lot of internal discussions about this, is that there's no 
way to translate from English to different languages 
on perfcount unless you're on that particular machine.  
Now you may say I can do that with any machine.  I 
could do with the workstation, but the problem is you 
can't either do it on the machine that you capture the 
PerfMon log because it may have extensible counters 
that we don't know about that need to be converted 
and so you'd have to do it on that machine and PAL 
was designed to be kind of around the workstation, 
not so much on the server or production system so it's 
kind of close analysis after you gather the proof on 
log.   
 
Richard Campbell: Shall we do a little fundamental 
here for folks who aren't familiar with PAL.  I know 
many of our audience heard your previous show on 
PAL.  Let's just start at the core.  What are we trying 
to do here? 
 
Clint Huffman: Okay.  So while I was teaching 
at the Vital Signs workshop which is basically a 
Windows Architecture workshop and how to -- here's 
how things work under the hood on Windows and 
here's why we've established the performance 
thresholds that we have, and so everybody went, 
"Wow, this is a great workshop.  I learned so much, 
it's probably the best workshop I've had."  But the 
problem is they're like I've got a hundred servers that 
I've got to manage. 
 
Richard Campbell: Right. 
 
Clint Huffman: And so they're like this is nice 
to know but it isn't practical because I have to do so 
much analysis, and as a matter of fact, myself, I wrote 
it for myself too because I was getting like 10 PerfMon 
logs from a customer and they're like, hey, can we 
have these analyzed by the end of the day. 
 
Richard Campbell: Right. 
 
Clint Huffman: Then I realized how much work 
is involved with that to do it right, and so what I did 
was I was like, well, I'm teaching the VBScript 
workshop because I love teaching VBScript and stuff 
so I just kind of put two and two together like, well, I'll 
write a script that does Perf Anaysis, and so that's 
how this thing came around.  Effectively, for all those 
who don't know about it, it's the easy button to Perf 
Analysis... 
 
Richard Campbell: Right. 
 
Clint Huffman: You get it in, you feed it a 
PerfMon Log, a BLG log, run this, answer a few 
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questions because to impress all has change based 
on the environment and then this great HTML report 
that really narrows down to here's where you're 
breaking on thresholds.  It's different from other Perf 
Analysis tools specifically because it takes the input, it 
asks you questions about your server and then uses 
those as variables in the code.  It actually writes the 
thresholds of the threshold code as you enter those 
questions and that's why I had to use a scripting 
language because I'm meant to be executing that 
code, I'm writing that code during runtime and I'm 
then executing it after the fact and the only way I 
could do that in .NET is if I actually wrote the code, 
compile it into the DLL assembly and then run it and 
that would be too much over it. 
 
Richard Campbell: Right and I guess the 
interesting thing is that the correct answer to is the 
performance of my machine good enough, the correct 
answer is always it depends. 
 
Clint Huffman: True.  The eye of the beholder, 
right. 
 
Richard Campbell: Yeah, absolutely, what is good 
enough for you.  I think a lot of folks struggle with this 
issue of what's the reasonable number.  I did a 
workshop at TechEd, the one you weren't at, sir, and 
talked about, we're talking about ASP.NET 
performance and I was looking at showing them 
PerfMon and showing like a steady stack of request 
cues like in the 20 to 30 range and saying this is not 
good, this is 20 to 30 requests all the time in the cue, 
and that brought us up to the beta of how big should 
that cue be to be good.  Any opinions? 
 
Clint Huffman: Oh, the ASP cue should 
always be zero. 
 
Richard Campbell: Yeah, I agree.  That was my 
answer.  It was if there's anything other than zero, 
something is wrong. 
 
Clint Huffman: Right because that would -- 
first, they tell you a couple of things.  First, that you 
run out of threads because it's kind of like, you know, 
the cue is kind of like the doctor's office.  If you're in 
the waiting room in the doctor's office, that's the cue, 
okay, so all these things are then cued up, what that 
means, the doctor, the offices, the rooms where they 
actually work on you, that means that they're all busy 
doing work and think of those as a thread, and so 
what that means when you're cuing up that all the 
offices are busy or have people in there.  Now here's 
the idea.  Now let's say the waiting room is completely 
empty and was zero, we have let's say a thousand of 
those offices in the doctor's office.  In that doctor's 
office, if it takes an hour for you to see the doctor, 
then have you really benefited much? 
 

Richard Campbell: Right. 
 
Clint Huffman: So i t 's kind of a good, you 
know, you will have too many threads that I've created 
in IS versus not enough and you could actually get 
into high context switching an IO if you don't respond 
with too many threads. 
 
Richard Campbell: If you're not careful about it.  I 
mean, one of the things I really enjoy about PAL as 
I've experimented with it, it's this idea of just the sanity 
check.  I think this is one of the things that happen I'm 
sure for PFEs.  I know as a consultant, swe know 
what reasonable numbers are. 
 
Clint Huffman: Yeah. 
 
Richard Campbell: And so right away when you 
got some poor guy who's trying to run his shop and 
the only website he's ever run or the only set of 
application he has ever run, he doesn't know what 
sane numbers necessarily are.  He knows what his 
numbers are hopefully but the fact that you get to go 
from office to office to office is always different 
applications and say, hey, you know what?  You're 
doing 200 transactions a second out of the server.  Be 
happy, that's a good number. 
 
Clint Huffman: Right and even the product grid 
struggles with this too because they know what it was 
designed to do but they don't know when a problem 
really -- what the symptoms are when a problem 
really does exists.  I mean, they do most of the time, 
they're brilliant people, but we actually get real world 
problems in a customer environment, that's go, 
knowing "here's the symptom, it's most likely this" 
type of thing. 
 
Richard Campbell: Yeah.  That master mechanic, I 
can tell what's wrong with your car by the noise it 's 
making. 
 
Clint Huffman: Yes, yes, absolutely. 
 
Richard Campbell: So obviously we all should 
know and love PAL but are there other tools that you 
think we need to have in our toolkit when we're 
analyzing what out apps are doing? 
 
Clint Huffman: There are a lot of different 
tools.  The first one obviously is PerfMon and give me 
a PerfMon Log in getting the counters and seeing 
what's going on, and that's tried and true and that's 
still true even today.  The thing is that this thing 
evolves.  There are a lot of new things coming out.  
One of my more favorite tools nowadays is called the 
Process Monitor Tool written by Mark Russinovich.  I 
think there other folks were involved in that too, but 
this is an internal tool practically.  It's where they're 
popularly known as.  Now don't confuse this with 
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Process Explore.   I'm referring to the Process 
Monitor. 
 
Richard Campbell: Right. 
 
Clint Huffman: This tool, I use it in conjunction 
with PAL because PAL is only like, hey, you've got a 
disk latency issue, and if you have a disk latency 
issue I don't just tell the customer, look, go fix your 
disk problem and have a nice day.  I don't do that. 
 
Greg Hughes: Sure. 
 
Clint Huffman: I want to see what's going on in 
the disk.  So when I'm seeing disk performance 
problems in PerfMon, I run Process Monitor and 
capture all the disks guy going on.  This thing is so 
cool because it can aggregate all the data for you.  It 
will say here's the process that's doing the most disks 
I/O and here's the locations that it's doing it and you 
can actually write aggregate the file, which file is it 
hitting the most often and it gives you tons and tons of 
great information.  Better yet for the developer in you, 
it actually gives you call stacks.  You know, here's the 
application and function that call the disk I/O, and 
here's what led up in the user mode, and here's what 
led up to it in kernel mode.  So you can actually see 
an antivirus as a software like DLLs in that stack and 
you would say, you know what, your antivirus is 
scanning everyone of these I/O's.  Even though it 
doesn't look like it's involved, you could actually see it 
here on the stack... 
 
Richard Campbell: Oh, interesting. 
 
Clint Huffman: Therefore, make sure that your 
antivirus exclusions are set properly here. 
 
Richard Campbell: There's a bunch of sysinternal 
tools that I'm beginning to feel like are the ones you 
need to have installed.  Isn't there a replacement now 
for Task Manager that is like from sysinternals? 
 
Clint Huffman: Yes.  So for those who have 
tried out Vista and better yet if you go to Windows 
7.0... 
 
Richard Campbell: Ooh. 
 
Clint Huffman: Yeah, yeah.   You know, I was 
actually told to ask the developer or the program 
manager about this, and I asked him, hey, did I have 
an influence on that?  He's like, well, you need to say 
you did.  Yeah, you did have a lot of impact on that 
influence, and I'm like awesome.  So yeah, there's a 
thing called Resource Monitor.  The program 
manager calls it "His Precious."  You know, he loves it 
so much.  It's just awesome.  So this thing is the thing.  
I call it the all seeing eye because -- so what you do is 
you bring up Task Manager just like you normally 

would.  You could see CPU disk and stuff like that.  
So what you do is you click the Resource Monitor but 
they didn't want to change Task Manager obviously 
but they'll not give you all the buttons.  This thing will 
allow you to see, call the disks I/O's as far as what's 
going on from a file system perspective and 
processes involved with that, and also with 
networking too, you'll kind of see what's networking 
that's down and those that are busy and stuff like that 
and that's at Vista 2008 version of it.  On Windows 7.0 
though, they went to the next level with this.  So when 
I bring up Outlook and I filter on the Outlook process 
using the new Resource Monitor, I'm able to see 
every single one of the endpoint connections, all the 
TCP/IP connections.  You know, there's my IP 
address, here's the end IP address that I'm talking to.  
So it 's holding about 10 network connections and it 
gives me the response time on average per 
connection. 
 
Richard Campbell: Right. 
 
Clint Huffman: Right.  That to me is awesome.  
So if this was a server, I can now say, oh wow, my 
web server has 200 millisecond response times back 
to the database.  That's not good.   Maybe I'm 
suppose to give quick responses. 
 
Richard Campbell: This is one of those things that 
you need to know where the problem lies.  I think 
where most people struggle is where that machine 
goes, like what's holding up the work.  Especially 
networking is notorious for that.  The networker, you 
know, it just goes off to talk to something and you're 
left hanging there, and I love the fact that with 
Resource Monitor you can go in and see the fact that 
that's where it went. 
 
Clint Huffman: Yes, yeah and you know, in 
disk resource you get the same thing.  You could 
actually see the process, you could see the file that's 
currently being access and the average response 
time talking to that particular file which is unheard of 
getting that kind of responses and that kind of data.  
That's something that even processed monitor doesn't 
give you as far as response time so that's really cool. 
 
Richard Campbell: And that's in file monitor? 
 
Clint Huffman: No, that's in -- I'm talking about 
Resource Monitor. 
 
Richard Campbell: Oh, in Resource Monitor. 
 
Clint Huffman: It gives you average response 
time to a file.  So if you have say with SQL Server 
database, you can actually see the response time to 
your NBF and LDF file and how long does it take on 
average for it to finish those I/Os.  
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Richard Campbell: Cool. 
 
Greg Hughes: Very cool. 
 
Clint Huffman: That's the best scripting file 
versus just the whole LAN or whole disk. 
 
Richard Campbell: It is smarter and more detailed.  
Shall we keep going?  Are there tools people need to 
know about? 
 
Clint Huffman: Yeah.  So Resource Monitor, 
Process Monitor, all these great tools, they all use 
ETW underneath, Event Tracing for Windows.  That's 
where everything is going.  The tool to use nowadays, 
and this is something that the product group uses 
very often, is the Microsoft Xperf tool, spelled X-P-E-
R-F.  This is basically similar to PerfMon where you 
gather a trace just like you would a PerfMon Log, it's 
similar to a PerfMon Log, you gather this trace and 
then you have it compile or load up that trace of file.  
Once you have that, you have like this charge and 
graph just like, or similar to PerfMon. 
 
Richard Campbell: Right. 
 
Clint Huffman: But not only that, you actually 
get the details.  So now  can see that, oh yeah, I can 
see the process Dynamo.exe, which is an iometer by 
the way, it's causing all those disk I/O and I can even 
zoom into that and say, oh yeah, all the disk I/Os are 
going into this test file, every bit of it.  It's like I actually 
see all that file I/Os and see where it's going after the 
fact.  It's kind of in a strange log.  Furthermore, for 
those who really are into disks, you can actually see 
at the virtual head of the disk where it's actually 
writing as far as sectors and stuff like that in the I/Os. 
 
Richard Campbell: Wow. 
 
Clint Huffman: You can actually see if you're 
doing more random I/O or sequential I/O.  So it's a lot 
of cool stuff. 
 
Richard Campbell: That becomes an interesting 
concept as we start thinking in terms of SAN and 
things. 
 
Clint Huffman: Yeah, exactly and then the 
partitional alignment and stuff too. 
 
Richard Campbell: Oh yes.  We had a little email 
exchange about that whole partitional alignment thing 
around SQL Server, didn't we? 
 
Clint Huffman: Yes, yes.  Now the Xperf tool is 
part of the Windows Server 2008 Performance Toolkit 
and that's freely available.  You can download it and 
use it and I highly recommend it.  This is the reason to 
go to Server 2008 today.  It's simply for this 

performance tool.  It just makes night and day 
difference on end performance analysis and it's really 
the thing to use. 
 
Richard Campbell: All right, that's Xperf, and yeah, 
there are tons and tons of tons of details.  Just keep 
moving along. What else have we got? 
 
Clint Huffman: Well, let me talk a little bit 
about some of the most common issues that I run into 
today. 
 
Richard Campbell: Okay. 
 
Clint Huffman: And in some of those tools too.  
One of the most common issues is that I'm still not the 
only one with 32-bit servers here in the field.  
Everybody has not gone to 64-bit yet and they should 
have been.  To me, buying a 32-bit server nowadays 
is like buying a mansion and then living in the closet.  
What it is, you know, back in the DOS days, if you run 
a program and you didn't have enough memory, it just 
said, "Can't run the program, have a nice day."  So 
you have to free it, memory reboot and load the 
program again. 
 
Greg Hughes: Right. 
 
Clint Huffman: So we came up with virtual 
memory.  So virtual memory says, "Okay.  Well, it 
doesn't matter what process you run, you look into 
your virtual world, you have two gigabytes of 
memory."  Two gigabytes, that can be -- in the 
Windows NT 4.0 and NT 3.5.1 days, two gigabytes 
was huge.  I mean, and now it's per process.  So you 
have all this virtual memory.  The thing is, technology 
is cut up.  Now we have more physical memory than 
we have the virtual memory. 
 
Richard Campbell: Right. 
 
Clint Huffman: Even though you may have 16 
gigabytes of physical memory on the box, if you're 
running 32-bit at the process, even SQL Server can 
only see at the 2 gigabytes because it all goes into 
this virtual world and that's why you need to go 64 bits 
because 64 bits now allows the process to go up to 8 
terabytes.  You should always have more virtual 
memory than physical memory. 
 
Richard Campbell: Yup but that gets hard when 
you get to these kinds of numbers. 
 
Clint Huffman: What do mean by kinds of 
numbers? 
 
Richard Campbell: Like 8 terabytes.  You know, 
that's... 
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Clint Huffman: Yeah, yeah.  I actually 
challenged the product group like eventually we're 
going to run out of virtual address space in 64-bit. 
 
Richard Campbell: Right. 
 
Clint Huffman: I know I proved it.  Show us an 
example of where you actually run out of virtual 
memory, and so I asked my whole organization of 
1500 throng and I asked them does anybody have a 
documented case of running out of virtual memory on 
64-bit?  Nobody had one. 
 
Richard Campbell: Wow. 
 
Clint Huffman: I'm like, okay, all right, and as a 
matter of fact, even though it's 8 terabytes per 
process, that is just a tentative limitation to the 
licensing from what I've heard. 
 
Richard Campbell: Wow. 
 
Clint Huffman: To do the math, it's actually like 
8 exabytes of virtual address space.  That's what I've 
heard anyway.  So that's huge. 
 
Richard Campbell: Insanely huge like, okay, now 
I'm not going to be able to buy enough sodium for 
that. 
 
Greg Hughes: Yeah. 
 
Clint Huffman: Yeah.  So it's a matter of -- and 
that's per process no doubt too. 
 
Richard Campbell: Right. 
 
Clint Huffman: So again, the process has 
plenty of memory and allows the kernel to then 
manage the physical resource of that. 
 
Richard Campbell: So now that we have this huge 
memory space like what's the challenge here, where 
will people have problems? 
 
Clint Huffman: So usually, now this is what's 
interesting, the last few cases I've had where a 
customer in a 64-bit SQL server, the server run out of 
physical memory.  I mean, you don't want to run out of 
virtual memory, run physical memory first... 
 
Richard Campbell: Right. 
 
Clint Huffman: It's  k ind of a good thing but it 
ends up it wasn't a memory issue on the system at all.  
What it was was the disk I/O.  Disk I/O and network 
I/O, actually I/O in general was so slow.  There's so 
much I/O going in and out of the system that the 
system resources couldn't handle it.  The disk couldn't 
keep up, the SAN and stuff like that. 

 
Richard Campbell: Oh. 
 
Clint Huffman: And so by SAN 
Oversubscription issues, this is where it becomes 
really bad.  I mean, that seem SAN and like could you 
not.  I've seen SAN as slow or slower in a floppy 
drive. 
 
Richard Campbell: Wow. 
 
Greg Hughes: Yeah. 
 
Clint Huffman: And I'm not joking.  I mean, I've 
seen this like I have PerfMon along, I can prove this.  
You don't want to over saturate your SAN.  Anyway, 
getting back to the out of memory issue.  So this guy 
was so slow and network I/O was eating this thing up 
at the system cache, the system cache or the kernel 
starts compensating to this and starts saying, well, I 
will go and put this I/O in memory and later write it to 
those resource eventually when there's  a  lull period 
and stuff like that.  The thing is if it sustain a type of 
I/O, it can't keep up and they will just continue to 
consume memory until the point where it actually run 
out of physical memory, 16 gigabytes of physical 
memory no doubt. 
 
Richard Campbell: Wow. 
 
Clint Huffman: This thing got up to like 14 or 
15 gigabytes in system cache and eventually brought 
the system to a halt. 
 
Richard Campbell: But this is just cache.  
Shouldn't they just start throwing it out when they 
started going low on memory? 
 
Clint Huffman: Well, what it does is it will hit a 
breaking point.  It will go to a point where it's like 
okay, enough is enough.  I'm going to now stop all my 
connections, my external connections, I don't know 
that it actually stops anything really, but it's strangely 
going to say I want exclusive access to the I/O of the 
disk and now says it's my disk, I want it, and so it now 
flush everything to the disk. 
 
Richard Campbell: Right. 
 
Clint Huffman: And that's when people are 
like, oh my God, the servers hang 
 
Richard Campbell: Yeah because it just stops. 
 
Clint Huffman: Yeah, it's not really hung, it just 
says enough is enough, I'm getting tired of getting 
abused here, I'm going to actually purge this I/O and 
flush this out. 
 
Richard Campbell: Right. 
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Clint Huffman: And so you'll see this 
reciprocating type of posture, you'll see system cache 
frozen but it's climbing, I mean you'll see it drop and 
you'll see it climbing and then you see it drop and 
then your memory just going up and down the whole 
time. 
 
Richard Campbell: It's just sort of stuck there 
going round and round, and when that's going on, like 
I said it looks like it’s h ung.  The machine is just 
pinned. 
 
Clint Huffman: Right.  I've actually seen this 
like a lot recently and involve servers I've seen.  
That's one of the top issues.  Of course in disk, it 
seems like disk always seems to be a big bottleneck 
everywhere I go. 
 
Richard Campbell: Well, it is the slowest piece of 
our servers these days compared to RAM and CPUs. 
 
Clint Huffman: Oh yeah, yeah.  You've got to 
make sure disk subsistence is good and that's why 
you go to talk about Solid State and I actually saw 
some YouTube videos on a super fast Solid State 
drive and stuff, it's just cool stuff. 
 
Richard Campbell: Yeah.  There seems to be 
some interesting solutions going on there.  Are you 
seeing much Solid State out in the field? 
 
Clint Huffman: No, not at all actually.  It's just 
fans are still proud to go I guess.  I'm actually starting 
to recommend that folks use JBODs -- the normal 
everyday disks that are attached to the server 
because it seems like SAN Oversubscription is 
claiming the industry.  I mean, SAN administrators are 
taught by the vendors to optimize their SAN for disk 
capacity. 
 
Greg Hughes: Right. 
 
Clint Huffman: You know, getting the most out 
of the gigabytes of the disk not so much for 
performance, and when you have a critical application 
that SQL just has to be hitting I/Os for it, the I/Os just 
aren't there for it. 
 
Richard Campbell: Well, it seems kind of wacky 
because disks are cheap capacities, cheap.  It's 
performance that kills us. 
 
Clint Huffman: Exactly and that's why I'm 
saying, look guys, get off the SAN or at least at the 
very least on the SAN dedicate the line, dedicate the 
all the spindles just to this one line, and then the SAN 
administrators draw or hits the ground and they're like 
you want me to dedicate 10 spindles or even 6 
spindles just to your one line, that's like three 

terabytes of raw disk space.  I'm like no, no, no, no, 
it's not the capacity I'm concern about, I want 
spindles. 
 
Richard Campbell: Right.  So I recently had a 
consulting gig with a group of folks where everything 
was on the SAN, they were sharing lines like mad and 
having terrible performance problems and we started 
looking at the differences that the data had and one 
thing they had was they were manufacturing a lot of 
cubes and all these cubes could be created in a 
matter of 20 to 30 minutes.  So why is this even on 
this SAN?  You can recreate it anytime.  Why don't we 
throw up a mirror set, just separate isolated drives so 
that you don't have any competition there for that 
because all you care about is square performance 
and you just don't have a reliability concern.   You 
know, a pair of mirror drives, a pair of stripe set just 
for speed, speed, speed, knowing if it fails, big deal, 
we can recreate it anytime, but I feel like, you're right, 
the vendors of the SAN seems to be saying oh no, 
store everything on your SAN, put everything there. 
 
Clint Huffman: Right.  The idea, I mean it's not 
a wrong concept.  I mean, the idea is that let's say 
you have 200 spindles on your SAN, which is an 
unheard of, I mean that 200 spindles... 
 
Greg Hughes: Sure. 
 
Clint Huffman: Spindles, for terminology 
purposes is the physical, actual physical disk, the stuff 
themselves, we just call them spindles because that's 
the actual hardware piece of it, because the physical 
disk in the operating system is one that's presented to 
the operating system. 
 
Greg Hughes: Right. 
 
Clint Huffman: So that's why the terminology 
is spindles.  Regarding the spindles, they'll say, you 
know what, just carve out the whole thing in one big 
RAID 5, one big RAID group and probably one big 
RAID 5 for all 200 spindles and just carve out maybe 
2, or 10, or 20 lines off of that. 
 
Richard Campbell: Right. 
 
Clint Huffman: And what they're doing is 
they're playing the number game and they're playing 
about the odds.  What are the odds that out of all 200 
spindles that one of them gets contested for by  
multiple lines and while that's played for them, well, in 
any case, it doesn't always work.  
 
Greg Hughes: The more applications you 
have and the more I/O you do on that RAID 
configuration, the worse it's going to get even if it's 
just contention for a very small period of time, those 
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various small period of time starts to add up quite a 
bit. 
 
Clint Huffman: Exactly, exactly and that's why 
I'm starting to say just dedicate the spindles now.  If 
it's important to you and it's critical, dedicate these 
spindles to that LAN, it's just much easier. 
 
Richard Campbell: Well, it also helps in the 
diagnosis of if I know this app is owning those 
spindles, then I know I have a much better chance of 
figuring out the performance problem than when 
everybody is sharing all the spindles all the time. 
 
Greg Hughes: And it 's awfully difficult to go 
back after you've done the huge mass of RAID 5 
configuration and then dividing that up.  It's pretty 
tough to go back and fix that after the fact. 
 
Clint Huffman: Right.  Now the real thing that 
SAN administrator will say, well, it doesn't matter, you 
know, all that doesn't matter, we've got 2-gig or 10-gig 
or 100-gig of cache in front of this. So like you'll never 
fill up the cache, it will all eventually, you know, you're 
just right for cache, it's super fast and maybe write 
everything to disk, and while that's a nice idea the 
hard times where your cache is completely saturated, 
Exchange Server for example, does sustain rights 
and it will all eventually fill that cache if it's not set up 
right. 
 
Richard Campbell: Yeah, I think that's one of those 
great lies.  Don't worry, the cache is always big 
enough.  Nah, the cache is never big enough.  How 
much memory do you need?  More. 
 
Greg Hughes: Right. 
 
Clint Huffman: And so basically, in preparing 
these disks, you really want to go with the RAID set 
that's often with the performance and doing 
something like a RAID 10 or RAID that are across one 
which are best for read operations.  A RAID 5 is 
actually four I/Os wherever you write operations. 
 
Greg Hughes: Right. 
 
Clint Huffman: Regardless of the number of 
spindle there. The algorithm is four I/Os for every 
writes but if you do it on a mirror set or 0 + 1 and it's 
going to be two I/Os for every write operations.  So 
you're doubling your I/Os by going to RAID 5 in terms 
of write operations. 
 
Greg Hughes: Right. 
 
Clint Huffman: Now don't get me wrong.  RAID 
5 is actually excellent for read operations, but it's the 
worse one for write operations. 
 

Richard Campbell: Right and yes, I also have to 
think about this. 
 
Clint Huffman: And there's even a thing called 
a RAID 6 which is like a double parity because now 
maybe people think that if I have like 10 spindles in a 
RAID 5 and if I lose, I actually lose a couple of 
spindles, then it's actually not true.  If you lose one 
disk or one spindle in that RAID 5, you lose the whole 
-- you're okay with losing one but if you lose a second 
disk which could happen. If you get all the disks from 
the same manufacturer, the likelihood of a second 
disk going bad during that timeframe could happen 
really quickly right there.  So now they're talking about 
doing the RAID 6 which is a double parity which 
allows you to lose up to two spindles. 
 
Richard Campbell: Right but that means you've 
increased the writes even more. 
 
Clint Huffman: Yes, the ratio, yes. 
 
Richard Campbell: And it's interesting that it's like 
we're going down this path.  I'm with you with the 
RAID 5 scenario plus the fact that then you throw in 
the fact that you created everything in one massive 
volume which means when you lose a drive, the 
rebuild takes forever and if you're having say an 
overheat problem with these drives, so there's  a  
manufacturing defect in these drives, the worse thing 
you could do to that drive is a rebuilt because it’s just 
going to hammer the snot out of the driver of what's 
going on. 
 
Greg Hughes: Oh yeah. 
 
Clint Huffman: Yeah. 
 
Richard Campbell: So i t 's like the perfect booby 
trap for someone.  You create the biggest volume you 
can which means the rebuild is going to take the 
longest and the moment you lose a drive because of 
stress, you didn't stress the rest of the drives 10 times 
more and then wonder how this whole thing could 
have failed you. 
 
Clint Huffman: Yeah.  
 
Richard Campbell: I like smaller volumes.  I like 
the thing through the sets and I think that RAID 5 
makes sense in a read intensive, size intensive 
scenario, but otherwise I want to stay away from it. 
 
Clint Huffman: Right and this is so that the 
audience knows, I mean the way you can detect if you 
really have a disk performance problem is there's a 
couple of counters called average seconds per read 
and average seconds per write, and generally 
speaking if those values get more than 25 
milliseconds on average, that's generally speaking 



 

Transcription by PWOP Productions, http://www.pwop.com Page 10 of 11 

Clint Huffman Analyzes PerfMon Logs! 

June 3, 2009 

considered a performance problem or too slow.  As a 
matter of fact, in the class I have a USB drive, a 5400 
RPM USB drive and I actually use iometer just to 
hammer that USB drive.  So when there's no cache, 
I'm doing 100% random write I/O to it and it respond, 
in 5 milliseconds we're doing 200 I/Os per second. 
 
Richard Campbell: Cool. 
 
Clint Huffman: And if you're saying we cannot 
beat that and do that and do that level of service or 
better, then there's a problem. 
 
Greg Hughes: Yeah. 
 
Richard Campbell: Oh man, you use a USB drive 
as your benchmark, that's just mean. 
 
Clint Huffman: There's no cache in front of it, 
as far as Windows cache on top of it. 
 
Richard Campbell: Yeah. 
 
Greg Hughes: Right. 
 
Clint Huffman: So yeah, I mean I'm saying 
look, here's my drive, here's how fast it goes.  Well, if 
your SAN is performing in 25 milliseconds on 
average, that's five times slower than my USB drive 
and like I said, it's not unheard of, I've actually seen it 
where the SAN starts responding longer than 900 
milliseconds where 900 milliseconds is our old floppy 
drives that we use, and when I finally go to him, I 
talked to management, I'm like, hey, I'll talk to the 
management of the customers, I'm like yeah, your 
guys are running around 900 milliseconds on average 
for your disk I/O and then I go okay, that's nice and 
I'm like okay, that's more than a floppy drive.  That's 
when the jaw hits the ground, like okay, now we 
understand. 
 
Richard Campbell: Right.  I think I found your 
problem and I guess that's 90% of the battle right 
there.  It's actually getting to hear here lies the 
problem, now what are we going to do about it. 
 
Clint Huffman: Right, yeah and that's why I 
use a Process Monitor on there because it's one thing 
to say yeah, your disk is so slow, have a nice day.  I 
use Process Monitor to go in there and like okay, I 
want to see what's causing that and believe it or not, 
it's kind of -- I was looking at a BizTalk system with 
backend SQL Server and for every write operation 
that SQL server did to its NBF files, data file, I saw 
two I/Os from the antivirus. 
 
Richard Campbell: Oh. 
 

Clint Huffman: So I'm like, well, we can install 
a lot of your performance problems by putting in an 
exclusion in your antivirus software. 
 
Greg Hughes: Sure. 
 
Richard Campbell: Good stuff. 
 
Clint Huffman: And that's a good performance 
gag. 
 
Greg Hughes: I'm curious though, from a third 
party solution temple, we've talked a lot about some 
of the Microsoft tools, what about some things like 
Quest software and Spotlight, are those tools you're 
familiar with?  Do you use that one, or how would that 
fit into an arsenal for example? 
 
Clint Huffman: Yeah, yeah, yeah.  So 
Spotlight I think is kind of the candy of PerfMon.  So if 
you're not familiar with Performance Analysis and you 
just want kind of like you'll see you're in the network 
operations center or data operations center that you'll 
have critical systems that you want to keep an eye on, 
one of my favorites is a Spotlight tool because it kind 
of give you that overall graphical view.  You know, 
here's the processor and visually you see.  Yeah, 
here's the disk guy, you can see it all going there and 
so i t 's kind of a way of visually seeing all these 
Performance Counters and it's just really cool.  I 
demoed it to people and they're like, oh, wow, that's 
kind of cool, and Spotlight on Windows is free, it's a 
freeware, anybody can run it on their workstations, 
stuff like that, but to write the SQL Server version and 
the Exchange version, those are retailed and you've 
got to pay for that. 
 
Richard Campbell: All right, gentlemen, I think 
we're just about out of time.  Clint, final words? 
 
Clint Huffman: Yeah, there are a couple more 
tools I wanted to mention but I guess we're out of 
time. Debugdiag is a free tool you can get from the 
internet, download at microsoft.com,  i t 's great for 
memory leak issues. 
 
Richard Campbell: Right.  
 
Clint Huffman: What else?  Visual Studio 
profiler, if you really want to find out where all the high 
CPU is going on in your application, Visual Studio 
Profiler, there's a command line version of it that you 
can use in your production environment to analyze 
the system.  I've got a whitepaper on that.  Just 
search on Clint Huffman and Visual Studio Profiler 
and you'll see my whitepaper up on CodePlex. 
 
Richard Campbell: Awesome. 
 
Greg Hughes: Very cool. 
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Richard Campbell: Clint, thanks so much for 
coming back on the show. 
 
Greg Hughes: Thanks Clint. 
 
Clint Huffman: Great.  Thanks guys. 
 
Richard Campbell: And we'll talk to you next week 
on RunAs Radio. 


