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Algorithm 908: Online Exact Summation
of Floating-Point Streams

YONG-KANG ZHU and WAYNE B. HAYES
University of California, Irvine

We present a novel, online algorithm for exact summation of a stream of floating-point numbers.
By “online” we mean that the algorithm needs to see only one input at a time, and can take an
arbitrary length input stream of such inputs while requiring only constant memory. By “exact”
we mean that the sum of the internal array of our algorithm is exactly equal to the sum of all
the inputs, and the returned result is the correctly-rounded sum. The proof of correctness is
valid for all inputs (including nonnormalized numbers but modulo intermediate overflow), and
is independent of the number of summands or the condition number of the sum. The algorithm
asymptotically needs only 5 FLOPs per summand, and due to instruction-level parallelism runs
only about 2–3 times slower than the obvious, fast-but-dumb “ordinary recursive summation” loop
when the number of summands is greater than 10,000. Thus, to our knowledge, it is the fastest,
most accurate, and most memory efficient among known algorithms. Indeed, it is difficult to see
how a faster algorithm or one requiring significantly fewer FLOPs could exist without hardware
improvements. An application for a large number of summands is provided.
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1. INTRODUCTION

Floating-point summation is ubiquitous in numerical computations. It is im-
portant to make such a fundamental operation as accurate as possible. Zhu
and Hayes [2009] present two guaranteed-accurate algorithms (iFastSum and
HybridSum) for sums of many floating-point numbers, xi, i = 1, 2, · · · , n.
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If the given floating-point arithmetic is correctly rounded, both algorithms are
proved to produce correctly rounded results independent of the number of sum-
mands n, the base of the given floating-point arithmetic β, and the condition
number

R =
∑n

i=1 |xi|
|∑n

i=1 xi| .

By correctly rounded, we mean that the given number is rounded to the near-
est floating-point number, and is rounded deterministically to one of them if
equally near. The differences between iFastSum and HybridSum are: (a) Hy-
bridSum calls iFastSum at the end, (b) HybridSum runs much faster than
iFastSum when R � 1, (c) the running time of HybridSum is independent of
R when n is large, and (d) HybridSum requires constant memory, which makes
it ideal for online applications. However, in practice when R is not too big,
HybridSum runs a little bit slower than iFastSum.

Kulisch and Bohlender [1976] (also in Kulisch and Miranker [1981]) present
accurate summation assuming high precision accumulator. Demmel and Hida
[2003] improve it by reducing the number of passes on the summands, which
is efficient for large R. However, in practice, there are no such accumulators
available when we use the highest precision. HybridSum splits each summand
such that standard floating-point numbers can be viewed as “high precision
accumulators” in order to make it fast for large R.

In this article, we present our new algorithm, OnlineExactSum, which im-
proves upon HybridSum in speed by at least a factor of two due to Instruc-
tion Level Parallelism (ILP) and a reduced number of floating-point operations.
This speed improvement means that OnlineExactSum is significantly faster
than all currently published algorithms. Finally, it is difficult to see how signif-
icant further improvements can be made, since we now asymptotically require
only 5 operations per element in the array to be summed. However, we do not
consider intermediate overflow in the case that the sum is representable.

The simplest floating-point summation algorithm sums all the summands
sequentially with only one loop, which is known as Ordinary Recursive Sum-
mation (ORS). However, it is well known that ORS does not produce meaningful
results in some real-world cases. It can produce large relative error in the sum,
especially when R � 1. ORS with presorting all the summands increasingly
or decreasingly are slow and not guaranteed accurate [Higham 1993, 2002]. In
recent years, researchers have proposed algorithms with error bounds within 1
ulp (unit in last place [Higham 2002]) but much faster than ORS with sorting.
Accuracy and speed comparisons of the previous algorithms can be found in
Higham [2002], Zhu et al. [2005], and Zhu and Hayes [2006; 2009].

According to our numerical tests, our new algorithm, OnlineExactSum, is
the fastest one currently available, tested with four kinds of data and different
maximum exponent differences. We will compare OnlineExactSum to ORS,
Sum3 [Ogita et al. 2005], AccSum [Rump et al. 2008a], NearSum [Rump et al.
2008b], FastAccSum [Rump 2009], iFastSum, and HybridSum [Zhu and Hayes
2009].
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We start with some definitions. Let fl(x) denote the deterministic rounding
of x to the nearest floating-point number; this is conventionally referred to as
“correctly rounded.” IEEE754 floating-point arithmetic provides correct round-
ing of binary operations by default. All the algorithms proposed or compared
in this article are implemented with IEEE754 double precision numbers. We
assume that a floating-point number, x, can be represented as

x = ±0.d1d2...dt× βEx , (1)

where Ex is the exponent of x, β is the base, t is the length of mantissa, l is the
length of exponent, and t > l ≥ 1, β > 1. For IEEE754 double precision, β = 2,
t = 53, and l = 11.

To perform exact summation, we need to be able to recover and store the
exact roundoff error made during a single floating-point summation. We use
the AddTwo function for this purpose. That is, {sab , eab } ← AddTwo(a, b ), such
that sab + eab = a + b , sab = fl(a + b ), and sab is called the (correctly rounded)
floating-point sum of a and b , while eab is called the roundoff error. Several
implementations of AddTwo exist, including those by Knuth [1998], which con-
tains six floating-point addition operations without any branches, and Dekker
[1971], which has only three floating-point addition operations, but a branch
is needed. In our implementation, we use Dekker’s algorithm, which we have
empirically found to be faster.

2. ALGORITHMS

2.1 Algorithm Description

Our previous algorithm, HybridSum [Zhu and Hayes 2009], combines the fol-
lowing three summation ideas: (i) Demmel and Hida [2003] use extra precision
accumulators to sum floating-point numbers with the same exponent (see Al-
gorithm 4 in Demmel and Hida [2003]); (ii) when there is no extra precision
accumulator, splitting numbers with half the mantissa digits of the original
such that standard floating-point numbers can be viewed as extra precision
accumulators to these numbers (HybridSum [Zhu and Hayes 2009]); and (iii)
using iFastSum [Zhu and Hayes 2009] to compute a correctly rounded sum of
those accumulators. If we always add numbers with the same exponent to a
certain accumulator, then no significant digits will be discarded if the number
of summands this accumulator has processed is less than N = β�t/2� [Zhu and
Hayes 2009]. If n > N, then we need to use two sets of accumulators and swap
them as soon as N summands have been accumulated. After all the summands
are accumulated, iFastSum [Zhu and Hayes 2009] is called to sum the accumu-
lators and return a correctly rounded result. Here, iFastSum uses distillation
[Higham 1993] to compute an intermediate sum and redistribute the nonzero
local errors back into the summand array until an upper bound on the global
error is small enough to guarantee that the rounded sum is correct. More de-
tails can be found in Zhu and Hayes [2009], which also provides a proof that
such a bound occurs in finite time.

The time complexity of HybridSum can be analyzed as follows. HybridSum
is only recommended if n is large (when n < 10, 000, use iFastSum directly)

ACM Transactions on Mathematical Software, Vol. 37, No. 3, Article 37, Pub. date: September 2010.



37: 4 · Y.-K. Zhu and W. B. Hayes

[Zhu and Hayes 2009]. So, we only discuss the case that n is large, that is, the
running time of iFastSum can be ignored. By counting operations in Hybrid-
Sum, it can be seen that about 6 operations are required for each summand: 2
to split, 2 to compute the exponents, and 2 to accumulate. Thus, the asymptotic
time complexity is about 6n.

In this article we present an improvement to HybridSum that requires one
less FLOP per summand, but uses instruction-level parallelism to approxi-
mately halve the asymptotic runtime. We still use ideas (i) and (iii) of Hy-
bridSum, but instead of splitting inputs, we keep inputs whole and instead
double the number of accumulators. For each summand, OnlineExactSum uses
two floating-point numbers as a “big” accumulator with “extra precision” and
adds summands with the same exponent directly. That is, for each summand
x, first, we compute its exponent and find the “big” associated accumulator,
represented by two partial accumulators. Since there might be roundoff er-
rors if we add the summand x to the accumulator directly, we use AddTwo to
add x with the first partial accumulator (step 4(3), Figure 1), and obtain the
local error e. Since we always accumulate numbers with the same exponent,
e is small enough such that a direct addition (step 4(4)) of e and the second
partial accumulator is always accurate when the total number of summands
that each “big” accumulator processes is less than some N (which we prove
later). Using “big” accumulators doubles the memory requirement compared to
HybridSum, but it is still O(βl), which is a constant. The pseudocode of
OnlineExactSum is given in Figure 1. Note that the exp() function returns
the exponent of a floating-point number, which is implemented with fast bit
operations in C language.

For n large such that the running time of iFastSum at step 6 can be ignored,
the time complexity of OnlineExactSum is about 5n FLOPs: 1 operation for
computing the exponent, 3 for Dekker’s AddTwo algorithm, and 1 for the addi-
tion to the second partial accumulator. However, in practice, we can write three
floating-point additions (the last two in Dekker’s algorithm in step 4(3) plus
one addition in step 4(4)) together in one expression after the if-statement of
Dekker’s algorithm. That is, after we expand step 4(3), the new a2 j at step 4(4)
can be computed with three independent summands, which can be optimized
to be very fast in current machines. A similar trick is used in steps 4(6)(b)(ii)
and 4(6)(b)(iii). Therefore, according to our numerical tests (see Section 4), the
improvement in terms of running time is quite significant. Note that function-
call overhead in the online algorithm can be significant. Thus, even though
the algorithm can be used in a purely one-input-at-a-time online fashion, the
best runtimes are seen when numbers are input in large batches using the
“AddArray” function in our code.

2.2 Correctness

The essential idea behind the correctness is quite simple. In step 4(3), a1 j ac-
cumulates the ORS of all elements with exponent j. Early in the summation,
the number of bits in the mantissa of e in step 4(3) is small, and the addition
in step 4(4) certainly loses no digits. As more elements accumulate into a1 j, the
ACM Transactions on Mathematical Software, Vol. 37, No. 3, Article 37, Pub. date: September 2010.
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Fig. 1. Pseudocode of OnlineExactSum.

error e in step 4(3) gets larger. The question is, how many elements can be ac-
cumulated before the e in step 4(3) has so many significant bits in its mantissa
that we risk losing bits in step 4(4)? The answer is a least β�

t
2 �, as we show in

Theorem 2.1. The exact same argument applies to the pair of steps 4(6)(b)(ii)
and (iii). Finally, Corollary 2.3 demonstrates that the final sum, in which all
accumulators are summed together, is also correct.

THEOREM 2.1. Assume � t
2� > l, and N = β� t

2 �. No significant digit is dis-
carded in steps 4(4) and 4(6)(b)(iii).

PROOF. Let us focus the jth pair of accumulators, a1 j and a2 j. From step 4(2),
we see that a1 j handles all incoming summands with exponent e j= j−βl−1, while
a2 j accumulates the roundoff errors incurred. Let E j be the exact sum of all the
roundoff errors e from step 4(3). Our task is to find how many such errors
can be accumulated before a2 j �= E j. This occurs only if number of bits in the
mantissa of E j surpasses t, which cannot occur as long as

|E j| ≤ Mj, (2)

where Mj is the maximum floating-point number with the exponent e j. Thus,
our task reduces to finding an upper bound on the total error in an ORS, since
a1 j is simply the ORS of incoming summands.

ACM Transactions on Mathematical Software, Vol. 37, No. 3, Article 37, Pub. date: September 2010.



37: 6 · Y.-K. Zhu and W. B. Hayes

The floating-point addition of two elements always satisfies

fl(a + b ) = (a + b )(1 + δ), |δ| ≤ β−t. (3)

Repeated application of (3) tells us [Higham 1993] that the total error E in an
ORS is bounded by

|E| =

∣∣∣∣∣(x1 + x2)
n∏

k=2

(1 + δk) +
n∑

i=3

xi

n∏

k=i

(1 + δk)−
n∑

i=1

xi

∣∣∣∣∣ (4)

≤ (n− 1)β−t

1− (n− 1)β−t

n∑

i=1

|xi|, (from (2.6) in Higham [1993]) (5)

which yields in our case

|E j| ≤ (n− 1)β−t

1− (n− 1)β−t nMj. (6)

Therefore, if we have

(n− 1)β−t

1− (n− 1)β−t nMj ≤ Mj, (7)

then (2) is satisfied. From (7), we obtain

n≤ √
β t + 1. (8)

Since

N = β�
t
2 � ≤ β

t
2 <

√
β t + 1,

the exact error is always exactly accumulated by a2 j, which means that no sig-
nificant digit is discarded in step 4(4). Furthermore, when we need to swap
accumulation arrays in step 6, we will temporarily accumulate at most 2βl sum-
mands into each of the new accumulators. Since � t

2� > l, we have l + 1 ≤ � t
2�,

that is, βl+1 ≤ β�
t
2 �. Since β ≥ 2, we have 2βl ≤ β�

t
2 �, that is, no significant digit

is discarded at step 4(6)(b)(iii) either, which completes the theorem.

Remark 2.2. In the preceding proof, we significantly magnify E j, since δk is
not always equal to the theoretical maximum. We believe that N could be a
number that is close to β t based on the proof of HybridSum in Zhu and Hayes
[2009]. However, for IEEE754, double precision, β�

t
2 � = 226, which is large

enough for many applications, that is, we will usually have i < N at step 4(6).
Furthermore, � t

2� > l is satisfied for both IEEE754 single and double precision.

COROLLARY 2.3. With the previous theorem, we have that no significant
digit is discarded before step 6. Since iFastSum always computes a correctly
rounded sum [Zhu and Hayes 2009], the final result returned at step 6 is also
correctly rounded.

Remark 2.4. The time complexity of OnlineExactSum is independent of R
when n is large (empirically n ≥ 104), since accumulating summands with the
same exponent has nothing to do with the condition number and the runtime of
using iFastSum on all the buckets is ignorable if the accumulation dominates.
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3. RESULTS AND DISCUSSION

Similar to our previous test environments [Zhu and Hayes 2009], all the al-
gorithms are implemented with Microsoft Visual C++ 6.0 and IEEE754 dou-
ble precision arithmetic, on a machine with a Pentium M 1.4 GHz processor,
768MB memory, running Microsoft Windows XP Professional. The C++ com-
piler optimization option is “maximize speed,” which is the default option for
“Win32 Release” projects in Visual C++ 6.0. However, we also give results on
some other platforms later.

Four kinds of test data are used in our numerical tests: Data No.1, R = 1,
that is, having all summands have the same sign; Data No.2 has all summands
uniformly random in a specified exponent range; Data No.3 is Anderson’s ill-
conditioned data [Anderson 1999; Zhu and Hayes 2009]; Data No.4 is extremely
ill-conditioned data with a real sum zero. In each kind of data, we guarantee
that the maximum exponent difference between the generated floating-point
summands is less than δ, which we use as a parameter.

Comparing to other algorithms, the accuracy of Sum3 [Ogita et al. 2005]
depends on R; AccSum [Rump et al. 2008a] and FastAccSum [Rump 2009]
are faithfully rounded (error bound < 1 ulp); NearSum [Rump et al. 2008b],
iFastSum, and HybridSum [Zhu and Hayes 2009], and OnlineExactSum (this
article) are correctly rounded (≤ 0.5 ulp). Note that, to obtain the preceding ac-
curacy, AccSum, NearSum, and FastAccSum require that n is less than ∼ 2t/2,
and work only in binary. In contrast, our step 4(6) allows for arbitrary n and
we believe it would work in any even base. However, the accuracy of iFastSum,
HybridSum, and OnlineExactSum are independent of n, R, and β. In our tests
we found that all algorithms except ORS and Sum3 usually produce the same,
correctly rounded, result. However, for each test suite, AccSum and FastAcc-
Sum can be made to produce an incorrectly (but faithfully) rounded sum, even
with only three summands [Zhu and Hayes 2009].

The speed comparison in terms of running time is provided in Table I. As
we can see, OnlineExactSum is at least 1.7 times faster than all the other
algorithms. Similar to HybridSum [Zhu and Hayes 2009], we observe that, for
n < 2, 000, OnlineExactSum runs slower than iFastSum. Therefore, we can let
OnlineExactSum call iFastSum directly in this case to make it fast for small
values of n.

We also test the running time of those algorithms for different sizes of data,
which is shown in Table II. Note that HybridSum and OnlineExactSum call
iFastSum directly when n is less than 10, 000 and 2, 000 respectively.

Tests are also done on machines running Linux or Solaris with the GCC com-
piler installed. We use exactly the same C++ code on these machines, except
the GCC optimization level is set to “-O1” and the FPU rounding mode is set to
a double-precision rounding, which is 0x27F [Gough and Stallman 2004]. For
accuracy test, we get the same results as those on Windows given before. For
speed, since δ does not influence the running time much except Data No.4, we
only list the case, δ = 10, for those datasets (see Tables III and IV).

To conclude, we observe that for all the preceding accurate algorithms ex-
cept OnlineExactSum, no algorithm is always faster than the others, while
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Table I. Running Time of Summation Algorithms, All of Which are Compared with that of ORS,
Which Is Assigned a Running Time of 1

Data No.1, R = 1
δ AccSum NearSum FastAccSum iFastSum HybridSum OnlineExactSum
10 4.908 12.331 4.606 5.215 5.717 1.706
30 8.313 13.634 5.100 5.987 6.321 1.887
50 7.416 12.331 4.613 6.916 5.819 1.706
100 8.200 13.634 5.092 7.426 6.313 1.887
300 7.416 12.324 4.510 6.415 5.717 1.706
500 7.416 14.833 4.510 6.415 5.710 1.706
1000 8.270 16.530 5.139 7.040 6.369 1.901
2000 7.423 14.935 4.510 6.217 5.813 2.309

Data No.2, random data
δ AccSum NearSum FastAccSum iFastSum HybridSum OnlineExactSum
10 8.261 16.522 5.139 5.809 6.359 2.008
30 7.412 14.826 4.611 5.309 5.816 1.808
50 7.416 14.838 4.613 6.012 5.717 1.706
100 7.468 14.737 4.575 6.964 5.678 1.695
300 8.199 16.406 4.987 7.207 6.320 1.880
500 7.471 14.840 4.481 6.375 5.672 1.689
1000 7.366 14.732 4.575 6.269 5.678 1.695
2000 7.511 14.922 4.609 6.308 5.910 2.506

Data No.3, Anderson’s ill-conditioned data
δ AccSum NearSum FastAccSum iFastSum HybridSum OnlineExactSum
10 11.080 10.966 10.966 5.757 6.309 1.992
30 9.949 9.941 9.648 5.270 5.665 1.890
50 12.416 12.416 9.718 5.212 5.706 2.000
100 11.069 11.077 10.630 5.760 6.314 2.551
300 10.013 9.917 7.108 5.211 5.712 2.506
500 9.922 9.922 7.120 5.214 5.716 2.604
1000 12.402 12.509 9.706 5.302 5.698 2.695
2000 12.424 12.430 9.622 5.310 5.708 2.604

Data No.4, real sum equals zero
δ AccSum NearSum FastAccSum iFastSum HybridSum OnlineExactSum
10 10.240 97.860 11.641 5.269 5.670 2.088
30 10.416 98.558 11.718 5.308 5.706 2.000
50 12.832 97.860 14.225 5.665 5.671 1.890
100 17.801 100.442 16.707 8.452 5.671 1.992
300 39.704 123.922 38.597 19.294 6.361 2.227
500 53.066 118.080 53.066 23.793 5.773 1.988
1000 96.532 141.737 99.337 42.604 5.717 2.008
2000 183.295 244.522 188.699 72.236 5.904 3.106

Size of dataset n = 107.

OnlineExactSum is always the fastest, in all cases tested. In term of memory
requirement, all these algorithms require O(n), except that HybridSum and
OnlineExactSum are O(βl), that is, O(1).

Thus, according to our test, OnlineExactSum is recommended because:

(1.) it requires only constant memory independent of n, and is thus suitable for
online applications;

(2.) it is always correctly rounded, independent of n, R, and β (modulo inter-
mediate overflow, which all algorithms may suffer from);
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Table II. Running Time of Summation Algorithms for Various n

n AccSum NearSum FastAccSum iFastSum HybridSum OnlineExactSum
102 7.444 9.175 7.190 4.968 4.968 4.968
103 3.476 5.714 3.968 4.460 4.460 4.460
104 4.319 8.638 4.660 5.979 5.979 2.660
105 4.979 12.638 4.979 6.319 6.540 2.000
106 7.979 10.638 5.000 6.319 6.676 2.000
107 7.513 14.827 4.609 5.506 5.712 1.801

ORS has a running time of 1.

Table III. Running Time of Summation Algorithms, on a Two Quad-Core Intel Xeon E5335 2.0
GHz Machine Running Gentoo Linux with GCC 4.1.2

Data No.1, R = 1
δ AccSum NearSum FastAccSum iFastSum HybridSum OnlineExactSum
10 5.247 16.491 4.997 6.997 10.494 2.874

Data No.2, random data
δ AccSum NearSum FastAccSum iFastSum HybridSum OnlineExactSum
10 8.868 23.026 5.865 8.151 12.013 3.289

Data No.3, Anderson’s ill-conditioned data
δ AccSum NearSum FastAccSum iFastSum HybridSum OnlineExactSum
10 11.727 15.734 12.730 8.010 12.013 3.289

Data No.4, real sum equals zero
δ AccSum NearSum FastAccSum iFastSum HybridSum OnlineExactSum
10 11.121 198.276 13.244 7.121 10.494 2.874
30 11.113 198.176 13.113 6.992 10.489 2.747
50 15.582 226.987 18.726 10.865 12.006 3.145
100 18.741 202.149 19.365 13.994 10.621 2.874
300 36.356 216.517 40.980 25.986 10.494 2.874
500 53.974 227.635 62.595 36.483 10.494 2.874
1000 96.951 260.744 118.190 61.845 10.621 2.874
2000 175.125 315.625 214.750 106.750 10.625 3.125

Size of dataset n = 107.
ORS has a runtime of 1.

(3.) it needs only about 5n + O(βl) floating-point operations independent of R
when n is large (empirically n ≥ 104), which is smallest among accurate
algorithms we are aware of;

(4.) it is always faster than all existing algorithms, by factors ranging from
1.7 to hundreds, and only 2 to 3 times slower than ORS when n ≥ 104,
and is fast even for extremely ill-conditioned data (large δ for Data No. 4,
Tables I, III, and IV);

Finally, Table III provides a summary of comparisons between 15 floating-
point summation algorithms.

4. APPLICATION FOR LARGE DATA

In this section, we present an application of exact summation in the context of
shadowing. Shadowing is a form of backward error analysis used to measure
the reliability of numerical solutions to dynamical systems, such as ordinary
differential equations. A shadow is defined to be an exact solution to a dy-
namical system that stays close to a numerical solution for a long time. The
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Table IV. Running Time of Summation Algorithms, on a Two Dual-Core AMD Opteron 270 2.0
GHz Machine Running Solaris 10 with GCC 4.2.1

Data No.1, R = 1
δ AccSum NearSum FastAccSum iFastSum HybridSum OnlineExactSum
10 4.459 11.644 4.186 5.731 9.734 2.183

Data No.2, random data
δ AccSum NearSum FastAccSum iFastSum HybridSum OnlineExactSum
10 5.834 12.584 3.834 5.250 8.834 2.000

Data No.3, Anderson’s ill-conditioned data
δ AccSum NearSum FastAccSum iFastSum HybridSum OnlineExactSum
10 8.871 10.744 8.994 7.747 13.244 2.874

Data No.4, real sum equals zero
δ AccSum NearSum FastAccSum iFastSum HybridSum OnlineExactSum
10 8.075 73.427 9.991 5.161 8.825 2.331
30 8.725 80.333 10.906 5.725 9.634 2.545
50 10.342 91.201 12.234 7.898 11.790 3.003
100 13.180 75.493 12.680 8.842 8.842 2.252
300 31.030 115.365 34.534 29.655 13.264 3.378
500 40.678 96.823 43.135 24.843 9.646 2.457
1000 72.739 130.688 82.751 53.387 11.790 3.003
2000 119.629 133.200 132.035 71.096 8.825 2.331

Size of dataset n = 107.
ORS has a runtime of 1.

dynamical system we focus on here is the gravitational n-body problem where
n = 106. Several algorithms exist to demonstrate the existence shadows; these
algorithms are beyond the scope of this article but a survey can be found in
Hayes [2005]. The important part for us here is that a shadow represents an
exact solution.

Formally, to compute the forces on all the particles in an n-body system takes
time O(n2), since each particle feels a force which is the sum of the forces from
all the other particles. These forces need to be recomputed at each timestep
in the numerical solution of the ODE. For n = 106, this requires the compu-
tation of about 1012 forces at each timestep, which is clearly infeasible. Thus,
astronomers have developed algorithms that can approximate all the required
forces in time O(n log n) [Barnes and Hut 1986; Jernigan and Porter 1989; Du-
binski 1996]. However, these force approximations contain significant error, on
the order of about 1% [Barnes and Hut 1989].

To compute a shadow of such a system, we need the force calculation to be
as accurate as possible. However, the cost of computing a shadow is O(n3)
[Hayes 2005] so we clearly cannot compute shadows for a system of 106 parti-
cles. Thus, we resort to a technique called Fixed Motion Shadowing, in which
one particle is chosen from the simulation and its trajectory is shadowed in
the time-varying gravitational potential generated by all the others, which re-
main on trajectories fixed to that in the original simulation. However, that still
leaves us with the problem of accurately computing the sum of 106 − 1 forces
on the particle being shadowed. This is where an exact summation algorithm
comes into play.

The system we study here is a two-galaxy collision performed by John
Dubinski, an astronomer in Toronto. His original simulation contained 300
ACM Transactions on Mathematical Software, Vol. 37, No. 3, Article 37, Pub. date: September 2010.
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Table V. Comparison of 15 Algorithms for Summation

Algorithm Description FLOPs Accuracy Run-time Space

ORS dumb n bad 1 O(1)

ORS with increasing, better
Ordering decreasing, PSum O(nlogn) still bad >200 O(n)

add error to better
Compensated next summand 4n dep(n,R) 2 ∼ 3 O(1)

Deflation sorting+AddTwo O(nlogn) a few ulp’s >200 O(n)

Modified AddTwo with >10
Deflation Reduction O(n) a few ulp’s dep(R) O(n)

Demmel&Hida bins+extra precision n + O(1) 1.5 ulp, dep(n,F) ∼ 2 O(1)

iterative <1 ulp ∼ 8
SumK AddTwo’s (3K−2)n dep(K,R) if K=3 O(n)

Zhu05 2n extra space >9n ≤1 ulp >20, dep(R) O(n)
AccSum error-free transform ≥7n <1 ulp, dep(n) >5, dep(R) O(n)
FastSum constant extra space >7n <1 ulp >6, dep(R) O(n)
NearSum AccSum+details >7n ≤ 0.5 ulp, dep(n) >9, dep(R) O(n)
iFastSum no extra space >6n ≤ 0.5 ulp >5, dep(R) O(n)
HybridSum split+bins+iFastSum 6n∗ ≤ 0.5 ulp 5 ∼ 6∗ O(1)
FastAccSum AccSum+details ≥6n < 1 ulp, dep(n) >5, dep(R) O(n)

Online- AddTwo+bins 2 ∼ 3∗
ExactSum +iFastSum 5n∗ ≤ 0.5 ulp due to ILP† O(1)

∗ asymptotic runtimes for large n.
† instruction-level parallelism gives runtime better than one would expect from 5 FLOPs.
ORS (“Ordinary Recusrive Summation”); ORS with different orderings; Compensated Summa-
tion algorithm discussed in Higham [1993]; Deflation and Modified Deflation [Anderson 1999];
Algorithm 4 in Demmel and Hida [2003]; SumK [Ogita et al. 2005]; Zhu05[Zhu et al. 2005];
AccSum [Rump et al. 2008a]; FastSum [Zhu and Hayes 2006]; NearSum [Rump et al. 2008b];
iFastSum, and HybridSum [Zhu and Hayes 2009]; FastAccSum [Rump 2009]; and our new algo-
rithm OnlineExactSum. In this table, F is the length of the extra precision accumulator used in
Demmel and Hida’s algorithm, and the “dep” function indicates that the accuracy or the running
time of the corresponding algorithm depends on the provided parameters, such as R and n, etc.

million particles (n = 3 × 108), simulated for 2000 timesteps, and was state-
of-the-art when originally performed. He has kindly provided us with a down-
sampled version of that simulation with one million (n = 106) particles. To test
the reliability of this simulation, we try to find fixed-motion shadows for ran-
domly picked particles moving in the gravitational potential of all the others.
Fixed-motion shadowing was first described in Hayes [1995], and then imple-
mented in Zhu [2009]. Since shadowing is supposed to find exact trajectories,
we need to sum the Newtonian gravitational force between particles exactly.
Therefore, we use OnlineExactSum to provide the sum of forces when comput-
ing the shadow.

In the course of computing a shadow, we use a variable-timestep integra-
tor [Hindmarsh 1980]. Such integrators adjust the timestep to be smaller in
regions of phase space where the force changes quickly. However, the integra-
tor expects the force to change continuously in time as the timestep goes to
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zero. This is not the case if a naive force-summation algorithm is used, because
random numerical errors sum it subtly different ways, making the force vary
discontinuously in space and time with small timesteps, confounding the inte-
grators, effort to find an appropriate timestep. Performing the force summation
exactly removes this obstacle. In other words, the variable-timstep integrator
fails with “timestep too small” errors if we sum the forces with the naive loop,
but works just fine, with reasonably large timesteps, if we use OnlineExactSum
to sum the forces. After using the accurate summation algorithm, the num-
ber of integrator errors in shadowing this galaxy collision simulation reduced
significantly.
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