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Abstract
Recent studies in neuroscience have shown the great promise of an approach known
as connectomics, which seeks to map the brain by the connections between neurons.
Attempts to study the brain in this way extract brain tissue and capture sequential cross-sectional images with an electron microscope. These projects are currently
limited by the image processing stage of the pipeline, which turns these images into
digitally reconstructed neurons, as state-of-the-art computer vision systems are unable
to segment neurons with sufficient reliability. The SNEMI3D challenge is an open contest that offers a benchmark on the effectiveness of automated neuron segmentation
systems and invites researchers to compete in their ability to segment the challenge
dataset. GALA is an open source software project to perform automated segmentation
created by researchers at the Janelia Farm research campus. In this paper, I detail my
efforts to improve the performance of GALA, which was narrowly in second place in
the SNEMI3D contest when I began the project. I succeeded in improving GALA’s
performance and have now decisively taken the top spot in the contest.
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1

Introduction

The operation of the brain is one of the mysteries most opaque to modern science and engineering. The march of discovery has given humans a working mastery of quantum physics,
electromagnetism, astronomy, human health, molecular biology, silicon-based computation,
nuclear fission, grand scale agriculture, structure construction, and instantaneous communication. Yet it remains stubbornly unclear how even the simplest creature manages to perceive
its environment, make decisions, and learn. We have no working model of how a network
of interconnected cells manages to make judgments and encode high-level representations of
the existing world based on the stimuli it receives, except at the most limited scale.
Though the dynamics of even relatively small networks still confound us, we have a
strong understanding of the workings of individual neurons. It is well understood that the
fundamental mechanism of communication is for neurons to change the rate of how often
the voltage across the cell membrane spikes to a very high level. These voltage spikes in
turn excite or inhibit the firing rates of the surrounding cells, causing activity to propagate
throughout the network in a complex manner.
There is no shortage of academic papers putting forward theories about how any well
understood mathematical technique could be performed by a network of idealized spiking
neurons, and then using that model to recreate a stimulus response measured from real
neurons in tissue. This has been used to support the line and ring attractor memory models
[7], the brain as a Bayesian estimator [15], location navigation as the interference of two
oscillatory inputs [8], the linear-nonlinear model of visual stimulus response [21], and many
more to which I have not been exposed in my relatively limited experience with computational
neuroscience.
The neuroscience subfield of connectomics seeks to explain memory and intelligence in
terms of the connections of the brain. It’s an intuitive approach - it is widely understood
that forming, dissolving, and changing the strength of connections between neurons is the
primary mechanism by which neurons learn. [16] Barring the existence of a critical undisNeal Donnelly
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covered mechanism, somehow the structure of connections must encode memories, learned
behaviors, and patterns of thought. Connectomics promises that armed with connectionlevel representations of brains, we can learn which patterns of connectivity correspond to
which information and behaviors.
The most common criticism leveled at a connectomics approach to neuroscience is that
acquiring such a map on a scale large enough to be useful is computationally prohibitive.
The fundamental issue is the scale of the cells involved. A neuron’s long branching dendrites
can be over a millimeter in length, but mere nanometers in diameter. [22] This requires
imaging to span six orders of magnitude, providing nanometer resolution but millimeter
scale. Imaging a cubic millimeter of brain tissue at the necessary resolution would generate
at least a petavoxel of imagery. With current computational machinery, a few petabytes
would be an extremely inconvenient but not impossible amount of information to store and
transfer.
However, processing that quantity of data to identify individual neurons and their connections is absolutely infeasible. Raw electron microscopy images are nothing more than a
huge block of gray values. To disentangle the interwoven neurites by labeling each of those
voxels with the ID of the cell to which it belongs is an enormous challenge. Connectomics
researchers are forced to spent tens of thousands of hours painstakingly tracing individual
neurites through image after image, even with the help of some semi-automated software
pipelines. Recently, progress has been made as some computer scientists have turned their
attention to 3D segmentation as a challenge, but error rates are still too high to obviate the
need for human proofreading.
My goal with this thesis is to help expedite the image processing element of this pipeline
by leveraging the machine learning and computer vision techniques to which I’ve been introduced at Princeton. Specifically, I chose to contribute to one open-source tool for segmentation of 3D neuron images and improve its performance on one dataset from an open
research contest. I did a lengthy but mostly unsuccessful study of possible ways to improve
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the algorithm’s performance, but did mange to succeed in improving the project’s score in
the contest from second to first place. I also spent significant time ameliorating the tool’s excessive use of computational resources and have committed code to lower time and memory
usage by about 25%.
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Background

2.1

Recent research in connectomics

These challenges of scale have not made connectomics research infeasible in all neuroscience
problem domains. Specifically, connectomics has been shown to be a useful tool in study of
the retina. Ganglion and starburst amacrine cells, which perform preliminary processing of
visual stimuli in the retina, have dendritic spreads of a few hundred microns, an approachable size for connectomic reconstruction. [6] Furthermore, the retina is perhaps the best
understood neural circuit, as its role in vision makes it the easiest to directly measure the
connection between stimulus and response.
In 2011, Briggman, Helmstaedter, and Denk published an article in Nature that combined spatial reconstruction from electron microscope (EM) imaging with two-photon calcium imaging, which allows recording of activity from live, active neurons. They captured
a 350 × 300 × 60 µm volume of the inner plexiform layer of a mouse retina at a resolution
of 16.5 × 16.5 × 23 nm using serial block-face imaging. Recruited students manually traced
the center lines of the dendritic branches of 30 cells to create skeletons, rather than full
volumetric contours. The authors then used this dataset to discern that ganglion cells learn
to respond primarily to motion of visual stimuli in a specific direction by wiring with specific
types of starburst amacrine cells. [6]
The 8 August 2013 issue of Nature featured a digital reconstruction of neurons from a
mouse retina on the cover, and had two connectomics articles inside. Helmstaedter and Briggman et al. achieved new insights into structures of mouse retina. [11] They began by again
acquiring EM images with serial block-face imaging of a section of retina, sized 132×114×80
µm at a resolution of 16 × 16 × 25 nm. As in their 2011 paper, the authors employed a small
horde of students to spend over 20,000 hours manually tracing the skeletons of each branch of
each cell. They then combined these skeletons with automatic computer segmentation tools,
which will be discussed in the following section, to generate full volumetric reconstructions
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of over 1100 cells.
Armed with this data, the authors were able to make several noteworthy observations.
First, they were able to use the full skeletons to identify a uniquely shaped, previously
unnoticed type of bipolar cell. Second, though neurons are usually classified and grouped
exclusively by their morphology, they were able to make subdivisions in types based on connectivity to other neurons. This new subtype, CBC5A, exhibits a clean and non-redundant
tiling of the visual space, indicating a meaningful type distinction. Third, they refined the
understanding of the responses of several type of ganglion cells to changing light conditions.
[11]
The same issue of Nature also featured an exploration of visual connectomics by Takemura
et al. These researchers worked with the medulla section of the optical lobe of the Drosophilia
fly. They also used electron microscopy imaging of serially sliced neural tissue, here to capture
a region of 22 ×12 × 70 µm at a resolution of 3 × 3 × 40 nm. They built a full volumetric
reconstruction of 379 cells using a semi-automated pipeline that required over 45,000 hours
of proofreading and correction. This reconstruction was used to suggest a correlation-based
motion detection circuit and nominate cell types that would be the primary players in the
circuit. This proposed circuit is based entirely on the biological observations, rather than
convenient abstractions, and though incomplete, is a promising step. [24]
The work represented in these papers is enormous, as the authors had to not only analyze
the data to develop scientific insight, but also do all the lab work to acquire the images, and
all the software engineering and human worker management to process the images into
usable three-dimensional representations. However, they make a powerful statement about
the potential of connectomics as an approach, one that will only become stronger as the
software improves to allow the size of the tissue volumes to scale up.
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The SNEMI3D challenge

My involvement with neuron segmentation as a computer science problem was sparked by
a lecture by Professor Michael Berry in his Computation and Coding in Microcircuits class.
He explained the possibilities connectomics presents, then explained the tens of thousands
of human hours committed by tracers to make it possible. The opportunity for computer
vision to make a meaningful difference was clear.
The first order of business was to find a dataset and settle on an approach. I discovered
the SNEMI3D (Segmentation of Neurites in Electron Microscopy Images in 3 Dimensions)
contest early on and decided to make it the focus of my work for several reasons. Primarily,
it is ideal because it provides not only three dimensional electron microscopy images and a
labeled training volume, but also offers a companion image stack in which each pixel value
represents the probability that pixel is a cell membrane. The creators of the SNEMI3D
challenge had put out a similar contest the previous year, asking who could best automatically distinguish membrane pixels from others. The membrane probability maps offered with
SNEMI3D were created by researchers at the Swiss AI Lab IDSIA (Istituto Dalle Molle di
Studi sull’Intelligenza Artificiale). The contest also provides images and membrane probabilities for an equally sized test set, whose labels are kept in reserve for scoring of submissions.
Ultimately, the final winner will be the best performer on a third, yet unseen dataset.
The SNEMI3D dataset includes two volumes of neurons, both at a resolution of 6×6×30
nm. The total volume imaged by each is only 6 × 6 × 3 µm. This is much smaller than
the volumes used in the studies above, which highlights how far state-of-the-art automated
segmentation methods still have to come.
SNEMI3D was also attractive because the challenge website maintains a leaderboard
of the current scores of different submissions and groups. Of the six groups that have
submitted segmentations of the test dataset, the group in second place in particular caught
my attention. Their approach was well documented in a paper in the Public Library of
Science [18] and their code was available open-source on Github. The project, known as
Neal Donnelly
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GALA (Graph-based Active Learning of Agglomeration) was not focused on SNEMI3D, but
their submission still took the first spot on the leaderboard. Since then, it had been displaced
by a group from the University of Utah but only by a hair - an error of 0.12482 edging out
0.12504. Once I took the time to understand GALA, I made it my goal to improve the
software to take back first place.

2.3

GALA

GALA takes a machine-learning approach to the problem of image segmentation in both two
and three dimensions. GALA is deliberately structured to be agnostic to the dimensionality
of the data, allowing it to perform both neuron segmentation and traditional segmentation
of natural images. To begin, GALA oversegments the input image into many superpixels,
each of which is comprised entirely of pixels that should be grouped together in the final
segmentation. This functionality is not a core part of GALA and the paper suggests using
the well established watershed algorithm [27] to obtain this oversegmentation.
The set of all superpixels is then conceived of as a graph. Each node represents a superpixel and graph edges exist between all pairs of superpixels that contact one another.
Edges are weighted according to the likelihood that the superpixels should be merged, a
value generated by a merge priority function that maps two nodes to a value in [0, 1]. Nodes
are then merged sequentially, in decreasing order of edge weight. After a merge, the new
node has all the edges of its antecedent nodes, with their weights recalculated based on their
new properties.
Up to this point, what has been described is not GALA but in fact any hierarchical
agglomeration approach to image segmentation. What distinguishes GALA is the source of
the merge priority function. Commonly, much effort is spent determining the probability
that each pixel is a boundary between two segments, like the membrane probabilities given
with the SNEMI3D dataset. Solutions then use the average boundary probability of the
border between two segments as the merge priority score, such as in [2].
Neal Donnelly
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GALA instead uses machine learning to determine a merge priority function from the
data. GALA iteratively selects the edge in the graph with the greatest merge priority score. A
feature vector describing the properties of the two segments and their boundary is computed.
The ground truth segmentation of the training dataset is then consulted as to whether the
segments should be merged in the final segmentation. The feature vector, combined with
the label of ‘should merge’ or ‘shouldn’t merge,’ forms a training example that is added to
the set of examples for the current round. If the segments are together in the ground truth,
then they are merged. GALA then continues this process until the segmentation matches
the ground truth. This process constitutes one training epoch. All the training examples
generated in all epochs thus far are then used to train a classifier. A random forest is used
because of its strength with high-dimensional data. I experimented with replacing the forest
with a support vector machine, but found it to perform slightly worse.
GALA performs several training epochs, and in each it uses the classifier trained at the
end of the previous epoch to score the edges in the graph. This allows it to continuously
improve its distinction between good and bad merge candidates at every scale of the agglomeration. The only remaining question is what to use as the merge priority score in the
first round. The authors found that they achieved fastest convergence by simply training a
first round classifier on every pair of touching superpixels in the original oversegmentation,
without any merges. [18]
The feature descriptors used by GALA to describe potential merges are detailed in a later
section of this paper. Extending them offers a clean interface to improving GALA’s performance on 3D neuron segmentation. As anyone familiar with supervised machine learning
is well aware, the features used to train the classifier can make or break its performance.
Therefore, I chose to make experimentation with new features the primary focus of my work.
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Other prior work

GALA is far from the only tool designed for automated segmentation of neurites. There is a
substantial literature about approaches to the problem from a computer science perspective.
The techniques used in the neuroscience papers about connectomics seem to lag far behind
those presented specifically about the computers science challenges. This is perhaps unsurprising, as the neuroscience papers are mammoth, multi-stage undertakings with a delay of
months to years between development of segmentation software and final publication of neuroscience findings. The computer science papers instead focus on one stage of the pipeline
and can prove their merit simply with performance on benchmarks. Furthermore, though the
datasets used to test these algorithms are dauntingly large, they’re often still dramatically
smaller than those used in the neuroscience studies, alleviating associated issues of scale.
For example, Helmstaedter et al. in [11] used a multi-step process that was largely reliant
on human labeling. The first stage was to trace the center of each branch of each neurite,
creating a skeleton. They then iteratively perform thresholded clustering of yet-unclustered
voxels to create supervoxels. The supervoxels are merged based on the mean boundary
probability to get segments several thousand voxels in size. Finally, each supervoxel was
assigned to the segment whose skeleton passed through it. The results were strong enough
to use for neuroscience, which is the most important test. Unfortunately, their process
required tens of thousands of hours of human involvement and so can hardly be considered
automatic.
The most common approach to segmentation of neuron volumes is oversegmentation
and agglomeration [25] [26] [12] [5]. Attempts to apply graph-cut techniques have been
frustrated because finding the minimum cut biases the algorithm to small contours, making
it ill-suited for thin structures like neurite branches. However, Kaynig et al. found success
with graph cuts by adding an energy term that favors completion over gaps. [13] Funke et al.
demonstrated impressive results by segmenting in each two dimensional frame, enumerating
all possible linkages between segments in adjacent frames, and finding the optimal linkage.
Neal Donnelly
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Each possible linkage has a cost given by a random forest classifier trained on a ground truth
segmentation. Each link is then represented as a binary variable in a linear program which
is solved to find the optimal three dimensional segmentation. [10]
The approach most closely resembling GALA is a system by Jain et al. called LASH
(Learning to Agglomerate Superpixel Hierarchies). They formulate the problem as reinforcement learning of a Markov decision process, then learn the merge policy based on the
sign of the change in the Rand error after each merge. Their classification features are mostly
concerned with size and distance but also measure the orientation of the segments near the
merge point. The biggest differences between LASH and GALA are that unlike GALA, during training LASH proceeds with merges even if they contradict the ground truth, and that
LASH does not use the training examples from every epoch when computing the final policy. [12] Nunez-Iglesias et al. demonstrate that GALA achieves a modest improvement over
LASH, though they reimplemented it themselves as the LASH source code is not available.
Finally, Bogovic et al, under the guidance of Jain, performed a thorough study of the
relative merits of learned and hand-designed features for learned agglomeration policies,
releasing a pre-print of their results in December 2013. They designed over a dozen features
and used them to train a dropout multilayer perceptron to distinguish good merges from bad.
Their focus was on three-dimensional shape features for isotropic datasets and do not show
any single feature to be a game changer, but note the success of combining the features into
an ensemble. They also demonstrate that deep and wide multiscale recursive neural networks
can produce competitive results both in end-to-end segmentation and feature generation for
a classifier, but are unable to improve their supervised learning results by leveraging the
recursive network. [5]

Neal Donnelly
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Methods

When I began working with GALA, the first priority was to get the software and all its
dependencies working on an appropriately sized computer cluster. I opted for the ‘Cycles’
servers maintained by the Princeton Computer Science department. Cycles encompasses
four Fujitsu RX200 S7 servers each of which has dual, eight-core 2.2GHz Intel Xeon E5 2660
processors and 128GB RAM. The machines run a locally maintained variant of Red Hat
Enterprise Linux. The machines are shared by all users from the department and there is
no virtualization sandboxing.
It became immediately clear that I would not be able to reliably train GALA on the
entire training dataset. Training GALA on the 1024 × 1024 × 100 pixel SNEMI3D dataset
with the original settings takes more than 16 hours and uses over 100 GB of RAM. Though
each machine is equipped with 128 GB of RAM, each machine also has an aggressive out-ofmemory killer and a consistent set of users running jobs that use several gigabytes of memory.
Running the 16+ hours that the original code required to handle the full training set without
being killed was simply infeasible. Rather than begin thinking immediately about the best
way to improve GALA’s segmentation, I had to immerse myself in the details of the code
to determine where I could make improvements to allow me to reliably run on the Cycles
cluster.

3.1

Python

GALA is implemented purely in Python, a popular language for scientific computation.
Beyond Python’s standard libraries, the open-source community has created a cadre of extremely strong libraries to support needs common in scientific computing. [19]
Working in Python represents the acknowledgment of a serious set of tradeoffs. Writing
Python is extremely fast and easy. Its dynamic typing, full memory management, and flexible
function parameters allow the programmer to work at a very high level and quickly produce

Neal Donnelly
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powerful and semantic code. In fact, it’s important to consider that the majority of GALA
was written by one individual, Juan Nunez-Iglesias, the first author of the original paper.
The remainder was contributed by only three others. To achieve GALA’s great degree of
completeness and complexity with such a small team is a feat that can largely be credited
to the power of Python and its open-source libraries.
Unlike most programming languages, python is whitespace delimited, which keeps the
appearance of code relatively consistent across projects. Furthermore, modern python code
style is dominated by the style guide dictated in PEP 8. This emphasis on readability made
diving into the GALA codebase an extremely manageable task and allowed me to become
intimately involved with the software’s inner workings quite quickly.
However, this readability, flexibility, and dynamism come at a serious price of performance. Every single Python variable, from the lowest counter to the most complex class,
is represented as a PyObject in the underlying CPython interpreter written in C. Even the
simplest arithmetic operation therefore requires winding through many functions to determine exactly which parts of which objects should be manipulated in which ways. This deeply
nested boxing of values means that Python incurs massive memory overhead, and in turn,
is forced to allocate and free memory far more often than would be required of a low-level
language, further slowing the execution.
Furthermore, Python is fundamentally not designed to support parallel programming.
Python relies on an abstraction known as the ‘global interpreter lock’ or GIL. Though Python
supports multi-threading, the GIL prevents multiple threads from executing concurrently
except on non-blocking operations like file input and output. [3] The Python interpreter
could not work without this lock and relies on it for memory management and interfacing
reliably with C libraries. Though solutions exist to allow multi-process execution of Python
code, they are ineffective when each process requires access to the same large data structure
Unfortunately, as power and cooling concerns have topped out the clock speeds of individual processors in recent years, high performance computers have focused on adding more
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processing cores rather than increasing the speed of the individual cores. Tellingly, each
computer in the Cycles cluster has eight physical cores that each have two logical cores.
Frustratingly, the vast bulk of this computational power is not harnessed by GALA as the
python process keeps one core running at full speed while all others sit idle.
The popularity, ease-of-use, and flexibility of Python have inspired several attempts to
mitigate the tradeoffs presented above. The easiest plug-and-play performance enhancement
is a project known as PyPy. PyPy is an implementation of Python written in Python
language that uses a Just-In-Time (JIT) compiler with a host of cutting edge optimizations
to translate Python into machine code. However, its lack of compatibility with Python
packages for scientific computing disqualified it as an option.
Another solution to Python’s performance woes is an open-source project called Numba,
which uses a specialized JIT-compiler that produces native code versions of any functions
decorated with Numba’s function decorators. Though it’s attractively ‘NumPy aware,’ I
found it to be too young of a project to be reliable and after experimentation had to find
another approach.

Cython
Cython is a creole language of Python and C that seeks to bridge the gap between the two
by offering the convenience of Python with the performance of C. It’s a far more mature
project than Numba, as it was first released in 2008 as a seriously enhanced fork of Pyrex,
a similar project released in 2002. The Cython language is a strict superset of the Python
language - all valid Python is also valid Cython. The Cython engine translates code written
in Cython or Python directly into heavily annotated C code, which is then compiled into
machine instructions (specifically, shared object files) by the system’s C compiler. The
Cython engine is designed to interface directly with the CPython interpreter, so the Python
modules, objects, and functions compiled by the Cython engine can be imported and called
by normal Python code being run by the CPython interpreter. [4]

Neal Donnelly

13

Princeton 2014

3.1 Python

3 METHODS

If the Cython engine is used to compile normal Python code, it can yield a speedup of
10% (my experience) to 30% (reported by Cython developers). In doing so, it represents all
Python variables in the C code as PyObjects to preserve their type mutability and calls to
the CPython interpreter to manipulate them.
The major advantage, however, comes from using the Cython language, which allows
the user to optionally specify types on variables with the cdef keyword. All variables with
explicit types are represented in the translated C code as a C variable of the corresponding type instead of the default PyObjects. Functions defined with the cdef keyword are
correspondingly translated into C functions, thereby eliminating the overhead incurred by
calling Python functions through the CPython interpreter. When Cython code operates only
on explicitly typed variables, it is translated directly into C code, allowing the program to
scream through pure C loops and arithmetic operations. The developers’ claim that adding
Cython types to a function can decrease running time by two orders of magnitude has been
decisively corroborated by my own experience with the software.
Furthermore, Cython has a host of features that have made working with it quite rewarding.
• NumPy integration - Though operating on lists, dicts, or tuples is a serious bottleneck for Cython code, NumPy’s n-dimensional arrays are supported as a primitive
type. By specifying the number of dimensions and the datatype of the elements when
the array is declared, the user can ensure that they will index directly into allocated
memory.
• Translation annotation - Cython provides an invaluable tool for optimizing code in
its annotator. If instructed to, the Cython engine will generate not only C files and
binaries for each Cython file, but also an HTML file that, when viewed in a browser,
shows the original Cython code with each line color-coded in minute shades from white
to yellow. Clear white means the line of Cython could be directly translated into one
line of C, while fully saturated yellow means the line is regular Python and was transNeal Donnelly
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lated to 15-30 lines of C. Shades in between represent varying levels of optimization.
Click on any line and the C code it was translated into will unfold below it. This
annotation tool is extremely helpful in identifying what’s being translated effectively
and in learning how to write good Cython.
• Stack traces - By extensively documenting which lines of C correspond to which lines
of Cython, the Cython engine can deliver stack traces that tell where errors occurred
in the original Cython file.
• Fallback to Python - One of the most fun parts about working in Cython is that
you only have to write C-like code when you want to. Anything that isn’t performance
critical can be just regular Python with all its conveniences. Even writing code that
will be mapped line-for-line to C is easier than writing C itself because all memory
management is taken care of.
• Imports of C functions - Cython allows C functions from other libraries to be
imported and called just like Python functions from modules, allowing convenient
interfacing with native code.
• Solid documentation - Features and best practices are all well explained in the
documentations and walkthroughs published by the developers. Cython is a core component of many open-source Python libraries, including the SciPy ones detailed above,
so the community around it is sufficiently large that there is a reasonable corpus of
questions and answers about it online.
After experimenting with Cython, I decided that I had finally found the tool I needed to
improve the performance of GALA.
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Figure 1: The training time of GALA before and after optimizing performance critical parts
with Cython. Graphs are from training on topleft quadrant of data set, not entire data set.
Cython optimizations reduced runtime by 30.6%.

3.2

Reducing GALA’s footprint

To diminish the running time of GALA, I began by profiling the code running on a tiny
corner of the dataset. Three of the top ten most time consuming functions were internal
GALA functions involved in feature computation. One was simply a computation of n choose
k, while the two others were more involved statistical methods that involved much summing
and rearranging of NumPy arrays. I reimplemented not just these methods, but all feature
computation methods of the base feature managers, in Cython. The call to scipy.misc.comb
for n choose k was a bottleneck not because SciPy does not have a fast implementation of
the function, but because the overhead on nested Python function calls piles up. I simply
reimplemented it as an inline C function with Cython and found its time to be dramatically
reduced. Figure 1 shows the substantial effect of these combined improvements on the overall
running time, lowering it by more than 30%.
After improving the running time, I managed to train once on the full dataset. However,
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Figure 2: Memory usage of GALA before and after removing rarely used caching. Performance is shown training on full dataset with Cython optimized code in both cases. Peak
memory usage is reduced by 23.8%.
the memory consumption was still a major issue, and my attempts to train on the full dataset
still ran afoul of the out-of-memory killer. The regional adjacency graph which stores all
the information about each node was the most obvious candidate for improvement as it
represents the greatest memory footprint, and any reduction in the memory usage of one
node would be multiplied across the thousands of nodes in the graph.
Each node stores a substantial amount of information, including a cache for every feature.
The caches were designed by Nunez-Iglesias to hold the feature at an intermediate stage from
which computation of the final feature vector would be simple, but such that caches could
be combined rather than recomputed from scratch when nodes are merged. Each node was
also storing the one-dimensional indices of all points that are included in the segment. The
memory footprint of this simple set of numbers turns out to be quite large as each number
is a PyObject with the associated overhead, as is the set in which they are stored. Though
these indices are important as the process is beginning, once the feature caches have been
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computed, they’re almost never referenced again.
To take advantage of this, I replaced all references to this entry in the node hash table
to a calls to a method of the graph that takes a node ID, checks if the indices are still in the
node hash table, and if not, identifies all points in the segment using a three dimensional
flood fill from a saved entrypoint. I was then free to delete the set of indices from the table
once the initial feature cache creation was done. The results can be seen in Figure 2, which
shows the memory usage across a full training run before and after deleting the set of points
from each node. It’s a truly remarkable decrease, and kept the runs safe from the memory
limits from then on.

3.3

Data infrastructure

When I began working with GALA, it quickly became clear that managing files in an adhoc way would not scale to the size of investigation I was undertaking. It became nearly
impossible to keep track of the rapidly proliferating outputs, logs, and splits of the datasets,
and unsystematic attempts to build categories and directory structures made the system
even more of a maze. Once the issue became clear, I invested serious time in building a
framework to cleanly manage the data.
The crux of this work is a file called rungala.py, which is the intermediary to all my
calls to GALA. The actual GALA command line interface has a myriad of options, for
most of which I want to provide the same value each time. The script manages all my
defaults internally, and is instead parameterized only by those which I actually change in my
experimentation for this project. The script then generates the paths in the system where it
will find all the source files used and the path where it will write all output files. The paths
are intuitive and the highly specific nesting keeps the volume of each folder manageable.
It also allows for specifying ids of individual experiments, which are stored to a further
subdirectory to allow changing any other parameter not accounted for in this structure.
In addition, I wrote a suite of python utility scripts to combine channels of datasets, print
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H5 format datasets as a folder of PNG images, generate oversegmentations from membrane
probabilities, score segmentations against ground truth, assemble many scores in JSON
format, visualize segments in interactive 3D, and monitor memory usage of running processes.
These were the tool bench that allowed me to understand, visualize, and actualize what I
was trying to do.
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Improving GALA

When I began to work on the SNEMI3D contest in earnest, I had the advantage of beginning
from software that was already sitting in second place on the leaderboard. Because the
infrastructure for the image analysis, segmentation tracking, classifier training, and general
accounting was already in place, I was able to focus all of my efforts on simply improving the
existing system. Though I spent perhaps too much time enhancing the resource performance
of GALA, such efforts were done in the service of my larger enhancement - writing new
features of segments for GALA’s hierarchical merge classifier. The fundamental idea of
GALA is to train a classifier to differentiate between pairs of segments that should and
should not be merged. However, the algorithm underlying the learner is only as good as the
representation of the data to it. GALA faces the essential question of machine learning - on
what features will it train?
Traditional machine learning promises that, given enough labeled training examples, the
algorithms will learn to recognize patterns and autonomously determine the best dimensions
and values at which to differentiate between the classes. However, underlying this is the
assumption that the examples are represented to the learner in a form that there are in fact
dimensions along which its possible to differentiate between classes. Consider applications in
the domain of computer vision, such as classifying an image as a cat or a dog. Simply feeding
the learner the image as a vector of luminance values is doomed to fail, as no combination
of pixel luminances can meaningfully differentiate between cats and dogs. The same is true
of 3D neuron segments.
The solution is to calculate high-level representations of the example data that are invariant to the transformations of the subject present in the example data. There are two
approaches to this problem. The traditional approach is to tackle this by building human
intuition about ways of building these high-level representations, calculating these feature
vectors for each example, and feeding these representations to the learner. This has the
unfortunate effect of putting the onus for understanding what differentiates the classes back
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on the researcher rather than the computer, and enormous effort has been put into building
so called auto-encoding systems that can build higher and higher level representations of the
data, thereby autonomously recognizing invariances and allowing the learner to be bounded
only by the size of its dataset and computational resources rather than the cleverness of its
creator.
However, auto-encoding schemes like deep neural networks and restricted Boltzmann
machines present their own set of challenges. The most obvious is the staggering amount of
computational power needed to train them. Large-scale neural nets use gradient-descent to fit
millions to billions of parameters, orders of magnitude more than needed for classical machine
learning. In order to get meaningful results without millions of dollars of computing hardware
with thousands of CPU cores, most researchers have turned to GPU-based computation
that reframe the computation into problems that can be solved by a graphics processor’s
specialized hardware pipelines. [9]
I was originally quite tempted by the poetry of using brain-inspired architectures to
build systems to elucidate the architecture of brains. However, I was dissuaded by several
important factors. Though there exist implementations and high-level APIs for using convolutional neural networks on GPUs [14], I was unable to find solutions architected to work
with three-dimensional data. I do not have the confidence working with either GPUs or
deep learning algorithms to undertake my own implementation. More compellingly, Bogovic
et al.’s relatively exhaustive study of learned vs. hand-designed features found that both
end-to-end deep learned segmentation and autonomous feature detection followed by traditional classification were outperformed by hand-designed features. [5] Finally, I decided
that hand-designing my own features would focus the project on understanding the data and
the problem rather than trying to get a black-box system running and tweaking mysterious
hyper-parameters.
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Cross-validation and feedback mechanisms

One of the first issues I had to tackle was how best to evaluate the improvements I made
to GALA. Naively, I could simply train on the whole dataset, segment the test dataset,
and submit for scoring with each improvement I made. However, in machine learning it is
established practice to keep separate train, validation, and test sets - iteratively train on
the first to optimize score on the second, and finally evaluate on the third. This is done
to avoid overfitting the data and ensure that the last evaluation metric is a meaningful
representation of how the technique would be expected to fare on new, unseen data. Despite
this, the Scientific Computing and Imaging research group at the University of Utah, whose
results in the SNEMI3D contest narrowly displaced GALA in late 2013, has submitted 42
times to date, effectively using the evaluation set as a validation set. As the contest will
ultimately be judged on an as-yet-unreleased data set, doing so risks building a model which
is less robust to variation.
Training repeatedly on the whole data set is a poor idea for us not only for theoretical
reasons, but also the immense practical challenge of computing with the entire dataset. It
simply takes too long to make repeated full set training realistic. Even training and testing
on half the dataset takes more hours than is reasonable for continuous feedback. Instead, I
split the training dataset into four quadrants, each 512 × 512 pixels by 100 frames. To crossvalidate feature sets, I train a different classifier on each quadrant, then use each classifier
to segment the three volumes on which it wasn’t trained. This means that for each variation
on GALA I want to test, I end up with twelve numbers that taken together reflect the
performance of the variation.
Making sense of these twelve numbers has been a challenge as I worked with GALA. Ultimately, I found the most effective way to interpret the results was simply by simultaneously
graphically comparing all twelve numbers to the base feature set. In Figure 5, you can see the
type of graph that I use to make this comparison. Each bar measures the difference between
the error scores of the given feature set and the error scores for the base feature set, on a
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22

Princeton 2014

4.1 Cross-validation and feedback mechanisms

4 IMPROVING GALA

specific train-test pair, e.g. trained on topleft and tested on bottomright. A bar pointing
up represents more error and a worse performance than the base, while a bar pointing down
represents a reduction in error. The base feature set would appear as twelve bars of zero
height.
For each segmented quadrant, there is also the question of how best to score that individual volume. The labels given to each neuron fragment are arbitrary, so simply asking
for the fraction of pixels given the correct class is not simple. We care instead about the
fraction of the pixels that are correctly grouped with pixels that are grouped together in the
ground truth. The SNEMI3D contest evaluates based on the ‘adapted Rand error,’ which
they define as 1 - the maximal F score of the Rand Index. The F score is simply the harmonic
mean of the precision and recall. In this case, precision and recall are measured in terms of
pairs of points. A false negative is two points that should have been grouped together but
were not, while two points that were grouped together but should not have been is a false
positive. The precision is then the fraction of co-grouped points that should indeed have
been grouped together, while the recall is the fraction of co-grouped points that were in fact
grouped together.
I considered evaluating instead on the ‘variation of information’ metric presented in [18],
which has a number of nice theoretical properties. It changes linearly with pixel errors and
is positive, symmetric, obeys the triangle inequality, and is comparable across data sets.
However, I decided that I wanted to optimize very directly for the contest at hand, so I
implemented a Python script to measure the adapted Rand error in my segmentations.

The bottomleft quadrant
Throughout the following sections, you may notice a peculiar feature of the evaluatory bar
graphs. Most of the error changes are fairly modest, between 0 and 0.04, which is a reasonable
change for values that are between 0.10 and 0.20. However, it is common for a few of the
bars on each graph to shoot dramatically up or down to the edge of the plotted changes at
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Figure 3: The three biggest segments in the bottomleft quadrant together account for 45%
of the total volume of the quadrant. a) and b) show these three segments rendered in a
side view. c) shows a top view that corresponds to the cross section in d), while e) shows
a bottom view that corresponds to cross section in f). The green 3D segment is shown as
pink in the cross section, while the blue 3D segment is light gray blue, and the brown 3D
segment is shown as electric blue.
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0.1. These changes in fact are usually of about 0.25 in magnitude, more than double the
height actually shown on the graphs.
These extreme variations are all evaluations of segmentations of the bottomleft quadrant.
Error scores of segmentations of the bottomleft quadrant are clustered tightly about 0.06
and 0.31, with almost none in between. This occurs because the ground truth labeling of the
bottomleft quadrant is dominated by three enormous segments, one of which accounts for
15.4% of the total volume, one for 10.1% of the volume, and the other 10.0%. These segments
are visualized in Figure 3. By contrast, discounting those pixels labeled as intercellular space,
the remaining 165 labels each on average account for 0.28% of the total volume. Furthermore,
the three mega-segments make broad contacts in several frames. Whether or not these three
structures are kept separate by the segmentation determines whether the adapted Rand error
will be very low or very high. As this is more of a binary success or failure than a continuous
error score, I allow the change in error bars to extend past the visible region of the graph
and simply indicate whether or not the bottomleft error score changed dramatically.

4.2

GALA’s original features

In Nunez-Iglesias’s original submission to the SNEMI3D contest, he used three features,
called ‘histogram,’ ‘moments,’ and ‘graph.’ Together, I consider these to be the base feature
set for any exploration of GALA and chose to analyze all other features only in the context
of using them in conjunction with the base set. The GALA source code also includes several
features that were used in other experiments but not in the SNEMI3D submission for various
reasons.
All the following features are comprised of both ‘node features’ and ‘edge features.’ Node
features characterize an individual segment that is a candidate for merging, while edge
features characterize the interface between a pair of segments that are under consideration
for merging.
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Figure 4: The base feature set used to describe edges. a) shows an oversegmentation we seek
to agglomerate. In this case, we’re considering merging the purple segment with either the
yellow segment or the red segment. c) shows the corresponding membrane probability map,
and b) shows an overlay of the two. In d), we see the relevant area in greater detail. GALA
calculates features of both the pixels in each segment, and of the pixels along each border.
Here, we show only border pixels, which are highlighted as purple-yellow and purple-red. In
e), see those edge pixels isolated on a colored background. Finally e) shows the distributions
of the pixels in the two edges across values from light to dark. The purple-red edge is
dominated by light pixels with a low probability of being a membrane, while the purpleyellow edge is heavy on dark pixels likely to be membrane.
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Histogram
The core of the base feature set is a set of measures that have nothing to do with the
shape of the segments being merged. Instead, for each segment, the feature characterizes the
distribution of pixel values across values from 0 to 1. Recall that for the IDSIA probability
values that I used as the primary channel in all learning, these pixel values represent the
probability that the pixel is part of a cell membrane. The edge feature characterizes the
distribution across the membrane probability values of the pixels in the segments that touch
a pixel in the other segment.
To better understand this, consider the diagram in Figure 4. The caption explains in
detail how we arrive at a distribution over pixel values from the edges, or equivalently from
the segment itself.
The histogram feature is the distribution described above represented as a histogram
divided into a number of bins given is a parameter, 25 in our use. The feature vector is
simply the normalized size of each bin. It also computes the fraction of the voxels whose
values fall below thresholds given as parameters, in our case 0.1, 0.5, and 0.9.
Moments
The moments feature seeks to characterize the same distributions as the histogram feature,
but using higher level statistical descriptions of the distributions than simply the size of the
bins. The moments feature vector represents the first several moments of the distribution. To
understand the moments of a distribution, consider the formulas for the mean and variance
of a distribution:
Mean(x) = x̄ =

Variance(x) = σ 2 =

N
1 X
xi
N i=1

N
1 X
(xi − x̄)2
N − 1 i=1

These are common statistical measures of the center and spread of the distribution and
represent the first and second moments of the distribution. These formulas can be extended
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for powers beyond the first and second to give

N 
1 X
xi − x̄ 3
Skewness(x) =
N i=1
σ

Kurtosis(x) =


N 
1 X
xi − x̄ 4
−3
N i=1
σ

where the −3 term is added to ensure the value is zero for the normal distribution. Skewness,
the third moment, measures whether the tail is heavier toward higher or lower values, while
kurtosis, the fourth moment, measures how flat or pointed the peak of the distribution is.
[20] Though the formulas can be applied with higher powers and measure superskewness and
hyperskewness and so forth, their meaningfulness is less clear and they have been left off.
However, we do include the number of pixels in the segment as the ‘zeroeth moment.’

Graph
The last feature used by GALA in the original SNEMI3D submission is a measure of the
connectedness of a segment to other segments. Considering the segments as a graph of nodes,
it becomes natural to use graph based measures. Specifically, the node feature vector lists
the degree of the node and the average degree of its neighbors. The edge feature vector lists
the number of common neighbors between the two nodes as well as the difference in their
degrees.

Inclusion
Though GALA only used the histogram, moments, and graph features described above in
the original submission, there are implementations of several other features included with
the software. The first of these is the ‘inclusion’ feature, which simply measures whether
a segment is entirely surrounded by one other segment. We know from the biology that
neurites will never fully encase each other and it would be a strong signal to the classifier to
merge the segments. The primary goal is to ensure that internal cellular structures are not
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Figure 5: Results of adding the inclusion and squiggliness features to the base feature set.
mistakenly considered to be their own cells.
However, such confusions of interior structures is far less common in the SNEMI3D
dataset than in the fly brain dataset for which it was originally developed. This is a consequence of both the biology and the truly excellent membrane probability maps provided with
the SNEMI3D dataset, which largely obviate the risk of internal structures being mistaken
for cells. The results can be seen on the right side of Figure 5, and unsurprisingly the feature
does little more than confuse the classifier.

Squiggliness
The ‘squiggliness’ feature seeks to characterize the shape of the boundary between two
segments that could be merged. The intuition supporting it is that borders that have highly
irregular shapes are likely interlocking segments that were simply oversegmented, whereas
smooth and straight boundaries are likely real cell borders. This is a strong concept, and
examining the watersheds makes it clear that there are distinctions between the edges of
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good merges and bad merges.
Unfortunately, this was originally designed for isotropic datasets with the same resolution
in all three dimensions, in which the original oversegmentation is actually done in three
dimensions rather than sequential two dimensional images. The two dimensional segments
have a completely flat interface with segments in adjoining frames, which strips most of the
utility of this feature on the SNEMI3D dataset. The results can be seen on the left side of
Figure 5 and just like the inclusion feature, it fails to improve the results whatsoever.

4.3

New features
We did not focus on these maps extensively, and expect that these are not the
last word with respect to useful features for agglomerative segmentation learning.
- Nunez-Iglesias et al. 2013

My main approach to improving the performance of GALA on the SNEMI3D contest was to
extend the set of feature descriptors, inspired by the quote above from the original GALA
paper. I was confident coming in that by characterizing the segments in new ways, I could
give the classifier new effectiveness in distinguishing good merges from bad. However, it
quickly became clear that blindly introducing new features is no guarantee of improved
classification. I consequently spent the bulk of my time devising, implementing, and testing
features through many cycles of iteration as I tried again and again to create something
capable of diminishing the error.
Contact
It was extremely clear from the beginning, both intuitively and from data, that the pixels
in the interface have the most important information about whether or not two segments
should be merged. Figure 4 demonstrates clearly what a giveaway the simple coloring of the
border can be. The pixels in the contact region are those that have a neighbor that is in the
opposite segment. In the conclusion of the original GALA paper, Nunez-Iglesias et al. note
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that ‘Additionally, we found that most errors in our EM data are pinch errors, in which a
neuronal process is split at a very thin channel.’ I noticed the same effect in my baseline
segmentations of the dataset, and hoped that I could calculate values that would help the
classifier recognize positive pinches.
I sought to create a feature that would reveal more about the interface by contextualizing
it in terms of the segment of which it is part. This lead me to compute the following set of
values to further characterize the contact between the two segments.
• the fraction of the current segment’s pixels that are part of this contact. Thin pinched
channels have an exceptionally low value for this.
• for each specified threshold, the fraction of the pixels in the contact region that are
lighter than the threshold, i.e. less likely to be membrane
• for each specified threshold, the fraction above normalized by the fraction of the segment volume that the contact represents.
The above were computed with the thresholds 0.1, 0.5, and 0.9. The final feature vector
given to the classifier were both the ratios above and their logarithms, following the example
of [5].
The improvement made by the contact feature is immediately clear in Figure 6. In
about half of the train-segment volume pairs, the addition of the contact feature is a useful
disambiguator. In the other half, performance is not significantly worsened in a single trainsegment pair.

Direction
Despite the improvements demonstrated by the contact feature, I was convinced I could
get the most dramatic improvements by identifying the most obvious signals being used by
human labelers which were not being exploited by GALA. The most obvious candidate was
some sort of shape feature that analyzes the three dimensional structure of the segments, as
Neal Donnelly

31

Princeton 2014

4.3 New features

4 IMPROVING GALA

Figure 6: Results of adding the direction and contact features to the base feature set.
it seems that only looking at the pixel values of the points and not their positions leaves a
large amount of information on the table.
My first attempt to take advantage of this information was in what I call the ‘direction’
feature. The fundamental hope is made clear by Figure 7. Neurites are often relatively
tubular in shape, with one primary direction of motion. If the segments point toward each
other, then they are a good candidate for merging, but if they point in different directions,

Figure 7: 3D renderings of canonical positive and negative merge examples, taken from [5].
The left shows a pair that should be merged, while the pair on the right should not.
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Figure 8: These renderings show two calculations of the direction feature. The green vector
shows the direction of greatest variance of the yellow points while the red vector shows the
same for the blue points. The gray vector connects the centroids of each point cloud. The
feature measure the angle between each of the three pairs of vectors.
they’re likely divergent neurites.
To specifically calculate the direction, I begin by finding the centroid of the pixels in
the edge between the two segments. For each segment, I then sample one in every 500
pixels within a 100 pixel radius of this centroid. Of these pixels, I take the singular value
decomposition to find the vector direction of greatest variance. This is shown in Figure 8,
which shows the point clouds, their vectors, and the vector between the centroids of the
clouds. The features given to the classifier are then the cosines of the angles between each of
the three pairs of vectors, as well as the differences between these angles. For the left image
in Figure 7, the angle between either SVD vector and the vector between their centroids
would be π and the difference would be zero. Conversely, the right image in Figure 7 would
closely resemble the right image in Figure 8, with two different acute angles between the
adjacent vectors. The results of this process are very similar to the Smoothed Vector Field
used by the LASH algorithm by Jain et al. [12]
The most obvious problem with this feature is not an issue of usefulness, but one of
computability. When computing the histogram feature, the unnormalized bin size can be
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stored on each node and when two nodes are merged, the bin counts are simply added.
For each pair of segments for which the direction feature is computed, we must sample
pixels in a radius and calculate the SVD, neither of which is computationally trivial. Even
optimizing for the best underlying linear algebra package, this repeated calculation is too
burdensome to make direction a viable feature. I ran it to completion on the quadrants, and
the unimpressive results are shown in Figure 6. However, rather than take this performance
failure too seriously, I dismissed the direction feature on account of the outrageous cost of
its repeated computation and plowed ahead with a new approach to three dimensional shape
features.

Skeleton
In my second attempt to build a descriptor that leverages the three dimensional shape of
the segments, I deliberately took an approach that would not be nearly as computationally
intensive. The ‘skeleton’ feature seeks to represent each segment as a sparse set of points
that, when connected, show the core shape of the segment. To begin, every segment has a
skeleton with just one point, the centroid of the segments’ pixels. When two segments are
merged, their sets of skeleton points are joined. A check is then made whether any pair of
skeleton points fall within the merge radius which is given as a parameter, typically 35-50
pixels. If they do, then those skeleton points are merged, taking their average weighted by
the number of points of which each is the centroid to ensure the new point is the correct
centroid. The results of this process are visualized in Figure 9.
Once the skeletons have been tracked, the question becomes how to compare and quantify
them to be a useful feature for the classifier. In my first iteration, I simply found the pair
of points, one from each skeleton, separated by the smallest Euclidean distance, then for
each of those found the point in its segment closest to it. These four points were then
used to measure the same angles as are measured in the direction feature. The results of
this approach are shown in the left two sets of bars in Figure 10, one of which includes an
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Figure 9: The images on the left show randomly chosen segments rendered in 3D. Images
on the right show the skeletons of the same segments as tracked by the skeleton feature.
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Figure 10: Results of adding the skeleton feature.
additional set of neighboring skeleton points in angle comparisons. It’s immediately clear
from the leftmost set of bars that the skeleton points are better sources of vectors for angles
than the singular value decomposition. The performance is better than with the direction
feature, but still not reliable.
However, the skeleton offers much more information than just the points on the edge
that are closest to the opposite segment. Examining Figure 9, there are clear differences in
the skeleton structure of various neurites. Thin strands form skeleton points along continuous lines, while more blob-shaped structures form round clouds of points. To capture this
distinction, I measured the mean and variance of the distance of each skeleton point from
the centroid of the skeleton points, as clouds exhibit low variance and a smaller mean while
lines exhibit high variance and a larger mean. I also measure the difference in these values
between each other and what they would become were the segments to be merged.
I also began to consider new ways to capture whether the segments point towards each
other. To that end, I measure the linearity of the four points in each set closest to those
points in the other set. [23] provides a fantastic comparison of different methods of measuring
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linearity of a cloud of points. I found that across their examples, measuring the eccentricity
from the moments of the distribution of point locations gave the results most in line with
what should be considered linear in the context of this data.
Frustratingly, this new approach failed to improve the results, as is seen in the right two
sets of bars in Figure 10. I spent a while testing the code to ensure the results are in fact
an indictment of the ideas and not the implementation. Ultimately, I concluded that the
problem with skeleton based features is that they require segments to have undergone at
least several merges before they become meaningful. However, simply because of the treelike nature of hierarchical agglomeration, there are far more examples from the early stages
of the agglomeration. This makes it difficult for the classifier to make reliable distinctions
based on any part of the skeleton feature vector, though I’m curious how it would perform
on isotropic data.

Stage
To address the changing relevance of features during the agglomeration process, I tried
adding a feature which simply tracks how many merges the segmentation has undergone. It
is intended to be used in conjunction with the skeleton or direction features to differentiate
features useful in late-stages from those useful earlier in the agglomeration. I also include
the difference between these merge counts to signify when one segment has undergone more
merges than the other.
Figure 11 shows the effects of adding the merge counters to the feature vector, starting
with either the base feature set, or additionally with the more stage-dependent skeleton
feature. However, I found that in both cases, the stage feature failed to make anything
clearer. This was the last defeat I suffered on three dimensional shape features, and decided
it was time to refocus my efforts elsewhere.
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Figure 11: Results of adding the stage feature. Note that the zero line is different between
the two sets of bars, so each bar compares directly to training and testing on the same
volumes with the same features, but without the stage feature.
Base features in local radius
In several of the papers I read in researching useful features for agglomerative segmentation,
I found that the authors calculated features on the voxels within a small radius of the merge
point. [1] [5] With that in mind, I set out to calculate the histogram and moments features
from the base feature set on the pixels in a radius around the centroid of the border between
the two segments.
Implementation was less simple than might have been originally expected. When I first
implemented it, I had just removed the cache of all the points associated with each segment
and seen serious enhancements in memory usage. Reluctant to give those up, I tried to find
the pixels local to the merge point by doing a three-dimensional flood fill of pixels within
the radius with an appropriate segment ID. However, even implemented in highly-optimized
Cython, performing this operation every single time that two segments were considered for
merging was prohibitively expensive. Instead, I reverted the code to a branch that maintained
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Figure 12: Results of calculating base features not only on each segment and the border
pixels, but also on pixels in a radius around the merge point.
the cache of edge points that could simply be cropped to the radius.
These results were also disappointing, again making the performance worse rather than
better. Again, substantial testing was done to ensure the issue was with the idea and not with
the implementation, though as this feature manager simply inherited from the existing base
feature managers there was relatively little room for error. Though I had high hopes, I believe
this approach failed because most pixels captured in the radius were either redundant with
the edge, or were irrelevant interior pixels with tiny membrane probability. My hope that
it would somehow help ambiguous regions dominated by midrange membrane probabilities
failed to be realized.
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Cues
Improving the feature descriptors used by GALA is not the only means of improving the
algorithms improvement on the SNEMI3D dataset. GALA is designed to accept three dimensional image stacks that have multiple channels of pixel values. In the original use of
GALA on a 500 × 500 × 500 voxel isotropic volume of Drosophila melanogaster larval neuropil, Nunez-Iglesias et al. included channels in which pixels represented not just membrane
probabilities, but also probabilities for mitochondria, glia, and cytoplasm. [18]Feature vectors are computed once for each channel and simply concatenated. Nunez-Iglesias et al. also
note in their conclusion that adding pixel channels with synapse and vesicle probabilities
could yield improvements.
I seriously considered working with biological cues, but several obstacles prevented me
from pursuing them. First, while I was simply handed stellar membrane probabilities, I would
be forced to generate my own probabilities of other biological structures. The software tools
used by Nunez-Iglesias, Raveler and Ilastik, require labeled training sets to learn to identify
such pixels. Furthermore, Raveler is specifically optimized to work with isotropic data and
there is no guarantee that I would be able to get useful results for the SNEMI3D dataset
in a reasonable time frame. Furthermore, Nunez-Iglesias did not use these channels when
working with the SNEMI3D dataset.
However, in the extremely thorough comparison of features conducted by Bogovic et al.
in [5], they showed a dramatic improvement by doing their analysis of the distribution of
pixel values on not only membrane probabilities, but also the magnitude of the gradient of
the membrane probability map. I therefore experimented with adding the first and second
derivative channels, examples of which are shown in Figure 13, and the results of which are
shown in Figure 14.
I also experimented with including the raw luminance values from the electron microscope
images, as well as the gradient of those images. Though there was nothing to substantiate
the idea that it would improve results, the opportunity cost to try was so low that I gave it
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Figure 13: The five pixel channels I experimented with, from one frame of one quadrant of
the dataset. Top row shows raw luminance values at left and gradient of luminance at right.
Bottom row shows membrane probabilities at left, membrane probability gradient at center,
and second derivative gradient at right.
a spin.
I was unsurprised that the luminance values failed to cause any sort of positive effect,
but mildly disappointed to find nothing useful with the derivative channels. It is unclear to
me how Bogovic achieved such an improvement with them, as the histogram features we are
computing on them are nearly identical.

4.4

Oversegmentation

The vast bulk of my efforts to improve GALA were directed toward attempting to engineer
new features that would allow the classifier to better differentiate between good and bad
merges. However, as I found myself unable to make substantial improvements, I considered
that perhaps the errors were not arising from poor decisions made by the classifier, but by
poor preconditions that forced these bad decisions. This became particularly clear when
examining the original oversegmentation from which GALA was agglomerating. Figure 15
shows the particular frame of the topleft segment in which I noticed that the oversegmentaNeal Donnelly
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Figure 14: Results of calculating base features not only on the membrane probabilities,
but also the listed other channels. Some sets of bars contain less than twelve bars because
processing with more channels is more demanding and I chose not to fully evaluate channel
sets that were not promising.
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tion had in fact undersegmented the starting point.
In my eagerness to precisely recreate the results of Nunez-Iglesias to use as a starting
point, I had asked for the oversegmentation volume used in their original submission. I had
been obliged in my request, and simply took it for granted that the oversegmentation was
an ideal starting point. However, Nunez-Iglesias had deliberately attempted to minimize the
number of superpixels in the oversegmentation while minimizing the undersegmentation, and
produced an oversegmentation that resembled the ground truth on each individual frame.
My approach was to abandon this target and instead dramatically oversegment each
frame. This shifts responsibility for accuracy from the starting watershed algorithm to the
agglomerative learning algorithm into which we’ve invested the overwhelming majority of our
time. I used the same code infrastructure as Nunez-Iglesias to generate my oversegmentation
with a few changes. The oversegmentation pipeline preprocesses the input images, generates
the initial seeds, and calls into the scikit-image library’s efficient implementation of the most
common watershed algorithm. [27]
My changes to the watershed creation are entirely in the parameters given to the preprocessing and seed generation steps. The most important change is that Nunez-Iglesias
thresholds the membrane probability maps, turning the range of 0-1 values into binary true
or false whether the membrane probability was above a certain threshold. Though this succeeded in creating nice clean segmentations, it was distinctly vulnerable to undersegmenting
portions of an image separated by an uncertain boundary, as is seen in Figure 15.
The other important parameter with which I experimented is the minimum seed size
(MSS). This parameter specifies the number of pixels that must share the local minimum
value for that value to be used as a watershed seed, effectively controlling the density of
seed points. In the original segmentation, Nunez-Iglesias used an MSS of 5. I found after
experimentation that I achieved the best results with an MSS of 2. The results of training
and cross validating GALA with the base feature set on watersheds with minimum seed sizes
of 2 and 3 are shown. MSS of 4 continued the trend of diminishing improvements, while
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Figure 15: All four images show different views of the same cross section of the topleft
quadrant. a) shows the original oversegmentation, while b) shows the ground truth. Notice
in the circled region that two different segments in the ground truth labeling have been
erroneously given the same label in the oversegmentation, before GALA has even begun to
agglomerate. d) shows the membrane probability map and the weak boundary leading to
this poor oversegmentation, and finally c) shows the oversegmentation generated by my new
system.
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Figure 16: A comparison of results after training and segmenting on oversegmentations with
the minimum seed size parameter changed. Here minimum seed size of 2 and 3 are shown.
Minimum seed size of 4 performed worse than 3, and minimum seed size of 1 elicited unusable
results from the watershed algorithm.
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Figure 17: Performance of GALA on an oversegmentation with minimum seed size of 2,
compared to performance of the base feature set with Nunez-Iglesias’s oversegmentation.
MSS of 1 created unusable watersheds.
This lack of thresholding and smoothing allowed the oversegmentation to respect even
ambiguous, low-probability membranes, but also resulted in a great proliferation of speckles
and strange artifacts in regions with highly ambiguous membrane probability values. To
address this, I wrote functions to fill in any set of labels completely surrounded by another
label with the surrounding label.
The performance of GALA on the new watersheds can be seen in Figures 17 and 18
compared to both the base feature set and the base feature set extended with the contact
feature. It’s a remarkable improvement across the board, and it’s gratifying to see the
difference made by the contact feature. The only complication is the few relative error bars
shooting off the top of the frame. Those are once again the segmentations of the bottomleft
quadrant. With the new watersheds, they are consistently erroneously merged because of an
extremely confusing membrane probability in frame 48, which is shown in Figure 19. This
trips up the watershed because of a known bug with the scikit-image implementation of
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Figure 18: Performance of GALA on an oversegmentation with minimum seed size of 2,
compared to performance of the base feature set with the contact feature added with NunezIglesias’s oversegmentation.

Figure 19: The source of the dramatic error in the segmentation of the bottomleft quadrant.
The ground truth is shown at left, the membrane probabilities at center, and erroneous
oversegmentation at right.
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watershed, [17] which allows hypothetical water to flow in cracks between segments, in this
case creating two large islands removed by the post-processing step detailed above. There are
workarounds, but noting no such confusions in a visual inspection of the oversegmentation
of the test set, I decided to press forward with the test set due to the closing time window
for the project.
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I ultimately made four submissions to the SNEMI3D contest, the results of which can be
seen in Table 1. The first submission I made was nearly identical to the submission made by
Nunez-Iglesias that was in second place. We started from the same oversegmentation, used
the same pixel channels, trained for the same number of epochs, and most of the features
we used were the same. The only change was that I added the contact feature which had
shown strong performance in cross validation. It improved on the original submission in fifth
significant digit - an impressively miniscule change that mostly just served to validate my
technical setup.
Submission
Original GALA submission
Leading SCI submission
GALA with contact feature added
GALA with contact feature added, trained for ten epochs
GALA with contact, skeleton, and stage features added
GALA with contact feature, new watersheds (min seed size 3)

Adapted Rand error
0.12504
0.12482
0.12501
0.15049
0.14506
0.10041

Table 1: The results of all my submissions to the SNEMI3D contest, as well as the existing
leaders.
I made two more submissions based mostly on wishful thinking. Despite the clear indication that the skeleton and stage features did not consistently or significantly improve
the results, I hoped that perhaps their effectiveness would be greater in a larger volume
when more of the merges are between segments with real three dimensional shape. I also
wondered if perhaps simply training for more epochs would allow it to improve my fit to the
data. Unfortunately, neither theory worked out, and both submissions fared significantly
worse than the baseline submission.
It was not until I submitted with the new watersheds that I broke through and managed
to retake the top of the leaderboard. I took it decisively, even beating out a manually
proofread submission by the SCI group that was briefly allowed on the leaderboard. It’s
clear from my cross validation that the contact feature can make a real difference, so it was
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surprising that it made such a tiny change when run with the original oversegmentation.
However, seeing the enormous jump brought on simply by changing the oversegmentation, I
have come to believe that much of the error in the original GALA submission can be traced
to the original oversegmentation.
I’m frustrated to have discovered this so late in the project - I think that with more attention and exploration, refining the oversegmentation could have made even more dramatic
improvements. In retrospect it seems like it should have been an obvious starting point, as
Nunez-Iglesias reduced his error score in SNEMI3D by a factor of three when he changed the
starting point from three dimensional supervoxels to in-plane two dimensional superpixels.
Though the watershed algorithm is a good, simple starting point, I believe that it could be
customized to work more effectively on membrane probability maps as could the pre- and
post-processing. I strongly advocate further research into this stage of the pipeline.
This improvement also highlights the serious limitations imposed on GALA by its implementation. Training on the full dataset with the new oversegmentation took more than
thirty hours, almost triple the time taken with Nunez-Iglesias’s oversegmentation. If our
goal in automating neurite segmentation is to allow researchers to work with larger volumes of brain tissue, we should expect that our software would be able to handle larger
datasets, yet GALA’s current implementation would choke on anything bigger without a
serious supercomputer to back it up.
I believe that any further work that seeks to improve or integrate GALA needs to take a
critical look at what is being stored on each node in the segment graph, and how it’s being
stored. I was able to make a substantial improvement simply by deleting something unused,
and there are likely still similar opportunities. Furthermore, we should critically examine the
data structures used to store the necessary information. I expect that by replacing Python
data structures with NumPy matrices where possible, and using Cython to type numerical
values, could diminish the memory usage dramatically and offer modest gains in speed.
GALA is a magnificent accomplishment for the work of such a tiny team, and Python’s
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high programmer productivity and extensive libraries is due much credit for making it possible. However, were I to start a project of similar scale, I would not choose Python after
this experience. I’m sorely tempted by the promises of the Julia programming language,
which offers Python-like syntax and convenience, performance on the order of magnitude
of C, strong support for parallelism, and easy calling of C and Python libraries. The most
significant drawback is the youth of the ecosystem, as many classic algorithms have yet to
be implemented in Julia since it was published in 2012.
Finally, I think it’s important to address the failures of the shape-based features. Though
they have been shown to be effective in previous studies [12] [5], I failed to realize earlier on
how significant the difference is between isotropic and anisotropic data. With isotropic data,
the conceptualization of segments as three dimensional blobs makes sense. With anisotropic
data like SNEMI3D, however, the segments are better reasoned about as stacks of discs.
This is especially important as most of the merges occur at the flat interface between two
discs, and I believe that this scuttled my shape features.
The obvious suggestion would have been to experiment with my shape features on an
isotropic dataset. I chose not to for two reasons. First was the logistical consideration. I had
committed early to improving GALA’s performance in SNEMI3D, and I was concerned that
taking the time to get my system running on a different dataset would take time I needed to
continue experimenting toward my original goal. Second, I’m more interested in my product
working effectively on an anisotropic dataset. It was only when I began to read about the
methods used by actual connectomics research that I realized what a luxury isotropic data
is, simply because slicing tissue as finely as the imaging resolution limits the scale of the data
collection. Ultimately, I’m glad that I was able to contribute one feature that demonstrably
improves results on anisotropic data.

Neal Donnelly

51

Princeton 2014

6 CONCLUSION

6

Conclusion

This project has been enormously instructive. First and foremost, I’ve had it dramatically
reinforced how frustrating and difficult feature engineering can be. When I was hunting for
a thesis topic, I was coming fresh off a summer internship where I struggled to do feature
engineering for natural language processing. I was so eager to try machine learning tools
that could autonomously build high level representations of the data that I was seduced by
Jeff Hawkins’ Numenta Platform for Intelligent Computing, which promises to emulate the
neocortex to do spatial and temporal pooling of concepts. I spent months trying to get it
to do anything before losing faith in their lack of peer-reviewed publications and focused
instead on neuron segmentation.
I decided not to pursue automatic learning for this project because it pushes the challenge
from thinking critically about the problem domain and its properties to thinking critically
about computation and implementation in cumbersome high performance languages. However, I was much more successful in this project at the performance improvements than the
feature engineering, so perhaps I should reconsider for my next project.
Second, I learned about the realities of scientific computing and working with enormous
datasets. Most projects I’ve done could be run on my laptop, and consequently Python
was my favorite programming language. Now I’ve been confronted by problems to which
the solution cannot be computed simply because of the intense overhead associated with my
choice of programming language. Though I don’t know what I would prefer to use, I feel
ready to experiment.
Third, I spent a long time thinking about the promise of connectomics. I fantasize that
if a neuroscientist could analyze enough fly brains to identify the properties of the circuits
that allow a fly to know that a swiftly moving hand is bad, to know that food is love, and
to know that flying toward the light is good, it would spark an absolute revolution in our
understanding of neuroscience and computation. I am optimistic that within fifteen years,
computer vision pipelines will be able to process a petavoxel image into a sufficiently accurate
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connection matrix of the neurons contained within. Of course, discerning any meaning from
those connection matrices will be its own behemoth of an undertaking, but the promise
is so huge that it’s easy to stay motivated. In the meantime, I’m excited to work on these
problems, and I’m very grateful to have had the opportunity to dedicate myself to one corner
of them.
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