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Abstract. Paraphrastic sentence identification is the process identify-
ing similar meanings within sentences. It is close but opposed to en-
tailment problems which check if the meaning implied by one sentence
entails a second sentence. A typical method for both sentence entailment
and paraphrastic identification problems is the embedding space solution
which projects sentences into a finite length meaning vector which can
be checked for similarity against other meaning vectors using cosine dis-
tance. This whitepaper presents a method for performing paraphrastic
sentence identification that is different from this typical embedding space
method, and which instead uses neural machine translation methods. It
is tested on a conversational small talk task where the most similar sen-
tence to some input sentence is found from among a pool of possible
reserved sentences.
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1 Introduction

An increasingly common problem in the natural language processing (NLP)
field is that of paraphrastic similarity checking. The problem consists of finding
sentences that have the same basic content but different forms. An example of
two paraphrastically similar sentences may be ‘The dog caught the ball’ and
‘The ball was caught by the dog’. While the first sentence is active and the
second sentence passive in its verb structure, together the two sentences have
the same basic meaning. This can be opposed a sentence pair such as ‘He went
to the bank to make a deposit’ against ‘He went to the bank to fish’. Both of
these sentences share the same form in their first halves but have very different
meanings and are not, in fact, paraphrases.

This can be especially difficult when applied on the subspace of small talk
conversations, also known as phatic communication or chit chat. A small talk
conversation focuses on questions and answers that are mostly concerned with
the conversant’s opinions, states of mind, ideas, and trivia concerning the imme-
diate state of the world. This space of questions can be difficult produce answers
due to the ambiguity and specificity in many different kinds of small talk ut-
terances. For example, the sentence ‘Is Lucy the prettiest?’ contains a question



of opinion about a particular person with a focus on appearance. However, the
opposite conversant can choose to treat the question ambiguously, out of po-
liteness, meaning that the sentence also has a component of sensitivity that is
different from a question like ‘What’s the weather like today?’.

Deep learning has become a highly reliable and useful tool for the machine
learning community and for NLP processes in particular. This tool relies on layers
of neurons that perform linear operations followed by non-linear operations to
produce an output context that can be used to perform some useful task. For
deep learning, all inputs are a vector or tensor of some kind as are all outputs.

1.1 Paraphrastic Embedding Models

One of the most important steps to make deep learning useful for NLP involves
the creation of word embeddings — mappings from words represented as indices
in a vocabulary to vectors that represent a useful meaning or topology to the
deep learning model. A simple example might be a word embedding that maps
into a vector space with two dimensions, where the first dimension represents
the words ‘roundness’ while the second represents its ‘animalness’. A word such
as ’sphere’ might be mapped to < 0.89,−0.73 > while a word like ‘dog’ might
be mapped to < −0.48, 0.95 >.

Using these word embeddings as analogues, deep learning work on para-
phrastic similarity has been performed in the sentence embedding space which
attempts to provide meaning vectors for whole sentences, as opposed to single
words. In [6] the authors use an word averaging model that is designed to produce
word embeddings which can be averaged to provide a final sentence embedding
that captures the meaning of the whole sentence.

To produce paraphrastic word embeddings they they use paraphrase sen-
tences derived from novel approach double machine translation approach. Namely,
sentences are translated into Czech automatically, then translated back into en-
glish, and the best sentence translations according to some automated criteria
are then kept while worse translations are thrown out.

Then stochastic gradient descent is used to train a model with a cosine em-
bedding loss function that fulfills their word averaging model requirements. The
loss function they use is given in equation 1. This function requires both para-
phrastically correct sentences, sentences with the same meaning, and paraphras-
tically incorrect sentences with dissimilar meanings, to function. The paraphras-
tically correct sentences, which come as a pair are named x1 and x2. t1 is a
sentence chosen to have a different meaning from x1 while t2 is chosen to have
a different meaning from x2. Otherwise, given only correct sentences or only
incorrect sentences the loss function drives the model to degenerate solutions.

δ is a tunable parameter that ensures that similar sentences don’t count
against the loss once they are ‘close enough’ in the final averaging model.

max(0, δ − cos(g(x1), g(x2)) + cos(g(x1), g(t1)))+

max(0, δ − cos(g(x1), g(x2)) + cos(g(x2), g(t2))) (1)



This model incorporates the meaning of every word in the sentence by av-
eraging those meanings together. However, while this method is often able to
capture a very general idea, or concept, of the sentence’s semantics, it is often
unable to capture both sentence semantics and syntax in a way that is useful for
the small talk problem. Namely, word order is completely washed out by word
averaging models, and as a result we searched for a stronger method.

In [7] the authors take advantage of a particular kind of deep learning model
called a recursive neural net (RNN), and, specifically, a particular kind of RNN
called a long short-term memory (LSTM) model [3]. The authors produce sen-
tence embeddings using the hidden states of a bidirectional LSTM. This was done
by passing two known paraphrase sentences through the LSTM and applying a
cosine embedding loss function to the output vector of both LSTMs directly. Ad-
ditionally, a negative example was also compared by applying the negative cosine
embedding loss through back propagation. They experiment with variations of
averaging hidden states to capture the impact of all words in the sentence.

Like the word averaging model, the LSTMs in [7] suffer from the disadvantage
that they map the meaning of the entire sentence into a single fixed-length
vector representation, a sentence embedding. Intuitively, it seems unreasonable
to generate sentence-length paraphrases based on a single vector; the first few
words of the paraphrase are likely highly correlated with the first few words of
the source sentence, yet, the decoder must consider this information at various
timesteps, when the information is not encoded into the vector.

1.2 Neural Machine Translation

In NLP, Neural Machine Translation (NMT) is a problem typically encountered
when attempting to build a model that can take words, phrases, and sentences
from some input language and translate those words into an output language.
Using LSTMs, NMT researchers are able to build a system made of an autoen-
coder and autodecoder that takes words from the input vocabulary one at a
time, translates them into an encoder hidden state, and then uses the decoder
to translate them into an output vocabulary.

The decoder, like the encoder, needs to remember which words it has already
decoded, and it does this by feeding decoded words through its input on the
next timestep, while its hidden state holds the rest of the sentence meaning.
The output of the decoder contains a probability distribution of possible output
words. To find the highest probability sentence, a beam search is performed where
high probability words are fed into multiple copies of the decoder until an end
of sentence token is encountered [5]. By following multiple paths there is some
reasonable expectation that a very good sentence translation will be found.

This beam search is especially powerful when paired with attention based
methods that allow the decoder to use input words to change its output proba-
bilities [4]. These attention based methods can significantly increase the overall
performance of the model as attention provides the model with access to all
the information available in the input words. Otherwise, the model is limited to
entropy available in the encoder hidden state.



In this whitepaper we present a method that makes use of neural machine
translation methods to score a sentence against a set of candidate sentence on
the paraphrastic similarity problem. Using this method on a small subsample of
question sentences oriented towards the small talk problem we show increased
performance using neural machine translation methods against word average
and LSTM-based sentence embedding methods. We especially find that atten-
tion methods are a necessary component for building an improved small talk
paraphrase model.

2 The Method

We attempt to match small talk questions to a lexicon of 11232 candidate
< question, answer > tuples, finding a paraphrase, that is, a tuple with the
same basic meaning. Each tuple consists of a manually curated reference small
talk question and answer, such as <’Are you an alien?’, ’I was created on this
planet.’>. By mapping a query to a paraphrase tuple in the lexicon, relevant
responses can be generated for unseen small talk questions.

We built three models — one was an average word embedding model that
used word embeddings provided by [6]. The second was a bidirectional LSTM
implementing cosine embedding loss and that averaged the hidden states, trained
in a similar fashion to [6]. To find tuples with the highest paraphrastic likelihood,
we employed a nearest neighbor search using cosine similarity of the generated
sentence embeddings.

The third was a novel NMT based model that we adapted from OpenNMT [2].
This model makes use of an encoder and decoder set up as previously described,
along with an attention based scoring mechanism that helps the model select the
appropriate word by paying close attention to particular input words, based off
the output decoder context [4]. The model was trained on a dataset of 9 million
paraphrase pairs, with a validation dataset of 1 million paraphrase pairs. The
dataset consisted of a mixture of paraphrase pairs from the Czech dataset in [6]
and curated paraphrase pairs collected via Mechanical Turk.

2.1 Optimizing Log Softmax

OpenNMT scores outputs using log probabilities so we were similarly able to use
OpenNMT’s native neural translation method combined with a unique beam
search through all the candidate sentences to find those sentences which had
the highest probability of being correct. This method, however, is much slower
than the average word embedding method so we also had to develop a number
of optimization techniques to make the method viable for our dataset.

One of these techniques, and likely the most important, involved changing
the method used to calculate word probabilities used by OpenNMT. When per-
forming translations the heaviest calculation is often involved in turning the
output from the decoders final layer into word probabilities. This is a heavy
computation since a log softmax, found in equation 2, is often used to calculated



this step. In this equation, w is the weight of a single word, while V is the set
of all word weights in the vocabulary. The sum in the denominator is expensive
when a vocabulary contains 50000 words as our did.

logsoftmax(w) = log(ew/
∑
∀v∈V

ev) (2)

If the decoder was only looking at a single word and not a sequence of words,
then word weights could be used directly, but we faced the problem of differing
exponential sums for each step in the word sequence and each decoder state.
Rather than performing this operation for all words in the output vocabulary,
we have found that a quick optimization can be performed by limiting the sum-
mation step to only words found in the reference sentences, R, as in equation 3.
This optimization step was able to greatly increase the efficiency of our NMT
based model as there were only 3000 unique words in the reference sentences.

logsoftmaxref(w) = log(ew/
∑
∀v∈R

ev) (3)

2.2 Results

For our needs we need a precision score above 90% for either word averaging or
NMT methods to be useful while a lower recall would be fine. Thus, in setting
thresholds for accepting a result we looked for that setting which maximized
recall while keeping precision above our threshold. For testing, we manually
evaluate groups of samples of small talk utterances against the paraphrase tuples
the model matches them to. Table 1 shows the best recall values above a 90%
threshold for the sentence averaging, LSTM averaging, and the neural machine
translation techniques. As can be seen, the neural machine translation method
doubles recall while maintaining our required precision.

• Recall Threshold
Word Average 0.16 0.9
LSTM AVG 0.19 0.9

NMT 0.33 0.9

Table 1: Recall and Threshold numbers at 0.9 precision using the various models.

We also looked at the NMT method without attention, however, we found
that once attention was removed the performance of the NMT model fell far
enough that we were unable to meet our precision requirements at any threshold.

3 Discussion and Conclusion

For our use case, small talk utterances, we found that NMT models out per-
formed sentence word averaging models. We believe this to be due to OpenNMTs



greater attention to word order, as captured both by the LSTM encoder state,
but more importantly as used by the attention mechanism built into OpenNMT.
A sentence embedding and even an LSTM encoder state can only has so much
entropy — attention states, however, help the decoder by providing, potentially,
as much entropy as provided by the word embeddings in the input sentence.

A good example sentence for the difference in performance between these two
models is ‘Is there life in outer space?’. Using the averaging model we got a closest
sentence of ‘Are you from outer space?’ while our NMT technique returned a
closest sentence of ‘Is there life on Mars?’. It may seem like a small difference,
or even that the NMT technique returned a worse sentence since the subject of
the NMT sentence ‘Mars’ against ‘outer space’, but it is far more important to
us that the form of the sentence matches in a manner that is likely to elicit an
appropriate response. The first question, having ‘you’ as its subject, is about
‘your’ origin. The second sentence, while inappropriately fixated on ‘Mars’, is
still likely to produce an appropriate response to the question ‘Is there life in
outer space?’. This shift in emphasis appears to be due to the extra entropy
provided by the attention mechanisms in the NMT model.

For us, at least, it appears that greater leverage can be found by using models
that are able to take advantage of higher entropy spaces, like those provided by
OpenNMTs attention based models. These models provide us with reference
sentences that are often capable of capturing not only the general meaning of a
sentence — including sentences that have similar words, but they also help us
put those words in an appropriate order.

It seems that paying attention pays off, after all.
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