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1. Introduction 

Virologist Ron Fouchier intentionally created what could be the most 

dangerous thing humans have ever made: a human-transmissible strain of 

the highly lethal H5N1 “avian flu” virus. Fouchier had only noble 



intentions. He created the virus to help public health officials assess the 

risk of a natural mutation that would turn H5N1 into a global pandemic. 

But based on the mortality rates in existing H5N1 cases, Fouchier’s virus 

could kill hundreds of millions of people if it escaped his lab—or if it were 

recreated elsewhere and intentionally released. Unsurprisingly, then, news 

of Fouchier’s research provoked considerable controversy (Enserink, 

2011). Some people marveled that ethical review boards had approved his 

research in the first place. Some called for the Dutch government to 

prohibit Fouchier from publishing his results. Others, however, insisted 

that Fouchier had done nothing wrong—he was just doing “value-neutral 

science,” after all—and that any government censorship of his work would 

infringe his academic freedom. 

 This paper takes up two questions that are illustrated by Fouchier’s 

discovery of a method for creating a pandemic flu virus. First, under what 

conditions (if any) does a scientist or inventor act wrongly by conducting 

“dangerous” research? Second, what position should government and 

other funders take toward such dangerous research? In addition to cases 

like Fouchier’s, these issues arise in nanotechnology, genetics, information 

technology, climate engineering research, weapons development, and 

other areas. 



 After stipulating a definition of ‘dangerous research’, the paper 

argues that “dangerous research” is unethical from both consequentialist 

and nonconsequentialist perspectives. The main line of argument overlaps 

with and extends the main argument in (Koepsell, 2010), which reaches 

similar conclusions based on more specific moral principles. After 

addressing the ethics of dangerous research, the paper then argues that, 

even if researchers were morally permitted to pursue (some) dangerous 

research projects, it might still be impermissible for governments to fund 

those projects. 

For the most part, I will not distinguish between doing dangerous 

research and disseminating the results of that research. A dangerous 

research project, as defined in the next section, would only have bad 

consequences if the researchers either disseminated its results or used its 

results for bad purposes themselves. But since it is easy to construct 

arguments—if only prudential ones—against doing or funding research 

projects whose results one does not intend to disseminate, arguments 

against disseminating the results of a particular research project generally 

entail that one ought not to engage in or fund that research project in the 

first place. Thus, for ease of exposition, the following arguments treat 

doing research and disseminating its results as equivalent. 



2. The ethics of “dangerous research” 

One question about “dangerous research” is whether—or under what 

assumptions—it is wrong for researchers to do such research. In this 

section, I specify what I mean by ‘dangerous research’ and examine the 

ethics of such research from both consequentialist and non-

consequentialist perspectives. 

2.1. Defining ‘dangerous research’ 

There are, of course, many kinds of research that one might call 

“dangerous.” Let me stipulate that in this paper I will use ‘dangerous 

research’ to refer to research aimed at producing some knowledge or 

technology that is likely to make the world worse off, on balance, because 

of the ways in which it will be used. On this definition, whether a research 

project counts as “dangerous” depends on assumptions about what makes 

the world better or worse. Thus, people might reasonably disagree about 

whether a particular research project is dangerous. This does not affect the 

ethical analysis of dangerous research; it only affects how that analysis 

applies to particular projects. 

 Despite the definition’s sensitivity to controversial normative 

assumptions, there are some real-world research projects that arguably 



count as “dangerous.” Fouchier’s creation of a human-transmissible H5N1 

virus is one; if such a virus (or the means to create it) were to fall into the 

wrong hands, the virus could be used to create an unprecedented global 

pandemic. Research into solar radiation management—the intentional 

modification of Earth systems to reduce global average temperature—is 

another; given the side effects of deployment and the potential military 

applications of some such technologies, solar radiation management could 

easily be used in ways that make the world worse off on balance. Research 

into genetic predictors of criminal behavior is another; it is easy to imagine 

ways in which society might misuse such knowledge. New developments in 

information technology, ranging from high-end cryptography to 

comparatively low-tech consumer applications such as SnapChat, could 

also be abused. Weapons development research provides a wealth of 

examples, from the invention of nuclear weapons to Kalishnikov’s design 

of the AK-47 to Cody Wilson’s creation and dissemination of digital 

blueprints for 3D-printable plastic guns; any of these could—and the AK-

47 arguably has—do more harm than good. Whether the researchers did or 

should have realized it at the time, each of these research projects might be 

thought to be (or have been) likely to make the world worse off, on 

balance. 



2.2. Consequentialist approaches to dangerous research 

From a consequentialist perspective, the ethics of dangerous research are 

straightforward in principle but difficult in practice. In principle, the 

central ethical question about any dangerous research project is simply 

whether the expected benefits outweigh the downside risks.1 In practice, 

there are important complications involving researchers’ ability to predict 

the consequences of their research. An objective consequentialist could 

insist that mere predictions of a research project’s effects has no impact on 

the moral value of that project; but subjective consequentialists would 

insist that it is of primary importance, and even objective 

consequentialists must acknowledge the importance of predictions in 

researchers’ ethical decision-making. Thus, regardless of the variety of 

consequentialism one endorses, a central question in the ethics of 

dangerous research is whether researchers can predict whether their 

research will make the world worse off, on balance. 

There are two reasons to think that researchers cannot be expected 

to predict whether some research project would make the world worse off, 

                                                   
1 Different versions of consequentialism will prescribe different ways of measuring and 

weighing the benefits and risks. Some methods will count more research projects as 

“dangerous,” in the relevant sense. Such details, however, will not affect the arguments of 

this paper. 



on balance. The first is an application on the so-called “epistemic 

argument” against consequentialism, which holds that the unknowable 

long-term consequences of our actions swamp whatever we know about 

the short-term consequences (Lenman, 2000). Without taking on a stand 

on the success of the various critiques of the epistemic argument (Burch-

Brown, 2014; Cowen, 2006; Dorsey, 2012; Mason, 2004), we can see that 

such Rumsfeldian uncertainty will not excuse researchers from 

considering the consequences of their research: If the epistemic argument 

against consequentialism fails, then it must be the case that the unknown 

long-term effects of a research project do not undermine researchers’ 

ability to make consequentialist judgments about their research. If the 

epistemic argument succeeds, then it forces us to adopt some moral theory 

other than consequentialism, such as deontology or virtue ethics. And on 

nonconsequentialist  theories, agents need only consider the more 

proximal and discoverable consequences of one’s actions; only the 

discoverable consequences affect the deontological or virtue theoretic 

status of an action (Lang, 2008; Lenman, 2000). Either way, researchers 

ought to pay attention to the discoverable consequences of their research, 

without worrying that those consequences will be swamped by longer-

term, unknowable consequences. 



The second reason to doubt that researchers can know the 

consequences of their research, however, applies even to more proximal 

consequences: the impact of any new discovery or invention depends 

crucially on how others use that discovery or invention. Because it is 

usually impossible to know how any given person will use a particular 

discovery or invention, one might argue, it is impossible to know the 

overall impact of that discovery or invention. On this line of thinking, 

researchers’ inability to predict the consequences of their actions rests on a 

special feature of research and development—namely, the fact that the 

impact of a research project is mediated by the way that other people use 

the results of that research. 

The philosophy of technology provides a ready answer to this 

objection. (Illies & Meijers, 2009) and (Morrow, 2014) provide 

complementary ways to understand, explain, and sometimes even predict 

the effects of introducing a new technology; either framework is easily 

extended to encompass new knowledge. Each framework gives us a way to 

develop rough, probabilistic predictions of how a new discovery or 

invention will change people’s behavior. While it might be impossible to 

predict individual users’ behavior, statistical regularities enable us to 

predict (the sign of) the impact of aggregate usage by large numbers of 



people—and that is all that is needed to establish that a given research 

project is likely to make the world worse off, on balance. 

 Christian Illies and Anthonie Meijers (2009) propose to think about 

the effects of technologies and artifacts in terms of “action schemes.” An 

action scheme is “the set of possible actions with different attractiveness 

that is available to an agent or group of agents in a given situation” (2009, 

p. 427). We might think of an action scheme as a set of ordered pairs, each 

containing a possible action in a given situation and some measure of the 

action’s attractiveness in that situation. Introducing a new technology or 

artifact into a situation often changes an agent’s action scheme, either by 

changing which actions are available or by changing the (context-

sensitive) attractiveness of one or more possible actions. Illies & Meijers 

assume that agents usually choose the action that is most attractive, but 

leave it vague when agents violate that norm. Though Illies & Meijers do 

not emphasize this, we could use the changes in action schemes to predict 

how the introduction of a new technology will change the behavior of large 

groups of agents. 

 (Morrow, 2014) provides a microeconomic framework for thinking 

about technologies’ effects. The framework is very similar to Illies & 

Meijers’ action scheme-based approach. The main idea is that if we model 

agents as quasi-rational utility maximizers (bounded by the constraints 



and quirks of human psychology) and model new discoveries as means of 

lowering the costs (broadly construed) or increasing the benefits (broadly 

construed) of particular actions, then we can use the tools of 

microeconomics to predict how new discoveries will alter agents’ behavior. 

This approach is, I suggest, more tractable and easier to use than Illies & 

Meijers’, but anything expressed in terms of my framework could 

presumably be translated into theirs (and vice versa). 

 In thinking about the effects of introducing some new piece of 

technology, for instance, we would first need to identify the users of that 

technology. Assuming that the user base is large, we would then divide the 

users roughly into different types, according to how that technology affects 

the costs or benefits (to them) of performing various actions in various 

contexts. Next, we would estimate the frequency with which they find 

themselves in those various contexts, the relative proportion of each type 

in the user base, and the net impact of each type’s use of that technology. 

Finally, we would combine these estimates to get a total net impact. Given 

a large user base, statistical regularities would cancel out the 

unpredictability involved in any individual user’s behavior, enabling a 

rough prediction of the overall impact of the technology. The complexity of 

predicting the overall impact varies according to the number of moving 

parts. If there are many relevant types, many different salient contexts, or 



substantial uncertainties about the effects of some type’s use of the 

technology, it will be much harder than if there are few types, usage varies 

little across context, and we can fairly easily estimate the net effect of each 

type’s usage. Many cases will be so difficult that, given the unlikelihood of 

a negative result, it will not be worth gathering and processing the 

necessary data; but in cases that raise special concerns about large, 

negative impacts, it might be worth doing. 

Consider, for instance, Chad Wilson’s 3D-printable Liberator 

pistol.2 Digital blueprints for the Liberator are widely and freely available 

online. Anyone with a 3D printer can manufacture one out of plastic; users 

need only insert a metal nail as a firing pin. The pistol holds a single round 

of ammunition, but it is reusable—at least for a fairly small number of 

shots. Suppose that most users fall into one of three types: reasonably 

responsible gun users who will keep the gun for self-defense, criminals 

who will use the gun to commit crimes, and members of oppressed groups 

using the guns to resist tyrannical governments. (This last group seems to 

be the type that the gun’s designer primarily had in mind.) For reasonably 

responsible gun owners, the Liberator may lower the financial cost of 

acquiring a gun, but it seems unlikely to change their behavior much 

otherwise. This may increase the number of handguns held by reasonably 

                                                   
2 Thanks to Matt King for suggesting this example. 



responsible gun owners, which will amplify some of the existing good and 

bad effects of such gun ownership. For criminals, the Liberator has several 

advantages: It allows people to circumvent laws meant to restrict gun 

ownership, even in countries that are not awash in illegal guns; it allows 

people to own unregistered firearms, making it harder to trace any 

particular gun to a particular person; it allows criminals to circumvent 

security measures, such as metal detectors; and it allows criminals to 

destroy incriminating evidence more easily than they otherwise could. (It 

is easier to destroy a plastic gun than a metal one.) One should therefore 

expect the invention of the Liberator to increase gun crimes and decrease 

the successful prosecution of such crimes. For resistance fighters, the 

Liberator would make it easier to acquire low-powered firearms. This 

might affect resistance fighters’ behavior if they were denied access to any 

other firearms, but since it is hard to imagine Liberators doing much good 

against a modern army or police force, it seems unlikely that Liberators 

will ever be widely used by resistance fighters. Thus, there is a strong 

prima facie case that the introduction of the Liberator will make the world 

worse off, on balance: Of the various types of users, the Liberator will 

probably have minor effects on responsible gun owners’ impact on the 

world, it will probably amplify the negative impact of criminals’ behavior, 

and in the unlikely event that it affects resistance fighters’ behavior, it will 



do limited good. This is not meant as a definitive argument that the 

Liberator will make the world worse off; it is meant to demonstrate that we 

can sometimes determine from the armchair that a particular technology 

needs close scrutiny. 

Another example—still hypothetical, for the moment—shows that 

researchers might be able to estimate the sign of the net impact of their 

research even when the user base is small. Solar radiation management 

(SRM) is a currently hypothetical type of climate engineering. By reducing 

the amount of solar radiation absorbed by the Earth’s surface, it could 

reduce anthropogenic climate change (Shepherd et al., 2009). While there 

are still important uncertainties about its side effects, if used wisely, SRM 

might be a useful tool in reducing the risks from climate change (Keith, 

2013). If it were used unwisely or unethically, however, it could create 

serious climatic and geopolitical risks that could adversely affect hundreds 

of millions of people. Thus, one key question about the wisdom of 

developing SRM is how likely it is to be used unwisely or unethically. 

In thinking about how SRM might be used, we must think about the 

likely behavior of a small number of actors, rather than relying on 

statistical regularities. It would be technically feasible for many countries, 

large multinational corporations, or even some extremely wealthy 

individuals to deploy SRM unilaterally. Even if deployment decisions were 



made multilaterally, those decisions would likely be dominated by a small 

coalition of powerful countries (Ricke, Moreno-Cruz, & Caldeira, 2013). To 

the extent that political science is able to predict states’ behavior, it should 

be possible to predict—to some rough approximation—the likelihood of 

various deployment scenarios. Combined with climate modeling and some 

ethical assumptions, this would enable researchers to predict how likely it 

is that the deployment of SRM would make the world worse off. That, in 

turn, would enable them to judge whether they would be acting wrongly by 

researching SRM. Note that this applies not just to the development of 

SRM technology, but also to the applied climate science research needed 

for states to determine whether and how to deploy SRM to further their 

own interests. 

The preceding examples make plausible, I hope, the claim that 

researchers can sometimes determine, on consequentialist grounds, 

whether it would be unethical to pursue some dangerous research project. 

The examples show, first, that one can sometimes tell from the armchair 

that a given research project is risky enough to demand more careful 

consideration. They also, I hope, make plausible the idea that one could, 

with considerable effort, sometimes predict whether a particular research 

project would make the world worse off, on balance. That would be enough 



to determine, from a consequentialist perspective, whether it would be 

unethical to pursue that research project. 

2.3. Nonconsequentialist approaches to dangerous research 

The ethics of dangerous research is somewhat more complicated from 

most nonconsequentialist perspectives. The main complication is that 

many nonconsequentialist theories excuse people for the bad 

consequences of their actions when those bad consequences come about 

through another agent’s intervention. Thus, even if researchers foresaw 

that their research would make the world worse off, on balance, many 

nonconsequentialist theories would deny that the unscrupulous users’ 

behavior would make it wrong for the researchers to have done the 

research in the first place. Even though the research is an integral part of 

the causal chain leading to the bad consequences, the users’ intervention 

in that causal chain shields those further back in the chain from the moral 

discredit associated with those consequences.  

 Nonconsequentialists adopt such “intervention clauses” for various 

reasons. One pragmatic reason has to do with the backward propagation of 

blame: If person X enables person Y to do something that causes person Z 

to bring about some bad consequences, only some kind of intervention 

clause prevents (some degree of) the blame for those bad consequences 



from propagating back to X and Y. Since there are often pragmatic reasons 

not to place blame on people in X or Y’s positions, we have a pragmatic 

reason to adopt some kind of intervention clause. At a more theoretical 

level, most nonconsquentialists are committed to an intervention clause 

because they deny what Justin Weinberg calls “extrapersonal 

responsibility” and “the irrelevance of intention.” That is, 

nonconsequentialists often insist that “an agent can [not] be held to have 

acted wrongly merely on the basis of her act causing [or enabling] morally 

objectionable acts by other agents.” And they generally insist that it is 

relevant whether one intends or merely foresees that one’s action will 

bring about some bad consequence (Weinberg, in preparation). Others’ 

intervention in the causal chain connecting researchers to the bad 

consequences of their research triggers both of these nonconsequentialist 

excuses: The bad consequences of the researchers’ act come about through 

“morally objectionable acts by other agents,” and those objectionable acts 

(let us charitably assume) involve using the research in ways that the 

researchers did not intend. 

 Thinking about various cases, however, suggests that the 

intervention clauses might not apply to dangerous research—at least, not 

when it is or should be recognized as such. Consider, first, a case in which 

intervention does seem to protect someone, morally speaking, from the 



bad consequences of his action: Suppose that Bernard gives his friend Tom 

a bottle of champagne to celebrate the publication of Tom’s new book. 

Tom gets uncharacteristically drunk and drives home. On the way, he hits 

and kills a pedestrian whom he would not have injured had he not been 

drunk. Bernard is part of a causal chain leading to the wrongful death of 

the pedestrian; we could even make him an integral part of the chain by 

assuming that Tom would not have consumed any alcohol that night had 

Bernard not given him the champagne. Yet, it is plausible that Bernard did 

not act wrongly by giving Tom the champagne. Many people might justify 

this claim by noting that the bad effects of Bernard’s gift depended on 

Tom’s free choice to get drunk and drive home. (To support this 

contention, we might compare this case with one in which Tom gets drunk 

only because Bernard pressures or manipulates him to keep drinking.) 

That is, it seems that Tom’s intervention in the causal chain shields 

Bernard from any moral blame associated with Tom’s killing the 

pedestrian. 

By contrast, consider a slightly embellished version of the famous 

case from the Republic: Suppose that Thrasymachus gives Socrates a 

sword for safekeeping. Some time later, Thrasymachus shows up at 

Socrates’ door, clearly deranged, spouting explicit threats against 

Polemarchus and demanding the return of his sword. It seems plausible 



that if Socrates returns the sword and Thrasymachus makes good on his 

threat, Socrates has acted wrongly.3 In this case, only very hard-nosed 

nonconsequentialists—the sort who would agree with Kant about the 

murderer at the door—would invoke an intervention clause or the 

principles that Weinberg identifies.4 This is not to say that Socrates would 

be morally responsible for whatever harm befalls Polemarchus—only that 

he has done something he ought not to have done. 

 The contrast between Socrates’ case and Bernard’s case suggests an 

explanation for the appearance that another agent’s intervention is directly 

morally relevant. Both Socrates’ case and Bernard’s case involve an agent 

bringing about a bad outcome by providing something to another agent 

who uses that thing badly. The key difference between them is that only 

Socrates has good reason to expect that his action will make the world 

worse, on balance. Since Tom does not characteristically get drunk, 

Bernard has no particular reason to think that his giving Tom a bottle of 

champagne would endanger anyone. This is generally the case when one 

                                                   
3 There is an element of moral luck here, analogous to the moral luck in Bernard’s case. If 

Socrates provides Thrasymachus with the sword, but Thrasymachus declines or fails to 

harm Polemarchus, we might say that Socrates has done no wrong. 

4 Weinberg agrees that those principles can sometimes be trumped—e.g., by particularly 

bad consequences. 



person provides another with a tool that could be used to good or bad 

effect. Thus, cases like Bernard’s do not show that intervention itself 

excuses the production of bad consequences; they show that intervention 

sometimes—maybe even typically—generates enough uncertainty to 

render the enabling agent blameless for the other agent’s bad behavior. 

Finally, to bridge the gap between Socrates’ case and the case of 

dangerous research, consider the following scenario: Suppose that, at the 

height of a major war, Ralph has received an ill-advised letter from his 

son, who is deployed with the army. The letter reveals sensitive 

information about upcoming troop movements. It would, let us assume, be 

a very bad thing if that information were to fall into enemy hands. That 

evening, Ralph is attending a neighborhood party. He firmly and 

justifiably believes that one of his neighbors is spying for the enemy. But 

he believes each of his neighbors—considered individually—to be fine, 

upstanding members of the community. So, he cannot for the life of him 

figure out which neighbor is the spy. Thus, he knows that it would be 

extremely dangerous to share the news from his son’s letter at the party, 

even though he does not believe, of any particular partygoer, that he or she 

would pass the information on to the enemy. 

Ralph’s case, it seems, is more analogous to Socrates’ case rather 

than Bernard’s: Ralph and Socrates each know that providing something—



viz., information or a sword—to a particular entity—viz., the assembled 

neighbors or Thrasymachus—will bring about a bad outcome. The main 

disanalogy between Ralph’s case and Socrates’ is that, unlike Socrates, 

Ralph does not know exactly who will use what he provides to bring about 

that bad outcome. Since the key difference between Socrates’ case and 

Red’s is one of ignorance, Ralph’s case might seem closer to Bernard’s. But 

the important ignorance in Bernard’s’s case is not who will bring about a 

bad outcome, but whether a bad outcome will result. Ralph is not ignorant 

about that; he knows that sharing his son’s information would lead to a 

bad outcome. Thus, if it would be wrong for Socrates to return 

Thrasymachus’s sword, it would be wrong for Ralph to share his son’s 

information, even though it would only bring about a bad outcome 

through the actions of others. 

If the argument in the preceding subsection is correct, so that 

researchers are sometimes justified in believing that the combined actions 

of the users of their research would make the world worse off, then the 

analogies to Socrates and Ralph suggest that it would be wrong—even 

from a nonconsequentialist perspective—for researchers to disseminate 

the results of dangerous research. Again, this is not to say that they would 

be responsible for the bad ends to which users put those results; 

Kalishnikov, the inventor of the AK-47, was not a mass murderer. Rather, 



the claim here is that researchers act wrongly when they disseminate the 

results of dangerous research, in something like the way that those who 

aid the commission of a crime act wrongly. Some nonconsequentialist 

principles, such as the doctrine of double effect, may offer some moral 

protection here. But for sufficiently dangerous research, only the less 

plausible, absolutist versions of that principle (Wedgwood, 2011, pp. 386–

85) would enable researchers to justify their dangerous research; on more 

plausible versions of the doctrine, performing extremely dangerous 

research would still be wrong. Thus, the preceding arguments apply most 

clearly or most stringently to research that carries a very high risk of 

having severely negative net impacts. 

2.4. An objection 

Nonconsequentialists, in particular, might object that the preceding 

argument proves too much. Consider the following argument by analogy: 

Many American gun stores sell handguns to a large number of people. 

Even the most responsible vendors will end up selling some handguns that 

are used—intentionally or accidentally—in ways that have bad 

consequences, on balance. And let us suppose, even if just for the sake of 

argument, that the vast majority of handguns provide nothing more than 

some entertainment or a reduction in an already small risk of being 



harmed by intruders into one’s home. Thus, for any given gun store, a very 

small number of handguns will have large, negative impacts, while the vast 

majority will have small, positive impacts. Even if it were the case that in 

aggregate, the negative impacts outweigh the positive impacts, the owners 

of a particular gun store would not be doing anything wrong by selling 

handguns—or so the objection goes. But the owners of the gun store are 

like many researchers conducting dangerous research: They are providing 

something that will have a positive impact in the hands of most users, even 

if those positive impacts are trumped, in aggregate, by the large negative 

impacts of a smaller number of users. Thus, if the gun owners do not act 

wrongly, neither do the researchers. So, something must be wrong with 

the argument against dangerous research. 

 There are two plausible replies to this objection. One reply is that 

the store owners’ actions are permissible because they make no significant 

difference to the amount of benefit or harm caused by gun ownership. 

Most of their customers would simply buy guns elsewhere if the store 

owners did not sell them the guns themselves.5 On this line of thinking, 

researchers are responsible only for the effects of actions that would not 

have happened (or would not have been possible) had the researchers not 

conducted their research. It is possible that some research project would 

                                                   
5 Cf. the so-called “‘eventual’ fallacy” in (Koepsell, 2010). 



make the world worse off, on balance, when considering only those effects. 

The force of the “gun store objection,” then, would be to alter the way we 

calculate the net impact of any given research project. This reply, however, 

might strike some ethicists as unsatisfying: Socrates, one might think, 

could not justify returning Thrasymachus’ sword by telling himself that 

Thrasymachus would simply find another sword if Socrates refuses to 

return the one he borrowed. From a nonconsequentialist perspective, 

Socrates’ goal is not to minimize the harm that Thrasymachus does; it is, 

arguably, to avoid implicating himself in that harm. Following this line of 

thinking, some people might reply to the gun store analogy by insisting 

that the store owners really do act wrongly because they are implicating 

themselves in the harms that result from misuse of the guns they sell. If 

either of these replies work, then the analogical objection fails; the 

arguments against dangerous research do not prove too much after all. 

3. Policy for dangerous research 

The preceding section addresses the ethical responsibilities of individual 

(teams of) researchers. What implications do these arguments have for 

science policy? Presumably governments should not fund unethical 

research. Thus, if the arguments of the preceding section succeed, 

governments should not fund dangerous research. But even if the 



arguments of the preceding section fail, and researchers are morally 

permitted to pursue dangerous research, there is still reason to think that 

governments should not fund dangerous research. 

Arguably, governments have a special duty to promote the general 

welfare—a duty that applies more stringently than it does to individual 

citizens. There are two philosophical routes to this position: The first is to 

hold that governments have special obligations that do not apply to 

individual citizens. The second is to hold that while individuals have 

special “moral prerogatives” to prioritize their own interests over the 

general welfare, governments lack such prerogatives (Kamm, 2007). In 

particular, some philosophers have argued that the impartiality of 

consequentialism leaves no room for individuals’ personal relationships or 

projects (Williams, 1973). If either of these justifications succeeds, 

showing that an individual is permitted to do something is not enough that 

governments are permitted to support that individual in doing it. Thus, it 

might be the case that governments ought not to fund dangerous research 

even if it is morally permissible for researchers to pursue it. 

On this line of thought, governments ought not to fund dangerous 

research—as defined in §2.1—because, by definition, such research is likely 

to make the world worse off, on balance. If governments have a special 

obligation to promote the general welfare, they ought not, ceteris paribus, 



to do things that are likely to reduce the general welfare. Just as many 

governments require cost-benefit analyses of certain kinds of project, 

government funding agencies might require potentially risky research 

projects to begin by demonstrating that they do not present too large a risk 

of making the world worse off. Doing so in a way that minimizes red tape 

and the threat of bureaucratic obstruction of inquiry might be difficult; but 

there is presumably a balance to be struck between supporting academic 

freedom and protecting the general public from dangerous research. 

4. Conclusion 

Recent developments in the philosophy of technology provide frameworks 

for estimating the (sign of the) net impact of the large-scale use of some 

new discovery or invention. These frameworks enable us, sometimes even 

from the armchair, to see that particular research projects run a serious 

risk of making the world worse off on balance because of the way people 

will use the results of that research. Consequentialists will see that as a 

decisive reason to avoid doing such dangerous research. 

Nonconsequentialists might balk at this, since various nonconsequentialist 

principles tend to excuse agents for the bad effects of their actions when 

those effects are mediated by some other agents’ behavior. I have argued 

that this “intervention clause,” while well motivated from a 



nonconsequentialist perspective, does not apply to many dangerous 

research projects. Thus, it is unethical for researchers to pursue 

(sufficiently) dangerous research projects. This is not to say that 

researchers are morally responsible for the bad uses to which users put 

their research; it is only to say that they act wrongly if they conduct 

research that enables such significant harms that their research makes the 

world worse off, on balance. Furthermore, I argued that even if individual 

researchers are morally permitted to engage in dangerous research, it does 

not necessarily follow that governments ought to be willing to fund 

dangerous research. 

REFERENCES 

Burch-Brown, J. M. (2014). Clues for Consequentialists. Utilitas, 26(1), 
105–119. 

Cowen, T. (2006). The Epistemic Problem Does Not Refute 
Consequentialism. Utilitas, 18(04), 383.  

Dorsey, D. (2012). Consequentialism, Metaphysical Realism and the 
Argument from Cluelessness. The Philosophical Quarterly, 62(246), 
48–70.  

Enserink, M. (2011). Controversial Studies Give a Deadly Flu Virus Wings. 
Science, 334, 1192–93. 

Illies, C., & Meijers, A. (2009). Artefacts Without Agency. The Monist, 
92(3), 420–440. 



Kamm, F. M. (2007). Intricate Ethics: Rights, Responsibilities, And 
Permissible Harm. Oxford University Press. 

Keith, D. (2013). A Case for Climate Engineering. Cambridge, MA: MIT 
Press. 

Koepsell, D. (2010). On genies and bottles: scientists’ moral responsibility 
and dangerous technology R&D. Science and Engineering Ethics, 
16(1), 119–33. 

Lang, G. (2008). Consequentialism, Cluelessness, and Indifference. The 
Journal of Value Inquiry, 42(4), 477–485. 

Lenman, J. (2000). Consequentialism and Cluelessness. Philosophy & 
Public Affairs, 29(4), 342–370. 

Mason, E. (2004). Consequentialism and the Principle of Indifference. 
Utilitas, 16(3), 316–321.  

Morrow, D. R. (2014). When Technologies Make Good People Do Bad 
Things: Another Argument Against the Value-Neutrality of 
Technologies. Science and Engineering Ethics.  

Ricke, K. L., Moreno-Cruz, J. B., & Caldeira, K. (2013). Strategic incentives 
for climate geoengineering coalitions to exclude broad participation. 
Environmental Research Letters, 8(1), 014021.  

Shepherd, J. G., Caldeira, K., Cox, P., Haigh, J., Keith, D. W., Launder, B., 
… Wilsdon, J. (2009). Geoengineering the climate: science, 
governance and uncertainty. London: Royal Society. 

Wedgwood, R. (2011). Defending double effect. Ratio, XXIV(4), 384–401. 

Weinberg, J. (in preparation) Moral hazard and moral theory. 

Williams, B. (1973). A Critique of Utilitarianism. In J. J. C. Smart & B. 
Williams (Eds.), Utilitarianism: For & Against. Cambridge: 
Cambridge University Press. 

 


