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Abstract
Generative Fixation
A Unified Explanation for the Adaptive Capacity of
Simple Recombinative Genetic Algorithms
A dissertation presented to the Faculty of
the Graduate School of Arts and Sciences of
Brandeis University, Waltham, Massachusetts
by Keki M. Burjorjee

Recombinative genetic algorithms have been used in a wide range of engineering
and scientific fields to quickly procure usable solutions to poorly understood combinatorial optimization problems. Unfortunately, despite the routine use of these
algorithms for over three decades, their remarkable adaptive capacity has not been
adequately accounted for. We develop, submit, and support the generative fixation
hypothesis—a unified explanation for the adaptive capacity of simple recombinative
genetic algorithms. This hypothesis is based on two key inferences about the simple
genetic algorithm: 1) this algorithm can robustly and scalably tackle certain kinds of
seemingly intractable computational problems which are straightforwardly related
to the problem of interacting attributes in data-mining, and 2) by iteratively tackling such problems, the simple genetic algorithm can efficiently implement a very
reasonable general-purpose search heuristic called hyperclimbing. Because hyperclimbing is sensitive, not to the local features of a search space, but to certain global
features, this heuristic is not susceptible to the kinds of issues that waylay local
search heuristics.
We compare the generative fixation hypothesis with the building block hypothesis and argue that the former surpasses the latter on three counts: First, the former
hypothesis can account for the adaptive capacity of a wider class of recombinative genetic algorithms. Second, the former hypothesis presumes less about the
distribution of fitness over the chromosome set. Third, the former hypothesis can
successfully pass a demanding test of validity. In breaking from the building block
hypothesis, the generative fixation hypothesis reverts back to two classical positions
in population genetics: 1) that fixation is the vehicle by which adaptive gains are
secured, and 2) that the function of recombination is to prevent hitchhiking. On a
third matter, that of the unit of selection, the generative fixation hypothesis is at
odds with the position taken by orthodox neo-darwinists, which is that the unit of
vii

selection in an evolving population is always reducible to the unit of inheritance—
that the gene, in other words, is the ultimate unit of selection. In contrast, the
generative fixation hypothesis holds that the unit of selection can be a small irreducible set of unlinked or weakly linked genes. This difference between the two
theories has crucial computational implications which we highlight.
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Preface
The foundations of most computer engineering disciplines are almost entirely mathematical. There is, for instance, almost no question about the soundness of the
foundations of such engineering disciplines as graphics, machine learning, programming languages, and databases. An exception to this general rule is the field of
genetic algorithmics, whose foundation includes a significant scientific component.
The existence of a science at the heart of this computer engineering discipline is
regarded with nervousness. Science traffics in provisional truth; it requires one to
adopt a form of skepticism that is more nuanced, and hence more difficult to master
than the radical sort of skepticism that suffices in mathematics and theoretical
computer science. Many, therefore, would be happy to see science excised from the
foundations of genetic algorithmics. Indeed, over the past decade and a half, much
effort seems to have been devoted to turning genetic algorithmics into just another
field of computer engineering, one with an entirely mathematical foundation.
Broadening one’s perspective beyond computer engineering, however, one cannot
help wondering if much of this effort is not a little misplaced. Clearly, as fields of
engineering go, genetic algorithmics is not the exception—the foundations of most
engineering fields include large scientific components. What seems to matter is, not
the existence of a science within the foundation of an engineering discipline, but the
state of that science. The advanced state of physics and chemistry is, for example,
a significant part of the reason for the advanced state of such fields as mechanical,
chemical, civil, aeronautical and electrical engineering.
Historically, the blossoming of a field of engineering has typically had to await
the maturation of certain underlying field(s) of science. Consider for a moment the
improbability of constructing an internal combustion engine based on the phlogiston theory of combustion. Even if one somehow succeeds in building a prototype,
further advances within the rubric of phlogiston theory would probably be limited.
Combustion engine engineering would be a black art.
I trust that the scenario just described will give users of genetic algorithms and
ix
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would-be inventors of new genetic algorithms pause, and reason for hope. Pause
because even after decades of research, “black art” about sums up the process of
applying current genetic algorithms and inventing viable new ones. Hope because it
is conceivable that just as Lavoisier’s oxygen based theory of combustion stimulated
rapid advances in the construction of internal combustion engines, fundamental
upheavals in the science of genetic algorithmics might stimulate rapid advances in
the ways in which genetic algorithms are applied and improved.
Given the above, the following question seems to get at the heart of the matter:
What should a science of genetic algorithmics, one capable of stimulating advances
in the construction and application of genetic algorithms, look like? I submit that
such a science should be organized around the search for a minimal set of computational efficiencies possessed by the simple genetic algorithm such that when
considered together these efficiencies explain the adaptive capacity of the simple genetic algorithm on a very broad range of fitness functions. Roughly, computational
efficiencies should play the part played by scientific laws in the physical sciences.
The challenge is to identify the minimal set with the widest possible explanatory
power.
There are two important reasons for making the simple genetic algorithm the
object of attention. The first is precedence. There already exists a well known body
of science with this algorithm as its focus. This pre-existing work, specifically the
theory that goes by the name of the building block hypothesis, provides a point
of reference against which future theories may be compared. The second reason is
biological plausibility. Unlike many genetic algorithms currently in use, the simple
genetic algorithm contains no biologically implausible mechanisms and is, therefore,
a legitimate model of sexually evolving biological populations. Such populations
have been the subject of intense scientific scrutiny for well over a century and have
generated an enormous amount of scientific work. This body of work can serve as a
second point of reference.
The aforementioned outline for a science of genetic algorithmics is hardly novel.
Until about the mid 1990s, the study of genetic algorithms was organized roughly
along the lines just described, with implicitly parallel building block discovery, and
implicitly parallel hierarchical assembly being the core computational efficiencies
that the simple genetic algorithm supposedly parlayed into a powerful capacity for
general purpose adaptation. Problems arose when researchers were unsuccessful
in their attempts to rigorously derive complexity theoretic bounds that showcased
these purported core efficiencies. Much more seriously, efforts to demonstrate these
efficiencies experimentally also proved unsuccessful. The consequence for the building block hypothesis in theoretical circles was severe—rightfully so.
Unfortunately, so was the consequence for the overarching scientific program
x
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described above. If there is just one thing readers take away from this dissertation,
I hope it’s the sense that this program is viable.
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Chapter 1

Introduction
Genetic algorithms are search heuristics that mimic natural evolution. They have
been applied to a wide range of combinatorial optimization problems that are poorly
understood or known to be hard. In cases where problem-specific search heuristics
are available, these heuristics typically yield solutions that are superior to those
generated by genetic algorithms. In the vast majority of cases, however, specialized
search heuristics are not available. When used in such situations, genetic algorithms
routinely generate good, often great, solutions relatively quickly.
Unfortunately, the workings of genetic algorithms (GAs) are not well understood.
There are several anomalies in the empirical literature that cannot be explained
by the building block hypothesis (Goldberg, 1989; Holland, 1992; Mitchell, 1996)—
to date, the only explanation for the adaptive capacity of recombinative genetic
algorithms that aspires to comprehensiveness. Of these anomalies, the two most
serious are (i) the widely reported efficacy of uniform crossover (e.g. Syswerda,
1989; Rudnick et al., 1994; Pelikan, 2008), and (ii) the unexpected behavior of GAs
on Royal Road functions (Mitchell et al., 1992; Forrest and Mitchell, 1993). In
response to such anomalies, and to problems with the theoretical support for the
building block hypothesis (for a review of these problems see Fogel, 2000, p114-123;
Reeves and Rowe, 2003, Section 3.3), the building block hypothesis is today treated
with a certain amount of skepticism by many GA theorists.
In distancing themselves from the building block hypothesis, some GA theorists
have also moved away from the search for a unified explanation for the adaptive
capacity of genetic algorithms, and have adopted what we shall call a many little
theories (MLT) approach. This approach is based on the belief that a single theory about the practical workings of genetic algorithms is infeasible because genetic
algorithms work in different ways depending on, amongst other things, the oper1
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ators used, and the classes of practical optimization problems tackled. The goal
of the MLT approach is to match classes of practical optimization problems with
appropriate classes of genetic algorithms (Jansen, 2001). By finding such matches,
proponents of this approach hope, eventually, to supply GA users with the means
to determine the “right” genetic algorithm for any practical problem.
Unfortunately, there seems to be no reason to believe that this vision will be
realized anytime soon. For a small number of narrowly defined classes of fitness
functions, researchers have had some success in deriving upper bounds on the expected number of fitness queries needed to find a global optimum (e.g. Jansen and
Wegener, 2005. For a survey see Oliveto et al., 2007). We are unaware, however,
of any success in turning such theorems into theories, even little ones, with demonstrable practical applications. Another dissatisfying feature of this approach is its
failure, to date, to identify a computational efficiency of the genetic algorithm, i.e. a
computation of some sort that the genetic algorithm can perform efficiently relative
to all other known algorithms (Oliveto et al., 2007). Most dissatisfying perhaps,
especially to GA practitioners and would-be inventors of more powerful genetic
algorithms, is the basic idea that a single comprehensive account of the practical
workings of genetic algorithms is infeasible. Whether one accepts this idea or rejects
it is a matter of one’s metaphysics; we currently know of no definitive reason for
deciding one way or the other. We should mention, however, that a viable unified
theory, if one can be found, is preferable, and that historically, scientists have been
quite successful at finding viable unified theories for large, internally diverse classes
of systems.
In the absence of a unified explanation that can serve as an alternative to the
building block hypothesis, many within the GA community continue to subscribe to
the intuition behind this hypothesis (Goldberg, 2002, p5), namely that recombinative genetic algorithms work by automating a mainstay of human engineering—the
hierarchical assembly of partial solutions. Engineers, especially computer engineers,
weaned on the virtues and use of modularity, tend to find this intuition very appealing. The appeal of this idea, and the absence of an alternative to the building block
hypothesis, together, account for the paradigm-shaping influence that the building
block intuition continues to wield within the field of genetic algorithmics, and also
in other subfields of evolutionary computation (e.g. genetic programming)
In this dissertation we present a new unified account of the practical workings
of simple recombinative genetic algorithms. Our account—the generative fixation
hypothesis—departs from the building block hypothesis at a fundamental level. In
particular, the hierarchical assembly of partial solutions does not in any way figure
into our explanation.
From a scientific perspective, the generative fixation hypothesis gathers strength
2
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Figure 1.1: The horizontal line shows the crossover continuum of a recombinative
SGA which uses chromosomes of length `. Compared to the building block hypothesis (BBH) , the generative fixation hypothesis (GFH) seems to account for
the adaptive capacity of the SGA over a wider range in the expected number of
crossover points
if it can be argued that this hypothesis surpasses the building block hypothesis in one
or more of the following ways: 1) it seems to explain a wider range of phenomena,
2) it rests on assumptions that seem weaker than those undergirding the building
block hypothesis, and 3) it passes a test of validity that is more demanding than any
passed by the building block hypothesis. We aim to convince the reader that the
generative fixation hypothesis satisfies all three of the aforementioned criteria. We
address the first criterion by arguing that the generative fixation hypothesis can account for the adaptive capacity of the simple genetic algorithm across a wider range
of the “crossover continuum” of this algorithm (see Figure 1.1) . We address the
second criterion by arguing that the generative fixation hypothesis rests on assumptions about the distribution of fitness that seem weaker than those undergirding the
building block hypothesis. Given that the building block hypothesis fails to pass
even the simplest of validity tests (Mitchell et al., 1992), the bar for satisfying the
third criterion is low. We address this criterion by identifying a relatively demanding test of validity—one based on the general efficacy of a simple mechanism called
clamping—and by presenting the results of an experiment in which the use of clamping dramatically improved the performance of an SGA with uniform crossover on
large randomly-generated instances of the MAX 3-SAT problem (Hoos and Stützle,
2004).
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1.1

Some Orienting Remarks

The early genetic algorithmics literature (pre 1990s) is marked by a spirited discussion of the purported efficiency with which SGAs “process” schemata (Mitchell,
1996, p119-127; Fogel, 2000, p114-119; Reeves and Rowe, 2003, p74-78). Though
the arguments put forth were deductive in parts, a large amount of a priori and
a posteriori induction was involved (cf. the argument that a GA with population
size N efficiently “processes” O(N 3 ) schemata, Booker et al., 1989; Whitley, 1994).
Unfortunately, the line between deduction and induction was typically left blurry.
Perhaps as a consequence of frustration with this unclear demarcation, some GA
theorists now strive to completely excise induction1 from their formal communication; it has indeed become fashionable in some circles to refrain from making any
statement that cannot be mathematically deduced. While conservatism of this sort
is an understandable response to the murkiness that marked the early foundations
of the field, we believe that in the ultimate analysis, such conservatism is deeply
limiting. In our opinion, the adaptive capacity of genetic algorithms cannot be understood without resorting to induction at some level. Another way of saying the
above is that we believe that foundational research in genetic algorithmics is and
will always be a scientific enterprise—one that cannot be reduced to an exercise in
mathematics.
We hasten to add that we are by no means advocating a return to an unfettered
co-mingling of inductive and deductive reasoning. If foundational genetic algorithms
research is to be a healthy science, the line between between conclusions reached deductively and conclusions reached inductively, in other words between that which
is inviolable and that which is subject to doubt, must be clearly maintained. Accordingly, while we unapologetically resort to induction in Chapter 4, we make a
concerted effort to distinguish our inductive conclusions from conclusions obtained
deductively.
A reasonable question at this point is “deduction and induction to what end?”.
In other words, what kinds of things do we seek to infer? Answering this question, requires that we make the metaphysical position underlying this dissertation
explicit. We believe that the simple genetic algorithm obtains its capacity for practical general-purpose adaptation from a core computational efficiency that has not,
to date, been identified, and that the simple genetic algorithm preforms adaptation by applying this core efficiency iteratively. We seek to infer, firstly, the nature
of the core efficiency, and secondly, the way in which this efficiency gets parlayed
into the simple genetic algorithm’s remarkable capacity for practical general-purpose
1 We

should clarify here that we are not talking about mathematical induction,
which is actually a form of deductive reasoning.
4
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adaptation .

1.2

Overview

The rest of this dissertation is organized as follows:
Chapter 2: The building block hypothesis rests on certain implicit assumptions
about the distribution of fitness over a chromosome set. In Chapter 2 we
examine these assumptions and argue that they are too strong to be acceptable
without additional empirical evidence. We then examine the arguments that
proponents of the building block hypothesis have provided in lieu of such
evidence, and highlight problems with these arguments. As many of the fitness
distribution assumptions underlying the building block hypothesis have been
embraced by the designers of so called “competent genetic algorithms” our
critique is relevant to an appraisal of these algorithms.
Chapter 3: In Chapter 3 we draw a distinction between a computational competency of the SGA—an efficient, but narrow computational ability—and a
computational proficiency of the SGA—a computational ability that is both
efficient and broad. To date, attempts to deduce a computational proficiency
of the SGA have been unsuccessful. It may, however, be possible to inductively
infer a computational proficiency of the SGA from a set of related computational competencies that have been deduced. With this in mind we deduce
two computational competencies of the SGA. These competencies, when considered together, point toward a remarkable computational proficiency of the
SGA. We highlight the connection between this proficiency and a well-known
data-mining problem at the cutting edge of computational genetics.
Chapter 4: In Chapter 4 we explain how a recombinative SGA can iteratively
leverage the computational proficiency inferred in Chapter 3 to perform efficient adaptation on a broad class of fitness functions. Based on the relative
ease with which a practical fitness function might belong to this broad class,
we submit the generative fixation hypothesis—a unified explanation for the
workings of simple recombinative genetic algorithms. We point out ways in
which this hypothesis is superior to the building block hypothesis, and, in the
interest of empirical validation, present the results of an experiment in which
the use of a simple mechanism called clamping dramatically improved the
performance of an SGA with uniform crossover on large, randomly generated
instances of the MAX 3-SAT problem.

5

CHAPTER 1. INTRODUCTION
Chapter 5: In Chapter 5 we identify two ways in which the building block hypothesis departs from classical positions in population genetics, and argue that on
both counts, the generative fixation hypothesis reverts back to the classical
position. We then differentiate the generative fixation hypothesis from orthodox neo-darwinism by identifying a crucial difference between the two—while
orthodox neo-darwinism holds that the unit of selection must coincide with
the unit of inheritance, the generative fixation hypothesis does not. The computational implications of this difference are briefly discussed. We conclude
this dissertation by outlining future work and by recounting what we consider
to be our most pregnant contribution—the discovery that simple genetic algorithms, both recombinative and non-recombinative, can implement a heuristic
called hyperclimbing very efficiently.
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Chapter 2

A Fundamental Problem With
The Building Block Hypothesis
In constructing a representation (a chromosome-to-phenotype map and a fitness
function) a GA practitioner implicitly determines how fitness gets distributed over
a chromosome set. If a GA with the representation is adaptive then, with overwhelmingly high probability, the induced fitness distribution has some type of “structure”
that the GA is exploiting. There can be no other reason for the GA’s performance.
GAs are frequently adaptive in practice. This entails that GA practitioners often construct representations that induce fitness distributions with GA-exploitable
structure.
Before proceeding further, let us attempt to clarify what we mean by the word
“adaptive”. Given a search problem, let us say that some population based search
algorithm is adaptive if, across several runs with different random seeds, the average
fitness of the population consistently (across several trials) trends upwards, at least
for a short while. By this token GAs are often adaptive in practice, whereas population based random search is not. We refer to this feature of genetic algorithms as
their adaptive capacity.
We posit that any unified theory about the adaptive capacity of genetic algorithms must consist of the following: Firstly a set of assumptions about the way
fitness commonly gets distributed via the representational choices of GA practitioners; let us call these the fitness distribution assumptions. And secondly, a hypothesis
about how the assumed “structure” in the fitness distributions gets exploited by a
GA during adaptation; let us call this the exploitation hypothesis.
The exploitation hypothesis depends critically on the fitness distribution assumptions, but not vice-versa. The fitness distribution assumptions, in other words, are
7
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foundational. Therefore, when developing an explanation for the adaptive capacity
of genetic algorithms, getting the fitness distribution assumptions right is extremely
important. Fundamentally flawed fitness distribution assumptions thwart the entire enterprise no matter how much effort is lavished upon the development and
justification of the exploitation hypothesis.
To be scientifically viable, an exploitation hypothesis must be based upon fitness distribution assumptions that are weak. This is nothing but an application of
the principle of Occam’s razor, which holds that the weaker the assumptions that
undergird a theory, the more viable the theory. This principle clearly makes sense
in the current context. GA representations are rather ad-hoc. Therefore the weaker
our assumptions about the structure of the the induced fitness distributions, the
more likely it is that these assumptions hold true1 .
Previously expressed skepticism of the building block hypothesis can be divided
into two categories. The first consists of criticism of the weak theoretical foundations
of this hypothesis (for a survey see Reeves and Rowe, 2003, Section 3.3). Proponents
of the building block hypothesis have, for the most, part brushed aside criticism of
this sort. Goldberg, for example, calls such critiques “[a] favorite parlor game in
genetic and evolutionary computation circles” (Goldberg, 2002, p7), and, by way of
analogy, characterizes such concerns as absurd. “[T]he very idea that an airplane
is ineffective or unsafe because a formal mathematical proof of flight does not exist
is itself an absurdity.”, he writes. “Yet, if this is so—and no proof does exist of
airplane flight—and if I . . . transform the aircraft into a genetic algorithm. . . , why
is it that [this] patently absurd alarm seems so real in the context of GAs and their
design and use?” (Goldberg, 2002, p19).
The second category is comprised of skepticism arising from the anomalous performance of the simple genetic algorithm on some basic empirical tests (Forrest and
Mitchell, 1993; Watson, 2006, Section 6.2). In response to these results proponents
1 Adherents

of the building block hypothesis may disagree with our assessment
that the representations they construct are “rather ad-hoc”. After all, much advice
for constructing representations has been dispensed (e.g. “ensure a large supply of
building blocks”); those who have made an effort to follow this advice may claim
to have a basis for making strong assumptions about the structure of the fitness
distributions they induce. Unfortunately claims of this nature are unjustified. While
there is plenty of advice on how representations should be constructed, there is, as
far as we can tell, no principled way for determining how this advice should be put
into practice in specific instances (except perhaps when the problems are contrived).
In this respect the dispensed advice is much like the famous investing mantra “buy
low, sell high”—easy to state, hard to implement.
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of the building block hypothesis have downplayed the importance of the simple genetic algorithm (Holland, 2000; Goldberg, 2002), and have advocated the use other
sorts of genetic algorithms (e.g. cohort genetic algorithms, “competent” genetic
algorithms), that are more complicated than the simple genetic algorithm, and typically contain mechanisms that are not biologically plausible. Strictly speaking the
building block hypothesis applies only to the simple genetic algorithm. Therefore,
by downgrading the importance of the simple genetic algorithm proponents of the
building block hypothesis can claim to have rendered skepticism about the veracity
of this hypothesis irrelevant.
The skepticism expressed in this chapter does not belong to either of the two
categories mentioned above. It is, in a sense, more fundamental, stemming from a
critical appraisal of the strength of the fitness distribution assumptions that undergird the building block hypothesis. We examine various influences—both historical,
and social—that have shaped these assumptions, and argue that the assumptions
are too strong to be acceptable in the absence of empirical evidence. We then examine the kinds of arguments that proponents of the building block hypothesis have
provided in lieu of such evidence. As the assumptions undergirding the building
block hypothesis have largely been embraced by the designers of the new types
of algorithms mentioned in the previous paragraph, our criticism is relevant to an
appraisal of these algorithms.
The rest of this chapter is organized as follows. In Section 2.1 we briefly recount
the history of the building block hypothesis—its origin, ascent, and recent troubles.
In Section 2.2 we describe the fitness distribution assumptions undergirding this
hypothesis, and explain why we find them to be unacceptably strong. In Sections
2.3 and 2.4 we critically examine the ways in which proponents of the building
block hypothesis have sought to justify this hypothesis, and by extension, the fitness
distribution assumptions that undergird it. Finally, in Section 2.5 we explain the
negative ramifications of our critique for a popular line of research within the genetic
algorithmics community.

2.1

A Brief History of the Building Block Hypothesis

Scientific theories are typically presented without reference to the context within
which they were developed (Okasha, 2002, p79). At a certain level this, of course,
makes sense; surely what a scientist has for breakfast is immaterial to one’s evaluation of her theories. At the same time, it has been observed that to genuinely
understand the state of a science, an acquaintance with its history is essential. Scientific theories are undergirded by what the historian of science, Thomas Kuhn, calls

9

CHAPTER 2. A FUNDAMENTAL PROBLEM WITH THE BBH
received beliefs (Kuhn, 1996, p4)—assumptions transmitted from one generation to
the next within a scientific community. An acquaintance with the history of a science can help one identify the origins of such assumptions and the circumstances
under which they have been propagated.

2.1.1

Origin of the Building Block Hypothesis

In the 1960s and early ’70s Holland developed an abstract mathematical model of
adaptive processes (what he called an adaptive plan) which was inspired by natural
evolution but was of greater generality. Holland sought to use this model to unify
under one theoretical framework adaptation in such diverse fields as neuroscience,
economics, control, game theory, artificial intelligence, and genetics.
For any adaptive process that generates structures of some type, one can define
a set A of all the structures that may be generated during the adaptive process.
For example, in the domain of economic planning an element of A may be a mix of
goods; in game-theory A may be the set of all strategies with respect to some game
(Holland, 1975, p4). Holland conceptualized adaptation as a process that starts out
by sampling from all of A, and, over time, starts restricting its sampling, to subsets
of A of increasing average fitness.
The central conceptual objects in Holland’s framework are particular subsets of
A called schemata (singular schema). Holland noted that each point in A may belong
simultaneously to several schemata. Therefore, an evaluation of the fitness of that
point is, in effect, a fitness evaluation of a sample from each schema that the point
belongs to. If the point is ‘fit’ then this reflects well on all of those schemata. Based
on this observation, Holland inferred the existence of algorithms which by testing
small numbers of points implicitly test vast numbers of schemata, and implicitly
use this information to concentrate trials in schemata of increasing average fitness.
Holland named this phenomenon intrinsic parallelism (Holland, 1975, p74), a name
he later revised to implicit parallelism (Holland, 1992). Holland also clearly seems to
have been impressed by the utility of hierarchical assembly (Simon, 1969, Chapter
4; Holland, 1975, p168).
In an argument that freely mixed deductive and inductive reasoning—the line between the two was typically left blurry—Holland concluded that a specific adaptive
plan that models natural evolution—what he called a genetic plan—will generate
high-fitness solutions to difficult adaptation problems, and that this adaptive plan
will do so using implicit parallelism and hierarchical assembly (Holland, 1975).
Starting in the late 1960s, Holland’s students began applying implementations of
genetic plans to adaptation problems (e.g. Cavicchio, 1970; Hollstien, 1971). They
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found that these algorithms typically outperformed random search. In a landmark
dissertation, De Jong (1975) described experiments in which a stripped down version
of the genetic plan—what is now called the simple genetic algorithm—was applied
to a carefully contrived set of fitness functions with well-understood and diverse
characteristics. De Jong reports that “Out of these early studies [his and those of
his colleagues] emerged a picture of a GA as a robust adaptive search procedure,
which was surprisingly effective as a global search heuristic” (De Jong, 2006).
Holland’s theoretical work on genetic plans was seen as the obvious place to
look for an explanation for the adaptive capacity of genetic algorithms. Holland
and his students simplified this work and settled upon the well known explanation
that goes by the name of the building block hypothesis (Goldberg, 1989; Holland,
1992; Mitchell, 1996).

2.1.2

Initial Espousal and Recent Skepticism

Until the late 1980s, the building block hypothesis seems to have gone relatively
unquestioned. However, with the explosive increase in the popularity of the genetic
algorithm came increasing scrutiny of its theoretical foundations. Starting in the
early 1990s several researchers began to publish independent ground-up theoretical
analyses of the dynamics of genetic algorithms (Vose and Liepins, 1991; Nix and
Vose, 1992; Vose, 1993; Prügel-Bennett and Shapiro, 1994; Rattray, 1996; Shapiro,
2001). What prompted these entirely new lines of theoretical analysis? It is hard to
say for certain, but we believe that at least part of the cause was frustration with
the unclear demarcation between induction and deduction that is characteristic of
the argument for the building block hypothesis. In the preface to his book on the
simple genetic algorithm, Vose writes “My central purpose in writing this book is to
provide an introduction to what is known about the theory of the Simple Genetic
Algorithm. The rigor of mathematics is employed so as not to inadvertently repeat
myths or recount folklore” (Vose, 1999). He adds that the absence of core elements
of “standard GA theory” in his book is due to the unintelligibility, the irrelevance,
or the mathematical unjustifyability of these elements. In a later work, Wright et al.
remark, “The various claims about GAs that are traditionally made under the name
of the building block hypothesis have, to date, no basis in theory, and in some cases,
are simply incoherent” (Wright et al., 2003). Fogel (2000, p117, 169) has expressed
similar sentiments.
Statements like these have served a vital purpose. Despite its name, the building block hypothesis had come to be treated as much more than a hypothesis. It
had become the de-facto explanation for the success of genetic algorithms, thoroughly shaping the paradigm within which most GA research was conducted. For
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example, this hypothesis determined what constituted a valid question, a valid explanation, a valid prediction, and a valid enhancement of some genetic algorithm.
Given the assertive tone in which the building block hypothesis used to be presented (see Goldberg, 1989; Holland, 1992), and the blurry line between deductive
reasoning and induction in the argument for this hypothesis, students and nontheoreticians eager for an explanation cannot not be blamed for surmising that the
building block hypothesis is based largely on deductive reasoning. Statements such
as the ones reproduced above now serve to caution them against this notion. Such
statements have also served as a call to apologists for this hypothesis to clearly describe their premises and modes of reasoning. The responses elicited (e.g. Holland,
2000; Goldberg, 2002), provide us with the clearest picture yet of the presumptions
undergirding the building block hypothesis.

2.2

The Fitness Distribution Assumptions Undergirding the BBH

Let us quickly recount some basic elements of schema theory. In the case of genetic
algorithms, A is the set of all strings of some predetermined length drawn from some
alphabet (in what follows we assume that this alphabet is {0,1}). Let us call the
elements of this set chromosomes. Schemata are represented by so called ‘similarity
templates’. Suppose A is the set of all strings of length 6, then the schema 1*0**0
is the subset of strings in A with 1 in the first position, zero in the third and sixth
positions, and either 1 or 0 in the second, fourth, and fifth positions; the symbol
*, called a ‘wildcard’, stands for ‘don’t care’. For the sake of brevity, a schema
template is often just called a schema. It is important, though, to keep in mind
the distinction between the two. Given some population, the frequency of a schema
is the number of chromosomes in the population that belong to that schema. The
defining length of a schema is the difference between the indices of the last and first
non-wildcard loci. Finally, the order of a schema is the number of non-wildcard loci.
Thus, the defining length and order of the schema in the example above are five and
three respectively. A schema with low defining-length (and therefore low order) is
said to be ‘short’.
Let S1 and S2 be two subsets of A. For a population of size N , we say that
the sampling fitness of S1 is greater than (or less than) the sampling fitness of S2 if
the the average fitness of N samples drawn from the uniform distribution over S1
is greater than (or, respectively, less than) the average fitness of N samples drawn
from the uniform distribution over S2 .
Given some collection of subsets of A with a non-empty intersection, we say
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that the intersection is antagonistic if there is a high probability that the sampling
fitness of the intersection will be less than the sampling fitness values of all the
intersecting subsets (Figure 2.1a). We say that the intersection is synergistic if there
is a high probability that the sampling fitness of the intersection will be greater
than the sampling fitness values of all the intersecting subsets (Figure 2.1b). If
the intersection is neither antagonistic, nor synergistic, we say that it is consonant
(Figure 2.1c)
We define a basic building block to be a short schema with sampling fitness that
is likely to be greater than the sampling fitness of A. A synergistic intersection
between a small collection of closely located basic building blocks is called a 2nd
level building block, a synergistic intersection between a small collection of closely
located 2nd level building blocks is called a 3rd level building block, and so on. The
building block hypothesis rests on assumptions that are at least as strong as the
following two assumptions:
• Abundant Basic Building Blocks: A large number of basic building blocks
exist.
• Hierarchical Synergism: Synergistic intersections between small collections
of closely located building blocks of the same level are common.
We trust that the reader, upon seeing these assumptions explicitly laid out,
will agree that they are too strong to be acceptable without additional evidence.
Remember that we are talking about the structure of fitness functions induced by the
ad-hoc decisions of GA practitioners engaged in solving poorly understood problems.
The most persuasive evidence, of course, would be a body of experimental work
in which these assumptions are tested for, and found to hold in fitness distributions
arising in practice (i.e. ones in which the assumptions have not been implemented
a priori ). Such evidence has not been forthcoming. Instead, proponents of the
building block hypothesis have attempted to justify their belief in these assumptions through other means—by appealing to certain metaphysical positions, and by
appealing to authority. We now consider each appeal in turn.

2.3

Appeal to Metaphysical Positions

In support of the building block hypothesis Holland has asserted the building block
thesis. Holland describes this thesis as follows: ‘The “building block thesis” holds
that most of what we know about the world pivots on descriptions and mechanisms
constructed from elementary building blocks’. He characterizes building blocks as
13
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(a) An antagonistic intersection between two subsets

(b) A synergistic intersection between two subsets

(c) A consonant intersection between two subsets

Figure 2.1: A depiction of antagonistic, synergistic, and consonant intersections
between two subsets. Darker shades depict greater sampling fitness
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“parts” such that “(i) they must be easy to identify (once they’ve been discovered
or picked out), and (ii) they must be readily recombined to form a wide variety of
structures (much as can be done with children’s building blocks)”.
The way the building block thesis is phrased it is a statement about what is
already known about the world rather than a universal law, which is how Holland
goes on to use it. Our most sympathetic rephrasing of the building block thesis
in light of the way Holland uses it to support the building block hypothesisis is as
follows:
Building blocks play a key role in the structure and function of most
objects and processes. Building blocks are (i) parts of wholes, (ii) easily
identifiable, and (iii) recombinable with other building blocks to form a
wide variety of forms.
It is necessary to quote Holland at length so as not to leave out any part of his
argument for this thesis. Holland writes:
‘The successive levels of building blocks used in physics are familiar to
anyone interested in science—nucleons constructed from quarks, nuclei
constructed from nucleons, atoms constructed from nuclei, molecules
constructed from atoms, and so on . . . Nowadays a similar succession
presents itself in daily newspaper articles discussing progress in biology:
chromosomal DNA constructed from 4 nucleotide building blocks; the
basic structural components of enzymes: alpha helices, beta sheets, and
the like, constructed from 20 amino acids; standard “signalling” proteins
for turning genes “on” and “off,” and “autocatalytic bio-circuits,” such as
the citric acid cycle, that perform similar functions over extraordinarily
wide ranges of species, organelles constructed from situated bio-circuits,
and so on . . . And, of course, there are the long-standing taxonomic categories: species, genus, family, etc., specified in terms of morphological
and chromosomal building blocks held in common. However the pervasiveness of building blocks only becomes apparent when we start looking
at other areas of human endeavor. In some cases we take building blocks
so much for granted that we’re not even aware of them. Human perception is a case in point. The objects we recognize in the world are
always defined in terms of elementary, reusable building blocks, be they
trees (leaves, branches, trunks, . . . ), horses (legs, body, neck, head, blunt
teeth, . . . ), speech (a limited set of basic sounds called phonemes), or
written language (the 26 letters of English, for example).
‘In other cases we just don’t make the building blocks explicit. Consider
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two major inventions of the 20th century, the internal combustion engine and the electronic computer. The building blocks of the internal
combustion engine: gears, Venturi’s aspirator, Galvani’s sparking device, and so on, were well-known prior to the invention. The invention
consisted in combining them in a new way. Similarly, the components
of early electronic programmable computers: wires, Geiger’s counting
device, cathode ray tubes, and the like, were well-known. Even earlier,
Babbage had spelled out an overall architecture using long-standard,
mechanical building blocks, (gears, ratchets, levers, etc.). The latter invention consisted in combining the electronic building blocks in a way
that implemented Babbage’s mechanical layout. And, of course, building blocks underpin the critical step for universal computation: arbitrary algorithms are constructed by combining copies of a small set of
basic instructions. For both the internal combustion engine and the programmable computer, the building blocks were a necessary precursor,
but the innovation required a new combination of the blocks’ (Holland,
2000).
Holland regards the schema theorem (Goldberg, 1989; Mitchell, 1996; Holland,
2000) as a kind of Rosetta Stone that reveals how the building block thesis applies
in the specific case of the genetic algorithm (Holland, 2000). The schema theorem
shows that if a short schema with frequency x has above average fitness in some
generation t, then the expected frequency of that schema in generation t+1 is greater
than x. From this result Holland concludes that short schemata with above average
fitness are the basic building blocks that genetic algorithms implicitly use. That
such building blocks must “therefore” be abundant and hierarchically synergistic
“follows” from the building block thesis.
The problem with the building block “thesis” is that it is too vague to be falsifiable. Firstly, it uses highly subjective language. The stipulations that building
blocks be “easy” to identify and “recombinable” beg the question “according to
whom?”. Secondly, the use of the word “most” makes this “thesis” impossible to
falsify unless one conducts an inventory of all entities in the universe.
The falsifiability criterion was formulated by the philosopher of science Karl
Popper (Popper, 2007b,a) as a way to distinguish between scientific theories, such
as Einstein’s theory of gravity, and pseudo-scientific theories, such as astrology, or
Freud’s theory of psychoanalysis. Pseudo-scientific theories, noted Popper,
“appeared to be able to explain practically everything that happened
within the fields to which they referred. The study of any of them seemed
to have the effect of an intellectual conversion or revelation, opening
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your eyes to a new truth hidden from those not yet initiated. Once
your eyes were thus opened you saw confirming instances everywhere:
the world was full of verifications of the theory. Whatever happened
always confirmed it. Thus its truth appeared manifest and unbelievers
were clearly people who did not want to see the manifest truth” (Popper,
2007a, p45).
Scientific theories, in contrast, are theories that take risks—by predicting unexpected
phenomena (e.g. gravitational lensing) they leave themselves open to refutation.
“A theory which is not refutable by any conceivable event is non-scientific”, wrote
Popper. “Irrefutability is not a virtue (as people often think) but a vice” (Popper,
2007a, p46).
Consider for example the difference between the Church-Turing thesis
(Copeland, 2004), a refutable and therefore scientific thesis, and the building block
“thesis”, which is neither. Perhaps the most generous way to regard Holland’s “thesis” is as a metaphysical theory of pan-modularity and pan-hierarchism. Should this
new view of the building block thesis allay our concerns about the building block
hypothesis? It should not. Indeed any hypothesis can be justified by asserting a
generalization of the hypothesis as a new metaphysical position, and then using the
metaphysical position to argue in favor of the specific hypothesis.

2.4

Appeal to Authority

It is clear from his writings that Holland views the building block hypothesis as a
straightforward generalization of Fisher’s theory of adaption (Holland, 1975, p89;
Holland, 2000)—a generalization indeed that, to Holland’s mind, rests on assumptions that are weaker than Fisher’s. Fisher’s theory currently reigns as the orthodox
view in population genetics—the theoretical branch of evolutionary biology—so it is
understandable that Holland finds it exasperating that the building block hypothesis should meet with the kind of criticism that it has received from certain quarters
within the genetic algorithmics community (Holland, 2000, Section 4).
In this section we describe some of Fisher’s assumptions. We highlight their
extraordinary strength, and examine the circumstances under which these assumptions became part of the orthodox view in population genetics. It is important to
stress that the adoption of Fisher’s assumptions by population geneticists, though
pervasive, is by no means unanimous. Accordingly, we will review some of the
criticism that has been leveled at these assumptions. Finally we compare Holland’s
assumptions with Fisher’s. We argue that the extent by which the former are weaker
than the latter has been exaggerated, and explain how Holland’s assumptions are
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in fact stronger than Fisher’s in an important respect.

2.4.1

The Fisherian Pardigm and its Discontents

For almost two decades after the discovery, in 1900, of his paper on inheritance in
pea plants, Mendel’s theory of particulate inheritance was thought to be at odds
with the theory of adaptation by natural selection proposed by Darwin and Wallace.
The Mendelians argued that new species arise not by gradual changes, but by large
jumps—called saltations—caused by macromutations. Such mutations (which were
assumed to occur infrequently) were thought to be the main driver of adaptation.
Natural selection on the other hand was thought to play at best a minor part—that
of mopping up deleterious macromutations. Though this point of view was never
articulated by Mendel himself, his name became associated with researchers such as
DeVries, Bateson and Johansen who used the results of Mendel’s paper to downplay
the effects of natural selection (Mayr, 2003).
Opposing them, the biometricians (e.g. Pearson, and Weldon) noted that gradualness abounds in nature, and argued that evolution consists of a gradual shift of
an entire population rather than the creation of new types by macromutation. The
biometricians made extensive use of statistics to study the effect of natural selection
on phenotypic distributions and claimed superiority over the Mendelians on account
of their commitment to mathematical rigor (the Mendelians in turn trumpeted their
fidelity to the empirical record). By and large the biometricians rejected Mendelian
inheritance (Provine, 2001, p85). This may seem odd in this day and age, but remember that we are discussing a time that predates the discovery of the material
basis of inheritance (chromosomes comprised of DNA), as well as the mechanisms
of inheritance (e.g. meiosis).
The possibility of reconciling the views of the Mendelians with those of the biometricians had been considered by Yule, and Parson as early as 1902. However it is
Fisher’s paper, published in 1918, on “The correlation of relatives on the supposition of Mendelian inheritance” that is widely regarded as marking the beginning of
the synthesis of these two purportedly irreconcilable theories into a single theory of
evolution—what we now call the modern synthesis.
In this paper, Fisher, himself an eminent statistician, presented a mathematical
model that incorporated natural selection and Mendelian inheritance, and used this
model to calculate correlations between certain traits in relatives. He argued that
his model could account for published biometric data (Pearson and Lee, 1903) which
Pearson (a biometrician) had previously used to question the adequacy of Mendelian
inheritance.
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Provine reports that “Fisher’s 1918 paper was well received by the few geneticists
who could understand his mathematics” (Provine, 2001, p147). We can reasonably
suspect that Fisher’s use of Pearson’s own data to challenge Pearson’s position must
have been viewed as a coup of sorts. At any rate, there seems to have been no alarm
over the remarkably strong assumptions undergirding Fisher’s work. What were
these assumptions?
In Fisher’s model a quantitative trait (e.g. stature, i.e. height) is under the
influence of multiple genes, each with multiple allelic instantiations. Fisher assumed
that the effects of allele substitutions in an individual were constant and combined
additively. This assumption entails that the substitution of one allele for another
always has the same additive effect on the value of the trait, regardless of the
genetic background in which the allele substitution occurs. To be fair, Fisher did
discuss the possibility that the effects of allele substitutions might not combine
additively. He called this condition epistacy, a term he later discarded in favor of
epistasis. Early in the paper Fisher urged his readers to treat epistasis and the
effects of the environment as one might regard “an arbitrary error introduced into
the measurements”, in other words, as noise. Later, he returned to show how the
case when epistasis is not well modeled by noise might be dealt with. Unfortunately,
his treatment was rather incomplete; he limited himself to addressing “deviations
from linearity” that may as may exist between just two two loci..
Importantly, considerations of epistasis did not figure into Fisher’s accounting
for the biometric data of Pearson and Lee. In other words, Fisher accounted for this
data while making very strong assumptions about the effects of allele substitutions.
Nevertheless, Fisher believed that his approach was sound. In the conclusion of the
paper he wrote:
“Throughout this work it has been necessary not to include any avoidable complications, and for this reason the possibilities of Epistacy have
only been touched upon, and small quantities of the second order have
been steadily ignored. In spite of this, it is believed that the statistical
properties of any features determined by a large number of Mendelian
factors have been successfully elucidated”.
Fisher’s characterization of epistasis as an “avoidable complication” to his theory
betrays a confusion about the role of parsimony in scientific theorizing. Fisher
seems to have believed that a shorter explanation is to be preferred to a longer one.
Occam’s razor, or the principle of parsimony, however, is applicable primarily to the
assumptions undergirding an explanation, and only secondarily to the explanation
itself. To see this clearly, note that any phenomenon can be succinctly accounted for
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by the short explanation, “It is the will of God”. The appeal of scientific theories lies,
certainly not in their comparative succinctness (scientific explanations are always
longer), but in the comparative parsimony of the assumptions involved.
As mentioned above, the extraordinary strength of Fisher’s assumptions drew no
protest at the time. Encouraged by the reception of his paper, Fisher continued with
his particular mode of analysis (Provine, 2001, p147). In the highly influential book,
in which he set Darwin’s theory of natural selection on a Mendelian foundation,
Fisher (1930) gave short shrift to epistasis.
This time however, Fisher’s assumptions were criticized by Sewall Wright, who,
based on years of experience breeding animals, was convinced of the error of assigning
fitness effects to individual genes. In a review of Fisher’s book, Wright remarked
that the Fisherian approach
“assumes that each gene is assigned a constant value, measuring its contribution to the character of the individual (here fitness) in such a way
that the sums of the contributions of all genes will equal as closely
as possible the actual measures of the character in the individuals of
the population. Obviously there could be exact agreement in all cases
only if dominance and epistatic relationships were completely lacking.
. . . [W]ith respect to such a character as fitness, it may safely be assumed that there are always important epistatic effects. Genes favorable
in one combination, are, for example extremely likely to be unfavorable
in another.” (Wright, 1930)
Wright’s protests notwithstanding, the assumption that the fitness effects of
allele substitutions are context-independent has become the orthodoxy in population
genetics. This position is described on the first page of a popular introduction to
population genetics as follows:
“Population geneticists have achieved remarkable success by choosing to
ignore the complexities of real populations and focusing on the evolution
of one or a few loci at a time. . . . The success of this approach, which has
been seen in both theoretical and experimental investigations has been
impressive, as I hope the reader will agree by the end of this book. The
approach is not without its detractors. Years ago, Ernst Mayr mocked
this approach as ‘bean bag genetics.’ In so doing, he echoed a view
held by many of the pioneers of our field that natural selection acts
on highly interactive coadapted chromosomes whose evolution cannot
be understood by considering the evolution of a few loci in isolation
from all others. Although chromosomes are certainly coadapted, there
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is precious little evidence that there are strong interactions between most
polymorphic alleles in natural populations. The modern view, spurred
on by the rush of DNA sequence data, is that we can profitably study
loci in isolation.” (Gillespie, 1998)
This “modern view” is currently challenged by a small, but outspoken community
of critics, who consider the practice of theoretically analyzing isolated loci to be
driven by convenience and scandalously naive; see, for example, the volume by Wolf
et al. (2000). The following passage from this compilation addresses Gillespie’s
observation that “there is precious little evidence that there are strong interactions
between most polymorphic alleles in natural populations”. Paraphrasing statements
made by Frankel and Shork (Frankel and Schork, 1996), Templeton writes:
“The subjective assessment of Frankel and Shork [. . . ] implies that epistasis is common, despite the numerous biases that exist against its detection. Frankel and Shork [. . . ] point out that the primary reason why
many complex traits are not reported to have epistasis is simply that
many investigators use designs and/or analytical methods that exclude
epistasis. The implicit assumption in these analyses is that all the biologically important associations are to be found at the single-locus level.”
(Templeton, 2000)
Later on in the same work, Templeton cautions that the pervasiveness of this
“implicit assumption” amounts to a community-wide neglect of epistasis because of
the mathematical and statistical inconvenience it poses.
“The dominance of this research paradigm has more to do with mathematical and statistical convenience than with biological reality. All
that we know of biological systems—from the control of gene expression,
to biochemical pathways, to developmental processes, to physiological
regulation—indicates that interactions are the norm.” (Templeton, 2000)
Meanwhile, Rice has argues that the very notion of epistasis is questionable. Not
because epistasis does not exist, but because it is ubiquitous.
“ ‘Epistasis,’ like ‘invertebrate,’ is a term that really means ‘everything
else’. Traditionally defined as a situation in which the consequences of an
allele substitution at one locus are a function of what allele is present at
another locus . . . , epistasis includes all possible ways that gene products
can conspire to shape a phenotype, with the very unlikely exception of
complete additivity. To name a phenomenon in this way has the curious
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effect of making it look like a special case, even if it is the most common
situation.”(Rice, 2000)

2.4.2

Comparing Fisher’s Assumptions with Holland’s

Proponents of the building block hypothesis typically regard each symbol in a bitstring as a separate gene (Holland, 1975; Goldberg, 1989; Mitchell, 1996) and describe a building block as a small set of closely located genes amongst which credit
cannot be straightforwardly apportioned, i.e. a set of genes with epistatic interactions. As building blocks are assumed to be abundant, proponents of the building
block hypothesis feel justified in asserting that the building block hypothesis accommodates the existence of pervasive epistasis, and therefore rests on assumptions
that are much weaker than Fisher’s.
The validity of these assertions turns on the entity that is identified with a
bitstring of an SGA. If one identifies a bitstring with a bi-allelic genotype, as Holland
does and as population geneticists are apt to do, then these assertions seem valid. We
believe, however, that typical users of SGAs will feel more comfortable identifying a
bitstring with a chromosome. When bitstrings are identified with genotypes, a gene
can straightforwardly be identified with a bit at some locus along a bitstring. What
is a gene when bitstrings are identified with chromosomes?
The word “gene” was coined by the Danish geneticist Wilhelm Johansen in
1909, at a time when the particulate nature of inheritance could only be surmised
by observing differences in the frequencies of some phenotypic trait over multiple
generations. Johansen used the word gene to stand for a unit of inheritance passed
on from parent to child in an all-or-nothing fashion. Given the above, let us define
a gene as a chromosomal extent that tends to be inherited over multiple generations
in an all-or-nothing fashion, i.e. a chromosomal extent that is short enough that
it tends not to be broken up by crossover. This is not a strict definition, like say
that of a triangle, but instead has a “fading-out” quality that, like the definition of
a building block, is contingent upon the expected number of crossover points, and
the way they tend to be distributed over the chromosome. This definition is almost
identical to the one given by Dawkins (Dawkins, 1999b, Chapter 3), with one crucial
difference: Dawkins additionally requires the gene to be the unit of selection 2 . We
shall discuss problems with this additional requirement in Chapter 5.
2 Dawkins

writes, “My definition will not be to everyone’s taste, but there is no
universally agreed definition of a gene. Even if there were, there is nothing sacred
about definitions. We can define a word how we like for our own purposes, provided
we do so clearly and unambiguously. The definition I want to use comes from G.C.
Williams. A gene is defined as any portion of chromosomal material that potentially
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Consider an SGA with n-point crossover, where n is small relative to the length of
the chromosomes. Then, in light of the above, any “short” schema with contiguous
defining positions is a gene. By this definition, a building block is comprised of one
or more genes with above average fitness. For example, if ***. . . **10*1**. . . ***
is a building block, then one or both of the genes ***. . . **1001**. . . ***, and
***. . . **1011**. . . *** must have above average fitness. It now becomes rather
straightforward to see how the building block hypothesis and the assumptions that
undergird it can be described entirely in terms of genes. The building block hypothesis presumes the existence, in the initial population, of large numbers of genes with
statistically significant fitness advantages. According to this hypothesis, adaptation
in genetic algorithms is driven by the propagation of such genes, and by the frequent
composition in offspring of co-adapted sets of individually advantageous genes that
are not co-present in either parent. To avoid confusion, it is important to clarify
that by ‘co-adapted’ we mean something other than the existence of super-additive,
or super-multiplicative fitness interactions between the genes concerned; rather, we
mean simply that the expected fitness of a chromosome carrying all the genes in a
‘co-adapted’ set is greater than the expected fitness of a chromosome carrying any
individual gene in the set; the whole, in other words, is greater than any of the
parts.
We are now in a position to compare Fisher’s assumptions with Holland’s. Both
Fisher and Holland assumed the existence of large numbers of genes with higher
than average fitness. Fisher essentially assumed that any collection of such genes
intersects synergistically. Holland assumed that the synergistic intersection of small,
closely located collections of such genes is common, and that this pattern applies
hierarchically. To be sure these assumptions about the distribution of fitness are
weaker than Fisher’s; but not by the extent previously claimed.
Fisher and Holland also differ in the way they deal with the problem of sampling error. By assuming an infinite panmictic population, Fisher dispensed with
the need for the average fitness values of the alleles at a locus to be detectably different. This is because in an infinite panmictic population, evolution can act on
differences between the average fitness values of these alleles no matter how small
the differences. In other words, by making a strong assumption about the size of the
evolving population, Fisher was able to avoid making a strong assumption about
lasts for enough generations to serve as a unit of natural selection.” (Dawkins, 1999b,
p28). He goes on to provide the following clarification: “The gene is a long-lived
replicator, existing in the form of many duplicate copies. It is not infinitely longlived. Even a diamond is not literally everlasting . . . The gene is defined as a piece
of chromosome which is sufficiently short for it to last, potentially, for long enough
for it to function as a significant unit of natural selection.”(Dawkins, 1999b, p35)
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the distribution of fitness. Genetic algorithms used in practice tend to have small
populations—typically no more than 1000 individuals. Therefore an escape of this
sort is clearly not available to genetic algorithm theorists
Nevertheless, to the best of our knowledge the issue of sampling error has not
been addressed by proponents of the building block hypothesis. By insisting that
the building block hypothesis explains the adaptive capacity of GAs with small
populations, these proponents are, in effect, assuming that each basic building block
is comprised of at least one gene whose sampling fitness is likely to be so far above
average that evolution will propagate this gene despite the inevitable sampling error
that accompanies the evolution of small populations. The assumption that basic
building blocks are abundant entails the strong assumption that such genes are also
abundant.

2.5

The Problem with “The Loose Linkage Problem”

While proponents of the building block hypothesis seem to be comfortable with
the strong assumption that low-order schemata with above average sampling fitness
are abundant, they are less enthusiastic about assuming abundance when it is also
stipulated that such schemata are short. In other words, they are uncomfortable
assuming that the defining positions of basic building blocks are “tightly linked”,
i.e. close together.
Their wariness about this assumption can be traced back to Holland’s contention
in his seminal treatise (Holland, 1975) that the defining bits of building blocks may
well be dispersed throughout the chromosome (i.e. loosely linked). Holland considered this to be a significant problem. To deal with it he introduced the inversion operator which reverses the order of the bits of a randomly chosen snippet of a chromosome while preserving the chromosome’s semantics (Holland, 1975, p106). Holland
asserted that over several generations inversion, in combination with crossover and
selection, will tighten the linkage between the defining positions of schemata with
above average fitness in an “intrinsically parallel fashion” (Holland, 1975, p109).
The inversion operator was not found to be useful in practice (Davis, 1991), and
the study of inversion is no longer an active area of research. However, the loose linkage problem that inversion was supposed to solve took on a life of its own—it became
a de-facto explanation for poor GA performance, and has captured the attention
and creative energies of a sizeable section of the GA community. A large number
of algorithms with explicit “linkage learning” schemes have been developed to deal
with this perceived problem e.g. mGA and the fmGA (Goldberg et al., 1989, 1990,
1993; Kargupta, 1995), gemGA, (Kargupta, 1996; Goldberg, 2002), LLGA (Harik
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and Goldberg, 1997; Goldberg, 2002), ECGA (Harik, 1999), FDA (Mühlenbein and
Mahnig, 1999), LFDA (Mühlenbein and Mahnig, 2001), BOA (Pelikan et al., 1999;
Goldberg, 2002), hBOA (Pelikan and Goldberg, 2001), SEAM (Watson, 2002, 2006).
What seems to have been overlooked in this flurry of activity is that the assumption of tight linkage between the defining positions of basic building blocks is just
one of a number of strong assumptions undergirding the building block hypothesis.
Consciously or otherwise, these other assumptions—the abundance of basic building blocks, and hierarchical synergism—have been embraced by the inventors of the
algorithms listed above.
Goldberg calls such algorithms “competent genetic algorithms” (Goldberg,
2002). The implication is that the simple genetic algorithm, because it lacks an
explicit linkage learning mechanism, is incompetent. Driving home this point in
one of his books, Goldberg writes:
“One mistaken idea that has led to controversy is the idea that simple
GAs as originally designed [. . . ] or their minor variants achieve the
kind of robustness sought in Holland’s early writing. This text puts this
canard to rest; even my first text went to great lengths to discuss the
importance of linkage and the inadequacy of simple GAs in solving the
linkage problem. Nonetheless, the field has proceeded using simple GAs
as though they worked well. They do not.” (Goldberg, 2002, p55)
Sadly, Goldberg does not consider the possibility that simple GAs and minor variants
thereof continue to be used by GA practitioners because they do “work well”, but
don’t work as described in the building block hypothesis.
An unfortunate consequence of the field’s preoccupation with “fixing” the loose
linkage problem is the diversion of effort that might otherwise have been devoted to
developing more viable explanations for the adaptive capacity of the simple genetic
algorithm. Why, after all, would an engineer care to study the workings of an
algorithm deemed to be the poor cousin of more “competent” algorithms?
Ironically, the problem of loose linkage turns out not to be anywhere nearly
as debilitating as it is thought to be. The results presented in Chapters 3 and 4
show that an SGA with uniform crossover can increase the frequency of low-order
schemata with above average fitness regardless of the defining length of the schemata.
This phenomenon, in fact, forms the basis for the generative fixation hypothesis.
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Two Remarkable Computational
Competencies of the SGA
When applied to combinatorial optimization problems that are poorly understood,
or known to be hard, simple genetic algorithms frequently evolve usable solutions
after evaluating a relatively small number of samples. As mentioned in the introduction, we assume that the SGA’s capacity for efficient adaptation on a wide
range of problems reduces to an ability to perform some core computation relatively
efficiently, i.e. robustly and scalably relative to other known algorithms.
Computational Competencies and Proficiencies
Since genetic algorithms were not explicitly designed to solve some core computational problem, there is no reason to believe that it will be easy to crisply express
the full extent of its core computational efficiency. Consider, however, the old adage,
“where there is smoke, there’s fire”. By identifying several specific computational
efficiencies of the SGA, it may be possible to infer the outlines of the more general
core problem that the SGA can tackle efficiently. To distinguish between the SGA’s
ability to efficiently tackle some general problem, and its ability to efficiently solve
some well-defined specific problem, we refer to the former ability as a computational
proficiency, and the latter ability as a computational competency.
In this chapter we deduce two computational competencies of the SGA. That is,
we identify two specific problems, and show that the SGA can solve each problem
very efficiently—certainly more efficiently than the “mainstream” computational
technique for solving these problems. When these two competencies are considered
together, they point unmistakably towards a powerful computational proficiency of
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the SGA. Remarkably, the general problem that this proficiency is concerned with
is closely related to a well-known statistical problem at the cutting edge of computational genetics having to do with the identification of epistatically interacting
quantitative trait loci (QTLs).
Epistatically Interacting QTLs
Consider a phenotypic trait for which there exists a single polymorphic locus1 , such
that allele substitutions at this locus result in large changes in the phenotypic trait.
Many such traits have been identified (e.g. seed color in pea-plants, eye color in
fruit flies, presence of sickle cell anemia, presence of cystic fibrosis). In most cases,
however, changes in a phenotypic trait are more fine-grained, and are influenced by
allele substitutions at several polymorphic loci. Such traits are called complex or
quantitative, and the loci that influence them are called quantitative trait loci. An
important goal of modern genetics is the identification of quantitative trait loci for
traits of interest, e.g. the oil content of corn seeds (Hartl, 2000, p164), grain weight
in rice plants (Xing et al., 2002), and of course, susceptibility to common diseases
with complex genetic underpinnings (cancer, diabetes, schizophrenia etc.)
A popular technique for identifying loci that affect quantitative traits is called
genome scanning. Given the genomic sequences of a set of individuals and the
corresponding values of a particular quantitative trait, genomic loci are visited one
by one to determine which loci have a statistically significant effect on the trait when
averaged over all other loci. Geneticists distinguish between the main effect of a
locus and its interaction effect with other loci. Frankel and Shork (1996) distinguish
between the two as follows:
“A main effect is the average effect of a [locus] taken over all other [loci].
Main effects ultimately emerge when one is studying, or mapping, a
[locus] either in isolation or without regard to other [loci]. Interaction
effects are those attributable to the simultaneous influence of two or
more [loci]. Most contemporary data analysis and statistical modeling
strategies for genome scan investigations assess the significance of only
the main effects of potential trait loci.”.
Frankel and Shork then eloquently explain why interaction effects have not received much attention, and point out the peril of concentrating solely on main
effects:
1A

locus with multiple alleles
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(a)
Locus A
0
1
+0.2 −0.2
−0.2 +0.2

0
1

Locus B
Marginal Values

A
0
0
0
0
1
1
1
1

B
0
0
1
1
0
0
1
1

0.0

C
0
1
0
1
0
1
0
1

Marginal Values
0.0
0.0

0.0

(b)
Marginal Values
+0.18
−0.06
−0.06
−0.06
−0.06
−0.06
−0.06
+0.18

Table 3.1: Marginal values of two (top table) and three (bottom table) bi-allelic
interacting loci. None of the loci have main effects
“There are, of course, many scientific reasons which in part account
for this main effect ‘bias’ and these reasons all derive from difficulties
surrounding the statistical treatment of epistatic effects . . . Given these
difficulties, it is easy to see why epistatic effects have been neglected
in favor of main effects in complex trait analysis investigations. Unfortunately, however, there exists the possibility that a [locus’s] effect
might only be detected within a framework that accommodates epistasis. Thus, for example, a [locus’s] true main effect might be too small to
detect with any reasonable statistical power and sample size, and yet it
might enter into a critical epistatic effect with a second [locus].” (Frankel
and Schork, 1996)
It is easy to see how a group of loci can interact even though no locus in this
group has a main effect. Table 3.1(a) shows how this might happen when two loci A
and B interact (for the sake of simplicity we have assumed bi-allelic chromosomes).
Note how neither of these loci have main effects (the marginal value of each allele
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of each locus is zero) even though they clearly influence the trait in question. Table
3.1(b) shows how three bi-allelic loci A, B, and C can interact epistatically on a
trait, yet have no main effect. The reader can check that the the marginal value of
each allele of each locus is zero.) In fact for any non-empty set of loci {A1 , . . . , An },
and any set of bits {b1 , . . . , bn }, one can construct a similar table by letting the
marginal values of two genotypes b1 . . . bn , and b1 . . . bn be some value δ and letting
the marginal values of all other genotypes be − 2n2δ−2 (This observation will come in
handy in our definition of type 1 pivotal functions in Section 3.2).
If loci that interact also have statistically significant main effects then these loci
will be detected by genome wide scans for main effects. Once detected, the interactions between the loci can be mapped. If, however, loci that interactively influence
a quantitative trait have no main effects (or if their their main effects are statistically insignificant) then, as Frankel and Shork have explained, one will not detect
such loci unless one explicitly uses an investigative technique that “accommodates
epistasis”.
Main effects can be detected by visiting loci one at a time and testing for differentiated marginals (marginals with differentiated marginal values). To the best of
our knowledge, the only known sure way to accommodate for epistasis between loci
when main effects are absent, is to visit multi-locus combinations, and to test the
(multi-variable) marginal of each such combination for differentiation. We shall call
this approach combinatorial genome scanning. The computational intractability of
combinatorial genome scanning, even for small combination sizes, is discussed in a
recent article by Moore (2008). Moore remarks:
“Identifying the optimal combination of [loci] from an astronomical number of possible combinations is computationally infeasible, especially
when the [loci] do not have independent [i.e. main] effects. The following
example illustrates the computational magnitude of the problem. Let’s
assume that 106 [loci] have been measured. Let’s also assume that 1,000
computational evaluations can be completed in one second on a single
processor and that 1,000 processors are available for use. Exhaustively
evaluating all of the approximately 4.9 × 1011 two-way combinations of
[loci] would require approximately 5.7 days. Exhaustively evaluating all
of the approximately 1.6 × 1017 three-way combinations of [loci] would
require 1,929,007 years. This of course assumes a best-case scenario in
which the genetic model of interest consists of only two or three important attributes or genetic variations.”
The problem described above (see also Moore, 2003, and Moore and Ritchie, 2004)
is a specific instance of the general problem of identifying interacting attributes in
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data-mining (Freitas, 2001).
In this chapter we focus on active versions of two specific problems having to do
with the identification of interacting-attributes. Crucially, main effects are entirely
absent in both problems. By “active” we mean that the value of any synthesized data
point can be queried—like in active learning. The first problem can only be solved
by a combinatorial genome scanning strategy that tests attributes in combinations
of two or more. The running time of such a strategy is therefore quadratic in the
number of attributes. The second problem can only be solved by a combinatorial
genome scanning strategy that tests attributes in combinations of four or more; the
time required by this strategy is therefore Ω(`4 ), where ` is the number of attributes
of an instance of the problem. We will show that both the first and the second
problem can be solved robustly by an SGA in time that is linear with respect to
the number of attributes. Moreover, we will show that in both cases, the query
complexity2 of the SGA is constant with respect to the number of attributes.

3.1

Our Mode of Analysis

Our mode of analysis is somewhat unusual as foundational studies go in that experiments play a primary role. Experiments are typically used in foundational GA
research either to confirm behavior predicted by formal models (e.g Rattray, 1996;
Shapiro, 2001), or to draw attention to phenomena not predicted by prevailing theories (e.g. Syswerda, 1989; Mitchell et al., 1992; Forrest and Mitchell, 1993; Mitchell
et al., 1994). The use of experiments as a primary tool of analysis is, however,
typically avoided because of the problem of specificity.
One can identify two kinds of specificity. First, as GAs are stochastic processes,
any observations about the behavior of a GA during some run are, strictly speaking,
specific to the integer used to seed the random number generator. Of course, one
can easily circumvent this problem by running the GA several times with different
seeds. Doing so allows one to build confidence that observed effects are not artifacts
2 Because

fitness evaluation is by far the most time consuming part of a typical GA run, genetic algorithmicists often use the term time complexity to refer to
the relationship between a parameter of some problem and the number of fitness
evaluations required by a GA to solve the problem. In this dissertation we use the
term query complexity instead. Our usage of this term is in line with its usage in
theoretical computer science (the fitness function of a GA can be thought of as an
oracle that gets “queried” by the GA). We use the term time complexity as it is
typically used in computer science—to refer to the relationship between a problem
parameter and the number of “basic steps” required to solve the problem.
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of some random seed.
The second kind of specificity is more problematic. Strictly speaking, an experimental result only pertains to the parameter values used in the experiment.
In practice it may be possible, by changing a parameter while holding all others
constant, to glean the relationship between that parameter and some aspect of GA
behavior. However, if our aim is to be rigorous, then the extrapolation involved
in this approach is less than ideal. In this dissertation we circumvent the problem
with the second kind of specificity by exploiting the symmetries of the SGAs we
construct. In doing so we obtain quantitative results from a single experiment for
an infinite set of problem instances.
While the use of symmetry arguments is new to GA research, symmetry arguments have long been exploited in other fields of science, such as physics and
chemistry. Indeed, according to the theoretical physicist E. T. Jaynes “almost the
only known exact results in atomic and nuclear structure are those which we can
deduce by symmetry arguments, using the methods of group theory”(Jaynes, 2007,
p331-332).
One does not, however, need to venture so far afield in order to find an example
of a symmetry argument. Let Bn denote the set of bitstrings of length n. For any
bitstring g, let g denote the bitwise complement of g (for example, 1011 = 0100).
Let ` be some positive integer, and let f be some fitness function over B` such that
for any bitstring g ∈ B` , f (g) = f (g) (for example, if ` = 4 and f (1011) = 2.75,
then f (0100) = 2.75). Let G be some finite population SGA with fitness function f ,
such that the initial generation of G is drawn from the uniform distribution over the
set B` . For any generation t, let p(t) (g) denote the probability that some bitstring
g ∈ B` will be in the population of G in generation t. Then by appreciating the
symmetry of the situation, we can deduce that for any generation t, and any bitstring
g ∈ B` , p(t) (g) = p(t) (g).
This result holds regardless of the size of the population, the mutation and
crossover rates, the mutation and crossover operators used, and the way in which
the SGA G scales the fitness values of individuals (if it does) and performs selection.
In fact, this result holds even if f is stochastic (i.e. if f returns different values when
applied to the same chromosome) as long as for any chromosome g, the values of
f (g) and f (g) are drawn from the same distribution. Since mathematical models
of genetic algorithms with finite populations (e.g. Nix and Vose, 1992) tend to be
unwieldy, a formal proof of the above, i.e. a proof within some formal axiomatic
system, would be quite involved and relatively inaccessible. “The great power of
symmetry arguments lies just in the fact that they are not deterred by any amount
of complication in the details”, writes Jaynes (2007, p331). Symmetry arguments, in
other words, allow one to cut through complications that might hobble other forms
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of reasoning.
Jaynes stresses, as do we, that symmetry arguments rely not on ‘equal ignorance’,
but on ‘positive knowledge of symmetry’. For instance, going back to the example
above, if we cannot be sure that the initial population of G is drawn from the
uniform distribution over B` , then, for any generation t, and any bitstring g, we
would in a sense be ‘equally ignorant’ of the values of p(t) (g) and p(t) (g). Our ‘equal
ignorance’ does not, of course, entail that these two values are the same.
But what constitutes ‘positive knowledge of symmetry’ ? This question, like the
question “what constitutes beauty?”, has no direct answer. Historically, the appreciation of a symmetry by a community of theorists well versed in “the art” was
enough to constitute ‘positive knowledge’ of that symmetry. Interestingly, over the
last two centuries, mathematicians have largely agreed to eschew all non-sentential
symmetries in their formal communication; these days, only certain types of symmetry between sentential forms are acknowledged. At the beginning of this deep
shift in the communication of mathematics, Euclidian geometry was one of the only
fields of mathematics that had an axiomatic foundation. By the end of the shift,
“new as well old branches of mathematics . . . were supplied with what appeared to
be adequate sets of axioms” (Nagel, E. and Newman, J. R., 2001, p3,4). An obvious benefit of this shift is a reduction in the number of mistakes communicated.
The rarely acknowledged cost is the impedance of timely and accessible communication of results derived through the insightful exploitation of non-sentential forms
of symmetry.

3.2

Type 1 Pivotal Functions

We begin by defining a class of fitness functions with bitstring inputs such that
when any of these functions is queried with an infinite set of samples drawn from a
uniform distribution over its domain, no locus has a main effect, even though some
loci may interact epistatically with others. For reasons that will soon become clear
we call the members of this class pivotal functions.
For any positive integer n, let [n] denote the set of positive integers {1, . . . , n}.
For any n-tuple x and any i ∈ [n] let xi denote the ith element of x. For any bitstring
s let si denote the ith symbol of s. For any bitstring g of length ` and any k-tuple
x of distinct integers in [`], let Ξx (g) denote the bitstring gx1 . . . gxk . Let N (µ, σ 2 )
denote the normal distribution with mean µ and variance σ 2 .
Definition 1 Let ψ = (o, σ, δ, `, L, V ) be a 6-tuple such that o is a positive integer,
σ and δ are non-negative real numbers, ` is a positive integer greater than o, V is
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an o-tuple of binary values, and L is an o-tuple of distinct positive integers in [`]
sorted in ascending order. A type 1 pivotal function with descriptor ψ is a stochastic
function f over the set of bitstrings of length ` which behaves as follows: for any
input bitstring g, if ΞL (g) = V1 . . . Vo or ΞL (g) = V1 . . . Vo then f returns a value
drawn from N (δ, σ 2 ), otherwise f returns a value drawn from N (− 2o2δ−2 , σ 2 ).
We call o, δ, σ, ` and V the order, increment, noisiness, and span of a pivotal
function respectively. When a pivotal function is queried with some bitstring, the
distribution from which the result is drawn pivots upon the values of the bitstring
at the pivotal loci given by L, and the pivotal values given by V —hence the name
pivotal function. If we assume that a type 1 pivotal function is queried with samples
drawn from the uniform distribution over the function’s domain, then the expected
marginal value of each allele of any individual locus is zero. This is what we mean
when we say that no locus has a main effect. The increment parameter δ determines
the strength of the expected multilocus marginal values of the pivotal loci.
Let f be a type 1 pivotal function with descriptor (o = 3, σ = 1, δ =
0.18, `, L, V ). The probability distribution functions (pdfs) of N (− 2o2δ−2 , σ 2 ) and
N (δ, σ 2 ) are shown in Figure 3.1. Consider the task of robustly recovering the indices of the pivotal loci (i.e. the values of L) given only the values of o, σ, δ and `,
and query access to the function f . Because of the stochastic nature of f , as long
as there is any overlap between the two pdfs there will always be some probability
of error. The large overlap between the two pdfs shown in Figure 3.1 make the
minimization of this error expensive as ` gets large (say 106 ). But it is the absence
of main effects that really makes this problem thorny. A genome scanning strategy
that visits loci one-by-one clearly will not work because none of the loci have main
effects. Such a strategy only begins to hold promise if loci are visited in combinations of two or more. The number of such combinations however scales at least
quadratically with `.
We will show that an SGA with uniform crossover can identify the pivotal loci
of f relatively robustly (with less than a 0.005 chance of misclassification per locus)
in time that is linear in `, and with some number of queries that is constant with
respect to `.

3.2.1

Symmetry Analysis

For our purposes a semi-parameterized SGA is an SGA with just two “parameters”:
a positive integer ` which specifies the length of the chromosomes, and a fitness
function over the set of bitstrings B` . Two semi-parameterized SGAs are considered
to be distinct if they differ in their crossover rates, say, or in the selection schemes
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Figure 3.1: The pdfs of two normal distributions with standard deviation 1, and
means -0.06 (grey) and 0.18 (black)

that they use. It is important to clarify that the per-bit mutation rate of a semiparameterized SGA is not dependent on the chromosome length. For any positive
integer `, any semi-parameterized SGA G and any fitness function f over B` , we
use the “oracle notation” of theoretical computer science to denote the SGA that
results when the length of the bitstrings of G is fixed at `, and the fitness function
that G queries is set to f ; specifically, we denote this SGA by Gf .
For any positive integer n let Υn denote the set {0, n1 , n2 , . . . , n−1
n , 1}. Let us call
the frequency of 1’s and 0’s in a population at some locus k in some generation t the
one-frequency and zero-frequency respectively of locus k in generation t. For any
(t)
SGA A with population size N , let 1(A,i) : ΥN → [0, 1] be a probability mass function
(t)

such that, for any x ∈ ΥN , 1(A,i) (x) is the probability that the one-frequency of
(t)

locus i after t generations of running A is x. Likewise let 0(A,i) : ΥN → [0, 1] be
(t)

a probability mass function such that, for any x ∈ ΥN , 0(A,i) (x) is the probability
that the zero-frequency of locus i after t generations of running A is x. We call such
(t)
(t)
distributions one- and zero-frequency distributions. Finally, let ⇑(A,i) and ⇓(A,i) be
random variables that give the one- and zero-frequencies, respectively, of locus i in
(t)
(t)
generation t. Clearly then, the probability mass functions of ⇑(A,i) , and ⇓(A,i) are
(t)

(t)

(t)

(t)

1(A,i) and 0(A,i) respectively. Note that for any x ∈ ΥN , 0(A,i) (x) = 1(A,i) (1 − x),
(t)

(t)

and 1(A,i) (x) = 0(A,i) (1 − x).

34

CHAPTER 3. COMPUTATIONAL COMPETENCIES OF THE SGA
Proposition 1 Let G be a semi-parameterized SGA, and let f be a type 1 pivotal
function. Then for any locus k of Gf , and for any generation t
(t)

(t)

(a) 1(Gf ,k) = 0(Gf ,k)
 (t)

 (t)

(b) E ⇑(Gf ,k) = E ⇓(Gf ,k) =

1
2

Argument: For any generation t, and any locus k, Part (a) follows by consid(t)
(t)
eration of the symmetry between 1(Gf ,k) , and 0(Gf ,k) induced by the type 1 pivotal
function f . Part (b) follows from part (a) and the claim that for any SGA A, any
 (t) 
 (t) 
locus i of A, and for any generation t, E ⇑(A,i) + E ⇓(A,i) = 1. For a proof of
the claim note that if N is the size of the population of G, then for any generation
t, and for any locus i,
X
z∈ΥN

(t)

0(A,i) (z)z =

X

(t)

0(A,i) (1 − z)(1 − z)

z∈ΥN

So,
(t)

X

1(A,i) (x)x +

x∈ΥN

=

(t)

X

0(A,i) (y)y

y∈ΥN

X

(t)
1(A,i) (x)x

(t)

+ 0(A,i) (1 − x)(1 − x)

x∈ΥN

=

X

(t)

(t)

1(A,i) (x)x + 1(A,i) (x)(1 − x)

x∈ΥN

=

X

(t)

1(A,i) (x)

x∈ΥN

=1
Note that proposition 1 holds for any type 1 pivotal function, and a semiparameterized SGA with any population size, any commonly used selection operator (e.g. rank, tournament, fitness proportional etc.), any of the typical crossover
and mutation operators, any mutation and crossover rates, and any fitness scaling
scheme. Proving the above without appealing to the symmetries of SGAs with type
1 pivotal functions would be laborious at best; it is not at all clear that any new
information would be gained from the process.
Uniform crossover (Ackley, 1987), if used, adds yet another source of exploitable
symmetries. This form of crossover was popularized by Syswerda (Syswerda,
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1989), who showed that uniform crossover can outperform one-point and two-point
crossover on problems ranging from simple (e.g. one max) to complex (the travelling salesperson problem). A large amount of evidence for the practical utility of
uniform crossover has since accumulated. Syswerda also observed that any homologous crossover operation can be represented by a probability distribution over the
set of binary masks. Only in the case of uniform crossover, however, can the mask
of a crossover operation be given by a string of independent identically distributed
random binary variables. This absence of positional bias (Eshelman et al., 1989) is
a crucial property of uniform crossover that we will exploit forthwith. For the sake
of brevity we call an SGA with uniform crossover a UGA.
Definition 2 Let f be a type 1 pivotal function with descriptor (o, δ, σ, `, L, V ).
Then the basic form of f is a type 1 pivotal function with descriptor (o, δ, σ, o +
1, (1, . . . , o), (1, . . . , 1)).
According to this definition if some function f ∗ is the basic form of some type 1
pivotal function f with order o then the span of f ∗ is o + 1. The first o loci of any
input to f ∗ will be pivotal, the last locus of any input to f ∗ will be non-pivotal, and
the pivotal values used by f ∗ are all ones, We say that a type 1 pivotal function f
with descriptor (o, δ, σ, L, V ) is basic if the basic form of f is f . Since the last three
elements of the descriptor of f are then derivable from the first three, we write this
descriptor as (o, δ, σ).
Proposition 2 Let A be a semi-parameterized UGA, let f be a type 1 pivotal function with descriptor (o, δ, σ, `, L, V ), and let f ∗ be the basic form of f . Then, for
any generation t,
(t)

(t)

(a) For any pivotal locus k, 1(Af ,k) = 1(Af ∗ ,1)
(t)

(t)

(b) For any non-pivotal locus k, 1(Af ,k) = 1(Af ∗ ,o+1)
In other words the one-frequency distribution of any pivotal locus of Af in some
∗
generation t is same as the one-frequency distribution of the first locus of Af in
generation t, and the one-frequency distribution of any non-pivotal locus of Af in
∗
generation t is the same as the one-frequency distribution of the last locus of Af
in generation t.
Argument:
Let f 0 be a type 1 pivotal function with descriptor
(o, δ, σ, `, L, (1, . . . , 1)) . We shortly present four claims. Part (a) of proposition 2 follows from claim 1(a), claim 2, claim 4 and proposition 1(a). Part (b) of
the above proposition follows from claim 1(b) and claim 3.
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Claim 1 For any generation t, we have the following:
(t)

(t)

(t)

(a) For any i ∈ [o], if Vi = 1, then 1(Af 0 ,L ) = 1(Af ,L ) , otherwise, 1(Af 0 ,L ) =
i

i

i

(t)

0(Af ,L ) .
i

(t)

0

(t)

(b) For any generation t, and any non-pivotal locus k of Af , 1(Af 0 ,k) = 1(Af ,k)
(t)

(t)

Claim 2 For any generation t, and any i ∈ [o],1(Af ∗ ,i) = 1(Af 0 ,L )
i

(t)

Claim 3 For any generation t, and any non-pivotal locus k of Af , 1(Af ∗ ,o+1) =
(t)

1(Af 0 ,k)
(t)

(t)

(t)

Claim 4 For any generation t, 1(Af ∗ ,1) = 1(Af ∗ ,2) = . . . = 1(Af ∗ ,o)
Claim 1 follows from the observation that in any generation the population of
0
can be “changed into” the population of Af and vice versa by a simple 0 ↔ 1
relabeling of all chromosomal bits at those pivotal loci of A whose corresponding
pivotal values are 0.

Af

Claim 2 follows by consideration of the symmetry between loci L1 , . . . , Lo of
0
∗
Af and loci 1, . . . , o of Af respectively. Claim 3 follows by consideration of the
0
∗
symmetry between any non-pivotal locus of Af and locus o + 1 of Af . These
symmetries follows from the absence of positional bias in uniform crossover and
from the definition of the type 1 pivotal functions f ∗ and f 0 .
To make these symmetries manifest, we offer the two “vertical views” shown in
0
Figure 3.2. Figure 3.2(a) shows a hypothetical population of Af with three pivotal
loci (whose locations are marked by shaded columns). Given the definition of the
0
fitness function of Af , it is easy to see that the fitness of any chromosome depends
only upon the value of that chromosome’s bits at the pivotal loci. Thus only the
bits in the shaded columns of Figure 3.2(a) matter in determining a chromosome’s
fitness, and by extension its chance of being selected (note that this is true regardless
of the selection scheme used). Figure 3.2(b) shows a “vertical view” of a hypothetical
0
uniform crossover operation in Af . Two chromosomes, x and y, have been selected
for uniform crossover. The crossover mask m is represented as a string of random
binary variables. The values of these variables determines the bits of the child
z. Because crossover is uniform, the random variables in m are independent and
identically distributed.
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? ? ? ? ? ? ? ? ? ? ?
hypothetical crossover operation

Figure 3.2: Subfigure (a) shows a “vertical view” of a hypothetical population. Each
row is a chromosome. The shaded columns show the positions of three hypothetical
pivotal loci. By the definition of a type 1 pivotal function (see text), only the bits in
the shaded columns matter during selection. Subfigure (b) shows a “vertical view”
of a hypothetical crossover operation. Two parents, x and y are about to undergo
uniform crossover which will yield a child z. The bits of z will be determined by
the values of the independent identically distributed random binary variables that
comprise the mask m.
Claim 4 follows from the symmetry that exists between each of the first o loci of
∗
Af . This symmetry follows from the absence of positional bias in uniform crossover,
∗
and from the definition of the fitness function used by Af . 
By proposition 2(a), for any pivotal locus k of Af , drawing monte-carlo samples
(t)
(t)
from 1(Af ∗ ,1) is equivalent to drawing monte-carlo samples from 1(Af ,k) . And by
proposition 2(b), for any non-pivotal locus k of Af , drawing monte-carlo samples
(t)
(t)
from 1(Af ∗ ,o+1) is equivalent to drawing monte-carlo samples from 1(Af ,k) .
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3.2.2

Experiment 1

Let W denote the semi-parameterized UGA described in the materials and methods
section in the appendix, and let f1∗ denote a basic type 1 pivotal function with
descriptor (o = 3, δ = 0.18, σ = 1). Figure 3.3 shows the one-frequency dynamics
∗
of the first and last locus of W f1 in each of 3000 runs. In all 3000 runs the first
locus went to fixation3 by the 200th generation, whereas the one-frequency of the
last locus in the 200th generation was always between 0.9 and 0.1.
In order to clearly describe the rest of our findings we develop the following
notation. We denote a schema partition (Mitchell, 1996) by a tuple consisting of the
indices of the defining positions of that schema partition—e.g. (2, 15, 3). The order
of a schema partition Γ, denoted by o(Γ), is the number of elements in some tuple
that denotes Γ. The denotation of a schema is dependent on the denotation of the
schema-partition that the schema belongs to. For any chromosome g, let gi denote
the ith bit of g. Given a schema partition denoted by some tuple Γ, the schemata
in this partition are denoted by binary strings of length o(Γ). Let b1 , . . . , bo(Γ) be
some bits. Then, b1 . . . bo(Γ) denotes the schema consisting of the chromosomes
{g|gΓ1 = b1 ∧ . . . ∧ gΓ (Γ) = bo(Γ) }. The denotation of the relevant schema partition
o
must always be borne in mind when interpreting a denoted schema..
In addition to the findings reported above, we found that 200 generations into
∗
each run of W f1 , either the schema 000, or the schema 111, of the schema partition
(1, 2, 3), dominated the population. The average fraction of the population that
belonged to the dominant schema at the end of 200 generations was 0.9563 (with
standard error 1.56 × 10−4 ).
Given the conclusions of our symmetry analysis, the result shown in Figure 3.3
provides us with a window into the frequency dynamics of any UGA W f1 , where f1
is a type 1 pivotal function whose basic form is f1∗ . We infer that the pivotal loci
of W f1 will tend to go to fixation by the 200th generation. We also infer that the
divergence from 0.5 of the one-frequencies of the non-pivotal loci of W f1 will tend
not to be not extreme.

3.2.3

Discussion

We now explain the behavior of W f1 that we have just deduced. Note that while
this discussion is speculative and imprecise, it is entirely tangential to our aim of
deducing computational competencies of the SGA. The one-frequency dynamics of
3 We

use the term ‘fixation’ loosely. Clearly, as long as the mutation rate is non
zero, no locus can ever be said to go to fixation in the strict sense of the word.
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Figure 3.3: The one-frequency dynamics of the first (left) and fourth (right) loci of
∗
the UGA W f1

the non-pivotal loci of W f1 is easily explained by the notion of drift. To understand
the frequency dynamics of the pivotal loci, it helps to go back to the “vertical views”
presented in Figure 3.2. Observe that discounting the effect of sampling error, only
selection and mutation have an effect on the composition of the bit-pool of each
locus4 . Crucially, crossover does not change the composition of these bit-pools. Now,
let x1 , x2 , and x3 denote the indices of the pivotal loci of W f1 , and, without loss
of generality, suppose that the pivotal values of the first, second, and third pivotal
loci are 0, 1, and 0 respectively. Consider the frequency dynamics of the schema
010 of the schema partition (x1 , x2 , x3 ). The probability of generating chromosomes
of type 010 in some generation is highly (though not completely) dependent upon
the composition of the bit-pools of the pivotal loci in the previous generation. A
chromosome of type 010, once generated, will tend to be preferentially selected over
all other chromosomes except those that belong to the “sibling” schema 101. Thus,
regardless of what happens during crossover, once generated, a chromosome of type
010 will tend to increase the frequency of 0, 1, and 0 in the bit-pools of the first,
second, and third pivotal loci respectively. This makes conditions more favorable
for the generation of chromosomes of type 010 in future generations. Of course, the
same argument applies to chromosomes of type 101. Now, given that the alleles 1
and 0 are, in a sense,“rivals” of each other at each locus, the schemata 010 and 101
“compete” for dominance of the bit-pools of each of the pivotal loci. One of these
4 Changes

in the one and zero frequencies of a locus can be visualized as changes
in the composition of a pool of bits. The bit-pool metaphor is especially useful in
conjunction with the “vertical view” of a population presented in figure 3.2(a); each
column can be thought of as a pool of bits
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Algorithm 1: ClassifyLoci n
Input: a type 1 or type 2 pivotal function f
` ← span of f
pivotalLoci ← {}
nonP ivotalLoci ← {}
P ← population of W f after n generations
for i ← 1 to ` do
x ← one-frequency of locus i in population P
if 0.1 ≤ x and x ≤ 0.9 then
nonpivotalLoci ← nonP ivotalLoci ∪ {i}
else
pivotalLoci ← pivotalLoci ∪ {i}
end
end
return pivotalLoci, nonP ivotalLoci

schemata eventually manages to gain an edge in “pulling” the composition of the
bit-pools of all three pivotal loci far enough in its favor that a self-reinforcing loop
that heavily favors the future generation of the victorious schema then ensues.
In light of this analysis, one can conclude that the building block hypothesis
takes an overly-grim view of the disruption of fit low-order schemata with high
defining-lengths. This view misses the fact that the “debris” from the disruption of
such a schema changes the composition of the bit-pools at the defining positions of
that schema in a way that favors the future generation of chromosomes belonging
to the schema (cf. Section 2.5).

3.2.4

A Computational Competency of the SGA
∗

Consider Algorithm 1. The results of our experiment with W f suggest that when
ClassifyLoci 200 is applied to f1 , it will classify each locus of f1 fairly accurately.
We can quantify this accuracy experimentally using hypothesis testing. Briefly,
hypothesis testing has to do with rigorously rejecting hypotheses about some underlying distribution by drawing samples from this distribution. It is essentially an
experimental version of proof by contradiction in which the statement one wishes
to contradict is called the null hypothesis. Let X be a real valued random variable.
For any Q ⊂ R, and any real number x in the interval (0, 1), null hypotheses of the
following form have a particularly simple statistical test.
Null Hypothesis: P (X ∈ Q) ≥ x
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Statistical Test: Draw N samples from pX . If none of the N samples are in Q,
reject the null hypothesis at the (1 − x)N level of significance.
Note that in all 3000 runs, by the end of the 200th generation, the one-frequency
of the first locus was not in the the interval [0.1, 0.9], and the one-frequency of the
last locus was in this interval, i.e. the one-frequency of the last locus was not in the
set [0, 0.1) ∪ (0.9, 1]. Let X be a random variable that gives the one-frequency of
∗
the first locus of W f1 at the end of 200 generations. Consider the null hypothesis
P (X ∈ [0.1, 0.9]) ≥ 0.005. If this hypothesis is true then the probability that the
one-frequency of the first locus will be outside [0.1, 0.9] at the end of the 200th
generation in each of 3000 runs (as observed in the our experiment) is less than
(1 − 0.005)3000 < 3 × 10−7 . We therefore reject the null hypothesis at the 3 × 10−7
level of significance.
∗

Let Y be a random variable that gives the one-frequency of the last locus of W f1
at the end of 200 generations, and consider the null hypothesis P (Y ∈ [0, 0.1) ∪
(0.9, 1]) ≥ 0.005. Using very similar reasoning, we reject this hypothesis at the
3 × 10−7 level of significance. Thus, with probability of error less than three in ten
million, the following statement is true: for any locus k of f1 , there is less than a
0.005 probability that ClassifyLoci 200 will misclassify locus k.

Note that `, may be any positive integer greater than 3. There are 3` ∈ Ω(`3 )
possible combinations of the three pivotal indices5 . Remarkably, ClassifyLoci 200
achieves the level of robustness mentioned above (p < 0.005 per locus) in time that
is linear in `, after making some number of fitness evaluations that is constant with
respect to `.
It is easily seen that an arbitrarily small per-locus probability of misclassification
can be achieved by running ClassifyLoci 200 an odd number of times and taking
the majority result at each locus.

3.3

Type 2 Pivotal Functions

If the order o of a type 1 pivotal function is greater than one, then even though
no individual locus will have differentiated marginal effects, certain combinations
of two loci, will have differentiated (multilocus) marginal effects (specifically, those
combinations in which both loci are pivotal). Thus for any o > 1, loci can be classified as pivotal or non-pivotal with a fixed level of robustness using a combinatorial
genome scanning strategy that visits all two-locus combinations. The number of

5 To obtain this bound we have used the inequality (n/k)k ≤ n (Cormen et al.,
k
1990).
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such combinations is quadratic in the span of the pivotal function6 . Type 2 pivotal
functions are expressly defined so that for any even order o, and any positive integer
m < o, no combination of m loci will have differentiated marginal effects.
Let ⊕ denote the exclusive-or operator (also the binary addition modulo 2 operator). Type 2 pivotal functions are defined as follows:
Definition 3 Let ψ = (o, σ, δ, `, L) be a 5-tuple such that o is a positive even integer,
σ and δ are positive real numbers, ` is a positive integer greater than o, and L is
an o-tuple of positive integers in [`] sorted in ascending order. A type 2 pivotal
function with descriptor ψ is a stochastic function f which behaves as follows: for
any input bitstring g, if gL1 ⊕ . . . ⊕ gLo = 1 then f returns a value drawn from
N (δ, σ 2 ), otherwise f returns a value drawn from N (−δ, σ 2 ).
The order of a type 2 pivotal function is always even; furthermore, no pivotal
values are associated with the pivotal loci.
Let f be some type 2 pivotal function with span `. Observe that for any bitstring
g of length `, f (g) = f (g). Observe also that as ⊕ is associative and commutative,
the order in which it is applied to the pivotal bits of some bitstring is immaterial.
Both of these observations reveal symmetries of f that we will exploit forthwith.
These symmetries can also be seen in Table 3.2, which shows the expected marginal,
under uniform sampling, of the pivotal loci of some type 2 pivotal function with
increment δ, and order four.
Finally observe that for any type 2 pivotal function with order o, the multilocus
marginal of any combination of m < o alleles of distinct loci will not be differentiated.
Thus the time complexity of a combinatorial genome scanning strategy that robustly
identifies the pivotal loci is Ω(`o ).
Let f be a type 2 pivotal function with descriptor (o = 4, δ = 0.25, σ = 1, `, L).
We now show that a UGA can identify the pivotal loci of f relatively robustly (with
less than a 0.005 chance of misclassification per locus) in time that is linear in `,
and with some number of queries that is constant with respect to `. Our approach is
almost identical to the approach we took in Section 3.2, where we showed a similar
result for a class of pivotal functions of type 1.
6 As

o increases, the constant associated with this scaling relationship will increase
very quickly. Nevertheless for any fixed value of o, the number of combinations that
must be visited scales quadratically with the span of a type 1 pivotal function.
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A

B

C

D

0
0
0
0
0
0
0
0
1
1
1
1
1
1
1
1

0
0
0
0
1
1
1
1
0
0
0
0
1
1
1
1

0
0
1
1
0
0
1
1
0
0
1
1
0
0
1
1

0
1
0
1
0
1
0
1
0
1
0
1
0
1
0
1

Expected
Marginal Values
−δ
+δ
+δ
−δ
+δ
−δ
−δ
+δ
+δ
−δ
−δ
+δ
−δ
+δ
+δ
−δ

Table 3.2: The expected marginal of the pivotal loci of a type 2 pivotal function

3.3.1

Symmetry Analysis

We define the basic form of a type 2 pivotal function as follows:
Definition 4 Let f be some type 2 pivotal function with descriptor (o, δ, σ, `, L). We
define the basic form of f to be a type 2 pivotal function with descriptor (o, δ, σ, o +
1, (1, . . . , o))
Let f be a type II pivotal function with descriptor (o, δ, σ, `, L, V ). We say that
f is basic if the basic form of f is f . Since the last two elements of the descriptor of
f are derivable from the first three, we write this descriptor as (o, δ, σ).
Proposition 3 Let A be a semi-parameterized UGA, let f be a type 2 pivotal function with descriptor (o, δ, σ, `, L, V ), and let f ∗ be the basic form of f . Then, for
any generation t,
(t)

(t)

(a) For any pivotal locus k, 1(Af ,k) = 1(Af ∗ ,1)
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(t)

(t)

(b) For any non-pivotal locus k, 1(Af ,k) = 1(Af ∗ ,o+1)
This proposition is almost word-for-word identical to Proposition 2. Likewise
the argument for this proposition, is very similar to the argument for Proposition
2. We omit this argument on the assumption that it will be clear to readers who
have digested the argument for Proposition 2.
By proposition 3(a), for any pivotal locus k of Af , drawing monte-carlo samples
(t)
(t)
from 1(Af ∗ ,1) is equivalent to drawing monte-carlo samples from 1(Af ,k) . And by
proposition 3(b), for any non-pivotal locus k of Af , drawing monte-carlo samples
(t)
(t)
from 1(Af ∗ ,o+1) is equivalent to drawing monte-carlo samples from 1(Af ,k) .

3.3.2

Experiment 2

Recall that W denotes the semi-parameterized UGA described in the materials and
methods section in the appendix. Let f2∗ denote a basic type 2 pivotal function with
∗
descriptor (o = 4, δ = 0.25, σ = 1). We executed 3000 runs of the UGA W f2 . The
one-frequency dynamics of the first and last loci in each run is plotted in Figure
3.4. In all 3000 runs the first locus went to fixation by generation 1000, whereas
the one-frequency of the last locus in generation 1000 was always between 0.9 and
0.1. We found that 1000 generations into each run the population was dominated
by some schema b1 b2 b3 b4 of the schema partition (1, 2, 3, 4) with b1 ⊕ b2 ⊕ b3 ⊕ b4 = 1.
On average the fraction of the population that belonged to the dominant schema in
generation 1000 was 0.9634 (with standard error 1.22 × 10−4 ).
Let f2 be a type 2 pivotal function with span ` such that the basic form of f2
is f2∗ . The conclusions of our symmetry analysis of type 2 pivotal fitness functions,
and the result shown in Figure 3.4 provide us with a window into the frequency
dynamics of all pivotal and non-pivotal loci of W f2 .

3.3.3

A Second Computational Competency of the SGA

Based on arguments that are almost identical to the ones in Section 3.2.4 we conclude, with probability of error less than three in ten million, that the following
statement is true: For any locus of f2 , the probability that the locus will be misclassified by ClassifyLoci 1000 is less than 0.005. There are 4` ∈ Ω(`4 ) possible
configurations of the pivotal indices. Remarkably, ClassifyLoci 1000 achieves the
level of robustness mentioned above (p < 0.005 per locus) in time that is linear in
`, after making some number of fitness queries that is constant with respect to `.
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Figure 3.4: The one-frequency dynamics of the first (left) and fifth (right) loci of
∗
the UGA W f2

3.3.4

Empirical Validation

As long as one accepts the conclusions of the symmetry analysis given in Section
3.3.1, and is willing to accept a three in ten million chance of error there is no need
for the experimental validation of the conclusion reached above. We realize, however,
that given the unorthodox nature of our argument, the presentation of experimental
results in keeping with our conclusions may be of value to some readers.
We ran the semi-parameterized UGA W on a type 2 pivotal function with order
4, increment 0.25, noisiness 1, and span 200. Animation 1 shows the one-frequency
of each locus of W in each of 500 generations. (By extension, the zero-frequency
of each locus in each generation is also on display) The red dots mark the indices
of the pivotal loci and the blue dots mark the location of the non-pivotal loci.
Observe that over the course of the first 500 generations, the red dots diverged to
the top or bottom of the plot, whereas the blue dots remained in the middle. Similar
results were obtained despite an increase by two orders of magnitude in the span
of the pivotal function used and a change in the location of the pivotal loci (see
Animations 2 and 3). These results are in keeping with the conclusions reached
above.
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3.4

Discussion

The computational bounds derived7 in this chapter have been derived for the simple
genetic algorithm, the kind used in “everyday optimization”, and not some simplified
version of this algorithm. The bounds furthermore are “impressive”, in that it is hard
to conceive of other (non-genetic) algorithms that can solve the problems concerned
as efficiently. Our exploitation of symmetry has been crucial to these successes.
It merits mentioning that both the computational competencies deduced in this
chapter are essentially invisible to analytic approaches in which an infinite population is assumed (e.g. Vose and Liepins, 1991; Burjorjee and Pollack, 2006; Burjorjee,
2007). This is because in each case, without some kind of symmetry breaking the
one and zero frequencies of the pivotal loci will not depart from 1/2. Symmetry
breaking is performed here by sampling error which is absent in infinite population
models of genetic algorithms.
We draw confidence that we are on the right track from the close connection
between the computational proficiency that our results hint at, and the currently
intractable data-mining problem in computational genetics that we described at the
start of this chapter. That an SGA can, in the two cases studied, robustly and
scalably “identify” small numbers of unlinked epistatically interacting loci with no
main effects, and moreover, that the SGA identifies these loci by sending specific
genotypes with above average fitness to fixation, is, in our opinion, highly relevant to
the formulation of cogent explanations for the adaptive prowess of both the genetic
algorithm and natural evolution.
A final observation is that the problem of identifying the pivotal loci of a type
2 pivotal function is straightforwardly related to the problem of learning effective
attributes of parity functions which has been studied by Uehara et al. (1997; 2000).
A deep connection between genetic algorithmics and computational learning theory
seems close at hand.

7 We

clarify here that we offer the symmetry arguments presented in this chapter
as deductive arguments. These results have, of course, not been derived within
some formal axiomatic system. However, to argue that this automatically makes
our arguments non-deductive is to argue that deduction played a very limited role
in mathematics before the nineteenth century (see Section 3.1).
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Generative Fixation
In the previous chapter we inferred the existence of a remarkable computational
proficiency of the simple genetic algorithm (SGA), one with a straightforward connection to a currently intractable data-mining problem in computational genetics.
In this chapter, we demonstrate that by applying this computational proficiency
recursively, an SGA can perform efficient adaptation on a class of fitness functions
called staircase functions. Based on this result, and the results in the previous chapter, we infer that by recursively applying this computational proficiency, SGAs can
perform efficient adaptation on a very broad class of fitness functions. Given the
relative ease with which a practical fitness function might belong to this class of
functions, we submit the generative fixation hypothesis—a new, explanation for the
SGA’s capacity for general-purpose adaptation on practical problems—and explain
why, as comprehensive hypotheses go, this hypothesis is more promising than the
building block hypothesis.
If the generative fixation hypothesis is sound, it promises to precipitate significant improvements in the genetic algorithm’s capacity for black-box combinatorial
optimization. By way of empirical support for this hypothesis we describe what we
consider to be the first of such improvements—a mechanism called clamping—and
present the results of an experiment in which the use of this simple mechanism
dramatically improved the performance of a simple genetic algorithm with uniform
crossover on large, randomly generated instances of the MAX 3-SAT problem (Hoos
and Stützle, 2004).
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Terminology
In Section 2.4.2 we made use of the concept of a unit of inheritance to compare
Holland’s assumptions with Fisher’s. This concept is also useful in comparisons
between Holland’s assumptions and ours. Following population geneticists, we use
the word ‘gene’ to refer to a unit of inheritance. It bears repeating that by this
definition, a gene is not a strictly defined entity, but has a fading-out quality that
is dependent on the expected number of crossover points, and the way these points
tend to be distributed over a chromosome. There is no equivalent concept within
genetic algorithmics. The notion of a building block (Goldberg, 1989) comes close,
but since building blocks must, by definition, have above average fitness, whereas a
gene need not, the two are not equivalent. It is also important to stress that our
use of the word gene differs from the way this word typical gets used in genetic
algorithmics. Genetic algorithmicists tend to think of two adjacent chromosomal
bits as two separate genes regardless of the crossover operator being used (Mitchell,
1996; Goldberg, 1989). We regard such bits as separate genes only when crossover
is uniform, or close to uniform, i.e. when the expected number of crossover points
is approximately half the value of the length of a chromosome. When the expected
number of crossover points is significantly lower, these bits will tend to be inherited
together. In this case we regard the two bits as two adjacent “nucleotides” of a
single gene.
The Basic Idea
In Chapter 3 we demonstrated that that an SGA is capable of efficiently driving a set
of co-adapted, unlinked genes to fixation even though the fitness signal of this set of
genes may be weak relative to the background noise. In driving such genes to fixation
the SGA raised the average fitness of the population by a small amount. When a
set of genes gets fixed in the population, the representation of the problem space
can be thought to have changed. Crucially, the new representation may contain
one or more sets of co-adapted genes which may not have had a detectable fitness
signal in the old representation. By subsequently driving one or more of these sets
to fixation, the SGA can once again “change” its representation, and in doing so
can create new small sets of coadapted genes. And so on.
Each time a small set of co-adapted genes gets fixed, the average fitness of the
population will increase by an amount that may be tiny. As the fixation of small sets
of co-adapted genes continues, however, these amounts will begin to add up. Based
on this thought experiment, we hypothesize that adaptation in genetic algorithms
is driven by the iterated “generative fixation” of small sets of co-adapted genes.
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4.1

The Generative Fixation Hypothesis

Our hypothesis pertains to the class of recombinative SGAs. Our model for this
class is the simple genetic algorithm with uniform crossover (UGA). We adopt this
algorithm as our model for two reasons: Firstly, under uniform crossover the notion
of a unit of inheritance, i.e. a gene, is crisply defined—a gene corresponds exactly
with a single bit in a bitstring. This conceptual crispness greatly simplifies our
exposition. Secondly, like in Chapter 3, we can use suitably crafted classes of fitness
functions, to exploit the the absence of positional bias in uniform crossover, and
in doing so, can demonstrate computational efficiencies that form the basis for our
hypothesis.

4.1.1

Mathematical Preliminaries

For any positive integer `, we denote the set of all bitstrings of length ` by B` .
We denote a schema partition (Mitchell, 1996) by a tuple consisting of the indices
of the defining positions of that schema partition—e.g. (2, 15, 3). The order of
a schema partition Γ, denoted by o(Γ), is the number of elements in some tuple
that denotes Γ. Note that a tuple that denotes some schema partition does not
have to be ordered; therefore, schema partitions with order greater than one can
be denoted in more than one ways. Let Γ1 and Γ2 denote two schema partitions.
We say that these schema partitions are orthogonal if the tuples Γ1 and Γ2 have
no elements in common. For any chromosome g, let gi denote the ith bit of g. For
any positive integer n, let [n] denote the set {1, . . . , n}. For any chromosome g of
length ` and any k-tuple x of distinct integers in [`], let Ξx (g) denote the bitstring
gx1 . . . gxk . The denotation of a schema is dependent on the denotation of the
schema-partition that the schema belongs to. Given a schema partition denoted by
some tuple Γ, the schemata in this partition are denoted by bitstrings of length o(Γ).
For any bits b1 , . . . , bo(Γ) , the bitstring b1 . . . bo(Γ) denotes the schema consisting of
the chromosomes {g|ΞΓ (g) = b1 . . . bo(Γ) }. Clearly, when interpreting a denoted
schema, the denotation of the containing schema partition must be borne in mind.
Let Γ1 = (x1 , . . . , xm ) and Γ2 = (y1 , . . . , yn ) denote two orthogonal schema
partitions, and let γ1 = a1 . . . an and γ2 = b1 . . . bn denote schemata of Γ1
and Γ2 respectively. Then the concatenation Γ1 Γ2 denotes the schema partition (x1 , . . . xm , y1 , . . . , yn ), and the concatenation γ1 γ2 denotes the schema
a1 . . . am b1 . . . bn of Γ1 Γ2 . We will treat the denotation of a schema partition as
a tuple sometimes, and as the represented schema partition at others. Likewise, we
will treat the denotation of a schema as a bitstring sometimes, and as the represented schema at others. The sense in which we use the denotations of schemata
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Algorithm 2:
A staircase function with descriptor (h, o, δ, σ, `, L, V )
Input: g is a chromosome of length `
y ← some value drawn from the distribution N (0, σ 2 )
for i ← 1 to h do
if ΞLi: (g) = Vi1 . . . Vio then
y ←y+δ
else
y ← y − (δ/(2o − 1))
break
end
end
return y

and schema partitions will be clear from the context. For any m × n matrix M , and
for any i ∈ [m], let Mi: denote the n-tuple that is the ith row of M .

4.1.2

Staircase Functions

We begin by introducing a class of fitness functions such that given some population of chromosomes, there exist small sets of bits whose co-adaptivity is highly
contingent upon the fixation of other bits in the population.
Definition 5 A staircase function descriptor is a 7-tuple (h, o, δ, σ, `, L, V ) where
h, o and ` are positive integers with ho ≥ `, δ and σ are positive real numbers, and
L and V are matrices with h rows and o columns such that the values of V are
binary digits, the elements of L are distinct integers from the set [`], such that for
any i ∈ [h], Li1 < . . . < Lio (i.e. each row of L is sorted in ascending order).
Let N (a, b) denote the normal distribution with mean a and variance b. Then
the function described by a staircase function descriptor (h, o, δ, σ, `, L, V ) is the
stochastic function over the set of bitstrings of length ` given by Algorithm 2. We
call h, o, δ, σ, and ` the height, order, increment, noisiness and span, respectively, of
the staircase function. For any i ∈ [h], we call the schema Vi1 . . . Vio of the schema
partition Li: the ith stage of the staircase function. In the interest of concision, we
assume that the schema partition of each stage is denoted canonically, i.e. for any
j ∈ [h], we assume that the schema partition of the j t h stage is denoted Lj: . For any
staircase function f , let γi denote the ith stage of f . We call the schema denoted by
γ1 . . . γi the ith step of f .
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Algorithm 3: The algorithm for determining the (x, y)-address of a chromosome under the refractal addressing system (m, n, X, Y ). The function BinTo-Int returns the integer value of a binary string.
Input: g is a chromosome of length 2mn
granularity ← 2mn /2n
x←1
y←1
for i ← 1 to m do
x ← x + granularity ∗ Bin-To-Int (ΞXi: (g))
y ← y + granularity ∗ Bin-To-Int (ΞYi: (g))
granularity ← granularity/2n
end
return x, y

The steps of a staircase function are essentially a progression of nested hyperplanes (Goldberg, 1989, p 53), with hyperplanes of higher order and higher expected
fitness nested within hyperplanes of lower order and lower expected fitness. By
choosing an appropriate scheme for mapping a high-dimensional hypercube onto a
two dimensional plot, it becomes possible to visualize this progression of hyperplanes
in two dimensions.
Definition 6 A refractal addressing system is a tuple (m, n, X, Y ), where m and n
are positive integers, and X and Y are matrices with m rows and n columns such
that the elements in X and Y are distinct positive integers from the set [2mn], such
that for any k ∈ [2mn], k is in X ⇐⇒ k is not in Y (i.e. the elements of [2mn] are
evenly split between X and Y ).
The refractal addressing system (m, o, X, Y ) determines how the set B2mn gets
mapped onto a 2mn × 2mn grid of pixels. For any bitstring g ∈ B2mn the xy-address
(a tuple of two values, each between 1 and 2mn ) of the pixel representing g is given
by Algorithm 3.
Example: Let (h = 4, o = 2, δ = 3, σ = 1, ` = 16, L, V ) be the descriptor of a
pivotal function f , such that


1 0


 0 1 

V =
 0 0 


1 1
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Figure 4.1: A refractal plot of the staircase function f under the refractal addressing
systems A (left) and A0 (right).
Let A = (m = 4, n = 2, X, Y ) be a refractal addressing system such that X1: = L1: ,
Y1: = L2: , X2: = L3: , and Y2: = L4: . A refractal plot 1 of f is shown in Figure 4.1a.
This image was generated by querying f with every bitstring in B16 , and plotting
the resulting fitness value of each chromosome as a greyscale pixel at the chromosome’s refractal address under the addressing system A. The fitness values returned
by f have been scaled to use the full range of possible greyscale shades2 . Lighter
shades signify greater fitness. The four steps of f can easily be discerned.
Suppose we generate another refractal plot of f using the same addressing system A, but a different random number generator seed; because f is stochastic, the
greyscale value of any pixel in the resulting plot will then most likely differ from that
of its homolog in the plot shown in Figure 4.1a. Nevertheless, our ability to discern
the steps of f would not be affected. In the same vein, note that when specifying
A, we have not specified the values of the last two rows of X and Y ; given the
definition of f it is easily seen that these values are immaterial to the discernment
of its “staircase structure”.
1 It

should be mentioned that “refractal plot” is just a different name for the
images that result when dimensional stacking is combined with pixelation, as in the
work by Langton et al. (2006).
2 We used the Matlab function imagesc()
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Figure 4.2: Refractal plots under A of two staircase functions, which differ from f
only in their increments—1 (left plot) and 0.3 (right plot) as opposed to 3.
On the other hand, the values of the first two rows of X and Y are highly relevant
to the discernment of this structure. Figure 4.1b shows a refractal plot of f that
was obtained using a refractal addressing system A0 = (m = 4, n = 2, X 0 , Y 0 ) such
0 = L , Y 0 = L , X 0 = L , and Y 0 = L . Nothing remotely resembling a
that X4:
1:
2:
3:
4:
4:
3:
3:
staircase is visible in this plot.
The lesson here is that the discernment of the fitness staircase inherent within
a staircase function depends critically on how one ‘looks’ at this function. In determining the ‘right’ way to look at f we have used information about the descriptor
of f , specifically the values of h, o, and L. This information will not be available to
an algorithm which only has query access to f .
Even if one knows the right way to look at a staircase function, the discernment of
the fitness staircase inherent within this function can still be made difficult by a low
increment to noisiness ratio. Figure 4.2 lets us visualize the decrease in the salience
of the fitness staircase of f that accompanies a decrease in the increment parameter
of this staircase function. As mentioned before, the fitness values returned by the
staircase functions are scaled such that they span the range of possible greyscale
shades; therefore, had we kept the increment constant and increased the noisiness
parameter instead, we would have obtained the same general result as that shown
in Figure 4.2. In general, a decrease in the increment to noisiness ratio of a staircase
function results in a decrease in the ‘contrast’ between the steps of that function,
and increases the amount of computation required to discern these steps.
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Let γ denote some schema of the schema partition denoted by Γ. Given some
(possibly stochastic) fitness function over a chromosome set, we define the fitness
signal of γ, denoted SΓ (γ), to be the difference between the expected fitness of a
chromosome drawn from the uniform distribution over γ and the expected fitness
of a chromosome drawn from the uniform distribution over the entire chromosome
set. Let γ1 and γ2 be schemata of two orthogonal schema partitions Γ1 and Γ2 .
We define the conditional fitness signal of γ1 given γ2 , denoted SΓ1 |Γ2 (γ1 | γ2 ), to
be the difference between the fitness signal of γ1 γ2 and the fitness signal of γ2 , i.e.
SΓ1 |Γ2 (γ1 | γ2 ) = SΓ1 Γ2 (γ1 γ2 ) − SΓ2 (γ2 ).
Given a staircase function f with descriptor (h, o, δ, σ, `, L, V ), we define the signal to noise ratio of some schema γ of a schema partition Γ to be SΓ (γ)/σ. Likewise,
for any two schemata γ1 and γ2 of two orthogonal schema partitions Γ1 and Γ2 , we
define the conditional signal to noise ratio of γ1 given γ2 to be SΓ1 |Γ2 (γ1 | γ2 )/σ.
For any i ∈ [h], by Lemma 1 (see appendix B), the signal to noise ratio of step
i is iδ/σ. For any i ∈ {2, . . . , h}, corollary 1 of Lemma 1 states that the conditional
signal to noise ratio of stage i given step (i − 1) is δ/σ (a constant with respect to
i). Finally, for any i ∈ [h], by Theorem 1, the (unconditional) signal to noise ratio
of stage i is
δ

(4.1)

(2o )i−1 σ
Clearly, this ratio decreases rapidly as i increases.

Consider an algorithm that, when given only query access to the staircase function f , can robustly detect the fitness signal of the first step of f , and can restrict
future sampling to this step. Observe that the conditional signal to noise ratio of
the second stage given the first step is the same as the signal to noise ratio of the
first step. Therefore, if the algorithm restricts its fitness queries to chromosomes
belonging to the first step, it should be able to detect the conditional fitness signal
of the second stage given the first step, and should, therefore, be able to identify the
second step. Indeed if the algorithm is sufficiently robust its recursive application
need not end with the identification of the second step; higher steps can be identified
indirectly by identifying lower steps first.
Given expression (1), it is reasonable to suspect that the direct identification
of step i of a staircase function rapidly becomes computationally infeasible as i
increases. The analogy between physical staircases and staircase functions should
be transparent; just as it is hard to climb higher steps of a staircase without climbing
lower steps first, it becomes computationally infeasible to identify higher steps of a
staircase function without identifying lower steps first.
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4.1.3

Hyperclimbing and Hyperscapes

When an algorithm restricts future queries to some step of a staircase function, we
say that it has climbed that step. The idea of climbing the steps of a staircase
function can be generalized to describe the behavior of arbitrary search algorithms
on arbitrary fitness functions (both stochastic and deterministic) over sets of strings.
We call the progressive confinement of sampling to hyperplanes of increasing order
and increasing expected fitness hyperclimbing (short for “hyperplane-climbing”); a
search algorithm is said to have climbed some hyperplane γ that belongs to some
hyperplane partition Γ, if, amongst all the hyperplanes that belong to Γ, future
sampling is largely limited to the hyperplane γ.
Hyperclimbing, if it can be implemented efficiently (a big if ), seems like a very
reasonable way to perform general-purpose adaptation. Consider some practical
fitness function over the set of bitstrings B` . It is seems reasonable to assume that
there exists some low number o1 , such that of the o`1 ∈ Ω(`o1 ) ways of partitioning the search space into a set of hyperplanes of order o1 , there exists one or
more partitions—for the sake of argument let us assume just one—such that this
partition contains one or more hyperplanes whose average fitness values are statistically significantly above average under uniform sampling. By restricting future
sampling to one of these hyperplanes the hyperclimbing heuristic can increase the
expected fitness of all future samples. As far as the hyperclimbing heuristic is concerned, this hyperplane would then comprise the entirety of the search space, i.e.
future search can be thought to occur over the space B`−o1 . Our argument now
recurses: It seems reasonable to assume that there exists some low number o2 , such
1
that of the `−o
∈ Ω((` − o1 )o2 ) ways of partitioning the new search space into
o2
a set of hyperplanes of order o2 , there exists one or more partitions—for the sake
of argument let us assume just one—such that this partition contains one or more
hyperplanes whose average fitness values are statistically significantly above average
under uniform sampling. By restricting future sampling to one of these hyperplanes,
the hyperclimbing heuristic would, once again, increase the expected fitness of all
future samples. And so on.
This heuristic will continue to increase the average fitness of the samples it
generates as long as there continues to be a way of partitioning the region of the
search space that it inhabits into a set of low-order hyperplanes such that at least
one hyperplane in the partition has an average fitness value that is statistically
significantly above average under uniform sampling.
Because a hyperclimbing heuristic is sensitive to the “hyperplanar structure” of
a search space, not its neighborhood structure, the idea of a landscape (Wright,
1932; Kauffman, 1993) is not very helpful when thinking about the behavior of this
56

CHAPTER 4. GENERATIVE FIXATION
heuristic. Far more useful is the notion of a hyperscape. A hyperscape is like a landscape in that it is just a spatial representation of a fitness function. The concept
of a hyperscape, however, places the focus, not on the interplay between the fitness
function and the neighborhood structure of individual points, but on the statistical
fitness properties of individual hyperplanes, and on the spatial relationships between
hyperplanes—lower order hyperplanes can contain higher order hyperplanes, hyperplanes can intersect each other, and disjoint hyperplanes that belong to the same
hyperplane partition can be regarded as parallel. The use of the concept of a hyperscape in the genetic algorithmics literature can be traced back to the seminal work
of Holland (Holland, 1975), who used this concept to reason about the dynamics
of recombinative genetic systems. While we disagree with Holland’s conclusions,
we find hyperscapes to be invaluable in our own reasoning about the dynamics of
genetic algorithms—both recombinative and, for reasons that will become clear in
Section 4.2, non-recombinative.

4.1.4

Symmetry Analysis

In Chapter 3 we defined the class of semi-parameterized UGAs, and exploited the
symmetries of the algorithms in this class to uncover what we consider to be the
first two computational efficiencies (albeit highly specific ones) of the SGA to be
rigorously identified. The symmetry analysis in that work sets the stage for the
symmetry analysis given below. We will show that a semi-parameterized UGA can
efficiently climb the first few steps of the staircase functions in a particular class
of staircase functions. Remarkably the number of queries required by the semiparameterized UGA is independent of the span of the functions in the class.
Let f be a staircase function with descriptor (h, o, δ, σ, `, L, V ), we say that this
function is basic if ` = ho, Lij = o(i − 1) + j, (i.e. if L is the matrix of integers from
1 to ho laid out row-wise), and V is a matrix of ones. If f is basic, then the last
three elements of the descriptor of f are fully determinable from the first four; we
therefore write this descriptor as (h, o, δ, σ). Given some staircase function f with
descriptor (h, o, δ, σ, `, L, V ), we define the basic form of f to be the (basic) staircase
function with descriptor (h, o, δ, σ).
Let f ∗ be some basic staircase function with descriptor (h, o, δ, σ), and let F be
the set of all staircase functions with basic form f ∗ . Let A be a semi-parameterized
(t)
UGA. For any staircase function f ∈ F , let p(f,i) (x) be the probability that the
(t)

frequency of stage i of f in generation t of Af is x, let q(f,i) (x) be the probability
(t)

that the frequency of step i of f in generation t of Af is x, and let rf (x) be the
probability that the average fitness of the population of Af in generation t is x. Then
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∗

by appreciating the symmetries between the UGAs Af and Af we can deduce the
following equalities between probability distributions: For any generation t, and for
(t)
(t)
(t)
(t)
(t)
(t)
any i ∈ [h], p(f,i) = p(f ∗ ,i) , q(f,i) = q(f ∗ ,i) , and rf = rf ∗ .
(t)

Thus, for any generation t, monte-carlo sampling from rf ∗ is equivalent to monte(t)

(t)

carlo sampling from rf , and for any i ∈ [h], monte-carlo sampling from p(f ∗ ,i) , and
(t)

(t)

(t)

q(f ∗ ,i) is equivalent to monte-carlo sampling from p(f,i) , and q(f,i) respectively.

4.1.5

Performance of UGAs on a Staircase Function

Let f1 be a basic staircase function with descriptor (h = 50, o = 4, δ = 0.3, σ =
1), and let U denote the semi-parameterized UGA described in the materials and
methods section of the appendix (Appendix A). Figure 4.3a shows that U is capable
of robust adaptation when applied to φ∗1 . Figure 4.4a shows that under the action
of U , the first seven stages of φ∗1 tend to go to fixation3 in ascending order. This
entails that the first seven steps tend to go to fixation in ascending order. When a
step gets fixed, future sampling will largely be confined to that step—in effect, the
hyperplane associated with the step has been climbed. Animation 4, which plots
∗
the one-frequencies of all the loci of U φ1 in each of 500 generations, shows that the
∗
hyperclimbing behavior of U φ1 continues beyond the first seven steps. The capacity
of U to implement hyperclimbing when applied to φ∗1 accounts for its adaptive ability
on φ∗1 .
Let φ1 be some staircase function with basic form φ∗1 . The conclusions reached
in the previous section entail that, had we applied U to φ1 instead of φ∗1 , then
regardless of the span of φ1 , we would have obtained essentially the same results as
those shown in Figures 4.3a and 4.4a. This realization is highly remarkable from a
computational standpoint.
Consider U ’s capacity for climbing just the first stage of φ1 . From a computational standpoint, even just this ability is quite remarkable because it is achieved
with an expected expenditure of queries that is constant in the span of φ1 . We infer
that this highly specific capacity for computational efficiency is part of a general
capacity of the SGA for efficiently performing what we call genoclique fixing. In the
previous chapter, we identified two other highly specific, but nonetheless remarkable, computational efficiencies of the SGA that are instances of its general capacity
for efficient genoclique fixing. The results presented here suggest that SGAs can
3 We

use the terms ‘fixation’ and ‘fixing’ loosely. Clearly, as long as the mutation
rate is non-zero, no locus can ever be said to go to fixation in the strict sense of the
word.
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Figure 4.3: The performance of the semi-parameterized UGA U (left) and the semiparameterized MGA M (right) on the staircase function φ∗1 over 20 trials. The mean
(across trials) of the average fitness of the population is shown in black. The mean
of the best-of-population fitness is shown in blue. The error bars show one standard
error above and below the mean every 125th generation
engender robust and efficient adaptation by performing efficient genoclique fixing
recursively.

4.1.6

Mutational Drag and Clamping

Before discussing genoclique fixing, let us contemplate a curious aspect of the behavior of U on φ∗1 . Figure 1 shows that the growth rate of the average fitness of the
∗
population of U φ1 decreases as evolution proceeds. To understand this phenomenon
consider some chromosome that belongs to the ith step of φ∗1 . Since the mutation
rate of U is 0.003, the probability that this chromosome will still belong to step i
∗
after mutation is 0.997io . This entails that as i increases, U φ1 is less able to “hold”
a population within step i. In light of this observation, we infer that as i increases
∗
the capacity of U φ1 to be sensitive to the conditional fitness signal of stage i + 1
given step i decreases. This loss in sensitivity explains the decrease in the growth
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∗

rate of the average fitness of U φ1 . We call the “wastage” of fitness queries described
here mutational drag.
We conceived of the following mechanism for curbing mutational drag in
This mechanism relies on parameters flagFreq ∈ [0, 0.5], unflagFreq ∈

∗
U φ1 .
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[flagFreq, 0.5], and flagPeriod. If the one-frequency of some locus at the beginning of some generation is less than flagFreq, or greater than 1 − flagFreq, then
that locus is flagged. Once flagged, a locus remains flagged as long as the onefrequency of the locus is less than unflagFreq, or greater than 1 − unflagFreq at
the beginning of each subsequent generation. If a flagged locus in some generation t
has remained constantly flagged for the last flagPeriod generations, then the locus
is considered to have passed our fixation test, and is not mutated in generation t.
We call this mechanism clamping, because we expect that in the absence of mutation, a locus that has passed our fixation test will quickly go to strict fixation, i.e.
the one-frequency of this locus will get “clamped” at zero or one for the remainder
of the run.
Let Uc denote a semi-parameterized UGA that uses the clamping mechanism
described above and is identical to the semi-parameterized UGA U in every other
way. The clamping mechanism used by Uc is parameterized as follows: flagFreq =
φ∗
0.01, unflagFreq = 0.1, flagPeriod=200. The performance of Uc 1 is displayed in
figure 4.5a. Figure 4.5b shows the number of loci that the clamping mechanism left
unmutated in each generation. These two figures show that the clamping mechanism
effectively allowed Uc to climb all the steps of φ∗1 . Animation 5 shows the oneφ∗
frequency dynamics, across 500 generations, of a single run of Uc 1 . The action of
the clamping mechanism can be seen in the absence of ‘jitter’ in the one-frequencies
of loci that have been fixed for a while .

4.1.7

Recursive Genoclique Fixing

The notion of a gene, i.e. a unit of selection 2.4.2, plays a central role in our
inductive generalization of the results obtained above and in chapter 3. We call a
small set of co-adaptive genes an genoclique. It is important to stress two features
of this definition. First, our use of the term “co-adaptive”, as opposed to the more
conventionally used “co-adapted”, is meant to indicate that genocliques are not
static entities but dynamic ones that can arise or fade away (become salient, or lose
saliency) as the composition of a population of chromosomes changes. Secondly,
note that we have made no commitment to the kind of linkage that must exist
between the genes in a genoclique. Linkage between such genes can be weak, or
even non-existent. Based on the results in the previous sections and the previous
chapter, we submit that adaptation in simple recombinative genetic algorithms is
driven by the recursive fixing of genocliques. We call this the generative fixation
hypothesis.
The generative fixation hypothesis rests on assumptions about the distribution
of fitness that seem weaker than those underlying the building block hypothesis
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Figure 4.5: (Left:) The performance, over 20 trials, of the semi-parameterized UGA
Uc on the staircase function φ∗1 . The mean (across trials) of the average fitness of
the population is shown in black. The mean of the best-of-population fitness is
shown in blue. (Right:) The mean number of loci left unmutated by the clamping
mechanism. Errorbars show one standard error above and below the mean every
hundredth generation
(Chapter 2). Whereas the building block hypothesis presumes the existence of large
numbers of genes with detectable unconditional fitness advantages, the generative
fixation hypothesis only needs to presume the existence of one genoclique with a
detectable unconditional fitness advantage. The experimental results in the previous
chapter, and in Section 4.1.5 suggest that a genoclique may be detectable by the
sorts of SGAs used in practice even if its “signal to noise ratio” is low.
Note, secondly, that compared to the building block hypothesis, the generative
fixation hypothesis is intuitively a more viable explanation: Because the ability of
recombination to disrupt a genoclique declines rapidly as the genoclique goes to
fixation, it is easy to see how the fixation of genocliques can be a robust vehicle for
adaptation in recombinative genetic systems; in comparison it is much more difficult
to grasp how synergistic composition can be a robust vehicle for adaptation: though
recombination can occasion the synergistic composition of genes, it can also occasion
the destruction of such compositions.
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Thirdly, note that unlike the building block hypothesis, for which no proof of
concept has been provided in over three decades, the generative fixation hypothesis
is accompanied by proof of concept (see the previous section) from the start.

4.1.8

Empricial Verification

We now present the results of an experiment in which the use of clamping dramatically improved the performance of a UGA on large, randomly generated instances
of the MAX 3-SAT problem. This difference in performance strongly supports the
generative fixation hypothesis.
We ran two semi-parameterized UGAs—one with clamping (Qc ), and one without (Q)—on randomly generated instances of the MAX 3-SAT problem (Hoos and
Stützle, 2004) with 10,000 binary variables and 50,000 clauses. Apart from its use
of clamping, Qc is identical to Q (described in Appendix A). Both UGAs used a
straightforward encoding in which each bit of a chromosome represents the value of
a single MAXSAT variable. The fitness of a chromosome was simply the number of
clauses satisfied under the variable assignment represented. The clamping mechanism used by Qc was parameterized as follows: flagFreq = 0.01, unflagFreq = 0.1,
flagPeriod=200. Figure 4.6c shows the number of loci that this mechanism left
unmutated in each generation. By the four thousandth generation, the clamping
mechanism left on average over 2500 loci unmutated. Given any set of 2500 loci, in
the absence of clamping the chance that the 2500 loci will all go unmutated in some
chromosome is 0.9972500 < 5.5 × 10−4 . The “drag” resulting from the continued mutation of long-fixed loci explains why Q was outperformed by Qc (Compare Figures
4.6a and b). The difference between the mean best-of-population fitness of the final
generation of Qc and the mean best-of-population fitness of the final generation of
Q was 1148.5 satisfied clauses. By all indications, this difference would have been
larger had we allowed our trials to continue past 4000 generations.

4.2

On the Function of Recombination

Under the building block hypothesis, the function of recombination is clear—to
drive adaptation by effecting the synergistic composition of advantageous genes,
and co-adapted sets of advantageous genes. If generative fixation, not synergistic
composition, is the vehicle for adaptation, then the function of recombination is less
transparent. If the generative fixation hypothesis is to be a viable alternative to the
building block hypothesis, the advantage that recombination often confers must be
accounted for.

63

CHAPTER 4. GENERATIVE FIXATION

4

4

x 10

4.85

4.8

4.8

4.75

4.75

4.7

4.7

Satisfied clauses

Satisfied clauses

4.85

4.65
4.6
4.55

4.65
4.6
4.55

4.5

4.5

4.45

4.45

4.4

4.4

4.35

4.35

0

1000

2000
3000
Generations

4000

(a) Performance of the UGA Qc

x 10

0

1000

2000
3000
Generations

4000

(b) Performance of the UGA Q

3000

Unmutated loci

2500

2000

1500

1000

500

0

0

1000

2000
3000
Generation

4000

(c) Unmutated Loci in UGA Qc

Figure 4.6: (Top:) The performance, over 10 trials, of the UGA Qc (left) and
the UGA Q (right), on randomly generated instances of the MAX 3-SAT problem
with 10,000 variables and 50,000 clauses. Qc used clamping, whereas Q did not.
The mean (across trials) of the average fitness of the population is shown in black.
The mean of the best-of-population fitness is shown in blue. (Bottom:) The mean
number of loci left unmutated by the clamping mechanism of Qc . Errorbars show
one standard error above and below the mean every hundredth generation

64

CHAPTER 4. GENERATIVE FIXATION
Under the generative fixation hypothesis, the widely reported efficacy of recombination, especially strong forms of recombination like uniform crossover, actually
seems anomalous. As the expected number of crossover points increases, the size
of each gene in a genoclique decreases, and the number of genes in the genoclique
will, therefore, tend to decrease. Since genocliques with fewer genes are less likely
to be disrupted by recombination, and since the disruption of genocliques hampers
their fixation, it seems like the fewer the expected number of crossover points in a
crossover operation, the better.
The phenomenon of hitchhiking (Schaffer et al., 1991; Forrest and Mitchell, 1993)
seems to offer an easy explanatory escape from this anomaly. It is simple to see how,
as the size of the genes in a genoclique increases, some situated bit b can become part
of one or more genocliques even though it does not contribute to the co-adaptivity
of any of these genocliques. If any of the genocliques go to fixation then so will b
(i.e. b will hitchhike to fixation). Now, suppose it so happens that the complement
of b is implicated in the co-adaptivity of one or more genocliques later on in the
evolutionary run. It seems reasonable to suspect that the prior spurious fixation of
b will prevent any genocliques containing the complement of b from going to fixation.
Since the prevalence of hitchhiking increases in inverse relation to the expected
number of crossover points, it seems plausible that the relative absence of hitchhiking in UGAs can account for the widely reported efficacy of uniform crossover.
The prevalence of hitchhiking will be most extreme when recombination is entirely
absent. To test our hunch about the utility of recombination, we therefore switched
off crossover in the semi-parameterized UGA U and applied the resulting semiparameterized mutation-only simple genetic algorithm (MGA), denoted M , to the
staircase function φ∗1 . A comparison between Animations 4, and 6 confirms the
∗
prevalence of hitchhiking in M φ1 (note how the one-frequencies of high-index loci
rush to one or zero at the beginning of the run even though selection is not acting
∗
at these loci), and its relative absence in U φ1 (while the one-frequencies of highindex loci do diverge from 0.5, they do so relatively slowly). Remarkably, despite
∗
∗
the prevalence of hitchhiking, M φ1 outperforms U φ1 (compare Figure 4.3b with fig
∗
∗
4.3a). Figure 4.4b, and Animation 6 show that, like U φ1 , M φ1 performs adaptation
by implementing hyperclimbing. The difference in performance seen when comparing Figure 4.3a with Figure 4.3b turns out to be representative of a systematic
difference in the performance of UGAs and MGAs on basic staircase functions. In
an informal empirical comparison of the performance of these SGAs over a broad
parametric regime we found that switching off recombination typically improves
performance.
The implications of these results for the generative fixation hypothesis are mixed.
On the one hand, the “easy explanatory escape” that hitchhiking seemed to offer
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turns out not to be quite so easy. If anything, the widely observed efficacy of
recombination is now more puzzling than before.
On the other hand, the observed hyperclimbing behavior of MGAs on staircase functions suggests at the centrality of fixation to adaptation in all SGAs. To
see why, observe that the conclusions we reached by exploiting the symmetries of
semi-parameterized UGAs with staircase fitness functions hold even when uniform
crossover is switched off. This realization entails that MGAs, like UGAs, are capable
of efficient hyperclimbing4 . In terms of the expected number of crossover points per
crossover operation, MGAs and UGAs occur at opposite ends of a continuum. Since
both these SGAs are capable of efficient hyperclimbing, hyperclimbing seems well
positioned to serve as the organizing idea for the study of adaptation in all SGAs.

4.2.1

Multi-Staircase Functions

Returning to the task of explaining the function of recombination, we conjecture that
staircase functions, illuminative as they are, fail to capture some key feature that
is commonly present in fitness distributions induced through the representational
choices of GA practitioners. We conjecture, furthermore, that hitchhiking interferes
with an MGA’s ability to exploit this feature.
Observe that when a UGA is applied to a staircase function, genocliques will
tend to become salient sequentially. This need not be true when recombinative SGAs
are applied to real-world problems. Might hitchhiking pose more of a problem when
genocliques become salient concurrently? To test this hunch we conceived of the
class of multi-staircase functions—a straightforward generalization of the class of
staircase functions.
Definition 7 A
multi-staircase
function
descriptor
is
a
tuple
(c, h, o, δ, σ, `, L(1) , . . . , L(c) , V (1) , . . . , V (c) ) where c, h, o and ` are positive integers with cho ≤ `, δ and σ are positive real numbers, and L(1) , . . . , L(c) and
V (1) , . . . , V (c) are matrices with h rows and o columns such that the elements
(k )
(k )
of L(1) , . . . , L(c) are distinct integers from the set [`] (i.e. Li1 j11 6= Li2 j22 unless
i1 = i2 ∧ j1 = j2 ∧ k1 = k2 ), the elements of V (1) , . . . , V (c) are binary digits, and for
(k)
(k)
any k ∈ [c], and any i ∈ [h], Li1 < · · · < Lio (i.e. each row in each of the matrices
L(1) , . . . , L(c) is sorted in ascending order).
4 The

building block hypothesis is decidedly silent when it comes to explaining
the adaptive capacity of non-recombinative genetic algorithms (Fogel, 2000, p147155). With the discovery that MGAs can implement efficient hyperclimbing, it may
now be possible to account for these reports.
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Algorithm 4: A multi-staircase function with descriptor
(c, h, o, δ, σ, `, L(1) , . . . , L(c) , V (1) , . . . , V (c) )
Input: g is a chromosome of length `
y ←some value drawn from the distribution N (0, σ 2 )
for j ← 1 to c do
for i ← 1 to h do
(j)
(j)
if ΞL(j) (g) = Vi1 . . . Vio then
i:
y ←y+δ
else
y ← y − (δ/(2o − 1))
break
end
end
end
return y

The function described by a multi-staircase function descriptor
(h, o, δ, σ, `, L(1) , . . . , L(c) , V (1) , . . . , V (c) ) is the stochastic function over the set
of bitstrings of length ` given by Algorithm 4. We call c the cardinality of the
multi-staircase function, Like we did with staircase functions, we call h, o, δ, σ, and
` the height, order, increment, noisiness and span respectively.
Our analogy between staircases and staircase functions can be extended to apply
to multi-staircase functions. When the cardinality of a multi-staircase function is
one, a single staircase is induced; when the cardinality is two or more, multiple
staircases are induced. In the latter case, loci belonging to the steps of a particular
staircase may be scattered amongst loci belonging to the steps of other staircases.
However, since each locus belongs to no more than one staircase, and since the
fitness benefits of climbing separate staircases combine additively, each staircase
may be climbed independently; in other words, the “next step” of several staircases
can become salient concurrently. The “degree” of concurrency is determined by the
cardinality of the multi-staircase function.

4.2.2

Symmetry Analysis

Let
f
be
a
multi-staircase
function
with
descriptor
(1)
(c)
(1)
(c)
(c, h, o, δ, σ, `, L , . . . , L , V , . . . , V ). We say that this function is basic
(k)
if ` = cho, Lij = ho(k − 1) + o(i − 1) + j, i.e. L(k) is the matrix of integers from
(ho)(k −1)+1 to hok laid out row-wise, and V is a matrix of ones. If f is basic, then
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the first five elements of the descriptor of f determines the remaining elements; we
therefore write this descriptor as (c, h, o, δ, σ). Given some multi-staircase function
f with descriptor (c, h, o, δ, σ, `, L(1) , . . . , L(c) , V (1) , . . . , V (c) ), we define the basic
form of f to be the basic multi-staircase function (c, h, o, δ, σ).
Let f ∗ be some basic staircase function with descriptor (c, h, o, δ, σ), and let F be
the set of all staircase functions with basic form f ∗ . Let A be a semi-parameterized
(t)
UGA or a semi-parameterized MGA. For any staircase function f ∈ F , let rf (x)
be the probability that the average fitness of the population of Af in generation t
∗
is x. Then by appreciating the symmetries between the UGAs Af and Af we can
deduce the following equalities between probability distributions: for any generation
(t)
(t)
(t)
t, rf = rf ∗ . Thus, for any generation t, monte-carlo sampling from rf ∗ , is equivalent
(t)

to monte-carlo sampling from rf .

4.2.3

Performance on a Multi-Staircase Function

Let φ∗2 denote a basic multi-staircase fitness function with descriptor (c = 10, h =
50, o = 4, δ = 0.3, σ = 1). Figure 4.7 shows that when applied to this function, on
average the semi-parameterized UGA U outperforms the semi-parameterized MGA
∗
∗
M . Animations 3 and 4 show the one-frequency dynamics of U φ2 and M φ2 over 500
∗
generations in single runs of each. These animations qualitatively show that U φ2 is
∗
better than M φ2 at climbing the ten staircases of φ∗2 in parallel. The prevalence of
∗
∗
hitchhiking in M φ2 , and its relative absence in U φ2 seems, at least qualitatively, to
account for this difference in ability.
Let φ2 be some staircase function with basic form φ∗2 . The conclusions reached in
the previous section entail that, had we applied U and M to φ2 instead of φ∗2 , then
regardless of the span of φ2 , we would have obtained essentially the same results as
those shown in Figures 4.7a and 4.7b. respectively.

4.2.4

Concurrent Generative Fixation

We emphasize that the semi-parameterized SGAs U and M mentioned above are the
same semi-parameterized SGAs that were used in our previous experiments. Recall
that on average M outperformed U when applied to the basic staircase function φ∗1 .
This function can be thought of as a basic multi -staircase function with cardinality
one. When φ∗1 is regarded as such, the difference between it and φ∗2 amounts solely
to a difference in cardinality. Based on this observation, we submit that the function of recombination in genetic algorithms is to reduce hitchhiking; by reducing
hitchhiking, recombination allows the fixing of genocliques to proceed concurrently.
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Conclusion
The work in this dissertation is based on the premise that nature has several computational tricks up her sleeve; tricks which, if successfully identified and harnessed,
may lead to significant advances in the engineering of adaptive systems. Of these
computational tricks, the ones underlying the remarkable adaptive capacity of evolution are fundamental in that they underlie nature’s discovery of all other computational tricks (e.g. the computational tricks involved in efficient face recognition,
efficient bipedal locomotion, efficient immune system functioning, etc.). Delightfully,
thanks to the efforts of generations of geneticists, the computational tricks underlying the adaptive capacity of evolution may also be the easiest to harness. This is
because the ways in which evolutionary systems represent information (digitally, in
strings drawn from a quaternary alphabet), and manipulate it is well charted1 .
It is then, perhaps, not so surprising that computer scientists have succeeded
in inventing a prototype string-based evolutionary system—the simple genetic
algorithm—that uses one or more of the computational tricks at play in natural
evolution. Unfortunately, computer scientists have, to date, been less successful at
convincingly elucidating the nature of these computational tricks. Their failure,
in our opinion, stems largely from the erroneous notions, encapsulated within the
building block hypothesis, about what these computational tricks ought to be.
In this dissertation, we have presented a new explanation for the adaptive capacity of the simple genetic algorithm, and have submitted this explanation as an
alternative to the building block hypothesis. Unlike the building block hypothesis,
the generative fixation hypothesis is based on a core computational efficiency that
has been rigorously showcased (see Chapter 3).
1 In

comparison, the ways in which information is represented and manipulated
in neural systems is much more opaque.
70

CHAPTER 5. CONCLUSION
One way to understand the difference between the content of the two hypotheses
is by focusing on the part played by fixation in each account. In downplaying the
role of fixation in adaptation, the building block hypothesis departs radically from
standard accounts in population genetics (Fisher, 1958; Provine, 2001). The building
block hypothesis holds that genetic algorithms work by maintaining a store of partial
solutions—advantageous genes (i.e. units of inheritance)—and by hierarchically
assembling these partial solutions as evolution proceeds. This hypothesis is not
opposed to the idea that two equally advantageous co-adapted sets of genes that are
bitwise complements of each other will persist in an evolving population over long
stretches of time (i.e. neither set of genes will go to fixation). Indeed, as Watson’s
work with hierarchical if and only if functions (Watson, 2002, 2006) indicates, the
persistence of such sets of genes is expected. Since the building block hypothesis
largely dispenses with fixation as a vehicle for “locking in” adaptive gains, it needs
to look to the weakness of recombination for the same. This hypothesis cannot,
therefore, explain the widely observed adaptive capacity of SGAs with strong forms
of recombination (e.g. uniform crossover).
In contrast, the generative fixation hypothesis holds that fixation is the vehicle
by which adaptive gains are secured. This hypothesis is based on the important
realization that selection can drive a small set of unlinked co-adaptive genes to fixation even as these genes are repeatedly being separated by recombination whenever
they co-occur (Chapter 3). Once such a set of genes—what we have called a genoclique—has gone to fixation, recombination loses its power to disrupt it, and the
advantage that the genoclique confers, even if it is only a small increase in expected
fitness, gets locked in. Since recombination is not required to “protect” genocliques
as they go to fixation, the generative fixation hypothesis does not run up against
the explanatory limitation faced by the building block hypothesis.
The concept of a gene, i.e. a unit of inheritance, was crucial to our generalization
of the observed behavior of the UGAs in Chapter 4. This concept has also facilitated
a relatively clear comparison between the fitness distribution assumptions of the
building block hypothesis and those of the generative fixation hypothesis. When
the building block hypothesis is stated in terms of units of inheritance (Section
2.4.2), the former assumptions seem stronger than the latter (Section 4.1.7). Thus,
even as the generative fixation hypothesis accounts for more, it seems to presume
less.
To verify the generative fixation hypothesis we identified a simple tweak to the
UGA—a mechanism called clamping, that should, if the generative fixation hypothesis is sound, be effective when a UGA is applied to the sorts of fitness functions that
arise in practice. Experimental testing revealed that clamping does indeed improve
the performance of a UGA on large randomly generated instances of the MAX-3SAT
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problem. To the extent that this result would previously have been unexpected, it
increases our confidence in the generative fixation hypothesis (Popper, 2007b). We
derive further confidence from the close connection between the computational proficiency identified in Chapter 3, and the currently intractable computational genetics
problem described at the beginning of that chapter. Complete confidence, of course,
cannot be achieved as long as we rely on induction. The price we pay for our use of
induction is, thus, eternal vigilance2 .

5.1

Implications for Neo-Darwinism

The generative fixation hypothesis breaks from the building block hypothesis in
two crucial ways. Firstly, as mentioned above and in Chapter 4, the generative
fixation hypothesis embraces fixation, not the weakness of recombination, as the
vehicle by which adaptive gains are secured. Secondly, it holds that the function
of recombination is to reduce hitchhiking. On both counts, the generative fixation
hypothesis reverts to classical positions in population genetics (Fisher, 1958), which,
of course, begs the question “does the generative fixation hypothesis differ from
classical views in population genetics in any substantiative way?”. Indeed it does.
Doing full justice to this difference, however, is beyond our current scope. What
follows is but a brief account.
The matter of the unit and level of selection has been the subject of much
discussion amongst evolutionary biologists (Wynne-Edwards, 1962; Williams, 1996;
Lewontin, 1970; Dawkins, 1999b,a), and philosophers (Hull, 1980; Okasha, 2006b,a).
The debate is centered around the following, almost equivalent, pair of questions: In
the long-term (i.e. across large numbers of generations), at what level does selection
act? What entity is the long-term beneficiary of the action of selection? The entity
that is the answer to the second question, whatever this entity may be, is called the
unit of selection.
A non-exhaustive list of candidates for this title are the species, the group, the
individual, the phenotype, the gene, and the nucleotide. At first pass, the answer to
the unit of selection question seems obvious. Selection, almost by definition, acts at
the level of the individual. The individual after all is the entity that gets “selected”
(has more offspring). Clearly, then, the unit of selection is the individual. The
problem with this answer is that while an individual can indeed be said to benefit
from selection, it is a short-term benefit. In the long-term, the individual perishes,
and is never seen again3 . The individual, thus, cannot be the unit of selection.
2 With
3 We

apologies to Alexander Rosenbluth and Norbert Wiener (1951).
limit our discussion to sexual populations
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Dawkins (1999b; 1999a) remarks that the unit of selection must meet three
requirements: longevity, fecundity, and fidelity. Hull (1980) emphasizes that while
an instance of the unit of selection need not be long-lived, the instance should be
in a position to get itself copied before it “perishes” (fecundity), and the copies
should be relatively faithful (fidelity). The orthodox neo-darwinian view is that
the unit of selection must coincide with the unit of inheritance—in other words,
that the gene, as defined in Section 2.4.2, is the rightful bearer of the title “unit of
selection”(Dawkins, 1999a).
It is easily seen that the gene satisfies the three requirements listed by Dawkins.
But so does a nucleotide. Why, then, does orthodox neo-darwinism bestow the title
of “unit of selection” upon the gene and not the nucleotide? Dawkins grapples with
this question as follows:
“It is changes at the single nucleotide level that are responsible for evolutionarily significant phenotypic changes, although of course the unvarying remainder of the chromosome is necessary to produce a phenotype
at all. Have we, then, arrived at an absurdly reductionistic reductio ad
absurdum? Shall we write a book called The Selfish Nucleotide? Is adenine engaged in a remorseless struggle against cytosine for possession of
locus number 30004?
“At the very least this is not a helpful way to express what is going on.”
(Dawkins, 1999a, p90)
A fourth requirement, then, is that the unit of selection must have explanatory
value.
The treatment of the gene as the unit of selection leads in a very natural way to
the gene’s eye-view presented in Dawkins’s controversial book “The Selfish Gene”
(Dawkins, 1999b). In responding to his critics, Dawkins argues that his treatise
is “not a new theory, not a hypothesis which can be verified or falsified, not a
model which can be judged by its prediction” (Dawkins, 1999a, p1), but is rather a
perspective that follows inexorably from an idea which, through the work of Fisher
(1958), is embedded in the very foundations of theoretical population genetics—that
the unit of selection is the gene.
Dawkins’s response is convincing. If one works with the kinds of models used by
orthodox neo-darwinists, then the gene’s eye-view presented by Dawkins becomes
hard to escape. But how exactly does the idea that the gene is the unit of selection
enter into these models? It enters, not through some obscure back door, but through
the very visible practice of assigning selection coefficients to individual genes. With
the wide availability of computers, orthodox neo-darwinists are no longer compelled
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by the weakness of their analytic tools to assign selection coefficients in this manner.
Models in which selection coefficients are assigned to groups of genes (as in Chapter
3), to whole chromosomes, and to phenotypes can now be executed with ease. The
continued assignment of selection coefficients to individual genes even when computer models are used is reflective of an a priori assumption that the gene is always
the appropriate unit of selection.
Turning our attention to the UGAs studied in Chapters 3 and 4, we ask the
following question: What is the unit of selection? We submit that in each case,
the unit of selection is a small set of genes—what we shall call a genoclutch 4 . Because a genoclutch will tend to be broken up during crossover, it does not meet
the strict version of the fecundity requirement mentioned above. It does, however,
meet a probabilistic version of this requirement. Each time a genoclutch is selected,
the probability that the genoclutch will be generated in the future increases. To
understand why, note that when a genoclutch is broken up during crossover, the
marginal frequency of each member gene increases. If the genes in the clutch are
unlinked, then these increases in marginal frequency will not be dissipated by future
crossover operations (they may, of course, be dissipated by future selection and sampling error). An increase in the marginal frequencies of the genes in a genoclutch, in
turn, increases the probability that the genoclutch will be generated through future
crossover operations (cf. Section 3.2.3).
To see that a genoclutch meets the longevity, and fidelity criteria note that
a genoclutch can persist in a population over long periods of time even though
individual instances of the genoclutch may “perish”. And because a genoclutch is
comprised of units of inheritance, its structure will remain unchanged across time.
But what of the claim that the action of selection on a genoclutch can be reduced
to the action of selection on its member genes; in other words, that the gene, and
not the genoclutch, is the appropriate unit of selection? It is true that by virtue of
being the unit of inheritance the gene has strict, not probabilistic, fecundity. But
is this strictness essential to the notion of a unit of selection? We don’t believe
it is. The matter, then, is decided by the fourth requirement—that the unit of
selection should have explanatory value. Here, the genoclutch comes into its own.
Dawkins’s argument that the gene, not the nucleotide, should be the unit of selection
applies straightforwardly here with the gene in this case playing the role of Dawkins’s
nucleotide, and the genoclutch playing the role of Dawkin’s gene. In other words,
∗
one could try to express the behavior of, say, the UGA W f2 (Section 3.3.2) in terms
of genes and “epistatic interactions” between genes. However, to put matters in
4 By

this definition, a genoclique is a genoclutch whose genes happen to be coadaptive
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Dawkins’s words, “this is not a helpful way to express what is going on”. The UGAs
in this dissertation, especially those in Chapter 3, thus, serve as counterexamples to
the fundamental assumption that the gene is always the appropriate unit of selection.
Dissatisfaction with this assumption has been expressed on several occasions
(for a survey see Okasha, 2006a, p143-172). Our work puts us in a position to
submit a new critique: Whatever evolution may be, it is, in the ultimate analysis, a
remarkably effective computational process. It is therefore hard to accept a general
account of the workings of evolution if this account does not include conclusions
that are arresting from a computational standpoint. The foundations of the modern
synthesis were laid relatively early in the twentieth century, before the advent of the
computer revolution. It is reasonable to suspect that computational considerations
were not on Fisher’s mind when he chose the unit of selection to be the gene.
From a computational standpoint, an evolving system in which selection acts on
individual genes is only mildly interesting. Things become very interesting, however,
if the unit of selection is, irreducibly, the genoclutch. In our opinion, the fact that
this possibility is largely discounted in the very foundations of population genetics
explains why the modern synthesis is currently devoid of content that is arresting
from a computational standpoint.

5.2

Implications for Black-Box Combinatorial Optimization

In Section 4.1.3 we introduced the idea of a hyperclimbing heuristic. This heuristic
is sensitive, not to the local features of a search space, but to fitness properties of the
hyperplanes of the space. The hyperclimbing heuristic is therefore not susceptible
to the typical problems affecting local search algorithms (e.g. entrapment in the
fitness basins of local optima). While hyperclimbing seems like a reasonable way to
approach poorly understood combinatorial optimization problems, the moment one
factors in what appears to be the high cost, in terms of time and fitness queries, of
implementing this heuristic, it quickly loses its shine. Our exciting discovery—the
crux of this dissertation—is that simple genetic algorithms, both recombinative and
non-recombinative, can implement hyperclimbing efficiently.
If the generative fixation hypothesis is sound, it means that the GA users have
been using efficient hyperclimbing to tackle black-box combinatorial optimization
problems even as they have remained unaware of the true nature of the heuristic
being implemented. It seems reasonable to suspect that the identification of this
heuristic and the appreciation of the efficiency with which it can be implemented
will spark significant advances in the GA community’s ability to tackle practical
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black-box combinatorial optimization problems.

5.3

Future Work

Presenting a complete account of the workings of recombinative SGAs has clearly not
been our aim. We have sought, rather, to present a general framework—a paradigm
if you will—which evokes profitable new research directions. Some avenues for future
scientific investigation are as follows:
• The function of mutation needs to be explained—if mutation causes drag (cf.
Section 4.1.6), why use it?—and the relationship between population size and
a recombinative SGA’s ability to implement efficient generative fixation merits
attention.
• The full extent of the core computational efficiency hinted at by the experimental results in Chapter 3 remains to be charted. Even if one limits oneself
to the simple genetic algorithm with uniform crossover, there is no reason
to believe that this task will be simple. It will most likely involve a mix of
theoretical and empirical work, and will probably necessitate the definition
of new complexity classes. We hope that the close connection, mentioned at
the end of Chapter 3, between the problem of identifying the pivotal loci of
type 2 pivotal functions and the problem of learning effective attributes of
parity functions (Uehara et al., 1997, 2000) tickles the minds of computer scientists in the computational learning community, and that they feel inspired
to participate in this program.
• The careful reader will have noted that the generative fixation hypothesis
is based almost entirely upon the behavior of SGAs with uniform crossover.
The notion of a unit of inheritance, i.e. a gene, has played a central role
in the inductive generalization of this behavior. Uniform crossover comprises
one extreme of the crossover continuum shown in Figure 1.1. Unanticipated
phenomena may well arise as one moves along the crossover continuum towards
the other extreme. Such phenomena, if present, will need to be documented,
and the generative fixation hypothesis will need to be updated accordingly.
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Appendix A

Materials and Methods
The Matlab script used to implement the SGAs referred to in the main text is given
in Appendix D. This script implements the pseudocode given in Algorithm 5.
Apart from the implementation of clamping and two other differences mentioned
below, the script in Appendix D is faithful to the specification for a simple genetic
algorithm given by Mitchell (Mitchell, 1996, p 10).
1. In each generation, right after evaluating the fitness of all individuals, our
SGA used sigma scaling (Mitchell, 1996, p 167) to adjust the fitness of each
individual, and used this adjusted fitness when selecting the parents of that
(t)
generation. Suppose fx is the fitness of some individual x in some generation
t, and suppose the average fitness and standard deviation of the fitness of the
individuals in generation t are given by f (t) and σ (t) respectively, then the
(t)
adjusted fitness of x in generation t is given by hx where, if σ (t) = 0 then
(t)
hx = 1, otherwise,
(t)
fx − f (t)
h(t)
=
min(0,
1
+
)
x
σ (t)
2. The SGA used fitness proportionate stochastic universal sampling (SUS)
(Baker, 1985; Mitchell, 1996, p 166) to select parents. Instead of selecting
n parents by a spinning a roulette wheel with one pointer n times, stochastic universal sampling selects n parents by spinning a roulette wheel with n
equally spaced pointers just once. Selecting parents in this fashion has been
shown to reduce sampling error.
Selection was fitness-proportionate.
The population sizes of the semiparameterized SGAs W , U , M and Q were 1500, 500, 500, and 200 respectively.
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Algorithm 5: Pseudocode for the SGA used in this dissertation. The population size is an even number denoted by N , the length of the chromosomes is
`, the probability that crossover will be attempted between two parents is pc ,
and, for any chromosomal bit, the probability that the bit will be flipped during mutation is pm . The population of each generation, and each generation
of parents are represented as N by ` arrays of bits, with each row representing
a single chromosome. Generate-Crossover-Masks(x, y, z) creates an x by
y array of x random crossover masks, each y bits long, in accordance with
a chosen crossover scheme (e.g. one-point crossover, uniform crossover, etc.).
Each row in this array is then set to “all zeroes” with probability z, and the
resulting array is returned. Generate-Mutation-Masks(x, y, z) returns an
x by y array of bits such that each bit is 1 with probability z. Shuffle-Rows
randomly shuffles the rows of a 2d array
pop ← Initialize-Population(N ,`)
while some termination condition remains unreached do
f itnessV als ← Determine-Fitness-Values(pop)
adjF itnessV als ← Sigma-Scale(f itnessV als)
parents ← Shuffle-Rows(SUS-Selection(pop, adjF itnessV als))
crossM asks ←Generate-Crossover-Masks(N/2, `, pc )
for i ← 1 to N/2 do
for j ← 1 to ` do
if crossM asks[i, j] = 0 then
newP op[i, j] ← pop[i, j]
newP op[i + N/2, j] ← pop[i + N/2, j]
else
newP op[i, j] ← pop[i + N/2, j]
newP op[i + N/2, j] ← pop[i, j]
end
end
end
mutM asks ←Generate-Mutation-Masks(N , `, pm )
for i ← 1 to N/2 do
for j ← 1 to ` do
newP op[i, j] ← xor(newP op[i, j], mutM asks[i, j])
end
end
pop ← newP op
end
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Bit-flip mutation with a mutation rate of pm = 0.003 per bit was used. The probability of crossover, pc , was zero in the case of the MGA M , and one for all other
SGAs.
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Proofs
Lemma 1 For any staircase function with descriptor (h, o, δ, σ, `, L, V ), and any
integer i ∈ [h], the fitness signal of step i is iδ.
Proof: Let x be the expected fitness of the entire chromosome set under uniform
sampling. We first prove the following claim:
Claim 1 The fitness signal of step i is iδ − x
The proof of the claim follows by induction on i. The base case, when i = h is easily
seen to be true. For any k ∈ {2, . . . , h}, we assume that the hypothesis holds for
i = k, and prove that it holds for i = k − 1. For any j ∈ [h], let γj denote stage j,
and let Γj be the canonical denotation of the schema partition containing γj . The
fitness signal of step k − 1 is given by


X
1 
SΓ1 ...Γk (γ1 . . . γk ) +
SΓ1 ...Γk (γ1 . . . γk−1 ψ)
2o
ψ∈Γk \{γk }

kδ − x 2o − 1
=
+
2o
2o


δ(k − 1) −

δ
−x
o
2 −1



where the first term of the right hand side of the above expression follows from the
inductive hypothesis, and the second term follows from the definition of a staircase
function. Manipulation of the right hand side yields
kδ + (2o − 1)δ(k − 1) − δ − 2o x
2o
which upon further manipulation yields (k − 1)δ − x.
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This completes the proof of the claim. To prove the lemma, we must prove that
x is zero. By claim 1, the fitness signal of the first step is δ + x. By the definition
of a staircase function then,


δ − x 2o − 1
δ
x=
+
−
2o
2o
2o − 1
Which reduces to
x=−

x
2o

Clearly, x is zero
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Corollary 1 For any i ∈ {2, . . . , h}, the conditional signal to noise ratio of stage i
given step i − 1 is δ/σ
Proof The conditional signal to noise ratio of stage i given step i − 1 is given by
SΓi |Γ1 ...Γi−1 (γi |γ1 . . . γi−1 )/σ
= (SΓ1 ...Γi (γ1 . . . γi ) − SΓ1 ...Γi−1 (γ1 . . . γi−1 ))/σ
= (iδ − (i − 1)δ)/σ
= δ/σ 

Theorem 1 For any staircase function with descriptor (h, o, δ, σ, `, L, V ), and any
integer i ∈ [h], the fitness signal of stage i is δ/(2o )i−1 .
Proof: For any j ∈ [h], let γj denote stage j, and let Γj be the canonical denotation
of the partition containing γj . We first prove the following claim
Claim 2 For any i ∈ [h],
X

SΓ1 ...Γi (ξ) = −iδ

ξ1 ∈Γ1 ...Γi \{γ1 ...γi }

The proof of the claim follows by induction on i. The proof for the base case (i = 1)
is as follows:


X
−δ
o
= −δ
SΓ1 (ξ) = (2 − 1)
2o − 1
ξ∈Γ1 \{γ1 }

For any k ∈ [h − 1] we assume that the hypothesis holds for i = k and prove that it
holds for i = k + 1.
X

SΓ1 ...Γk+1 (ξ)

ξ1 ∈Γ1 ...Γi \{γ1 ...γk+1 }

=

X
ψ∈Γk+1 \{γk+1 }

=

X

X

SΓ1 ...Γk+1 (γ1 . . . γk ψ) +

X

SΓ1 ...Γk+1 (ξψ)

ξ∈Γ1 ...Γk \{γ1 ...γk } ψ∈Γk+1

SΓ1 ...Γk+1 (γ1 . . . γk ψ) +

ψ∈Γk+1 \{γk+1 }

X

X

ψ∈Γk+1 ξ∈Γ1 ...Γk \{γ1 ...γk }
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= (2o − 1)SΓ1 ...Γk+1 (γ1 . . . γk ) + 2o 

X

SΓ1 ...Γk+1 (ξ)

ξ∈Γ1 ...Γk \{γ1 ...γk }

where the first and last equalities follow from the definition of a staircase function.
Using Lemma 1 and the inductive hypothesis, the right hand side of this expression
can be seen to equal


δ
o
(2 − 1) kδ − o
− 2o kδ
2 −1
which upon some simple manipulation yields −δ(k + 1).
For a proof of the theorem, observe that stage 1 and step 1 are the same schema.
So, by Lemma 1, SΓ1 (γ1 ) = δ. Thus the theorem holds for i = 1. For any i ∈
{2, . . . , h},


X
1
SΓk (γi ) = o i−1 SΓ1 ...Γi (γ1 . . . γi ) +
SΓ1 ...Γi (ξγk )
(2 )
ξ∈Γ1 ...Γi−1 \{γ1 ...γi−1 }


1
= o i−1 SΓ1 ...Γi (γ1 . . . γi ) +
(2 )


X

SΓ1 ...Γi−1 (ξ)

ξ∈Γ1 ...Γi−1 \{γ1 ...γi−1 }

where the last equality follows from the definition of a staircase function. Using
Lemma 1 and Claim 2, the right hand side of this equality can be seen to equal
iδ − (i − 1)δ
(2o )i−1
=

δ
(2o )i−1
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Generation = 0
1
0.9

Frequency of the Bit 1

0.8
0.7
0.6
0.5
0.4
0.3
0.2
0.1
0

0
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100
Locus

4BitParity200AttrsDiss.mpg

150

200

Animation 1: [Click on image to play] The one-frequency dynamics over 500 generations of each locus of the semi-parameterized UGA W on a type 2 pivotal function
with order 4, increment 0.25, noisiness 1, and span 200. The pivotal loci (located at
indices 7, 90, 131, 198) are marked by the red dots. The blue dots mark the location
of the non-pivotal loci.
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Generation = 0
1
0.9

Frequency of the Bit 1
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Animation 2: [Click on image to play] The one-frequency dynamics over 500 generations of each locus of the semi-parameterized UGA W on a type 2 pivotal function
with order 4, increment 0.25, noisiness 1, and span 1000. The pivotal loci (located
at indices 7, 90, 131, 198) are marked by the red dots. The blue dots mark the
location of the non-pivotal loci.
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Generation = 0
1
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Animation 3: [Click on image to play] The one-frequency dynamics over 500 generations of each locus of the semi-parameterized UGA W on a type 2 pivotal function
with order 4, increment 0.25, noisiness 1, and span 10000. The pivotal loci (located
at indices 2000, 2681, 6892, 9520) are marked by the red dots. The blue dots mark
the location of the non-pivotal loci.
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Generation = 0, Average Fitness = −0.011
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Animation 4: [Click on image to play] The one-frequency dynamics over 500 generations of each locus of the semi-parameterized UGA U on a basic staircase function
with height 50, order 4, increment 0.3, and noisiness 1.
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Generation = 0, Average Fitness = 0.064
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Animation 5: [Click on image to play] The one-frequency dynamics over 500 generations of each locus of the semi-parameterized UGA Uc on a basic staircase function
with height 50, order 4, increment 0.3, and noisiness 1.

96

APPENDIX C. ANIMATIONS

Generation = 0, Average Fitness = −0.050
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Animation 6: [Click on image to play] The one-frequency dynamics over 500 generations of each locus of the semi-parameterized MGA M on a basic staircase function
with height 50, order 4, increment 0.3, and noisiness 1.
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Generation = 0, Average Fitness = 0.115
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Animation 7: [Click on image to play] The one-frequency dynamics over 500 generations of each locus of the semi-parameterized UGA U on a basic multi-staircase
function with cardinality 10, height 50, order 4, increment 0.3, and noisiness 1.
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Generation = 0, Average Fitness = 0.048
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Animation 8: [Click on image to play] The one-frequency dynamics over 500 generations of each locus of the semi-parameterized MGA M on a basic multi-staircase
function with cardinality 10, height 50, order 4, increment 0.3, and noisiness 1.
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Matlab Code
len=640
popSize=500;
maxGens=1000;
probCrossover=1;
probMutation=0.003;
sigmaScalingFlag=1;

sigmaScalingCoeff=1;

%
%
%
%
%
%
%
%
%
%
%

The length of the genomes
The size of the population (must be an even number)
The maximum number of generations allowed in
a run
The probability of crossing over.
The mutation probability (per bit).
Sigma Scaling is described on pg 168 of
M. Mitchell’s GA book. It often improves GA
performance.
Higher values => less fitness pressure

SUSFlag=1;

% 1 => Use Stochastic Universal Sampling (pg 168
%
of M. Mitchell’s GA book)
% 0 => Do not use Stochastic Universal Sampling

crossoverType=2;

% 0 => no crossover
% 1 => 1pt crossover
% 2 => uniform crossover

fitnessFunction=@onemax

% The fitness function is set to the function onemax.
% Replace ’onemax’ with a fitness function of your
% choice

clampingFlag=1;

% 1 => Use clamping (see Section 4.1.6)
100

APPENDIX D. MATLAB CODE
% 0 => Do not use clamping

visualizationFlag=1;

% 0 => don’t visualize bit frequencies
% 1 => visualize bit frequencies

verboseFlag=1;

% 1 => display details of each generation
% 0 => run quietly

% crossover masks to use if crossoverType==0.
mutationOnlycrossmasks=false(popSize,len);

% clamping parameters
flagFreq=0.01;
unflagFreq=0.1;
flagPeriod=200;
flaggedGens=-ones(1,len);

% preallocate vectors for recording the average and maximum fitness in each
% generation
avgFitnessHist=zeros(1,maxGens+1);
maxFitnessHist=zeros(1,maxGens+1);

eliteIndiv=[];
eliteFitness=-realmax;

% the population is a popSize by len matrix of randomly generated boolean
% values
pop=rand(popSize,len)<.5;
for gen=0:maxGens
bitFreqs=sum(pop)/popSize;
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if clampingFlag
lociToFlag=abs(0.5-bitFreqs)>(0.5-flagFreq) & flaggedGens<0;
flaggedGens(lociToFlag)=0;
lociToUnflag=abs(0.5-bitFreqs)<0.5-unflagFreq ;
flaggedGens(lociToUnflag)=-1;
flaggedLoci=flaggedGens>=0;
flaggedGens(flaggedLoci)=flaggedGens(flaggedLoci)+1;
mutateLocus=flaggedGens<=flagPeriod;
display([’ FlaggedLoci = ’ num2str(sum(flaggedGens>0))...
’, maxFlaggedGens = ’ num2str(max(flaggedGens)) ...
’, unMutatedLoci = ’ num2str(sum(~mutateLocus))]);
end

% evaluate the fitness of the population. The vector of fitness values
% returned must be of dimensions 1 x popSize.
fitnessVals=fitnessFunction(pop);
[maxFitnessHist(1,gen+1),maxIndex]=max(fitnessVals);
avgFitnessHist(1,gen+1)=mean(fitnessVals);
if eliteFitness<maxFitnessHist(gen+1)
eliteFitness=maxFitnessHist(gen+1);
eliteIndiv=pop(maxIndex,:);
end
% display the generation number, the average Fitness of the population,
% and the maximum fitness of any individual in the population
if verboseFlag
display([’gen=’ num2str(gen,’%.3d’) ’
avgFitness=’ ...
num2str(avgFitnessHist(1,gen+1),’%3.3f’) ’
maxFitness=’ ...
num2str(maxFitnessHist(1,gen+1),’%3.3f’)]);
end
% Conditionally perform bit-frequency visualization
if visualizationFlag
figure(1)
set (gcf, ’color’, ’w’);
hold off
plot(1:len,bitFreqs, ’.’);
axis([0 len 0 1]);
title([’Generation = ’ num2str(gen) ’, Average Fitness = ’ ...
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sprintf(’%0.3f’, avgFitnessHist(1,gen+1))]);
ylabel(’Frequency of the Bit 1’);
xlabel(’Locus’);
drawnow;
end
% Conditionally perform sigma scaling
if sigmaScalingFlag
sigma=std(fitnessVals);
if sigma~=0;
fitnessVals=1+(fitnessVals-mean(fitnessVals))/...
(sigmaScalingCoeff*sigma);
fitnessVals(fitnessVals<=0)=0;
else
fitnessVals=ones(1,popSize);
end
end

% Normalize the fitness values and then create an array with the
% cumulative normalized fitness values (the last value in this array
% will be 1)
cumNormFitnessVals=cumsum(fitnessVals/sum(fitnessVals));
% Use fitness proportional selection with Stochastic Universal or Roulette
% Wheel Sampling to determine the indices of the parents
% of all crossover operations
if SUSFlag
markers=rand(1,1)+[1:popSize]/popSize;
markers(markers>1)=markers(markers>1)-1;
else
markers=rand(1,popSize);
end
[temp parentIndices]=histc(markers,[0 cumNormFitnessVals]);
parentIndices=parentIndices(randperm(popSize));
% deterimine the first parents of each mating pair
firstParents=pop(parentIndices(1:popSize/2),:);
% determine the second parents of each mating pair
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secondParents=pop(parentIndices(popSize/2+1:end),:);
% create crossover masks
if crossoverType==0
masks=mutationOnlycrossmasks;
elseif crossoverType==1
masks=false(popSize/2, len);
temp=ceil(rand(popSize/2,1)*(len-1));
for i=1:popSize/2
masks(i,1:temp(i))=true;
end
else
masks=rand(popSize/2, len)<.5;
end
% determine which parent pairs to leave uncrossed
reprodIndices=rand(popSize/2,1)<1-probCrossover;
masks(reprodIndices,:)=false;
% implement crossover
firstKids=firstParents;
firstKids(masks)=secondParents(masks);
secondKids=secondParents;
secondKids(masks)=firstParents(masks);
pop=[firstKids; secondKids];
% implement mutation
masks=rand(popSize, len)<probMutation;
if clampingFlag
masks(:,~mutateLocus)=false;
end
pop=xor(pop,masks);
end
if verboseFlag
figure(2)
set(gcf,’Color’,’w’);
hold off
plot([0:maxGens],avgFitnessHist,’k-’);
hold on
plot([0:maxGens],maxFitnessHist,’c-’);
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title(’Maximum and Average Fitness’)
xlabel(’Generation’)
ylabel(’Fitness’)
end
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