
http://www.cambridge.org/9780521888981


This page intentionally left blank



The Cambridge Handbook of
Information and Computer Ethics

Information and Communication Technologies (ICTs) have profoundly
changed many aspects of life, including the nature of entertainment, work,
communication, education, health care, industrial production and business,
social relations and conflicts. They have had a radical and widespread impact
on our moral lives and hence on contemporary ethical debates. The
Cambridge Handbook of Information and Computer Ethics provides an
ambitious and authoritative introduction to the field, with discussions of a
range of topics including privacy, ownership, freedom of speech,
responsibility, technological determinism, the digital divide, cyber warfare
and online pornography. It offers an accessible and thoughtful survey of the
transformations brought about by ICTs and their implications for the future
of human life and society, for the evaluation of behaviour, and for the
evolution of moral values and rights. It will be a valuable book for all who
are interested in the ethical aspects of the information society in which we
live.

Luciano Floridi is Professor and Research Chair in Philosophy of Information,
University of Hertfordshire; Fellow of St Cross College, Oxford University;
and UNESCO Chair in Information and Computer Ethics. His publications
include Philosophy and Computing: An Introduction (1999) and The
Blackwell Guide to the Philosophy of Computing and Information (2004).





The Cambridge Handbook of
Information and Computer Ethics

EDITED BY

Luciano Floridi



CAMBRIDGE UNIVERSITY PRESS

Cambridge, New York, Melbourne, Madrid, Cape Town, Singapore,

São Paulo, Delhi, Dubai, Tokyo

Cambridge University Press

The Edinburgh Building, Cambridge CB2 8RU, UK

First published in print format

ISBN-13    978-0-521-88898-1

ISBN-13    978-0-521-71772-4

ISBN-13    978-0-511-71306-4

© Cambridge University Press 2010

2010

Information on this title: www.cambridge.org/9780521888981

This publication is in copyright. Subject to statutory exception and to the 

provision of relevant collective licensing agreements, no reproduction of any part

may take place without the written permission of Cambridge University Press.

Cambridge University Press has no responsibility for the persistence or accuracy 

of urls for external or third-party internet websites referred to in this publication, 

and does not guarantee that any content on such websites is, or will remain, 

accurate or appropriate.

Published in the United States of America by Cambridge University Press, New York

www.cambridge.org

Paperback

eBook (NetLibrary)

Hardback

http://www.cambridge.org
http://www.cambridge.org/9780521888981


Contents

List of contributors page vii
Preface ix
Acknowledgements xvi

Part I Introduction and background

1 Ethics after the Information Revolution 3
Luciano Floridi

2 The historical roots of information and computer ethics 20
Terrell Ward Bynum

Part II Ethical approaches

3 Values in technology and disclosive computer ethics 41
Philip Brey

4 The use of normative theories in computer ethics 59
Jeroen van den Hoven

5 Information ethics 77
Luciano Floridi

Part III Ethical issues in the information society

6 Social issues in computer ethics 101
Bernd Carsten Stahl

7 Rights and computer ethics 116
John Sullins

8 Conflict, security and computer ethics 133
John Arquilla

9 Personal values and computer ethics 149
Alison Adam

10 Global information and computer ethics 163
Charles Ess and May Thorseth



vi Contents

11 Computer ethics and applied contexts 181
John Weckert and Adam Henschke

Part IV Ethical issues in artificial contexts

12 The ethics of IT-artefacts 201
Vincent Wiegel

13 Artificial life, artificial agents, virtual realities: technologies
of autonomous agency 219
Colin Allen

14 On new technologies 234
Stephen Clarke

Part V Metaethics

15 The foundationalist debate in computer ethics 251
Herman T. Tavani

Epilogue: The ethics of the information society in a globalized world 271
Luciano Floridi

References 284
Index 313



Contributors

Alison Adam is Professor of Science, Technology and Society in the School
of English, Sociology, Politics and Contemporary History at University of
Salford, UK.

Colin Allen is Professor of History and Philosophy of Science and Professor
of Cognitive Science in the College of Arts and Sciences at Indiana
University, Bloomington, USA.

John Arquilla is Professor of Defense Analysis at the United States Naval
Postgraduate School.

Philip Brey is Professor of Philosophy of Technology and Chair of the
Department of Philosophy of the University of Twente.

Terrell Ward Bynum is Professor of Philosophy and Director of the
Research Center on Computing and Society at Southern Connecticut State
University, USA.

Stephen Clarke is a James Martin Research Fellow in the Programme on
the Ethics of the New Biosciences at the University of Oxford.

Charles Ess is Professor of Philosophy and Religion, Distinguished Professor
of Interdisciplinary Studies, Drury University, Missouri, USA, and Professor
MSO, Information and Media Studies Department, Aarhus University,
Denmark.

Luciano Floridi is Professor of Philosophy at the University of Hertfordshire,
where he holds the Research Chair in Philosophy of Information, and Fellow
of St Cross College, University of Oxford.

Adam Henschke is currently working on his PhD at Charles Sturt
University, at the Centre for Applied Philosophy and Public Ethics.

Bernd Carsten Stahl is a Reader in Critical Research in Technology in the
Centre for Computing and Social Responsibility at De Montfort University,
Leicester, UK.

John Sullins is an Associate Professor at Sonoma State University, part
of the California State University system.



viii Contributors

Herman T. Tavani is Professor of Philosophy at Rivier College (USA) and
President of the International Society for Ethics and Information Technology.

May Thorseth is Associate Professor in the Department of Philosophy,
NTNU Norwegian University of Science and Technology, and Director of
Programme for Applied Ethics.

Jeroen van den Hoven is Professor of Moral Philosophy at Delft University
of Technology and Vice Dean of the Faculty of Technology, Policy and
Management. He is Scientific Director of the Centre for Ethics and
Technology of the Three Technical Universities in the Netherlands.

John Weckert is Professor of Computer Ethics at Charles Sturt University,
and Professorial Fellow at the Centre for Applied Philosophy and Public
Ethics, Charles Sturt University, University of Melbourne and the Australian
National University.

Vincent Wiegel is Senior Researcher in Philosophy at the Delft University
of Technology, the Netherlands. He is Programme Manager of the
DesignForValues research programme.



Preface
Luciano Floridi

Information and Communication Technologies (ICTs) have profoundly altered
many aspects of life, including the nature of entertainment, work, communi-
cation, education, health care, industrial production and business, social rela-
tions and conflicts. As a consequence, they have had a radical and widespread
impact on our moral lives and hence on contemporary ethical debates. Con-
sider the following list: PAPA (privacy, accuracy, intellectual property and
access); ‘the triple A’ (availability, accessibility and accuracy of information);
ownership and piracy; the digital divide; infoglut and research ethics; safety,
reliability and trustworthiness of complex systems; viruses, hacking and other
forms of digital vandalism; freedom of expression and censorship; pornogra-
phy; monitoring and surveillance; security and secrecy; propaganda; identity
theft; the construction of the self; panmnemonic issues and personal identity;
new forms of agency (artificial and hybrid), of responsibility and account-
ability; roboethics and the moral status of artificial agents; e-conflicts; the
re-prioritization of values and virtues . . . these are only some of the press-
ing issues that characterize the ethical discourse in our information soci-
eties. They are the subject of information and computer ethics (ICE), a new
branch of applied ethics that investigates the transformations brought about
by ICTs and their implications for the future of human life and society, for
the evolution of moral values and rights, and for the evaluation of agents’
behaviours.

Since the seventies, ICE has been a standard topic in many curricula. In
recent years, there has been a flourishing of new university courses, interna-
tional conferences, workshops, professional organizations, specialized pub-
lications and research centres. However, research, and the corresponding
teaching materials, have so far been largely influenced by professional and
technical approaches, addressing mainly applied problems in legal, social and
technological contexts. This trend is understandable. ICE emerged in recent
decades not as a mere intellectual exercise, or something cooked up in the
ivory tower of academia, but as an increasingly felt need for clarifications
and guidelines in the ethically messy world generated by the fastest changes
ever experienced by humanity. This bottom-up process has given to ICE an
enviable platform of real and substantial evidence with which to work, from
industry standards to social issues, from political decisions to legal require-
ments. However, this wealth of empirical data and grounding problems has
come at a theoretical cost. Today, ICE is like a pyramid: it has a very large
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empirical base, but a rather slim top of theoretical insights. To use a differ-
ent metaphor, imagine three runners on a typical oval track. In information
societies around the world we find that one of the runners is well ahead, and
that is technology and its applications. ICT has outpaced the second runner,
represented by national and international legal systems and legislation, which
are following, rather than leading, the race in almost any technological con-
text. Last comes our conceptual understanding, the third runner. In ICT, we
often innovate first, then try to regulate, and finally seek to understand what
is actually happening. In theory, we all know perfectly well that the safest and
most reasonable way of proceeding would be exactly the opposite. In prac-
tice, each runner requires different amounts of resources: thinking is always
a slower process than deciding, which inevitably takes more time than doing.
This book seeks to redress the situation. It is an attempt to give a substantial
push to the third runner, to make sure that the distance between technol-
ogy and the full, conceptual comprehension of it is as short as possible. For
this reason, it is entirely and exclusively dedicated to conceptual approaches
to ICE.

The book provides a philosophical introduction to the most important con-
ceptual issues in ICE. It is to be hoped that it will serve as a groundbreaking
resource as well as a timely, comprehensive review for both students and
general readers alike. It is meant to engage a wide audience, from undergrad-
uates, who need to study the new computational and informational turn in
ethics, to teachers in need of a reliable textbook, to researchers interested in
broadening their expertise, and to members of the general public, who might
be curious about the ethical aspects of the information society in which they
live.

The book comprises fifteen newly commissioned chapters. Each of them
provides an authoritative, philosophical survey of the fundamental themes,
problems, arguments and theories, which constitute the innovative field of ICE.
Combining the virtues of careful scholarship and lucid exposition, each chapter
is planned to be usable as a self-standing introduction to its topic. In line with
a more theoretical approach, examples are used to illustrate and substantiate
conceptual analyses, not to support a mere case-based approach, which often
turns out to be insufficiently enlightening and generalizable. The first chapter
is an introduction explaining the nature of the new paradigm in applied ethics.
The chapters are followed by an epilogue in which I have outlined the possible
development of the field, in a world increasingly globalized.

The book does not provide purely abstract discussions with no practical
applications, but rather offers a broad and objective introduction to the con-
ceptual understanding of the real-world problems that affect life in the infor-
mation society, in a style that is both accessible and didactically useful. Here
is a quick guide to its contents.
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Part I Introduction and background
The first two chapters guide the reader, from a top-down perspective, towards
a critical and informed appreciation of the moral problems discussed in ICE.

Chapter 1 Ethics after the Information Revolution, Luciano Floridi

Keywords: computer revolution, infosphere, inforgs.

This chapter provides a general introduction to the field, its origins and scope.

Chapter 2 The historical roots of information and computer ethics, Terrell Ward
Bynum

Keywords: history of computer ethics, professional ethics, Norbert Wiener.

This chapter outlines the development of the field, starting with the work
of Norbert Wiener and the computer revolution in the fifties. The historical
perspective is not only scholarly interesting but also important to introduce
and contextualize the development of the philosophical problems discussed in
the following chapters.

Part II Ethical approaches
Still moving towards the specific issues investigated by computer ethics, the
three chapters in this section introduce the ethical theories and methodologies
commonly used in the area.

Chapter 3 Values in technology and disclosive computer ethics, Philip Brey

Keywords: disclosive computer ethics, ethics of design, interdisciplinary
research, value-sensitive design.

The chapter introduces disclosive computer ethics, one of the new approaches
that has been developed within the field. Disclosive computer ethics is inde-
pendent of the usual approaches in normative ethics. It shows how one of
the important tasks of computer ethics is to uncover values and moral deci-
sions embedded in ICT artefacts and practices. The chapter also covers recent
investigations into design procedures and their ethics.

Chapter 4 The use of normative theories in computer ethics, Jeroen van den
Hoven

Keywords: applied ethics, Aristotle, Consequentialism, Deontologism, Kant,
Rawls, Virtue Ethics.

The chapter analyses how standard ethical positions, especially Virtue Ethics,
Deontologism and Consequentialism, and their methodologies have been used
and adapted in order to deal with issues arising in computer ethics. Topics
discussed here comprise whether any particular approach is more amenable
to application to computer-related ethical issues; which values and normative
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guidelines have been more successful among professionals; what sort of ICT
moral issues, if any, may not be subject to an ethical analysis in terms of the
old paradigms and may require radical innovations; how ethics may help to
approach, formulate and solve ICT moral problems.

Chapter 5 Information ethics, Luciano Floridi

Keywords: artificial agents, environmental ethics, foundation of computer
ethics, information ethics.

Since the nineties, a new approach to computer ethics, known as informa-
tion ethics, has been developed by several researchers and especially by
the IEG (Information Ethics Group) in Oxford. Information ethics may be
briefly described as an extension of environmental ethics to artificial contexts
(cyberspace, or more generally the so-called infosphere) inhabited by artificial
agents. This chapter outlines the nature and scope of information ethics, some
of the difficulties it faces in its application to practical issues in computer
ethics, and the criticisms that have been brought against it.

Part III Ethical issues in the information society
This section is dedicated to specific topics and problems, in ICE, characterizing
social and individual life in the information society. These are organized by
dividing them into standard thematic areas and hence six chapters.

Chapter 6 Social issues in computer ethics, Bernd Carsten Stahl

Keywords: ownership, intellectual property, copyright and open source soft-
ware.

The computer revolution, by de-materializing artefacts, products and services
and transforming them in strings and streams of digits, has profoundly affected
concepts such as ownership, intellectual property, copyright, fair sharing and
use, as well as voluntary collaboration and open source software. This chapter
discusses some of the classic problems arising in these contexts.

Chapter 7 Rights and computer ethics, John Sullins

Keywords: freedom of speech and pornography; privacy, surveillance and
trust.

This chapter continues the previous analysis by investigating individuals’
rights in the information society. The information society is built on informa-
tion and communication technologies. Precisely because the exchange of data
and information is so facilitated, some problems that have affected individuals
in the past acquire macroscopic dimensions. The chapter discusses the classic
issue of how freedom of speech and its potential abuse (especially pornog-
raphy and politically, socially or religiously discriminating contents) may be
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ethically regulated. It then investigates several theories of informational pri-
vacy, which have been developed to tackle the problems arising in environ-
ments which are at risk of being dominated by ‘Big Brother’ or ‘Panopticon’
strategies (the surveillance society).

Chapter 8 Conflict, security and computer ethics, John Arquilla

Keywords: cryptography, cyber terrorism, hacktivism, information warfare.

Information has always played a crucial role in warfare and in national secu-
rity issues. Naturally, information warfare – namely the use and management
of information resources in pursuit of a competitive advantage over an oppo-
nent – has followed the development both of information technologies and
of society. The more advanced the former are, and the closer the latter is to
being an information society, the more important information warfare and
security become. Society has been using ICT not only to develop but also to
defend itself from internal and external threats (terrorism and war). How is
this changing the nature of security and conflicts? What are the ethical issues
involved? This chapter deals with these fundamental questions by discussing,
among others, topics such as the collection of tactical information, the relia-
bility of vital information and their sources, and the spreading of propaganda
or disinformation among the enemy.

Chapter 9 Personal values and computer ethics, Alison Adam

Keywords: community, diversity, gender, personal identity.

ICT, digital environments and virtual communities allow the creation of
entirely new scenarios for the construction and re-definition of one’s self
and for the analysis of gender issues. The cyborg, post-humanist debate has
expanded our understanding of the moral questions posed in contexts where
individuals have so much more freedom to characterize and shape themselves
in a variety of ways. At the same time, social constructions have acquired
an entirely new and challenging dimension, thanks to online services such as
myspace.com and role games such as World of Warcraft. This chapter inves-
tigates the new challenges posed by ICT and the consequent ethical debate
about personal identity and community, gender issues and diversity.

Chapter 10 Global information and computer ethics, Charles Ess and May
Thorseth

Keywords: equal access, digital divide, deliberative democracy, East–West
issues, globalization, pluralism.

ICT is often synonymous with globalization. It is not by chance that the infor-
mation society is identified as a transcultural and transnational phenomenon.
This chapter focuses on the global, ethical transformations brought about
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by ICT in three contexts. First, the development of a deliberative democracy
based on the possibility of a technologically sustainable participation of all
members of a community, in a distributed environment (this includes, for
example, phenomena such as electronic voting systems and feedback mech-
anisms and web-based political campaigns). Second, the moral and political
problems caused by a technological neo-colonialism coming from the infor-
mation society and affecting non-ICT-based communities. This topic is related
to the digital divide. A person’s livelihood and welfare increasingly depend
on familiarity with, and ability to use, ICT. How is the information society
coping with the new issues posed by equal access to ICT systems for people
with disabilities, and by the gap between those with regular, effective access to
digital technologies and those without? And finally, the debate on pluralism
and diversity, that is, whether different cultures (the simplified polarization
here is often Eastern vs. Western cultures) might be able to tolerate, if not
appreciate, each other in contexts where ICT forces them to interact. A classic
example is represented by the different ways in which cultures may assess the
importance and value of privacy.

Chapter 11 Computer ethics and applied contexts, John Weckert and Adam
Henschke

Keywords: applied ethics, bioethics, business ethics, environmental ethics
medical ethics.

ICE, seen as a branch of applied ethics, is really a transdisciplinary field,
which touches on several issues also discussed in other areas of applied ethics.
ICT plays a key role in bioethics, business ethics, environmental ethics and
medical ethics. This chapter investigates these areas of overlapping ethical
concerns, to identify the key problems that can be fruitfully approached from
an ICE perspective, including biometrics and genetics, the use of computers
and computerized control systems in workplaces, environmental issues caused
by the IT revolution, and the relation between IT and ethical dilemmas in
medical contexts.

Part IV Ethical issues in artificial contexts
This section is dedicated to specific topics and problems, in ICE, characterizing
artefacts and synthetic environments. These have been organized into three
chapters.

Chapter 12 The ethics of IT artefacts, Vincent Wiegel

Keywords: intentionality, technological artefacts, values.

Researchers in STS (Science and Technology Studies) have long argued that
human artefacts, their uses and the practices that they generate, or in which
they are embedded, have significant ethical implications. In this chapter, the
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value-ladenness of technological artefacts is investigated by extending the
STS approach to digital products and tools.

Chapter 13 Artificial life, artificial agents, virtual realities: technologies of
autonomous agency, Colin Allen

Keywords: AI, ALife, artificial reality.

ICT has not only modified the reality which we inhabit, it has also created
new realities, new agents and new ways of exploring the world of life. These,
in turn, have caused old moral issues to be revisited (e.g. responsibility, moral
artificial agency) and generated new issues (e.g. action at distance, known
as telepresence, virtual crimes). The chapter covers the debates on the ethics
of artificial intelligence applications, on the nature of moral life in artificial
reality environments, and ethical implications of Alife (artificial life) studies.

Chapter 14 On new technologies, Steve Clarke

Keywords: distributed computing, nano-technology, new emerging technolo-
gies.

Nano-technologies and distributed computing (such as RFID tags) promise
to blur the boundary between the real (offline) and the virtual (online) by
blending the two types of environment into a single ‘infosphere’. This rad-
ical transformation is already heralding the evolution of new ethical prob-
lems, concerning, for example, risk assessment, decisional delegation and
heteronomous control. This chapter explores the ethical issues that are arising
from these new emerging technologies.

Part V Metaethics

Chapter 15 The foundationalist debate in computer ethics, Herman T. Tavani

Keywords: uniqueness debate, foundation of computer ethics.

As all new disciplines, computer ethics has generated a lively debate on its
status as an independent field of philosophical research. Is computer ethics
just ethics applied to ICT-related problems? Or does it give rise to a new,
independent field of investigation? Is it just another branch of applied ethics,
or should it be seen as a version of professional ethics? In this chapter, the
debate and the various positions are analysed, in order to provide the reader
with clear grasp of the various perspectives from which the main conceptual
issues in the field have been approached. It is a difficult and theoretical topic,
which advanced students may wish to study only at the end of their course.
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Introduction and background





1 Ethics after the Information Revolution

Luciano Floridi

1.1 Introduction: history as the information age

Humanity has organized its history according to many metrics. Some are nat-
ural and circular, relying on seasons and planetary motions. Some are social
or political and linear, being determined, for example, by the succession of
Olympic Games, the number of years since the founding of the city of Rome
(ab urbe condita), or the ascension of a king. Still others are religious and have
a V-shape, counting years before and after a particular event (e.g. the birth
of Christ). There are larger periods that encompass smaller ones, named after
influential styles (Baroque), people (Victorian era), particular circumstances
(Cold War) or some new technology (Nuclear age). What all these and many
other metrics have in common is that they are all historical, in the strict sense
that they all depend on the development of systems to record events and
hence accumulate and transmit information about the past. It follows that
history is actually synonymous with the information age, since prehistory
is the age in human development that precedes the availability of recording
systems. Hence, one may further argue that humanity has been living in var-
ious kinds of information societies at least since the Bronze Age, the era that
marks the invention of writing in different regions of the world, and especially
in Mesopotamia. Comparing the computer revolution to the printing revolu-
tion would be misleading not because they are unrelated, but because they
are actually phases of a much wider, macroscopic process that has spanned
millennia: the slow emergence of the information society since the fourth
millennium BC. And yet, this is not what we normally mean when talking
about the information age. Typically, we have in mind something much more
limited in scope and closer in time. There may be many explanations, but
one seems more convincing than any other: only very recently has human
progress and welfare begun to depend mostly on the successful and efficient
management of the information life cycle.1 So the long period of time that

1 A typical life cycle includes the following phases: occurring (discovering, designing,
authoring, etc.), processing and managing (collecting, validating, modifying, organizing,
indexing, classifying, filtering, updating, sorting, storing, networking, distributing,
accessing, retrieving, transmitting, etc.) and using (monitoring, modelling, analysing,
explaining, planning, forecasting, decision-making, instructing, educating, learning, etc.).
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the information society has taken to surface should not be surprising. Imagine
a historian writing in a million years from now. She may consider it normal,
and perhaps even elegantly symmetrical, that it took roughly six millennia
(from its beginning in the Neolithic, tenth millennium BC, until the Bronze
Age) for the agricultural revolution to produce its full effect, and then another
six millennia (from the Bronze Age until the end of the second millennium
AD) for the information revolution to bear its main fruit. During this span of
time, information technologies evolved from being mainly recording systems,
to being also communication systems (especially after Gutenberg), to being
also processing systems (especially after Turing). As I will explain below, they
have begun to play the role of re-ontologizing systems. Thanks to this evo-
lution, nowadays the most advanced economies are highly dependent, for
their functioning and growth, upon the pivotal role played by information-
based, intangible assets, information-intensive services (especially business
and property services, communications, finance and insurance, and entertain-
ment) as well as information-oriented public sectors (especially education,
public administration and health care). For example, all G7 members qualify
as information societies because, in Canada, France, Germany, Italy, Japan,
United Kingdom, and the United States of America, at least 70% of the Gross
Domestic Product (GDP) depends on intangible goods, which are information-
based, rather than material goods, which are the physical output of agricultural
or manufacturing processes.

The almost sudden burst of a global information society, after a few mil-
lennia of relatively quieter gestation, has generated new and disruptive chal-
lenges, which were largely unforeseeable only a few decades ago. Needless to
say, Information and Communication Technologies (ICTs) have been changing
the world profoundly, irreversibly and problematically since the fifties, at a
breathtaking pace, and with unprecedented scope, making the creation, man-
agement and utilization of information, communication and computational
resources vital issues. As a quick reminder, and in order to have some simple,
quantitative measure of the transformations experienced by our generation,
consider the following findings.

In a recent study, researchers at Berkeley’s School of Information Manage-
ment and Systems estimated that humanity had accumulated approximately
12 exabytes2 of data in the course of its entire history until the commodifi-
cation of computers, but that it had produced more than 5 exabytes of data
just in 2002, ‘equivalent in size to the information contained in 37,000 new
libraries the size of the Library of Congress book collections’ (Lyman and
Varian 2003). In 2002, this was almost 800 MB of recorded data produced per
person. It is like saying that every newborn baby came into the world with a

2 One exabyte corresponds to 1,000,000,000,000,000,000 bytes or 1018.
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burden of 30 feet of books, the equivalent of 800 MB of data on paper. This
exponential escalation has been relentless: ‘between 2006 and 2010 . . . the
digital universe will increase more than six fold from 161 exabytes to 988
exabytes’.3

Not feeling under pressure would be abnormal. The development of ICT
has not only brought enormous benefits and opportunities but also greatly
outpaced our understanding of its conceptual nature and implications, while
raising problems whose complexity and global dimensions are rapidly expand-
ing, evolving and becoming increasingly serious. A simple analogy may help
to make sense of the current situation. Our technological tree has been grow-
ing its far-reaching branches much more widely, rapidly and chaotically than
its conceptual, ethical and cultural roots. The lack of balance is obvious and
a matter of daily experience in the life of millions of citizens dealing with
information-related ethical issues. The risk is that, like a tree with weak roots,
further and healthier growth at the top might be impaired by a fragile foun-
dation at the bottom. As a consequence, today, any advanced information
society faces the pressing task of equipping itself with a viable philosophy
and ethics of information. Applying the previous analogy, while technol-
ogy keeps growing bottom-up, it is high time we start digging deeper, top-
down, in order to expand and reinforce our conceptual understanding of our
information age, of its nature, its less visible implications and its impact on
human and environmental welfare, and thus give ourselves a chance to antic-
ipate difficulties, identify opportunities and resolve problems, conflicts and
dilemmas.

It is from such a broad perspective that I would like to invite the reader
to approach this volume. The chapters constituting it perfectly complement
each other. Written by leading experts in the area, they tackle some of the key
issues in information and computer ethics (ICE). Since the authors need no
introduction, and the contents of the chapters are outlined in the preface, in
the rest of this introductory chapter my contribution will be to discuss some
conceptual undercurrents, which flow beneath the surface of the literature on
ICE, and may be seen surfacing in different places throughout this book. In
discussing them, I shall focus, more generally, on the potential impact of ICT
on our lives. And since there would be no merit in predicting the obvious,
I will avoid issues such as rising concerns about privacy and identity theft,
spamming, viruses, or the importance of semantic tagging, online shopping
and virtual communities. Nor will I try to steal ideas from those who know
better than I do the future development of the actual technologies (see for
example O’Reilly 2005, Microsoft-Research 2005, Nature 2006). I will, instead,

3 Source: ‘The Expanding Digital Universe: A Forecast of Worldwide Information Growth
Through 2010’, white paper – sponsored by EMC – IDC, www.emc.com/about/destination/
digital universe/
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stick to what philosophers do better, conceptual engineering, and seek to
capture the silent Weltanschauung that might be dawning on us.

1.2 ICT as re-ontologizing technologies

In order to grasp the ICT scenarios that we might witness and experience in
the near future, and hence the sort of ethical problems we might be expected
to deal with, it is useful to introduce two key concepts at the outset, those of
‘infosphere’ and of ‘re-ontologization’.

Infosphere is a neologism I coined some years ago (Floridi 1999a) on the
basis of ‘biosphere’, a term referring to that limited region on our planet that
supports life. It denotes the whole informational environment constituted by
all informational entities (thus including informational agents as well), their
properties, interactions, processes and mutual relations. It is an environment
comparable to, but different from, cyberspace (which is only one of its sub-
regions, as it were), since it also includes offline and analogue spaces of
information. We shall see that it is also an environment (and hence a concept)
that is rapidly evolving.

Re-ontologizing is another neologism that I have recently introduced in
order to refer to a very radical form of re-engineering, one that not only
designs, constructs or structures a system (e.g. a company, a machine or
some artefact) anew, but one that also fundamentally transforms its intrinsic
nature, that is, its ontology or essence. In this sense, for example, nano-
technologies and biotechnologies are not merely re-engineering but actually
re-ontologizing our world.

Using the two previous concepts, it becomes possible to formulate suc-
cinctly the following thesis: ICTs are re-ontologizing the very nature of (and
hence what we mean by) the infosphere, and here lies the source of some of
the most profound transformations and challenging problems that our infor-
mation societies will experience in the close future, as far as technology is
concerned.

The most obvious way in which ICTs are re-ontologizing the infosphere con-
cerns the transition from analogue to digital data and then the ever-increasing
growth of our informational space. Both phenomena are very familiar and
require no explanation, but a brief comment may not go amiss.

Although the production of analogue data is still increasing, the info-
sphere is becoming more digital by the day. A simple example may help
to drive the point home: the new Large Hadron Collider built at the CERN
(http://lhc.web.cern.ch/lhc/) to explore the physics of particles produces about
1.5 GB data per second, or about 10 petabytes of data annually, a quantity of
data a thousand times larger than the Library of Congress’s print collection
and at least twice as large as Google’s whole data storage, reported to be
approximately 5 petabytes in 2004 (Mellor 2004).
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This radical re-ontologization of the infosphere is largely due to the funda-
mental convergence between digital resources and digital tools. The ontology
of the information technologies available (e.g. software, databases, commu-
nication channels and protocols, etc.) is now the same as (and hence fully
compatible with) the ontology of their objects. This was one of Turing’s most
consequential intuitions: in the re-ontologized infosphere, there is no longer
any substantial difference between the processor and the processed, so the
digital deals effortlessly and seamlessly with the digital. This potentially elim-
inates one of the most long-standing bottlenecks in the infosphere and, as a
result, there is a gradual erasure of ontological friction.

Ontological friction refers to the forces that oppose the flow of information
within (a region of) the infosphere, and hence (as a coefficient) to the amount
of work and effort required to generate, obtain, process and transmit informa-
tion in a given environment, e.g. by establishing and maintaining channels of
communication and by overcoming obstacles in the flow of information such
as distance, noise, lack of resources (especially time and memory), amount
and complexity of the data to be processed, and so forth. Given a certain
amount of information available in (a region of) the infosphere, the lower the
ontological friction within it, the higher the accessibility of that amount of
information becomes. Thus, if one quantifies ontological friction from 0 to 1, a
fully successful firewall would produce a 1.0 degree of friction, i.e. a complete
standstill in the flow of information through its ‘barrier’. On the other hand,
we describe our society as informationally porous the more it tends towards
a 0 degree of informational friction.

Because of their ‘data superconductivity’, ICTs are well known for being
among the most influential factors that affect the ontological friction in the
infosphere. We are all acquainted daily with aspects of a frictionless info-
sphere, such as spamming and micrometering (every fraction of a penny
counts). Other significant consequences include (a) a substantial erosion of
the right to ignore: in an increasingly porous society, it becomes progres-
sively less credible to claim ignorance when confronted by easily predictable
events (e.g. as George W. Bush did with respect to Hurricane Katrina’s dis-
astrous effects on New Orleans’s flood barriers) and hardly ignorable facts
(e.g. as Tessa Jowell, a British Labour MP, did with respect to her husband’s
finances). And therefore (b) an exponential increase in common knowledge:
this is a technical term from epistemic logic, which basically refers to the case
in which everybody not only knows that p but also knows that everybody
knows that everybody knows, . . . , that p. In other words, (a) and (b) will also
be the case because meta-information about how much information is, was
or should have been available will become overabundant. From (a) and (b) it
follows that, in the future, (c) we shall witness a steady increase in agents’
responsibilities. As I shall argue towards the end of this chapter, ICTs are
making humanity increasingly responsible, morally speaking, for the way the
world is, will and should be (Floridi and Sanders 2001, Floridi 2006b).
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1.3 The global infosphere or how information is becoming
our ecosystem

During the last decade or so, we have become accustomed to conceptual-
izing our life online as a mixture between an evolutionary adaptation of
human agents to a digital environment, and a form of post-modern, neo-
colonization of the latter by the former. This is probably a mistake. ICTs are
as much re-ontologizing our world as they are creating new realities. The
threshold between here (analogue, carbon-based, offline) and there (digital,
silicon-based, online) is fast becoming blurred, but this is as much to the
advantage of the latter as it is to the former. The digital is spilling over into
the analogue and merging with it. This recent phenomenon is variously known
as ‘Ubiquitous Computing’, ‘Ambient Intelligence’, ‘The Internet of Things’ or
‘Web-augmented Things’. It is, or will soon be, the next stage in the develop-
ment of the information age.

The increasing re-ontologization of artefacts and of whole (social) environ-
ments suggests that soon it will be difficult to understand what life was like
in predigital times and, in the near future, the very distinction between online
and offline will become blurred and then disappear. To someone who was
born in 2000 the world will always have been wireless, for example. To her,
the peculiar clicking and whooshing sounds made by conventional modems
while handshaking will be as alien as the sounds made by a telegraph’s Morse
signals. To put it dramatically, the infosphere is progressively absorbing any
other ontological space. Let me explain.

In the (fast-approaching) future, more and more objects will be ITentities
able to learn, advise and communicate with each other. A good example (but it
is only an example) is provided by RFID (Radio Frequency IDentification) tags,
which can store and remotely retrieve data from an object and give it a unique
identity, like a barcode. Tags can measure 0.4 mm2 and are thinner than paper.
Incorporate this tiny microchip in everything, including humans and animals,
and you have created ITentities. This is not science fiction. According to a
report by market research company InStat, the worldwide production of RFID
will increase more than 25-fold between 2005 and 2010 and reach 33 billion.
Imagine networking these 33 billion ITentities together with all the hundreds
of millions of PCs, DVDs, iPods and ICT devices available and you see that the
infosphere is no longer ‘there’ but ‘here’ and it is here to stay. Your Nike and
iPod already talk to each other, with predictable (but amazingly unforeseen)
problems in terms of privacy (Saponas et al. 2007).

Nowadays, we are still used to considering the space of information as some-
thing we log-in to and log-out from. Our view of the world (our metaphysics)
is still modern or Newtonian: it is made of ‘dead’ cars, buildings, furniture,
clothes, which are non-interactive, irresponsive and incapable of communi-
cating, learning or memorizing. But, as I shall argue in the next section, what
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we still experience as the world offline is bound to become a fully interactive
and responsive environment of wireless, pervasive, distributed, a2a (anything
to anything) information processes, that works a4a (anywhere for anytime), in
real time. The day when we routinely google the location of physical objects
(‘where are the car keys?’) is very close.4

As a consequence of such re-ontologization of our ordinary environment,
we shall be living in an infosphere that will become increasingly synchronized
(time), delocalized (space) and correlated (interactions). Although this might be
read, optimistically, as the friendly face of globalization, we should not har-
bour illusions about how widespread and inclusive the evolution of informa-
tion societies will be. The digital divide will become a chasm, generating new
forms of discrimination between those who can be denizens of the infosphere
and those who cannot, between insiders and outsiders, between information
rich and information poor. It will redesign the map of worldwide society, gen-
erating or widening generational, geographic, socio-economic and cultural
divides. But the gap will not be reducible to the distance between industrial-
ized and developing countries, since it will cut across societies (Floridi 2002a).
We are preparing the ground for tomorrow’s informational slums.

1.4 The metaphysics of the infosphere

The previous transformations will invite us to understand the world as some-
thing ‘a-live’ (artificially live). Such animation of the world will, paradox-
ically, make our outlook closer to that of pre-technological cultures which
interpreted all aspects of nature as inhabited by teleological forces. The sec-
ond step will be a reconceptualization of our ontology in informational terms.
It will become normal to consider the world as part of the infosphere, not
so much in the dystopian sense expressed by a Matrix-like scenario, where
the ‘real reality’ is still as hard as the metal of the machines that inhabit it,
but in the evolutionary, hybrid sense represented by an environment such as
New Port City, the fictional, post-cybernetic metropolis of Ghost in the Shell.
The infosphere will not be a virtual environment supported by a genuinely
‘material’ world behind; rather, it will be the world itself that will be increas-
ingly interpreted and understood informationally, as part of the infosphere.
At the end of this shift, the infosphere will have moved from being a way to
refer to the space of information to being synonymous with Being. Thus, our
way of conceptualizing and making sense of reality will keep shifting from
a materialist perspective, in which physical objects and processes still play a
key role, to an informational one, in which

4 In 2008, Thomas Schmidt, Alex French, Cameron Hughes and Angus Haines (four
12-year-old boys from Ashfold Primary School in Dorton, UK) were awarded the ‘Home
Invention of the Year’ Prize for their Speed Searcher, a device for finding lost items. It
attaches tags to valuables and enables a computer to pinpoint their location in the home.
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� objects and processes are dephysicalized, typified and perfectly clonable;
� the right of usage is at least as important as the right to ownership; and
� the criterion for existence is no longer being immutable (Greek metaphysics)

or being potentially subject to perception (modern metaphysics) but being
interactable.

If all this seems a bit too ‘philosophical’, let me provide an illustrative example.
Despite some important exceptions (e.g. vases and metal tools in ancient

civilizations or books after Gutenberg), it was the industrial revolution that
really marked the passage from a nominalist world of unique objects to a
Platonist world of types of objects, all perfectly reproducible as identical to
each other, therefore epistemically indiscernible, and hence pragmatically dis-
pensable because replaceable without any loss. Today, we find it obvious that
two automobiles may be virtually identical and that we are invited to buy
a model rather than a specific ‘incarnation’ of it. Indeed, we are fast mov-
ing towards a commodification of objects that considers repair as synonymous
with replacement, even when it comes to entire buildings. This has led, by way
of compensation, to a prioritization of branding – a process compared by Klein
(2000) to the creation of ‘cultural accessories and personal philosophies’ –
and of re-appropriation: the person who puts a sticker on the window of her
car, which is otherwise perfectly identical to thousands of others, is fighting
an anti-Platonic battle. The information revolution has further exacerbated
this process. Once our window-shopping becomes Windows-shopping and no
longer means walking down the street but browsing through the Web, the
problem caused by the dephysicalization and typification of individuals as
unique and irreplaceable entities starts eroding our sense of personal iden-
tity as well. We become mass-produced, anonymous entities among other
anonymous entities, exposed to billions of other similar inforgs online. So we
construct, self-brand and re-appropriate ourselves in the infosphere by blogs
and FaceBook entries, homepages, YouTube videos, flickr albums, fashionable
clothes and choices of places we visit, types of holidays we take and cars
we drive and so forth. We use and expose information about ourselves to
become less informationally indiscernible. We wish to maintain a high level
of informational privacy almost as if that were the only way of saving a
precious capital which can then be publicly invested by us in order to con-
struct ourselves as individuals discernible and easily re-identifiable by others.
Now, processes such as the one I have just sketched are part of a far deeper
metaphysical drift caused by the information revolution.

1.5 The information turn as the fourth revolution

Oversimplifying more than a bit, one may say that science has two funda-
mental ways of changing our understanding. One may be called extrovert,



11 Ethics after the Information Revolution

or about the world, and the other introvert, or about ourselves. Three scien-
tific revolutions have had great impact in both ways. They changed not only
our understanding of the external world, but, in doing so, they also modi-
fied our conception of who we are. After Nicolaus Copernicus, the heliocentric
cosmology displaced the Earth and hence humanity from the centre of the Uni-
verse. Charles Darwin showed that all species of life have evolved over time
from common ancestors through natural selection, thus displacing humanity
from the centre of the biological kingdom. Thirdly, following Sigmund Freud,
we acknowledge nowadays that the mind is also unconscious and subject to
the defence mechanism of repression, thus displacing it from the centre of
pure rationality, a position that had been assumed as uncontroversial at least
since Descartes. The reader who, like Popper, would be reluctant to follow
Freud in considering psychoanalysis a scientific enterprise, might yet be will-
ing to concede that contemporary neuroscience is a likely candidate for such
a revolutionary role. Either way, the result is that we are not immobile, at
the centre of the Universe (Copernican revolution), we are not unnaturally
separate and diverse from the rest of the animal kingdom (Darwinian revolu-
tion), and we are very far from being Cartesian minds entirely transparent to
ourselves (Freudian or Neuroscientific revolution).

Freud (1917) was the first to interpret these three revolutions as part of
a single process of reassessment of human nature (see Weinert 2009). The
hermeneutic manoeuvre was, admittedly, rather self-serving. But it did strike
a reasonable note. In a similar way, when we now perceive that something very
significant and profound has happened to human life after the informational
turn, I would argue that our intuition is once again perceptive, because we are
experiencing what may be described as a fourth revolution, in the process of
dislocation and reassessment of humanity’s fundamental nature and role in the
universe. After Turing, computer science has not only provided unprecedented
epistemic and engineering powers over natural and artificial realities; it has
also cast new light on who we are and how we are related to the world. Today,
we are slowly accepting the idea that we are not standalone and unique
entities, but rather informationally embodied organisms (inforgs), mutually
connected and embedded in an informational environment, the infosphere,
which we share with both natural and artificial agents similar to us in many
respects.

1.6 The evolution of inforgs

We have seen that we are probably the last generation to experience a clear dif-
ference between onlife and online. A further transformation worth highlight-
ing concerns precisely the emergence of artificial and hybrid (multi)agents,
i.e., partly artificial and partly human (consider, for example, a family as
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a single agent, equipped with digital cameras, laptops, palm pilots, iPods,
mobiles, wireless network, digital TVs, DVDs, CD players, etc.). These new
agents already share the same ontology with their environment and can oper-
ate within it with much more freedom and control. We (shall) delegate or
outsource to artificial agents and companions (Floridi 2008a) memories, deci-
sions, routine tasks and other activities in ways that will be increasingly
integrated with us and with our understanding of what it means to be an
agent. This is rather well known, but one aspect of this transformation may
be in need of some clarification in this context.

Our understanding of ourselves as agents will also be deeply affected. I
am not referring here to the sci-fi vision of a ‘cyborged’ humanity. Walking
around with something like a Bluetooth wireless headset implanted in your
ear does not seem the best way forward, not least because it contradicts the
social message it is also meant to be sending: being on call 24/7 is a form of
slavery, and anyone so busy and important should have a personal assistant
instead. The truth is rather that being a sort of cyborg is not what people
will embrace, but what they will try to avoid, unless it is inevitable. Nor am
I referring to a GM humanity, in charge of its informational DNA and hence
of its future embodiments. This is something that we shall probably see in
the future, but it is still too far away, both technically (safely doable) and
ethically (morally acceptable), to be discussed at this stage. As I anticipated in
the previous section, I have in mind a quieter, less sensational and yet crucial
and profound change in our conception of what it means to be an agent. We
have begun to see ourselves as connected informational organisms (inforgs),
not through some fanciful transformation in our body, but, more seriously
and realistically, through the re-ontologization of our environment and of
ourselves.

By re-ontologizing the infosphere, ICTs have brought to light the intrinsi-
cally informational nature of human agents. This is not equivalent to saying
that people have digital alter egos, some Messrs Hydes represented by their
@s, blogs and https. This trivial point only encourages us to mistake ICTs
for merely enhancing technologies. The informational nature of agents should
not be confused with a ‘data shadow’ either, a term introduced by Westin
(1968) to describe a digital profile generated from data concerning a user’s
habits online. The change is more radical. To understand it, consider the
distinction between enhancing and augmenting appliances. The switches and
dials of the former are interfaces meant to plug the appliance into the user’s
body ergonomically. Drills and guns are perfect examples. It is the cyborg
idea. The data and control panels of augmenting appliances are instead inter-
faces between different possible worlds: on the one hand, there is the human
user’s Umwelt5, and on the other hand, there are the dynamic, watery, soapy,

5 The outer world, or reality, as it affects the agent inhabiting it.
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hot and dark world of the dishwasher; the equally watery, soapy, hot and
dark but also spinning world of the washing machine; or the still, aseptic,
soapless, cold and potentially luminous world of the refrigerator. These robots
can be successful because they have their environments ‘wrapped’ and tai-
lored around their capacities, not vice versa. Imagine someone trying to build
a droid like C3PO capable of washing their dishes in the sink exactly in the
same way as a human agent would. Now, despite some superficial appear-
ances, ICTs are not enhancing nor augmenting in the sense just explained.
They are re-ontologizing devices because they engineer environments that
the user is then enabled to enter through (possibly friendly) gateways. It is
a form of initiation. Looking at the history of the mouse, for example, one
discovers that our technology has not only adapted to, but also educated,
us as users. Douglas Engelbart once told me that he had even experimented
with a mouse to be placed under the desk, to be operated with one’s leg, in
order to leave the user’s hands free. HCI (Human-Computer Interaction) is a
symmetric relation. To return to our distinction, whilst a dishwasher inter-
face is a panel through which the machine enters into the user’s world, a
digital interface is a gate through which a user can be (tele)present in the
infosphere (Floridi 2005c). This simple but fundamental difference underlies
the many spatial metaphors of ‘cyberspace’, ‘virtual reality’, ‘being online’,
‘surfing the web’, ‘gateway’ and so forth. It follows that we are witness-
ing an epochal, unprecedented migration of humanity from its Umwelt to
the infosphere itself, not least because the latter is absorbing the former.
As a result, humans will be inforgs among other (possibly artificial) inforgs
and agents operating in an environment that is friendlier to informational
creatures. As digital immigrants like us are replaced by digital natives like
our children, the latter will come to appreciate that there is no ontologi-
cal difference between infosphere and Umwelt, only a difference of levels of
abstractions (Floridi 2008b). Moreover, when the migration is complete, we
shall increasingly feel deprived, excluded, handicapped or poor to the point
of paralysis and psychological trauma whenever we are disconnected from
the infosphere, like fish out of water. One day, being an inforg will be so
natural that any disruption in our normal flow of information will make us
sick.

It seems that, in view of this important change in our self-understanding –
and of the sort of ICT-mediated interactions that we will increasingly enjoy
with other agents, whether biological or artificial, and the infosphere – the best
way of tackling the new ethical challenges posed by ICTs may be from an envi-
ronmental approach, one which does not privilege the natural or untouched,
but treats as authentic and genuine all forms of existence and behaviour, even
those based on artificial, synthetic or engineered artefacts. This sort of holis-
tic or inclusive environmentalism will require a change in how we perceive
ourselves and our roles with respect to reality and how we might negotiate a
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new alliance between the natural and the artificial. These are the topics of the
next two sections.

1.7 The constructionist values of Homo Poieticus

Ethical issues are often discussed in terms of putative resolutions of hypo-
thetical situations, such as ‘what should one do on finding a wallet in the
lavatory of a restaurant?’ Research and educational purposes may promote
increasingly dramatic scenarios (sometimes reaching unrealistic excesses6),
with available courses of action more polarized and less easily identifiable
as right or wrong. But the general approach remains substantially the same:
the agent is confronted by a moral dilemma and asked to make a principled
decision by choosing from a menu of alternatives. Moral action is triggered
by a situation. In ‘situated action ethics’ (to borrow an expression from AI),
moral dilemma may give the false impression that the ethical discourse con-
cerns primarily a posteriori reactions to problematic situations in which the
agent unwillingly and unexpectedly finds herself. The agent is treated as a
world user, a game player, a consumer of moral goods and evils, a browser,7

a guest, or a customer who reacts to pre-established and largely unmodifiable
conditions, scenarios and choices. Only two temporal modes count: present
and future. The past seems irrelevant (‘how did the agent found herself in
such predicament?’), unless the approach is further expanded by a casuistry
analysis. Yet ethics is not only a question of dealing morally well with a given
world. It is also a question of constructing the world, improving its nature
and shaping its development in the right way. This proactive approach treats
the agent as a world owner, a game designer or referee, a producer of moral
goods and evils, a provider, a host or a creator. The agent is supposed to be
able to plan and initiate action responsibly, in anticipation of future events,
in order to (try to) control their course by making something happen, or by
preventing something from happening rather than waiting to respond (react)
to a situation, once something has happened, or merely hoping that something
positive will happen.

There are significant differences between reactive and proactive approaches.
There is no space to explore them here, but one may mention, as a simple
example, the moral responsibilities of a webmaster as opposed to those of a
user of a website. Yet, differences should not be confused with incompatibili-
ties. A mature moral agent is commonly expected to be both a morally good

6 See, for example, ‘the trolley problem’ in Foot (1967); for a very entertaining parody do not
miss ‘the revised trolley problem’ in Patton (1988). On ‘George’s job’ and ‘Jim and the
Indians’ see Smart and Williams (1987). Contrary to the trolley problem, the last two cases
are meant to provide counterexamples against purely consequentialist positions.

7 For an entirely ‘situation-based ethics’ approach to the Internet see, for example, Dreyfus
(2001), who fails to appreciate any constructionist issue. His ‘anthropology’ includes only
single web users browsing the net.
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user and a morally good producer of the environment in which she oper-
ates, not least because situated action ethics can be confronted by lose–lose
situations, in which all options may turn out to be morally unpleasant and
every choice may amount to failure. A proactive approach may help to avoid
unrecoverable situations. It certainly reduces the agent’s reliance on moral
luck. As a result, a large part of an ethical education consists in acquiring
the kinds of traits, values and intellectual skills that may enable the agent
to switch successfully between a reactive and a proactive approach to the
world.

All this is acknowledged by many ethical systems, albeit with different
vocabulary, emphasis and levels of explicitness. Some more conservative
ethical theories prefer to concentrate on the reactive nature of the agent’s
behaviour. For example, deontologism embeds a reactive bias insofar as it
supports duties on-demand. Another good example is the moral code implicit
in the Ten Commandments, which is less proactive than that promoted in the
New Testament. On a more secular level, the two versions of Asimov’s laws of
robotics provide a simple case of evolution. The 1940 version is more reactive
than the 1985 version, whose new zeroth law includes a substantially proac-
tive requirement: ‘A robot may not injure humanity, or, through inaction,
allow humanity to come to harm.’

Ethical theories that adopt a more proactive approach can be defined as con-
structionist. The best known constructivist approach is virtue ethics. According
to it, an individual’s principal ethical aim is to live the good life by becom-
ing a certain kind of person. The constructionist stance is expressed by the
desire to mould oneself. The goal is achieved by implementing or improving
some characteristics, while eradicating or controlling others. The stance itself
is presupposed: it is simply assumed as uncontroversial that one does wish
to live the good life by becoming the best person one can. Some degree of
personal malleability and capacity to choose critically provide further back-
ground preconditions. The key question ‘what kind of person should I be?’ is
rightly considered to be a reasonable and justified question. It grounds the
question ‘what kind of life should I lead?’ and immediately translates into
‘what kind of character should I construct? What kind of virtues should I
develop? What sort of vices should I avoid or eradicate?’ It is implicit that
each agent strives to achieve that aim as an individual, with only incidental
regard to the enveloping community.

Different brands of virtue ethics disagree on the specific virtues and values
identifying a person as morally good. The disagreement, say between Aris-
totle, Paul of Tarsus and Nietzsche, can be dramatic, not least because it is
ultimately ontological, in that it regards the kind of entity that a human being
should strive to become. In prototyping jargon, theories may disagree on the
abstract specification of the model, not just on implementation details. Despite
their divergences, all brands of virtue ethics share the same subject-oriented
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kernel. This is not to say that they are all subjectivist but rather, more pre-
cisely, that they are all concerned exclusively with the proper construction
of the moral subject, be that a self-imposed task or an educational goal of a
second party, like parents, teachers or society in general. To adopt a technical
expression, virtue ethics is intrinsically egopoietic. Its sociopoietic nature is
merely a by-product, in the following sense. Egopoietic practices that lead
to the ethical construction of the subject inevitably interact with, and influ-
ence, the ethical construction of the community inhabited by the subject. So,
when the subjective microcosm and the socio-political macrocosm differ in
scale but essentially not in nature or complexity – as one may assume in
the idealized case of the Greek polis – egopoiesis can scale up to the role
of general ethics and even political philosophy. Plato’s Republic is an excel-
lent example. Plato finds it unproblematic to move seamlessly between the
construction of the ideal self and the construction of the ideal city-state. But
so does the Mafia, whose code of conduct and ‘virtuous ethics’ for the indi-
vidual is based on the view that ‘the family’ is its members. Egopoiesis and
sociopoiesis are interderivable only in sufficiently simple and closed societies,
in which significant communal behaviour is ultimately derivable from that
of its constituent individuals. In complex societies, sociopoiesis is no longer
reducible to egopoiesis alone. This is the fundamental limit of virtue ethics. In
autonomous, interactive and adaptive societies, virtue ethics positions acquire
an individualistic value, previously inconceivable, and may result in moral
escapism. The individual still cares about her own ethical construction and,
at most, the construction of the community with which she is more closely
involved, like the family, but the rest of the world falls beyond the horizon of
her moral concern. Phrasing the point in terms of situated action ethics, new
problematic hypothetical situations arise from emergent phenomena. Exam-
ples include issues of disarmament, the ozone level, pollution, famine and the
digital divide. The difficulty becomes apparent in all its pressing urgency as
the individual agent tries to reason using ‘local’ ethical principles to tackle a
problem with ‘global’, ethical features and consequences. Because virtue ethics
remains limited by its subject-oriented approach, it cannot provide, by itself,
a satisfactory ethics for a globalized world in general and for the informa-
tion society in particular. If misapplied, it fosters ethical individualism, as the
agent is more likely to mind only her own self-construction. If it is uncritically
adopted, it can be intolerant, since agents and theorists may forget the cul-
turally over-determined nature of their foundationalist anthropologies, which
often have religious roots. If it fosters tolerance, it may still spread relativism
because any self-construction becomes acceptable, as long as it takes place
in the enclave of one’s own private sphere, culture and cyber-niche, without
bothering any neighbour.

The inadequacy of virtue ethics is, of course, historical. The theory has
aged well, but it can provide, at most, a local sociopoietic approach as a
mere extension of its genuine vocation: egopoiesis. It intrinsically lacks the
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resources to go beyond the construction of the individual and the indirect
role this may play in shaping her local community. Theoretically, however,
the limits of virtue ethics should not lead to an overall rejection of any
constructionist approach. On the contrary, the fundamentally constructionist
lesson taught by virtue ethics (one of the features that makes virtue ethics
appealing in the first place) is more important than ever before.

In a global information society, the individual agent (often a multi-agent
system) is like a demiurge (Plato’s god responsible for the design of the physical
universe based on preexisting matter). Her powers can be variously exercised
(in terms of control, creation or modelling) over herself (e.g. genetically, physi-
ologically, neurologically and narratively), over human society (e.g. culturally,
politically, socially and economically) and over natural or artificial environ-
ments (e.g. physically and informationally). Such an increasingly powerful
agent has corresponding moral duties and responsibilities to oversee not only
the development of her own character and habits but also the well-being of
each of her spheres of influence. Clearly, a constructionist ethics should be
retained and reinforced, but the kind of ethical constructionism needed today
goes well beyond the education of the self and the political engineering of
the simple and closed cyberpolis. It must also address the urgent and press-
ing question concerning the kind of global realities that are being built. This
means decoupling constructionism from subjectivism and re-orienting it to
the object, applying it also to society and the environment, the receivers of
the agent’s actions.

The term ‘ecopoiesis’ refers to the morally informed construction of the envi-
ronment based on this object- or ecologically oriented perspective. To move
from individual virtues to global values, an ecopoietic approach is needed that
recognizes the agent’s responsibilities towards the environment (including
present and future inhabitants) as its enlightened creator steward or supervi-
sor, not just as its virtuous user and consumer.

Constructionism is the drive to build physical and conceptual objects and,
more subtly, to exercise control and stewardship on them. It manifests itself in
the care of existing, and the creation of new, realities, these being material or
conceptual. Thus, constructionism is ultimately best understood as a struggle
against entropy. Existentially, it represents the strongest reaction against the
destiny of death. In terms of a philosophical anthropology, constructionism
is embodied by what I have termed elsewhere homo poieticus (Floridi 1999a).
Homo poieticus is to be distinguished from homo faber, user and ‘exploitator’
of natural resources, from homo oeconomicus, producer, distributor and con-
sumer of wealth, and from homo ludens (Huizinga 1998), who embodies a
leisurely playfulness devoid of the ethical care and responsibility character-
izing the constructionist attitude. Homo poieticus concentrates not merely on
the final result, but on the dynamic, on-going process through which the
result is achieved. One of the major challenges facing homo poieticus is the
possibility of negotiating a new alliance between physis and techne.
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1.8 E-nvironmentalism or the marriage of physis and techne

Whether physis (nature, the world) and techne (applied knowledge, technology)
may be reconcilable is not a question that has a predetermined answer, waiting
to be divined. It is more like a practical problem, whose feasible solution needs
to be devised. With an analogy, we are not asking whether two chemicals could
mix but rather whether a marriage may be successful. There is plenty of room
for a positive answer, provided the right sort of commitment is made.

It seems beyond doubt that a successful marriage between physis and techne
is vital and hence worth our effort. Information societies increasingly depend
upon technology to thrive, but they equally need a healthy, natural environ-
ment to flourish. Try to imagine the world not tomorrow or next year, but
next century, or next millennium: a divorce between physis and techne would
be utterly disastrous both for our welfare and for the well-being of our habi-
tat. This is something that technophiles and green fundamentalists must come
to understand. Failing to negotiate a fruitful, symbiotic relationship between
technology and nature is not an option. Fortunately, a successful marriage
between physis and techne is achievable. True, much more progress needs to
be made. The physics of information can be highly energy-consuming and
hence potentially unfriendly towards the environment. In 2000, data centres
consumed 0.6% of the world’s electricity. In 2005, the figure had risen to
1%. They are now responsible for more carbon-dioxide emissions per year
than Argentina or the Netherlands and, if current trends hold, their emissions
will have grown four-fold by 2020, reaching 670 million tonnes. By then, it is
estimated that ICT’s carbon footprint will be higher than aviation’s.8 However,
ICTs will also help ‘to eliminate 7.8 metric gigatons of greenhouse gas emis-
sions annually by 2020 equivalent to 15 percent of global emissions today and
five times more than our estimate of the emissions from these technologies in
2020’.9 This positive (and improvable) balance leads me to a final comment.

The greenest machine is a machine with 100% energy efficiency. Unfor-
tunately, this is equivalent to a perpetual motion machine and the latter is
simply a pipe dream. However, we also know that such an impossible limit can
be increasingly approximated: energy waste can be dramatically reduced and
energy efficiency can be highly increased (the two processes are not necessar-
ily the same; compare recycling vs. doing more with less). Often, both kinds
of processes may be fostered only by relying on significant improvements in
the management of information (e.g. to build and run hardware and processes
better). So here is how we may reinterpret Socrates’ ethical intellectualism: we
do evil because we do not know better, in the sense that the better the infor-
mation management is, the less moral evil is caused. ICTs can help us in our

8 Source: The Economist, 22 May 2008.
9 Source: McKinsey’s Information Technology Report, October 2008, ‘How IT can cut carbon

emissions’, by Giulio Boccaletti, Markus Löffler and Jeremy M. Oppenheim.
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fight against the destruction, impoverishment, vandalism and waste of both
natural and human (including historical and cultural) resources. So they can
be a precious ally in what I have called, in Floridi (2008c), synthetic environ-
mentalism or e-nvironmentalism. We should resist any Greek epistemological
tendency to treat techne as the Cinderella of knowledge; any absolutist incli-
nation to accept no moral balancing between some unavoidable evil and far
more goodness; or any modern, reactionary, metaphysical temptation to drive
a wedge between naturalism and constructionism by privileging the former
as the only authentic dimension of human life. The challenge is to reconcile
our roles as agents within nature and as stewards of nature. The good news is
that it is a challenge we can meet. The odd thing is that we are slowly coming
to realize that we have such a hybrid nature.

1.9 Conclusion

Previous revolutions (especially the agricultural and the industrial ones) cre-
ated macroscopic transformation in our social structures and physical envi-
ronments, often without much foresight. The informational revolution is no
less dramatic and we shall be in serious trouble if we do not take seriously
the fact that we are constructing the new environment that will be inhabited
by future generations. As a social structure, the information society has been
made possible by a cluster of information and communication technologies
(ICTs). And as a full expression of techne, the information society has already
posed fundamental ethical problems, whose complexity and global dimen-
sions are rapidly evolving. The task is to formulate an ethical framework that
can treat the infosphere as a new environment worth the moral attention and
care of the human inforgs inhabiting it. Such an ethical framework must be
able to address and solve the unprecedented challenges arising in the new
environment. It must be an e-nvironmental ethics for the infosphere. In the
following chapters, the reader will be able to appreciate both the complexity
of the task and how far information and computer ethicists have managed to
tackle it successfully.10 Unfortunately, I suspect it will take some time and a
whole new kind of education and sensitivity to realize that the infosphere is a
common space, which needs to be preserved to the advantage of all. My hope
is that this book will contribute to such a change in perspective.

10 This chapter is an updated synthesis of Floridi (forthcoming, a), Floridi and Sanders
(2005), Floridi (2007), and Floridi (2008a).



2 The historical roots of information
and computer ethics

Terrell Ward Bynum

2.1 Introduction

During the Copernican Revolution in the sixteenth and early seventeenth
centuries, major changes in science and philosophy led human beings to see
themselves, and indeed the entire Universe, in a radically different perspective.
Traditional assumptions about human nature and the role of humans in the
Universe were in question, and significant changes occurred in our under-
standing of society and religion. Centuries later, first Darwinian biology and
then Freudian psychology altered – yet again – some fundamental assump-
tions about human nature (Floridi 2008a), though they did not significantly
change our view of the Universe as a whole. Today, the information revolu-
tion, including its associated scientific and philosophical developments, has
begun to yield a radically different view of human nature and the world. In
physics, for example, recent discoveries indicate that the Universe is made of
information, and human beings are exquisitely complex ‘informational objects’
(Wheeler 1990, Lloyd 2006). In philosophy – in particular, in the ‘philosophy
of information’ of Luciano Floridi (e.g., Floridi 2008a, Floridi 2008e) – human
beings are viewed as sophisticated informational beings, similar in many ways
to the vast array of ICT-artefacts emerging in our ‘information society’. At a
certain ‘level of abstraction’, humans and their ICT-artefacts can be seen as
companions – fellow travellers on a mutual journey of existence in an infor-
mational universe (Floridi 2008a). This new way of understanding human
nature and the place of humans in the world raises a number of new ethical
questions (Floridi 2008d).

In the 1940s and 1950s, philosopher/scientist Norbert Wiener was a seminal
figure for today’s informational understanding of the Universe and the role of
humans within it. In addition, his ‘cybernetic’ analyses of human nature and
society led him to create philosophical foundations for the ethical field that
is currently called information and computer ethics. Indeed, Wiener played
a double role in the information revolution: on the one hand, he helped to
generate the necessary technology for that revolution; and, on the other hand,
he provided a philosophical foundation for information and computer ethics
to help the world cope with the resulting social and ethical consequences. Even
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before Wiener, seeds of today’s informational understanding of the Universe
and of human nature could be found in the works of other philosophers, such
as Aristotle’s metaphysics, his theory of perception and his account of human
thinking (see Bynum 1986). Given these ideas, the present chapter has three
goals:

(1) It examines some metaphysical assumptions of Aristotle and Wiener that
can be seen as philosophical roots of today’s information and computer
ethics.

(2) It describes some milestones in information and computer ethics from
Wiener’s contributions to the present day.

(3) It briefly describes Floridi’s new ‘macroethics’ (his term), which he calls
information ethics (henceforth ‘IE’) to distinguish Floridi’s ‘macroethics’
from the general field of information ethics that includes, for example,
agent ethics, computer ethics, Internet ethics, journalism ethics, library
ethics, bioengineering ethics, neurotechnology ethics – to name some of
its significant parts.)

2.2 Aristotelian roots

More than two thousand years ago, Aristotle developed a detailed theory of
the nature of the Universe and of the individual objects within it. Some of
the questions that he asked himself were these: What are individual objects
made of? What do all animals have in common? What distinguishes human
beings from all the other animals? How does an animal acquire information
from objects outside of its body, and what happens to that information once
it gets inside of the animal’s body? Aristotle’s answers to these and related
questions are remarkably similar to many of the answers we would give today,
including answers closely related to the informational understanding of the
Universe and of human beings.

According to Aristotle (Metaphysics), individual entities in the Universe
consist of matter and form. Matter is the underlying substrate of which an
entity is made, while form is ‘taken on’ by the matter thereby making an
individual thing what it is. Matter and form always occur together, neither
exists without the other – so there is no matter that is formless, and there is
no form that is not ‘enmattered’. Consider, for example, what makes a house
a house: a heap or collection of bricks, wood, glass, etc. does not constitute
a house. Such materials must be assembled into a certain form to create the
house. The form is essential to the house; it is what makes the house a house.
The particular matter out of which the house happens to be made is, in some
sense, accidental. One could replace the original bricks with other bricks and



22 Terrell Ward Bynum

the original wood with different wood and it would still be a house. One could
even replace the bricks with wooden blocks and the wood with appropriate
pieces of plastic and it would still be a house. The form of a house is what
makes it a house and enables it to fulfil the functions of a house.

According to Aristotle, the same is true for living things, including people.
Aristotle himself, for example, remains Aristotle over time, even though the
matter out of which he is made is constantly changing through metabolic
processes, such as breathing, eating, digesting and perspiring. The form of
Aristotle is essential to his existence in the world, and to the functions he is
capable of fulfilling; but the particular bits of matter out of which Aristotle
happens to be made at any given moment are incidental. ‘Form’ in this case
is much more than just the shape of Aristotle’s body and its parts; it includes
all the other essential qualities that make him what he is, and these are
‘enmattered’ in his body.

Aristotle distinguished animals from plants by the fact that animals can
perceive, while plants cannot. During perception, information from objects
outside of an animal gets transferred into the animal. How is this possible?
According to Aristotle (On the Motion of Animals, On the Soul), nature has
so structured the sense organs of animals that they are able to ‘take in the
form [of what is being perceived] without the matter’. Eyes take in forms like
colours and shapes, ears take in the pitch and loudness of sounds, and so on.
How is it possible to ‘take in forms without the matter’? Aristotle used the
analogy of pressing a metal ring into soft wax. The wax is able to ‘take on’
the shape and size of the ring without taking in the metal out of which the
ring is made.

According to Aristotle, perception accomplishes a similar result within the
body of an animal: in the process of perception, the form of an object is car-
ried to the animal’s sense organ by means of a medium such as air or water.
The sense organ then takes in the form that is being carried by the medium,
but it does not take in the matter of the object of perception – nor even the
matter of the medium. From the sense organ, the form is transferred, through
the animal’s body, to a region where all perceptual forms are interpreted,
thereby creating percepts. Percepts contain information from the object of
perception, information which interacts with the physiology of the animal,
generating pleasure or pain and initiating the animal’s reaction to the per-
ceived object. After a perceived object is no longer present, most animals nev-
ertheless retain perceptual traces – ‘phantasms’ – inside their bodies. These
lingering physical entities are fainter versions of original percepts, containing
similar information, and they typically have a similar effect upon an animal’s
behaviour (Bynum 1986).

In human beings, as in other animals, responses to perceptions are some-
times ‘automatic’. However, humans can choose, instead, to control their
responses using reasoning. According to Aristotle, there are two kinds of
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reasoning: theoretical reasoning, which generates knowledge and beliefs about
the world, and practical reasoning, which generates choices and actions. Excel-
lent practical reasoning is the kind that leads to virtuous actions. The ability
of humans to choose their actions and control their behaviour, using theoret-
ical and practical reasoning, distinguishes humans from all the other animals,
according to Aristotle, and makes them ethically responsible for what they
do and what they become. In On the Soul, Aristotle describes thinking and
reasoning as processes that either are the physical manipulation of phantasms,
or at least require the presence of such manipulation. For Aristotle, therefore,
thinking and reasoning require sophisticated information processing that is
dependent upon the physiology of the human body.

For centuries, philosophers have been debating what Aristotle meant by
metaphysical terms like ‘matter’, ‘form’, ‘substance’ and others. There is no
need for us to join that debate here; but it is worth noting, in the present
context, that what Aristotle called a ‘form’ either is, or at least includes,
information from whatever object is being perceived. For purposes of the
present chapter, it is of interest to note that the underlying metaphysics,
physiology and psychology of Aristotle’s theory of human nature – when
interpreted as described here – yield the following conclusions:

(1) Individual entities in the Universe are made out of matter and forms, and
forms either are or at the very least contain information. So matter and
information are significant components of every physical thing in the
Universe.

(2) Aristotle’s account of perception assumes that all animals are information-
processing beings whose bodily structures account for the ways in which
information gets processed within them.

(3) Information processing within an animal’s body initiates and controls the
animal’s behaviour.

(4) Like other animals, humans are information-processing beings; but unlike
other animals, humans have sophisticated information-processing capabil-
ities called theoretical reasoning and practical reasoning, and these make
ethics possible.

2.3 Wiener on human beings as information objects

Aristotle’s metaphysics, physics, biology, physiology, theory of animal
behaviour and account of human reasoning are more than twenty-three hun-
dred years old. They provided to Aristotle a rich scientific and philosophical
foundation for developing his virtue ethics theory. In addition, as indicated
above, they also contained a number of ideas suggestive of today’s informa-
tional theory of the nature of the Universe and of human beings. A pioneer
in the development of today’s theory was the philosopher/scientist Norbert
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Wiener, whose achievements in cybernetics, communication theory, computer
design, and related fields, in the 1940s and 1950s, helped to bring about the
current ‘information age’. Wiener made the following important assumptions:

(1) Objects and processes in the Universe are made of matter/energy and
information.

(2) All animals are information-processing beings whose behaviour depends
centrally upon such processing.

(3) Humans, unlike other animals, have bodies that make the information
processing in their central nervous systems especially sophisticated.

Wiener combined these assumptions with his extensive knowledge in phi-
losophy, physics, biology, communication theory, information science and
psychology. The result was an impressive philosophical and scientific founda-
tion for today’s information ethics and computer ethics theories. (See Wiener
1948, 1950, 1954, 1964.)

Wiener’s assumptions about the ultimate nature of the Universe included
his view that information is physical – subject to the laws of nature and mea-
surable by science. The sort of information that he had in mind is sometimes
called ‘Shannon information’, which is named for Claude Shannon, who had
been a student and colleague of Wiener’s. Shannon information is the syn-
tactic sort that is carried in telephone wires, TV cables and radio signals. It is
the kind of information that computer chips process and DNA encodes within
the cells of all living organisms. Wiener believed that such information, even
though it is physical, is neither matter nor energy. Thus, while discussing
thinking as information processing, he noted that a brain or a computer

does not secrete thought ‘as the liver does bile’, as the earlier materialists
claimed, nor does it put it out in the form of energy, as the muscle puts out its
activity. Information is information, not matter or energy. No materialism which
does not admit this can survive at the present day. (Wiener 1948, p. 132)

According to Wiener, matter-energy and Shannon information are different
physical phenomena, but neither can exist without the other. So-called ‘phys-
ical objects’ – including living organisms – are actually persisting patterns
of Shannon information encoded within an ever-changing flux of matter-
energy. Every physical process is a mixing and mingling of matter-energy
and information – a creative ‘coming-to-be’ and destructive ‘fading away’ –
as old patterns of matter-energy-encoded information erode and new patterns
emerge.

A related aspect of Wiener’s metaphysics is his account of human nature and
personal identity. Human beings, too, are patterns of information that persist
through changes in matter-energy. Thus, in spite of continuous exchanges of
matter-energy between a person’s body and the world outside the body (via
respiration, perspiration, excretion, and so on), the complex organization or
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form of a person – that is, the pattern of Shannon information encoded within
a person’s body – is maintained, thereby preserving life, functionality and
personal identity. Thus, Wiener stated:

We are but whirlpools in a river of ever-flowing water. We are not stuff that
abides, but patterns that perpetuate themselves. (Wiener 1954, p. 96)

The individuality of the body is that of a flame . . . of a form rather than of a bit
of substance. (Wiener 1954, p. 102)

To use today’s language, humans are ‘information objects’ whose personal
identity is tied to internal information processing and to persisting patterns of
Shannon information within their bodies. Personal identity is not dependent
upon specific bits of matter-energy that happen to make up one’s body at
any given moment. Through breathing, drinking, eating and other metabolic
processes, the matter-energy that makes up one’s body is constantly chang-
ing. Nevertheless one remains the same person over time because the pat-
tern of Shannon information encoded within the body remains essentially
the same.

With this idea in mind, Wiener engaged in a remarkable thought exper-
iment: If one could encode, in a telegraph message, the entire exquisitely
complex Shannon-information pattern of a person’s body, and then use that
encoded pattern to reconstitute the person’s body from appropriate atoms
at the receiving end of the message, people could travel instantly from
place to place via telegraph. Wiener noted that this idea raises knotty philo-
sophical questions regarding, not only personal identity, but also ‘forking’
from one person into two, ‘split’ personalities, survival of the self after the
death of one’s body, and a number of others (Wiener 1950, Ch. VI, 1954,
Ch. V).

An additional aspect of Wiener’s metaphysics is his account of good and
evil within nature. He used the traditional distinction between ‘natural evil’,
caused by the forces of nature (for example, earthquakes, volcanoes, diseases,
floods, tornados and physical decay), and ‘moral evil’ (for example, human-
caused death, injury, pain and sorrow). The ultimate natural evil, according to
Wiener, is entropy – the loss of useful Shannon information and useful energy
that occurs in virtually every physical change. According to the second law of
thermodynamics, essentially all physical changes decrease available Shannon
information and available energy. As a result, everything that ever comes into
existence will decay and be destroyed. This includes anything that a person
might value, such as one’s life, wealth and happiness; great works of art;
magnificent architectural structures; cities, cultures and civilizations; the sun
and moon and stars. None of these can survive the decay and destruction of
entropy – the loss of available Shannon information – for everything in the
Universe is subject to the second law of thermodynamics.
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2.4 Wiener on cybernetic machines in society

In his book, Cybernetics: or Control and Communication in the Animal and
the Machine (1948), Wiener viewed animals and computerized machines as
cybernetic entities – that is, as dynamic systems with component parts that
communicate with each other internally, and also with the outside world, by
means of various channels of communication and feedback loops. Such com-
munication helps to unify an animal or a machine into a single functioning
entity.

Wiener also viewed communities and whole societies as cybernetic entities:
Beginning in 1950, with the publication of The Human Use of Human Beings,
Wiener assumed that cybernetic machines will join humans as active par-
ticipants in society. For example, some machines will participate along with
humans in the vital activity of creating, sending and receiving the messages
that constitute the ‘cement’ that binds society together:

It is the thesis of this book that society can only be understood through a study
of the messages and the communication facilities which belong to it; and that in
the future development of these messages and communication facilities, messages
between man and machines, between machines and man, and between machine
and machine, are destined to play an ever-increasing part. (Wiener 1950, p. 9)

In addition, Wiener predicted that certain machines, namely digital computers
with robotic appendages, would someday participate in the workplace, replac-
ing thousands of human factory workers, both blue collar and white collar. He
also foresaw artificial limbs and other body parts – cybernetic ‘prostheses’ –
that would be merged with human bodies to help persons with disabilities –
or even to endow able-bodied persons with unprecedented powers. Today, we
would say that Wiener envisioned societies in which ‘cyborgs’ would play a
significant role and would have ethical policies to govern their behaviour. In
summary, Wiener foresaw what he called the ‘Machine Age’ or the ‘Automatic
Age’ in which machines would be integrated into the social fabric, as well
as the physical environment. They would create, send and receive messages;
gather information from the external world; make decisions; take actions;
reproduce themselves; and be merged with human bodies to create beings
with vast new powers. By the early 1960s, these were not just speculations by
Wiener, because he himself had already designed or witnessed early versions
of devices, such as game-playing machines (checkers, chess, war, business),
artificial hands with motors that are controlled by the person’s brain, and
self-reproducing machines like non-linear transducers. (See especially Wiener
1964.) Wiener’s predictions about future societies and their machines caused
others to raise various questions about the machines that Wiener envisioned:
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Will they be ‘alive’? Will they have minds? Will they be conscious? Wiener
considered such questions to be vague semantic quibbles, rather than genuine
scientific issues:

Now that certain analogies of behaviour are being observed between the machine
and the living organism, the problem as to whether the machine is alive or not is,
for our purposes, semantic and we are at liberty to answer it one way or the
other as best suits our convenience. (Wiener 1954, p. 32)

Similarly, answers to questions about machine consciousness, thinking, or
purpose are pragmatic choices, according to Wiener; although he did believe
that questions about the ‘intellectual capacities’ of machines, when appropri-
ately stated, could be genuine scientific questions:

Cybernetics takes the view that the structure of the machine or of the organism is
an index of the performance that may be expected from it . . .

Theoretically, if we could build a machine whose mechanical structure duplicated
human physiology, then we could have a machine whose intellectual capacities
would duplicate those of human beings. (Wiener 1954, p. 57, italics in the
original)

By viewing animals and cybernetic machines in the same way – namely, as
dynamic systems with internal communications and feedback loops, exchang-
ing information with the outside world, and thereby adjusting to changes in
the world – Wiener began to view traditional distinctions between mechanism
and vitalism, living and non-living, human and machine as pragmatic choices,
rather than unbreachable metaphysical ‘walls’ between kinds of beings.

2.5 Scientific support for Wiener’s metaphysical assumptions

Wiener’s presuppositions about the ultimate nature of all entities in the Uni-
verse, that they consist of information encoded in matter-energy, anticipated
later research and discoveries in physics. During the past two decades, for
example, physicists – beginning with Princeton’s John Wheeler (Wheeler
1990) – have been developing a ‘theory of everything’ which presupposes
that the Universe is fundamentally informational, that every physical ‘object’
or entity is, in reality, a pattern or ‘flow’ of Shannon information encoded in
matter-energy. Wheeler’s hypothesis has been studied and furthered by other
scientists in recent years, and their findings support Wiener’s metaphysical
presuppositions. As explained by MIT professor Seth Lloyd:

The universe is the biggest thing there is and the bit is the smallest possible
chunk of information. The universe is made of bits. Every molecule, atom and
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elementary particle registers bits of information. Every interaction between those
pieces of the universe processes that information by altering those bits. (Lloyd
2006, p. 3)

I suggest thinking about the world not simply as a machine, but as a machine
that processes information. In this paradigm, there are two primary quantities,
energy and information, standing on an equal footing and playing off each
other. (Lloyd 2006, p. 169)

Science writer Charles Seife notes that ‘information is physical’ and so,

[Shannon] Information is not just an abstract concept, and it is not just facts or
figures, dates or names. It is a concrete property of matter and energy that is
quantifiable and measurable. It is every bit as real as the weight of a chunk of
lead or the energy stored in an atomic warhead, and just like mass and energy,
information is subject to a set of physical laws that dictate how it can behave –
how information can be manipulated, transferred, duplicated, erased, or
destroyed. And everything in the universe must obey the laws of information,
because everything in the universe is shaped by the information it
contains. (Seife 2006, p. 2)

In addition, the matter-energy-encoded Shannon information that constitutes
every existing entity in the Universe appears to be digital and finite. Wheeler’s
one-time student Jacob Beckenstein, for example, discovered the so-called
‘Beckenstein bound’, which is the upper limit of the amount of Shannon
information that can be contained within a given volume of space. The maxi-
mum number of information units (‘bits’) that can fit into any volume is fixed
by the area of the boundary enclosing that space – one bit per four ‘Planck
squares’ of area (Beckenstein 2003). In summary, then, the matter-energy-
encoded information that constitutes all the existing entities in the Universe
appears to be finite and digital; and only so much of it can be contained
within a specific volume of space. (For an alternative non-digital view, see
Floridi 2008c.)

Norbert Wiener’s intuitions or assumptions about the nature of the
Universe – now supported by important developments in contemporary
physics – provide a new account of the ultimate nature of the Universe, a
new understanding of life and human nature, and indeed a new view of every
existing entity as an ‘information object’ or an ‘information process’. Con-
sider, for example, living organisms: Genes in their cells store and process
Shannon information and use it to create the ‘stuff of life’, such as DNA, RNA,
proteins and amino acids. Nervous systems of animals take in, store and pro-
cess Shannon information, resulting in bodily motions, perceptions, emotions
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and – at least in the case of humans – thinking and reasoning. And, as Charles
Seife points out,

Each creature on earth is a creature of information; information sits at the center
of our cells, and information rattles around in our brains . . . Every particle in the
universe, every electron, every atom, every particle not yet discovered, is packed
with information . . . that can be transferred, processed, and dissipated. Each star
in the universe, each one of the countless galaxies in the heavens, is packed full
of information, information that can escape and travel. That information is
always flowing, moving from place to place, spreading throughout the
cosmos. (Seife 2006, p. 3)

2.6 Wiener’s pioneering contributions to computer ethics

In addition to developing a metaphysical and scientific foundation for infor-
mation ethics, Wiener made a number of early contributions to the applied
ethics field that later would be called ‘computer ethics’ (see Section 2.7 below).
However, he did not see himself as developing a new branch of applied ethics,
so he did not coin a name like ‘computer ethics’ or ‘cybernetics ethics’. He sim-
ply raised ethical concerns, and offered suggested solutions, about the likely
impacts of computers and other cybernetic machines. One of his chief worries
was that cybernetic science was so powerful and flexible that it placed human
beings ‘in a position to construct artificial machines of almost any degree
of elaborateness of performance’ (Wiener 1948, p. 27). Cybernetics, therefore,
would provide vast new powers that could be used for good, but might also
be used in ethically disastrous ways:

Long before Nagasaki and the public awareness of the atomic bomb, it had
occurred to me that we were here in the presence of another social potentiality of
unheard-of importance for good and for evil. (Wiener 1948, p. 27)

Wiener worried that factory owners might replace human workers with auto-
mated machines and bring about massive unemployment. Cybernetics, he said,
could be used to create mechanical ‘slaves’ that would force human workers to
compete for jobs against ‘slave labor’. Thus a new industrial revolution could
‘devalue the human brain’ the way the original industrial revolution devalued
human physical labour. Instead of facing ‘dark satanic mills’, human workers
might lose their jobs to cybernetic machines (Wiener 1948, pp. 27–28; see also
1950, Ch. X).

Another serious worry for Wiener was the creation of machines that can
learn and make decisions on their own. Some of them simply played games, like
checkers and chess, but others had more serious applications, like economic



30 Terrell Ward Bynum

planning or even military planning. As early as 1950, Wiener expressed con-
cern that government computers might already be using John von Neumann’s
mathematical game theory to make war plans, including plans for the use
of nuclear weapons. He warned against accepting machine-made decisions
too easily. Of special concern would be machines that can learn before mak-
ing their decisions, because such decisions might turn out to be ethically
terrible:

For the man who is not aware of this, to throw the problem of his responsibility
on the machine, whether it can learn or not, is to cast his responsibility to the
winds, and find it coming back seated on the whirlwind. (Wiener 1950, p. 212)

Nevertheless, Wiener’s view of cybernetic machines was often positive, rather
than negative. Such machines, he said, provide choices between good and evil,
and he believed that in the future they often will bring about wonderful results.
He himself participated in experiments with machines that mimic human
muscle-control disorders, so that such disorders could be better understood
and more successfully treated. He also worked to create a ‘hearing glove’ to
help a deaf person compensate for hearing loss by using a cybernetic glove to
generate appropriate vibrations in one’s hand (Wiener 1950, Ch. X).

Another positive use for cybernetic devices that Wiener envisioned – in
this case, including a global electronic communications network – was the
possibility of working on the job while being hundreds or even thousands of
miles away from the job site (Wiener 1950, Ch. VI). This will be possible, he
said, because

where a man’s word goes, and where his power of perception goes, to that point
his control and in a sense his physical existence is extended. To see the whole
world and to give commands to the whole world is almost the same as to be
everywhere. (Wiener 1950, p. 104)

Wiener illustrated this point with a thought experiment: He imagined an
architect in Europe supervising the day-to-day construction of a building in
the United States without ever physically travelling to America. Instead, the
architect would send and receive ‘Ultrafax’ facsimiles of plans and photos, and
he would interact with the work crew by telephone and teletype machine. This
thought experiment provided perhaps the first example of ‘teleworking’ and a
community with some geographically separated members who participate in
the community ‘virtually’.

In addition to the few computer ethics topics mentioned here, Wiener ana-
lysed, or at least touched upon, a wide variety of issues decades ago which
are still considered ‘contemporary’ today, for example, agent ethics, arti-
ficial intelligence, machine psychology, computers and security, computers
and religion, computers and learning, computers for persons with disabilities,
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responsibilities of computer professionals, and many other topics as well. (See
Bynum 2000b, 2004, 2005.)

2.7 Coining the name ‘computer ethics’

Wiener was far ahead of other thinkers in his ability to foresee social and
ethical impacts of cybernetics and electronic computers. As a result, his pio-
neering achievements in computer ethics and information ethics, in the 1940s
and 1950s, were essentially ignored until the late 1990s. In the meantime,
growing computer ethics challenges – such as, invasions of privacy, threats
to security and the appearance of computer-enabled crimes – began to be
noticed by public policy makers and the general public. In the late 1960s, for
example, Donn Parker – a computer scientist at SRI International – became
concerned about the growing number of computer professionals who were
caught committing serious crimes with the help of their computer expertise.
Parker said, ‘When some people enter the computer center, they leave their
ethics at the door.’ He began to study unethical and illegal activities of com-
puter professionals, and gather example cases of computer-enabled crimes.
In 1968, he published the article, ‘Rules of Ethics in Information Processing’,
in Communications of the ACM; and he headed the development of the first
Code of Professional Conduct for the Association for Computing Machinery
(eventually adopted by the ACM membership in 1973). Later, he published
books and articles on computer crime. (See, for example, Parker 1979, Parker
et al. 1990.)

It was not until the second half of the 1970s that the name ‘computer
ethics’ was coined by Walter Maner, then a faculty member in philosophy
at Old Dominion University. While teaching medical ethics, he noticed that
ethical problems in which computers became involved were often worsened or
significantly altered by the addition of computing technology. It even seemed
to Maner that computers might create new ethical problems that had never
been seen before. He examined this same phenomenon in areas other than
medicine and concluded that a new branch of applied ethics, modelled upon
medical ethics or business ethics, should be recognized by philosophers. He
coined the name ‘computer ethics’ to refer to this proposed new field, and he
developed an experimental course designed primarily for students of computer
science. The course was a success, and Maner started to teach computer ethics
on a regular basis.

Using his teaching experiences and his research in the proposed new field,
Maner created a ‘Starter Kit in Computer Ethics’ (Maner 1978) and provided
copies of it to attendees of workshops that he ran and speeches that he gave at
philosophy conferences and computing conferences in America. His ‘Kit’ con-
tained curriculum materials and pedagogical advice for university teachers. It
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also included suggested course descriptions for university catalogues, a ratio-
nale for offering such a course in a university, a list of course objectives, some
teaching tips, and discussions of topics like privacy and confidentiality, com-
puter crime, computer decisions, technological dependence and professional
codes of ethics. In 1980, Helvetia Press and the National Information and
Resource Center for Teaching Philosophy published Maner’s computer ethics
‘starter kit’ as a monograph (Maner 1980) that was widely disseminated to
colleges and universities in America and a number of other countries.

2.8 An influential textbook and the ‘uniqueness debate’

In developing the first university computer ethics course, Maner defined the
field as a branch of applied ethics that would study problems ‘aggravated,
transformed or created by computer technology’. He believed that a num-
ber of already existing ethical problems are worsened by the involvement of
computer technology, while other, new and unique problems are generated by
such technology. A colleague in the Philosophy Department, Deborah John-
son, became interested in Maner’s proposed new branch of applied ethics.
She agreed with him that computer technology can aggravate or ‘give a new
twist’ to old ethical problems, but she was sceptical of the notion that com-
puters can generate wholly new ethical problems that have never been seen
before. In discussions with Maner, during which his suggested ‘unique’ cases
were examined, Johnson saw new examples of old issues regarding privacy,
ownership, just distribution of power, and so on, while Maner saw problems
that would never have arisen if computers had not been invented. These early
discussions between Maner and Johnson eventually led to conference pre-
sentations and publications that launched a decades-long conversation – the
‘uniqueness debate’ – among computer ethics scholars, beginning with Maner
and Johnson themselves. (See Chapter 3 below.)

Several years after the ‘uniqueness’ discussions had begun between John-
son and Maner, Johnson published the first major computer ethics textbook
(Johnson 1985). There she noted that computers ‘pose new versions of stan-
dard moral problems and moral dilemmas, exacerbating the old problems,
and forcing us to apply ordinary moral norms in uncharted realms’ (Johnson
1985, p. 1). She did not, however, grant Maner’s claim that computers create
wholly new ethical problems. Her highly successful textbook set the research
agenda in the field of computer ethics for more than a decade, including
topics such as ownership of software and intellectual property, computing
and privacy, responsibility of computer professionals, and the just distribu-
tion of technology and human power. In later editions (1994, 2001), Johnson
added new ethical topics, such as ‘hacking’ into people’s computers without
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their permission, computer technology for persons with disabilities, and the
Internet’s impact upon democracy.

In the later editions of her textbook, Johnson added to the ongoing ‘unique-
ness debate’ with Maner and other scholars. She granted that computer tech-
nology has created new kinds of entities – such as software and databases –
and new ways to ‘instrument’ human actions. These innovations, she said, do
lead to new, unique, specific ethical questions – for example, ‘Should own-
ership of software be protected by law?’ and ‘Do huge databases of personal
information threaten privacy?’ She insisted, in both later editions of her text-
book, however, that the new specific ethical questions are merely ‘new species
of old moral issues’ like protection of human privacy or ownership of intellec-
tual property. They are not, she said, wholly new ethical problems requiring
additions to traditional ethical theories, as Maner had claimed.

2.9 A classic computer ethics theory

A watershed year in the history of computer ethics was 1985, not only because
of the publication of Johnson’s agenda-setting textbook, but also because of
the appearance of James Moor’s classic paper ‘What is Computer Ethics?’ (Moor
1985). In that paper, Moor offered an account of the nature of computer ethics
and an explanation of why computer technology generates so many ethical
questions compared to other technologies. Computing technology is genuinely
revolutionary, said Moor, because it is ‘logically malleable’:

Computers are logically malleable in that they can be shaped and molded to do
any activity that can be characterized in terms of inputs, outputs and connecting
logical operations. . . . Because logic applies everywhere, the potential applic-
ations of computer technology appear limitless. The computer is the nearest
thing we have to a universal tool. Indeed, the limits of computers are largely
the limits of our own creativity. (Moor 1985, p. 269)

Logical malleability makes it possible for people to do a wide variety of things
that they never were able to do before. Because such things were not done
in the past, it is possible, perhaps likely, that there is no law or standard of
good practice or ethical rule to govern them. Moor calls such cases ‘policy
vacuums’, and these can sometimes lead to ‘conceptual muddles’:

A typical problem in computer ethics arises because there is a policy vacuum
about how computer technology should be used. Computers provide us with new
capabilities and these in turn give us new choices for action. Often, either no
policies for conduct in these situations exist or existing policies seem inadequate.
A central task of computer ethics is to determine what we should do in such
cases, that is, formulate policies to guide our actions. . . . One difficulty is that
along with a policy vacuum there is often a conceptual vacuum. Although a
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problem in computer ethics may seem clear initially, a little reflection reveals a
conceptual muddle. What is needed in such cases is an analysis that provides
a coherent conceptual framework within which to formulate a policy for
action. (Moor 1985, p. 266)

This explanation of the nature and cause of computer ethics problems was
found to be insightful and helpful by many thinkers. It provided a way to
understand and deal with emerging computer ethics problems, and it quickly
became the most influential account of the nature of computer ethics among
a growing number of scholars.

More than a decade later, Moor significantly enhanced his theory of com-
puter ethics (Moor 1998). For example, he introduced the notion of ‘core
values’ – such as life, health, happiness, security, resources, opportunities and
knowledge – which are so important to the continued survival of a community
that essentially all communities must value them. If a community did not value
these things, it would likely cease to exist. With the help of ‘core values’ and
some ethical ideas from Bernard Gert (Gert 1998), Moor later added an account
of justice, which he called ‘just consequentialism’, combining deontological
and consequentialist ideas (Moor 1999).

Moor’s way of analysing and resolving computer ethics issues was both
creative and practical. It provided a broad perspective on the nature of the
information revolution; and, in addition, by using effective ideas like ‘logical
malleability’, ‘policy vacuums’, ‘conceptual muddles’, ‘core values’ and ‘just
consequentialism’, he provided a very effective problem-solving method:

(1) Identify a policy vacuum generated by computing technology.
(2) Eliminate any conceptual muddles.
(3) Use core values and the ethical resources of ‘just consequentialism’ to

revise existing, but inadequate, policies or to create new policies that will
fill the vacuum and thereby resolve the original ethical problem.

2.10 Computer ethics and human values

A common thread that runs through much of the history of computer ethics,
from Norbert Wiener onwards, is concern for the protection and advance-
ment of major human values like life, health, security, freedom, knowledge,
happiness, resources, power and opportunity. Wiener, for example, focused
attention on what he called ‘great human values’ like freedom, opportunity,
security and happiness; and most of the specific examples and cases included
in his relevant works are examples of defending or advancing such values –
e.g., preserving security, resources and opportunities for factory workers by
preventing massive unemployment from robotic factories, or avoiding threats
to national security from decision-making war-game machines. In Moor’s



35 The historical roots of information and computer ethics

computer ethics theory, respect for ‘core values’ is a central aspect of his
‘just consequentialism’ theory of justice, as well as his influential analysis of
human privacy. The fruitfulness of the ‘human-values approach’ to computer
ethics is reflected in the fact that it has served as the organizing theme of major
computer-ethics conferences, such as the 1991 watershed National Conference
on Computing and Values that was organized around impacts of computing
upon security, property, privacy, knowledge, freedom and opportunities. In
the late 1990s, a new approach to computer ethics, ‘value-sensitive com-
puter design’, emerged (see Chapter 5 in this book), based upon the insight
that human values can be ‘embedded’ within technology, and so potential
computer-ethics problems can be avoided, while new technology is under
development, by anticipating possible harm to human values and designing
new technology from the very beginning in ways that prevent such harm. (See,
for example, Friedman and Nissenbaum 1996, Friedman 1997, Brey 2000,
Introna and Nissenbaum 2000, Introna 2005, Flanagan et al. 2008.)

2.11 The philosophy of information

By the mid 1990s, the information revolution, which Wiener had distantly
envisioned fifty years before, was well under way. A vast diversity of infor-
mation and communication artefacts had been invented and were proliferat-
ing across the globe: mainframe computers; mini, desktop and laptop com-
puters; software; databases; word processors; spreadsheets; electronic games;
the Internet; email; and on, and on. Robots had joined or replaced human
workers in some factories; some people had become ‘telecommuters’ work-
ing from home online, instead of travelling to an office or a factory; ‘virtual
communities’, with geographically dispersed members, were multiplying; and
decision-making machines were replacing certain people in medical centres,
banks, airplane cockpits, classrooms, etc. At the same time, influential physi-
cists – like John Wheeler at Princeton (Wheeler 1990) – had begun to argue
that the Universe is made of information.

In this context, philosopher Luciano Floridi launched an ambitious project
to create a new philosophical paradigm, which he named ‘the philosophy of
information’ (henceforth PI). He believed that other paradigms in philosophy
– such as, analytic philosophy, phenomenology, existentialism, and so on –
had become ‘scholastic’, and therefore stagnant as intellectual enterprises:

Scholasticism, understood as an intellectual topology rather than a scholarly
category, represents the inborn inertia of a conceptual system, when not its
rampant resistance to innovation. It is institutionalized philosophy at its
worst. . . . It manifests itself as a pedantic and often intolerant adherence to some
discourse (teachings, methods, values, viewpoints, canons of authors, positions,
theories, or selections of problems, etc.), set by a particular group (a philosopher,
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a school of thought, a movement, a trend, etc.), at the expense of alternatives,
which are ignored or opposed. (Floridi 2002b, p. 125)

Philosophy, said Floridi,

can flourish only by constantly re-engineering itself. A philosophy that is not
timely but timeless is not an impossible philosophia perennis, which claims
universal validity over past and future intellectual positions, but a stagnant
philosophy. (Floridi 2002b, p. 128)

As an alternative to scholastic philosophical systems and communities, Floridi
set for himself the ambitious task of creating a new philosophical paradigm
which he believed would someday become part of the ‘bedrock’ of philosophy
(philosophia prima). At the heart of his new paradigm was to be the concept
of information, a concept with multiple meanings,

a concept as fundamental and important as being, knowledge, life, intelligence,
meaning, or good and evil – all pivotal concepts with which it is interdepen-
dent – and so equally worthy of autonomous investigation. It is also a more
impoverished concept, in terms of which the others can be expressed and inter-
related, when not defined. (Floridi 2002b, p. 134)

Upon first sight, the metaphysical presuppositions of Floridi’s PI paradigm
seem much like those of Wiener’s metaphysics. For example, both assume that
objects in the Universe are made of information and both consider entropy
to be a fundamental evil. Such initial impressions, however, are in need of
further qualification because the kind of information that Wiener had in mind
is Shannon information, which is syntactic, but not semantic, and it is subject
to laws of physics such as the second law of thermodynamics. Floridi’s fun-
damental information, on the contrary, is ‘strongly semantic’ and not subject
to the laws of physics; and Floridi’s entropy is not the thermodynamic kind
that Wiener presupposed, but is synonymous with Non-Being. The informa-
tional universe that Wiener had in mind is the materialistic one that physicists
study; while Floridi’s universe, which he named ‘the infosphere’, is Platonic
and Spinozistic and includes ‘the semantic environment in which millions of
people spend their time nowadays’ (Floridi 2002b, p. 134). It includes not only
material objects understood informationally, but also entities, like Platonic
abstractions or possible beings, that are not subject to the laws of physics
(Floridi 2008e, p. 12).

2.12 Floridi’s Information Ethics theory

A major component of Floridi’s new philosophical paradigm is the ethical
theory that he calls INFORMATION ETHICS (henceforth IE to distinguish
Floridi’s theory from the more general field of information ethics in the broad
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sense). Floridi describes his IE theory as a ‘macroethics’ (his word), similar to
virtue ethics, deontologism, consequentialism and contractualism in that it is
intended to be applicable to all ethical situations. On the other hand, IE is
different from these traditional theories because it is not intended to replace
them, but rather to supplement them with further ethical considerations that
can sometimes be overridden by more traditional ethical concerns (Floridi
2005b).

What are the fundamental components of IE? According to Floridi, every
existing entity in the Universe, when viewed from a certain ‘level of abstrac-
tion’, can be construed as an ‘informational object’ with a characteristic data
structure that constitutes its very nature. And, for this reason, the Universe
considered as a whole can be called ‘the infosphere’. Each entity in the info-
sphere can be damaged or destroyed by altering its characteristic data struc-
ture, thereby preventing it from ‘flourishing’. Such damage or destruction
Floridi calls ‘entropy’, which results in the ‘empoverishment of the infosphere’.
Entropy, therefore, constitutes evil that should be avoided or minimized. With
this in mind, Floridi offers four ‘fundamental principles’ of IE:

(0) entropy ought not to be caused in the infosphere (null law)
(1) entropy ought to be prevented in the infosphere
(2) entropy ought to be removed from the infosphere
(3) the flourishing of informational entities as well as the whole infosphere

ought to be promoted by preserving, cultivating and enriching their prop-
erties

By construing every existing entity as an ‘informational object’ with at least
a minimal moral worth, Floridi shifts the focus of ethical consideration away
from the actions, characters and values of human agents toward the ‘evil’
(harm, dissolution, destruction) – ‘entropy’ – suffered by objects in the info-
sphere. With this approach, every existing entity – humans, other animals,
organizations, plants, non-living artefacts, electronic objects in cyberspace,
pieces of intellectual property, stones, Platonic abstractions, possible beings,
vanished civilizations – can be interpreted as potential agents that affect other
entities, and as potential patients that are affected by other entities. Thus,
Floridi’s IE can be described as a ‘patient-based’ non-anthropocentric ethical
theory instead of the traditional ‘agent-based’ anthropocentric ethical theories
like deontologism, contractualism, consequentialism and virtue theory.

The addition of Floridi’s IE to traditional anthropocentric ethical theories
adds a new basis for ethical judgement and fills important ‘gaps’ left by those
other theories:

(i) The Western anthropocentric ethical theories do not successfully account
for a significant aspect of human ethical experience, namely, the feeling
or attitude of respect for all of nature. Such respect or reverence has been
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a significant aspect of other Western ethical theories, like that of Spinoza
or some of the Stoics, and it is an important feature of Eastern ethical
theories like those of Buddhism and Taoism (Hongladarom 2008).

(ii) The Western anthropocentric ethical theories, because they focus exclu-
sively upon human actions, characters and values, are not well suited to
the task of ethically analysing or informing the activities of new kinds
of ‘agents’ – like robots, softbots and cyborgs – which are proliferating
rapidly and playing an ever-increasing role in the information society.

Floridi’s IE is an ethical theory for the information age, rooted in the science,
technology and social changes that have made the information revolution
possible.
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Ethical approaches





3 Values in technology and disclosive
computer ethics

Philip Brey

3.1 Introduction

Is it possible to do an ethical study of computer systems themselves inde-
pendently of their use by human beings? The theories and approaches in this
chapter answer this question affirmatively and hold that such studies should
have an important role in computer and information ethics. In doing so, they
undermine conventional wisdom that computer ethics, and ethics generally,
is concerned solely with human conduct, and they open up new directions for
computer ethics, as well as for the design of computer systems.

As our starting point for this chapter, let us consider some typical examples
of ethical questions that are raised in relation to computers and information
technology, such as can be found throughout this book:

� Is it wrong for a system operator to disclose the content of employee email
messages to employers or other third parties?

� Should individuals have the freedom to post discriminatory, degrading and
defamatory messages on the Internet?

� Is it wrong for companies to use data-mining techniques to generate con-
sumer profiles based on purchasing behaviour, and should they be allowed
to do so?

� Should governments design policies to overcome the digital divide between
skilled and unskilled computer users?

As these examples show, ethical questions regarding information and com-
munication technology typically focus on the morality of particular ways of
using the technology or the morally right way to regulate such uses.

Taken for granted in such questions, however, are the computer systems
and software that are used. Could there, however, not also be valid ethical
questions that concern the technology itself? Could there be an ethics of
computer systems separate from the ethics of using computer systems? The
embedded values approach in computer ethics, formulated initially by Helen
Nissenbaum (1998; Flanagan, Howe and Nissenbaum 2008) and since adopted
by many authors in the field, answers these questions affirmatively, and aims
to develop a theory and methodology for moral reflection on computer systems
themselves, independently of particular ways of using them.



42 Philip Brey

The embedded values approach holds that computer systems and software
are not morally neutral and that it is possible to identify tendencies in them to
promote or demote particular moral values and norms. It holds, for example,
that computer programs can be supportive of privacy, freedom of informa-
tion, or property rights or, instead, to go against the realization of these val-
ues. Such tendencies in computer systems are called ‘embedded’, ‘embodied’
or ‘built-in’ moral values or norms. They are built-in in the sense that they
can be identified and studied largely or wholly independently of actual uses
of the system, although they manifest themselves in a variety of uses of
the system. The embedded values approach aims to identify such tenden-
cies and to morally evaluate them. By claiming that computer systems may
incorporate and manifest values, the embedded values approach is not claim-
ing that computer systems engage in moral actions, that they are morally
praiseworthy or blameworthy, or that they bear moral responsibility (Johnson
2006). It is claiming, however, that the design and operation of computer
systems has moral consequences and therefore should be subjected to ethical
analysis.

If the embedded values approach is right, then the scope of computer ethics
is broadened considerably. Computer ethics should not just study ethical issues
in the use of computer technology, but also in the technology itself. And if
computer systems and software are indeed value-laden, then many new ethi-
cal issues emerge for their design. Moreover, it suggests that design practices
and methodologies, particularly those in information systems design and soft-
ware engineering, can be changed to include the consideration of embedded
values.

In the following section, Section 3.2, the case will be made for the embed-
ded values approach, and some common objections against it will be dis-
cussed. Section 3.3 will then turn to an exposition of a particular approach
in computer ethics that incorporates the embedded values approach, disclo-
sive computer ethics, proposed by the author (Brey 2000). Disclosive com-
puter ethics is an attempt to incorporate the notion of embedded values
into a comprehensive approach to computer ethics. Section 3.4 considers
value-sensitive design (VSD), an approach to design developed by computer
scientist Batya Friedman and her associates, which incorporates notions of
the embedded values approach (Friedman, Kahn and Borning 2006). The
VSD approach is not an approach within ethics but within computer sci-
ence, specifically within information systems design and software engineer-
ing. It aims to account for values in a comprehensive manner in the design
process, and makes use of insights of the embedded values approach for
this purpose. In a concluding section, the state of the art in these dif-
ferent approaches is evaluated and some suggestions are made for future
research.
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3.2 How technology embodies values

The existing literature on embedded values in computer technology is still
young, and has perhaps focused more on case studies and applications for
design than on theoretical underpinnings. The idea that technology embod-
ies values has been inspired by work in the interdisciplinary field of science
and technology studies, which investigates the development of science and
technology and their interaction with society. Authors in this field agree that
technology is not neutral but shaped by society. Some have argued, specifi-
cally, that technological artefacts (products or systems) issue constraints on
the world surrounding them (Latour 1992) and that they can harbour political
consequences (Wiener 1954). Authors in the embedded value approach have
taken these ideas and applied them to ethics, arguing that technological arte-
facts are not morally neutral but value-laden. However, what it means for an
artefact to have an embedded value remains somewhat vague.

In this section a more precise description of what it means for a technologi-
cal artefact to have embedded values is articulated and defended. The position
taken here is in line with existing accounts of embedded values, although their
authors need not agree with all of the claims made in this section. The idea
of embedded values is best understood as a claim that technological artefacts
(and in particular computer systems and software) have built-in tendencies to
promote or demote the realization of particular values. Defined in this way, a
built-in value is a special sort of built-in consequence. In this section a defence
of the thesis that technological artefacts are capable of having built-in con-
sequences is first discussed. Then tendencies for the promotion of values are
identified as special kinds of built-in consequences of technological artefacts.
The section is concluded by a brief review of the literature on values in infor-
mation technology, and a discussion of how values come to be embedded in
technology.

3.2.1 Consequences built into technology

The embedded values approach promotes the idea that technology can have
built-in tendencies to promote or demote particular values. This idea, how-
ever, runs counter to a frequently held belief about technology, the idea that
technology itself is neutral with respect to consequences. Let us call this the
neutrality thesis. The neutrality thesis holds that there are no consequences
that are inherent to technological artefacts, but rather that artefacts can always
be used in a variety of different ways, and that each of these uses comes with
its own consequences. For example, a hammer can be used to hammer nails,
but also to break objects, to kill someone, to flatten dough, to keep a pile of
paper in place or to conduct electricity. These uses have radically different
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effects on the world, and it is difficult to point to any single effect that is
constant in all of them.

The hammer example, and other examples like it (a similar example could
be given for a laptop), suggest strongly that the neutrality thesis is true. If so,
this would have important consequences for an ethics of technology. It would
follow that ethics should not pay much attention to technological artefacts
themselves, because they in themselves do not ‘do’ anything. Rather, ethics
should focus on their usage alone.

This conclusion holds only if one assumes that the notion of embedded
values requires that there are consequences that manifest themselves in each
and every use of an artefact. But this strong claim need not be made. A
weaker claim is that artefacts may have built-in consequences in that there
are recurring consequences that manifest themselves in a wide range of uses
of the artefact, though not in all uses. If such recurring consequences can be
associated with technological artefacts, this may be sufficient to falsify the
strong claim of the neutrality thesis that each use of a technological artefact
comes with its own consequences. And a good case can be made that at least
some artefacts can be associated with such recurring consequences.

An ordinary gas-engine automobile, for example, can evidently be used
in many different ways: for commuter traffic, for leisure driving, to taxi
passengers or cargo, for hit jobs, for auto racing, but also as a museum piece,
as a temporary shelter for the rain or as a barricade. Whereas there is no single
consequence that results from all of these uses, there are several consequences
that result from a large number of these uses: in all but the last three uses,
gasoline is used up, greenhouse gases and other pollutants are being released,
noise is being generated, and at least one person (the driver) is being moved
around at high speeds. These uses, moreover, have something in common:
they are all central uses of automobiles, in that they are accepted uses that
are frequent in society and that account for the continued production and
usage of automobiles. The other three uses are peripheral in that they are
less dominant uses that depend for their continued existence on these central
uses, because their central uses account for the continued production and
consumption of automobiles. Central uses of the automobile make use of its
capacity for driving, and when it is used in this capacity, certain consequences
are very likely to occur. Generalizing from this example, a case can be made
that technological artefacts are capable of having built-in consequences in
the sense that particular consequences may manifest themselves in all of the
central uses of the artefact.

It may be objected that, even with this restriction, the idea of built-in
consequences employs a too deterministic conception of technology. It sug-
gests that, when technological artefacts are used, particular consequences are
necessary or unavoidable. In reality, there are usually ways to avoid par-
ticular consequences. For example, a gas-fuelled automobile need not emit
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greenhouse gases into the atmosphere if a greenbox device is attached to it,
which captures carbon dioxide and nitrous oxide and converts it into bio-oil.
To avoid this objection, it may be claimed that the notion of built-in con-
sequences does not refer to necessary, unavoidable consequences but rather
to strong tendencies towards certain consequences. The claim is that these
consequences are normally realized whenever the technology is used, unless
it is used in a context that is highly unusual or if extraordinary steps are
taken to avoid particular consequences. Built-in consequences are therefore
never absolute but always relative to a set of typical uses and contexts of use,
outside of which the consequences may not occur.

Do many artefacts have built-in consequences in the way defined above?
The extent to which technological artefacts have built-in consequences can be
correlated with two factors: the extent to which they are capable of exerting
force or behaviour autonomously, and the extent to which they are embedded
in a fixed context of use. As for the first parameter, some artefacts seem
to depend strongly on users for their consequences, whereas others seem to
be able to generate effects on their own. Mechanical and electrical devices,
in particular, are capable of displaying all kinds of behaviours on their own,
ranging from simple processes, like the consumption of fuel or the emission of
steam, to complex actions, like those of robots and artificial agents. Elements
of infrastructure, like buildings, bridges, canals and railway tracks, may not
behave autonomously but, by their mere presence, they do impose significant
constraints on their environment, including the actions and movements of
people, and in this way engender their own consequences. Artefacts that are
not mechanical, electrical or infrastructural, like simple hand-held tools and
utensils, tend to have less consequences of their own and their consequences
tend to be more dependent on the uses to which they are put.

As for the second parameter, it is easier to attribute built-in consequences
to technological artefacts that are placed in a fixed context of use than to
those that are used in many different contexts. Adapting an example by
Winner (1980), an overpass that is 180 cm (6 ft) high has as a generic built-in
consequence that it prevents traffic from going through that is more than
180 cm high. But when such an overpass is built over the main access road
to an island from a city in which automobiles are generally less than 180 cm
high and buses are taller, then it acquires a more specific built-in consequence,
which is that buses are being prevented from going to the island whereas
automobiles do have access. When, in addition, it is the case that buses are
the primary means of transportation for black citizens, whereas most white
citizens own automobiles, then the more specific consequence of the overpass
is that it allows easy access to the island for one racial group, while denying
it to another. When the context of use of an artefact is relatively fixed, the
immediate, physical consequences associated with a technology can often
be translated into social consequences because there are reliable correlations
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between the physical and the social (for example between prevention of access
to buses and prevention of access to blacks) that are present (Latour 1992).

3.2.2 From consequences to values

Let us now turn from built-in consequences to embedded values. An embedded
value is a special kind of built-in consequence. It has already been explained
how technological artefacts can have built-in consequences. What needs to
be explained now is how some of these built-in consequences can be asso-
ciated with values. To be able to make this case, let us first consider what a
value is.

Although the notion of a value remains somewhat ambiguous in philosophy,
some agreements seem to have emerged (Frankena 1973). First, philosophers
tend to agree that values depend on valuation. Valuation is the act of valuing
something, or finding it valuable, and to find something valuable is to find it
good in some way. People find all kinds of things valuable, both abstract and
concrete, real and unreal, general and specific. Those things that people find
valuable that are both ideal and general, like justice and generosity, are called
values, with disvalues being those general qualities that are considered to be
bad or evil, like injustice and avarice. Values, then, correspond to idealized
qualities or conditions in the world that people find good. For example, the
value of justice corresponds to some idealized, general condition of the world
in which all persons are treated fairly and rewarded rightly.

To have a value is to want it to be realized. A value is realized if the
ideal conditions defined by it are matched by conditions in the actual world.
For example, the value of freedom is fully realized if everyone in the world
is completely free. Often, though, a full realization of the ideal conditions
expressed in a value is not possible. It may not be possible for everyone to be
completely free, as there are always at least some constraints and limitations
that keep people from a state of complete freedom. Therefore, values can
generally be realized only to a degree.

The use of a technological artefact may result in the partial realization of a
value. For instance, the use of software that has been designed not to make
one’s personal information accessible to others helps to realize the value of
privacy. The use of an artefact may also hinder the realization of a value or
promote the realization of a disvalue. For instance, the use of software that
contains spyware or otherwise leaks personal data to third parties harms the
realization of the value of privacy. Technological artefacts are hence capable
of either promoting or harming the realization of values when they are used.
When this occurs systematically, in all of its central uses, we may say that
the artefact embodies a special kind of built-in consequence, which is a built-
in tendency to promote or harm the realization of a value. Such a built-in
tendency may be called, in short, an embedded value or disvalue. For example,
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spyware-laden software has a tendency to harm privacy in all of its typical
uses, and may therefore be claimed to have harm to privacy as an embedded
disvalue.

Embedded values approaches often focus on moral values. Moral values
are ideals about how people ought to behave in relation to others and them-
selves and how society should be organized so as to promote the right course
of action. Examples of moral values are justice, freedom, privacy and hon-
esty. Next to moral values, there are different kinds of non-moral values, for
example, aesthetic, economic, (non-moral) social and personal values, such as
beauty, efficiency, social harmony and friendliness.

Values should be distinguished from norms, which can also be embedded
in technology. Norms are rules that prescribe which kinds of actions or state
of affairs are forbidden, obligatory or allowed. They are often based on values
that provide a rationale for them. Moral norms prescribe which actions are
forbidden, obligatory or allowed from the point of view of morality. Exam-
ples of moral norms are ‘do not steal’ and ‘personal information should not
be provided to third parties unless the bearer has consented to such distri-
bution’. Examples of non-moral norms are ‘pedestrians should walk on the
right side of the street’ and ‘fish products should not contain more than
10 mg histamines per 100 grams’. Just as technological artefacts can promote
the realization of values, they can also promote the enforcement of norms.
Embedded norms are a special kind of built-in consequence. They are tenden-
cies to effectuate norms by bringing it about that the environment behaves
or is organized according to the norm. For example, web browsers can be set
not to accept cookies from websites, thereby enforcing the norm that websites
should not collect information about their user. By enforcing a norm, arte-
facts thereby also promote the corresponding value, if any (e.g., privacy in the
example).

So far we have seen that technological artefacts may have embedded values
understood as special kinds of built-in consequences. Because this conception
relates values to causal capacities of artefacts to affect their environment, it
may be called the causalist conception of embedded values. In the literature
on embedded values, other conceptions have been presented as well. Notably,
Flanagan, Howe and Nissenbaum (2008) and Johnson (1997) discuss what they
call an expressive conception of embedded values. Artefacts may be said to be
expressive of values in that they incorporate or contain symbolic meanings
that refer to values. For example, a particular brand of computer may sym-
bolize or represent status and success, or the representation of characters and
events in a computer game may reveal racial prejudices or patriarchal values.
Expressive embedded values in artefacts represent the values of designers or
users of the artefact. This does not imply, however, that they also function
to realize these values. It is conceivable that the values expressed in arte-
facts cause people to adopt these values and thereby contribute to their own
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realization. Whether this happens frequently remains an open question. In
any case, whereas the expressive conception of embedded values merits fur-
ther philosophical reflection, the remainder of this chapter will be focused on
the causalist conception.

3.2.3 Values in information technology

The embedded values approach within computer ethics studies embedded val-
ues in computer systems and software and their emergence, and provides
moral evaluations of them. The study of embedded values in Information and
Communication Technology (ICT) has begun with a seminal paper by Batya
Friedman and Helen Nissenbaum in which they consider bias in computer
systems (Friedman and Nissenbaum 1996). A biased computer system or pro-
gram is defined by them as one that systematically and unfairly discriminates
against certain individuals or groups, who may be users or other stakeholders
of the system. Examples include educational programs that have much more
appeal to boys than to girls, loan approval software that gives negative rec-
ommendations for loans to individuals with ethnic surnames, and databases
for matching organ donors with potential transplant recipients that system-
atically favour individuals retrieved and displayed immediately on the first
screen over individuals displayed on later screens. Building on their work, I
have distinguished user biases that discriminate against (groups of) users of an
information system, and information biases that discriminate against stake-
holders represented by the system (Brey 1998). I have discussed various kinds
of user bias, such as user exclusion and the selective penalization of users,
as well as different kinds of information bias, including bias in information
content, data selection, categorization, search and matching algorithms and
the display of information.

After their study of bias in computer systems, Friedman and Nissenbaum
went on to consider consequences of software agents for the autonomy of
users. Software agents are small programs that act on behalf of the user to
perform tasks. Friedman and Nissenbaum (1987) argue that software agents
can undermine user autonomy in various ways – for example by having only
limited capabilities to perform wanted tasks or by not making relevant infor-
mation available to the user – and argue that it is important that software
agents are designed so as to enhance user autonomy. The issue of user auton-
omy is also taken up in Brey (1998, 1999c), in which I argue that computer
systems can undermine autonomy by supporting monitoring by third parties,
by imposing their own operational logic on the user, thus limiting creativity
and choice, or by making users dependent on systems operators or others for
maintenance or access to systems functions.

Deborah Johnson (1997) considers the claim that the Internet is an inher-
ently democratic technology. Some have claimed that the Internet, because of
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its distributed and nonhierarchical nature, promotes democratic processes by
empowering individuals and stimulating democratic dialogue and decision-
making (see Chapter 10). Johnson subscribes to this democratic potential.
She cautions, however, that these democratic tendencies may be limited if
the Internet is subjected to filtering systems that only give a small group of
individuals control over the flow of information on the Internet. She hence
identifies both democratic and undemocratic tendencies in the technology that
may become dominant depending on future use and development.

Other studies, within the embedded values approach, have focused on spe-
cific values, such as privacy, trust, community, moral accountability and
informed consent, or on specific technologies. Introna and Nissenbaum (2000)
consider biases in the algorithms of search engines, which, they argue, favour
websites with a popular and broad subject matter over specialized sites, and the
powerful over the less powerful. Introna (2007) argues that existing plagiarism
detection software creates an artificial distinction between alleged plagiarists
and non-plagiarists, which is unfair. Introna (2005) considers values embed-
ded in facial recognition systems. Camp (1999) analyses the implications of
Internet protocols for democracy. Flanagan, Howe and Nissenbaum (2005)
study values in computer games, and Brey (1999b, 2008) studies them in
computer games, computer simulations and virtual reality applications. Agre
and Mailloux (1997) reveal the implications for privacy of Intelligent Vehicle-
Highway Systems, Tavani (1999) analyses the implications of data-mining
techniques for privacy and Fleischmann (2007) considers values embedded in
digital libraries.

3.2.4 The emergence of values in information technology

What has not been discussed so far is how technological artefacts and systems
acquire embedded values. This issue has been ably taken up by Friedman
and Nissenbaum (1996). They analyse the different ways in which biases
(injustices) can emerge in computer systems. Although their focus is on biases,
their analysis can easily be generalized to values in general. Biases, they argue,
can have three different types of origins. Preexisting biases arise from values
and attitudes that exist prior to the design of a system. They can either be
individual, resulting from the values of those who have a significant input into
the design of the systems, or societal, resulting from organizations, institutions
or the general culture that constitute the context in which the system is
developed. Examples are racial biases of designers that become embedded in
loan approval software, and overall gender biases in society that lead to the
development of computer games that are more appealing to boys than to girls.
Friedman and Nissenbaum note that preexisting biases can be embedded in
systems intentionally, through conscious efforts of individuals or institutions,
or unintentionally and unconsciously.
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A second type is technical bias, which arises from technical constraints or
considerations. The design of computer systems includes all kinds of technical
limitations and assumptions that are perhaps not value-laden in themselves
but that could result in value-laden designs, for example because limited
screen sizes cannot display all results of a search process, thereby privileging
those results that are displayed first, or because computer algorithms or models
contain formalized, simplified representations of reality that introduce biases
or limit the autonomy of users, or because software engineering techniques
do not allow for adequate security, leading to systematic breaches of privacy.
A third and final type is emergent bias, which arises when the social context
in which the system is used is not the one intended by its designers. In the
new context, the system may not adequately support the capabilities, values
or interests of some user groups or the interests of other stakeholders. For
example, an ATM that relies heavily on written instructions may be installed
in a neighborhood with a predominantly illiterate population.

Friedman and Nissenbaum’s classification can easily be extended to embed-
ded values in general. Embedded values may hence be identified as preexist-
ing, technical or emergent. What this classification shows is that embedded
values are not necessarily a reflection of the values of designers. When they
are, moreover, their embedding often has not been intentional. However, their
embedding can be an intentional act. If designers are aware of the way in
which values are embedded into artefacts, and if they can sufficiently antic-
ipate future uses of an artefact and its future context(s) of use, then they
are in a position to intentionally design artefacts to support particular val-
ues. Several approaches have been proposed in recent years that aim to make
considerations of value part of the design process. In Section 3.4, the most
influential of these approaches, called value-sensitive design, is discussed. But
first, let us consider a more philosophical approach that also adopts the notion
of embedded values.

3.3 Disclosive computer ethics

The approach of disclosive computer ethics (Brey 2000, 1999a) intends to
make the embedded values approach part of a comprehensive approach
to computer ethics. It is widely accepted that the aim of computer ethics is
to morally evaluate practices that involve computer technology and to devise
ethical policies for these practices. The practices in question are activities of
designing, using and managing computer technology by individuals, groups
or organizations. Some of these practices are already widely recognized in
society as morally controversial. For example, it is widely recognized that
copying patented software and filtering Internet information are morally con-
troversial practices. Such practices may be called morally transparent because
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the practice is known and it is roughly understood what moral values are at
stake in relation to it.

In other computer-related practices, the moral issues that are involved may
not be sufficiently recognized. This may be the case because the practices
themselves are not well known beyond a circle of specialists, or because they
are well known but not recognized as morally charged because they have
a false appearance of moral neutrality. Practices of this type may be called
morally opaque, meaning that it is not generally understood that the practice
raises ethical questions or what these questions may be. For example, the
practice of browser tracking is morally opaque because it is not well known
or well understood by many people, and the practice of search engine use is
morally opaque because, although the practice is well known, it is not well
known that the search algorithms involved in the practice contain biases and
raise ethical questions.

Computer ethics has mostly focused on morally transparent practices, and
specifically on practices of using computer systems. Such approaches may be
called mainstream computer ethics. In mainstream computer ethics, a typical
study begins by identifying a morally controversial practice, like software
theft, hacking, electronic monitoring or Internet pornography. Next, the prac-
tice is described and analysed in descriptive terms, and finally, moral principles
and judgements are applied to it and moral deliberation takes place, resulting
in a moral evaluation of the practice and, possibly, a set of policy recommen-
dations. As Jim Moor has summed up this approach, ‘A typical problem in
computer ethics arises because there is a policy vacuum about how computer
technology should be used’ (1985, p. 266).

The approach of disclosive computer ethics focuses instead on morally
opaque practices. Many practices involving computer technology are morally
opaque because they include operations of technological systems that are very
complex and difficult to understand for laypersons and that are often hidden
from view for the average user. Additionally, practices are often morally
opaque because they involve distant actions over computer networks by sys-
tem operators, providers, website owners and hackers and remain hidden from
view from users and from the public at large. The aim of disclosive ethics is
to identify such morally opaque practices, describe and analyse them, so as
to bring them into view, and to identify and reflect on any problematic moral
features in them. Although mainstream and disclosive computer ethics are
different approaches, they are not rival approaches but are rather comple-
mentary. They are also not completely separable, because the moral opacity
of practices is always a matter of degree, and because a complex practice may
include both morally transparent and opaque dimensions, and thus require
both approaches.

Many computer-related practices that are morally opaque are so because
they depend on operations of computer systems that are value-laden without
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it being known. Many morally opaque practices, though not all, are the result
of undisclosed embedded values and norms in computer technology. A large
part of the work in disclosive computer ethics, therefore, focuses on the iden-
tification and moral evaluation of such embedded values.

3.3.1 Methodology: multi-disciplinary and multi-level

Research typically focuses on an (alleged) morally opaque practice (e.g., pla-
giarism detection) and optionally on a morally opaque computer system or
software program involved in this practice (e.g., plagiarism detection software).
The aim of the investigation usually is to reveal hidden morally problematic
features in the practice and to provide ethical reflections on these features,
optionally resulting in specific moral judgements or policy recommendations.
To achieve this aim, research should include three different kinds of research
activities, which take place at different levels of analysis. First, there is the
disclosure level. At this level, morally opaque practices and computer systems
are analysed from the point of view of one or more relevant moral values, like
privacy or justice. It is investigated whether and how the practice or system
tends to promote or demote the relevant value. At this point, very little moral
theory is introduced into the analysis, and only a coarse definition of the
value in question is used that can be refined later on into the research.

Second, there is the theoretical level at which moral theory is developed
and refined. As Jim Moor (1985) has pointed out, the changing settings and
practices that emerge with new computer technology may yield new values, as
well as require the reconsideration of old values. There may also be new moral
dilemmas because of conflicting values that suddenly clash when brought
together in new settings and practices. It may then be found that existing moral
theory has not adequately theorized these values and value conflicts. Privacy,
for example, is now recognized by many computer ethicists as requiring more
attention than it has previously received in moral theory. In part, this is
due to reconceptualizations of the private and public sphere, brought about
by the use of computer technology, which has resulted in inadequacies in
existing moral theory about privacy. It is part of the task of computer ethics
to further develop and modify existing moral theory when, as in the case of
privacy, existing theory is insufficient or inadequate in light of new demands
generated by new practices involving computer technology.

Third, there is the application level, in which, in varying degrees of speci-
ficity and concreteness, moral theory is applied to analyses that are the out-
come of research at the disclosure level. For example, the question of what
amount of protection should be granted to software developers against the
copying of their programs may be answered by applying consequentialist or
natural law theories of property; and the question of what actions governments
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should take in helping citizens have access to computers may be answered
by applying Rawls’ principles of justice. The application level is where moral
deliberation takes place. Usually, this involves the joint consideration of moral
theory, moral judgements or intuitions and background facts or theories, rather
than a slavish application of preexisting moral rules.

Disclosive ethics should not just be multi-level, ideally it should also be
a multi-disciplinary endeavour, involving ethicists, computer scientists and
social scientists. The disclosure level, particularly, is best approached in a
multi-disciplinary fashion because research at this level often requires con-
siderable knowledge of the technological aspects of the system or practice that
is studied and may also require expertise in social science for the analysis of
the way in which the functioning of systems is dependent on human actions,
rules and institutions. Ideally, research at the disclosure level, and perhaps
also at the application level, is best approached as a cooperative venture
between computer scientists, social scientists and philosophers. If this cannot
be attained, it should at least be carried out by researchers with an adequate
interdisciplinary background.

3.3.2 Focus on public values

The importance of disclosive computer ethics is that it makes transparent
moral features of practices and technologies that would otherwise remain
hidden, thus making them available for ethical analysis and moral decision-
making. In this way, it supplements mainstream computer ethics, which runs
the risk of limiting itself to the more obvious ethical dilemmas in computing.
An additional benefit is that it can point to novel solutions to moral dilemmas
in mainstream computer ethics. Mainstream approaches tend to seek solu-
tions for moral dilemmas through norms and policies that regulate usage.
But some of these moral dilemmas can also be solved by redesigning, replac-
ing or removing the technology that is used, or by modifying problematic
background practices that condition usage. Disclosive ethics can bring these
options into view. It thus reveals a broader arena for moral action, in which
different parties responsible for the design, adoption, use and regulation of
computer technology share responsibility for the moral consequences of using
it, and in which the technology itself is made part of the equation.

In Brey (2000) I have proposed a set of values that disclosive computer
ethics should focus on. This list included justice (fairness, non-discrimination),
freedom (of speech, of assembly), autonomy, privacy and democracy. Many
other values could be added, like trust, community, human dignity and moral
accountability. These are all public values, which are moral and social values
that are widely accepted in society. An emphasis on public values makes it
more likely that analyses in disclosive ethics can find acceptance in society
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and that they stimulate better policies, design practices or practices of using
technology. Of course, analysts will still have disagreements on the proper
definition or operationalization of public values and the proper way of bal-
ancing them against each other and against other constraints like cost and
usability, but such disagreements are inherent to ethics.

The choice for a particular set of values prior to analysis has been criticized
by Introna (2005), who argues that disclosive computer ethics should rather
focus on the revealing of hidden politics, interests and values in technological
systems and practices, without prioritizing which values ought to be real-
ized. This suggests a more descriptive approach to disclosive computer ethics
opposed to the more normative approach proposed in Brey (2000).

3.4 Value-sensitive design

The idea that computer systems harbour values has stimulated research into
the question how considerations of value can be made part of the design
process (Flanagan, Nissenbaum and Howe 2008). Various authors have made
proposals for incorporating considerations of value into design methodology.
Value-sensitive design (VSD) is the most elaborate and influential of these
approaches. VSD has been developed by computer scientist Batya Friedman
and her associates (Friedman, Kahn and Borning 2006, Friedman and Kahn
2003) and is an approach to the design of computer systems and software that
aims to account for and incorporate human values in a comprehensive manner
throughout the design process. The theoretical foundation of value-sensitive
design is provided in part by the embedded values approach, although it is
emphasized that values can result from both design and the social context in
which the technology is used, and usually emerge in the interaction between
the two.

The VSD approach proposes investigations into values, designs, contexts of
use and stakeholders with the aim of designing systems that incorporate and
balance the values of different stakeholders. It aims to offer a set of methods,
tools and procedures for designers by which they can systematically account
for values in the design process. VSD builds on previous work in various
fields, including computer ethics, social informatics (the study of information
and communication tools in cultural and institutional contexts), computer-
supported cooperative work (the study of how interdependent group work
can be supported by means of computer systems) and participatory design (an
approach to design that attempts to actively involve users in the design process
to help ensure that products meet their needs and are usable). The focus of
VSD is on ‘human values with ethical import’, such as privacy, freedom from
bias, autonomy, trust, accountability, identity, universal usability, ownership
and human welfare (Friedman and Kahn 2003, p. 1187).
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VSD places much emphasis on the values and needs of stakeholders. Stake-
holders are persons, groups or organizations whose interests can be affected
by the use of an artefact. A distinction is made between direct and indirect
stakeholders. Direct stakeholders are parties who interact directly with the
computer system or its output. That is, they function in some way as users
of the system. Indirect stakeholders include all other parties who are affected
by the system. The VSD approach proposes that the values and interests of
stakeholders are carefully balanced against each other in the design process.
At the same time, it wants to maintain that the human and moral values it
considers have standing independently of whether a particular person or group
upholds them (Friedman and Kahn 2003, p. 1186). This stance poses a possible
dilemma for the VSD approach: how to proceed if the values of stakeholders
are at odds with supposedly universal moral values that the analyst indepen-
dently brings to the table? This problem has perhaps not been sufficiently
addressed in current work in VSD. In practice, fortunately, there will often be
at least one stakeholder who has an interest in upholding a particular moral
value that appears to be at stake. Still, this fact does not provide a principled
solution for this problem.

3.4.1 VSD methodology

VSD often focuses on a technological system that is to be designed and
investigates how human values can be accounted for in its design. However,
designers may also focus on a particular value and explore its implications for
the design of various systems, or on a particular context of use, and explore
values and technologies that may play a role in it. With one of these three aims
in mind, VSD then utilizes a tripartite methodology that involves three kinds
of investigations: conceptual, empirical and technical. These investigations are
undertaken congruently and are ultimately integrated with each other within
the context of a particular case study.

Conceptual investigations aim to conceptualize and describe the values
implicated in a design, as well as the stakeholders affected by it, and consider
the appropriate trade-off between implicated values, including both moral
and non-moral values. Empirical investigations focus on the human context
in which the technological artefact is to be situated, so as to better anticipate
on this context and to evaluate the success of particular designs. They include
empirical studies of human behaviour, physiology, attitudes, values and needs
of users and other stakeholders, and may also consider the organizational con-
text in which the technology is used. Empirical investigations are important
in order to assess what the values and needs of stakeholders are, how techno-
logical artefacts can be expected to be used, and how they can be expected
to affect users and other stakeholders. Technical investigations, finally, study
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how properties of technological artefacts support or hinder human values and
how computer systems and software may be designed proactively in order
to support specific values that have been found important in the conceptual
investigation.

Friedman, Kahn and Borning (2003) propose a series of steps that may be
taken in VSD case studies. They are, respectively, the identification of the
topic of investigation (a technological system, value or context of use), the
identification of direct and indirect stakeholders, the identification of benefits
and harms for each group, the mapping of these benefits and harms onto
corresponding values, the conduction of a conceptual investigation of key
values, the identification of potential value conflicts and the proposal of
solutions for them, and the integration of resulting value considerations with
the larger objectives of the organization(s) that have a stake in the design.

3.4.2 VSD in practice

A substantial number of case studies within the VSD framework have been
completed, covering a broad range of technologies and values (see Friedman
and Freier 2005 for references). To see how VSD is brought into practice, two
case studies will now be described in brief.

In one study, Friedman, Howe and Felten (2002) analyse how the value of
informed consent (in relation to online interactions of end-users) might be bet-
ter implemented in the Mozilla browser, which is an open-source browser. They
first undertook an initial conceptual investigation of the notion of informed
consent, outlining real-world conditions that would have to be met for it, like
disclosure of benefits and risks, voluntariness of choice and clear communi-
cation in a language understood by the user. They then considered the extent
to which features of existing browsers already supported these conditions.
Next, they identified conditions that were supported insufficiently by these
features, and defined new design goals to attain this support. For example,
they found that users should have a better global understanding of cookie uses
and benefits and harms, and should have a better ability to manage cookies
with minimal distraction. Finally, they attempted to come up with designs of
new features that satisfied these goals, and proceeded to implement them into
the Mozilla browser.

In a second study, reported in Friedman, Kahn and Borning (2006), Kahn,
Friedman and their colleagues consider the design of a system consisting
of a plasma display and a high-definition TV camera. The display is to be
hung in interior offices and the camera is to be located outside, aimed at a
natural landscape. The display was to function as an ‘augmented window’
on nature that was to increase emotional well-being, physical health and
creativity in workers. In their VSD investigation, they operationalized some of
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these values and sought to investigate in a laboratory context whether they
were realized in office workers, which they found they did. They then also
identified indirect stakeholders of the system. These included those individuals
that were unwittingly filmed by the camera. Further research indicated that
many of them felt that the system violated their privacy. The authors concluded
that if the system is to be further developed and used, this privacy issue must
first be solved. It may be noted, in passing, that, whilst in these two examples
only a few values appear to be at stake, other case studies consider a much
larger number of values, and identify many more stakeholders.

3.5 Conclusion

This chapter focused on the embedded values approach, which holds that
computer systems and software are capable of harbouring embedded or ‘built-
in’ values, and on two derivative approaches, disclosive computer ethics and
value-sensitive design. It has been argued that, in spite of powerful arguments
for the neutrality of technology, a good case can be made that technological
artefacts, including computer systems, can be value-laden. The notion of an
embedded value was defined as a built-in tendency in an artefact to promote
or harm the realization of a value that manifests itself across the central
uses of an artefact in ordinary contexts of use. Examples of such values in
information technology were provided, and it was argued that such values
can emerge because they are held by designers or society at large, because
of technical constraints or considerations, or because of a changing context
of use.

Next, the discussion shifted to disclosive computer ethics, which was
described as an attempt to incorporate the notion of embedded values into
a comprehensive approach to computer ethics. Disclosive computer ethics
focuses on morally opaque practices in computing and aims to identify,
analyse and morally evaluate such practices. Many practices in computing
are morally opaque because they depend on computer systems that contain
embedded values that are not recognized as such. Therefore, disclosive ethics
frequently focuses on such embedded values. Finally, value-sensitive design
was discussed. This is a framework for accounting for values in a comprehen-
sive manner in the design of systems and software. The approach was related to
the embedded values approach and its main assumptions and methodological
principles were discussed.

Much work still remains to be done within the three approaches. The embed-
ded values approach could still benefit from more theoretical and conceptual
work, particularly regarding the very notion of an embedded value and its
relation to both the material features of artefacts and their context of use. Dis-
closive computer ethics could benefit from further elaboration of its central
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concepts and assumptions, a better integration with mainstream computer
ethics and more case studies. And VSD could still benefit from further devel-
opment of its methodology, its integration with accepted methodologies in
information systems design and software engineering, and more case studies.
In addition, more attention needs to be invested into the problematic tension
between the values of stakeholders and supposedly universal moral values
brought in by analysts. Yet, they constitute exciting new approaches in the
fields of computer ethics and computer science. In ethics, they represent an
interesting shift in focus from human agency to technological artefacts and
systems. In computer science, they represent an interesting shift from utili-
tarian and economic concerns to a concern for human values in design. As
a result, they promise both a better and more complete computer ethics as
well as improved design practices in both computer science and engineering
that may result in technology that lives up better to our moral and public
values.



4 The use of normative theories
in computer ethics

Jeroen van den Hoven

4.1 Introduction

Without Information and Communication Technologies (ICTs) many of the
activities that we undertake in the twenty-first century in the world of trade,
finance, transport, healthcare, science, education, administration, manage-
ment, communication, energy supply, industrial production, defence, engi-
neering and technology would be impossible. Computers have become a nec-
essary condition for all of our large-scale projects and complex endeavours.

Some of the major moral problems of Information Societies at the beginning
of the twenty-first century concern the quality and reliability of information,
control and governance of the Internet, responsibility for data processing,
property of software and privacy and protection of personal data and the
quality of life. There are also problems concerning power and dominance
of commercial parties, equal access and fair distribution of information. A
relatively new set of issues concerns the way the technology invades our daily
lives and affects the moral development of children and young people who
have had long and intense exposure to the technology and the content it
offers. This listing is not exhaustive and new issues are constantly appearing
as the technology develops. The issues occupy a prominent place in public
debates, demand attention in the policy arena and usually require regulation
because the lives and interest of many are potentially affected. Computer and
information ethics has tried to shed light upon these and other issues in the
last decades.1

ICTs have properties which make it difficult to make up our minds con-
cerning the answers to the moral questions to which they give rise and it is
certainly not the type of technology that we can decide to turn off or jetti-
son should we become uncomfortable with its problems and results. ICTs are
(1) ubiquitous and pervasive in a way in which our most common technical
artefacts are not. Common household appliances and ordinary objects nowa-
days are computers and will often be interconnected through wireless network

1 See for overviews Himma and Tavani 2008, Johnson 2009, van den Hoven and Weckert
2008, Weckert 2007.
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technologies. More and more everyday objects and artefacts are woven into
an Internet of Things that eventually meshes with the Internet of People. More
and more tasks involve interaction with computers or computerized tools and
devices. Technology and infrastructure which is omnipresent has a tendency
to blend into the background, become translucent and disappear from our
radar screen, making it more difficult to assess its role (Bowker and Star 1999).
(2) ICTs are a universal technology, because of their ‘logical malleability’ (Moor
1985). Digital computers are in essence Turing Machines that can be used to
simulate, communicate, recreate, calculate, and so much more, in all domains
of life in all sectors of society. The entities manipulated on the machine level
can be made to stand for everything that can be articulated and expressed
in terms of symbols. We can use the same machine to simulate a weather
storm, to distribute electrical power in a part of the country, to run a produc-
tion plant and archive government information. It is therefore often difficult
to see the common elements in the many manifestations and applications
of ICTs. ICTs are (3) a meta-technology, that is, a technology which forms
an essential ingredient in the development and use of other technologies. It
helps us to drive cars, make medical images, produce petrol and distribute
goods over the world. This may obscure the fact that problems which are
identified with the first-order technology are, in fact, problems with the meta-
technology. ICTs are also (4) a constitutive technology. Computing technology
co-constitutes the things to which it is applied. ICTs are often characterized as
an enabling technology and it is certainly correct to say that they enable us to
do new things and to do old things in new ways, but this must hide the fact
that, where ICTs are introduced they transform our old practices, discourses,
relations and our experiences in fundamental ways and they are partly con-
stitutive of new practices. If they are used in health care, health care will
change in important ways, if they are used in science and education, science
and education will never be the same again, if Internet and the World Wide
Web are introduced in the lives of children, their lives will be very different
from the childhood of people who grew up without online computer games
and social networking sites. Furthermore, ICTs are about information2 (5).
Information is so important to human beings that we tend to forget that we
use and process information constantly; we need it in deliberation, planning,
choice, decision-making, preference formation and judgement. If information
is inaccessible, wrong, inaccurate or incomplete, the results of these cog-
nitive processes are compromised. ICTs provide the mechanisms to channel
and manipulate this all-important good, hence the moral significance of their

2 Luciano Floridi’s work forms a broad-ranging and in-depth study of this aspect, see his
contribution ‘Information Ethics: Its Nature and Scope’ in van den Hoven and Weckert
2008, pp. 40–66, and the special issue of Ethics and Information Technology, vol. 10, 2008,
nos 2–3.
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evaluation, regulation and design. ICTs are also the expression of prior choices,
norms, values, and decisions (6). ICT applications are not neutral, but contain
the values and norms of those who have designed and engineered them. An
abundance of research provides evidence of intentional or inadvertent incor-
poration of norms in software (Friedman 1997). Finally, ICTs revolve around
new entities, such as digital computers, software and information goods, which
give rise to new practices and experiences. This makes it sometimes difficult
to account for them in terms of traditional moral and legal views (7).

These characteristics taken together form an explication of the common
observation that ICTs play a central but confusing role in our lives. It is often
not immediately clear that ICTs merit special attention and require moral
evaluation and analysis of the sort that computer and information ethics
attempt to provide.

A safe starting point for moral thinking is to look simply at the effects the
new entities have on people, the environment and on everything we endow
with moral standing, what people can do to each other by means of these
entities, how they constrain or enable us, how they change our experiences
and shape our thinking, how they affect our relationships and balances of
power. Another starting point is to turn to some of the ethical theories in the
history of philosophy, such as utilitarianism, Kantian ethics or virtue ethics,
and see whether they can shed light on the problems. This is what computer
ethics has done in the past three decades. This is also how we proceeded in the
case of thinking about the car, the television and the atom bomb when they
were introduced, and this is how we shall proceed in the case of evaluating
brain imaging technology and the use of carbon nano-tubes, artificial agents
and the applications of advanced robotics. We certainly need to retain what
is obviously helpful in traditional ethical thinking as it applies to ICTs, but
a fully adequate ethical treatment of ICTs in the decades ahead requires a
somewhat different approach to moral theorizing from the ones that have
been tried thus far.

First of all, there is no other way for moral thinking in the field of ICTs than
to embrace a robust conceptual and value pluralism – which does not imply
moral scepticism or moral relativism (4.2). Secondly, the conception of ethical
theory or ethical thinking must accommodate the pluralist condition and be
empirically informed, realistic and practical, so as to provide guidance and
direction in cases where information technology is actually used (4.3). Thirdly,
it should support conceptual reconstructions of ethical key concepts that play
an important role in the discourse that is actually used in the description,
evaluation and shaping of the technology, in order to fill conceptual vacuums
as described by Moor (4.4). Finally, it should focus on issues of moral design
of ICT applications at an early stage of development and not only focus on
their evaluation ex post (4.5).
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4.2 Value pluralism

Christine Korsgaard has pointed out that ‘one of the most important attributes
of humanity is our nearly bottomless capacity for conferring value on most
anything. It is not because of our shared values that we should accord consid-
eration to one another but because of our shared capacity for conferring value.
In other words, that fact about human nature is part of what makes liberal
democratic forms of the state the right ones’ (Korsgaard 2003, p. 73). This fact
about human beings and human lives has served as a point of departure of
much of contemporary moral theorizing. We confer value on different things,
but we also confer different values on one and the same thing.

Since Isaiah Berlin wrote his Two Concepts of Liberty (Berlin 1958), many
leading contemporary philosophers working in a broadly liberal tradition have
subscribed to the idea that there are many different and incommensurable – or
at least de facto conflicting – values or sources of moral evaluation (Galston
2002, pp. 3–15). In a different context, Berlin used an ancient proverb about
the difference between the fox and the hedgehog to illustrate the difference
between monists and pluralists: the fox sees many small things, the hedgehog
sees one big thing (Berlin 1957). Many contemporary moral philosophers see
many small things instead of one big thing when looking closely at ethics and
morality: Bernard Williams, Thomas Nagel, Martha Nussbaum and Amartya
Sen, John Rawls, Joseph Raz, Robert Audi (2007), James Griffin (1996) – to
name a few of the most prominent – all defended forms of value pluralism.

The pluralist position is paradigmatically exemplified in Thomas Nagel’s
seminal paper ‘The Fragmentation of Value’.3 Nagel states there that he does
not believe that ‘the source of value is unitary . . . I believe that value has
fundamentally different kinds of sources and that they are reflected in the
classifications of values into types.’4 Nagel distinguishes five fundamental
types of value: Utility, General Rights, Special Obligations, Commitments to
Own Projects and Perfectionist Ends.5 Human lives, endeavours and social
relationships are variegated and intricate. The problems with which persons
are confronted are multifarious, their actions have multiple ramifications and
a range of effects upon others. People can see things from radically different
perspectives. They can look at results of their actions and at the springs of their
actions, they can look at things from their particular point of view and they
can identify and sympathize with others close to them, or with distant others.
They can look at their own situation with a ‘view from nowhere’ (Nagel 1986),
or they can look at the Universe from their personal point of view and they
can switch between these perspectives, without feeling that one perspective is
more real or more important than the other. These points of view and valuing

3 Thomas Nagel ‘The Fragmentation of Value’, reprinted in Gowans 1987, pp. 174–187.
4 Thomas Nagel ‘The Fragmentation of Value’, reprinted in Gowans 1987, p. 177.
5 Thomas Nagel ‘The Fragmentation of Value’, reprinted in Gowans 1987, p. 175.
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are equally valid all other things being equal. It therefore can not be the case
that the only thing which counts from the moral point of view is consequences
or outcomes and the maximization of utility, happiness, pleasure or money.
Nor can it be the case that compliance with one formal moral principle of duty
and human dignity can be the only right making criterion, whatever the con-
sequences. Or that the special obligations and loyalties that one has because
of one social role or position in a social network are always all-important and
trump all considerations of utility or general rights. A person’s commitment to
his or her own personal projects certainly also counts for something in cases
of conflicts with the maximization of overall utility, general rights or special
obligations to significant others, but for how much must be determined in
every case anew. Even an appeal to perfectionist values regarding how an
ideal or perfect human being ought to behave, e.g. regarding sexual matters
or personal hygiene and aesthetics, may have some initial plausibility, but are
certainly overruled in cases of conflicts with general rights or utility.

Different normative ethical theories and traditions have singled out one type
of value, epitomized it and have consequently downplayed the importance of
the others, reduced them to their value of choice, or have eliminated them
altogether. Monistic views of moral theory presuppose that all one needs to
know is one value or one simple principle which expresses it. To believe that
there is one master value that trumps all others – whether it is human dignity
or the maximization of utility, self-interest or human flourishing – amounts to
an unduly narrow view of the complexity of moral problems and the human
condition, which ought to be avoided, especially in applied ethics, which
aspires to be relevant to technology assessment and public policy making.

Another dimension of the robust pluralism referred to above is conceptual
pluralism in ethical theory. Wittgenstein remarked that ‘mathematics is a
motley’, which led Hilary Putnam to characterize ethics as ‘a motley squared’
and to observe that ‘philosophers who write about the subject so often ignore
vast tracks of ethical judgment’ (Putnam 2004, p. 72). Ethics may be about
praise and blame, about evaluation or prescription, action guidance, conflict
resolution, about virtues and character traits, about the logic of obligation
and permission, about human rights, about basic needs, utility, outcomes
and consequences, money, well-being, norms, principles, ideals, capabilities,
responsibilities, duties, interest and preferences and values. It may be about
highly general or universal truths or about context-specific considerations.
Depending on the situation, we may want to utilize any of these concepts and
vocabularies. To foreclose the use of them with their associated background
views in favour of one seems unduly restrictive and reductive in practical
matters.

In discussions on privacy online, for example, we may sometimes want
to express the importance of privacy in terms of individual autonomy or
freedom, then in terms of intimacy and personal relationships, basic needs,
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human rights, in terms of fiduciary duties of professionals, and responsibili-
ties of management, the logical structure of a policy document, the subjective
expected utility – costs and benefits – of a proposed set of regulations. Our
societies are complex, information technology is complex and hence the pri-
vacy issue is complex. Under the heading of privacy violations, a variety of
moral wrongdoings belong, such as physical assault, theft, discrimination,
economic disadvantage and loss of moral autonomy (van den Hoven in van
den Hoven and Weckert 2008). We need access to the relevant vocabularies
and background views to articulate and assess the range of wrongs and think
about the best ways to prevent them.

This amounts to what Hilary Putnam has called Pragmatic or Conceptual
Pluralism, which recognizes that ‘in everyday language we employ many
different kinds of discourses, discourses subject to different standards and
possessing different sorts of applications, with different logical and grammat-
ical features’, and which denies that there could be one sort of language game
sufficient for the description of all of (moral) reality (Putnam 2004, pp. 21,
48 ff.).

Jim Moor’s ‘Core Value Approach’ to computer ethics is a paradigmatic
example of Value Pluralism applied to Computer Ethics.6 Moor identifies moral
values such as life, health, happiness, security, resources, opportunities and
knowledge which are vital to the survival of any community, and claims
that all communities do in fact value them. Indeed, if a community did not
value the ‘core values’, it soon would cease to exist. Moor used ‘core values’
to examine computer ethics topics like privacy and security and to add an
account of justice, which he called ‘just consequentialism’ which combines
‘core values’ and consequentialism with Bernard Gert’s deontological notion
of ‘moral impartiality’.7

4.3 Moral theory

4.3.1 Primacy of practice

Ethics is a department of practical philosophy and thus primarily concerned
with practical problems and action. The aim of moral argumentation, moral
reasoning and judgement is the rational justification and settlement of dis-
agreement and conflicts about who one wants to be, what to do, the constrain-
ing of self-interest and the fostering of cooperation and peaceful coexistence
of sentient creatures in a shared habitat. Moral thinking points to reasons for
constraining self-interested behaviour and self-serving strategies. We reflect
upon and attempt to improve our moral beliefs and ideas with the end in view
of finding answers to the question how to lead a flourishing life, how to act,

6 Moor (2001) in Spinello and Tavani 2001, pp. 98–105.
7 Moor (2001) in Spinello and Tavani 2001, pp. 98–105.
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decide and choose in such a way as to pursue our own happiness without
interfering with the similar pursuit of others.

The main aim in ethics is not to establish a general theory and a set of eternal
truth but to provide reasoned solutions and clarifications to practical problems.
We engage in moral theory in order to create the intellectual resources that
can help us to determine which of our moral beliefs are worthiest of our
endorsement. Dewey thought that ‘Philosophy recovers itself when it ceases
to be a device for dealing with the problems of philosophers and becomes a
method, cultivated by philosophers, for dealing with the problems of men.’8

4.3.2 Theoretical pluralism

Value pluralism has implications for an account of ethical theory. First, dif-
ferent theories and their associated core values may capture different morally
relevant aspects of a particular case, without necessarily leading to unique
and correct answers. Secondly, since there are different vocabularies and con-
ceptual frameworks available for describing situations, each of them may give
a different answer to questions of salience and relevance and may even lead
to the articulation of different sets of moral questions.

The individuation and description of concrete cases has implications for
what is subsumed under a general moral rule, principle or theory. This is known
as the problem of relevant description. Anscombe observed that an act-token
will fall under many possible principles of action, which makes it difficult to
tell which act description is relevant for moral assessment (Anscombe 1958).
Should we, Onora O’Neill asks in her discussion of Anscombe’s problem,
‘assess an action under the description that an agent intends it, or under
descriptions others think salient, or under descriptions that nobody has noted’
(O’Neill 2004, p. 306)? And how do we evaluate the actions of persons who –
according to us – fail to see the morally significant descriptions of what
s(he) does? Bernard Gert gives an example of how the description of the
case is also of crucial importance in computer ethics (Gert 1999). He analyses
Nissenbaum’s analysis of moral permissibility of copying software for a friend.
Gert remarks that disagreement about this issue may be due to the fact that
one of the partners to the disagreement has too narrow a description of the
kind of violation to launch ethical thinking in the right direction. Some may
describe it as ‘helping a friend’, some as ‘illegally copying a software program’,
or as ‘violating a morally acceptable law to gain some benefit’. On the basis
of the latter description, Gert claims that ‘no impartial rational person would
publicly allow the act’ (p. 62). As we can see from this example, pluralism
does not imply that it is impossible to argue on good grounds that particular

8 Dewey, quoted in Putnam 2004, p. 31.
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proposals and arguments are better than others. Pluralism does not imply
moral scepticism or moral relativism.

Anti-theorists, to which Stuart Hampshire, John McDowell, Annette Baier,
Bernard Williams and Martha Nussbaum belong,9 have raised serious objec-
tions to the traditional conception of moral theory which also need to be taken
seriously in computer ethics. Anti-theorists assert that it is not the case that
all correct moral judgements and practices can be deduced from universal,
timeless principles, which it is the job of moral theory to articulate; that all
moral values are commensurable on a common scale which it is the task of
moral theory to provide; that all disagreements and conflict can be solved by
means of the application of theory and the use of a decision procedure which
it is the job of moral theory to supply; that moral theory is entirely normative.

According to this approach, there may be points of diminishing returns
of moral theorizing in computer ethics, since, as Nagel has pointed out, ‘our
capacity to resolve conflicts in particular cases may extend beyond our capac-
ity to enunciate general principles that explain those solutions’.10 According
to Nagel, ‘to look for a single general theory of how to decide the right thing
to do is like looking for a single theory of how to decide what to believe’.11

The other line of anti-theoretical critique concerning ethical theory is not
so much that ethical theory is impossible, unnecessary or undesirable, but
that it is useless in practice, except perhaps as reminder of the importance
of a particular type of value and value-based arguments or as a summary
of past experiences. Richard Posner (1999), who sympathizes with the anti-
theoretical position, lodged an attack on the usefulness of standard moral
theory to which he refers as Academic Moralism, i.e. the assumption that
ethical theory as studied at universities in philosophy departments around
the world can help us to arrive at better understandings and solutions of
our practical problems. Posner, with his long experience as a judge (Chief
Judge of the US Court of Appeals of the Seventh Circuit) and with a thorough
knowledge of academic ethics, denies that moral theory is at all useful in
practice, and that it has any policy impact. Academic moralism is not an
agent of moral change. According to Posner it fails as an agent of moral
change partly because those who work on it fail to make it so: ‘Unhindered
by external checks and balances, the academic moralist has no incentive to
be useful to anybody . . . the intellectual gifts moral philosophers exhibit need
not, and in their normative work usually do not, generate a positive social
product’ (p. 80). Posner’s critique is coarse-grained, but not unfounded, and
touches a delicate open nerve of modern practical philosophy. Moral theory

9 See for a collection of essays in Anti-theory Clarke and Simpson 1989.
10 Thomas Nagel ‘The Fragmentation of Value’, reprinted in Gowans 1987, pp. 174–187,

p. 181.
11 Thomas Nagel ‘The Fragmentation of Value’, reprinted in Gowans 1987, pp. 174–187,

p. 181.
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as it stands now is only marginally relevant to the world where the all-
important decisions are made. It may eventually become obsolete if it does
not deliver on its constitutive promise to be relevant to practice and the
professions.

The upshot of this characterization of the starting points for moral the-
ory and computer ethics is that different types of value (utility and outcomes,
general rights and principles, specific obligations, agent’s commitment to own
projects and perfectionist ends) can always be brought to bear upon morally
problematic situations, sometimes in the form of free-standing considerations
which have to be balanced against others, sometimes in the form of appli-
cations of a general principle (e.g. principle of utility, categorical imperative)
to a particular case. Contributions to thinking about the hard questions of
ICTs hardly ever present themselves in the form of elaborate and thorough
applications of austere Aristotelian, Kantian or utilitarian theories. In a sense,
they are superfluous as theories, but not as sources of moral arguments and
moral considerations. Enlightening contributions in computer ethics12 use
arguments, insights and considerations which are inspired and informed by
Kantian, utilitarian or Aristotelian views and by the values that are central to
them.

4.3.3 Methodology

With respect to ‘problematic situations’, as Dewey called them – whether that
is at the individual, professional, institutional or societal level – we thus need
to make up our minds and come to a conclusion in the midst of a panoply
of considerations. Since there is no standard method or decision procedure
to solve conflicts between different types of values, and unify our thoughts,
we will have to do with the ancient, but notoriously elusive, resource of
‘practical wisdom’, i.e. the weighing, sizing up the situation, seeing what is
morally salient and relevant to achieving one’s moral goals and choosing the
appropriate course of action.

There are not many methodological constraints to ethical thinking apart
from (1) an epistemic obligation to explain why one holds certain moral beliefs
and not others, (2) to do all that is in our power to free our actions from the
defects of ignorance, error and possible bias, and (3) to eliminate inconsisten-
cies in our moral belief set by applying the logic of moral reasoning, which
(4) typically comprises the application of the principle of supervenience of
moral reasons. The Principle of Supervenience states that there are no moral
differences without differences in other non-moral respects.13 To use the
example provided by Richard Hare, on the basis of which the notion of

12 See footnote 1 for an overview.
13 See Stanford Encyclopedia of Philosophy online, article on supervenience.
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supervenience gained currency in Ethics: to state that ‘room 13 is a nice
room, but room 12, although similar in all relevant respects, is not a nice
room’ is to make a self-contradictory statement (Hare 1984).

A further general methodical directive concerns the contemporary ortho-
doxy about ‘the way we do ethics now’ as James Griffin (1993) has called
it. It is neither a decision procedure, nor a method in a strict sense, but a
sketch of a way of proceeding used by all sensible people who have access
to relevant facts of the matter, have moral values, elementary logic, and ide-
als of clarity and consistency. It is, in essence, a coherence model along the
lines of the method of Wide Reflective Equilibrium (Griffin 1996, van den
Hoven 1997), which occupies the middle ground between generalist and par-
ticularist views, between theoretical and anti-theoretical construals of moral
thinking, but which retains the principle of supervenient application of moral
reasons – or the universalizability of moral considerations – as a requirement
of rationality in public moral discourse concerning practical problems.

For computer ethics, neither the simple engineering view of application
along the lines of the deductive nomological model of explanation in physics
(or for example the simple practical syllogism) nor the opposite extreme of
particularism seems viable. Coherence models of moral justification allow for
the desired level of logical structure and generality in our moral belief sets
without becoming impervious to the force of contextual and agent-relative
considerations.

What we need in applied ethics of computing is what Nagel describes as a
‘method of breaking up or analyzing practical problems to say what evaluative
principles apply, and how’. This method ‘would simply indicate the points at
which different kinds of ethical considerations needed to be introduced to
supply the basis for a responsible and intelligent decision’.14

4.3.4 Applying moral theories

Aristotelian ethics answers questions about what to do on the basis of what
virtue requires or what a virtuous person would do. A person is virtuous
when he has moral virtue(s), i.e. character traits or dispositional properties,
which allow him to choose and act in order to achieve happiness or human
flourishing. Moral virtues, such as modesty, courage, justice, are learned by
following moral exemplars. Ideally, the virtuous person also possesses a gen-
eral intellectual capacity, practical wisdom – which enables him to identify
the morally relevant features in every situation and determine the right course
of action. Moral knowledge, which is thus embedded in a person’s character,
is motivational, i.e. it is impossible to know what is right and not be inclined
to do it.

14 Thomas Nagel ‘The Fragmentation of Value’, reprinted in Gowans 1987, p. 184.
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Utilitarian moral theories instruct one to choose those actions which have
the best consequences or outcomes. More specifically, they require one to
choose those actions – or to choose those rules or policies for acting – that
bring about the greatest good for the greatest number in the world. The good
is measured in some quantity of non-moral good such as happiness, plea-
sure, well-being or money. When confronted with a choice between different
courses of action, one ought to choose that course of action which maximizes
utility compared to the alternatives. There are several versions of utilitari-
anism to which we cannot do justice here, but their overall structure is the
same. There is some end which is good by independent non-moral criteria
and which is brought about by means of the agent’s actions or indirectly by
the rule which is followed in action. This means–end relationship and causal
relationship (Nozick (1993) allows this relation also to be symbolic apart from
causal) confers moral status on the action or the state. The right is thus defined
in terms of the good in utilitarian theories.

Kantian theories state that whether an action is obligatory does not depend
on its consequences, but on characteristics of the action itself and its compli-
ance with the highest ethical principle: the Categorical Imperative. The most
accessible formulation of the categorical imperative states that one ought
to respect human beings as such and not use them as mere instruments
for one’s purposes. According to an alternative formulation, one ought to
choose that course of action which instantiates a policy that can without
contradiction be adopted by everyone or that can be willed to be a univer-
sal law. Kantian accounts are, in a sense, the antidote to utilitarian theories.
Each human being is a source of meaning and value, has a life of his own,
is morally autonomous and deserves to be respected as such, whatever the
consequences. Both utilitarianism and Kantian moral theories are univer-
salist and agent-neutral. Utilitarians apply the criterion for moral standing
(sentience) universally and Kantians apply their criterion of moral standing
(rationality) to all (and only) rational beings (including angels and artificial
intelligences).

As an illustration of how these different normative ethical theories can
figure in debates about new and emerging ICTs issues, we will look at how
they figure in the discussion about ultra violent computer games (Wonderly
2008, Waddington 2007). In ultra violent computer games such as Grand Theft
Auto, Zog’s Nightmare and Manhunt, players are invited to run extermination
camps, kill for snuff movies, and run over people to score points. Parents who
watch their children play these games may have moral concerns and many
others would understand their concerns. Is there anything morally wrong with
playing ultra violent computer games and, if so, what is it?

Utilitarian accounts seem to fail to account for the concerns, since there are
no relevant other moral entities (sentient creatures) harmed by the action of
those who play violent computer games. There is only virtual suffering and
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virtual pain. Mill thought that even harmless acts could be morally forbidden if
they violated good manners or gave offence. Clearly, if a group community of
individuals created a violent computer game and played it among themselves,
without anyone knowing about it, there could be no offence or violation of
good manners and, consequently, no indirect harm. Alternatively, one could
say that this pastime is bound to affect someone’s behaviour towards his
fellow human beings and it is likely to bring about negative effects. The
problem with this suggestion is that there is no conclusive evidence that it
would. Television has been around for almost half a century and still the
debate over whether violent movies trigger violent behaviour continues. If
there were some remarkable statistical evidence of this effect, this would not
show that there is a causal connection between playing and violent behaviour.
Again if the statistical evidence combined with psychological and neurological
evidence proved the nexus for a small percentage of the population beyond
reasonable doubt, the question would still remain whether the dis-utilities
(some occasional violent behaviour) outweighed the positive utilities (long
happy hours of gaming for the millions).

Kantian accounts fare no better. There are no rational human beings affected
by this sort of game playing, apart from the player himself. No one is used
as a mere instrument and no one’s dignity is at stake, except the dignity
perhaps of the player himself. It is even possible to imagine that everyone
engages in solitary violent computer gaming, without contradicting oneself in
the relevant sense. It also seems possible to subscribe to a universal law which
says that everyone should spend some time every day playing ultra violent
computer games, although that may sound a bit awkward.

One could stretch the Kantian view by using Kant’s argument against the
cruelty against animals. Kant was not so much concerned with animals as
such. They are not rational beings in the relevant sense, so they do not
qualify for moral standing. But he was opposed to cruelty against animals
because he believed that this type of behaviour corrodes one’s character and
is likely to facilitate cruelty against human beings (Midgley 1985, Brey 1999).
Likewise, cruelty against virtual humans could predispose to cruelty against
real humans. Another way of applying Kantian Ethics is by construing the
playing of violent computer games as the violation of an (imperfect) duty
to oneself. According to Kant, every human being has a duty to himself to
cultivate his capacities, his moral and non-moral capacities and talents (Dennis
1997). In virtually killing, going through the motions, rehearsing, engaging
in role-playing, without any artistic or educational idea, one is not respecting
humanity as it is exemplified in one’s own personality.

What seems objectionable in playing violent computer games is the thought
that a person is spending a considerable amount of time identifying with a
character in a game who is in mental states which are relevantly similar to
those involved in offline killing, rapings and torturing, and gets rewarded
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for it by scoring points. McCormick (2001) argues that neither utilitarian nor
Kantian accounts can demonstrate the moral wrongness of these proceedings.
He suggests that only an Aristotelian account can explain our moral intuitions
concerning them: ‘by participating in simulations of excessive, indulgent, and
wrongful acts, we are cultivating the wrong sort of character’. Wonderly
(2008) – with reference to Hume – claims that empathy has a central role in
making moral judgements and that research shows that playing violent video
games is inimical to the fostering of empathic functioning.

It is difficult to account for our moral apprehension and to locate the moral
wrongness on the basis of the values of utility or general rights. The Humean
and Aristotelian approaches seem most promising, but if on the other hand
conclusive evidence would become available to show that gamers are indeed
inclined to be violent in the real world we would probably stop worrying
about their moral characters and turn to a straightforward utilitarian account
to justify our concern with this type of application.

4.4 Mid-level theories: ground preparation and
conceptual reconstructions

Instead of applying highly abstract traditional ethical theories straightfor-
wardly to particular ICTs issues, it is often more helpful to utilize mid-level
normative ethical theories, which are less abstract, more testable and which
focus on technology, interactions between people, organizations and institu-
tions. Examples of mid-level ethical theories are Rawls’ theory of justice,
which could be construed as broadly Kantian, Amartya Sen and Martha
Nussbaum’s capability approach, which can be construed as broadly Aris-
totelian, and Posner’s economic theory of law, which is broadly utilitarian.
These theories already address a specific set of moral questions in their social,
psychological, economic or social context. They also point to the empiri-
cal research that needs to be done in order to apply the theory sensibly.
I have elsewhere discussed how these mid-level theories may be fruitfully
applied (van den Hoven 2005, 2008 van den Hoven and Rooksby 2008) and
more work is done on them to make them even better suited for applica-
tion to real-life problems. Concerning violent computer games, for example,
the capability approach of Martha Nussbaum seems to capture what con-
cerns parents and those who sympathize with them. Coeckelbergh (2007) uses
Martha Nussbaum’s capability approach to argue that the trained insensi-
tivity towards human suffering, which goes on in playing violent computer
games, is inimical to cultivating humanity and squarely opposed to training
the fine sensibility and awareness required for moral excellence and human
flourishing. Nissenbaum and others have started to work on how games may
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be designed that build in moral desirable features and capability enhancing
elements.15

Floridi’s Information Ethics16 provides a high-level value theory which
applies to the ICTs domain, which at the same time allows for specification at
the mid-level and lower levels of abstraction and specification. It is univer-
sally applicable also outside the ICTs domain in a stricter sense, and construes
information as ontologically fundamental and entropy – in the specific sense
of destruction, damage and vandalizing of informational entities and envi-
ronments – as the morally most relevant category. According to information
ethics along these lines the moral status of actions concerns their informa-
tional status and information objects thus have moral significance and are
hence deserving of respect (Sicart and Studies 2009). Computer ethics should
thus be concerned with finding out what increases entropy and which actions
and events counteract it. Information Ethics is a recent alternative to tradi-
tional ethical theory to account for the moral phenomena and is the subject of
further research to investigate how it can be made to bear upon the practical
problems in ICTs17 and to demonstrate that it has an explanatory and justifi-
catory surplus compared to the traditional ethical normative theories. Relating
to the topic discussed, Miguel Sicart has applied Floridi’s Information Ethics
to tackle problems in the design of computer games (Sicart 2009).

Important for the application of the range of mid-level ethical theories,
which are specifications (Moor 1985) of high-level ethical theories, is what
Bernard Gert and Carl Danner Clouser have called ‘ground preparation’, i.e. the
meticulous understanding of the field to which ethical theory is being applied.
This is part of ethics itself and it may well be considered as the essence
of applied ethics. It requires more analytical skills and rigour, according to
Clouser, than is generally thought (Clouser 1980). We need to know what the
properties of artificially intelligent agents are, how they differ from human
agents; we need to establish what the meaning and scope is of the notion
of ‘personal data’, what the morally relevant properties of virtual reality are.
These are all examples of preparing the ground conceptually before we can
start to apply normative ethical considerations.

Jim Moor has suggested that, with respect to many issues in computer ethics,
we are confronted with a conceptual vacuum and an ensuing policy vacuum
in these and other cases (van den Hoven 2005). I suggest, in addition, that we
are also confronted with a design vacuum and we are at a loss which systems
to make, which software to engineer, which lines of computer code to write.
Therefore, an important part of the ground preparation consists in conceptual
reconstruction of the key concepts before any values, principles or theories

15 Flanagan, Howe and Nissenbaum in van den Hoven and Weckert 2008, pp. 322–354.
16 See special issue on Floridi of Ethics and Information Technology, vol 10, 2008, nos 2–3.
17 Richardson (1990) defended the model of norm specification as covering a middle ground

position between deduction and balancing.
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can be applied. Reconstruction is a process of articulating and formulating
specific adequate conceptions of general notions (and articulating criteria of
adequacy) that have become problematic in their application to a world that
has changed since the time these notions gained currency.

John Rawls made a distinction between concepts and conceptions of justice
(Rawls 1971) which is pertinent in this context. Many people share the gen-
eral concept of justice (or equality or responsibility for that matter), without
necessarily sharing the same conception of justice. Conceptions are the spe-
cific and substantive specifications and instantiations of a general and formal
concept. Rawls famously proposed his conception of justice as fairness, but
utilitarians have proposed radically different conceptions of justice. Our philo-
sophical notions are ‘essentially contested concepts’ as W. B. Gallie has called
them (Gallie 1956). Controversy over the correct meaning – or discussion of
the most adequate conceptions which ought to be construed as the action
guiding instantiation of them – has become part and parcel of their meaning.
ICTs prompt us to revisit traditional conceptions of privacy, responsibility,
property, democracy, community and formulate new and more appropriate or
interesting conceptions, which serve and suit us better. Dewey defined this
reconstruction as one of the main tasks of philosophy and he saw it as a pro-
cess that never stops. In a rapidly changing world, traditional conceptions are
like tools that have deteriorated in use and therefore need to be maintained
and reconstructed in order to keep them fit for the task at hand.

Discussions in computer ethics are about ‘digital democracy’, ‘software
patents’, ‘virtual child pornography’, ‘online relationships’, ‘net friend-
ship’, ‘cyber communities’, ‘informational privacy’, ‘artificial life’, ‘tele-work’,
‘intellectual property’, ‘e-Trust’ and ‘electronic Commerce’. This semantic
expansion – the result of adding qualifications in the form of prefixes (cyber,
virtual, digital, informational, e, electronic, tele, software) from the ICT domain
to traditional concepts – may also suggest that, since we have the fancy termi-
nology, we also have come to grips with the phenomena which are conjured
up by the new techno-speak and that we know what to do in terms of design,
policy and law. But as Moor correctly suggested, this is often not the case:
what is a ‘net-friend’, ‘e-Trust’, etc.?

The concept of democracy is widely used all over the world in different
historical periods to indicate some sort of involvement of the people in the
political process. Governments all over the world are now investing consid-
erable amounts of taxpayers’ money in online democracy. Which conception
of democracy are they using? There have been radically different, substan-
tive conceptions of democracy. One may have a so-called direct conception
of democracy, or a deliberative, or participative, or representative conception.
Different conceptions have quite different technologies to support or express
them. Direct Democracy ICT projects would heavily invest in online voting
technology; deliberative and participatory conceptions point in the direction
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of projects which aim at establishing forms of deliberation, discussion and
sharing ideas between citizens online, which requires a completely different
set of technologies. Pettit’s conception of contestatory democracy18 would
point in the direction of checks and balances and tools for citizens to get
access to relevant information and effectively protest and contest government
decisions online.

The fact that we talk about cyber communities does not imply that we actu-
ally understand the nature of communities any better than we did before, let
alone that we have a clear idea about sociality, community and individuality
online, that we know whether to regulate them and how, understand what
their value is in individual identity formation, what levels of security should
be offered and whose responsibility it is. What we seem to be saying, when
we use the term, is that we do not yet know exactly what we mean, but that
it has something to do with people getting together, interacting, getting to
know each other, exchanging information, embarking upon coordinated and
joint action, identifying with common goals, and that they do all this online,
without having to meet face to face. In talking about ‘cyber community’ we
are taking out a mortgage on a future analysis and conceptual reconstruction
of a conception of ‘cyber community’.

This would not be a special problem if we did not have to draft policies, laws
and regulation and design information systems and program computers on a
daily basis, if we did not have to proceed in practice. But we do. The design of
procedures, institutions, systems, information architectures and computational
devices requires articulation, precision and detail. It requires precision in the
formulation of our ideas and the specification of what we want to achieve by
means of the technology.

4.5 Design

Moral problems in professional ethics literature often take the form of a
moral dilemma. A professional in a dilemmatic situation has at least two
obligations, but he cannot fulfil both of them at the same time. What should
the professional do? One type of reaction to dilemmatic situations is to make
the best of them and to try to see how one can limit the damage – one
might engage in utilitarian calculations, in Kantian reflections or ask what a
virtuous person would do in that situation to find how to make the best of
it. Moral thinking about such dilemmas assumes that the situation is given.
In a straightforward sense that is a correct construal because it is often a
thought experiment, but what this mode of moral thinking and theorizing
about these dilemmatic thought experiments is suppressing is the fact that the
problematic situations in real life, which constitute moral dilemmas, are the

18 See for a discussion van den Hoven 2005.
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result of hundreds of prior design decisions and choices. This may be illustrated
by reference to one of the most discussed dilemmatic thought experiments in
contemporary ethics, the Trolley Case. Suppose you are at the forking path of
a downhill railway track and a trolley cart is hurtling down and will pass the
junction where you stand. There is a lever which you can operate. If you do
nothing the trolley will kill five people, who are tied down to the track further
downhill. If you pull the lever, the trolley will be diverted to the other track
where there is only one person tied to the track. Is it morally permissible to
pull the lever, or is there even a moral obligation to do so?

Engineers and other sensible non-philosophers often reply to Trolley Cases
by saying that it is a stupid piece of infrastructure that should have been
designed differently. This is not a proper move in the philosophy language
game, but is a most interesting move in another language game, namely the
one we adopt when we talk about preventing deaths, avoiding tragic moral
choices and improving the world in the future. The obsession with moral
theory and its refinement blinds one to an important aspect of moral thinking,
namely design.

Especially those with a technology and engineering background may be
able to suggest all kinds of clever design solutions that would prevent this
tragic situation from occurring in the future. Their natural attitude to the prob-
lems as presented is to formulate solutions to real-world problems instead of
contributing to refining ethical theories on the basis of crude and information-
poor examples.

Moral analysis of the situation needs to deal with the history of choices
and design and development antecedents. Computer ethicists should therefore
probe beyond the status quo and ask how the problem came into being and
what the design and architectural decisions are that have led up to it. We will
not be able to resolve Trolley problems to our full satisfaction once they have
presented themselves to us. We need to try to prevent them from occurring
in the first place. As Ruth Barcan Marcus has stated, we have a higher-order
obligation or a higher-order responsibility (Barcan Marcus in Gowans 1987,
p. 200) to prevent situations in which we ourselves and others cannot meet
their responsibility and do what ought to be done, ‘One ought to act in such a
way, that if one ought to do X and one ought to do Y, then one can do both
X and Y.’

Cass Sunstein has pointed out (Thaler and Sunstein 2008) that most profes-
sionals – ICTs architects and ICT professionals are eminent examples in this
respect – are choice architects, who ‘have responsibilities for organizing the
context in which people make decisions’. They design either for tragic choices
and likely accidents or for responsibility and safety and security.

As far as the institutional dimensions of moral situations are concerned,
this design type of question is now being addressed more often. The question
is now posed, which institutional and material conditions need to be fulfilled
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if (1) we want to prevent situations where the best we can do is limit the
damage and (2) we want the results of our ethical analyses to be implemented?
How can we increase the chances of changing the world in the direction in
which our moral beliefs – held in wide reflective equilibrium – point? How
can we design the systems, institutions, infrastructures and ICTs applications
in the context of which users will be able to do what they ought to do and
which will enable them to prevent what ought to be prevented (Turilli 2007,
Turilli 2008)? I have dubbed this notable shift in perspective ‘The Design Turn
in Applied Ethics’ (van den Hoven 2008c, van den Hoven, Miller and Pogge
2010). The work of John Rawls for the first time gave rise to talk about design
in ethics. Thinking about social justice can, in the context of Rawls’ theory, be
described as formulating and justifying the principles of justice in accordance
with which we should design the basic institutions in society. Thomas Pogge,
Russell Hardin, Cass Sunstein, Robert Goodin, Dennis Thompson and others
(van den Hoven 2008) have taken moral theory and applied ethics a step
further down this path of semantic descent and practicality. Not only do
they want to offer applied ethical analyses, they also want to think about
the economic conditions, institutional and legal frameworks and incentive
structures that need to be realized if our applied analyses are to stand a
chance in their implementation and thus contribute to bringing about real and
desirable moral changes in the real world. Design in the work of these authors
is primarily focused on institutional design, but the Design Turn clearly brings
into view the design of socio-technical systems, technological artefacts and
socio-technical systems. This suggests in part another mode of moral thinking.

To sum up: high-level, moral theories – which each put different types of
moral value centre stage – are to be specified and exemplified in a process
of clarification of the moral issues of information societies in the form of
mid-level theories. Mid-level theories may then in turn be used as sources
of moral arguments in the relevant empirical domains, where conceptual
reconstructions have prepared the ground for their application. Reconstructed
concepts, e.g. contestatory democracy, justice as fairness, privacy as data
protection, function as high-level architectural principles for the design of
information systems and ICTs applications. These principles can be utilized
as non-functional requirements, which can be further specified by means
of functional decomposition in specifications for the development of ICTs
applications.



5 Information ethics

Luciano Floridi

5.1 Introduction: in search of a unified approach
to information ethics

In recent years, Information Ethics (IE) has come to mean different things to
different researchers working in a variety of disciplines, including computer
ethics, business ethics, medical ethics, computer science, the philosophy of
information, social epistemology and library and information science. This is
not surprising. Perhaps this Babel was always going to be inevitable, given the
novelty of the field and the multifarious nature of the concept of information
itself and of its related phenomena. It is, however, unfortunate, for it has
generated some confusion about the specific nature and scope of IE. The
problem, however, is not irremediable, for a unified approach can help to
explain and relate the main senses in which IE has been discussed in the
literature. The approach is best introduced schematically and by focusing our
attention on a moral agent A.

Suppose A is interested in pursuing whatever she considers her best course
of action, given her predicament. We shall assume that A’s evaluations and
actions have some moral value, but no specific value needs to be introduced.
Intuitively, A can use some information (information as a resource) to gen-
erate some other information (information as a product) and in so doing
affect her informational environment (information as target). Now, since the
appearance of the first works in the eighties (for an early review see Smith
1996), Information Ethics has been claimed to be the study of moral issues
arising from one or another of these three distinct ‘information arrows’ (see
Figure 5.1). This, in turn, has paved the way to a fruitless compartmental-
ization and false dilemmas, with researchers either ignoring the wider scope
of IE, or arguing as if only one ‘arrow’ and its corresponding microethics
(that is a practical, field-dependent, applied and professional ethics) provided
the right approach to IE. The limits of such narrowly constructed interpreta-
tions of IE become evident once we look at each ‘informational arrow’ more
closely.
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info-product

Figure 5.1 The ‘External’ R(esource) P(roduct) T(arget) Model.

5.1.1 Information-as-a-resource Ethics

Consider first the crucial role played by information as a resource for A’s
moral evaluations and actions. Moral evaluations and actions have an epis-
temic component, since A may be expected to proceed ‘to the best of her
information’, that is, A may be expected to avail herself of whatever infor-
mation she can muster, in order to reach (better) conclusions about what can
and ought to be done in some given circumstances.

Socrates already argued that a moral agent is naturally interested in gaining
as much valuable information as the circumstances require, and that a well-
informed agent is more likely to do the right thing. The ensuing ‘ethical
intellectualism’ analyses evil and morally wrong behaviour as the outcome of
deficient information. Conversely, A’s moral responsibility tends to be directly
proportional to A’s degree of information: any decrease in the latter usually
corresponds to a decrease in the former. This is the sense in which information
occurs in the guise of judicial evidence. It is also the sense in which one speaks
of A’s informed decision, informed consent or well-informed participation. In
Christian ethics, even the worst sins can be forgiven in the light of the sinner’s
insufficient information, as a counterfactual evaluation is possible: had A been
properly informed A would have acted differently and hence would not have
sinned (Luke 23:44). In a secular context, Oedipus and Macbeth remind us
how the (inadvertent) mismanagement of informational resources may have
tragic consequences.

From a ‘resource’ perspective, it seems that the machinery of moral thinking
and behaviour needs information, and quite a lot of it, to function properly.
However, even within the limited scope adopted by an analysis based solely on
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information as a resource, care should be exercised lest all ethical discourse
is reduced to the nuances of higher quantity, quality and intelligibility of
informational resources. The more the better is not the only, nor always the
best, rule of thumb. For the (sometimes explicit and conscious) withdrawal
of information can often make a significant difference. A may need to lack
(or intentionally preclude herself from accessing) some information in order
to achieve morally desirable goals, such as protecting anonymity, enhancing
fair treatment or implementing unbiased evaluation. Famously, Rawls’ ‘veil of
ignorance’ exploits precisely this aspect of information-as-a-resource in order
to develop an impartial approach to justice (Rawls 1999). Being informed is
not always a blessing and might sometimes be morally wrong or dangerous.

Whether the (quantitative and qualitative) presence or the (total) absence of
information-as-a-resource is in question, it is obvious that there is a perfectly
reasonable sense in which Information Ethics may be described as the study
of the moral issues arising from ‘the triple A’: availability, accessibility and
accuracy of informational resources, independently of their format, kind and
physical support. Rawls’ position has already been mentioned. Other examples
of issues in IE, understood as an Information-as-resource Ethics, are the so-
called digital divide, the problem of infoglut, and the analysis of the reliability
and trustworthiness of information sources (Floridi 1995). Indeed, one may
recognize in this approach to Information Ethics a position broadly defended
by van den Hoven (1995) and more recently by Mathiesen (2004), who criti-
cizes Floridi (1999b) and is in turn criticized by Mather (2005). Whereas van
den Hoven purports to present his approach to IE as an enriching perspective
contributing to the debate, Mathiesen means to present her view, restricted
to the informational needs and states of the moral agent, as the only correct
interpretation of IE. Her position is thus undermined by the problems affecting
any microethical interpretation of IE, as Mather well argues.

5.1.2 Information-as-a-product Ethics

A second, but closely related sense in which information plays an important
moral role is as a product of A’s moral evaluations and actions. A is not
only an information consumer but also an information producer, who may
be subject to constraints while being able to take advantage of opportunities.
Both constraints and opportunities call for an ethical analysis. Thus, IE, under-
stood as Information-as-a-product Ethics, may cover moral issues arising, for
example, in the context of accountability, liability, libel legislation, testimony,
plagiarism, advertising, propaganda, misinformation, and more generally of
pragmatic rules of communication à la Grice. Kant’s analysis of the immoral-
ity of lying is one of the best known case-studies in the philosophical liter-
ature concerning this kind of Information Ethics. The boy crying wolf, Iago
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misleading Othello, or Cassandra and Laocoon, pointlessly warning the Trojans
against the Greeks’ wooden horse, remind us how the ineffective management
of informational products may have tragic consequences.

5.1.3 Information-as-a-target Ethics

Independently of A’s information input (info-resource) and output (info-
product), there is a third sense in which information may be subject to ethical
analysis, namely when A’s moral evaluations and actions affect the infor-
mational environment. Think, for example, of A’s respect for, or breach of,
someone’s information privacy or confidentiality. Hacking, understood as the
unauthorized access to a (usually computerized) information system, is another
good example. It is not uncommon to mistake it for a problem to be discussed
within the conceptual frame of an ethics of informational resources. This mis-
classification allows the hacker to defend his position by arguing that no
use (let alone misuse) of the accessed information has been made. Yet hack-
ing, properly understood, is a form of breach of privacy. What is in question
is not what A does with the information, which has been accessed without
authorization, but what it means for an informational environment to be
accessed by A without authorization. So the analysis of hacking belongs to
an Info-target Ethics. Other issues here include security, vandalism (from the
burning of libraries and books to the dissemination of viruses), piracy, intel-
lectual property, open source, freedom of expression, censorship, filtering and
contents control. Mill’s analysis ‘Of the Liberty of Thought and Discussion’
is a classic of IE interpreted as Information-as-a-target Ethics. Juliet, simu-
lating her death, and Hamlet, re-enacting his father’s homicide, show how
the risky management of one’s informational environment may have tragic
consequences.

5.1.4 The limits of any microethical approach to Information Ethics

At the end of this overview, it seems that the RPT model, summarized in
Figure 5.1, may help one to get some initial orientation in the multiplicity of
issues belonging to different interpretations of Information Ethics. The model
is also useful to explain why any technology which radically modifies the ‘life
of information’ is going to have profound implications for any moral agent.
ICT (information and communication technologies), by radically changing the
informational context in which moral issues arise, not only add interesting
new dimensions to old problems, but lead us to rethink, methodologically, the
very grounds on which our ethical positions are based.

At the same time, the model rectifies the excessive emphasis placed on
specific technologies (this happens most notably in computer ethics), by
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concentrating on the more fundamental phenomenon of information in all
its variety and long tradition. This was Wiener’s position (see Chapter 2) and
I have argued (Floridi 1999b, Floridi and Sanders 2002) that the various dif-
ficulties encountered in the philosophical foundations of computer ethics are
connected to the fact that the latter has not yet been recognized as primarily
an environmental ethics whose main concern is (or should be) the ecological
management and well-being of the infosphere.

Despite these advantages, however, the model can still be criticized for
being inadequate, for two reasons.

On the one hand, the model is still too simplistic. Arguably, several impor-
tant issues belong mainly but not only to the analysis of just one ‘infor-
mational arrow’. A few examples well illustrate the problem: someone’s testi-
mony (e.g. Iago’s) is someone else’s trustworthy information (i.e. Othello’s); A’s
responsibility may be determined by the information A holds (‘apostle’ means
‘messenger’ in Greek), but it may also concern the information A issues
(e.g. Judas’ kiss); censorship affects A both as a user and as a producer of
information; misinformation (i.e., the deliberate production and distribution
of misleading, false contents) is an ethical problem that concerns all three
‘informational arrows’; freedom of speech also affects the availability of offen-
sive content (e.g. child pornography, violent content and socially, politically
or religiously disrespectful statements) that might be morally questionable and
should not circulate.

On the other hand, the model is insufficiently inclusive. There are many
important issues that cannot easily be placed on the map at all, for they
really emerge from, or supervene upon, the interactions among the ‘informa-
tional arrows’. Two significant examples may suffice: the ‘panopticon’ or ‘big
brother’, that is, the problem of monitoring and controlling anything that might
concern A; and the debate about information ownership (including copyright
and patents legislation), which affects both users and producers while shaping
their informational environment.

So the criticism is fair. The RPT model is indeed inadequate. Yet why it
is inadequate is a different matter. The tripartite analysis just provided is
unsatisfactory, despite its partial usefulness, precisely because any interpre-
tation of Information Ethics based on only one of the ‘informational arrows’
is bound to be too reductive. As the examples mentioned above emphasize,
supporters of narrowly constructed interpretations of Information Ethics as a
microethics are faced with the problem of being unable to cope with a wide
variety of relevant issues, which remain either uncovered or inexplicable. In
other words, the model shows that idiosyncratic versions of IE, which priv-
ilege only some limited aspects of the information cycle, are unsatisfactory.
We should not use the model to attempt to pigeonhole problems neatly, which
is impossible. We should rather exploit it as a useful scheme to be superseded,
in view of a more encompassing approach to IE as a macroethics, that is, as
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Figure 5.2 The ‘Internal’ R(esource) P(roduct) T(arget) Model.

a theoretical, field-independent, applicable ethics. Philosophers will recognize
here a Wittgensteinian ladder.

In order to climb on, and then throw away, any narrowly constructed con-
ception of Information Ethics, a more encompassing approach to IE needs to

(i) bring together the three ‘informational arrows’;
(ii) consider the whole information-cycle (including creation, elaboration,

distribution, storage, protection, usage and possible destruction); and
(iii) analyse informationally all entities involved (including the moral agent

A) and their changes, actions and interactions, by treating them not
apart from, but as part of the informational environment, or info-
sphere, to which they belong as informational systems themselves (see
Figure 5.2).

Whereas steps (i) and (ii) do not pose particular problems and may be shared
by other approaches to IE, step (iii) is crucial but requires a shift in the concep-
tion of ‘information’. Instead of limiting the analysis to (veridical) semantic
contents – as any narrower interpretation of IE as a microethics inevitably
does – an ecological approach to Information Ethics looks at information from
an object-oriented perspective and treats it as an entity. In other words, we
move from a (broadly constructed) epistemological conception of Information
Ethics to one which is typically ontological.

A simple analogy may help introduce this new perspective.1 Imagine looking
at the whole Universe from a chemical perspective. Every entity and process
will satisfy a certain chemical description. An agent A, for example, will be
between 45% and 75% water. Now consider an informational perspective.

1 For a detailed analysis and defence of an object-oriented modelling of informational
entities see Floridi (1999b), Floridi (2003) and Floridi and Sanders (2004).
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The same entities will be described as clusters of data, that is, as informa-
tional objects. More precisely, A (like any other entity) will be a discrete,
self-contained, encapsulated package containing

(i) the appropriate data structures which constitute the nature of the entity
in question, that is, the state of the object, its unique identity and its
attributes; and

(ii) a collection of operations, functions, or procedures which are activated
by various interactions or stimuli (that is, messages received from other
objects or changes within itself) and correspondingly define how the object
behaves or reacts to them.

From this perspective, informational systems as such, rather than just living
systems in general, are raised to the role of agents and patients of any action,
with environmental processes, changes and interactions equally described
informationally.

Understanding the nature of IE ontologically rather than epistemologically
modifies the interpretation of the scope of IE. Not only can an ecological IE
gain a global view of the whole life-cycle of information, thus overcoming
the limits of other microethical approaches, but it can also claim a role as a
macroethics, that is, as an ethics that concerns the whole realm of reality. This
is what we shall see in the next section.

5.2 Information Ethics as a macroethics

This section provides a quick and accessible overview of Information Ethics
understood as a macroethics (henceforth simply Information Ethics). For rea-
sons of space, no attempt will be made to summarize the specific arguments,
relevant evidence and detailed analyses required to flesh out the ecological
approach to IE. Nor will its many philosophical implications be unfolded. The
goal is rather to provide a general flavour of the theory. The hope is that the
reader interested in knowing more about IE might be enticed to read more
about it by following the references.

This section consists of five questions and answers that introduce IE.
Section 5.3 consists of six objections and replies that, it is to be hoped, will
dispel some common misunderstandings concerning IE.

5.2.1 What is IE?

IE is an ontocentric, patient-oriented, ecological macroethics (Floridi 1999b).
An intuitive way to unpack this answer is by comparing IE to other environ-
mental approaches.
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Biocentric ethics usually grounds its analysis of the moral standing of bio-
entities and eco-systems on the intrinsic worthiness of life and the intrinsically
negative value of suffering. It seeks to develop a patient-oriented ethics in
which the ‘patient’ may be not only a human being, but also any form of
life. Indeed, Land Ethics extends the concept of patient to any component of
the environment, thus coming close to the approach defended by Information
Ethics. Any form of life is deemed to enjoy some essential proprieties or moral
interests that deserve and demand to be respected, at least minimally if not
absolutely, that is, in a possibly overridable sense, when contrasted to other
interests. So biocentric ethics argues that the nature and well-being of the
patient of any action constitute (at least partly) its moral standing and that
the latter makes important claims on the interacting agent, claims that in
principle ought to contribute to the guidance of the agent’s ethical decisions
and the constraint of the agent’s moral behaviour. The ‘receiver’ of the action
is placed at the core of the ethical discourse, as a centre of moral concern,
while the ‘transmitter’ of any moral action is moved to its periphery.

Substitute now ‘life’ with ‘existence’ and it should become clear what IE
amounts to. IE is an ecological ethics that replaces biocentrism with ontocen-
trism. IE suggests that there is something even more elemental than life,
namely being – that is, the existence and flourishing of all entities and
their global environment – and something more fundamental than suffering,
namely entropy. The latter is most emphatically not the physicists’ concept of
thermodynamic entropy. Entropy here refers to any kind of destruction or cor-
ruption of informational objects (mind, not of information), that is, any form
of impoverishment of being, including nothingness, to phrase it more meta-
physically. More specifically, destruction is to be understood as the complete
annihilation of the object in question, which ceases to exist; compare this to
the process of ‘erasing’ an entity irrevocably. Corruption is to be understood as
a form of pollution or depletion of some of the properties of the object, which
ceases to exist as that object and begins to exist as a different object minus
the properties that have been corrupted or eliminated. This may be compared
to a process degrading the integrity of the object in question.

IE then provides a common vocabulary to understand the whole realm of
being through an informational perspective. IE holds that being/information
has an intrinsic worthiness. It substantiates this position by recognizing that
any informational entity has a Spinozian right to persist in its own status,
and a constructionist right to flourish, i.e. to improve and enrich its existence
and essence. As a consequence of such ‘rights’, IE evaluates the duty of any
moral agent in terms of contribution to the growth of the infosphere (see
Sections 5.2.4 and 5.2.5) and any process, action or event that negatively
affects the whole infosphere – not just an informational entity – as an increase
in its level of entropy and hence as an instance of evil (Floridi and Sanders
1999, Floridi and Sanders 2001, Floridi 2003).
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In IE, the ethical discourse concerns any entity, understood informationally,
that is, not only all persons, their cultivation, well-being and social interac-
tions, not only animals, plants and their proper natural life, but also anything
that exists, from paintings and books to stars and stones; anything that may or
will exist, like future generations; and anything that was but is no more, like
our ancestors or old civilizations. Indeed, according to IE, even ideal, intan-
gible or intellectual objects can have a minimal degree of moral value, no
matter how humble, and so be entitled to some respect. UNESCO, for example,
recognizes this in its protection of ‘masterpieces of the oral and intangible
heritage of humanity’ by attributing them an intrinsic worth.

IE is impartial and universal because it brings to ultimate completion the
process of enlargement of the concept of what may count as a centre of a
(no matter how minimal) moral claim, which now includes every instance
of being understood informationally (see Section 5.2.3), no matter whether
physically implemented or not. In this respect, IE holds that every entity, as
an expression of being, has a dignity, constituted by its mode of existence
and essence (the collection of all the elementary proprieties that constitute
it for what it is), which deserves to be respected (at least in a minimal and
overridable sense) and hence places moral claims on the interacting agent and
ought to contribute to the constraint and guidance of his ethical decisions
and behaviour. This ontological equality principle means that any form of
reality (any instance of information/being), simply for the fact of being what
it is, enjoys a minimal, initial, overridable, equal right to exist and develop
in a way which is appropriate to its nature. In the history of philosophy,
this is a view that can already be found advocated by Stoic and Neoplatonic
philosophers.

The conscious recognition of the ontological equality principle presupposes
a disinterested judgement of the moral situation from an objective perspective,
i.e. a perspective which is as non-anthropocentric as possible. Moral behaviour
is less likely without this epistemic virtue. The application of the ontological
equality principle is achieved whenever actions are impartial, universal and
‘caring’.

The crucial importance of the radical change in ontological perspective
cannot be overestimated. Bioethics and Environmental Ethics fail to achieve
a level of complete impartiality because they are still biased against what is
inanimate, lifeless, intangible or abstract (even Land Ethics is biased against
technology and artefacts, for example). From their perspective, only what is
intuitively alive deserves to be considered as a proper centre of moral claims,
no matter how minimal, so a whole Universe escapes their attention. Now,
this is precisely the fundamental limit overcome by IE, which further lowers
the minimal condition that needs to be satisfied, in order to qualify as a
centre of moral concern, to the common factor shared by any entity, namely
its informational state. And since any form of being is in any case also a
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coherent body of information, to say that IE is infocentric is tantamount to
interpreting it, correctly, as an ontocentric theory.

5.2.2 What counts as a moral agent, according to IE?

A moral agent is an interactive, autonomous and adaptable transition system
that can perform morally qualifiable actions (Floridi and Sanders 2004). As
usual, the definition requires some explanations.

First, we need to understand what a transition system is. Let us agree that a
system is characterized by the properties it satisfies, once a given perspective
is made explicit. We are interested in systems that change, which means that
some of those properties change value. A changing system has its evolution
captured by the values of its attributes. Thus, an entity can be thought of
as having states, determined by the value of the properties that hold at any
instant of its evolution. For then any change in the entity corresponds to
a state change and vice versa. This conceptual approach allows us to view
any entity as having states. Each change corresponds to a transition from
one state to another. Note that a transition may be non-deterministic, since
the transition might lead from a given initial state to one of several possible
subsequent states. According to this view, the entity becomes a transition
system.

A transition system is interactive when the system and its environment
(can) act upon each other. Typical examples include input or output of a
value, or simultaneous engagement of an action by both agent and patient –
for example, gravitational force between bodies. An interactive transition
system is autonomous when the system is able to change state without direct
response to interaction, that is, it can perform internal transitions to change
its state. So an agent must have at least two states. This property imbues
an agent with a certain degree of complexity and independence from its
environment. Finally, an interactive transition system is adaptable when the
system’s interactions (can) change the transition rules by which it changes
state. This property ensures that an agent might be viewed as learning its own
mode of operation in a way which depends critically on its experience.

All we need to understand now is the meaning of ‘morally qualifiable
action’. Very simply, an action qualifies as moral if it can cause moral good or
evil. Note that this interpretation is neither consequentialist nor intentionalist
in nature. We are neither affirming nor denying that the specific evaluation of
the morality of the agent might depend on the specific outcome of the agent’s
actions or on the agent’s original intentions or principles.

With all the definitions in place, it becomes possible to understand why,
according to IE, artificial agents (not just digital agents but also social
agents such as companies, parties, or hybrid systems formed by humans and
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machines, or technologically augmented humans) count as moral agents that
are morally accountable for their actions (more on the distinction between
responsibility and accountability presently).

The enlargement of the class of moral agents by IE brings several advan-
tages. Normally, an entity is considered a moral agent only if

(i) it is an individual agent and
(ii) it is human-based, in the sense that it is either human or at least reducible

to an identifiable aggregation of human beings, who remain the only
morally responsible sources of action, like ghosts in the legal machine.

Regarding (i), limiting the ethical discourse to individual agents hinders the
development of a satisfactory investigation of distributed morality, a macro-
scopic and growing phenomenon of global moral actions and collective
responsibilities, resulting from the ‘invisible hand’ of systemic interactions
among several agents at a local level.

And as far as (ii) is concerned, insisting on the necessarily human-based
nature of the agent means undermining the possibility of understanding
another major transformation in the ethical field, the appearance of artifi-
cial agents that are sufficiently informed, ‘smart’, autonomous and able to
perform morally relevant actions independently of the humans who created
them, causing ‘artificial good’ and ‘artificial evil’ (Floridi and Sanders 1999,
Floridi and Sanders 2001).

Of course, accepting that artificial agents may be moral agents is not devoid
of problems. We have seen that morality is usually predicated upon responsi-
bility. So it is often argued that artificial agents cannot be considered moral
agents because they are not morally responsible for their actions, since holding
them responsible would be a conceptual mistake (see Floridi and Sanders 2004
for a more detailed discussion of the following arguments). The point raised
by the objection is that agents are moral agents only if they are responsible in
the sense of being prescriptively assessable in principle. An agent x is a moral
agent only if x can in principle be put on trial.

The immediate impression is that the ‘lack of responsibility’ objection is
merely confusing the identification of x as a moral agent with the evaluation
of x as a morally responsible agent. Surely, the counter-argument goes, there
is a difference between being able to say who or what is the moral source
or cause of (and hence accountable for) the moral action in question, and
being able to evaluate, prescriptively, whether and how far the moral source
so identified is also morally responsible for that action, and hence deserves to
be praised or blamed, and in some cases rewarded or punished accordingly.

Well, that immediate impression is indeed wrong. There is no confusion.
Equating identification and evaluation is actually a short cut. The objection
is saying that identity (as a moral agent) without responsibility (as a moral
agent) is empty, so we may as well save ourselves the bother of all these
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distinctions and speak only of morally responsible agents and moral agents as
co-referential descriptions. But here lies the real mistake. For we can now see
that the objection has finally shown its fundamental presupposition, viz., that
we should reduce all prescriptive discourse to responsibility analysis. Yet this
is an unacceptable assumption, a juridical fallacy. There is plenty of room for
prescriptive discourse that is independent of responsibility-assignment and
hence requires a clear identification of moral agents.

Consider the following example. There is nothing wrong with identifying a
dog as the source of a morally good action, hence as an agent playing a crucial
role in a moral situation, and therefore as a moral agent. Search-and-rescue
dogs are trained to track missing people. They often help save lives, for which
they receive much praise and rewards from both their owners and the people
they have located. Yet this is not quite the point. Emotionally, people may be
very grateful to the animals, but for the dogs it is a game and they cannot
be considered morally responsible for their actions. The point is that the dogs
are involved in a moral game as main players and therefore we can rightly
identify them as moral agents accountable for the good or evil they can cause.

All this should ring a bell. Trying to equate identification and evaluation
is really just another way of shifting the ethical analysis from considering x
as the moral agent/source of a first-order moral action y to considering x as
a possible moral patient of a second-order moral action z, which is the moral
evaluation of x as being morally responsible for y. This is a typical Kantian
move, with roots in Christian theology. However, there is clearly more to
moral evaluation than just responsibility because x is capable of moral action
even if x cannot be (or is not yet) a morally responsible agent.

By distinguishing between moral responsibility, which requires intentions,
consciousness and other mental attitudes, and moral accountability, we can
now avoid anthropocentric and anthropomorphic attitudes towards agent-
hood. Instead, we can rely on an ethical outlook not necessarily based on
punishment and reward (responsibility-oriented ethics) but on moral agent-
hood, accountability and censure. We are less likely to assign responsibility
at any cost, forced by the necessity to identify individual, human agent(s).
We can stop the regress of looking for the responsible individual when some-
thing evil happens, since we are now ready to acknowledge that sometimes
the moral source of evil or good can be different from an individual or group
of humans (note that this was a reasonable view in Greek philosophy). As a
result, we are able to escape the dichotomy

(i) [(responsibility implies moral agency) implies prescriptive action], versus
(ii) [(no responsibility implies no moral agency) implies no prescriptive action].

There can be moral agency in the absence of moral responsibility. Promoting
normative action is perfectly reasonable even when there is no responsibility
but only moral accountability and the capacity for moral action.
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Being able to treat non-human agents as moral agents facilitates the discus-
sion of the morality of agents not only in cyberspace but also in the biosphere –
where animals can be considered moral agents without their having to dis-
play free will, emotions or mental states – and in contexts of ‘distributed
morality’, where social and legal agents can now qualify as moral agents.
The great advantage is a better grasp of the moral discourse in non-human
contexts.

All this does not mean that the concept of ‘responsibility’ is redundant. On
the contrary, the previous analysis makes clear the need for further analysis
of the concept of responsibility itself, especially when the latter refers to the
ontological commitments of creators of new agents and environments. This
point is further discussed in Section 5.2.4. The only ‘cost’ of a ‘mind-less
morality’ approach is the extension of the class of agents and moral agents
to embrace artificial agents. It is a cost that is increasingly worth paying the
more we move towards an advanced information society.

5.2.3 What counts as a moral patient, according to IE?

All entities, qua informational objects, have an intrinsic moral value, although
possibly quite minimal and overridable, and hence they can count as moral
patients, subject to some equally minimal degree of moral respect understood
as a disinterested, appreciative and careful attention (Hepburn 1984).

Deflationist theories of intrinsic worth have tried to identify, in various
ways, the minimal conditions of possibility of the lowest possible degree of
intrinsic worth, without which an entity becomes intrinsically worthless, and
hence deserves no moral respect. Investigations have led researchers to move
from more restricted to more inclusive, anthropocentric conditions and then
further on towards biocentric conditions. As the most recent stage in this
dialectical development, IE maintains that even biocentric analyses are still
biased and too restricted in scope.

If ordinary human beings are not the only entities enjoying some form
of moral respect, what else qualifies? Only sentient beings? Only biological
systems? What justifies including some entities and excluding others? Sup-
pose we replace an anthropocentric approach with a biocentric one. Why
biocentrism and not ontocentrism? Why can biological life and its preserva-
tion be considered morally relevant phenomena in themselves, independently
of human interests, but not being and its flourishing? In many contexts, it is
perfectly reasonable to exercise moral respect towards inanimate entities per
se, independently of any human interest. Without disturbing Eastern tradi-
tions within Buddhism, Hinduism or Shinto – which I understand attribute
intrinsic value both to sentient and to non-sentient realities – the reader suf-
ficiently acquainted with the history of Western philosophy will recall that
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many classic thinkers, such as Plato, Aristotle, Plotin, Augustine, Aquinas
and Spinoza, have elaborated and defended what might be called axiologi-
cal ecumenism. For Plato, for example, Goodness and Being are intimately
connected. Plato’s universe is value-ridden at its very roots: value is there
from the start, not imposed upon it by a rather late-coming new mammalian
species of animals, as if before evolution had the chance of hitting upon Homo
sapiens the Universe were a value-neutral reality, devoid of any ethical worth.
By and large, IE proposes the same line of reasoning, by updating it in terms
of an informational ontology, whereby Being is understood informationally
and Non-being in terms of entropy. Note that this is not a defence of IE but an
explanation. Although being in the company of Plato or Spinoza, for example,
might be reassuring, it is not an insurance against being mistaken. But it is a
rectification of the incorrect remark that IE stands rather alone in its defence
of it.

It seems that any attempt to exclude non-living entities is based on some
specific perspective but that this is an arbitrary choice. In the scale of beings,
there may be no good reasons to stop anywhere but at the bottom. As Naess
(1973) has maintained, ‘all things in the biosphere have an equal right to live
and blossom’. There seems to be no good reason not to adopt a higher and
more inclusive, ontocentric level of abstraction. Not only inanimate but also
ideal, intangible or intellectual objects can have a minimal degree of moral
value, no matter how humble, and so be entitled to some respect. So it might
be a matter of ethical sensibility, indeed of an ethical sensibility, that we
might have had (at least in some Greek philosophy such as the Stoics’ and the
Neoplatonists’) but have then lost.

Deep Ecologists have already argued that inanimate things too can have
some intrinsic value. In a famous article, White (1967) asked ‘Do people have
ethical obligations toward rocks?’ and answered that

To almost all Americans, still saturated with ideas historically dominant in
Christianity . . . the question makes no sense at all. If the time comes when to any
considerable group of us such a question is no longer ridiculous, we may be on
the verge of a change of value structures that will make possible measures to
cope with the growing ecologic crisis. One hopes that there is enough time left.

According to IE, this is the right ecological perspective and it makes perfect
sense for any religious tradition (including, but not only, the Judaeo-Christian
one) for which the whole Universe is God’s creation, is inhabited by the
divine, and is a gift to humanity, of which the latter needs to take care (see
Section 5.3.6). IE translates all this into informational terms. If something can
be a moral patient, then its nature can be taken into consideration by a moral
agent A, and contribute to shaping A’s action, no matter how minimally.
According to IE, the minimal criterion for qualifying as an object that, as
a moral patient, may rightly claim some degree of respect, is more general
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than any biocentric reference to the object’s attributes as a biological or
living entity; it is informational. This means that the informational nature
of an entity that may, in principle, act as a patient of a moral action, is
the lowest threshold that constitutes its minimal intrinsic worth, which in
turn may deserve to be respected by the agent. Alternatively, and to put it
more concisely, being an informational object qua informational object is
the minimal condition of possibility of moral worth and hence of normative
respect. In more metaphysical terms, IE argues that all aspects and instances
of being are worth some initial, perhaps minimal and overridable, form of
moral respect.

Enlarging the conception of what can count as a centre of moral respect
has the advantage of enabling one to make sense of the innovative nature of
ICT, as providing a new and powerful conceptual frame. It also enables one
to deal more satisfactorily with the original character of some of its moral
issues, by approaching them from a theoretically strong perspective. Through
time, ethics has steadily moved from a narrow to a more inclusive concept of
what can count as a centre of moral worth, from the citizen to the biosphere
(Nash 1989). The emergence of the infosphere, as a new environment in which
human beings spend much of their lives, explains the need to enlarge further
the conception of what can qualify as a moral patient. IE represents the
most recent development in this ecumenical trend, a Platonist and ecological
approach without a biocentric bias, as it were.

More than fifty years ago, Leopold defined Land Ethics as something that

changes the role of Homo sapiens from conqueror of the land-community to
plain member and citizen of it. It implies respect for his fellow-members, and
also respect for the community as such. The land ethic simply enlarges the
boundaries of the community to include soils, waters, plants, and animals, or
collectively: the land. (Leopold 1949, p. 403)

IE translates environmental ethics into terms of infosphere and informational
objects, for the land we inhabit is not just the Earth.

5.2.4 What are our responsibilities as moral agents, according to IE?

Like demiurges, we have ‘ecopoietic’ responsibilities towards the whole info-
sphere. Information Ethics is an ethics addressed not just to ‘users’ of the
world but also to producers who are ‘divinely’ responsible for its creation and
well-being. It is an ethics of creative stewardship (Floridi 2002a, Floridi 2003,
Floridi and Sanders 2005).

The term ‘ecopoiesis’ refers to the morally informed construction of the envi-
ronment, based on an ecologically oriented perspective. In terms of a philo-
sophical anthropology, the ecopoietic approach, supported by IE, is embodied
by what I have termed homo poieticus (see Chapter 1), a demiurge who takes
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care of reality to protect it and make it flourish. The more powerful homo poi-
eticus becomes as an agent, the greater his duties and responsibilities become,
as a moral agent, to oversee not only the development of his own character and
habits but also the well-being and flourishing of each of his ever-expanding
spheres of influence, to include the whole infosphere. To move from individ-
ual virtues to global values, an ecopoietic approach is needed that recognizes
our responsibilities towards the environment (including present and future
inhabitants) as its enlightened creators, stewards or supervisors, not just as its
virtuous users and consumers.

5.2.5 What are the fundamental principles of IE?

IE determines what is morally right or wrong, what ought to be done, what the
duties, the ‘oughts’ and the ‘ought nots’ of a moral agent are, by means of four
basic moral laws. They are formulated here in an informational vocabulary and
in a patient-oriented version, but an agent-oriented one is easily achievable in
more metaphysical terms of ‘dos’ and ‘don’ts’ (compare this list to the similar
ones available in medical ethics, where ‘pain’ replaces ‘entropy’):

(0) entropy ought not to be caused in the infosphere (null law);
(1) entropy ought to be prevented in the infosphere;
(2) entropy ought to be removed from the infosphere;
(3) the flourishing of informational entities as well as of the whole info-

sphere ought to be promoted by preserving, cultivating and enriching
their properties.

The moral question asked by IE is not ‘why should I care, in principle?’ but
‘what should be taken care of, in principle?’ We have seen that the answer
is provided by a minimalist theory: any informational entity is recognized
to be the centre of some basic ethical claims, which deserve recognition
and should help to regulate the implementation of any informational pro-
cess involving it. It follows that approval or disapproval of A’s decisions
and actions should also be based on how the latter affects the well-being of
the infosphere, i.e. on how successful or unsuccessful they are in respect-
ing the ethical claims attributable to the informational entities involved,
and hence in improving or impoverishing the infosphere. The duty of any
moral agent should be evaluated in terms of contribution to the sustain-
able blooming of the infosphere, and any process, action or event that neg-
atively affects the whole infosphere – not just an informational object –
should be seen as an increase in its level of entropy and hence an instance
of evil.

The four laws clarify, in very broad terms, what it means to live as a
responsible and caring agent in the infosphere. On the one hand, a process
is increasingly deprecable, and its agent-source is increasingly blameworthy,
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the lower the number-index of the specific law that it fails to satisfy. Moral
mistakes may occur and entropy may increase if one wrongly evaluates the
impact of one’s actions because projects conflict or compete, even if those
projects aim to satisfy IE moral laws. This is especially the case when ‘local
goodness’, i.e. the improvement of a region of the infosphere, is favoured
to the overall disadvantage of the whole environment. More simply, entropy
may increase because of the wicked nature of the agent (this possibility is
granted by IE’s negative anthropology). On the other hand, a process is already
commendable, and its agent-source praiseworthy, if it satisfies the conjunction
of the null law with at least one other law, not the sum of the resulting effects.
Note that, according to this definition,

(a) an action is unconditionally commendable only if it never generates any
entropy in the course of its implementation; and

(b) the best moral action is the action that succeeds in satisfying all four laws
at the same time.

Most of the actions that we judge morally good do not satisfy such strict
criteria, for they achieve only a balanced positive moral value, that is, although
their performance causes a certain quantity of entropy, we acknowledge
that the infosphere is in a better state on the whole after their occurrence
(compare this to the utilitarianist appreciation of an action that causes more
benefits than damages for the overall welfare of the agents and patients).
Finally, a process that satisfies only the null law – the level of entropy in the
infosphere remains unchanged after its occurrence – either has no moral value,
that is, it is morally irrelevant or insignificant, or it is equally deprecable and
commendable, though in different respects.

5.3 Six recurrent misunderstandings

Since the early nineties,2 when I first introduced IE as an environmen-
tal macroethics and a foundationalist approach to computer ethics, some
standard objections have circulated that seem to be based on a few basic
misunderstandings.3 The point of this final section is not that of convincing
the reader that no reasonable disagreement is possible about the value of IE.
Rather, the goal here is to remove some ambiguities and possible confusions
that might prevent the correct evaluation of IE, so that disagreement can
become more constructive (for the development of several lines of critical
investigation see Boltuc 2008 and Ess 2008).

2 Fourth International Conference on Ethical Issues of Information Technology (Department
of Philosophy, Erasmus University, the Netherlands, 25–27 March, 1998), this was
published as Floridi (1999).

3 Two good examples of the sort of confusions that may arise concerning Information Ethics
are Himma (2004) and Siponen (2004).
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5.3.1 Informational objects, not news

By defending the intrinsic moral worth of informational objects, IE does not
refer to the moral value of any other piece of well-formed and meaningful data
such as an email, the Britannica, or Newton’s Principia. What IE suggests is
that we adopt an informational perspective to approach the analysis of being
in terms of a minimal common ontology, whereby human beings as well
as animals, plants, artefacts and so forth are interpreted as informational
entities.

5.3.2 Minimalism not reductionism

IE does not reduce people to mere numbers, nor does it treat human beings
as if they were no more important than animals, trees, stones or files.
The minimalism advocated by IE is methodological. It means to support
the view that entities can be analysed by focusing on their lowest com-
mon denominator, represented by an informational ontology. Other perspec-
tives can then be evoked in order to deal with other, more human-centred
values.

5.3.3 Applicable not applied

Given its ontological nature and wide scope, one may object that IE works
at a level of metaphysical abstraction too philosophical to make it of any
direct utility for immediate needs and applications. Yet, this is the inevitable
price to be paid for any foundationalist project. One must polarize the-
ory and practice to strengthen both. IE is not immediately useful to solve
specific ethical problems (including computer ethics problems), but it pro-
vides the conceptual grounds that then guide problem-solving procedures.
Thus, IE has already been fruitfully applied to deal with the ‘tragedy of
the digital commons’ (Greco and Floridi 2004), the digital divide (Floridi
2002a), the problem of telepresence (Floridi forthcoming, c), game cheating
(Sicart 2005), the problem of privacy (Floridi 2005a) and environmental issues
(York 2005).

5.3.4 Implementable not inapplicable

A related objection is that IE, by promoting the moral value of any entity,
is inapplicable because it is too demanding or supererogatory. In this case,
it is important to stress that IE supports a minimal and overridable sense of
ontic moral value. Environmental ethics accepts culling as a moral practice
and does not indicate as one’s duty the provision of a vegetarian diet to wild
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carnivores. IE is equally reasonable: fighting the decaying of being (informa-
tion entropy) is the general approach to be followed, not an impossible and
ridiculous struggle against thermodynamics, or the ultimate benchmark for
any moral evaluation, as if human beings had to be treated as mere num-
bers. ‘Respect and take care of all entities for their own sake, if you can’,
this is the injunction. We need to adopt an ethics of stewardship towards the
infosphere; is this really too demanding or unwise? Perhaps we should think
twice: is it actually easier to accept the idea that all non-biological entities
have no intrinsic value whatsoever? Perhaps, we should consider that the
ethical game may be more opaque, subtle and difficult to play than human-
ity has so far wished to acknowledge. Perhaps, we could be less pessimistic:
human sensitivity has already improved quite radically in the past, and may
improve further. Perhaps, we should just be cautious: given how fallible we
are, it may be better to be too inclusive than discriminative. In each of these
answers, one needs to remember that IE is meant to be a macroethics for
creators not just users of their surrounding ‘nature’, and this new situation
brings with it demiurgic responsibilities that may require a special theoretical
effort.

5.3.5 Preservation and cultivation not conservation

IE does not support a morally conservationist or ‘laissez faire’ attitude, accord-
ing to which homo poieticus would be required not to modify, improve or
interfere in any way with the natural course of things. On the contrary, IE
is fundamentally proactive, in a way similar to restorationist or interven-
tionist ecology. The unavoidable challenge lays precisely in understanding
how reality can be better shaped. A gardener transforms the environment
for the better, that’s why he needs to be very knowledgeable. IE may be,
but has no bias in principle, against abortion, eugenics, GM food, human
cloning, animal experiments and other highly controversial, yet technically
and scientifically possible ways of transforming or ‘enhancing’ reality. But it
is definitely opposed to any associated ignorance of the consequences of such
radical transformations.

5.3.6 A secular, not a spiritual or religious approach

IE is compatible with, and may be associated with religious beliefs, including
a Buddhist (Herold 2005) or a Judaeo-Christian view of the world. In the
latter case, the reference to Genesis 2:15 readily comes to one’s mind. Homo
poieticus is supposed ‘to tend (′abad) and exercise care and protection over
(shamar)’ God’s creation. Stewardship is a much better way of rendering this
stance towards reality than dominion. Nevertheless, IE is based on a secular
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philosophy. Homo poieticus has a vocation for responsible stewardship in the
world. Unless some other form of intelligence is discovered in the Universe,
we cannot presume to share this burden with any other being. Homo poieticus
should certainly not entrust his responsibility for the flourishing of being to
some transcendent power. As the Enlightenment has taught us, the religion
of reason can be immanent. If the full responsibilization of humanity is then
consistent with a religious view, this can only be a welcome conclusion, not
a premise.

5.4 Conclusion

There is a famous passage in one of Einstein’s letters that well summarizes the
perspective advocated by IE.

Some five years prior to his death, Albert Einstein received a letter from a
nineteen-year-old girl grieving over the loss of her younger sister. The young
woman wished to know what the famous scientist might say to comfort her. On
March 4, 1950, Einstein wrote to this young person: A human being is part of
the whole, called by us ‘universe’, a part limited in time and space. He
experiences himself, his thoughts and feelings, as something separated from the
rest, a kind of optical delusion of his consciousness. This delusion is a kind of
prison for us, restricting us to our personal desires and to affection for a few
persons close to us. Our task must be to free ourselves from our prison by
widening our circle of compassion to embrace all humanity and the whole of
nature in its beauty. Nobody is capable of achieving this completely, but the
striving for such achievement is in itself a part of the liberation and a foundation
for inner security. (Einstein 1954)

Does the informational level of abstraction of IE provide an additional per-
spective that can further expand the ethical discourse, so as to include the
world of morally significant phenomena involving informational objects? Or
does it represent a threshold beyond which nothing of moral significance
really happens? Does looking at reality through the highly philosophical lens
of an informational analysis improve our ethical understanding or is it an
ethically pointless (when not misleading) exercise? IE argues that the agent-
related behaviour and the patient-related status of informational objects qua
informational objects can be morally significant, over and above the instru-
mental function that may be attributed to them by other ethical approaches,
and hence that they can contribute to determining, normatively, ethical duties
and legally enforceable rights. IE’s position, like that of any other macroethics,
is not devoid of problems. But it can interact with other macroethical theories
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and contribute an important new perspective: a process or action may be
morally good or bad irrespective of its consequences, motives, universality or
virtuous nature, but depending on how it affects the infosphere. An ontocen-
tric ethics provides an insightful perspective. Without IE’s contribution, our
understanding of moral facts in general, not just of ICT-related problems in
particular, would be less complete.





Part III

Ethical issues in the information society





6 Social issues in computer ethics

Bernd Carsten Stahl

6.1 Introduction

Social issues in computer ethics are manifold. This chapter will concentrate
on three of them: the question of intellectual property, issues related to digital
divides, and issues arising out of employment and work. This choice can be
justified by the prominence that all three of them enjoy in current computer
ethics1 debates. Other possible issues, such as security (see Chapter 8), gender
(see Chapter 9) or globalization (see Chapter 10), are discussed elsewhere in
the book. All three of the topics developed in this chapter have in common
that they are strongly influenced by economic or commercial considerations.
They are, as a consequence, characterized by ethical issues arising from prop-
erty, ownership, distribution and power, which will point the way to possible
approaches to understand and address them.

6.2 Intellectual property

Intellectual property is a pervasive issue of ethical relevance that touches many
aspects of modern societies. Questions include whether software or content can
or should be owned, how they can be protected and how protection mecha-
nisms can be enforced. On a day-to-day level, these questions raise numerous
debates, which are played out in the media and courts of law but which are
also heatedly discussed in classrooms, parliaments and pubs. The multitude
of voices and sheer volume of debates often drown out the fact that, at the
bottom of often very different discussions, there are important philosophi-
cal arguments. This section aims to clarify the philosophical underpinning of
those social issues in computer ethics related to ownership and property in

1 While the title of this chapter refers to ‘computer ethics’, it is probably more fitting to
speak of ‘computer and information ethics’, as not all of the relevant issues are always
directly linked to computers. In addition, the term ‘computer’ is also rather narrow and
somewhat difficult to define. In this chapter I will thus make more use of the term
commonly used in the UK, namely ‘information and communication technology’ (ICT),
which covers a wider range of technological artefacts.
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assets that have a form different from the physical entities for which the idea
of property was originally developed.

6.2.1 Property

Etymologically, the term ‘property’ stems from the Latin ‘proprius’, which
means one’s own (Phillips and Firth 2001). There is no clear definition in
English law of terms that delimit property such as ‘possession’ or ‘ownership’
(Goode 2004, p. 42). A frequently used definition of property, going back
to William Blackstone, is that it is a bundle of rights, which include the
rights to use, manage, possess, exclude and derive income (Spinello 2000,
p. 74; Ladd 2000). Such rights need to be generally recognized in order to
be viable. This raises the question why a society would want to recognize
them, given that a world where there is no property, or at least no private
property, is conceivable. The literature often distinguishes between two types
of arguments for the creation of property rights: the natural rights tradition
and the utilitarian tradition. The natural rights argument is based on the idea
that there is natural property in some entities, notably oneself, which can be
extended to other objects. This is often based on Lockean ideas where the
original ownership is in one’s labour, which then extends to the result of this
labour (Johnson 2001). A similar argument can be made drawing on Hegel,
where property in one’s creation is an ‘expression of personality’ (Spinello
and Tavani 2005, p. 12). Utility arguments, on the other hand, are based on
considerations of overall utility and the main argument is that the institution
of property rights is beneficial for society, as it will act as a motivator for
creation, an incentive for taking responsibility and be conducive for overall
efficiency (Donaldson and Dunfee 1999).

6.2.2 Justifications of intellectual property

Intellectual property (IP) can be defined as property in the products of the
human intellect (Phillips and Firth 2001). It has always been closely linked
to technology and this link has been strengthened through developments
of information and communication technology (ICT), which offer new ways
of creating, presenting and disseminating intellectual creations (McFarland
2001). Creations of the mind have characteristics that are different from those
of physical entities. IP therefore needs to rely on regulations that are different
from those that enshrine property in physical entities. In order to grant the
bundle of rights in IP, the IP holder is granted a limited monopoly (Boyle
2001).

The arguments justifying the existence of physical property are reflected by
the arguments put forward for IP (Van Caenegem 2003). The natural rights
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argument with reference to Lock and Hegel can be found with regards to
intellectual creations (Warwick 2001). The labour desert theory, based on
Locke, which holds that a creator has a natural right to profit from his work,
is strong in IP (Spinello 2003). A different take on natural rights to IP relates to
the human rights quality of property. Mason (2000), drawing on Rand, argues
that the right to life requires a right to property, which can then be extended
to IP.

Despite the plausibility of natural rights justifications of IP, they have to
contend with serious problems. The idea of a natural order, from which natural
rights can be deduced, tends to go back to a religious worldview, which is
difficult to uphold in modern societies. Even agreement on the existence
of natural rights does not answer the question about their formulation and
enforcement. It is questionable whether one can still speak of a natural right
if there is no way to define and implement it.

The dominant justification of IP is therefore the economic and utility-based
one. It takes the utility-maximizing characteristics of property and expli-
cates them using economic considerations. Intellectual creations are costly
and resource intensive and creators will only engage in the process of creation
if they know that they will be rewarded. Setting incentives to promote creation
via IP will then lead to a (economically and intellectually) richer society (Ciro
2005). Such a consequentialist framework can be used to justify IP because
of its general property of increasing well-being by stimulating production
(Johnson 2000), promoting progress and innovation (Van Caenegem 2003).

6.2.3 Physical property vs. IP

The arguments in defence of IP have been well rehearsed. They have also been
questioned intensively, particularly with regards to the relationship of ICT
and IP. It has been pointed out that property regulations were developed for
physical property or chattel (chattel is a legal term that denotes tangible and
moveable property) and the idea of applying similar regulations to creations
of the mind may be problematic (Ladd 2000). Similarities between physical
entities and electronic embodiments of intellectual creations are limited. Using
the same arguments in both cases can thus best be understood as the usage
of metaphors, which may be problematic because the phenomena in question
are incommensurable (Siponen and Vartiainen 2002). Barlow (1995, p. 16)
captured this view when he said:

Certainly, the old concepts of property, expression, identity, movement, and
context, based as they are on physical manifestation, do not apply in a world
where there can be none.

There are at least two features of IP which are fundamentally different from
physical property and which call into question the applicability of traditional
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property rules to IP. First, there is the issue of the reproducibility of intellectual
creations. As Hinman (2002) points out, intellectual creations are not only
reproducible, but infinitely so, to an extent that it is impossible to see a
difference between the original and the copy. ICT has furthermore lowered the
cost of such reproduction to the point where it is negligible in comparison
with the overall cost of creation.

The second feature that is fundamentally different between physical and
intellectual entities concerns the possibility of simultaneous use. One of the
reasons why the unauthorized appropriation of physical property is deemed
to be immoral to the point where it has to be made illegal (i.e. made the crime
of theft) is that taking someone’s physical property means to deprive them of
its use. This type of argument does not work in the same way for intellectual
property. Copying something that is the IP of someone else does not in the
same way deprive the user of all possible uses of the entity (Maner, 2004).
The consumption of IP is what economists call ‘non-rivalrous’, which means
that the consumption by one individual does not lessen the consumption by
another one (Lessig 1999).

6.2.4 Legal protection of IP

The arguments discussed so far set the background for the implementation of
IP protection through laws as well as the ongoing critique of such protection.
This book deals with ethical questions rather than legal ones and it is impos-
sible to do justice to the complex subject of IP legislation in the brief space
available. It is nevertheless important to touch upon the sources of IP law and
the forms it takes because these reflect philosophical justifications. Knowledge
of legal regulations is also important to follow current debates. One can argue
that economic interests have become dominant in IP regulation (De George
1998, Severson 1997).

The international nature of ICT and potential use and misuse of IP means
that IP legislation needs to be internationally consistent in order to be suc-
cessful. It is therefore unsurprising that there are attempts to reach a uniform
standard of IP legislation, most notably by the World Intellectual Property
Organization (www.wipo.int). The WIPO is a specialized agency of the United
Nations. It is dedicated to ‘developing a balanced and accessible interna-
tional intellectual property (IP) system, which rewards creativity, stimulates
innovation and contributes to economic development while safeguarding the
public interest’ (www.wipo.int/about-wipo/en/what is wipo.html). This very
brief statement indicates that while economic considerations are emphasized,
a need to reconcile them with the public interest is also acknowledged.

There are a number of forms that the legal protection of IP can take. With
regards to ethical issues raised by ICT, two groups of intellectual creations
currently constitute the main items of IP: software and content. Content in
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the form of audio or video files is possibly less contentious because it has been
protected by IP legislation for a long time. The traditional way of protecting
IP in content takes the form of copyright. A more complex issue is that of
protection of software. When software started to become a commercially viable
product and ceased to be part of a support service for computer hardware, legal
systems found it hard to classify it in a way suitable for existing IP legislation.
Initially, it was debated whether the object code could be copyright. Legal
disputes surrounded the question whether the look and feel of a piece of
software can be subject to copyright protection. This was the heart of the
famous Apple Inc v Microsoft Corporation, 35 F.3d 1435 (9th Cir. 1994) case,
in which Apple claimed that Microsoft had infringed its copyright by copying
the graphical user interface.

While copyright is now the dominant type of legal IP protection applicable
to software and content, software producers have sought to extend the scope
of IP. There are a number of examples of patents that refer to certain software
functions. However, there is no international agreement on whether and on
what grounds software or aspects thereof can be patented. There are a number
of other forms of legal IP protection. These include registered and unregistered
designs, trade marks, moral rights (i.e. the right not to be falsely associated
with a piece of work) and the common law instrument of passing off.

An important development aimed at strengthening IP protection, used
mostly by software vendors, is the use of licences. Licences are contracts
between users and vendors and therefore allow vendors more flexibility in
delimiting their IP claims. The legal status of many such licences remains
untested. It has been argued, however, that licences run counter to the aims
of IP protection in that they limit access to intellectual resources (Davis 2001).
Another important development has to do with technical control over the use
of IP. Technical devices aimed at giving IP holders control over the use of
material realize what is called ‘digital rights management’ (DRM). Examples
of DRM include technologies that limit the use of particular data, such as MP3
players that check the legitimacy of music files or programs that only display
certain files (e.g. pdf files) whose legitimate origin has been ascertained. DRM
can also enforce policies, for example by allowing only a certain number of
copies of a file to be printed or limiting the number of times a song can be
played. Such devices can only be successful if they cannot be circumvented.
The development of legal protection for such systems which outlaws technical
circumvention (e.g. the Digital Millennium Copyright Act in the US or the EU
Copyright Directive) can thus be seen as an attempt to strengthen the rights
of IP holders (George 2006).

6.2.5 Problems of IP

It is probably fair to say that most aspects of IP are contested. This refers to
the different strategies of justifying it as well as its practical implementation.
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The utilitarian justification has been questioned on the grounds that many, if
not most, creators (e.g. artists, scholars) are willing to create independently
of the commercial rewards they may expect to receive (Stallman 1995). The
economic justification has also been described as a self-fulfilling prophecy
(Benkler 2001). Utilitarian support of strong IP protection often cites huge
financial figures meant to show the severity of the problem of illegal use of IP
(e.g. Moores and Chang 2006), but the empirical validity of such figures has
been doubted. It is not clear that all or even any illegally downloaded material
would have been purchased legally (Weckert and Adeney 1997). In addition,
the entire field of open source software (OSS) seems to suggest that there are
alternatives to current proprietary arrangements. While it is probably beyond
doubt that artists and creative minds would continue to create music, literature,
buildings or designs independently of remuneration, the significance of OSS
is that it demonstrates that this is also possible in a much more technical and
commercial sector, namely in software development. The relevance of OSS in
the context of the IP debate is that it questions the empirical validity of a
consequentialist justification of IP and at the same time shows an alternative
conception that practically works (Stahl 2005).

The applicability of natural rights justifications of IP has similarly been
questioned. A main argument here lies in the fundamental differences between
physical and intellectual property. These are based on the different degrees of
relative scarcity where physical property is based on finite resources, whereas
IP is arguably not (Ciro 2005). A further problem of natural rights arguments
can be found in their theological roots which render their practical status
unclear.

While the theoretical justification of IP is thus contested, this is even more
the case for its practical implementation. International sources of law such as
WIPO are often perceived as lacking democratic legitimacy (Froomkin 2001).
One can argue that recent strengthening of IP legislation is a result of a
political process which emphasizes commercial interests (Torremans 2005). In
some cases, one can show clear relationships between particular interests and
legal activities (Spinello and Tavani 2005) which cast doubt on the impartiality
of IP regulation. At the same time, non-commercial interests, as represented
in fair use or fair dealings, are curtailed (Buchanan and Campbell 2005). Such
observations, linked to the ongoing question of the appropriateness of IP
regulations to at least some types of intellectual creation (i.e. software (Burk
2001)), has led many to question the legitimacy of current IP regulations.
This is particularly true for developments that are perceived to circumvent the
justification of IP, such as the use of digital rights management systems or
the use of licences or one-sided contracts to strengthen IP (Camp 2003, Lewis
2004, Samuelson and Scotchmer 2002).

IP controversies are often linked with other ethical and social issues, many
of which are discussed in this book. They include theoretical considerations
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of justice, fairness and moral rights (see Chapters 1, 3, 4 and 5), but they also
touch on practical issues ranging from privacy to spam. A summary of the
IP problematic that leads us back to the theme of this chapter is that it can
be seen as a social problem, based on the fact that it is linked to competing
interests that attempt to gain advantages for certain groups. There is a wide-
spread view that current IP regulation reflects a dominance of commercial over
competing interests. The struggle between the different interests is carried out
on political and legal battlefields, but it is fought using ethical arguments on
both sides. This brief characterization leads us to the next main point of the
chapter, digital divides.

6.3 Digital divides

Digital divides, just like IP, constitute a huge field which has attracted much
research from a range of disciplines which a section in a chapter cannot
address comprehensively. This section will therefore attempt to tease out the
ethically and philosophically interesting aspects of digital divides which will
allow us to develop the argument that digital divides share relevant aspects
with other social issues of computer ethics.

6.3.1 The concept of digital divides

Scholarly attention has been paid to digital divides since the middle of the
1990s (Hacker and Mason 2003). It has been pointed out, however, that the
underlying concept is unclear. Warschauer (2003) highlights that the term
implies a bipolar division between those who have access and those who do
not, which is misleading as connectivity falls along a continuum. Walsham
(2005, p. 9) has called the term ‘somewhat ambiguous and hard to define’ but
points to the underlying problem of the gap between rich and poor, which may
be exacerbated by technology. In the US, the National Telecommunications
and Information Administration has published a number of reports, some of
which share the title ‘Falling through the Net’ (see www.ntia.doc.gov), which
focus on digital divides within the country. Dewan and Riggins (2005) suggest
five different categories of digital divides. The different viewpoints explain
why it is more suitable to use the term digital divides in the plural form. They
also indicate why some scholars have suggested dropping the term altogether
in favour of a more telling one, such as ‘digital exclusion’ (Cushman and
Klecun 2006, p. 348). In the rest of this chapter we shall use the plural ‘digital
divides’ to denote instances where a difference in access or usability of ICT
between groups or individuals leads to injustice or consequences that are
widely perceived to be problematic.



108 Bernd Carsten Stahl

6.3.2 Ethical issues of digital divides

Digital divides have an intuitive moral quality, which often seems to preclude
explicit moral reasoning about them (Hacker and Mason, 2003). Part of the
reason for this is that they seem to link with divides in the distribution of
other goods or morally relevant items, such as chances to develop oneself.
The fact that there is huge inequality in the world is undisputed and the
disparity on a worldwide scale is staggering (UNDP 1998). Digital divides
seem to be linked to such inequalities and they are sometimes perceived to be
mutually reinforcing (Moss 2002). The perception that the gulf between haves
and have-nots could be lessened but is often in fact deepened by ICT is a basic
starting assumption of discussions of ethics and digital divides (Walsham
2001). It is not immediately clear, however, whether and why digital divides
are really linked to offline inequalities and why this is an ethical problem.
This is why philosophical investigations are called for (Rookby and Weckert
2007).

Digital divides have several links to inequality, apart from the association
with inequality of distribution of goods and life chances. First, there is the
issue of access. When it became apparent that new ICTs had the potential
to overcome traditional inequalities but can equally well have the opposite
effect, governments across the world decided that a necessary condition of
more equality was widely spread access to such technology (Couldry 2003). As
a consequence, governments and other organizations have spent considerable
efforts in most parts of the world to improve the accessibility of new ICTs, in
particular the Internet.

6.3.3 Problems of current discussions of digital divides

Digital divides raise a number of interrelated questions. These include con-
ceptual, epistemological, methodological, but also practical ones.

There are several conceptual issues that render much of the debate on
digital divides problematic. One has to do with the concept of information. The
already-mentioned ‘haves’ and ‘have-nots’ are often also called ‘information
rich’ and ‘information poor’. This terminology suggests that more information
is always better than less information, which is patently false. There are many
types of information not all of which are equally worth having access to.
Being rich in some kind of information can include or even presuppose being
poor in others (Hongladarom 2004). There is also a case to be made that
in modern Western societies information overflow is more often a problem
than lack of information. While, for some time, it may have been a status
symbol to have technical access to information (e.g. via a mobile telephone),
it is increasingly a status symbol to be able to disconnect. In addition, it
is perfectly conceivable that individuals could consciously decide to remove
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themselves from information flow (e.g. by deciding no longer to watch TV or
by having no email access at home), which would not necessarily impoverish
their lives. Such views turn the traditional view of digital divides upside down.

A different question concerns epistemological issues of our knowledge of
digital divides and research concerning them. Hacker and Mason (2003) argue
that ethical concerns would have to be included more explicitly in digital
divides research in order to come to a better understanding of relevant issues.
At the same time, there is a dominance of positivist and quantitative research
that focuses on demographic aspects, which can narrow the understanding
of the problems and make them appear more static than they are (McSorley
2003). Couldry (2003) therefore suggests moving away from the concept of
digital divides in empirical research and concentrate on issues, which have a
stronger influence on the discursive design of ICTs.

These epistemological concerns are directly linked to the ontological fram-
ing of the concept of digital divides and their possible solutions. As already
indicated, much work in the area of digital divides concentrates on issues of
technology. A lack of access to technology is perceived as the (or at least one
of the) root cause(s) of digital divides. This renders them a technical problem
that calls for a technical solution. The simplest way of doing this is to pro-
vide people with access to technology. Indeed, this is an approach taken by
many governments, whose main focus is the provision of infrastructure or in
many cases even the provision of computers in households with the aim of
allowing people to connect (cf. Stahl 2008a). Providing access to technology
is nothing bad per se but it betrays an underlying technological determinism
that renders the probability of success of such measures doubtful (Warschauer
2003). While lip service is often paid to the fact that access requires more than
the opportunity to use a piece of technology, the fundamental difficulties this
raises are often ignored in favour of a relatively straightforward provision
of technology. High-profile projects like the MIT-sponsored ‘one laptop per
child’ initiative that aims to provide a laptop for US$100 to every one of the
world’s poorest children are in constant danger of overemphasizing technol-
ogy. Useful access which can overcome digital divides requires individuals to
have education, high levels of literacy, and the ability to evaluate information
gained through technology. These are conditions which are less often met
by those without technical access. In order to overcome digital divides, these
conditions would have to be fulfilled. In many cases, for example in countries
with underdeveloped educational infrastructures, this would be an enormous
task.

Another problem of digital divides linked to their ontological framing and
the epistemological issues concerning research on such divides concerns their
relevance in different social realities. The attention paid to digital divides can
lead to a definition of normality that includes access to information via dig-
ital technologies, which then renders lifestyles that do not conform to this
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normality problematic. In this way, digital divides can become self-fulfilling
prophecies, which come true because of the attention paid to them. The defini-
tion of normality can also be an expression of cultural imperialism. Whether
and in what way technology can and should be used to address problems in
different countries and cultures cannot easily be established a priori. The risk
is that discussions of digital divides can become ways of extending unequal
power structures of promoting particular technologies and processes in envi-
ronments where they may not be appropriate (Walsham 2001).

A further problem worth mentioning concerns the question of how digital
divides are to be addressed. Solutions, in order to be measurably successful,
would need to be based on clearly defined problems, which are not given.
However, even if one follows the dominant argument that the provision of
access to technical means is at least an important part of the solution, then
it is unclear how this is to be achieved. On an international level, ICT is seen
as an important means of development but, at the same time, the recom-
mendations to acquire ICT, develop market structures and engage in market
competition may be unrealistic due to the contingencies of path-dependent
development processes (Avgerou 2003). This means that particular problems
or solutions may have arisen due to specific circumstances and are therefore
not necessarily transferable to similar situations. Furthermore, it is unclear
how technical provisions are to be implemented. The discussion concerning
appropriate mechanisms of providing access is based on metaphysical con-
victions of what markets are and how they work (Stahl 2007). They are thus
part of greater political and economic discourses, which render it unlikely that
solutions to the problem of digital divides will be found soon.

6.4 Employment and work

Employment is a central political issue and a lack of employment is a problem
that most political actors try to address. Loss of employment, as often discussed
in high-profile cases where whole factories are closed, is seen as more than a
purely commercial issue. At the same time, the use of ICT for most types of
employment has the potential to change the nature and possibly the quantity
of work available. It is thus reasonable to ask whether there are ethical issues
arising from changes in the nature of work caused by computer and ICT
use. This section will first ask whether work is destroyed or created and in
a second step have a look at the changes in work caused by ICT. It will end
with a discussion of some other issues where ICT and work can have ethical
relevance.

6.4.1 Creation or destruction of employment?

It is beyond question that ICT can change what people do. It is almost incon-
ceivable now that a chapter such as this would be written by hand or using
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a typewriter. Similarly, most other types of work, be they clerical or manual,
are deeply affected. ICT contributes to the automation of many types of work,
which means that many traditional forms of employment are becoming rarer
in industrialized societies, whereas new types of work evolve. Such new types
of work using ICT are often called ‘knowledge work’ and the mass of ‘knowl-
edge workers’ are supposed to form the new ‘knowledge society’. It is probably
not contentious to say that some types of work are newly created whereas oth-
ers are either eliminated or outsourced. The question remains whether there is
a net gain or loss of employment.

Some argue that ICT-enabled automation will lead to less work. This is not
a new argument. Arendt (1958) made the argument quite convincingly over
50 years ago. Some argue that this is an inevitable development which may
even lead us to view the artificial agents taking over our work as ethical
agents (Brooks 2002). Others have held, against this, that there are strict limits
to what technology can do and thus to what type of work can be eliminated
(Collins 1990).

Wiener (1954) foresaw mass unemployment caused by the ‘slave labor’
of machines and referred to the great depression of the 1930s as being mild
comparable to what was coming. The ethical evaluation of loss of employment
is thus based on its economic consequences. Arendt (1958, p. 5) saw a different
problem, namely the development of ‘a society of laborers without labor, that
is, without the only activity left to them’. The problem here is that of a
meaningful existence, which in modern societies often implies employment.
This supports Floridi’s (1999a) view that the problem of replacing human
employment with technology is not so much a loss of income but the question
of how one can fill one’s time meaningfully.

In any event, the question of replacing human employment with technology
has been an ongoing concern of scholars interested in the ethics of technol-
ogy. One could argue that, in the end, it is an empirical question whether the
fear of loss of employment through ICT is justified. Interestingly, the problems
of measuring this seem considerable and it is hard to come to a clear empir-
ical evaluation. According to Castells (2000, p. 280) ‘it seems, as a general
trend, that there is no systematic structural relationship between the diffusion
of information technologies and the evolution of employment levels in the
economy as a whole’.

6.4.2 The changing nature of work

As it seems difficult to make clear quantitative statements about the changes
of work due to ICT, it may be worthwhile exploring the qualitative changes.
Bynum (1985), in an introduction to one of the classics of computer ethics
(Moor 1985), voiced the fear that increasing use of computers would lead to a
replacement of human work, in particular in ‘tasks that are thought to require
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judgement and wisdom’ (p. 263). This fear was not justified. In the time since,
it has become clear that the ones whose jobs are most at risk, due to ICT,
are the ones with lower skills and simple work that is easy to automate or
offshore.

One consequence that the introduction of ICT in the workplace does seem
to have is that it has supported a massive push towards higher flexibility.
This flexibility of labour has developed in parallel to the increasing flexibility
of worldwide markets in goods and finance. Together, these developments
constitute an important part of globalization. While one can argue that glob-
alization is a misnomer (as it excludes most regions of the world) and that
it is not a reality for labour markets, it has consequences for employment.
On the one hand, it can serve as an argument in debates between employers
and employees, where employers can now plausibly threaten to move work
abroad. On the other hand, markets and exchange mechanisms have, in many
cases, become truly global. Thanks to ICT, even a small local organization can
now cater to a worldwide market.

One example of this increasing flexibility is the concept of the virtual
organization. Again, there may be debates about the definition or social reality
of virtual organizations (Pennings 1998, McCalman 2003), but the concept
has served as a useful referent in different debates. It is often introduced in
a positive vein, emphasizing the ability to cater to client needs but also to
provide employees with higher degrees of freedom and autonomy. At the same
time, it changes our perception of work as well as the boundaries of work and
leisure.

One way of organizing work that will increase due to virtual organizations,
but also because of other ICT-enabled changes of work, is that of telework. The
idea behind telework is that the employee is no longer confined to physical
presence at the place of work but free to work from wherever (notably includ-
ing home) at whichever time. This is one aspect of the ICT-based flexibility
and one that seems to offer considerable promise, as it allows employees to
combine professional and personal life in ways impossible before.

6.4.3 Ethical issues of the changing nature of work

Where people have less of a chance to make a living they consequently have
less of a chance to lead a fulfilled existence. Interestingly, empirical research
again seems to be ambivalent with regards to the factual consequences of
the influence of ICT on employment. While ICT skills are now increasingly
required in a wide range of jobs, the impact of ICT on wages is unclear (Dewan
and Riggins 2005).

There are, however, other ethical issues linked to the increasing use of ICT
in work, which may be less obvious than issues of sustainability of income,
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but which may have an even stronger influence on the organization of work.
Central among these is the question of the relationship between employers and
employees. ICT use may empower employees by giving them access to infor-
mation and allowing them to develop their independence. At the same time,
the use of ICT allows the collection of information about work in ways previ-
ously impossible. Such information can be used for the purpose of employee
surveillance (Weckert 2005).

A good example of these ambiguous possibilities is the already mentioned
emerging form of work called telework. Telework is often described in positive
terms, with regards both to the organization and to the employee. As Jerrard
and Chang (2003, p. 120) put it, ‘[t]eleworking is about trust’. They go on
to say that technology is a means of granting members of a virtual team
‘independence and autonomy and enhancing their performance’. While such
positive views are certainly possible, organizational realities often seem to
develop in a different direction. Telework lessens employers’ ability to monitor
employees’ input and forces them to increase control of output (Jackson et al.
2006). This requires employees to engage increasingly in self-surveillance,
which means that they need to internalize employers’ requirements and accept
them unquestioningly. Telework can have (ethically relevant) gender aspects,
for example in that it often leads to the double burden of work and family
responsibilities, which typically are shouldered by women. Moreover, telework
removes the ability of employees to socialize and thus to organize. It thereby
implicitly strengthens employers’ positions because it makes it more difficult
for employees to bargain collectively (Greenhill and Wilson 2006).

6.5 ‘Social’ issues of computer ethics and ways to address them

This chapter set out to give a broad overview of social issues in computer
ethics. It has focused on issues of intellectual property, digital divides, and
employment and work. Of course, there are many other issues worthy of
discussion under the same heading which could not be included. The question
remains what these three main issues have in common and how ethical theories
can help us address them.

One interesting aspect that they share and that sets them apart as ‘social’
issues is that they concern conflicts between and among social groups. The
most important collective actor that shapes the social struggles is business. The
entire debate surrounding IP is driven by business interests in strengthening IP
protection with the aim of allowing IP holders to gain financially from them.
Work and employment issues are also driven to a large extent by business
interests, for example where ICT leads to a higher degree of employee surveil-
lance or self-surveillance. Digital divides are partly results of differing levels
of business activities, they are often described as impediments to successful
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business developments, and solutions to them are sought in business provision
of technology. Commercial interests thus form a central aspect of the social
issues discussed in this chapter.

It would, of course, be an undue simplification to describe business as
a monolithic block with uniform interests. The struggles and conflicts that
render social issues ethically relevant are often between commercial and
non-commercial interests (e.g. copyright holders vs. music consumers; patent
holders vs. poor, ill people in developing countries) but they are also often
found among different businesses or business models (e.g. proprietary soft-
ware developers vs. open source software developers). The observation that
commercial interests are dominant is thus not to be misunderstood as a claim
that profit-oriented organizations are morally bad, but as a sign that in cap-
italist societies commercial interests are a main cause of social disagreement.
Social issues of computer ethics can thus to a large extent be understood as
struggles over distribution.

Questions of competing interests and justifiable distributions in democratic
states are never just ethical but they invariably gain political relevance. This
is certainly true for the three examples discussed in this chapter. Different
interests groups, who aim to promote their viewpoints, do this by influencing
political processes and agents. As the political process often culminates in the
creation of laws, such ethical issues then take on a legal quality. This is most
obvious in the case of IP, where statutes and case law have a direct bearing
on facts as well as their ethical evaluation. But also employment issues and
digital divides find their reflection in legal procedures policies. Democracy,
as the type of government that ideally allows all voices to be heard and
acceptable solutions to be found, is thus the fighting ground on which social
issues are decided. Ethical considerations can play an important role as the
bases of arguments used to promote particular viewpoints.

This leads us to the question of appropriate ethical approaches to understand
and address social problems of computer ethics. Much work in computer ethics
focuses on individual and professional matters. The idea behind this is that
computer professionals need to be aware of ethical issues, understand their role
and pursue courses of action that are ethically justifiable. This happens within
a professional environment, where professional bodies shape the perceptions
of relevant duties and enforce shared standards, for example through codes
of conduct or codes of ethics. This individualist approach is often taught to
students of computing and it can offer valuable points of orientation. It has,
however, also been criticized as one-sided and limited in its approach (Adam
2005). This is certainly a problem with regards to all of the issues discussed
in this chapter. While individual actions can have relevance with regards
to IP, digital divides or employment issues, they are unlikely to change the
underlying structures that lead to the ethical relevance of these questions.
There are, of course broader ethical theories available in computer ethics such
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as Floridi’s (1999b) information ethics, Bynum’s (2006a) flourishing ethics
or Introna’s (2007) disclosive ethics. However, none of these are particularly
sensitive to the social nature of issues described here.

Some scholars have therefore suggested the use of more socially aware ethi-
cal theories to address ethical problems of technology (Devon 2004, Johnstone
2007). This is an important move towards ethical theories that are sensitive
to social issues and the role of business in societal conflicts. One may argue
(Stahl 2008b/c) that ‘critical theory’ or ‘critical social theory’ (Harvey 1990)
provides a conceptual frame for understanding such social issues and, at the
same time, has great sensitivity to competing ethical claims. It is to be hoped
that a sharper awareness of social issues in computer ethics may develop, one
which includes knowledge of the issues themselves and more importantly,
an increased discussion of how computer ethics itself can develop to address
them more successfully.



7 Rights and computer ethics

John Sullins

7.1 Introduction

This chapter explores the philosophical theories that attempt to provide guid-
ance when determining the best way to balance the rights of the individual
user of Information and Computer Technologies (ICTs) with the legitimate pub-
lic concerns of the societies impacted by these technologies. Imagine being
sentenced to ten years in prison due to the contents of an email message your
government disapproved of. This frightening possibility became reality for Shi
Tao. In 2005, he composed an email from his office in China using a Yahoo
account, which he then sent to a pro-democracy website in New York City. He
attached to the email an article, which he wished to publish anonymously, on
China’s new policies regarding crackdowns on potential pro-democracy dissi-
dents in China (MacKinnon 2008). When Chinese authorities became aware of
the article they considered it a breach of state secrets and sought to find out
the author. They eventually received crucial information about Shi Tao’s iden-
tity from Yahoo’s Asian business partners in Hong Kong (MacKinnon 2008).
This evidence was then used to convict him in a Chinese court.

There are two ethical issues here: whether the Chinese government’s actions
in suppressing Shi Tao’s free speech rights were ethically wrong; and how the
ICTs used contributed to that situation. Regarding the first issue, many people
outside of the Chinese government argue that there was a moral wrong per-
petrated in this case, even if it did proceed from Chinese laws and regulations.
Later, we will look at some of the philosophical theories that motivate this
response. The second issue is more difficult.

Did Shi Tao have a reasonable right to expect his email provider to keep his
identity confidential? Did Yahoo’s representatives in Hong Kong grievously
breach the privacy rights of Shi Tao when they complied with the request of
the Chinese government for help in investigating this case? Yahoo maintains
that they broke no law in this matter, nor do they admit legal wrongdoings
in the three other similar cases in China they are involved in. Still, it is clear
that the leadership at Yahoo must have felt some genuine moral concern for
this situation as Jerry Yang, one of the co-founders of Yahoo and its current
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CEO, made a solemn public apology to Shi Tao’s mother in front of the United
States Congress and, in addition, the company set up the ‘Yahoo! Human
Rights Fund’, which provides financial aid to those impacted by human rights
abuses in Asia (MacKinnon 2008).

This case highlights the global challenges that revolve around human rights
and ICTs. Why were journalists, human rights advocates, and the United States
Congress so morally outraged by the actions of Yahoo Inc. and its business
partners? Why did the Chinese government consider it had the right to know
the identity of the author? Why did Shi Tao trust the ICTs he was using would
protect his identity? You may not be involved in anything as politically
charged as Shi Tao, but even so, do you have a right to expect that your
web and mobile communications will remain private? These are some of the
questions we are going to explore in the rest of this chapter.

7.2 Information and personality

Everything we do leaves a trail of information, a digital footprint as it were.
This information can be looked at in many different ways. Imagine filling in a
detailed log with entries for every single action you do: awoke to alarm clock
at 7.00 a.m., tossed the covers aside at 7.05, placed feet in slippers at 7.05 and
30 seconds, etc. The more detailed this log becomes the more someone reading
it would know about you. Perhaps one might keep tabs on your exact location
as you moved around doing your daily chores. Maybe one could keep an
accurate diary of all one’s personal communications and social interactions.
The more and more layers of information like this one could gather, the deeper
one can come to understand you, who you are, what you do, who you know,
where you go, what you believe. Certainly, nothing short of some divine being
would be able to achieve this kind of detailed information with the required
amount of accuracy. In fact, God or a Recording Angel does just this in the
Abrahamic religions, noting down every act and thought one does or has
during one’s life to be fully recounted on Judgement Day. But, as more and
more of us use ICTs, we leave many disparate trails of digital information.
Cell phone call logs, GPS tracking data in our cars and mobile phones, friend
lists on social networking sites, receipts for goods bought off- and online,
voluminous emails and text messages: until recently all this information had
existed in separate and incompatible formats and databases. Anyone wanting
to follow our trail of information would have had a challenging task at hand.
This is rapidly changing though as the separate providers of these services
have come to realize the synergy that can be achieved by collecting as much
of this data as possible and sharing it widely, creating a digital footprint that
is much easier to track. Digital advertising can follow this trail and deduce the
interests of each individual and market goods and services tailored to each
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person. While this may result in better shopping, will it also protect us from
unwanted intrusion into our lives? How will we determine who gets to collect,
share and profit from all of this personal information?

Who is going to ensure the accuracy of all this information and the proper
interpretation of the collected data? Certain customer profiles will result in
obtaining unbeatable opportunities and savings, others will not be as lucky,
and all will be based on a digital footprint constructed from income projec-
tions, credit ratings, health prospects and demographics. Life will be wonderful
for the digital elite that maximally fit the profiles of a good consumer, but
someone with the wrong friend list, search engine queries, web searches, racial
profile and travel patterns could be deemed a bad credit risk or, even worse,
a potential terrorist.

A deeper concern for our rights as citizens in the world of information is
found in the work of Luciano Floridi, who argues that information has an
ontological force in the construction of our personal identity, meaning that,
at the deepest level, information affects who we are and what we can become
(see Floridi 2006a, 2006c, 2007b, 2008d). Since it plays such a central role in
our identity, Floridi argues that we must be afforded certain rights to protect
ourselves.

To see how this all works, imagine receiving an unexpected letter that details
how you are the heir of a fortune you did not previously know about. That
would change your life, and if the letter were lost, blocked or misdirected,
that too would change your life. That letter, a piece of information, is a
vital component of your future potential identities. Likewise, all the various
bits of information that constitute your digital footprint taken together help
determine who you are and your place in the social world. This means that
we must pay close attention to the forces that access and manipulate that
information. The wrong information in the wrong hands can critically alter
your ability to operate in the social world. Because information so deeply
constitutes our identity we even call such an offence identity theft. Acts of
inappropriate use, disclosure, or manipulation of our personal information
can rightly be seen as acts of aggression against our very personality (Floridi
2006c, 2007b). In addition to fostering the protection of each individual’s
information self, we must also foster the ability of each person to steward
his or her own information and to freely express their personality, in order
to encourage their growth, flourishing and self-actualization. This makes it
a primary concern of governments to set policies that respect information
rights.

7.3 Personal rights and global concerns

This is an unparalleled moment in human history. ICTs have been steadily
making it easier for people to communicate and share all kinds of data across
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nearly every political border at increasingly lower cost. While some welcome
this as the fruition of the promises of liberty, democracy and technological
progress, others see it as a corrosive influence, which will finish off the last
vestiges of indigenous world culture, or threaten the power of regimes that
require their citizens’ acquiescence to the limited possibilities available in their
own countries.

How can members of small, indigenous populations resist the wonders of
ICTs and their lure into the high-tech world of plentiful information and
opportunities? Indeed, even in the case of larger and more entrenched cul-
tures, how can we avoid a progressive blending and homogenization? How
can a country silence dissidents emboldened by allies and contacts in the wider
world? Less dramatically, but important nonetheless, who is to set the stan-
dards of civility in net discourse? Every culture has differing norms regarding
propriety and decorum in personal communication. Thus, an informal email
typical of citizens in Europe or the United States might greatly insult those
in a more formal, traditional culture. Images considered a trifling joke in one
culture might be considered foul pornography or blasphemy in another and
even inflame them into bloody riots.

We might want to adopt a common protocol for the content of commu-
nications on the net. If so, should it be a permissive set of standards or a
strict and formal one? If we allow for a high level of free speech, we stand to
alienate our fellow world citizens who do not share our conviction that free
speech is a public good. If, instead, we censor or limit interactions between
users in a way that would make more authoritarian governments and tradi-
tional cultures happy, then we stand to lose the freedoms we enjoy on the net
right now. We will now look at the philosophical justifications for free speech
and privacy, as these play out in the use of ICTs where anonymous speech
can exacerbate the conflicts regarding pornography, hate speech, privacy and
political dissent.

7.4 Freedom of speech

Citizens of liberal democracies take for granted wide-ranging freedoms of
expression and speech. In the liberal tradition, it is considered wrong to limit
expression unless doing so would prevent harm or extreme offence to other
members of the society. Even though the last sentence sounds simple, it turns
out to have complex implications making it difficult to draft effective inter-
national political policy that respects this right. Even countries whose citizens
hold closely allied philosophies regarding free speech and privacy, such as the
US and the European Union, differ on issues in the control of pornography or
hate speech and whether or not cryptography is a protected form of speech
(see Spinello 2003, p. 53).
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The notion that we have a right to freedom of speech is a modern one and
many traditional societies do not always favour granting this right. Certain
ICTs such as the Web bring these two traditions into conflict. In this section we
will look at the strongest philosophical justifications for free speech and then
turn to the specific problems arising as these values are expressed through
global ICTs.

7.4.1 Free speech is a social good

The birth of Western philosophy occurred in a special historical period, dur-
ing which moments of relatively unrestricted speech occurred in places such
as ancient Athens. These moments were short-lived, and many of the early
philosophers, such as Socrates (469–399 BC) and Aristotle (384–322 BC) found
death and exile respectively as their reward for questioning traditional belief
systems. Plato (429–347 BC), the student of Socrates and teacher of Aristotle,
took an opposing view and famously argued in his Republic for a state that
strictly controls the tenor and content of art, poetry and music (Hamilton
and Cairns 1989, p. 575). So, from its very beginning as a subject of inquiry,
freedom of speech can find both enemies and allies in philosophy. However,
it is not until the modern period that we find its strongest ally in the form of
the English philosopher John Stuart Mill (1806–1873).

In On Liberty, Mill argues for broad social freedoms for the individual in
both the private and public domain, and that a society, in order to be truly
free, must allow for each individual to enjoy an internal ‘liberty of thought
and feeling; absolute freedom of opinion and sentiment on all subjects, prac-
tical or speculative, scientific, moral, or theological’ (Mill 2007, Chapter 1).
Thus, each individual is the master of his or her own thoughts and feel-
ings. Mill expressly includes the right to express and publish one’s thoughts
and opinions. He argues that the free state must grant the ‘liberty of tastes
and pursuits; of framing the plan of life to suit one’s character; of doing as
we like, subject to such consequences as may follow: without impediment
from our fellow-creatures, so long as what we do does not harm them, even
though they should think our conduct foolish, perverse, or wrong’ (Mill 2007).
He also claims that a free state must allow its adult citizens to gather and
congregate in any way they see fit, again as long as no harm comes from
it (Mill 2007). So, in a free state, people should be allowed to formulate and
express their own thoughts and ideas in any way they see fit and to whomever
they want in whatever style they like, as long as no harm comes from this
activity.

Clearly, Mill sees this as the greatest way for the individuals in a society
to pursue their best interests and flourish as persons. If the state is composed
of strong individuals, who are engaged in myriad activities all pursuing their
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various interests, the society as a whole will benefit from the best of that
activity so its members will all be collectively better off. So, even if someone’s
choice of topic is an unorthodox one, it is critical that we do not censor it, even
if it makes many people uncomfortable, as these ideas just may prove fruitful
to the whole, either by strengthening the orthodox view in light of the new
challenge, or in overturning false or outdated ideas that may have the society
in thrall. In fact, this is just how all civil rights gains have been made in the
last few centuries.

The key to all of this is that Mill insists that this activity must be tolerated
as long as no harm is done. This has come to be called the ‘harm principle’ and
I will refer to it as such for the rest of this chapter. The harm principle sounds
very reasonable and most people find it unobjectionable upon first hearing.
Still, it is fair to wonder what may count as harm. Do we only run afoul
of this requirement when we cause physical harm or could mental anguish
count? If mental anguish counts, then some difficulties arise with this theory.
Mill seems to want to protect the rights of iconoclasts who challenge deeply
held beliefs in a society. But the very actions of a socially radical free thinker
will certainly offend the established members of any society, and offence is
a painful experience, potentially harmful, so the iconoclast may appear to be
violating the harm principle.

Mill can avoid this criticism by limiting the notion of harm to include only
those states that cause physical, monetary or extreme emotional damage. So,
if growth and change can be a painful yet healthy and desirable experience,
agonizing challenges coming from some members of a society may actually
represent opportunities to develop and adapt and therefore must be tolerated
or opposed openly in the realm of public debate. As a result, offence is not
an instance of harm, in fact it is just the opposite, it is an opportunity to
strengthen and grow. This means that, in a free state, the speech of individuals
must be protected from government censors and the ridicule and scorn of
established social orders, even if their words are offensive.

7.4.2 Unlimited free speech does not exist

The other side of this debate is best represented by a contemporary philosopher,
Stanley Fish, who argues that no society can allow completely unfettered
speech and expect to last for long (Fish 1994). Fish claims that every individual
expresses herself within a particular society and that society is composed of a
set of more or less shared values, or at least a range of values. This means that
each individual is a product of the influences and ideas percolating through
her society. So, to claim that her speech is completely free is too strong, since
there are always constraints on speech. In order to participate in a society,
one must accept certain limits to one’s freedom of speech.
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In his book Philosophical Investigations, Ludwig Wittgenstein explains a
similar concept, which he calls a ‘language-game’ (Wittgenstein 1953). Seeing
language as a game in this instance is a useful metaphor to explain the
communication of information: the interlocutors are the players and there are
many rules of the game that must be followed or no communication occurs. So
unfettered free speech would be a game with no rules. But since a game with no
rules can hardly be called a game, unfettered free speech could hardly be called
communication. It would just be pure babble. This leads to the conclusion that
there is no unfettered free speech and to the further evaluative claim that it
is a good thing that we do not have totally free speech, since we want to
communicate and operate within a society and neither is possible if speech is
completely unregulated. This means that we have to accept appropriate limits
on our freedom of speech to communicate and keep our society working (see
Fish 1994).

We are now faced by a dilemma. On the one hand, Mill claims that our free
society will be jeopardized if we regulate the speech of minority opinion in
any way. On the other, we have a strong argument from Fish that suggests
that, no matter what, our speech must be regulated in order for it to serve
its function as a kind of social glue that holds a society together. If there
is no way around this dilemma, we are stuck either with stagnating soci-
eties incapable of innovation or ones that are too permissive and chaotic to
survive.

7.4.3 Securing the electronic frontier

We can see both horns of the free speech dilemma playing out in the debate
over how (or even whether) to regulate communications over the Internet and
other ICTs. The Electronic Frontier Foundation (EFF), a group founded in 1990
by civil libertarians John Gilmore, Mitch Kapor and John-Perry Barlow, was
created to serve as the first public advocacy group that ‘championed the public
interest in every critical battle affecting digital rights’ (EFF website). As ICTs
have moved to the fore as the primary mode for public discourse, EFF has been
involved in every major legal battle in the United States regarding the rights
of ICTs users. EFF’s motivations for getting involved are no doubt as diverse
as the group’s membership but the website warns that, ‘[I]f laws can censor
you, limit access to certain information, or restrict use of communication
tools, then the internet’s incredible potential will go unrealized’ (EFF website).
Here we see an argument clearly derived from ideas similar to Mill’s. The
Internet has a potential that is of value to mankind, but that value will be
lost if restrictions are placed on its users. In order to protect this social good
we must protect strong individual rights such as free speech and the right to
disseminate ideas unhindered on the Internet.
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The legal opponents of the EFF often rely on the second horn of the dilemma.
EFF has been in legal battles with agencies of the US government over
many issues, including the unlawful search and seizure of computers (Steve
Jackson Games v. The Secret Service), the right to distribute personal encryp-
tion software (Bernstein v. US Department of Justice), Internet censorship in
the form of the Communications Decency Act and the Child Online Protection
Act (ACLU v. Reno and ACLU v. Ashcroft – CDA and COPA), right to view
digital recordings as the viewer sees fit (ALA v. FCC – Broadcast Flag), law
enforcement must have probable cause to track people using their cell phone
data (USA v. Pen Register), and their recent cases against the US National
Security Agency (NSA) regarding the extensive wiretapping of US citizens by
the NSA with help from major corporations such as AT&T. These are just a
few of the more important cases (see their website for further information,
EFF.org). In each of them, the motivation for the US government has been one
of law enforcement. The general argument is that ICTs provide a new arena for
illegal activity such as piracy, hacking, child pornography, drug dealing and
terrorism. Without broad abilities to access data and to limit certain expres-
sions of speech (e.g. encryption, and pornography), the US is not going to be
able to combat these social ills. Since (one assumes) Americans do not want
to live in such a society, it is necessary for their government to acquire the
information needed to protect its citizens.

Similarly, at the corporate level, the EFF has confronted companies such
as Diebold and Apple Computer, just to name two. Diebold sought to use
the Digital Millennium Copyright Act (DMCA) to sue researchers that were
looking into flaws in digital voting machines that Diebold had built. Claiming
that emails outlining flaws in the machines were copyright infringement, they
sought to curtail the activities of the researchers. The EFF contributed to the
defence of the researchers and helped win the case. Apple sought to find out
the identities of anonymous sources that had leaked information about an
upcoming product to computer news websites; AppleInsider and PowerPage.
Again, the EFF successfully litigated to protect the rights of the journalists on
the websites from exposing their sources. In both cases, the companies sought
to control information about their products for fear that releasing any of this
information would negatively affect their ability to do business.

7.4.4 Anonymous speech

So far we have reviewed a number of arguments in favour of free speech and,
by extension, free speech online, but is it right to say what one wants provided
that one will stand up and identify oneself as the author of those ideas?

At first, it might seem appropriate to require everyone to stand up for the
thoughts and ideas they profess online. This requirement would force people
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to have to own up to mistakes, libel or misinformation they were responsible
for propagating. Unfortunately, this is also naı̈ve. Some contents are simply
too dangerous to the speaker and can only be disseminated anonymously. The
case of Shi Tao, with which we started our discussion, is a prime example
of what can happen when anonymity is lost. An individual is hopelessly
incapable of directly challenging the interests of geopolitical powers and large
multinational corporations. The only way to protect the lives and livelihood
of these dissidents is to ensure their anonymity.

A right to anonymous speech has been described as a combination of a
right to privacy and a right to free speech (see Bell 1995). If we support both
free speech and privacy, then it would seem that this requires our support for
anonymous speech. Anonymous speech was certainly a value held by many
of the technologists and computer scientists that built the Net. Even though
the early Internet was a project of the US military, it was quickly co-opted
by skilled young computer scientists who had been deeply influenced by the
social libertarian culture of the sixties and seventies. The history of the early
development of digital ICTs is wonderfully detailed by John Markoff (Markoff
2005). This disparate group of savants, freethinkers and iconoclasts all shared
a love of electronics and a dream of creating computers that could serve as
a kind of personal augmentation device; one that would increase the abilities
of the individuals and allow them to reach higher levels of self-actualization
through unparalleled access to the world of human ideas (Markoff 2005).
This radical idea was revolutionary at the time, with the cumbersome early
PC technologies, but we can now see that it has come to fruition. The PC,
coupled with the Internet, does indeed give us access to great deals of infor-
mation and provides us with a multitude of forums within which to engage
in all manner of communications and social interactions. These sixties radi-
cals seem to have fostered a social revolution the likes of which have never
been seen on this planet before. Lawrence Lessig observes in Code: Version
2.0 that the early version of the Internet was designed in a way that made
it hard to regulate. ‘To regulate well, you need to know (1) who someone is,
(2) where they are, and (3) what they are doing’, but none of these abilities
were built into the code of the early Internet (Lessig 2006, p. 23). This led
to a period in the early nineties when technologists commonly claimed that
modern ICTs would seriously challenge the abilities of modern nation states
to control their citizens, thus unleashing a worldwide social revolution – the
ultimate hack.

This has not turned out to be the case, as code can be written to foster control
as well. ‘There is regulation of behavior on the internet and in cyberspace, but
that regulation is imposed primarily through code’ (Lessig 2006, p. 24). So it
seems that a new generation of technologists is now in control and fewer of
them are interested in social revolution. This industry is no longer dominated
by American companies and software engineers; today the industry has spread
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across the globe, and we are seeing a demand for technologies that increase
governmental control over ICTs and the infosphere they foster. Countries like
China want as much control as they can get and many companies, even large
US companies such as Cisco, are more than eager to supply the technology and
code they need to create their ‘Golden Shield Project’, the first ICT-enhanced
police state (see Fallows 2008, Klein 2008). These new technologies will give
what China hopes is unparalleled abilities to monitor and censor Chinese users
of the Internet and to control information flow into and out of the country, as
well as protect its systems against hackers and cyber warfare (Fallows 2008,
Klein 2008).

Even if the original design of the Internet was conducive to anonymous
speech, it is not clear that future ICTs will be designed with this in mind.
In fact, they could be just as easily built to enhance governmental con-
trol rather than challenge it. Without free anonymous speech there will be
little chance for individuals or minority groups to challenge technological
hegemonies.

7.4.5 Abuses of free speech and anonymity

Even if we want to support the rights of political dissidents to freely com-
municate and challenge the status quo, it remains true that some minority
interests are far less appealing, such as those interested in propagating things
like pornography or hate speech. However, they too can use ICTs to further
their specialized interests. Free speech and anonymity constitute a double-
edged sword that must be used with care. Speech and communications that
one would never consider broaching in general public settings are common-
place fare in certain locations on the Internet. There is nothing too extreme,
too violent or too perverse for publication on the Net. Just as any hobbyist
can find an instant community of fellow enthusiasts on the Web, so too can
any aficionado of any particular sexual practice. This is also the case when
it comes to hate speech and extremist political views and other potentially
harmful speech acts.

A perennial problem for free speech philosophy is to distinguish objection-
able speech from speech worth protecting. There is a vast array of cultural
opinions on what is or is not objectionable speech.

The cultural distinctions can be fairly subtle. For instance, European coun-
tries tend to be less interested in limiting pornography on the Web, whereas
there have been a number of unsuccessful political attempts to censor web-
based pornography in the United States. The Child Online Protection Act is
the latest US legislation that attempts to curtail online pornography or at
least its access by children. But when it comes to limiting the speech of hate
groups, we find just the opposite, with European countries seeking to limit the
activities of certain groups such as neo-Nazis on and off the Internet.
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7.5 Pornography and ICTs

We live in the golden age of pornography. It is hard to pin down exactly how
much this industry is worth but it was reported in 2006 to be around $97 billion
dollars with China being the top producer at $27.4 billion (Business Services
Industry 2007). There has never been a time where so much of this material
has been so easily available to such a broad cross-section of the global society
so cheaply, and this is the direct result of the spread of ICTs. ‘Every second
$3,075.64 is spent on pornography, 28,258 internet users view pornography
and 372 internet users type adult search terms into search engines’, with the
US and the EU as the major producers of pornographic websites (Business
Services Industry 2007).

While this industry is as old as image making itself, it has usually remained
an underground business, that is until ICTs made it easy to distribute and
consume in the relative privacy of one’s own home. The personal computer
took off from where personal video devices like the VCR left off having opened
the door to home video porn. Now, a wide variety of material is available to
any Internet user and much of that content is free. In fact the numbers quoted
above do not take into account ‘a nearly infinite supply of free, amateur videos
from countless user-generated sites’ that are challenging the revenues of the
traditional purveyors of pornography (Schiffman 2008).

Before we get too far along on this topic, it must be acknowledged that
it is difficult defining just what pornography is. It is largely a cultural or
even personal distinction that one makes, meaning that some individuals and
cultures have very low tolerances while others are quite comfortable with
even explicit images and depictions of sexual acts. So there will be no final
agreement on a strict definition of pornography.

There is no doubt that there are healthy and artistic ways of discussing
and depicting human sexuality in all the various media we communicate in.
For our purposes, here I will deem these depictions unproblematic and I will
refer to those as erotic stories and images. There is a tradition in philosophy
that finds great value in eroticism of this sort; even Socrates seems to have
made a strong claim in favour of the erotic, which was transcribed in Plato’s
Symposium (see Plato 1993). So one may wish to resist the temptation to place
a negative value on all media depictions of sexuality, even if it turns out that
there is actually very little healthy erotic material existent online. For our
purposes, we may reserve the word ‘pornography’ for text and images that do
not positively challenge, enhance or expand one’s understanding of human
sexuality but instead demean, diminish and degrade the authors, actors and
observers of the work in question. Simply put, if the piece does not contribute
to the good of everyone involved in its production and consumption, then
it is of dubious worth, may be qualified as pornography and indeed might
be a morally justified candidate for censorship. This is not to say that any
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work concerning human sexuality that challenges the preconceived norms of
a society is pornography. For instance, it is possible that the work enhances
the good of its authors and audience but offends the sensibilities of the society
at large. This might just be a failing of the society at large and, in this case,
the work is not harmful pornography and deserves protection.

All this falls nicely in line with Mill’s Principle of Harm discussed above.
Erotic contents may enhance or challenge a society and are protected by
free speech rights, whereas pornography creates harm and is therefore not
protected by a right to free speech. It is important to note that would-be
censors must provide proof of harm; and that harm must be significant, mere
offence is not enough. Unfortunately one does not have to work very hard to
find significantly harmful pornography easily available online.

Pornography is significantly harmful in three general situations: (1) its pro-
duction, (2) its consumption and (3) its effects on the society in general. An
obvious example of the first type of harm occurs in the production of child
pornography. There is clear victimization that occurs, as children are forced
into behaviour inappropriate for their age. As the philosopher and computer
scientist Alison Adam has observed, this harm can be extremely long lasting,
not only because of the potentially permanent damages inflicted psychologi-
cally on the children involved, but also because, even if the perpetrators are
caught and prosecuted, the images they disseminated on the Net are virtually
impossible to eradicate and linger forever in the dark corners of the Web
(Adam 2002, p. 140).

The second type of harm occurs more often than one may think. There is
no passive way to experience pornography, it is designed to arouse strong
emotions and this can be victimizing when the images simultaneously arouse
the viewer sexually and combine that with fear or violence. One is reminded
of the famous quote from the philosopher Friedrich Nietzsche: ‘And when you
stare for a long time into an abyss, the abyss stares back into you’ (Nietzsche
2003, p. 69). The viewer of violent pornography is changed and it will not
be for the better. ICTs may act as a trigger of latent deviations in individuals
that otherwise may have never come to the surface. ICTs provide easy access
for persons to be exposed to and seduced by certain sexual deviations. They
might also form online friendships with other disturbed individuals with whom
they trade illicit material and then goad each other into antisocial behaviour
in the real world, which these individuals might have never contemplated
attempting on their own (Adam 2002, p. 140, Lessig 2006, p. 16). For example,
it is likely that the consumption of child pornography has grown and that
there is a link between its growth and the growth of the Internet (Adam
2002, p. 140).

Finally, the third area can be exemplified by the way in which pornogra-
phy can contribute to a society that is threatening and dismissive of women’s
interests. Men have been the largest audience for pornography and many
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feminist philosophical theorists see pornography as a possible means of fur-
thering the social control of women (see Adam 2002). Pornography socializes
men to see women as vulnerable submissive objects. It is argued that some-
one deeply involved in consuming this media will be less capable of having
authentic relationships with women. Of course, this criticism fails to consider
that there is homosexual pornography and explicit material produced by and
for women and couples. However, since this material is less common, the
main criticism levelled against pornography stands. It does make certain large
spaces in cyberspace inhospitable to women.

There are many more possible examples of the social acid produced by
harmful pornography and this world is only possible through the anonymity
provided by the Web for both the producers and consumers of pornographic
media.

One last great excess that can occur when anonymity and deviant behaviour
are mixed is cyberstalking. Stalking is certainly not a new phenomenon but
ICTs have made this behaviour much easier. The Web gives each of us the
powers of a private detective and in the hands of an obsessed individual this
can prove dangerous. This phenomenon can also make the net an unsafe place
for women and children since the overwhelming majority of stalkers are men
(Adam 2002).

7.6 Hate speech and ICTs

Another social evil that has followed our migration to the Net and found a
fertile atmosphere to grow is hate speech, both racial and religious. Again, the
Principle of Harm can be used to distinguish hate speech from the heated and
vigorous debates that race and religion can both engender. For a speech act
to count as hate speech it must be motivated by hate and directed at the harm
of other racial or religious individuals or groups.

The oldest hate-based website is Stormfront.org, the brainchild of Don Black,
a notorious member of the Ku Klux Klan. Stormfront.org boasts dozens of
individual forum topics, from ‘Ideology and Philosophy’ to ‘privacy and secu-
rity’ and white supremacist’s youth and women’s issues. There are links on
this site to podcasts, blogs, projects and events, along with many thousands
of individual posts. At any time, there are hundreds of users from all over
the world logged on. It is as active as any popular website and is run by
a full-time staff (see Kim 2005). If it weren’t for the occasional use of Ger-
man gothic text, one might not notice this was a hate site, as it claims to
be simply a place for truth to be told, ‘allowing people access to information
not filtered by the “media monopoly”’. Stormfront has taken on the ‘Friendly
Fascist’ façade and one has to enter into the chat areas to find blatant hate
speech offered by its users. Don Black himself is careful to never cross the
line. He personally and wisely counsels his patrons to remember that ‘words
have consequences’, and asks that they follow certain rules for posting such
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as: ‘No profanity’, and ‘[a]void racial epithets’. A perusal of the site will con-
vince any reader that these rules are not always followed. The forum members
with monikers such as Lillywhite37, Krieger Germaniens14 and Nationalist-
Pride, to name a few, use the relative anonymity of the Stormfront forum
to broach topics that range from the mundane to high treason and from
this site one can find links to other sites that will eventually lead to more
explicit hate sites. On this forum, lip service is paid to free speech rights, there
is even a forum to post counter arguments. Stormfront.org walks a razor’s
edge, careful not to implicate its owners or moderators in any hate speech
that is easily identifiable. But it does provide a space for like-minded racists
to meet and mingle, sharing ideas and friendships that do have real-world
consequence.

The Southern Poverty Law Center cites Cass Sunstein, the University of
Chicago law professor who wrote the 2001 book republic.com that explains:
‘“Extremists and hate-filled sites tend to attract likeminded people who,
if isolated, could come to their senses.” Likeminded people talking to
one another, Sunstein says, “tend to become more extremist”’ (Kim 2005,
p. 2). The Internet can be a great place to spark political debate and momen-
tum, as anyone who witnessed Barack Obama’s 2008 US presidential election
can attest to. But this has a dark side as well. As Joe Trippi, who organized
the online portion of Howard Dean’s presidential campaign, said, ‘I’d hate to
think, what Hitler could’ve done with the internet’ (Kim 2005, p. 3).

7.7 Gossip, and online harassment

The Gossip 2.0 phenomenon is another place where free speech and privacy
collide head-on. This is antisocial networking, where the dark side of social
interaction is leveraged by ICTs to gain a force and audience far beyond the
restroom walls where this kind of communication is typically found. Celebrity
gossip has always been an issue for people in the public eye, but now everyone
on a university campus can experience the pain and humiliation of having
lies, half-truths and secrets from their love lives posted to the most popular
instance of this new phenomenon – Juicy Campus. Founded in August 2007,
Juicy Campus has already gained a great deal of infamy for the content of the
posts that are placed anonymously on the site.1

While the site boasts, on its privacy statement, that it ensures complete
anonymity for its users, the people who are the subjects of those posts are
not granted any privacy rights. The posts are mostly about sex, parties and
gossip, not about legitimate issues in campus life. People are clearly identified
by first and last names and the posts usually invite others to comment as well.
The entries range from mildly humorous to potentially libellous but always
spurious. It is difficult to see what good a gossip site like Juicy Campus can

1 Juicy Campus went offline in 2009 but has been replaced by other gossip sites.
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add to campus life, but it is easy to see the harm it has already fostered. The
International Herald Tribune reported in March 2008 a case in which a student
at Yale had his past as an actor in a pornographic video revealed on Juicy
Campus complete with a link to the video in question; the post was viewed
by many hundreds of his classmates and his reputation on campus devastated
(Morgan 2008).

7.8 Conclusions and future issues

Rights and computer ethics is one of the primary concerns of our time. This
moment in history is witnessing great technological change which is funda-
mentally challenging and complicating our claims to rights such as free speech
and privacy. Given that ICTs are global technologies, and that they can be
designed to enhance or limit free speech and privacy, this demands that we
come to some sort of global consensus on these issues. Since, as we have
seen, privacy and free speech can be at odds when someone wants to post
your private concerns, one or the other right will have to be curtailed to some
extent. These decisions will have to be made on a case-by-case basis, which
means there will be an explosion of opportunities in local and international
law and policy activity around these issues.

Our personal data are a gold mine when aggregated with everyone else’s and
turned into an easily searchable database for advertisers, politicians, insurance
providers and so forth. In the coming few decades, we will have to develop
a global policy on information privacy. In this chapter, we have seen strong
philosophical arguments in favour of information privacy. What remains to
be seen is whether this will influence the legislatures around the world. Will
we adopt strong data protection like the EU has with its Data Protection Act,
or will we just pay lip service to privacy issues but allow governments and
corporations to abuse those rights as we have seen happen in most of the rest
of the world, including the US? The answer is unclear.

Protecting free speech is another global concern. Protecting the rights of
dissidents and political revolutionaries comes at the cost of tolerating speech
we find offensive. The key to understanding how to properly regulate com-
munications is to adopt the Principle of Harm and to realize that mere offence
is not harm. Thus we can tolerate healthy debate but carefully regulate hate
speech; we can enjoy healthy and necessary converse about human sexual-
ity, while working to limit pornography that causes harm to individuals and
society at large.

ICTs are creating a worldwide surveillance society. The fear of global ter-
rorism and the illicit drug trade has caused governments to support more
and better surveillance. The glut of information that these systems produce
is being managed by more artificially intelligent systems, or ambient intel-
ligence, that, for instance, analyse the behaviour and facial expressions and
other biometrics of every member in a crowd and flag certain individuals as
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potential shoplifters, dangerous individuals or terrorists and then create a log
of that person’s activities that can be monitored by human agents later. This
same sort of information can also be collected on each and every one of us,
to be used by advertisers and marketers to track our shopping and buying
behaviour both online and off. These legitimate governmental and private
interests are taking us into a world that is something like a strange mix of
Aldous Huxley’s Brave New World (Huxley 2006) and a well-run theme park.
This emerging world is strikingly prevalent in online worlds like Second Life,
World of Warcraft, and others where the government on these games is a
commercial entity and those running it may be fabulous programmers and
designers but unskilled in political philosophy, ethical theory and policy, thus
creating the climate for abuse (see Ludlow and Wallace 2007, Ludlow 1996).

As we have learned from Lawrence Lessig, the designers and code writers
for ICTs are the real power behind securing the rights we want (Lessig 2006).
Law and policy will always be behind these technologies because technology
changes so quickly. If we are going to continue to enjoy the rights that we
care about, then it is going to be due to the work done by technologists and
technological watchdog groups like the Electronic Frontier Foundation today.
It is vital that those studying to be technologists are trained in computer ethics,
as they are the only hope that we have in securing ethical ICTs. Without this
training we can expect ICTs to take us into a strange new world where none
of us will feel comfortable and where living a good life will be more difficult
if not impossible.

7.9 Far future issues

A final thought worth pondering is whether future generations will even see
our interest in securing rights and computer ethics as a legitimate one. It
would seem that younger generations do not care that much about privacy
rights, given their complete lack of propriety on social networking sites like
MySpace and Facebook. People are quite willing to give away the most inti-
mate facts about themselves to millions of potential viewers. In fact, Facebook
is a wonderful place for would-be identity thieves to collect all kinds of useful
tidbits like, for instance, a user’s mother’s maiden name or the name of a
pet, which can then be used to bypass security in online banking, etc. (ZDNet
July 2007). While it is indeed true that many young people are sharing way
too much information about themselves online, it is probably due to naivety.
Most users will greatly alter their habits once they find out what can happen
to them. And as more and more of them have this experience, we may find
that they mature into stalwart defenders of privacy.

At the beginning of this chapter, we discussed how our use of ICTs creates a
digital footprint, one that can be mined by others for valuable information. If
we extrapolate a little on the technology already available, such as the Internet,
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smart phones like the iPhone, automatic data collecting, personal robotics, etc.
we might see evolving a device that could record one’s own digital footprint.
This is exactly what Microsoft researchers have proposed with the MyLifeBits
project, which is supposed to collect every aspect of ones digital footprint.
‘It is a system for storing all of one’s digital media, including documents,
images, sounds, and videos’ (Gemmel et al. 2002). A much more advanced
device like this is imagined by the science fiction writer Rudy Rucker, a device
he calls the Lifebox (Rucker 2006). This device automatically collects all the
information surrounding its user as they live their life, everything they do,
say, look at, smell, hear, etc., the ultimate multimedia diary. This would result
in a huge amount of data, perhaps a petaflop or so, which, from the point
of view of technology, is not really all that much memory space considering
how quickly our ability to store this information is progressing (Rucker 2006,
p. 279). Armed with a Lifebox, one could then recall and even relive in a way
any experience one ever had or just keep the Lifebox as a complete record of
one’s life. This would be a fabulous device indeed. Yet it is easy to imagine the
problems with the complete transparency in privacy that would result from
this. Nothing would ultimately be secret, every moment of the life of every
person that had one could be reconstructed in intimate detail. Why build one?
Our wish for perfect memory and longevity may just overwhelm any vestigial
interest in privacy we may have at that time perhaps leading to the ultimate
erosion of our right to privacy.

As things like Lifeboxes, digital assistants and other artificial agents evolve,
they will not only challenge our privacy rights, they may even evolve to want
these rights for themselves. As strange as this advanced artificially intelligent
technology sounds, it is actually not that far-fetched. The beginnings of it
were discussed at the start of this chapter. If our personal individual agency
is formed from informational constructs as some have argued (Floridi and
Sanders 2004, Floridi 2003, Rucker 2006, Sullins 2008, Turing 1950), then
some information constructs may evolve significant artificial agency up to a
level of competence similar to our own. In this case, they may be deserving
of moral consideration for the same reason we, animals, ecosystems and cor-
porations are already (Floridi and Sanders 2004, Floridi 2003, Sullins 2007,
2006a, 2006b). Dealing with this is a very interesting problem. Perhaps, with
the advent of these artificial agents, we must also provide them with a kind of
machine morality (Anderson and Anderson 2007, Wallach and Allen 2008).
The ethics of artificial agents will be addressed in Chapters 12 and 13 of this
volume, but if we make the right decisions then perhaps the future of computer
ethics just may evolve to fulfil our desire for secure free speech and privacy
rights.



8 Conflict, security and computer ethics

John Arquilla

In the long history of human development, almost all technological advances
have been quickly harnessed for purposes of war-making. The hunter-
gatherer’s atlatl – a handheld rod-and-thong with a socket into which a spear
was inserted – greatly extended his throwing range, and was good for bringing
down prey and handy for fighting competing tribesmen. The same was true of
the bow and arrow as well. A kind of dual-use phenomenon – with the same
advances having both economic and military applications – soon became evi-
dent. For example, the wheel helped move goods in carts, but also led to the
war chariot. And so on, since antiquity. The pattern held right up through the
industrial revolution, which began over two centuries ago, with steam revo-
lutionizing both land and maritime trade, and giving far greater mobility to
armies and navies. Next came aircraft, whose uses seemed to apply to conflict
before they did to commerce, since very soon after humankind took to the air
a century ago, bombs began to rain down from the sky. The same pattern also
held for the atom, with the very first use of nuclear power in 1945 being to
kill some hundreds of thousands of innocent civilians. ‘Atoms for peace’ came
later. Today, early on in the information age, it is clear that the computer too
has been yoked to serve Mars, vastly empowering the complex manoeuvres
of modern militaries and the disruptive aims of terrorist networks. Whatever
the social and commercial benefits of computing – and they are enormous –
silicon-based intelligence is fast becoming a central element in military and
strategic affairs.

Still, throughout all these developments over the past several millennia,
there has often been some light to be glimpsed around the edges of the
darkness of war. It has taken the form of ethical guidelines for conducting
conflicts, strictures that are almost as old as the ways of war themselves. These
behavioural norms have shown a great deal of consistency across time and
culture: fight in self-defence, or to protect others; employ proportionate levels
of violence; honour the immunity of noncombatants; and, finally, go to war
only as a last resort, and on the basis of decisions taken by duly constituted
authority (Walzer 1977, Howard et al. 1994). Notions of ‘just war’, though
seldom fully observed, have thus accompanied many, perhaps most, conflicts
for millennia, sometimes ameliorating the effects of what can only be labelled
organized savagery. In this way, self-extinction of the species has, so far, been



134 John Arquilla

avoided. Indeed, it is hard to think of our having successfully negotiated the
nuclear rapids of the Cold War confrontation in the absence of an ethical con-
science continually reminding both sides of the inherently disproportionate
destructiveness – largely aimed at the innocent – of atomic weapons. But, just
as the end of the cold war was overturning the old international system and
holding out new prospects for a deep, lasting peace, the coming of comput-
ers may have unwittingly helped to put war and terror very much ‘back in
business’.

Computers have contributed to revitalizing the realm of conflict in three
principal areas. First, in terms of conventional military operations, computers
have completely revolutionized communications, making complex new modes
of field operations possible. Next, computers have made it possible to analyse
oceans of sensor data quite swiftly, enabling the military, intelligence and
law enforcement communities to take action in ever more timely and tar-
geted ways. This powerful new analytic capacity, it must be noted, can serve
aggressors or defenders equally well, whether they are nations or terrorist
networks. Last, the growing dependence of societies and their militaries on
advanced information and communications technologies has given birth to
cyberspace-based forms of strategic attack, designed to cause costly, crippling
disruptions. These may also be undertaken by either nations or networks, per-
haps even by individuals or very small groups, given the increasing ability
to maintain one’s anonymity while covertly scanning the target. Indeed, the
veil of anonymity may prove hard to pierce, both during and in the wake of
a cyber attack.

All these emerging possibilities for engaging in new, information-
technology-mediated modes of conflict may pose a variety of puzzling ethical
dilemmas: for war-fighting militaries in the field, for intelligence-gathering
services, perhaps even for terrorists. And thinking these matters through from
an ethical perspective may produce some surprising results. The most troubling
may be that both war and terror have grown more ‘thinkable’ and ethically
acceptable due to the rise of disruptive, cyberspace-based means of attack.
However, the same cannot likely be said for individual liberty and privacy,
which may come under sharp, devaluating pressure as a result of efforts to
detect, deter or defend against the various forms of cyber attack.

8.1 Computers in battle: ethical considerations

In terms of the first area of inquiry, computers on the battlefield, the princi-
pal worry is that somehow communications links will be severed and armies,
blinded in this manner, will be seriously weakened and much less able to ward
off physical attacks. From the time that computers first came to be appreciated
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as potential battlefield tools, concerns have been expressed about whether
they would actually work in dusty, wet or otherwise dirty environments,
where they would be routinely banged around (Bellin and Chapman 1987).
These worries were effectively dealt with by robust designs and much redun-
dancy, and advanced militaries have come to depend heavily upon computers
for battle coordination, logistics and other essential aspects of their opera-
tions. They are also embracing an increasingly wide range of unmanned, and
sometimes autonomous, vehicles, aircraft and weapons systems – a trend that
began over two decades ago (Barnaby 1986, De Landa 1991), but which is
accelerating.

With this dependency comes vulnerability. If an army’s computers are dis-
rupted by cyber means, or intruded upon with the intention of spying out their
next moves in the field, the consequences can be grave. An advanced mili-
tary could be crippled due to a loss, even temporary, of its information flows
(Arquilla and Ronfeldt 1993). Would it be ethical to use explosive weapons
to wipe out a force that had lost much of its functionality because of a dis-
ruptive computer attack? While it would almost surely be acceptable to use
cyber means to cause such confusion among enemy forces, in order for this
use of computers to stay on the ethical high ground, the side with the advan-
tage should show some mercy for the helpless. Much as the US military did
in Kuwait in February of 1991, when the slaughter of retreating Iraqi troops
along the ‘Highway of Death’ was quickly curtailed (Hallion 1992, pp. 235–
237). Though their disarray had not been caused by computer attacks – their
discomfiture was due to gravity bombs rather than logic bombs – the Iraqis
were nonetheless in a helpless position, and American forces responded, after
engaging in some lethal pummelling, with restraint. A similar circumspection
would be called for if the chaos among enemy forces had been caused by
computer network attacks.

All this said, the possibility of disabling an adversary’s forces in the field by
means of cyberspace-based attacks has to be viewed as quite attractive. The
need for bloody attritional struggles recedes if one side in a conflict might lose
much of its cohesion as a result of just a few smart ‘clicks’. It is even possible
to think in third-party terms, where a power (or a group of powers, or even
a peacekeeping entity authorized by the United Nations) would act from the
outside to disable the military of an aggressor threatening to start a conflict,
or would disable both sides’ forces. The sheer life-saving value of such action
might outweigh traditional just war strictures about using force only as a
‘last resort’. Yet, even in this area care would have to be taken, lest one side
blame the other and become even more resolved to continue the fight by all
means available. In the case of nuclear-armed rivals like India and Pakistan,
for example, it might be more prudent to forgo cyber disruption, given the
countervailing risk of escalation. In this particular instance, allowing a clearly
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limited conventional (or even unconventional) conflict to play itself out –
rather than try to engage in cyber deterrence – might be ethically preferable.

8.2 ‘Cyber-snooping’ by nation-states and terrorist networks

Consider now the ethics of obtaining information regarding one’s adversaries
by means of cyber intrusions and then mining and parsing the data in ways
that might allow their vulnerabilities to be exploited in the ‘real world’. This
kind of cyber activity is, to date, the most prevalent. It is reflected in com-
merce, under the rubrics of industrial espionage and advanced marketing
techniques, both of which can be quite dodgy in ethical terms. In the realm of
crime, almost all the traditional ruses – i.e., ‘con games’ – and other sorts of
long-practised deceptions have migrated into cyberspace. It is hardly surpris-
ing, then, that professional militaries, intelligence operatives, insurgents and
terrorists have all come to rely heavily upon cyber-snooping on each other.
But these actors, unlike, say, criminals, are more likely to justify their illicit
data-mining operations in terms of serving their cause in time of war. Know-
ing what is happening on the ‘other side of the hill’ has long been considered
a critical element in the formulation of effective strategies during times of
conflict.

Despite their obvious utility, such activities could be deemed unethical in
some settings. But not in the case of national military services, hacking into
an adversary’s information systems, learning their ways and plans – and then
acting upon this knowledge – which are undertakings that should not be
considered unethical per se. And certainly not in the case of cyber-snooping
on another national military. But if the fundamental strategic problem is that
the opponent is no longer a nation, the ethical situation grows more complex.
For example, a well-hidden network, requiring much patient trawling for
tracks and signs – and a great deal of sifting through of information on
private individuals that exists in cyberspace – poses ethical problems aplenty.
The terrorists may be very dangerous, and their activities may be designed to
cause the deaths of noncombatants; but this still may not justify intrusive,
perhaps even illegal, searches that sweep up vast amounts of data on the
innocent (Brown 2003, Heymann 2003, Leone and Anrig 2004, Rosen 2004).
These sorts of issues can probably be best answered in an ethical way by
harkening to one of Thomas Aquinas’ notions about ‘fighting justly’ (jus in
bello): strive to do more overall good than harm. As Aquinas put it so well
in the Summa Theologica, in Part II, the reply to Question 40: ‘For the true
followers of God even wars are peaceful if they are waged not out of greed or
cruelty but for the sake of peace, to restrain the evildoers and assist the good.’

Thus, one might reason that the overall, enduring harm done by engag-
ing in unethical search procedures in cyberspace could be outweighed by
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the benefit of detecting and preempting an impending terrorist attack. Still,
this poses a question about the value of such intrusions in the event that no
attack plans are detected or thwarted. And if attempts are made to mitigate
this problem by forcing the watchers to obtain ‘probable cause’ warrants –
or their equivalent – then the ability to detect and track an incipient ter-
rorist conspiracy might be impaired or seriously slowed, with grave conse-
quences. There is no simple answer, just the general sense that most people in
most societies would probably be willing to accept increased intrusions upon
their information privacy – as they do with regard to their privacy in other
contexts – in return for enhanced physical security. The art here will be to find
the equilibrium between compromises to privacy and enhanced security – and
then monitor continuously for any drift in or disturbance to this equilibrium.

In the spirit of doing more good than harm, it may also be possible to argue
that cyber-intrusions, even very aggressive and sustained ones, if accompanied
by a drop in older forms of surveillance might produce a situation in which the
overall violations of individual privacy rights would be diminished. During
the last decade of the Cold War, technical surveillance capabilities expanded
greatly, in particular those that empowered automated search agents to scan
various forms of communication for sensitive key words that might indicate
illicit activity. They came with names like ‘Echelon’ and ‘Semantic Forests’ and
other code words that cannot be mentioned openly. This sort of mass-sifting
approach guaranteed that a great deal of presumably private communications
would be intruded upon. In the wake of 9/11, pressures mounted to step
up such efforts – to little apparent effect, given the persistence, even the
growth, of al Qaeda and its affiliates over the years. However, with the rise of
sophisticated new cyber-surveillance techniques, like keystroke reconstruction
and other proprietary ‘back hacking’ capabilities, the prospect of learning
more in this way – rather than by simply trawling through telephone calls, for
example – suggests an approach that will be both ethically superior and more
practically effective in the fight against terrorism. By allowing and engaging
in more of this sort of cyber-snooping, while at the same time reducing the
level of more indiscriminate intrusions into telephone and other forms of
communications, it may be possible both to do good and to do well.

If governments and their military, intelligence and law enforcement arms
are being forced to thread their way through an ethical thicket in order to
combat terror, the same cannot be said for the terrorists themselves. At first
blush, their data-mining activities seem to fall completely in the unethical
realm. After all, they are seeking information so that they can attack and
kill innocents. Yet there may be a way to view their obtaining targeting
information via cyberspace-based operations as ethical. Certainly, one has to
think very creatively to conjure up any sense of how an inherently unethical
phenomenon like terrorism – the deliberate targeting of noncombatants as
objects of symbolic acts of violence – can possibly be morally mitigated
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by cyber-spying. Yet, on reflection, there do appear to be a few ways in
which terrorism might be made less odious, if guided by cyberspace-based
intelligence-gathering operations.

For example, terrorists engaging in skilful data mining might be able to
generate enough detailed information that they would be able to mount their
strikes more precisely – and might even be able to shift towards military rather
than civilian targets – allowing them to achieve significant psychological
effects, while shedding little noncombatant blood. Perhaps they could operate
without any killing at all, if the kind of precision obtained allowed them to
go directly after infrastructure targets. To the extent to which cyber-targeting
allowed this, a shift in terrorism from lethal destruction to costly but (mostly)
nonlethal disruption could be viewed as a lesser evil. Indeed, if terrorists
embraced cyberspace as a platform for a major shift to disruptive ‘infrastruc-
ture warfare’, they would be moving more in the direction of the stated aims
of strategic aerial bombardment than of traditional terror (Rattray 2001). And
they might end up doing better than aerial bombers, as the latter have always
inflicted a lot of destruction – including the killing of countless innocents on
the ground, over a century of largely ineffective air campaigns – in order to
achieve their disruptive effects (Pape 1996). Skilfully guided terrorists could,
with a minimum requirement for explosives or other ordnance, achieve high
levels of disruption to power, water and transportation infrastructures – caus-
ing their opponents to suffer huge economic losses, but with little attendant
loss of life.

8.3 The ‘strategic attack paradigm’

This last point leads us to consider the third major realm of ‘information
warfare’: its use as a form of strategic attack (Adams 1998). So far, the ideas
advanced about the use of cyberspace in conflict and terrorism have limited the
use of the virtual domain to information gathering as an enabler of ‘precision
targeting’ in the physical world. But there is a very real prospect, in the
coming years, that forms of cyber warfare and cyber terror will make use of
computers as much more than just ‘guidance systems’. Instead, bits and bytes
may soon be used directly as weapons. If this were to happen, then it would
be possible to think of both war and terror evolving in ways that would be
less violent and destructive, even though they would at the same time be very
disruptive and would impose heavy economic costs. The new ethical dilemma
that would arise might follow these lines: cyber warfare and cyber terror, by
allowing conflict to be conducted in much less bloody ways, might make war
and terror far more ‘thinkable’. Thus, efforts to wage war more ethically – from
the virtual domain – might have the perverse effect of making war and terror
more prevalent. As Confederate General Robert E. Lee once put it, during the
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American Civil War, ‘It is a good thing that war is so terrible. Otherwise we
should grow too fond of it.’ So it could be if cyberspace-based forms of attack,
which can be mounted at small cost and achieve disproportionate results, were
to become the new norm in conflict.

Frederik Pohl, the great writer of speculative fiction, neatly captured this
dilemma in his dystopian classic, The Cool War (1981). In this tale, the mutual
fear of how big new weapons were making war far too destructive led many
nations to cultivate covert capabilities for mounting costly, disruptive attacks
on others’ infrastructures – from disturbing financial markets to introducing
disease viruses into the food chain. Pohl’s world quickly becomes a Hobbesian
one of constant warfare, economic and environmental degradation, and grow-
ing hopelessness. The moral of his story is that efforts to sharply reduce war’s
catastrophic potential may, in an unintended way, make things much worse.
Even to the extent of goading some angry nations to respond to such small
attacks with their arsenals of traditional weapons. So, there is not only the
‘horizontal’ threat of a rapid growth in small, covert wars, but also a ‘vertical
threat’ of escalation to even deadlier forms of conflict. Thus, it is possible to
think in terms of violent physical responses to virtual attacks becoming the
norm.

In the setting of our real world, the ethical dilemmas that would attend the
rise of this ‘cool war’ ethos are completely contingent upon there being an
actual ability to mount attacks in this fashion. And today there is still much
debate about the reality of this potential threat (Libicki 2007), as there has
never been a crippling ‘digital Pearl Harbor’ or ‘virtual Copenhagen’ – the
latter incident refers to Lord Nelson’s surprise onslaught against the Danish
fleet during the Napoleonic Wars that sharply raised aspiring naval powers’
fears (in Germany, especially) of Britain waging preventive war from the sea.
Yet, there have been several troubling signs that have confirmed advanced
societies’ real vulnerabilities to such attacks. Some of this evidence has come
in the form of exercises or tests, like the US military’s ‘Eligible Receiver’ a
decade ago, in which the cyber attack team, using only tools openly available
on the Web, is said to have crippled major military elements’ abilities to fight
(see Verton 2003, pp. 31–34). More recent exercises, under such code names
as ‘Silent Horizon’ and ‘Cyber Storm’, have confirmed the great and growing
vulnerability of both military and civilian infrastructures to grave disruptions
from cyber attack. And, in the realm of real attacks, the sustained intrusions
into sensitive systems over the past dozen years, known under such names as
‘Moonlight Maze’ and ‘Titan Rain’, provide even more chilling confirmation.
These incidents go well beyond even the darker aspects of the phenomenon
of ‘hacktivism’ – when computers are sometimes used, instead of to mobilize
demonstrators, to mount ‘denial of service’ attacks that signal displeasure
with the foreign or domestic policies of some government entity. To date, the
most serious incidents of this sort have come, apparently, out of Russia. In
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2007, hackers caused some brief, limited disruptions in Estonia in the wake of
the removal of a statue of a Russian soldier from a prominent location. Then,
in the summer of 2008, a wide range of Georgian critical information systems
were brought down during that country’s week-long war with Russia over the
fate of South Ossetia.

8.4 Prospects for cyber deterrence and arms control

Whatever the actual pace of development of ‘strategic warfare in cyberspace’
(Gregory Rattray’s term) – and there is much debate about this – all can agree
that vulnerabilities to cyberspace-based forms of attack are real and growing.
However, there has as yet been no ‘existential proof’ of a serious capability,
as noted above, given the absence of a major attack mounted either by a
nation or a network. Assuming that nations do have some capabilities along
these lines – and the Moonlight Maze and Titan Rain intelligence-gathering
intrusions suggest that Russia and China, respectively, may well have access
to such offensive means – the reasons why they have been reluctant to mount
actual attacks should be carefully considered. Certainly they have not refrained
because of a lack of study or failure to invest in crafting the requisite offen-
sive capabilities. Most advanced countries’ security establishments have been
obsessed with the problem of cyber attack since at least the end of the Cold
War. Many have invested billions in learning how to defend themselves; and
good defence implies a deep understanding of how to mount offensives. No,
sheer incapacity cannot be the reason for such restraint.

The emergence of a kind of ‘cyber deterrence’ may explain the wariness of
nations about waging war in and from the virtual domain. Very simply, it
may be that Frederik Pohl’s argument about the false attractiveness of such
covert warfare – and the deleterious consequences of the rise of this new
way of war – have been well understood by leaders capable of foreseeing the
deep, troubling endgame that Pohl described. It may be that, in the real world,
mutual vulnerability to ‘cool war’ – or to an angry, escalatory return to more
traditional violence – may be the driving force behind the kind of durable
‘cyber peace’ that seems to be holding, for now, among nations. And there
may be a very serious reluctance to be known as the nation that took the first
step down this path.

The author’s own experiences in this area tend to confirm this point – the
result of having been asked by the US government to co-chair a meeting
between Russian and American specialists in ‘information warfare’ in the mid
1990s. The week-long session remains largely ‘not for attribution’, but what
can be said is that there was clearly much concern on both sides about the
great and growing vulnerability of each society – and each military – to cyber
attacks. In the wake of this meeting, the Russians introduced a measure in the
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United Nations (General Assembly Resolution 53/70) calling for all nations to
refrain from making cyberspace-based attacks. The United States blocked this
resolution – just as Americans blocked the post-World War II Baruch Plan to
cease the development of nuclear weapons and put those that already existed
under international control. Still, the Russians continue to raise this issue in
the United Nations from time to time – and it may behove the Americans to
behave less obstructively at some point.

Despite the American rebuff of the Russian call for a kind of ‘behaviour-
based’ cyber arms control regime – think of it as being akin to the pleas a
generation ago for a ‘no-first-use’ pledge in the nuclear realm – the author
was witness in 1999 to some very prudential behaviour. Little can be said
openly, save that, during the Kosovo War, the United States may have had a
considerable capacity for mounting cyber attacks against the hidden assets of
Serb leader Slobodan Milosevich and his cronies. Yet these capabilities were
not employed. At the time, the author was working directly with the ‘director
of information warfare’ in the Pentagon, and participated in strategy and
policy discussions at high levels, coming away with the clear sense that the
commander-in-chief at the time, President Clinton, was unwilling to signal
to the world, by ordering such attacks, that this was an acceptable form of
war-making. For such a precedent might lead adversaries in future conflicts
to resort to cyberspace-based attacks – and the US system would provide the
richest and, in many ways, most vulnerable set of targets in the world.

In the decade since the (first?) Kosovo War – tensions rose once again in
2008, in the wake of the Kosovars’ self-announced separation from Serbia – the
failed Russian effort to advance the concept of some sort of behaviour-based
arms control regime has nevertheless continued to resonate in important ways.
For example, scientists, lawyers and ethicists all tend to agree that a behaviour-
based solution should be sought because there is simply no way to control
the diffusion of cyber attack technologies and tools (Hollis 2007). Ironically,
the Russians themselves have come under much suspicion that they are the
principal malefactors in a series of troubling intrusions into various nations’
infospheres. The Americans, for their part just as ironically, have continued
to oppose the creation of an international ethical or legal control regime over
cyber warfare – yet they have also continued to be extremely circumspect
about not actually engaging in such attacks against other countries. And so it
seems that nations are going to continue to tread with care when it comes to
strategic warfare in the virtual domain.

8.5 Will terrorists wage war from cyberspace?

The behaviour of nations, likely driven by concerns about reputation and
vulnerability to retaliation in kind – or worse, to escalatory violence, even
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to the nuclear level as a Russian strategist once threatened (Thomas 1997,
p. 77) – cannot begin to explain why terrorist networks have failed to become
serious cyber warriors. Unlike nations, networks – particularly those such as
al Qaeda and its affiliates, which operate covertly in scores of countries –
have no territorial ‘homeland security’ to worry about. They have little or no
infrastructure of their own to protect. And, as people whose basic concept of
operations is to kill innocent noncombatants, coming to be known for their
disruptive cyber skills could hardly be viewed as deepening the damage to their
reputation. Indeed, a shift from destruction to fundamentally disruptive – and
mostly nonlethal – acts would seem to indicate a great ethical improvement.

With this in mind, it is important to consider the conditions under which al
Qaeda or other terrorist networks might begin to emphasize cyberspace-based
attacks, or if they would continue to pursue the same level of violence in
the physical world even as they began to disrupt the virtual domain. There
is a possibility, however, that the need for traditional violence could dimin-
ish; and that cultivating a capacity for ‘mass disruption’ might even reduce
the terrorists’ desire to develop or acquire nuclear, biological or chemical
weapons of mass destruction. These are the central issues that define the dis-
cussion of any possible shift towards cyber terrorism; and they should all be
considered – from both a practical and an ethical perspective.

Perhaps the single greatest impediment to terror networks’ development of
top-flight cyber skills lies in the area of human capital. It takes many years to
become a first-rate computer scientist – as opposed to being just a disaffected
‘tekkie’, or Script Kiddie, capable of downloading (but not fully exploiting)
attack tools from the Web – at least a decade. And this presupposes study at a
leading institution, or under the tutelage of a very experienced master oper-
ator. This requires a long-term investment strategy on the part of the terror
network, and a willingness to risk the discovery of the asset – or his or her
disillusionment, failure or disaffection – during the training period. The alter-
natives to a traditional computer science education for one’s operatives would
be either to pursue the private tutorial route, or to consider the recruitment
of hacker mercenaries. Both of these options carry serious risks, as either the
tutor or the cyber mercenaries could be part of a counter-terror infiltration
‘sting’, or they could be under surveillance by law enforcement or intelligence
services. If recruited from or through a criminal organization, there would also
be the possibility of betrayal by the crime lords, who might find it profitable
to sell them out. So, in the face of high ‘entry costs’ and serious operational
security risks, terror networks might be self-deterred from pursuing a serious
capability for cyber warfare. It may be that dispersed terrorist cells and nodes,
which rely heavily on cyberspace for communications, training, propaganda
and operational control (Weimann 2006), are loath to risk compromising, per-
haps even losing, these virtual capabilities by running the risk of bringing a
counter-terrorist predator into their midst.
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Yet there are conditions that could possibly justify bearing such costs and
undertaking such risks. For example, the prospect of fundamentally trans-
forming terrorism itself – changing it from a bloody exercise in compellence
to a mode of conflict driven by economic and psychological costs imposed on
hapless, often helpless targets – might prove very attractive. Pursue, however
briefly, a thought experiment in which al Qaeda or some other terrorist group
with an ambitious agenda has developed or acquired a serious capability for
mounting cyberspace-based attacks. Power grids are taken down, financial
markets are disrupted, and military command and control is compromised at
critical moments. All in the name of the group’s call for some policy shift, e.g.
removal of American troops from some or all Muslim countries; agreement
to hold democratic elections in Saudi Arabia or another authoritarian monar-
chy; or formal establishment of Palestine as a state. However understandable
these goals might be, their intrinsic worth has always been undermined –
and overwhelming public opposition has been sparked, in Muslim countries
as well – by terrorists’ deliberate infliction of deadly violence upon noncom-
batants. In this thought experiment, though, the deadly violence would be
replaced by disruptive acts that could actually serve to put the spotlight more
on the terrorists’ goals rather than on their means of achieving them. The
ethics of the terrorists would have improved – at least at the margins – and
the likelihood of attaining their objectives might also rise a bit, or perhaps
a lot.

The foregoing suggests that such a state of affairs could both increase
the effectiveness of terrorist campaigns and reduce the level of interna-
tional opprobrium that usually accompanies their activities. In the first Russo-
Chechen war (1994–1996), the rebels showed how this could be done in the
real world by hijacking aircraft and later a Black Sea ferry – but then releasing
their captives after having called attention to their cause. The Chechen insur-
gents won this round against the Russians (Lieven 1998, Gall and de Waal
1998), but returned to more traditionally violent acts of terror in their second
war – including hostage seizures at such diverse targets as primary schools
and opera houses (each of which ended with large numbers of innocents
killed) – and lost most of the world’s sympathy for their cause. A cautionary
tale that terrorists should heed, perhaps.

8.6 Three paths to cyber terror

Coming back to the current terror war, it seems clear that al Qaeda’s devel-
opment of a capacity for cyberspace-based warfare would also track very
nicely with Osama bin Laden’s calls, in videotaped messages that aired on
24 January 2005 and 7 September 2007, for his jihadist adherents to wage
‘economic warfare’ against the United States and its allies. Yet there is a risk



144 John Arquilla

that traditional terrorists – more alpha males than alpha geeks – might reject
such a shift, much as the Chechens apparently did. They could feel emascu-
lated by the imposition of any serious restrictions on their violent acts. And
along with this psychological antipathy, worries about the serious costs and
potentially grave security risks of pursuing a cyber warfare programme could
forestall the emergence of this sort of terrorist innovation. But there are at
least three paths ahead towards a cyber capability that would still leave plenty
of room for committing old-style acts of violence.

First, a terrorist group, such as al Qaeda, could continue its existing level
of violent activities – for example, the insurgencies in Iraq and Afghanistan,
coupled with occasional ‘spectaculars’ (e.g. like 9/11, Bali or Madrid) in other
parts of the world – and simply encourage new cells to form up around cyber
capabilities. This strategy requires only a ‘call to virtual arms’. In a loose-
jointed network – again, al Qaeda is a good example – sympathizers are sure
to hear and heed such a call, and a capacity for cyber warfare could emerge that
in no way imperilled the network core or compromised its security. But such
an approach is fairly passive, requiring faith in the likelihood that those with
the requisite skills will sign up for the cause, or the jihad. Further, this ‘grafting
on’ approach would do nothing to reduce the international opprobrium that
would be heaped on the organization for its continuing bloody attacks on
noncombatants.

A second approach would be for a terrorist group to deliberately scale back
on the number of acts of physical violence that it commits, closely integrating
such strikes as would be allowed with cyber capabilities. An example of this
strategy would be to use some type of cyber attack – aimed at, say, causing
a massive power outage – that would put people ‘on the street’, making them
vulnerable to attacks with explosives, chemicals, even a radiological ‘dirty
bomb’. While this might make moving into the virtual realm more attractive
to the terrorists, the fact that cyber attacks were being mounted in order to
enhance the effects of physical attacks would probably increase the world’s
antipathy towards the terrorists.

A third option for the terrorists would be to make the strategic choice to
emphasize cyber attacks in the future, while restricting the network’s acts
of physical violence to clearly military targets. This poses the prospect that
the rise of cyber warfare could improve a terrorist organization’s ‘ethical
health’. And, as to physical attacks, they would be conducted in a more
‘just’ fashion, given the emphasis on military targets. Some terrorist groups –
notably the IRA – have tried to be very discriminate about their targeting
choices, demonstrating a clear concern about ethical matters that helped make
it possible for them to be seen as viable partners in peace negotiations. It is
hard to think of al Qaeda in this fashion today; but the vision of a terrorist
group that struck only military targets with lethal violence and then caused
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costly but nonlethal cyber disruptions with the rest of its energies, is an odd,
intriguing one.

The principal point of the preceding section is that the rise of a real capa-
bility for cyber warfare might ‘make terrorism better’, in ethical terms. Not
giving it quite a Robin Hood patina, but redefining its image in far more
palatable ways. And if this sort of cyberspace-based rehabilitation were pos-
sible for terrorists, it might also be a path that traditional militaries could
consider. Why shouldn’t a nation-state strive for a capacity to knock out
power with logic bombs rather than iron bombs? Classical interstate war
itself might be ‘made better’ by such means. Probably not, however, if such
wars were waged secretly, conjuring visions of Pohl’s ‘cool war’ world. But
if cyberspace-based warfare were conducted in a more openly acknowledged
manner – say, in the wake of an actual declaration of war – and followed
the laws and ethics of armed conflict, then a shift towards disruptive rather
than destructive wars might well take place. Yet, even in this instance, there
would be the ethical concern that war had been made not only better, but too
attractive – and so would increase the penchant for going to war in the first
place.

Thus a world with more, but less bloody, armed conflicts might emerge in the
wake of cyberspace-based warfare’s rise. In some respects, this information-
age effect would parallel the impact of the early spread of nuclear weapons
over a half century ago. As Kenneth Waltz, dean of the ‘neorealist’ school
of thought in international relations, put it so well at the dawn of that era,
‘mutual fear of big weapons may produce, instead of peace, a spate of smaller
wars’ (1959, p. 236). But there is a big difference between the deterrent effect
of the threat of escalation from conventional to nuclear weapons, and that
engendered by a shift from virtual to physical violence. Where prudence
seemed to guide the careful avoidance of escalatory actions when nuclear
war loomed ahead, there may be less worry that cyberspace-based actions
might lead to some sort of more traditional military confrontation. And, for
all its chest-thumping quality, any threat to use weapons of mass destruction
in response to cyber disruption may simply not be credible. Indeed, during
the heyday of the Cold War, both the notions of ‘massive retaliation’ and
‘flexible response’, which posited first uses of nuclear weapons in response to
conventional acts of armed aggression, were also viewed sceptically. As the
great strategic theorist Thomas Schelling once observed, massive retaliation
as a doctrine was ‘in decline from the moment it was enunciated’ (Schelling
1966, p. 190). Back then, this scepticism proved healthy, and put a premium on
developing solid traditional military capacities as the backbone of deterrence.
Today, and tomorrow, a similar sort of flinty-eyed scepticism about massive
retaliatory responses to cyber attacks, coupled with ethical concerns about
proportionality, may point just as clearly to the need to emphasize cyber
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defensive means – rather than punitive threats – as the best way to deter
cyber attacks.

8.7 Conclusion: cyber war is more ‘thinkable’, more ethical

When it comes to notions of ‘just wars’ and ‘fighting justly’, the information
revolution seems to be creating a new set of cross-cutting ethical conundrums
for nation-states. The rise of strategic warfare in cyberspace makes it easier
for them to go to war unjustly – especially in terms of starting a fight as
an early option rather than as a last resort. Yet, at the same time, fighting
principally in cyberspace could do a lot to mitigate the awful excesses that
have led so many wars in the ‘real world’ to be waged in an unjust manner.
Against this, however, is a greater ethical concern about escalation risks. A
nation that has been attacked by another in cyberspace may choose either to
respond in kind – setting off something like Frederik Pohl’s ‘cool war’ – or
may opt for a self-defence strategy of retaliating with physical military force.
Either way, the conflict escalates, and ethical considerations of noncombatant
immunity, proportionality and ‘doing more good than harm’ are likely to be
trampled.

So thought must be given to what is to be done. Soldiers can now contem-
plate ‘clicking for their countries’ in ever more effective ways (Dunnigan 1996;
Alexander 1999). Virtual mobilization periods might come to be reckoned in
micro-seconds, putting enormous stress on crisis decision-making. Imagine a
latter-day Cuban missile crisis that unfolded in thirteen minutes rather than
thirteen days. Add to these considerations the fact that rich, inviting, poorly
protected civilian targets abound, and one can easily see how a cyberspace-
based mode of conflict may indeed become a more attractive policy option,
upending traditional wariness about war-making. Further, this attraction may
be reinforced by the notion that, while inflicting potentially huge economic
costs on one’s adversaries, this can be done with little loss of life. Thus, a
rationalistic attempt might be made to offset going to war unjustly by actu-
ally waging the war in a more just – that is, far less lethal – fashion. A most
curious and contradictory development, unparalleled, it seems, in the history
of conflict.

These ethical issues are further complicated by the rise of nonstate actors,
ranging from individuals to small groups, and on to full-blown networks
of actors. The capacity to wage war is no longer largely under the strict
control of nations. Although we have seen previous eras in which violence
migrated into the hands of smaller groups – witness the parallel histories of
pirates and bandits (Hobsbawm 1969, Pennell 2001) – the sheer accessibility
of cyber warfare capabilities to tens, perhaps hundreds, of millions of people is
a development without historical precedent. And where piracy, banditry and
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early examples of terror networks have sometimes proven nettlesome, they
have only rarely – and briefly – won out over their nation-state adversaries.
This may not be the case in cyberspace. If so, then the ethical dimensions
of acts of war and terror conducted by networks of individuals, operating
via the virtual realm, will become just as important as the considerations for
nation-states.

At the level of policy making and international norm-setting, it seems that
all the aforementioned ethical concerns are driving nations and networks
towards critical choice points. For nations, there is the question of whether
to encourage the rise of behaviour-based forms of cyber arms control or to
encourage the development and use of virtual warfare capabilities – in the
latter case fuelling a new kind of arms racing. The answer, in this case, is not
at all clear, as simply refraining from the acquisition and use of cyber warfare
capabilities may doom nations to keep fighting their wars, when they do break
out, in old-fashioned, highly destructive ways. Whereas, the great potential of
cyber warfare is that it might lead to the swift and relatively bloodless defeat
of enemy forces in the field, and the disruption of war-supporting industries
at home. Even if this prospect might make war somehow more ‘thinkable’,
the prospect of waging one’s conflicts in less bloody fashion is something the
concerned ethicist cannot dismiss. Perhaps the answer lies in crafting such
cyber capabilities – as they allow the prospect of fighting more justly during
a war – while at the same time maintaining the very strictest adherence to
ethical strictures that should govern choices about going to war in the first
place.

As to terror networks, they too seem to be facing a strategic choice about
whether to embrace cyber warfare fully. A big difference for the networks is
that the risks of being discovered and tracked down during the development
and acquisition process are considerable – something of a lesser worry for
most nations. Beyond the matter of operational security, there may also be
the problem that terrorists will simply have a hard time making the shift
in mindset from being all about the symbolic use of destructive violence to
embracing notions of inflicting costly but largely nonlethal disruptions upon
their targets. The foregoing analysis of their situation, however, suggests that
some clear-headed ethical reasoning might impel them to make a serious
shift in the direction of cyber-based disruption. For a terrorist group that is
capable of causing huge amounts of economic damage while killing few –
perhaps none – would be an organization that would be a lot harder to hate.
Among the mass publics that made up the terror network’s core constituency,
those who sympathized with the group’s goals would be far less likely to be
alienated by this kind of cyberspace-based mode of operation. And even the
network’s targeted enemies would have a less visceral response than has been
evinced to such physical attacks as 9/11, or the Bali, Madrid and London
bombings.
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In sum, whether nation or network, there may be sound ethical reasons for
embracing cyber warfare and/or cyber terror. A most curious finding, as one
would expect any ethical examination of conflict to lead inexorably towards
an affirmation of peace and nonviolence. But when one considers the endless
parade of slaughters humans have visited upon each other since they became
sentient – and when one notes that the recently concluded century was the
bloodiest of all in human history – then perhaps it is not so odd to find ethical
value in exploring a very different new kind of warfare.



9 Personal values and computer ethics

Alison Adam

9.1 Introduction

Over the last thirty or so years, equality legislation has gradually been put
in place in many Western countries. Equal treatment of men and women
was a founding principle of the European Economic Community when it was
founded in 1957, long before gender equality appeared in national agendas
(Rees 1998, p. 1). Over this period, gender discrimination law has been enacted
in the EU, with the development of extensive case law by the European Court
of Justice. Taking the UK as a paradigm example, it has been illegal to discrim-
inate on the grounds of gender since the mid 1970s (Equal Pay Act, Sex Dis-
crimination Act). The European Commission designated 2007 as the ‘European
Year of Equal Opportunities for All’. This involved an information campaign,
and ‘Equality Summit’ and a framework strategy on non-discrimination and
equal opportunities, which aimed to ensure that EU legislation in this field
is properly implemented and where a number of EU member states were
condemned for failing to apply EU equality legislation properly. Since the
introduction of gender equality law, legislation addressing race and disability
discrimination has followed. Age, religion and sexuality discrimination are the
latest equality legislation to enter the statute books in the UK and legislation
aimed at all these forms of discrimination will shortly be wrapped into a single
equalities bill. A key part of the lead-up to the ‘Equal Opportunities for All’ year
was the mandate for member states to create a single contact point respon-
sible for creating national strategy on discrimination covered by Article 13
of the Treat of Amsterdam, namely discrimination on the grounds of sex,
racial or ethnic origin, religion or belief, disability, age or sexual orientation.

Despite apparent advances in recognizing and promoting equality, equal-
ity legislation is notoriously difficult to enforce and there are concerns that
single equality legislation, rather than strengthening the battle against dis-
crimination, may, instead, weaken it, as attention is deflected from the material
experiences of different types of discrimination (Pearson and Watson 2007).
However, the aim of this chapter is not to dwell on the problems of equality
legislation, as such. Whatever its pitfalls, the legislation is based on a recog-
nition of diversity in society and that the rights of individuals belonging to
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diverse groups should be preserved. In particular, an individual should rea-
sonably expect not to be discriminated against on the grounds of age, gender,
disability, race, sexuality or religion.

The categories, age, gender, disability, race, sexuality and religion are
important parts of an individual’s identity. As noted above, the right to equal
treatment, or at least the right not to be discriminated against, on the grounds
of one’s identity is gradually becoming enshrined in legislation. However, in
a wider sense, the question of how people with diverse identities should be
treated, and how their identities are to be respected and to be allowed to
flourish, is an ethical matter. The construction and flourishing of individual
identity is a complex concern, as even a relatively simple example illustrates.
On an employment application in the UK, one will often be asked to tick a box
on a form indicating ethnicity and one might find that either the ethnicity
with which one identifies is not represented on the form at all, or that it is
perfectly appropriate to tick two or more boxes. The ways in which personal
identity is constructed and maintained is, of course, a much more complex
question, which the tick boxes of a form oversimplify. Additionally, informa-
tion and communications technologies (ICTs) have an increasing part to play
in the construction, maintenance and flourishing of identity, and it becomes
increasingly important to understand the ways in which ICTs are implicated
in avoiding discrimination of individuals on the grounds of identity. This is
especially important given the reliance of many countries on ICTs for a wide
range of services, the provision of goods, participation and education. Such
issues can be construed as a concern for computer ethics.

Hence this chapter is concerned with casting the expression and mainte-
nance of identity in relation to ICTs as a computer ethics problem. As a central
part of personal identity involves identifying oneself, explicitly or otherwise,
as a member of a group with similar interests or more explicitly as a commu-
nity, this chapter begins by reviewing research on virtual communities, noting
early enthusiasm for Internet-based communities, critiques and more recent
interest in the communities of social networking sites of Web 2.0.

Gender, disability and age are major markers of individual identity and
major areas for equality legislation, given historical inequalities between men
and women, given the exclusion of disabled people from many areas of social
life and given an increasing awareness that denying access to employment
and services on the grounds of age constitutes discrimination. Hence these
are key dimensions along which with the maintenance of identity through the
use of ICTs may be explored. The following section considers gender identity
in relation to ICTs, how aspects of gender identity are shaped through the
use of ICTs and how this may be understood in computer ethics terms. The
next section turns to disability and ICTs. The identity politics of disability is
a hotly debated area. The way that so much of the World Wide Web remains
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inaccessible to disabled people and the implications for identity and commu-
nity acts as a focus for this section. Finally the ways in which older people
construct and maintain identity through the use of ICTs is considered.

9.2 Theoretical themes

The central theoretical theme relates to equality and how this may be main-
tained, allowing individuals to express identity through living and working
with ICTs. All too often equality is expressed as a liberal value without consid-
eration of the deeper structural reasons that cause the inequality. Expressing
the desire to achieve equality, without understanding the material, structural
causes of inequality, will not go very far towards ending inequality. A good
example of this can be found in the equality and diversity policies that many
organizations have developed and which underpin the equality statements on
employment advertisements. Hoque and Noon (2004) argue that many of these
equality policies are ‘empty shells’ which are not backed up by substantive
action to address inequality. Having an ‘empty shell’ equality policy is worse
than having no equality policy at all, if it is assumed that an organization has
done its duty by putting a policy in place without implementing actions to
enforce the equality policy.

Technology has a central role in understanding how inequalities are main-
tained. As argued below, hopes that new technology would bring more equal
ways of living and working have been widespread. One sees this in relation
to the discussion on virtual communities, gender, disability and age. This is
based on a view of technology autonomous in its trajectory, a force which
is somehow independent of society. The idea that technological progress is
inevitable and that technology drives society, rather than, perhaps, the other
way round or something more mediated in between, is termed ‘technological
determinism’ and it has been criticized by many authors, who argue, instead,
for the inextricable intertwining of the social and the technical (McKenzie and
Wajcman 1999). In science and technology studies, technological determinism
has been rejected in theoretical moves that have seen substantial development
in the sociology of scientific knowledge (Bloor 1976), the social construction
of technology (McKenzie and Wajcman 1999) and actor-network theory (Law
and Hassard 1999). This research develops the idea that technology and soci-
ety are not independent forces. Indeed, it is not possible to identify something
as unequivocally ‘social’ as technology is thoroughly entwined in the making
and maintenance of social life. Similarly, nothing can be regarded as purely
technological. Technologies have histories. They are made in societies and
designers design in conceptions of those who are expected to use the technol-
ogy. Technologies can be designed in such a way as to reinforce inequality.
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A famous example (although one which has since been questioned) is that of
the design of highways in New York State. Winner argued that the highways
to Long Beach, a desirable resort, were originally designed with low bridges
so that buses could not pass underneath (Winner 1999). As buses were used
by poorer people, this helped maintain Long Beach as a middle-class resort.
Therefore it is possible to make the claim that technologies are not neutral,
they have politics. If society and technology influence and define each other
then we should not necessarily expect new technologies to be free of old
patterns of behaviour and old prejudices. Arguing against determinism, and
thereby taking an alternative position, means that we need not see ourselves
as being swept along by a relentless tide of technology; we may, instead,
have choices in the way we use different technologies. Hence, it becomes an
important political act to make explicit, understand and evaluate the potential
choices.

9.3 Virtual community

Since the beginnings of the Internet as a mass communication medium,
there has been considerable interest in the concept of the virtual community
(Rheingold 2000). No doubt, some of this interest is fuelled by perceptions,
in Western societies, of a breakdown in traditional community, signalled in
Putnam’s (2001) influential work on the diminution of social capital, Bowling
Alone. This focuses on the idea of suburban life, centred round the car and
a long commute to work, where there are no supposedly safe suburban or
urban spaces, where community activities have diminished, where children
are no longer encouraged to play outside, away from adult gaze, and where
fears of crime and terrorism are part of a ‘moral panic’ (Critcher 2006). In
times increasingly perceived as uncertain, the promise of the Internet virtual
community initially appeared seductive. If one struggled to identify oneself
as part of a real community, a virtual community offered the promise of a
potentially safe alternative to the dangerous world outside.

Rheingold’s (2000) The Virtual Community: Homesteading on the Electronic
Frontier, originally published in 1993, represents a seminal early work on vir-
tual community and is still widely discussed and reviewed (e.g. see references
in Goodwin 2004). It was based on Rheingold’s own experiences in various
online communities, notably WELL (Whole Earth ’Lectronic Link), and is a
readable and persuasive account. Rheingold is often thought of as utopian in
inspiration in his enthusiasm for virtual communities. However he argues that
his experience of WELL was always grounded in real life in that he regularly
met with WELLites in the San Francisco Bay area (Rheingold 2000, p. xvi)
in the mid 1980s and this added to his view that the virtual community was
an authentic community. His original work was written in 1993 when virtual
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communities were the province of relatively few enthusiasts and early adopters
and when the potential of the World Wide Web was yet to be realized. Writing
in 2000, his second edition is more nuanced as to what kind of societies might
emerge online. He acknowledges a broader debate on the social impact of new
media. He is less deterministic in tone, agreeing with Winner that technology
is not an autonomous force. ‘To me, the most penetrating technology critic
in the largest sense today is Langdon Winner . . . He convinced me that the
notion of authentic community and civic participation through online discus-
sion is worth close and sceptical examination. However, I would disagree that
such media can never play such a role on the same grounds that Chou En Lai
refused to analyze the impact of the French Revolution: “It’s too early to tell”’
(Rheingold 2000, pp. 348–349).

A number of commentators warn against the utopian ideals of the early
conceptions of the virtual community and have argued that social bound-
aries constructed round virtual communities may be used to exclude others.
Notably, Winner (1997) argued that virtual communities, far from being more
inclusive, egalitarian and open than real communities, may achieve the oppo-
site. In real communities, all sorts of people with quite different beliefs and
values have to rub along together. Virtual communities can be exclusive, only
accepting as members people with very similar beliefs, and can be used to
reinforce and magnify prejudices rather than reducing them. The risk of only
talking to those with like-minded views is not, of course, confined to virtual
life. In real life people congregate into groups of like-minded individuals,
they read newspapers which reflect their political views and so on. Despite
this, in real life, one must interact with people who do not share one’s views;
one cannot necessarily avoid broadcast media where a variety of political
opinions are reflected. However, virtual communities can insulate themselves
against interacting with those who no not share their views and the pace
and intensity of virtual interactions may reinforce this. Winner (1997) argues
that the technological determinism, inherent in the utopian ideal of a vir-
tual community, may go hand in hand with an extreme form of liberalism
or libertarianism; indeed ‘cyberlibertarianism’ is the term he emphasizes. He
argues that Internet communities could pose serious threats to democracy by
promoting radical, self-interest groups, which obviate their responsibilities
towards promoting true equality.

‘Cyberlibertarianism’ is a dominant view in popular discussions of com-
puters and networking. It is a form of extreme right-wing liberalism in the
shape of a libertarianism where no controls are imposed and the workings of
the free market are assumed to create egalitarian, democratic societal struc-
tures. Winner interprets cyberlibertarianism as a dystopian position, com-
bining extreme enthusiasm for computer-mediated life coupled with ‘radical,
right wing libertarian ideas about the proper definition of freedom, social life,
economics, and politics in the years to come’ (1997, p. 14). Cyberlibertarianism
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or ‘technolibertarianism’ as it has been termed by Jordan and Taylor (2004)
has parallels with the ‘hacker ethic’ (Himanen 2001, Jordan and Taylor 2004,
Adam 2005) in which libertarian views are expressed in the ideal that all
information should be free and that equality spontaneously emerges from
such freedoms. Such a view looks to a society free from regulation, social ties
and community obligations. However appealing such a view might seem on
the surface, the interests of vulnerable groups may not be taken into account
and the supposed freedoms that are offered may not be equally available
to all.

Winner (1997, pp. 14–15) identifies an adherence to technological deter-
minism as the most central characteristic of such a cyberlibertarian view:
‘the dynamism of digital technology is our true destiny. There is no time to
pause, reflect or ask for more influence in shaping these developments. Enor-
mous feats of quick adaptation are required of all of us just to respond to
the requirements the new technology casts upon us each day.’ A level of self-
interest, and rights to self-determination without considering other groups,
a trust in free market capitalism and a distrust of government intervention
are the characteristics of this position. However, cyberlibertarian communities
still adhere to a rhetoric that virtual communities will give rise to democ-
racy, spontaneously. This mirrors Ess’s (1996) concerns with naı̈ve views of
democracy that are promoted in online interactions. In any case, not all virtual
communities are interested in egalitarian ideals; some are clearly created to
sustain antisocial or criminal activities.

Taking an extreme example, nevertheless one that remains a problem, there
is considerable evidence that the activities of paedophile rings are sustained
on the Internet. An individual who is a member of a ring not only has access to
more material and activities but is also given reinforcement, by other members
of the ring, that such activities are acceptable. Paedophile rings existed before
the Internet, but they are much easier to create and maintain in an online
world, and there is evidence of individuals becoming paedophiles through
Internet use, and indulging in activities, such as making videos of abuse,
which they might not have done were the Internet unavailable. This also
signals that the safe haven that the Internet may have initially promised for
parents fearing for the safety of their children out of doors is something of
an illusion, when one cannot know the identity of the person one’s pre-teen
daughter is contacting in a chat room. The ease of Internet interaction fuels
such groups (Adam 2005).

With the advent of Web 2.0 and the explosion of interest in social network-
ing sites, many of these messages appear to have been forgotten. Alongside
the many benefits that social networking sites may bring, including a sense
of connectedness, keeping in touch with family members, friends and others,
the social support that one may gain from social networking, there may also
be negative aspects which may affect different social groups differentially
(Barnes 2006).
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The very group which makes most use of social networking sites and which
may well find most benefit from them, namely young people, may also be the
group that suffers disproportionately from negative aspects of these sites. For
instance, the question of privacy on social networking sites has attracted con-
siderable media attention (Goodstein 2007). Social networking sites actively
encourage the sharing of personal, sometimes highly personal, information.
Indeed the raison d’être of social networking sites is the sharing of personal
information. The result is that young people seem surprisingly willing to give
up their privacy online without realizing how they may become targets for
advertising and marketing or predatory behaviour.

The recent furore regarding the difficulties of removing one’s Facebook
profile, where it is not enough to ‘unsubscribe’, one has to delete each file,
adds to the privacy problem in that it is very difficult to remove personal data
from the Internet once it is posted there.

The computer ethics problem described here relates to privacy (see
Chapter 7). Much, although not all, of the problem concerns the way that
information, which should be ephemeral, becomes persistent, if not actually
permanent. The potentially unwanted persistence of personal data is, of course,
a feature of networked ICTs. This is why UK data protection law, for exam-
ple, mandates that personal data should not be held longer than is necessary.
Leaving aside behaviour which is actively criminal or antisocial, it is a feature
of youth to be able to get up to things away from an adult gaze and not to
have the results of youthful high spirits follow one into adult life. This is surely
part of growing up, part of constructing one’s identity as a young person in
a group. It could be argued that people are freely giving away personal data
without coercion and it is natural for young people to do this by using ICTs.
But they are doing so without a full understanding of the implications for
their privacy and without an assurance that software suppliers understand the
privacy implications of their software.

Potential pitfalls of social networking sites are not confined to failing to
understand the implications of releasing personal data. Griffiths and Light
(2008) have coined the term ‘antisocial networking’ to describe the scam-
ming, stealing and bullying which can occur in social networking gaming
sites. There are an increasing number of such game sites and the users of
these can be regarded as consumers, as a credit card is required to purchase
various virtual commodities necessary to play the game. Griffiths’ and Light’s
(2008) analysis centres around one such game site, ‘Habbo Hotel’, where vir-
tual rooms are furnished with ‘furni’ which can be bought, traded and won in
the game. The software supplier deliberately increases the rarity, hence desir-
ability, of some types of furni by only releasing rare pieces at specific times.
As well as being bought, sold and traded, furniture can, of course, be stolen,
signalling one of a range of antisocial behaviours (Griffiths and Light 2008).
‘Cyberbullying’ is the term coined to describe the bullying of children by chil-
dren (e.g. see www.stopcyberbullying.org/). Complex social interactions are
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involved in these games. Some of these involve manipulation of a market by
games’ producers. Desirable commodities are made artificially rare. Antisocial
behaviour follows.

9.4 Gender identity and ICTs

Turning to gender identity in relation to ICTs, for almost the whole of the
lifetime of the digital computer, there has been considerable interest in the
relative absence of women in computing and IT-related jobs (Grundy 1996).
This must be balanced against the historical fact that many of the first human
‘computers’, i.e. the army of workers who performed mathematical calculations
manually or with the aid of a mechanical calculator, were actually women
(Grier 2005). As computing and IT developed as a clear career path in the
1970s and 1980s, rather than women becoming more encouraged to go into
computing, the percentage of women in higher education in many countries
actually dropped from around 25% of total numbers, to around 10% in the
early 1980s. IT did not represent a new career path, potentially free from old
gender stereotypes but quickly became a job for men.

In many ways this should not be seen as surprising. A number of authors,
including Wajcman (2004) and Cockburn and Ormrod (1993) argue that tech-
nology, or at least prestigious technologies rather than domestic technologies,
is related to masculinity to the extent that technology and masculinity mutu-
ally define each other. In other words, definitions of masculinity are bound up
with skilled use of technology, while definitions of technology relate to mas-
culine activity. This is not to say that there are no ‘feminine’ technologies –
think of sewing and knitting. Historically, the production of clothing for the
family was in the hands of women (Cowan 1989), yet sewing and knitting are
not usually thought of as technologies and they are not regarded as skilled
technologies with the same status as computer programming or engineering.
There are no objective reasons why writing a computer program is seen as
more skilled than, say, producing a knitting pattern (and then producing a
garment from the pattern). Cookery, in the home, as a female technology is
not regarded as particularly skilled. However the job of the chef, outside the
home and usually male, is regarded as skilled. Skill appears to be more to do
with whether an activity is designated masculine or feminine than with some
absolute measure of skill.

It is useful to explore some of the implications of the claim that masculin-
ity is entwined with technological skill and the ways in which this helps
to explain why women may be discouraged from IT and computing educa-
tion and careers. There have been a number of campaigns over the years
to attract women into computing (Henwood 1993). These have often been
coupled with campaigns to attract women into wider areas of science and
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engineering. Commentators have been quite critical of such efforts (Henwood
1993), arguing that campaigns which assume that technology is neutral and
where women have to make all the changes to fit into technological careers,
will not succeed unless men can change too. Such critiques can be set along-
side research into women’s working lives in IT. There is no doubt that IT
and computing represent well-paid, interesting career choices which should
be widely available. However, women can experience difficulties in a mascu-
line workplace and can be marginalized and suffer pay discrimination (Adam
et al. 2006). Although they are not always thought of as part of the agenda for
computer ethics, some researchers have cast such issues explicitly as computer
ethics problems (Turner 1998, 1999). This is useful, as it gives the potential to
highlight the inequalities that still remain for women in the IT workplace. This
is another example of an argument against technological determinism and for
an alternative view which considers the mutual definition of technology and
society.

If IT and computing workplaces are still problematic in gender terms, it
is reasonable to ask whether there are issues to be addressed relating to the
more widespread use of ICTs, given that ICTs and Internet usage have rapidly
become pervasive in many societies. An important issue for computer ethics
centres on the question of whether men and women receive equal treatment
in Internet interactions. A considerable literature has developed on this topic
(e.g. see bibliography in Adam (2005)). During the early years of the Internet’s
growth into a mass communication medium, there was a widespread utopian
view that new technologies would spawn more egalitarian communities (as in
early ideas about virtual communities). As outlined above, this was mirrored
in the expectation that men and women would be equal in the IT workplace.
Similarly, there was an assumption that gender relations would be more equal
on the Internet. Once again, such views focus on the idea that new technology
is free from old prejudices and that old patterns need not be played out in
new technologies. The democratizing potential of new technologies has been
an extraordinarily tenacious myth, but it is a myth based on technological
determinism because it ignores the ways that social relations are already
designed into technologies.

In the early 1990s, there was a view that women could be mistresses of the
Internet and that the new communications technology held untold promise for
women. This view found particular expression in ‘cyberfeminism’ (Plant 1997).
However, cyberfeminism was criticized for not being rooted in women’s real
experiences, for being insufficiently political, for being uncritical of the tech-
nology on which it was based and, importantly, for being hopelessly utopian
(Adam 1998). In the twenty-first century, one rarely hears of cyberfeminism.

At around the same time, research was published indicating that, in cer-
tain circumstances, women were not having the positive experiences that
cyberfeminism seemed to promise. Herring’s (1996) research on men’s and
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women’s posts in computer-mediated communication suggested that stereo-
typical gender relations were being reproduced and even magnified online,
with men more often using an aggressive, hostile style of interaction (termed
‘flaming’), while women were more likely to use a supportive style. Reports of
‘cyberstalking’ began to appear from the early 1990s. These indicated that the
majority of perpetrators are male, while the majority of victims are female.
In the face of such behaviour, it becomes more difficult to maintain the view
that the Internet offers a neutral space in gender terms, let alone the utopian
space declared by cyberfeminism.

9.5 Disability identity and ICTs

Assistive technology has played an important part in the way that disability
has historically been defined. This is because technology designed to assist
disabled people has often been adapted from technology which was originally
designed for those deemed ‘able-bodied’ (Adam and Kreps 2006). Unfortu-
nately this reinforces a norm of ‘able-bodiedness’ against which disability is
regarded as deficiency. The definition of disability, and how this relates to
technology, is an important element in any theory that argues that disability
is socially constructed and that society puts barriers in place that make some
people disabled (Shakespeare 2006).

There are tensions between the social construction of disability model and
older models of disability. Broadly speaking, the older models can be char-
acterized in terms of charity and medical models of disability (Fulcher 1989).
The medical model emphasizes impairment as loss, with the deficit seen as
belonging to the individual. The professional status and assumed neutrality
of medical judgement defines disability as an individual issue for medical
judgement. The charity model sits alongside this view in assuming that dis-
abled individuals are to be the objects of pity and require charity rather than
necessarily having a set of rights within the welfare state and within govern-
ment policy (Goggin and Newell 2000). However, a potentially more radical
approach is offered by the social construction of disability model, which
emphasizes that locating disability in the individual as opposed to society is
a political decision.

Appropriate technology, and how it is used, is an integral part of the social
model of disability. Indeed the social model argues that disability can be
created by designing technology in such a way that some people cannot
use it. However, there are tensions. As Goggin and Newell (2000, p. 128)
note: ‘Disability can thus be viewed as a constructed socio-political space,
which is determined by dominant norms, the values found in technological
systems, and their social context.’ They argue that research has focused on
analysis of particular types of impairment with the development of technical
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solutions specifically designed to address them. This reflects the dominant
medical paradigm of disability (2000, p. 132). In other words, the dominant
view is that there should be an individual technical solution for a specific
impairment. As Moser (2006, p. 373) contends, technologies are strongly impli-
cated in reinforcing what is taken to be ‘normal’, particularly when an assis-
tive technology is designed against a norm of able-bodiedness. ‘Technologies
working within an order of the normal are implicated in the (re)production of
the asymmetries they . . . seek to undo.’

There are important ways in which the story of assistive technology relates
to technological determinism. If the trajectory of technologies designed for
‘normal’ people is taken for granted, this can be cast as a determinist view,
which assumes that technologies for disabled people will always be designed
in terms of a norm of non-disabled. Indeed, Goggin and Newell (2006, p. 310)
argue that much work on disability and ICT proceeds ‘as if it were “business
as usual”, in replicating charity, medical and other oppressive discourses of
disability’. They argue that this maintenance of the status quo goes against the
grain, not only of newer work on critical disability studies, but also research
in science and technology studies which describes the way that technology
and society mutually define each other. They suggest that notions of identity,
the body, disability and dependence are changing rapidly. ICTs are involved
in understanding these changes and the new ways of living based upon them,
yet the area is under-researched, certainly in terms of disability.

Many governments regard connection to the Internet as a way of achieving
social inclusion, although this view, in itself, can be seen as determinist, as
it assumes that bridging the so-called ‘digital divide’, or the divide between
those who have access to ICTs and those who do not, is a fairly uncomplicated
question of getting people connected to digital technologies (Adam and Kreps
2006). Nevertheless, access to ICTs is crucial for taking advantage of a wide
range of goods and services (including political and educational activities) as
a consumer and a citizen. If there are barriers then ICTs will fail to increase
social inclusion, at least in terms of including disabled users. Dobransky and
Hargittai (2006) argue that there is a ‘disability divide’ on the Internet. Drawing
on US data, their findings suggest that disabled people are less likely to live in
households with a computer, less likely to use computers and less likely to be
online. However, when socio-economic background is controlled for people
with hearing and walking disabilities, it turns out that they use ICTs as much
as the non-disabled population (Dobransky and Hargittai 2006, p. 313).

More specifically, research into web accessibility suggests that much of
the World Wide Web remains inaccessible to people across a wide range of
disabilities (Kreps and Adam 2006, Adam and Kreps 2006). This situation pre-
vails, despite disability legislation, in many counties including the UK, USA
and Australia. Such legislation clearly mandates that websites must be acces-
sible. There have been attempts to regulate the Web and to produce standards
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for website design, to ensure accessibility. The World Wide Web Consortium
(W3C) was developed as a standards-making body for the rapidly growing
World Wide Web (W3C 2004). Part of its remit was the Web Accessibility
Initiative (WAI), which published a set of Web Content Accessibility Guide-
lines (WCAG) in 1999. These guidelines are intended to guide the creation of
web pages accessible to all regardless of disability.

While the will towards making the Web accessible is clearly important, the
story is complex and reflects the interests of many different groups. Meanwhile
much of the Web remains inaccessible so that web accessibility guidelines
could fall into the ‘empty shell’ trap. Standardization, and who is involved in
making the standards, is important, particularly when we consider that people
who may be seriously affected by a particular set of standards may not be
involved in setting them. Consider, for instance, Stienstra’s (2006) case study of
the Canadian Standards Association (CSA) relating to accessibility standards.
The CSA acts as a neutral third party in its involvement of stakeholder groups,
balancing representation between the competing interests of users, producers
and government. Nevertheless, Stienstra argues that ‘the standards system in
Canada privileges the voices of industry while creating a discourse of public
accountability and corporate social responsibility’. Furthermore, she argues
that the development of industry standards is always a way of oiling the
wheels of the market, strengthening it rather than challenging it, acting as
a key determinant in economic competitiveness. Standards are then key to
‘market-perfecting’ (Stienstra 2006, p. 343).

It is difficult to see how the W3C and WAI can escape the kinds of criti-
cisms that Stienstra (2006) makes of the CSA, a body which has made serious
attempts to be inclusive in its membership, whereas it is difficult to find
evidence that the WAI has attempted to be inclusive. For instance, Boscarol
(2006) claims that WCAG Working Group does not publish information about
what user-focused research its members used to create WCAG 1.0, the first
set of published guidelines. He also contends that discussion revolves round
technical points rather than real-world behaviour, which can only be captured
by user-focused research.

While Boscarol argues for less technical discussion and more real-world
research, Clark (2006), a well-known critic of WAI activities, points to the
corporate interests involved in the making of web accessibility guidelines.
The new guidelines (WCAG 2.0) are designed to apply generally (not just
to HTML), they are hugely complicated and difficult to apply (Clark 2006,
p. 3). Paradoxically, it is possible to write an accessible site that would fail
accessibility guidelines, but, at the same time, it is possible to produce a website
which would adhere to many of the guidelines, despite being inaccessible to
many users. Following the criticisms of Boscarol (2006) and Clark (2006)
it is difficult to see the involvement of disability groups in the production
of these increasingly unwieldy web accessibility guidelines. The membership
of WCAG WG reflects the interests of large corporations, which are tacitly
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adopting something similar to a medical model of disability, by assuming that
they know best how to design accessible websites without involving disabled
users. In itself, this is a form of technological determinism, as it assumes the
technology is neutral and can be ‘fixed’ by technological means to suit a group
of users without acknowledging how disability is defined and made through
the use of technology.

9.6 Older people and the Internet

Young people are quick to take up new technologies and to find ways of
weaving them into their lives. Nevertheless there is evidence that ICTs offer a
number of positive benefits to older groups. White et al. (2002) present evi-
dence to show that Internet use can help older adults avoid social isolation
as frequent contact with family and friends, opportunities to revisit former
interests and ways of meeting new people are made available. These results
are confirmed by Shapira et al. (2007) whose study of a group of older adults
(mean age of 80) demonstrated that Internet and computer use contributed
to a sense of well-being and empowerment, improved cognitive function and
promoted feelings of independence and personal control. However, the poten-
tial of the Internet in older people’s lives must be set against the problems of
confidence in use of computer technologies. A study by Marquie et al. (2002)
suggests that older adults may lack confidence in their abilities to use digital
technology and this may be a possible source of difficulties that the elderly
may have in mastering ICTs. This is confirmed by a UK study (Ofcom 2008) of
consumers of communications services. The study found that, while the use
of communications services is growing in the UK, there is still a gap between
older and younger users. Take up of digital communications is growing fast
among older users with content services, i.e. television, radio and Internet
representing the most popular areas. Older users are keen users of communi-
cations services on the Internet with 63% of over 65s communicating online
compared to 76% of all adults (Ofcom 2008, 42). Mobile phone usage was
significantly lower among older adults. Older adults were less likely to use
social networking sites and were less trusting of information available on the
Internet. These findings suggest that much of the potential of advanced ICTs to
ameliorate the lives of older people has yet to be realized. Studies suggest pos-
itive benefits and take-up is gradually increasing. Despite this, confidence in
using advanced technologies remains low. This remains the main demarcation
between older and younger users.

9.7 Conclusion

The aim of this chapter is to provide a means of thinking of inequalities in
relation to the design and use of ICTs, arguing that equality is often expressed
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as a liberal value, which rests on a view of the relationship of technology
and society that is determinist in inspiration. This is particularly important
when the adoption of ICTs is increasingly bound up with identity, in making
communities, in gender identity, in terms of the construction of disability and
in terms of age. Hopes for virtual communities were initially often based on
a utopian vision. The idea that democracy would spontaneously emerge in
Internet interactions, and that new technologies are free from old prejudices,
has been difficult to shift. The experiences of young people using social net-
working technologies, women in the IT industry and on the Internet, disabled
people accessing ICTs and older users, particularly of the World Wide Web,
demonstrate a complex picture of a world which is still unequal and where
old inequalities prevail. Although equality legislation is important it cannot
alleviate deep-seated inequalities such as those caused by inaccessible web-
sites where it would be impossible to bring legal action against every website
designer who failed to make their site accessible. Similarly, simply providing
access to technology does not break down barriers of inequality. Younger peo-
ple often have no trouble using new technologies but they remain unaware of
privacy choices in relation to their technology use, choices which they may
regret later when it becomes clear that it is difficult to retract personal data on
the Internet. Older users may gain significant benefits from using new tech-
nologies but may lack confidence. This points to the need for programmes to
create virtual communities from real communities where the needs of different
groups are acknowledged and addressed (Sunderland City Council 2008).



10 Global information and computer ethics

Charles Ess and May Thorseth

10.1 Introduction

Information and Computing Ethics (ICE), as made clear in the diverse chapters
included in this volume, address a range of ethical and political issues raised
by the development and diffusion of Information and Communication Tech-
nologies (ICTs), such as privacy, intellectual property and copyright, freedom
of speech, pornography and violence in computer games. However, while ICTs
and our first efforts to come to grips with their ethical impact were long the
province of ‘the West’, ICTs are no longer technologies exclusive to developed
countries. Rather, ICTs have spread around the world at a staggering rate,
both in the form of ‘traditional’ ICTs, such as desktop and laptop computers,
and the networks that connect them, and in the form of ‘smart phones’, i.e.,
mobile phones with ever-increasing computing power and ever-increasing
bandwidth connection with the Internet and the World Wide Web. Along with
these technologies come additional applications (e.g., online shopping and
financial transactions) and capabilities (e.g., GPS devices and chips in mobile
phones that allow for easy navigation – as well as ‘participatory surveillance’
(Albrechtslund 2008)) that increasingly pervade and redefine our lives. Such
devices and applications dramatically expand the reach and powers of ICTs
around the globe, especially in developing countries.

This means that ICE is forced to confront a range of novel ethical issues and
contexts occasioned by the global diffusion of ICTs. They are novel because,
first, these issues and contexts do not characteristically emerge in conjunction
with the use of ICTs within the ethical and cultural traditions of ‘the West’.
And second, because our efforts to come to grips with the ethical matters
evoked by ICTs must take on board the recognition that these matters are
analysed and resolved in often radically diverse ways by people around the
globe, as our frameworks for ethical analysis and resolution are shaped by
often radically diverse cultures. This is to say that such core matters as what
counts as ‘privacy’, intellectual ‘property’, ‘pornography’ and so forth are in
large measure dependent upon culturally specific views, beliefs, practices and
traditions. As we will see, a key challenge for a global ICE is thus how to foster
the development of diverse ICEs – i.e., ICEs that incorporate and preserve the



164 Charles Ess and May Thorseth

norms, ethical traditions, beliefs and practices of a given culture – while at
the same time fostering a shared ICE that ‘works’ across the globe. In other
words, globally diffused ICTs perforce make us all citizens of the world (cosmo-
politans), and our interactions with one another require a global, not simply
a local ICE.

In this chapter, we introduce and explore these matters in the following
way. In Section 10.2, we take up three of the issues distinctively evoked by
globally diffused ICTs – (1) the digital divide, (2) online global citizenship and
(3) global deliberation and democratization. In Section 10.3, we will explore
ethical pluralism as a primary framework within which we may take up a
global range of diverse ethical frameworks and decision-making traditions
used to analyse and reflect upon characteristic issues of ICE. In the course of
the analysis we will use the core issue of privacy as our primary example.

10.2 Global issues

The history of ICE is discussed in this volume in the contribution by Terry
Bynum. Here, it suffices to recall that ICE has emerged in the West over the past
six decades, beginning with the work of Norbert Wiener (1948), as primarily
the concern of a handful of computer scientists and interested philosophers.
Most importantly for our purposes, a number of philosophers rightly predicted
in the 1990s that ICE would become a mainstream component of applied ethics
and philosophy – not only in the developed world, but around the world.
Indeed, less than a decade into the twenty-first century, ICTs now connect
over 1.463+ billion people around the globe, the equivalent of more than one
fifth of the world’s population (21.9%) (Internet World Stats 2008).

This dramatic diffusion of ICTs beyond their territories of origin leads to
a number of pressing ethical concerns, beginning with the Digital Divide.
For, despite the utopian visions of 1990s pundits (and their contemporary
counterparts), ‘wiring the world’ (e.g., PBS 1998) with computers and networks
has not, as once hoped, led to greater equality either within nations or between
them with regard to access to and usability of ICTs.

10.2.1 Digital divide

Proponents of globalization argue that, as trade and markets expand, greater
economic prosperity will follow. In terms of overall impacts, they are quite
correct (Marber 2005). But a central problem that follows in the train of this
increased economic activity is that the disparities between the rich and the
poor continue to grow, not shrink. The old phrase, ‘the rich get richer, and
the poor stay poor’, remains a cruel truth about globalization – and this is
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the case not only within countries, but also between countries (Beitz 2001,
p. 106).

ICTs are intimately interwoven with globalization. Along with (until
recently) relatively inexpensive transportation costs, ICTs are a primary driver
of globalization as they make possible trade, financial transactions and the
relocation of labour into lower-cost labour markets (e.g., Friedmann 2005).
A key problem here, however, is that this global diffusion tends to benefit a
small elite; these benefits, moreover, do not always ‘trickle down’. Consider for
example how computer scientists and programmers in India have become ever
more well-to-do as ICTs allow them to sell their skills to companies around the
globe – but at a considerably lower cost than, say, a programmer or computer
scientist in the United States and Europe. At the same time, this outflow of
money and capital into India means the (roughly) equivalent loss of jobs and
salaries in Europe and the US. And while a growing number of highly skilled
and well-trained Indian professionals certainly benefit, by and large, these
benefits remain restricted to a very small group of people, and thereby tend
to increase the disparities between the urban rich and the rural poor within
India (e.g., Ghemawat 2007).

The digital divide further points towards other, perhaps more fundamental
divisions, sometimes put in terms of ‘the information rich’ vs. ‘the information
poor’ (Britz 2007). This contrast emphasizes that access to the nearly unlimited
amounts of information made available through ICTs makes all the difference
in terms of (further) developing one’s own resources and capabilities. So, for
example, Deborah Wheeler (2006) has documented how women in traditional
Middle Eastern villages, once given access to ICTs, are able to develop small
businesses that exploit the Internet for advertising, finding lower-cost mate-
rials, and so forth. The example highlights a further element of the digital
divide, which Bourdieu called ‘social capital’ (1977). In order to take these
sorts of advantages of ICTs, people must not only have access to the technolo-
gies but also have the multiple skills required to make effective use of them,
beginning with literacy. This social capital, in turn, is not equally distributed –
especially in many developing countries. The consequence is, again, that those
who already enjoy a given level of social capital are able to build on that cap-
ital to their advantage through increased access to ICTs, while those poor in
social capital will not.

To be sure, there are important initiatives and exceptions to these trends,
inspired in part, for example, through the growing use of ‘Free/Libre and
Open Source Software’ (FLOSS). The development of interfaces for non-literate
populations, including indigenous peoples, will also help overcome some of the
barriers between the information rich and poor (Dyson, Hendriks and Grant
2007). Finally, as Internet-enabled mobile phones continue their dramatic
expansion in the developing world, they will almost certainly help the poor
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jump past (‘leapfrog’) ICT use and access in the form of traditional computers,
and, perhaps, help diffuse the benefits of ICTs somewhat more evenly.

The digital divide opens up a range of critical ethical questions. For example,
what obligations, if any, do the ‘information rich’ citizens and governments
of developed countries have towards the information poor – beginning with
those within their own countries, as well as towards those in developing
countries? (Canellopoulou-Bottis and Himma 2008) And if the information
rich do have some sort of obligation to help the information poor, what forms
of assistance are ethically justified? For example, a major initiative has been
launched to ensure that all schools in Africa (550,000+) will have Internet
access by the year 2020 (Farrell, Isaacs and Trucano 2007). But building
the network infrastructure and providing the computers necessary to make
this happen will utterly depend upon the generosity of such companies as
Hewlett-Packard, Cisco Systems and Microsoft. Once these networks are in
place, however, it increasingly becomes the responsibility of the recipients of
these technologies to pay for their continued use and maintenance. It is not
at all clear that many of the African schools and countries will be able to do
so; and insofar as they are able to do so, this will mean financial flows out of
Africa back to the already well-to-do developed countries. Many in Africa –
for whom the memories of Western colonization and exploitation are quite
fresh and clear – are hence critical of such projects, as they run the risk of
repeating such exploitation and colonization, now via ICTs.

10.2.2 Online global citizenship

Despite the harsh realities of the digital divide, as noted above, ICTs now
allow more than one fifth of the world’s population to communicate cross-
culturally. Studies indicate that the majority of users send and receive infor-
mation (whether in the form of emails, browsing web pages, shopping,
etc.) within their national borders or within shared linguistic communities
(Ghemawat 2007). At the same time, however, anyone’s web pages and emails
may in principle cross cultural boundaries, whether intentionally or inadver-
tently. This means that, like it or not, our access and use of ICTs increasingly
makes us citizens of the world – cosmo-politans.

Insofar as more and more of us do cross borders online, we are confronted
with the range of ethical issues humans have faced throughout their history of
cross-cultural exchanges and interactions. Some of these are obvious, begin-
ning with the importance of showing respect for the cultural values, norms,
practices and beliefs of others, partly because these make up a given cultural
identity. One’s right to the recognition and preservation of one’s own cultural
identity is a hallmark human right in the United Nations’ Universal Declaration
of Universal Human Rights (1948). Yet our cross-cultural interactions online,
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at least in their current versions, hide or fail to transmit the full reality of
the other. This is especially true when we communicate with those who have
limited bandwidth access to the Internet – i.e., primarily those in developing
countries. In these interactions, we usually have access to one another pri-
marily (if not exclusively) via text; this textual access may be complemented
with sound and pictures, but these are usually very limited in quality and
detail. In contrast with our real-world, embodied, face-to-face engagements
with other human beings in different cultures our online engagements present
us with an Other who is largely disembodied, abstract, ‘virtual’. It is hence
much easier in the online context to assume that this ‘thin’ Other is simply
another version of ourselves – i.e., to assume that her values, beliefs, prac-
tices, etc. are more or less identical to our own. This assumption has a name:
ethnocentrism is precisely the view that the values, beliefs, practices, etc. of
our own people (ethnos) are the same for all people. The serious difficulty
is that such ethnocentrism almost always leads to a two-fold response to the
Other. Either we, in effect, remake the Other in our own image – at the extreme,
we insist on the assimilation of the Other to our own ways and values: this
is the root of cultural imperialism. Or, insofar as the Other fails to fit our
presumptions of what counts as human, we may feel justified in exploiting –
or even destroying – the Other for our own benefit. The ugly examples of
this second consequence include slavery, colonization and genocide. So, our
online global citizenship, as it re-presents to us a thin concept of the Other,
makes it easier to fall prey to the twin dangers of cultural imperialism and
exploitation. It is a commonplace in ethics that greater vulnerabilities require
greater care. In this case, because the online environment makes both us and
others more vulnerable to the risks of imperialism and exploitation, we have a
greater ethical obligation to be aware of these risks and to develop strategies
to avoid them.

A particular set of these dangers is facilitated by the technologies them-
selves. For one may assume that ICTs are just tools, that they are somehow
neutral in terms of important cultural values. This assumption is called tech-
nological instrumentalism (Shrader-Frechette and Westra 1997). It is power-
fully countered in two important ways. First, many philosophers as well as
designers of technologies increasingly recognize a view called the Social Con-
struction of Technology (SCOT). This view argues that technologies embed
and foster the values of their designers – values that vary from culture to
culture (e.g., Bijker and Law 1992). Second, there is now an extensive body of
evidence with regard to ICTs and Computer-Mediated Communication (CMC)
that make clear that, indeed, ICTs embed and foster the cultural values and
communicative preferences of their designers. So, for example, especially the
CMC technologies available in the 1990s relied almost entirely on text; such
a technology thereby favours what communication theorists describe as Low
Context/High Content communication styles – styles that emphasize explicit
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and direct forms of communication (high content, with comparatively less
attention to the contexts of communication including relative social status,
for example). By contrast, many cultures and societies – including Arabic,
Asian, African and indigenous peoples – utilize a High Context/ Low Content
communication style. Here the emphasis is much more on indirect forms of
communication such as body distance, eye contact (and lack thereof), gesture,
etc. – i.e., forms of communication not easily carried via text-centred CMC.
Enthusiasm for wiring the world via Western-designed ICTs favouring Low
Context/High Content communication styles may work to impose the com-
munication style of one set of peoples and cultures upon another. Our use
of such ICTs may risk functioning as a tacit but powerful form of cultural
imperialism, as we insist that others move from their own High Context/Low
Content communication style to our own Low Context/High Content style (Ess
2006b).

As global citizens, then, we are ethically obliged to develop a greater aware-
ness of the cultures and communicative preferences of the multiple Others we
can now engage with online. Like the cosmopolitans of the ancient world
and the Western Renaissance, we must learn and respect the values, practices,
beliefs, communication styles and languages of ‘the Other’. Failure to do so
threatens to turn us instead into cultural tourists or cultural consumers – those
who regard other cultures as largely commodities to be consumed for their
own enjoyment, rather than to be understood and respected for their own sake.
More dramatically, failure to do so threatens to make us complicit in forms of
computer-mediated imperialism and colonization (Ess 2006b). Happily, glob-
alization via ICTs brings with it far more positive possibilities as well, as we
are about to see.

10.2.3 Global deliberation and democratization

Before examining democratic deliberation in detail, we must first note that
such deliberation requires a plurality of voices. There is yet another aspect
of plurality that is embedded in the very idea of deliberative democracy.
This is pluralism as a contrast to both relativism and fundamentalism. The
contrast to relativism is that judgements are not considered to be legitimate
only relative to some particular framework. This is because pluralism also
requires that the framework itself be justified. Whereas a moral relativist
cannot claim that her own position is true beyond the particular context, we
want moral pluralism to hold some, but not all positions to be equally valid
or true. In an epistemological sense, relativism is not a consistent position;
in a moral sense, it obstructs the claim that democracy ought to be preferred
to fundamentalism (Thorseth 2007). In order to maintain pluralism as an
ideal of modern (multicultural) societies, it is a requirement that we not only
understand but also undertake substantive judgements of public opinions.
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Without getting into this huge debate topic here, we shall confine ourselves to
pointing out the importance of making judgements about particular opposing
norms and values, rather than tolerating them by leaving them alone. The
potential dialogue with others, which is basic to deliberative democracy and
enlarged way of thinking, may serve as an ideal of the kind of judgement that
moral pluralism requires. We will further see, in the next section, that these
notions of pluralism and judgement play central roles in the development of
an emerging global Information and Computer Ethics.

Here we focus on the communicative dimension of globalization, more par-
ticularly as displayed in the contemporary debates on global deliberation and
deliberative democracy. A basic idea of deliberation is free and open com-
munication, based on ‘the unforced force of the better argument’ (Habermas
1983, 1990, 1993). According to John Dryzek (2001), deliberation is a mode
of communication making deliberators amenable to changing judgements,
views and preferences during the course of interactions. The core idea of
democratic deliberation is to contribute to a better-informed public. Deliber-
ative democrats, along with so-called ‘difference democrats’, share this basic
ideal. Whereas most deliberative democrats exclude some modes of commu-
nication, in particular rhetoric, difference democrats hold that rhetoric is a
basic means of persuasion in deliberation. Allowing for different modes of
communication implies that deliberation becomes more easily accessible to
disempowered people in particular, they hold. Thus, a wider range of people
may participate in public deliberation (Gutman and Thompson 1996, Young
2000). Across the internal differences between these theories, both deliberative
and difference democrats share the basic ideal of recognizing a plurality of
opinions in democratic deliberation. The dispute between them is about the
extent to which different communicative styles actually do contribute to open
and unforced argumentation in the public domain. An important question in
our context is to what extent the Internet might facilitate global deliberation.

10.2.4 A broadened way of thinking in public deliberation

Difference democrats have claimed that the mode of communication in delib-
eration may presuppose an ideal of mainstream rational argumentation that
often tends to exclude the language of the underprivileged. The same argu-
ment does, however, apply to any mode of communication that might turn out
to work against inclusion and to build new hierarchies. Habermas’ ideal of the
unforced force of the better argument only works as intended if all individuals
involved share an equal communicative competence. Hence, storytelling and
testimony might be even as excluding as dispassionate and reasoned talk. All
communication in terms set by the powerful will advantage those who are best
able to articulate their opinions. Thus, any kind of communication may entail
coercion. This is why we need additional criteria for identifying what mode of
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communication and way of thinking are suitable for democratic deliberation.
Except for excluding in deliberation any kind of communication that works
coercively, another test mentioned by Dryzek (2001, p. 68) is the requirement
to connect the particular (story, testimony) to a universal appeal. This implies
transcending private subjective conditions, a requirement that may be linked
to Kant’s conception of reflective judgement, as we shall see below.

The main point of deliberation is to make people judge their own and
other people’s opinions critically. First and foremost, changes of opinions
or preferences should be the outcome of better-qualified opinions, as com-
pared to the quality of opinions ahead of deliberation. Embedded in the idea
of deliberation is the anticipation of a pluralism in terms of a plurality of
voices. Both Rawls and Bohman have emphasized the importance of peo-
ple agreeing for different reasons, i.e. overlapping consensus (Rawls 1993,
Bohman 1996). The importance of pluralism is also clearly stated by A. Phillips
(1995, p. 151) when she holds that deliberation matters only because there is
difference.

In order for an opinion to qualify as a public and not only private opin-
ion, it is important to address a universal audience. This is an explicit aim
of democratic deliberation. Public recognition by way of transcending the
purely private and subjective condition is basic to the Kantian notion of
reflective judgement or a broadened way of thinking (Kant 1952). Reflec-
tive judgement is about empirical contingencies – e.g. political opinions –
for which validity is gained through reflection of something particular as
opposed to subsuming something under universal laws. This is a mode of
thinking that Kant initially explores in the aesthetic domain, whereas Hannah
Arendt (1968) and Seyla Benhabib (1992) have extended it to the political
and moral faculties (Thorseth 2008). Kant’s broadened way of thinking is a
mode of thinking that transcends local and private conditions. The method
described by Kant is contained in his concept of sensus communis. This is
a public sense and a critical faculty that takes account of the mode of rep-
resentation in everyone else, thereby avoiding the illusion that private per-
sonal conditions are taken as objective. This is accomplished by weighing
the judgement with the possible judgements of others, and by putting our-
selves in the position of everyone else, abstracting from the limitations that
contingently affect our estimate (Kant 1952, § 40). What interests us here is
how this public use of reason, described by Kant, captures an essential point
of deliberation: in order to address a universal audience to gain validity of
opinions we have to transcend the limitations set by private and contingent
conditions.

Kant’s enlarged mode of thinking is about how to stimulate the imaginative
powers in people in order to transcend the purely private subjective conditions
of empirical contingencies. And ICTs may improve our imaginative capacity
to put ourselves in the position of everyone else (Thorseth 2008).
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10.2.5 Deliberation by way of new technology

Ideally, the outcome of deliberation is change of preferences due to possibilities
of viewing matters from the position of everyone else. This implies an empirical
challenge to make it feasible for people to be informed about other people’s
positions. What is at stake is not so much to have knowledge of as many
opinions as possible; rather, it is giving people access to the outcome of
deliberative processes. We are faced with what John Dewey (1927) called ‘the
problem of the public’: the lack of shared experiences, signs and symbols
which he takes to be the Babel of our time (Dewey 1927, p. 142). The main
reason for our Babel is the political complexity that requires both a better-
informed public but also a need for policy makers to become better informed
of the experiences of the public. According to Dewey ‘the essential need . . . is
the improvement of the methods and conditions of debate, discussion and
persuasion. This is the problem of the public’ (Dewey 1927, p. 208). The
problem of the public is revitalized due to ICTs as they offer both solutions
but also new challenges to this much older philosophical problem of conditions
for public debate.

One way of dealing with the problem of the public is to establish proce-
dures for deliberation, in order to inform both the public and policy makers
of opinions that are based on an enlarged way of thinking. The essential issue
is that legitimacy of opinions through deliberation has gained validity in the
public domain. The transcendence of private subjective conditions is obtained
because the opinion addresses a universal audience. James Fishkin has sug-
gested a method for such deliberative processes online, and several trials have
been carried out (Fishkin 1997, Ackerman and Fishkin 2004). The suggested
model is labelled online deliberative polling, the aim being to contribute to
better-informed democracy. Briefly, the method is first to poll a representative
sample of some targeted issue, e.g. on health care and education. After the
first baseline poll, members of the sample are invited to gather in some place
in order to discuss the issues together with competing experts and politicians.
After the deliberation, the sample group is again asked the original question.
The resulting changes of opinions represent the conclusion the public would
reach if they had the opportunity to become better informed and more engaged
in the issue.

The positive results of these experiments is that people tend to have less
extreme, more complex and better argued opinions of the issues after delib-
erative polling (Elgesem 2005). Another important observation is that there is
no sign of more consensus among the participants after deliberative polling,
but no sign of more polarization either (Fishkin 1997). What the experiment
shows is that deliberation might be very well suited for improvement of peo-
ple’s opinions (Thorseth 2006).

Technologically, it is no doubt feasible to design set-ups and websites such
that people can easily encounter opposing and different views. In principle,
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it seems to be possible to use ICTs, at least partly, to deal with the problem
of the public: to inform people of a plurality of opinions that have been
improved through deliberative processes. Cass Sunstein’s worries about group
polarization seem manageable (2001). However, in natural surroundings we
know far too little about another problem discussed by Sunstein, i.e. the
problem of filtering. Put briefly, most people will visit web pages that they are
particularly interested in, and thereby meet like-minded people, for instance
from a particular political party. The argument pool that is offered might be
too limited. The worst scenario is that people start designing their own ‘Daily
Me’, i.e. newspapers where they can read about only what they have chosen
themselves. Rather than being better informed about a plurality of different
views, everyone would only read their own version of a limited range of
topics.

In the US, a very interesting web-based deliberative polling project has
been created, the Public Informed Citizen Online Assembly (PICOLA) which
has been developed by Robert Cavalier.1 It takes its point of departure in the
theory of deliberative polling as developed by Fishkin. PICOLA is primarily
a tool for carrying out deliberative polling in online contexts. One objective
is to create the next generation of Computer-Mediated Communication tools
for online structured dialogue and deliberation. An audio/video synchronous
environment is complemented with a multimedia asynchronous environment.
A general gateway (the PICOLA) contains access to these communication
environments as well as registration areas, background information and sur-
veys (polls). The PICOLA user interface allows for a dynamic multimedia
participant environment. On the server side, secure user authentication and
data storage/retrieval are provided. Real-time audio conferencing and certain
peer-to-peer features are implemented using a Flash Communication Server.

Mobile PICOLA extends the synchronous conversation module and the sur-
vey module. The former provides a true ‘anytime/anywhere’ capability to the
deliberative poll; the latter allows for real-time data input and analysis. And
with real-time data gathering, it becomes possible to display the results of a
deliberative poll at the end of the deliberation day, thereby allowing stake-
holders and others present to see and discuss the results as those results are
being displayed. The interface relations made possible by this technology are
of vital importance to the deliberative process, as it allows for synchronous
conversation in real time. Thus, it appears to come very close to offline inter-
face communication.

This project demonstrates the feasibility of arranging for online deliberation
at a trans-national level. Perhaps it would be possible also to arrange for it

1 Visit Cavalier’s homepage at www.hss.cmu.edu/philosophy/faculty-cavalier.php. More
information about the PICOLA project is accessible at http://caae.phil.cmu.edu/picola/
index.html
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on a global scale. One immediate limitation would probably be that only
democratic countries would be likely to consent to it.

Several other reports on online deliberation are discussed by Coleman and
Gøtze (2001/2004). Some of their examples are drawn from experiments of
deliberation between local politicians and their electors. Even if a deliberative
mode and structure of communication is obtained throughout the trial, there
is a decline in deliberation as soon as the period of the trial has ended. Besides,
the scope of the experiments discussed is of limited or local scope, and thus
they are not comparable to a global level of communication.

There are as yet no conclusive answers as to whether online deliberative
polling can deal with the real problem of the public, namely how to achieve
the aim of a better informed public. What is really at stake is how to make
people overcome the limitations that contingently affect their judgements.
In order to avoid the problem of filtering there is a need for a plurality
of voices and modes of communication: cool and impassionate, emotional
use of rhetoric and storytelling just to mention a few of those discussed by
deliberative and difference democrats. People’s access to such a plurality may
be enhanced through new information technologies, in particular the Internet.
However, there are as yet serious limitations as well, most importantly because
of shortage of democratic states on a global scale, and the digital divide.
The potential of ICTs to contribute to worldwide deliberative democracy can
only be realized if there is a political consensus to make the new technology
contribute in this way. An immediate objection is that such consensus is itself
a contested matter, especially as freedom of speech is a pivotal and intrinsic
democratic ideal. Thus, there seems to be an opposition between freedom of
speech and a plurality of opinions safeguarding democracy on the one hand,
and the need to control the democratic process through arranged deliberation
in order to protect those very same values on the other. A way of resolving this
dilemma is to consider democratic procedures beyond dispute and not at the
same level as, for instance, religious or political outlooks. Rather, democratic
procedures are a guarantor of possible disputes about opinions and outlooks.

There are obvious limitations to using the Internet for deliberative demo-
cratic purposes, but there is another way in which new technology might
contribute to broadening people’s minds beyond experimental deliberative
projects. Keeping in mind the importance of access to possible though not nec-
essarily real worlds, we still know very little about the impact virtual worlds
may have in shaping people’s opinions. Given the central role of imagina-
tion and the visual in Kant’s notion of sensus communis and a broadened
way of thinking, it seems probable that experiences in Second Life, for exam-
ple, are conceived as real experiences that visitors have. Further, there is no
reason why the experiences in virtual worlds should have less impact on peo-
ple’s opinions compared to real-life experiences. Acting in such virtual worlds
might prove to be a method of broadening people’s minds and enabling them
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to envisage possible scenarios that are not realised in the ‘real’, i.e. offline
world. As yet it remains to research in further depth and width in which ways
the virtuality of new technology might contribute to better informed publics
realising the ideals embedded in deliberative democracy.

10.3 Global ethics

10.3.1 Global perspectives on privacy: from relativism to pluralism?

Various forms of ethical pluralism emerge across the history of Western phi-
losophy – beginning with what Ess has called Plato’s interpretive pluralism
as developed primarily in The Republic (Ess and Thorseth 2006, Ess 2006a).
Briefly, as the analogy of the line 509d–511e makes especially clear, a single
norm – e.g., justice, beauty, or the Good as such – allows for multiple inter-
pretations and applications in diverse contexts and settings. That is, every
ethical situation arises within a specific context, one defined by a field of par-
ticularities. To apply a general norm – e.g., the well-being or harmony of the
community – to one such context requires a specific interpretation or applica-
tion; the same norm, applied to a different context defined by a different set
of particularities, may require a very different interpretation or understand-
ing. For example, the well-being or harmony of the community in the harsh
environment of Inuit peoples may justify a form of assisted suicide for elderly
family members no longer able to contribute to the material well-being of
the community. Such assisted suicide in developed countries, however, can be
seen as a violation of the general norm of community well-being: materially
supporting the continued existence of elderly persons does not, as in the case
of the Inuit, directly threaten the society’s material basis. Developed countries
can afford to sustain those persons who can no longer contribute materially to
society. And the wisdom and experience of the elders, in turn, can contribute
to the well-being and harmony of the community in distinctive ways. The key
point is that while assisted suicide is appropriate in the Inuit community, and
rejected as abhorrent in developed societies, both practices represent simply
different interpretations or applications of a shared norm, where these differ-
ences are required by the distinctive contexts and particular conditions of two
very diverse societies.

Hence, apparently different ethical responses – e.g., either among diverse
individuals or across cultures – do not necessarily imply ethical relativism,
i.e., the lack of any shared norms or values. On the contrary, these differences
may simply reflect how the field of particularities, which constitute a specific
context and thereby define the ethical issues we face, require us to interpret or
apply a general norm in a highly distinctive way, one that makes the general
norm applicable to a specific context.
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Moreover, the ability to discern how to apply general norms to distinctively
different contexts – along with the still more fundamental ability to discern
which general norms or values indeed apply to a distinctive field of particular-
ities – is associated, both by Plato and by Aristotle, to phronesis, a particular
sort of practical wisdom or judgement that cannot be reduced to purely deduc-
tive or algorithmic approaches to ethical decision-making. Phronesis allows
us to negotiate and manoeuvre between often complex and conflicting norms
and claims. Indeed, Plato’s image of the pilot (cybernetes) as the analogue or
symbol of the ethical person in the Republic suggests that phronesis is not
always solely a matter of a logos, of reason or argument:

a first-rate pilot [cybernetes] or physician, for example, feels [���������	��] the
difference between the impossibilities and possibilities in his art and attempts the
one and lets the others go; and then, too, if he does happen to trip, he is equal to
correcting his error. (Republic, 360e-361a, Bloom trans.; cf. Republic I, 332e-c;
VI, 489c2)

Here, ���������	�� (literally, to ‘feel through’) suggests that it is not simply our
mind that is at work in these moments of judgement: in addition, we engage
the capacity, we might say, of an embodied being to sense or feel her way
through – a capacity based in part on rational calculation and in part on long
experience. We will return to this theme in the comments below on Susan
Stuart’s recent work on enactivism.

Versions of such pluralism have been developed in the Western tradition,
beginning with Aristotle, whose ‘focal’ (pros hen) equivocals further highlight
the role of phronesis or practical wisdom and judgement in discerning how
general norms apply to the particularities of a given situation (Ess 2006a,
2007). Within the Christian tradition, Aquinas famously adapts Aristotle to
Christian frameworks – and elaborates on Aristotle’s notion of phronesis.
Given the possibility of more than one understanding or application of a
general principle, especially vis-à-vis often very different contexts, Aquinas
explicitly justifies a pluralism that acknowledges that shared general princi-
ples may be interpreted or applied in diverse ways, depending upon particular
contexts – an application again dependent upon the peculiar facility of judge-
ment (Summa Theologiae, 1–2, q. 94, a. 4 responsio, cited in Haldane 2003,
p. 91). More contemporary theory has proposed various forms of pluralism
and incorporated these into political philosophy (e.g., Taylor 2002) as well as
into ICE, beginning with the work of Larry Hinman (2004, 2008), Terrell Ward
Bynum (2000a, 2001, 2006b), and, as we shall see in more detail, Luciano
Floridi (2006a, forthcoming, b.).

2 Following standard practice among Plato scholars, page references are to the Stephanus
volume and page number.
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10.3.2 Pluralism: West and East

But first, we must observe that such pluralism and its affiliated emphasis
on the central role of judgement are not restricted to the Western tradition.
On the contrary, such pluralism is an important element of Islam (Eickelman
2003) and Confucian thought (Chan 2003). In addition, notions of harmony
and resonance likewise emerge in both Western and Eastern traditions as
still further ways to express the distinctive ‘unity-alongside-difference’ that
defines pluralism. So, for example, harmony is a goal of politics both for
Aristotle and Confucian thought (Elberfeld 2002). Such harmony does not
mean some sort of universal norm is applied heavy-handedly in exactly the
same way in every situation, regardless of crucial differences. On the contrary,
harmony is understood as relationship of unity that simultaneously preserves
and fosters the irreducible differences defining specific members and classes
of a community.

This means, then, that ethical pluralism not only provides us with a way
of understanding how a single norm may – via the reflection and application
of judgement – apply in very different contexts in very different ways –
including, as we are about to see, with regard to notions of privacy in diverse
Western cultures (i.e., United States and the European Union). Such pluralism
also appears to function in praxis with regard to emerging conceptions of
privacy across the East–West divide. Insofar as very similar understandings
of pluralism, judgement and harmony are found in both Western and Eastern
traditions, these three elements suggest themselves as potentially universal
constituents of a global ICE that may conjoin shared norms and elements with
the irreducible differences defining diverse cultures.

As an initial example, consider the matter of individual privacy and data
privacy protection laws as understood and developed in the United States and
the European Union. On the one hand, both domains share a characteristically
modern, Western assumption – that the individual person exists as a primary
reality and, especially as capable of rational choice and autonomy, deserves at
least a minimal set of rights, including a right to privacy. Such a conception
of the individual qua rationally autonomous and rights-holder is foundational
to modern conceptions and justifications of liberal democracies: such states
exist to protect the rights of such persons, their legitimate powers resting upon
the free consent of the governed (so Thomas Jefferson in The Declaration of
Independence). On this basis, finally, individual privacy in the Information Age
translates into rights of data privacy protection. Especially as our lives depend
more and more upon the transmission of information central to our identities
and functions as persons, consumers, citizens, etc., there is a correlative need
to protect our privacy by way of protecting our data (e.g., Floridi 2006a,
Tavani 2007, Burk 2007).
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So far, so good. But these shared conceptions have nonetheless issued in
quite different data privacy protection regimes in the US, on the one hand, and
the EU, on the other. As refracted through the more utilitarian and business-
friendly lenses of US culture, the shared value of the individual and the need
for data privacy protection have issued in a patchwork of laws: a few Federal
laws define privacy rights in the areas of medical and financial information –
leaving more rigorous protection of individual data privacy up to states
and individuals, e.g., as individuals may ‘opt-out’ of certain data-gathering
schemes. By contrast, the EU Data Privacy Protection acts are based on a
much more strongly deontological insistence that individual privacy is a right
requiring rigorous protection by the state. So the Directives define what counts
as personal and sensitive information, e.g., not simply name and address, but
also regarding health status, religious and philosophical beliefs, trade union
membership and sexual identity, and require that individuals be notified when
such information is collected about them. Individuals further have the right
to review and, if necessary, correct information collected about them. In par-
ticular, as Dan Burk points out, the EU laws work exactly opposite to the
US emphasis on individuals ‘opting out’ – i.e., leaving data privacy protec-
tion to individual initiative. By contrast, EU laws give individuals the right
to consent – i.e., they must first ‘opt-in’ by agreeing to the collection and
processing of their personal information (Burk 2007, p. 98). In these ways,
the contrasts between US and EU data privacy protection laws represent a
pluralism. Again, the US and EU appear to agree upon basic conceptions of
the person and individual rights; but each domain interprets and applies these
shared norms in sometimes very different ways, as reflecting the specific con-
texts of their distinctive cultural traditions (cf. Michelfelder 2001, Riedenburg
2000).

A similar pluralism can further be discerned between East and West – despite
far stronger differences in their initial starting points. That is, Confucian and
Buddhist thought, as shaping the norms and practices of countries such as
Thailand, Japan and China (among others), understand the person first of
all as a relational being, in contrast with modern Western emphases on the
person as primarily an individual or isolate. Indeed, Buddhism in its various
forms begins with the insistence that the self is an illusion – and a pernicious
one at that, insofar as the ego-illusion is the source of desire, and desire is
the source of our discontent: hence, contentment or Enlightenment will come
only through the overcoming of the ego-illusion. Not surprisingly, then, these
cultures – until influenced by the West – have had no conception or tradition
of individual privacy as a positive good. On the contrary, what Westerners
might think of as individual privacy is regarded as a negative – e.g., in the
Chinese concept of Yinsi (i.e., a ‘shameful secret’ or ‘hidden, bad things’, Lü
2005, p. 14).
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Despite these radically different starting points, countries such as China,
Japan and Thailand have developed laws that afford their citizens at least
some degree of data privacy protection (Lü 2005, Nakada and Tamura 2005,
Hongladarom 2007). Their motivations for doing so are largely economic rather
than, as in the case of Western countries, rooted in understandings of the
individual and individual rights as foundational to democratic polities. This
thus instantiates the notion of overlapping consensus as developed by Rawls
and Bohman, as we saw above. But this again illustrates a pluralism – one
all the more striking as it now stretches across even greater philosophical and
ethical divides. That is, alongside the intractable differences between Western
and Eastern conceptions of the individual we see some convergence on shared
notions of data privacy protections. To paraphrase Aristotle: data privacy
protection is said in many different ways – ways that reflect, in this instance,
the profound cultural differences at work in developing and applying some
form of data privacy protection. Nonetheless, these differences do not forbid
the establishment of data privacy protections that are at least similar and
mutually recognizable – if not, to some degree at least, identical (i.e., with
regard to the protection of financial information such as credit card numbers:
see Ess 2006a, 2007 for further discussion).

10.3.3 Ethical pluralism in global ICE: contemporary developments

In addition to these sorts of pluralistic convergences between East and West
with regard to privacy, we can further note a similar convergence at a still
more fundamental level – namely, with regard to the basic understandings
of the nature of the person. On the one hand, in the face of the initial con-
trasts we have seen between Western and Eastern views of the person and
thus of privacy, Soraj Hongladarom, a Thai philosopher with interests in both
Buddhist and Western thought, has pointed out that this initial contrast is
not as black-and-white as it may first appear. Admittedly, modern Western
philosophy – especially as exemplified by Descartes and Kant – has stressed
the autonomous self as a kind of primary reality. Again, this seems completely
at odds with especially Buddhist insistence that the self is a pernicious illu-
sion, such that only by overcoming this illusion can we hope to find true
contentment. At the same time, however, Hongladarom points out that mod-
ern Western thought includes more communitarian elements, beginning with
Hegel, that help offset and complement the emphasis on the individual. By the
same token, Hongladarom describes a Buddhist conception of the self as an
empirical self – one that, from an absolute or Enlightened standpoint will be
regarded as ultimately illusory. Nonetheless, from a relative perspective, such
an empirical self retains a certain level of reality and importance – enough, he
thinks, to fund a Buddhist insistence on individual privacy, in sharp contrast
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with the traditional Thai insistence on privacy only in familiar or collective
terms (2007).

The upshot is again a pluralism. Hongladarom’s Buddhist empirical self
more closely resonates with modern Western conceptions; but they remain
irreducibly different insofar as the empirical self remains a relative reality,
vis-à-vis the presumptively absolute reality of the modern Western self. At
the same time, as Hongladarom argues on the basis of a Buddhist empirical self
for both privacy rights and democratic polity, he points to norms and ideals
now shared between the modern West and Thailand. Clearly, these shared
norms and ideals are refracted through the lenses of two very diverse cultural
and philosophical traditions, resulting in two distinctive interpretations or
applications of shared understandings of individual privacy and democratic
polity.

As a final example – one that parallels Hongladarom’s notion of a Buddhist
empirical self – we can note that, from the Western side, Susan Stuart has
made especially clear how a number of sharp distinctions characteristic of
Kant’s thought – starting with a hard boundary between (individual) mind
and body – are now being re-thought in light of more recent developments
in our understanding of how human beings, as embodied, come to know and
navigate their world (2008).

This re-thinking (under the name of enactivism) moves us from the per-
son as an autonomous but isolated rationality (the approach of cognitivism)
towards an understanding of the person as a mind-body whose knowledge
and navigation of the world is only as physically enmeshed with situation
and context.

This is reminiscent, in the first place, of the conception of the person in Plato
and Aristotle – and of the phronesis that only an embodied being can practise
after long experience. It is further in keeping with a broader turn in West-
ern ethics towards more relational understandings – e.g., ethics as a matter
of sustaining ‘webs of relationships’ in feminist ethics; ecological emphases
on sustaining eco-systems as likewise made up of species interwoven and
interdependent upon one another; and Floridi’s ‘information ecology’ that
consciously models his ontocentric ethics on an ecological model of intercon-
nected and interdependent wholes. At the same time, these transformations
move our Western conceptions of the self closer to – or, we might say, in still
closer resonance or harmony with – the relational conceptions of the self at
work in Confucian thought, African thought (Paterson 2007), and elsewhere.

At the same time, however, Stuart’s account of the person remains distinc-
tively Western. Such a person, especially as interconnected with the physical
world around her, is presumed to be real in a final sense. This concept, as
emphasizing relationship as definitive of the person, thereby moves us closer
towards many non-Western accounts. It remains irreducibly different from
(even) Hongladarom’s account of the person, according to which the empirical
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self – as the closest analogue to Stuart’s enactive self – enjoys ontological sig-
nificance in at least a relative way. But within the larger Buddhist framework,
this empirical self remains comparatively less real than Stuart’s enactive per-
son – reflecting thereby the irreducible differences between these Western and
Buddhist ontologies. It is also clear that these two concepts of persons thereby
stand as yet another example of pluralism – one in which a basic notion of
the human being in all of her capacities and engagements with the world is
refracted through two irreducibly different cultural lenses.

10.4 Concluding remarks

We hope to have clarified a number of ways in which the global diffusion of
ICTs raises a wide array of new ethical challenges. Such challenges help to
reiterate the central importance of ethical pluralism, as a meta-ethical strat-
egy both within and beyond the borders of Western ethical traditions and an
ICE first developed within Western frameworks. Not all of the challenges of
a global ICE will be resolved through pluralism. Most obviously, the digital
divide remains a profoundly intractable difficulty, and it is certain that there
will be specific ethical issues on the global scale that will simply continue to
divide us, e.g., freedom of expression in diverse regimes, diverse understand-
ings of copyright and Intellectual Property, and so forth. Nonetheless, as Mary
Midgley reminds us, ‘Morally as well as physically, there is only one world,
and we all have to live in it’ ([1981] 1996, p. 119). ICTs and globalization only
reiterate and amplify Midgley’s point, as they facilitate our ever-increasing
interconnectedness with one another. Developing a global ICE is not an option,
but an urgent necessity. Our history of cultural hybridizations, especially as
these involve notions of pluralism, harmony and resonance, the success of
democratic deliberation online, and the emergence of a pluralistic approach
to privacy and personhood in contemporary ICE provide reasons for optimism
towards that development. However daunting the challenges, we clearly will
not know how far we may succeed until we try.



11 Computer ethics and applied contexts

John Weckert and Adam Henschke

11.1 Introduction

Computer ethics changes the ethical landscape. Various issues that appear in
different applied ethics fields now appear as part of computer ethics, for exam-
ple monitoring and surveillance as part of business ethics, and the privacy of
medical records as part of medical ethics. The purpose of technology, we will
argue in the next section, is to improve life, so it is legitimate to question
whether a particular technology, in this case information and communication
technology (ICT), achieves this in a variety of contexts.

11.2 Technology

Just what constitutes technology is not so easy to say. Sometimes, any human
constructs, including social or political organizations, are considered part of
technology. This is compatible with Ferré’s account when he calls technol-
ogy the ‘practical implementation of intelligence’ (Ferré 1995, p. 26). In this
chapter, however, technology will be used in a narrower sense and taken
as the total set of tools, or artefacts, that we use in our daily lives, includ-
ing computers, the Internet, radios, cars, scissors and so on (see Dusek 2006,
pp. 31–36 and Briggle et al. 2005 for other accounts of technology).

The purpose of the technologies that we develop is, at least ideally, to
improve life in some way. According to this teleological view of technol-
ogy, artefacts or tools have a purpose. Thus, Ortega Y Gasset (1961) defines
technology as ‘the improvement brought about on nature by man for the sat-
isfaction of his necessities’. For our purposes, what is important is that we
use technology to modify our environment in order for us to live better lives.
This is a common position. On Ferré’s account, it can be said that we use our
intelligence at the most basic level to survive but, beyond that, to make our
lives easier, more pleasant and more satisfying, and we employ technology to
assist in this. Combes also supports this view of technology: ‘Technology is the
deliberate practice of rearranging the world’s furniture in order to maintain
a decent lifestyle’ (Combes 2005, p. 6) and again, technology is ‘the inten-
tional exploitation of the environment for the purpose of providing needs and
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perceived wants’ (Combes 2005, p. 11). The possibility is raised here that some
of the wants satisfied by technology might not be real wants and therefore
may not in fact improve life. Exploring this in the context of ICT is one reason
why computer ethics is important. Overall then, the purpose of technologies is,
at least ideally, to improve life, and it is imperative that we examine whether
this is the case.

Just as the purpose of technology in general is to enhance our lives, so is
this the purpose of ICT. While there is room for the view that some of this
development was and still is driven by the technology rather than by any
human needs, that is, that some technology is developed because it can be,
and some cynicism is not out of place, it is plausible to see these developments
as efforts to make life easier and more pleasant, keep us healthier and more
generally to help us satisfy our needs and goals and to enhance our lives. This
brief look at technology, then, gives a good reason for focusing on ICT in the
context of applied ethics.

11.3 Computer ethics

Does ICT improve life and if so, does it do so equitably? Are there some
contexts in which, for ethical reasons, it should not be introduced? Here, we
will consider a range of such issues in a number of applied ethics fields,
in particular in media ethics, business ethics, criminal justice ethics, medical
ethics, bioethics and environmental ethics. While this is not exhaustive either
in applied ethics fields or in issues covered, it will give an overview of the
ubiquity of computer ethics questions. The focus will be on problems that are
in some way different or more urgent because of the technology, or have not
yet been much discussed. For example, is the use of the wireless network of a
neighbour a violation of his intellectual property? If the signal comes into my
house and the network is unsecured, am I doing anything wrong in connecting
to and using it, providing I am not costing my neighbour anything in money
or speed of service? Intellectual property has long been studied in business
ethics but it raises some different issues here (Small 2007). An issue that has
become more urgent, if not different, is privacy. There have long been privacy
concerns, for example in business and medical ethics, but with ICT enabling
greater capabilities for collecting, storing, analysing and accessing personal
information, the issue has become more pressing.

11.4 Media ethics

Many ethical concerns relating to the older media also relate to the Inter-
net. The Internet does not raise new issues, for example, about honesty and
truthfulness in reporting. But in others it does, and we will focus on a couple
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of those. Freedom of speech and expression are of central importance to both
computer and media ethics, and because of the decentralized and global nature
of the Internet, pornography, hate language and various illegal activities are
much more difficult to control than in more traditional media. Another area
is the creation and manipulation of digital images.

11.4.1 Freedom of speech and expression

Governments find it difficult to regulate Internet content. Attempts are often
hotly contested, at least in liberal democratic countries, even though reg-
ulations governing the content of television, radio, newspapers, magazines,
movies and books are generally accepted (see Chapter 7 for further discussion).
There are a number of arguments against Internet content regulation. Some
are general, apply to all media, and are related to the principle of rights to
freedom of speech, expression and information. Others are more specific to
the Internet. Internet content regulation should be resisted perhaps because
it is an extension of government control. Not only do governments want to
control the other media, now they want to control the Internet as well. Given
the difficulty of controlling Internet content, because of its nature, Draco-
nian measures like the Chinese Golden Shield Project, often called the ‘Great
Chinese Firewall’, an attempt by the Chinese government to restrict Internet
access in the country, are sometimes deemed necessary. Then there is the
pragmatic argument which has two strands. One is that it is pointless for one
country alone to attempt regulation given the global nature for the Internet.
To be effective, regulation must also be global. If a site is banned in one
country it is simple to move it elsewhere. The other strand is that regulation
can cause intolerable situations for individuals who create sites in any partic-
ular place. The material may be legal in their own country, where the site is
located, but illegal in another. Consider the following case. A prominent Aus-
tralian businessman sued a United States company for defamation. Australia
has much harsher laws on defamation than the United States (The High Court
of Australia 2002). The businessman argued that the case should be heard
in Australia because that is where the material was read and his reputation
harmed. The company argued that, because the material was on a server in the
US, that is where the trial should be held. The High Court of Australia ruled
that a defamation case could be heard in Australia even though the offending
material was on a server not in that country.

Justice and fairness arise here in a way that they would not have previously,
except perhaps where countries share common borders. It can be argued that
it is unfair to be subject to laws in a jurisdiction other than that in which the
offending material resides. While, in general, ignorance of the law is not a
valid defence, one cannot reasonably be expected to be aware of the law in
all countries in which one’s material may be read on the Internet. It is simply
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unfair to subject the US defendant to Australian law. It can also be argued
that Australian citizens should have the protection of Australian law when
in Australia, and not be subject to the jurisdiction of another country. If the
US company had won the right for the case to be heard in the US, then in
this instance the businessman, even though an Australian in Australia, and
harmed in Australia, would have had his case dealt with under US law, a
situation which also seems unfair.

Another example of an action acceptable in one country or culture being
extremely offensive and illegal in another is the cartoons published in Den-
mark, which depicted the prophet Muhammad in ways that parts of the Mus-
lim world considered blasphemous. The rights to freedom of the press and
freedom of expression were met head-on by deeply held views on blas-
phemy and on the right to publish material that is known to be extremely
offensive.

Recently ethical arguments about the Internet have shifted a little. The Inter-
net is not spoken about only as a type of communication medium but often
as a living space in which people work, play, shop and socialize. So, to some
extent, the argument about controls on Internet content has shifted too. While
there is still discussion of pornography, hate language and the like, there is
also discussion of, for example, controlling Internet gambling and download-
ing music and movies. So the discussion now is partly of Internet activity and
of Internet content. On the Internet, it must be noted, this distinction is not
sharp; all web pages contain content. To that extent, controlling the content
controls the activity and so the issue is not merely freedom of speech and
information but also freedom of activity. Freedom to live as one wants is now
inextricably bound up with these older media ethics problems.

11.4.2 Digital images

A picture is supposedly worth a thousand words but, given the ease of both
creating and manipulating digital images that appear to be real photographs,
the veracity of photographs can no longer be taken for granted. It is true
that photographs could always be altered but this is now much easier and
more difficult to tell whether any manipulation has occurred. It is true too
that there are ways of telling if there has been manipulation but this is often
difficult for anyone but an expert. Realistic images can also be generated
so it can be difficult to know whether something is a real photograph or a
computer-generated image that appears to be one. Questions of honesty and
truthfulness are now raised in relation to photography in a way that they were
not previously. The 2008 Beijing Olympic Games provide an example:

As the ceremony got under way . . . viewers at home and watching giant screens
inside the Bird’s Nest stadium saw a series of giant footprints outlined in the
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fireworks proceed above the city from Tiananmen square. What they did not
realise was that they were watching computer graphics, digitally inserted into the
coverage at the right moment. The fireworks were there for real, outside the
stadium. But those responsible for filming . . . decided beforehand that it would be
impossible to capture all 29 footprints from the air. As a result, only the last
footprint, which was visible from the camera stands inside the Bird’s Nest was
captured on film. (Spencer 2008)

While this was not an important case of deception, and perhaps not deception
at all, given that what was on the screen was actually in the fireworks them-
selves, it does demonstrate the potential for misleading the public through
images.

There is an interesting question here too with respect to pornography. One
worry about pornography is the exploitation of the subjects, usually vulner-
able women and children. Suppose that all of the pornographic images were
software generated and not of real people. Is there anything morally objec-
tionable in such depictions? Clearly one issue has been avoided; there is no
exploitation of subjects, but many would argue that the problem of degrad-
ing women and children is still present. There have been erotic paintings for
millennia but the new technology has created the possibility of much more
realistic images and videos and this does raise new questions. Another concern
is that such images normalize the behaviour of those viewing them, thus the
concern is not only that people were harmed in the making of the image, but
those viewing the image may feel less concerned about harming people in the
real world after viewing virtual pornographic images.

11.5 Business ethics

Many of the first discussions of computer ethics were concerned with the use
of ICT in business. Two topics in particular, privacy and intellectual property,
were important in the past and probably even more so nowadays. Here we
will concentrate on two aspects where computers have made a significant
difference: monitoring and surveillance in relation to privacy and trust, and
biometrics.

11.5.1 Monitoring and surveillance of employees

Computing technology has dramatically changed the possibilities for monitor-
ing and surveillance both in the workplace and more generally (see Chapter 8
for further discussion). Employers can of course legitimately monitor their
employees to check that they are doing their work satisfactorily, and they have
always done so. It is also in the interests of the customers that employees are
monitored to ensure that products or services are of the required standard and
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it is in the interests of the employees to know that other employees are doing
their fair share of the work. What has changed with the computer technology
is the extent to which monitoring and surveillance is now possible. For those
working on computers just about everything that they do can be monitored.
Emails received and sent, websites visited and keystrokes can all be logged
and checked, or monitored in real time. A potentially more powerful and
intrusive monitoring to boost employee health and efficiency by observing
an employee’s general metabolism is the subject of a patent application by
Microsoft. In section 0045 it is stated:

a target user named Joe . . . has triggered a help request. The help request can
be triggered in at least two different ways: implicitly or explicitly. When a
parameter is violated or a threshold is satisfied or exceeded, the system can
automatically initiate the help request in order to identify the target activity and
target user and determine the type or source of assistance most suitable for Joe
and his activity. Parameters or thresholds can relate to the particular activity, to
the user’s physical state, or to the user’s environment. For example, sensors can
monitor the user’s heart rate, blood pressure, body temperature, galvanic skin
response, EMG, brain signals, respiration rate, movement, facial movements,
facial expressions, etc. Alternatively, Joe can expressly request assistance to
boost employee health and efficiency. (US Patent and Trademark Office 2007)

Employers clearly have rights with respect to their employees. What is at issue
is the extent to which employers can legitimately monitor their employees
given the technology that they now have at their disposal. First, it could be
argued that employees have no rights to privacy at work, given that they are
being paid to work and their time belongs to their employer. Therefore, no
rights are being violated by the monitoring of their activities. This cannot be
quite right though, for people do not lose all rights when they enter the work-
place. Certain rights to privacy must be respected – cameras in bathrooms are
generally not permissible, for example. A second consideration concerns the
value of monitoring and surveillance. A primary justification given for it is
efficiency: monitored workers work more efficiently. While this may be true
to some extent it is not clear that it is always so, particularly in situations
where monitoring is continuous or where the employees do not know when
they are under surveillance. It has been suggested too that monitoring does
not necessarily improve productivity, because workers who believe that they
are being monitored do the minimum necessary (Stanton and Julian 2002).
However, these are empirical matters that we will not pursue here. A third
and final consideration concerns the reasons that can be given for overriding
employees’ rights to privacy. The most common justification is to ensure sat-
isfactory work. This is not unreasonable but it justifies only a limited amount
of monitoring. If there is reason to believe that someone is not performing
satisfactorily, monitoring that employee can be justified, but it is less easy to



187 Computer ethics and applied contexts

justify monitoring in the absence of evidence that it is required. More com-
pelling reasons relate to the legal responsibilities of employers. Employers can
be legally responsible, that is, have vicarious liability, for the actions of their
employees at work so some monitoring for illegal activities is justified. Vicar-
ious liability is ‘The imposition of liability on one person for the actionable
conduct of another, based solely on a relationship between the two persons [or
the] indirect or imputed legal responsibility of acts of another’ (Black 1990, p.
1566). This is of particular importance where there is a reasonable suspicion
of illegal activity, although even where there is no such suspicion, duty of
care to customers or others may necessitate monitoring in some instances. It
is not obvious that even here, however, employers can legitimately override
the privacy rights of employees without good reason (see Miller and Weckert
2000, for an expansion of this argument).

Most discussions of workplace monitoring and surveillance concern privacy
but there is also an issue with trust. Monitoring employees can be a sign that
they are not trusted. Perhaps this does not matter, but trust is important. It
is necessary for the successful functioning of any community, including the
workplace, and also for personal relationships and self-esteem (the following
paragraph draws on Weckert 2005 and Weckert 2002).

Trust can be, and sometimes is, treated as just a matter of security
(Schneiderman 1999), but this is not without costs. Suppose that the workplace
had a completely secure computer network. What would such a network be
like? It would be completely reliable, that is, there would be no breakdowns.
All firewalls would be completely safe, so no intruders could ever get through.
Encryption would be undecipherable without the appropriate keys, those keys
would be safe and authentication techniques would be foolproof. Would trust
matter? It would, because while intruders would be kept out, there would
be no guarantee that legitimate users were behaving properly. They could
be practising deceit, stealing information and so on. Suppose that there was
a perfect system of monitoring. All activity is logged, and all inappropriate
behaviour punished. Everything that all insiders do is monitored, so there is
no chance that they can do anything undetected. Is trust required now? Some
is. While it may not be necessary to trust the general users, the employees,
simply because they are not in a position to misbehave, those undertaking
the monitoring and surveillance must still be trusted to do the right thing.
Perhaps they are monitored too, but that just moves the trust to another level,
and so on ad infinitum. This regress can perhaps be avoided by automating the
monitoring. When anything untoward is noticed, the perpetrator will auto-
matically be punished in some way, and their deeds made public. In such a
system, perhaps trust would not be necessary within the system, but it would
still be necessary to trust the developers and maintainers of the monitoring
system. Is it implemented in a manner that is fair, or does it favour some
people? And even if such a system were fair, would anyone really want to
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work in a workplace with this kind of environment? Probably not. It seems
to be a very high price to pay to avoid the need to trust other human beings.
There are pragmatic reasons, then, to trust, but there are also ethical ones.
We like to be trusted and it is a sign of respect to trust someone. Not trust-
ing someone, in a situation in which lack of trust is not warranted, is not
showing respect where respect can be expected. While the ethical aspect of
trusting is not often discussed, there are serious concerns about using com-
puter systems in a way that undermine trust, both for pragmatic and ethical
reasons.

11.5.2 Biometrics

Security of computer systems is a major concern of businesses. The most
common form of controlling access to these systems is through the use of
passwords. Passwords however have their weaknesses. Simple ones are not
very secure and complicated ones are difficult to remember and are likely to
be written down, compromising security further. Consequently much research
has been undertaken to develop more secure access control. Biometrics is
becoming increasingly important. Biometric technology uses features of a
person that are unique to that person, for example, fingerprints, iris patterns,
various facial features, or particular behavioural characteristics such as typ-
ing patterns. These are then used in place of passwords and generally are
more secure. Biometric systems can be used in a number of different ways.
Digital fingerprint systems, for example, were introduced in some US fast
food restaurants, where customers used their fingerprints to charge ordered
meals to their credit cards and iris scans at Heathrow Airport in the United
Kingdom (International Herald Tribune 2008). Another example are facial
metric systems which map the underlying bone structure of people’s faces,
and are used in some national airports or to scan large crowds for security
reasons.

The examples above of biometric use are cases of identification. The
recorded data are compared with other stored data in order to find a match.
Another use, and the important one for computer security, is authentication.
Here the biometric data, say a fingerprint, are used to authenticate that you
are who you say that you are, in the same way as passwords are used. This
use is, or seems to be, less morally problematic than the use for identification,
although one problem affects both. This is that biometric data are not merely
information about some feature of me, say a description of my appearance,
but a representation of that feature and this representation is being stored
for the use of others. Why does this raise more ethical concerns than other
personal or individual identifiers? Because, it is argued, biometric data are
‘a piece of yourself’. My fingerprint is not literally a piece of me in the same
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sense that my finger is, but it does have a much closer relationship to me
than my passport number has. According to Anton Alterman (2003), biomet-
ric data are intimately related to us and their use amounts to, in Kantian terms,
treating someone as a means rather than as an end. A person’s body, or part
of it, is used in a way that the person cannot control. While this is more of a
worry if used for identification than for authentication, in both cases a ‘piece
of us’ is being used.

Two kinds of worry can be distinguished, one intrinsic and the other con-
sequential. First, the intrinsic worry also comes in two versions. One is the
Kantian objection mentioned by Alterman. Using biometric data is treating
a person simply as a means. This is not compelling. While it may be wrong
to treat someone just as a means it is not obvious that using a fingerprint
as a means for identification or authentication is treating the person whose
fingerprint it is, as a means. The second version of the intrinsic worry relates
to intimacy. Julie Inness (1992) argues that privacy relates to the control
that an individual has over intimate information and actions. For her, inti-
macy forms the core of privacy. According to Inness, if we are to respect
persons as rational and emotionally complex agents, we must respect that
which an individual sees as intimate. If biometric data are intimate then
the person should maintain control over the use of their data, otherwise
that person’s privacy is violated. It can be objected, however, that biomet-
ric data, while being much richer and more closely related to individuals than
passwords or driver’s licence numbers, are nevertheless not intimate in the
right sense. My letter to my wife is intimate in a way that my fingerprint
is not.

The consequentialist worry seems to have more bite. The collection and
storage of deep and thick personal data seems more problematic than data
that is just about me. Biometric information cannot be easily masked except
by surgery or other rather severe physical action such as mutilation. This is
of course why biometrics are so useful, even more useful than photographs.
Growing beards or altering hair styles does not change biometric data, but it
might make identification from that photograph difficult. The scope for this
data to be used in ways that harm people is considerable, given the massive
databases containing personal information.

There is, of course, a need to balance personal interests with community
benefit. If biometric data are used only for authentication purposes then there
are few moral concerns. However, most of the community value of this data is
its use in security and for that, identification of individuals comes to the fore,
and it is here that there is more scope for misuse. But security is important
so policies must be in place to both maximize security and simultaneously
minimize risks to individuals through misuse of the data (security is discussed
in Chapter 8).
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11.6 Criminal justice ethics

At the beginning of this chapter it was suggested that the purpose of tech-
nology was to improve life. This implies that technologies are developed
with particular values in mind, for example efficiency. Computer systems
for forensics are designed to improve criminal investigations and hopefully
reduce crime. An examination of this issue highlights another way in which
values can be important in ICT. It is argued sometimes that technology has
values built into it, or it embodies values (Nissenbaum 2001), or that arte-
facts have politics (Winner 1986). In other words, technology is not neutral
with respect to values. However, whether technology embodies values, or is
value-laden, this much is true and unsurprising: particular kinds of technol-
ogy encourage or facilitate some sorts of behaviour and perhaps even some
beliefs.

In the previous section, we discussed biometric identification methods made
possible by developments in computing technology. Here, we will focus on
one system of biometric identification, genetic or DNA fingerprinting, where
DNA is used to identify individuals. Forensic DNA profiling is a technology
that has been developing for the past few decades, and is now becoming more
widely spread as computers become more powerful. Currently, the US and the
UK and other countries have policies that allow for DNA evidence found at
crime scenes to be used as a standard part of criminal investigations.

Generally, forensic DNA fingerprinting involves collection of DNA samples
from a crime scene, and then production of a profile from crime scene samples.
These technologies seek to identify individuals by comparing the crime scene
DNA with the DNA of a suspect or with a database of previous suspects and
criminals, using short tandem repeat profiles, known as STRs. These methods
are reliable to the point that the chance of two genetically distinct people
having the same STR profile is between 1 in 1 trillion and 1 in 1.8 trillion
(Chakraborty et al. 1999, p. 1688). As computing power has increased, the
technology has developed, to the extent that DNA found at a crime scene has
been analysed to predict the last name, facial morphology and race or familial
relatedness of the person from whom the sample came. Clearly, these are tools
that can be highly useful in criminal investigations, but their use raises ethical
concerns.

Consider the example of using DNA samples to predict race from crime
scene evidence, as it has been done in the UK, Canada and the US, amongst
other countries. Racial predictions based on sample DNA are done in two main
ways: either by inferring a person’s geographic ancestry or by predicting skin
colour and facial morphology from the sample DNA. Geographic ancestry
generally starts with computer models that predict ancestry from different
genetic markers, predict from which continents the ancestors came and from
this infer their race. The crime scene DNA can also be analysed for genes
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known to cause different skin colours or facial characteristics and again to
infer the race of the suspect.

While this may appear to be morally innocuous, a problem arises because
the idea of race in the human species is scientifically questionable and ethi-
cally loaded. A concern raised by Pilar Ossorio (2006) is that ‘[t]he combination
of race, genetics, and crime could prove extremely powerful in activating or
reinforcing negative racial stereotypes’. There is the danger that an uncritical
approach to forensic DNA profiling will reinforce negative racial stereotypes.
This becomes important from a computer ethics perspective because of the
values underlying the computer systems used to do the profiling. Developing
a computer system that incorporates race is incorporating a highly ethically
charged assumption into the system. This technology will facilitate the use
of race in forensics in a way that may well fulfil Ossorio’s fears. DNA fin-
gerprinting for forensics does not need to be used in this way; systems could
be designed without race playing any role. There is a clear sense here in
which the technology is not neutral, in much the same way that a book
with certain racial content would not be neutral (Chapter 12 discusses arte-
facts and values). A particular worry, in this case, is the linking of race
with crime. In other contexts, for example, some sports, it may not be a
concern.

If the designers of computer systems for forensic genetic profiling are guided
by the idea that race is a scientifically valid categorization and integrate this
assumption into the system, the result can be systematic and unfair discrimi-
nation between individuals or groups of individuals. The use of race within a
criminal and forensic context, especially when based upon genetic informa-
tion, creates the potential for conflation of race, criminality and genetics and
poses concerns for social justice.

11.7 Medical ethics

Because of the sensitive nature of a patient’s medical information and the
vulnerability of patients, medical ethics attracts considerable attention. Some
of this attention focuses on ICT in medical contexts and this is particularly
true of privacy and data protection related to medical records (Fairweather
and Rogerson 2001). Another topic is online consultation. Given the nature
of the doctor–patient relationship, doubts have been expressed about whether
this type of consultation can really fulfil patient needs or is merely a poor
substitute (Collste 2002). Arguably, friendship and trust, both necessary for
a successful doctor–patient relationship, require face-to-face interaction. Two
objections can be moved against this. First, such online consultations may be
better than none at all, so they should be encouraged in situations where there
is no alternative. Second, it is not obvious that friendship and trust cannot
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flourish in online relationships. Perhaps it is just a matter of time before online
relationships are just as natural as face-to-face ones are now.

While these are important issues, we will now focus on a topic that has
not as yet been examined at length in computer ethics: the role of ICT in
pharmacogenomics.

11.7.1 Pharmacogenomics

Pharmacogenomics is an umbrella term describing the technologies that apply
genetic information to pharmaceutical use. Patients needing pharmaceutical
treatment for a given condition have their genotype taken and a pharma-
ceutical is chosen, specific to the condition and the individual. The genetic
information provides information about the individual’s potential response to
the drug and how the drug is expected to function on that individual. The
Nuffield Council on Bioethics describes the promise of pharmacogenomics as
personalized medicine, with the right pharmaceutical given at the right dose
at the right time for the right person. Despite this potential, the report also
highlights that these optimistic claims require careful evaluation. A grow-
ing body of research is concerned with assessing the ethical, legal and social
implications.

ICTs are essential at every key step of pharmacogenomics. ‘Information-
intensive’ approaches are integral to pharmacogenomic research and develop-
ment. This research and development is reliant upon DNA microarrays, which
allow for large-scale multi-gene analysis. In microarrays, large numbers of
DNA fragments are ‘hybridized’ or bonded to a small slide. Target cells are
exposed to different experimental conditions, the cell’s DNA is exposed to the
slide and measured for genetic activity – i.e. how a cell will respond genet-
ically to different pharmaceuticals. Computers are central to the collection
of the large amounts of data that are generated by these DNA microarrays
and are required to analyse these data and convert them into useful infor-
mation. This information is then catalogued and stored digitally and used as
part of clinical trials. The information generated from the clinical trials is
then further analysed and the practical efficacy and potential toxicology of
a pharmaceutical is statistically predicted through predictive modelling and
empirical analysis, again using computers. In summary, at each key step data
need to be collected, transferred or analysed through ICTs.

11.7.2 On pharmacogenomics, computer ethics and justice

As mentioned, the ideal of pharmacogenomics is personalized medicine with
the goals of increased efficacy and decreased side effects. These are noble goals
but a question of justice arises. Health care, when framed in terms of justice,
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seeks to redress imbalances that prevent equal opportunity of competition
between people. Pharmacogenomics would seem to fit with this goal, through
the most effective use of the most appropriate medicines. People suffering
from a disease are brought to the normal level of human functioning, such
that they are equal competitors on a level playing field. This seems to be in
line with the purpose of computer technology too, which is to improve life.

Pharmacogenomics, however, may act to increase inequality across peo-
ple, primarily because pharmacogenomics will be more expensive than stan-
dard medicines (van Delden et al., 2004, esp. p. 312), given that targeted
pharmaceuticals have smaller markets. Health-related social inequalities may
increase, with the wealthier members of a society having greater access to
better medicines, while the poorer members of a society have less and less
access. The problem is also global. Known as the ‘10/90’ gap (Global Forum
for Health Research), there is a divide between global health research and
development funding on the one hand, and global health needs on the other.
Approximately 10 per cent of the world’s population receive 90 per cent of
health research and development funding. One of the chief concerns about
pharmacogenomics is that it may serve to increase the 10/90 gap (Smart,
Martin and Parker 2004, esp. p. 334), increasing the disparity of effective
health care between the developing and developed world.

Given that ICTs are central to pharmacogenomics, there is a question regard-
ing the extent to which ICT professionals should be involved on work that
will most likely increase injustice. Pharmacogenomics will help primarily those
who are already privileged. It could be argued, with some plausibility, that this
is not a good use of scarce resources and that these resources should be spent
on improving the health of the 90 per cent. Not only would more people ben-
efit, they would also benefit to a greater extent. Pharmacogenomics improves
the lives of those who already have good and relatively long lives, while
improving health conditions in developing countries can improve health and
increase longevity dramatically. Computing professionals engaged in phar-
macogenomics can be seen as contributing to another digital divide, this one
in health.

11.8 Bioethics

Bioethics covers a very broad range of topics, including in vitro fertilization,
genetic engineering and definitions of death. Here, we will focus on just one
aspect, genomics, and consider the role of ICTs in modern genomics, together
with the ethical concerns raised about informed consent.

ICTs have dramatically increased the pace and ease with which large-scale
genetic analysis can be done. For the Human Genome Project, the sequence
for the human genome was published earlier than anticipated in part as a
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result of the increases in computing power. Flowing on from the Human
Genome Project, it is now possible to take a cheek swab containing one’s own
genome and send it away to have it analysed for a range of different genetic
markers relating to different ‘conditions’. Various companies offer a range
of different genetic tests, from presence of the gene for Huntington’s chorea,
to paternity testing, to nutrigenomics – which investigates the link between
genes, nutrition and health. What is relevant for our discussion is the ease
with which information about one’s genome can be generated, analysed and
accessed.

Typical bioethics concerns about genomic analysis include the undermining
of personal autonomy, harms resulting from the loss of an individual’s right to
privacy and the affront to human dignity posed by such technologies. From a
computer ethics perspective, further concerns are highlighted which may not
be immediately apparent from other perspectives.

In standard bioethics literature, informed consent is seen as a vital aspect
of any discussion of sensitive or personal information. However, ICTs can
directly undermine informed consent in the context of genomics. In standard
medical ethics, it is held to be related to enhancing a patient’s or research
subject’s autonomy. In Principles of Biomedical Ethics, Tom Beauchamp and
James Childress describe it as having information and consent components:
all relevant information must be disclosed and comprehended by a patient or
research subject, and any effective consent must be voluntary, giving clear
authorization for a specified procedure to go ahead. Beauchamp and Childress
clarify that institutional or legal rules relating to informed consent must be
built from an individual’s autonomous choice (Beauchamp and Childress 2001;
for an alternative account of informed consent, not based on autonomy, see
Manson and O’Neill 2007). As we will show, ICTs have the potential to limit any
institutional regulation of informed consent and to weaken the autonomous
choice of individuals.

Given the international jurisdictions involved, online genetic testing can
be minimally regulated and have very little effective oversight. Of concern
here are both the dangers involved in the testing and the lack of informed
consent relating to such testing. For example, while standard medical testing
and advice is carefully monitored by governmental and professional orga-
nizations, it is possible, with the help of ICTs, to test for genes relating to
‘conditions’ that are incorrectly labelled as ‘genetic’, without proper medical
explanation and support. As such, incorrect, misleading or unsupported advice
may follow. By incorrectly labelling something as genetic we mean conditions
that may not have any genetic basis at all, or conditions that are so complex
in terms of gene–gene, gene–environment and individual history interactions
that labelling it ‘genetic’ is problematic, or conditions that may be genetically
caused but only probabilistically. As Susanne Haga and Huntington Willard
(2006) state: ‘education becomes vitally important to ensure that consumers
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are equipped with the knowledge to understand the benefits, risks and limita-
tions of testing’. If this testing is done in a medically supervised environment,
with a qualified genetic counsellor, the counsellor can explain the situation
in terms understandable to the patient, so consent can be genuinely informed.
The risks and harms of access to such information is lessened greatly, and can
be highly beneficial. ICTs, however, given their speed and efficiency, allow for
more tests to be done, at lower cost and over the Internet, with less trained
support for the patient.

Another set of consent-based concerns raised by genomics and ICTs
stem from the advances and changes that are occurring in the range of uses of
genetic information, again, enabled by the rapid advances in ICTs. Biobanks,
for example, are storage of personal biological material and/or other per-
sonal information. As genetic technologies advance rapidly, the malleability
of the biobanks enabled by ICTs means that what is possible in the future may
not have been imagined at the time of consent, either by the patient/client
or by the researcher. While this is a concern of bioethics, the developments
in information technology are fundamental to the development of biobanks
and force us to reconsider informed consent more generally. Computer ethics
can promote ways of resolving some of these issues by challenging us to
consider what consent is actually for, and by promoting software and hard-
ware designers to design in ethics into the systems themselves. This relates
to value-sensitive design (VSD) (Friedman and Freier 2005), where the design
of the systems themselves are made with consideration given to ethical con-
cerns. For instance, VSD could be incorporated into genetic biobanks so that,
if an individual’s samples or records are accessed, then the reasons for this
access are compared against the original consent given (Chapter 3 contains
discussion of VSD). If it does not match, the individual can be contacted to
gain an updated consent relevant to the new research being conducted.

11.9 Environmental ethics

Apart from Floridi’s information ethics, which he argues is an extension of
environmental ethics (see Chapter 5), environmental issues have not generally
been very prominent in computer ethics, although that is beginning to change
with more discussion of green computing, and this is not before time, with the
claim now that the ICT industry emits as much CO2 as the aviation industry
(Boran 2007). Computing professionals have a role to play here, in helping
to develop more energy-efficient and environmentally friendly hardware, in
using computers more efficiently themselves, and in advising computer users
how to do the same. Some things are very simple and come at almost no
cost, for example switching off computers rather than letting them run all
night and over weekends. Screen savers and lightly coloured screens use more
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energy than dark screens and not all software runs equally energy efficiently.
Hardware can be minimized both to reduce energy use and lessen both the
quantity of materials used in manufacture and the quantity that must be
disposed of safely or preferably recycled. One important role for the computer
professional is in assisting in decisions regarding trade-offs between extra
hardware and security, given the importance of both the security of computer
systems and minimizing hardware.

Computer technology can also help to reduce travel. Videoconferencing
is now a viable, if less enjoyable, alternative to many conferences and meet-
ings. Working online from home, at least some of the time, is a genuine alter-
native in many occupations. While this is not without problems, for example
less social contact, the environmental advantages are obvious.

The issues outlined here are all important in environmental ethics but should
not be overlooked as part of computer ethics either. Technology, it was sug-
gested at the beginning of the chapter, should improve life, and environmen-
tally aware computer professionals can make an important contribution both
in advising users and in designing environmentally friendly features into the
technology.

Another area in which environmental and computer ethics overlap is in the
development and use of computer models and simulations. Much decision-
making now depends on computer systems. Computer models are used in
a wide variety of areas, including economics, weather forecasting, decision
support systems that provide advice to medical practitioners and farmers,
data-mining systems that build profiles of people or groups, statistical pack-
ages that provide statistical information, software that can fly aeroplanes,
apply the brakes on our cars, and so on. In many cases, the software involved
is extremely complex and, if it is proprietary, is hidden from the view even
of most of those who could understand it. While in the case of braking sys-
tems and automatic pilots the situation is similar to that of bridges or the
material parts of aeroplanes (they work most of the time), it is not quite so
clear when software that supports decision-making is working correctly or
giving us the best advice. We just rely on the designers and programmers of
the systems. This has important implications in environmental ethics. Much
of what is believed about the consequences of global warming and about
environmental impacts at a more local level is based on computer modelling
and simulations. Two problems arise here. First, these models are necessar-
ily simplifications of the real situation; decisions must be made about what
parameters to include and the values they are given. Second, it is difficult to
test them thoroughly in real-world situations. Given the importance of these
models in environmental policy and decision-making, their developers have
serious moral responsibilities.
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11.10 Conclusion

Computer ethics, as we have seen, is intertwined with many other fields of
applied ethics. The examples considered are not an exhaustive list. Computer
ethics involves examination of the roles and responsibilities of computing pro-
fessionals, and as such is part of professional ethics. Serious ethical questions
arise about computer-enabled autonomous weapons and this has implication
for just war theory and so is part of military ethics (see Chapter 8). Ethical
issues in electronic government or electronic democracy can be studied in
computer ethics or political philosophy (see Chapters 6 and 10). Furthermore,
there are many other relevant topics in the fields considered. Intellectual prop-
erty, for example is much discussed in computer ethics and also in business
and media ethics. Given the ubiquity of computer technology, it may be the
case that no field of applied ethics can any longer be studied adequately
without considering computer ethics. Computer technology, as we saw at the
beginning of this chapter, is supposed to improve life, so it is not surprising
that it has implications in all applied ethics fields.





Part IV

Ethical issues in artificial contexts





12 The ethics of IT-artefacts

Vincent Wiegel

12.1 Introduction

We act through information technology (IT), are restrained by it, use it to
influence people, to express ourselves, and so on. IT has an enormous impact
on our (moral) lives. IT is a generic notion that encompasses many things
from computers, the components that computers are made of, the software
that runs on the computers to hard disks. As these IT-artefacts become more
and more sophisticated and embedded in our lives the question arises what
the moral status is of these IT artefacts. That they do have moral impact
seems self-evident but can they be said to act morally? Do they deserve moral
consideration when we humans act? And might it be possible that IT-artefacts
can reason morally? The idea might seem far-fetched but it is considered as
a topic of philosophical and engineering research. If such a thing is possible,
which is far from an established fact, is it something we should want, or
rather the opposite, something that should be avoided because it would allow
humans to ‘hide’ behind IT-artefacts from their moral responsibility?

The first question of interest is what, if anything, sets IT-artefacts apart
from other technical artefacts. Do they require a different moral status? Sci-
ence and technology studies (STS) have paid ample attention to technical
artefacts. STS focuses on the interaction between sciences and technological
development, on the one hand, and society on the other. Politics and culture
drive to some extent the technological developments. These, in turn, affect
society, politics and culture. STS researchers have addressed questions about
technical artefacts and their moral dimension: are technical artefacts neutral
means to human ends? Are they bearers of moral values? Or are they even
moral agents? Can STS approaches also address IT-artefacts and their moral
status? The question after the moral status or goodness is not one to do with
the instrumental or functional performance (do the scissors cut well? does the
computer code execute without errors?). It has to do with value-ladenness of
artefacts, and whether technical artefacts can be morally evaluated indepen-
dently of their use or relationship to human actors.
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Philosophers that deal specifically with IT-artefacts rather than technical
artefacts have also discussed these questions. In this debate four central ques-
tions emerge.

(1) do IT-artefacts require complex behaviour to merit moral consideration of
some sort?

(2) do IT-artefacts need some sort of mental states in order to be able to
display behaviour that merits moral consideration?

(3) can we ascribe mental states to IT-artefacts?
(4) if we can create IT-artefacts that display some sort of moral behaviour,

should we?

The first three questions deal with what artificial morality is about. The last
question stands somewhat apart by focusing on our relationship to artificial
morality. What is the responsibility of the designers versus the IT-artefact?
Should we allow moral decisions to be delegated to IT-artefacts?

This chapter is organized as follows. Section 12.2 takes up the question
of what we mean when speaking of ‘information technology’. Section 12.3
provides an overview of the main approaches in the field of STS with regard
to technical artefacts. It also describes various kinds of increasingly capable IT-
artefacts as agents and discusses what kind of attributions (intentionality, self-
representation, attribution of intentionality to others by an artefact, etc.) might
be meaningful. Section 12.4 revisits the question whether there is anything
that sets IT-artefacts apart from technical artefacts. Section 12.5 discusses the
four key questions that concern in particular moral philosophy and IT. The
closing section argues that we might have to accept the idea that IT-artefacts
possess some form of intentionality independent of humans in order to make
sense of their behaviour and their moral status.

12.2 IT-artefacts

When considering the question of how IT influences us, and what the moral
dimension of that influence is, the issues are not so obvious. To begin with,
what is meant by ‘information technology’?

IT is a generic notion that can encompass many things from computers
and the components that computers are made of, to the software that runs
on the computers, from configuration management tools to avatars, from
databases to HTML pages. In a somewhat wider sense, it encompasses the
governance structures, the engineers, the users, etc. In the broadest sense, it
also includes study and research. The Information Technology Association of
America (www.itaa.org/) defines IT as ‘the study, design, development, imple-
mentation, support or management of computer-based information systems,
particularly software applications and computer hardware’. This definition
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gives us an indication of what IT is about, its scope, but it does not give us a
definition of an IT-artefact.

The capability maturity model (CMM, www.sei.cmu.edu/cmmi/), an influen-
tial reference model for IT development, defines IT-artefacts as all intermediate
products that are created in the process of building an IT system. This definition
mentions IT-artefacts explicitly but has a narrow scope. A scope, moreover,
that excludes the final product of the software development process. From
the perspective of moral evaluation this is the one product that carries most
meaning. Hence, this definition too is not of much help.

Using the above definition of IT, IT-artefacts have three distinct aspects:
hardware, software and use manuals in the widest sense, including rules for
deployment, decommissioning, etc. (in IT referred to as governance). In each
of these groups there are many objects that can be referenced as an IT-artefact:
a procedure, a piece of code, user documentation, a hard-disk, etc. But most
people have no interest in or any interaction with these artefacts. A piece of
code per se is of interest to the developer, the company that owns it and that
can deploy it. But until it is deployed and actually executed to most people it
is meaningless. The same applies to a hard-disk, which is of importance to the
producer, the engineer that buys it to place it in a computer, etc. But again to
the average person it is of little or no meaning. All artefacts in these groups,
by themselves, are probably technical artefacts.

The distinctive element in IT that attracts us, influences us and that we
interact with is its virtual nature and the fact that there is meaningful interac-
tion, i.e. it causes emotional reactions, helps us achieve our goals, puzzles us,
baffles us. These effects, these interactions if they do exist indeed, are only to
be found in the combinations of elements from all three (hardware, software,
governance) groups.

When looking at IT-artefact in the above, combined sense one can refer to
them as agents (Moor 2006). He refers to machines as agents with physical and
computational aspects. So in this chapter the terms IT-artefact and (artificial)
agent will be used interchangeably. The notion of IT-artefact encompasses all
of Moor’s categories. Moor argues that computational activities have a moral
dimension, as there are always various ways (including wrong ones) in which
things, situations, activities are computed, analysed, etc. Key to his argument
is that machine ethics needs to ‘move beyond simple normativity to richer
senses of evaluation’. For varying situations we will need varying richness
of morality. Different applications will require different complexity in moral
awareness and reasoning. Moor sketches a continuum of increasingly rich
moral agents:

� Ethical impact agent
� Implicit ethical agent
� Explicit ethical agent
� Full ethical agent
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The first type ‘happens’ to be ethical by the impact it has on our lives through
its very existence. An electronic signal transmission tower was not designed
with any explicit ethical considerations in mind. Its goal is very practical and
instrumental to relay and amplify transmission signals. Because there might,
for example, be potential health impacts, it acquires a moral dimension that
it was never intended to have, either implicitly or explicitly. The implicit
ethical agent is designed in such a way that it cannot execute unethical
actions. The explicit ethical agent has the reasoning about the ethical aspects
of its functioning designed into it. The explicit ethical agent is designed such
that not all its deployment situations and decisions are foreseen, but left to
the agent to reason about them on its own initiative. The final degree of
ethical reasoning brings the agent to the human level of moral awareness and
reasoning: the full ethical agent.

In this description, it is still not entirely clear what an explicit ethical agent
can and can not do, and how it differs from a full ethical agent. The distinction
between these categories of agents does not appear to be so obvious. In the
latter categories we might find, as Moor suggests, a continuum of increasingly
rich agents. This distinction is at the core of recent debates on the moral status
of IT-artefacts that are discussed in Section 12.5.

An objection that can be raised to the distinction between implicit and
explicit ethical agents is that the latter might seem to be reasoning morally,
and making moral evaluations of available actions. But in fact these are also
designer decisions that are being executed as much as they are in the case
of implicit ethical agents. The design is more elaborate, at a higher level
of abstraction, but a design it remains. First, this fact does not change the
explicit reasoning about moral aspects, which is the distinguishing feature.
There remains a difference in richness of behaviour. The objection raises the
question about the originality and autonomy of the behaviour of this kind
of agent. At least implicit in the description of explicit ethical agent is the
assumption of (some degree of) autonomy and intentionality by the agent. This
autonomy and intentionality, according to the objection, cannot be original,
genuine autonomy and intentionality, because they derive from the designer’s
decisions. So even if the distinction between implicit and explicit ethical agent
holds, it is less substantial than implied.

A slightly reformulated version of the objection would run as follows.
An artificial agent might act as if it had beliefs, and there might be outward
similarities in its ‘behaviour’, or rather functioning, but it is different. Outward
or functional similarities do not provide a basis to award artefacts the moral
status that we assign to human or other living beings. Even more to the
point, it is us humans that interpret the things an artefact does, and give
it meaning. The objection concludes that artefacts can never have value or
meaning independently of humans. Any agency or value is derived from
human agency or value.
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12.3 Science and technology studies and the status of artefacts

STS is an interdisciplinary research area concerned with two subjects:

� how social, political and cultural values affect scientific research and tech-
nological innovation; and

� how scientific research and technological innovation affect society, politics
and culture.

STS researchers have addressed questions about technical artefacts and their
moral dimension. Are technical artefacts neutral means to human ends, are
they bearers of moral values, or even moral agency? This section first provides
an overview of the main positions in STS with regard to technical artefacts.
The discussion centres on the notion of agency in artefacts. Intentionality
plays a key role in the various positions. It is therefore discussed separately.
Finally, several ways to assess and approach IT-artefacts, to evaluate them
morally, are discussed. The question is which of these make sense in a moral
discourse.

12.3.1 Ethics of technical artefacts

This section draws in particular on the work by Peter Kroes (forthcoming) and
his analysis of the debates on the moral status of technical artefacts. Four
positions are represented here as an overview:

(1) Neutrality thesis
(2) Intrinsic value without agency
(3) Artefacts as moral agents
(4) Moral significance through human intentionality

(1) In the neutral approach, technology is depicted as a tool to human means:
a tool (artefact) that can be more or less efficient, that has instrumental value
(e.g. Butler 1985, Ellul 1964). It has, however, no intrinsic moral value or
end, nor can it be said to act. Artefacts are seen as particular human-made
physical objects. The function of the artefact is derived from, or even equated
to, its physical capacity to bring about certain human goals: it is what it is
used for. From a moral point of view, artefacts are treated on par with other,
non-human-made physical objects. They are instrumental and do not have
any agency. The development of technology is taken more or less as a given,
assuming in varying degrees a deterministic development. The main object of
moral philosophical study is the impact of the technology on society.

(2) In the view that attributes to artefacts intrinsic moral significance, the
artefacts define what humans are or become (Ihde 1990, 1998, Akrich 1992,
Latour 1992, 2002). They transfer meaning to the user beyond what the user
of the artefact was and could have been without it. In this view, an artefact
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has additional, non-physical attributes besides their physical attributes that
account for their moral significance. The source of moral significance can be
the technical function, the technological intentionality and inbuilt scripts (use
plans that invite particular behaviour on part of the user) of the artefacts.
Technical functions may be associated closely with a particular meaning and,
through that meaning, acquire moral significance. Scripts determine the use
of the artefact and tie it with particular human ends that carry value. Artefacts
have some form of agency through the inbuilt script. Whether this agency is
dependent on humans or stands on its own remains a debated question.

(3) In Actor-Network Theory (ANT) and (post)phenomenological approaches
(Latour 1992, 2002, Bijker 1992, Verbeek 2005, Introna 2008) the relationships
between people, organizations and things are investigated both from a mate-
rial and from a semiotic perspective. How these networks develop is one of the
shared underlying questions within this approach. This question is particu-
larly important because, through these networks, meaning is created. Humans
and artefacts exist not in themselves but through the relations with others,
humans and things alike. In ANT networks are made up of actants that can
be both human and non-human actors. The relationship between all actants
is symmetrical (‘Generalized Symmetry’ thesis). Differences between actants
arise as result of the relationships they form. Assigning them different statuses
a priori would, according to ANT, introduce biases. Things and humans are
thus treated at the same level. In their relationship, they constitute each other,
they are co-constituent. This means that agency is also attributed to non-
humans. Intentionality, which is often associated with agency, is attributed to
the network rather than the individual actants.

(Post)phenomenological approaches (Ihde 1990, 1998, Verbeek 2005 Introna
2008) towards the human–technology relationships provide a taxonomy of
various human–technology relationships. Technology impacts the way we
experience and sense the world. Our experience is mediated and transformed
through technology. As we become proficient in using some technology we
can come to see beyond the technology in question and more or less directly
relate to the reality that is depicted by or referred to, through technology.
The role of technology becomes hermeneutic. Technology might also alert
us to the existence of something different from us (Ihde 1990). Technology
becomes the focus of our attention, the world around us ‘withdraws’ into the
background. We relate almost unconsciously with technology as it functions
in our surroundings without being noticed. In this approach, technology is
attributed some form of moral agency. But again the meaning is created
through an agency in relationship with other entities and humans.

(4) The last approach holds that the dichotomy between intentional humans
and material objects is too restrictive and does not allow for the dual nature
of artefacts (Kroes and Meijer 2006). Technical artefacts are constructed by
humans to a certain end. This relationship between the artefact and an end is
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produced through human intentionality. And it is through this intentionality
that they acquire meaning. The function of an artefact can be said to be
a property of that artefact ‘on its own’ in as far as that function defines
the artefact. Artefacts have moral significance in themselves through this
function, but only in conjunction with human agency: their function is tied
to human ends and directed through human agency. Along similar lines,
technical artefacts are argued to be constituted by the intentions of its maker
(Thomasson 2003). They are mind-dependent objects with a function as one
of their properties. They can never be understood as a property, could never
have come into existence without their intentional history that started off with
the intentions of its maker. So, ultimately, an artefact can not be said to have
agency and ends of its own.

12.3.2 Intentionality

In the above discussion, agency and intentionality play an important role.
There are various definitions of agency (Wooldridge 2000, Floridi and Sanders
2004, Wiegel 2007). In most definitions, agency contains a reference to
autonomy, interactivity with the environment and goal-directedness. Bratman
(1987) describes intention as the commitment to a goal. One can have mul-
tiple goals, and depending on a ranking of the goals and the (un)availability
of means to achieve the goal, an agent chooses a goal and commits to it.
Subsequently it executes actions to achieve these goals.

According to the neutrality thesis, attributing agency to an artefact is mean-
ingless. Artefacts do not act, have no intentions. In the second position dis-
cussed above, intrinsic value is ascribed to artefacts through some form of
technological intentionality. The ascription of agency is considered a step too
far. However, in order to explain the important role of artefacts and their
influence independent of human intentionality, some form of intentional-
ity has to be assumed. In ANT, intentionality is ascribed to the network of
agents but not the agents that make up the network. The last position allows
for some form of intentionality with artefacts but only in a weak, deriva-
tive sense. It is entirely dependent on human intentionality. These positions
cover the various alternatives possible with regard to technical artefacts and
intentionality.

If IT-artefacts were to display (possess) some form of intentionality that
goes beyond the intentionality considered possible in technical artefacts that
would give IT-artefacts a different moral status. Now consider intentionality as
Dennett (1987) presents it. Dennett’s position is certainly not uncontroversial
(Ross 2000). In our attempt to make sense of the world around us, and in par-
ticular to anticipate the ‘behaviour’ of objects and other living beings, we can
adopt three different positions (stances). At the physical stance, we anticipate
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what will happen (‘behaviour’ or characteristics) based on our understand-
ing of the make-up of an entity, and the laws of physics. At a higher level
of abstraction, the design stance, events are predicted based on the function
that the artefact is designed to perform (assuming it works ‘properly’). At the
intentional stance, we attribute intentionality (beliefs, goals) to entities and
try to understand and predict ‘behaviour’ based on the goals we think the
entities try to achieve. At each subsequent level, our understanding of what
passes on inside the entity decreases, and our ability to deal with complex
systems increases. It is difficult or impossible to describe all the processes
that take place inside an animal looking for food. Assuming that it is hun-
gry, that it wishes to eat, that it does not like particular forms of foods, etc.,
will help us make reliable predictions about its behaviour. This applies not
only to biological entities but to any system. As a heuristic, this works well.
The question is whether it follows that innate and biological entities indeed
have intentionality. An argument is that ascribing intentionality provides a
good, or best, explanation and prediction of what is happening or will happen.
According to Dennett (Dennett 1987, van Amerongen 2008) this is all there is
to believing something to be an intentional system. This is a very pragmatic
approach.

So it seems we can ascribe intentionality attitudes to IT-artefacts. But these
artefacts are created by humans, so their intentionality is at best a derived
intentionality. This brings us back to the objection (Section 12.2) to the dis-
tinction between implicit and explicit ethical agents and the possibility of hav-
ing agency and attributing intentionality to IT-artefacts. Even if IT-artefacts
have a meta-level reasoning capability, and even if we can best explain their
behaviour by attributing intentionality to them, they are the product of human
designers (directly or indirectly). They can decide only what the design allows
them to decide; they can only believe what they are allowed to believe. This
objection assigns a privileged position to human intentionality. To this objec-
tion the counter argument states that humans are as much restricted by their
design as specified in their genes. Recent research, for example, indicates that
alcoholism and sustained relationships are to some extent genetically deter-
mined. One can say that the physical and biochemical processes that make
up what we are and what we do are so complex that we cannot possibly,
at our current level of understanding, make sense of what happens at the
design or physical stance. Of course, we can look at local aspects of our
behaviour, like alcoholism, but not yet for the more complex global aspects
of our behaviour. IT-artefacts, on the contrary, are relatively simple entities.
This is true of many IT-artefacts, but not of all IT-artefacts. Wallach and Allen
(2008) make the argument that there are many IT systems that are made up
of complex programs, distributed across networks that are so complex that
we cannot possibly begin to explain it all at the design stance: systems that
operate on petabyte file systems, running codes that have been produced by
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hundreds and hundreds of engineers. Consider these systems as open-systems,
that is systems that are interconnected outside a domain that is controlled with
regard to who enters it, and what interfaces are allowed, what information
can be communicated. The complexity grows so fast that we cannot hope to
provide a design explanation. So, from the above reading of intentionality,
an argument can be made to attribute some intentionality to large, complex
IT-artefacts. A similar argument is made by Floridi and Sanders (2004) regard-
ing the phenomenon of distributed morality and global actions of multitudes
of artificial agents.

Do IT-artefacts need an ability to conceptualize other entities, attitudes,
etc., and be able to attribute intentionality to these entities? In analogy to the
need in animals to be able to distinguish animate from inanimate entities as a
condition for intentionality (Dennett 1987), it would make a big difference if
IT-artefacts could at least predict the behaviour of other entities. This would
not necessarily require that the IT-artefact is able to conceptualize intentional
states.

By accepting the pragmatic approach towards intentionality and with the
complex state of affairs in IT, the ascription of agency to IT-artefacts is a
logical conclusion. This does not give IT-artefacts necessarily a special moral
status. Being an agent in the above sense includes many life forms. Still,
we treat them differently from a moral point of view. Further exploration is
needed to indicate the moral status of the most challenging IT-artefacts.

12.3.3 Ways to morally assess IT-artefacts

We have now the outline of an IT-artefact that takes decisions and has some
form of agency and intentionality. In which moral ways could we possi-
bly relate to such an IT-artefact? Let us consider three modes with increas-
ingly complex and demanding structures: having moral impact; taking moral
actions; asking for a justification and being subject to moral evaluation. For
each of these cases, the question is whether they make sense to us with the
current understanding of technology, and whether any of the four positions
in STS could possibly make sense of them.

Can an IT-artefact have a moral impact? Having a moral impact means, in
a minimal sense, being instrumental to achieving something good or bad. An
artefact can have moral impact. This does not necessarily make the artefact
itself good or bad. This seems an uncontroversial assertion. All of the four
positions in STS can deal with this assertion. Such an artefact we also call an
ethical impact agent.

In the classification by Moor (2006), acting morally refers to a richer form
of moral involvement than ‘just’ having moral impact. In a moral action, there
is active involvement. The agent that brings about the good or bad situation
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might not necessarily have a concept of a particular situation being good
or bad. A dog that guides a blind person is actively achieving something
good, and so is a traffic warning sign that avoids collisions, and an IT system
that safely lands an airplane. The dog is not necessarily a moral agent. This
depends on the concept of moral agency, a concept still heavily debated (e.g.
Floridi 2004, Himma 2007). We call this type of artefact an implicit ethical
agent. STS researchers that hold with the ‘neutrality’ thesis will not be able to
accommodate such a concept. Artefacts are neutral and thus cannot be said
to act morally. The other three STS positions can deal well with IT-artefacts
that act morally. The famous speed bump example, the ‘artefacts as moral
agents’ position, assigns agency to a speed bump and asserts it acts to reduce
speed. The other positions that allow moral significance directly in artefacts
without assuming agency, or agency derived from human agency, will not
object to the notion of moral action.

Subjecting an IT-artefact to moral evaluation is a next level. For most
artefacts, it does make sense for us to be disappointed if it does not perform
its function properly. To blame or praise it morally, however, seems to be
something different entirely. Blame supposes a wilful misrepresentation of
functionality offered, or a performance that falls short in a way that could
have been avoided if ‘it’ had paid more attention, etc. Praise and blame often
have educational, religious and social ends (see Floridi and Sanders 2004,
for a detailed discussion of moral blame, responsibility and accountability in
the context of artificial agents). This supposes intentionality on the side of the
artefact. It supposes deliberation on various courses of action, and an ability to
decide. With this ability would also come an ability to justify what it did. In a
loose definition, justification is the ability to provide an account of the goals it
pursued, their relative weight and its beliefs about the situation it found itself
in, and the options open to it. Of the three STS positions left, all might have
difficulty accommodating this notion. Position two, ‘intrinsic value without
agency’, can obviously not accommodate this position since it excludes agency
on the side of the artefacts. Assigning agency to a speed bump seems to
indicate that moral evaluation of IT-artefacts is warranted. Researchers in
position four, ‘moral significance through human intentionality’ might have
difficulty accepting the full notion of agency. They will acknowledge that
IT-artefacts make some sort of decision. But since that decision is wired into
the artefact, complex though its behaviour might be, the artefact cannot be
said to be truly making decisions. Of the four STS approaches, only ANT
is able to make sense of this kind of artefact. Position four would deny
that there is such thing as an explicit ethical agent. Of the three structures
‘moral evaluation and justification’ is the most challenging for theories in STS.
Researchers in STS will have to extend their concepts to analyse the moral
status of an artefact that can be morally evaluated and that is able to justify
itself.
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12.4 Are IT-artefacts (just) technical artefacts?

The distinction between IT-artefacts and technical artefacts is not clear-cut as
we have seen. Some IT-artefacts are ‘just’ technical artefacts, whereas others
are more complicated. Of Moor’s four categories, two can be readily evaluated
in this discussion. Ethical impact agents are artefacts that have an impact
‘just’ because of their very existence. Disk drives, calculator software, etc.
have not been designed with any ethical considerations in mind. They might
have an impact through their existence and the way they are constructed.
As such, they are technical artefacts. There is no requirement for additional
moral analysis equipment. Full ethical agents are artefacts that function at an
equivalent human level of complexity. This includes notions of introspection,
emotions, and what it means to live a full moral live. Whatever it is we mean
exactly by full ethical agent, no IT-artefact can lay a claim to this status.

The remaining two categories interest us. Consider implicit ethical agents
first. Implicit ethical agents are IT-artefacts that have moral decisions hard-
wired into them. Operating systems are equipped with functionality for easy
access for users that have a physical handicap. Thus, they ensure these users
equal access to a computer and its capabilities, which is important for, say,
equal chances on the labour market. Browsers are designed in such a way
that they do (not) pass on particular information of the user while on the
web, in order to prevent abuse. Key is that the functioning of the artefact is
not subject to consideration by the artefact itself. Explicit ethical agents are
artefacts that ‘decide’ about what they do. And they take ethical considerations
into account when making their decision. Their intentionality might be of a
second or even third order, e.g. have beliefs about beliefs. This is something
that can not be said of the traditional technical artefacts as accounted for by
the STS theories. As argued in the previous section, these theories might have
difficulty accommodating this type of IT-artefact.

Let us consider a practical application of an explicit ethical agent, and see
how STS theories might respond. Anderson and Anderson (2006) have devel-
oped a framework to derive moral decisions in situations where multiple prima
facie duties apply and potentially conflict. The example deals with patient
and physician decision-making procedures regarding a particular treat-
ment. The decision-making process involves the weighing of various duties
like

duties of Beneficence, Nonmaleficence and Justice . . . the principle of Respect for
Autonomy, a principle that reflects the shift in recent years from a paternalistic
model of the healthcare worker–patient relationship to one where the patient is
given a more active role in his or her health care. For a decision by a patient
concerning his/her care to be fully autonomous (Mappes and DeGrazia 2001), it
must be based on sufficient understanding of his/her medical situation and the
likely consequences of foregoing treatment, sufficiently free of external
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constraints (e.g. pressure by others or external circumstances, such as a lack of
funds) and sufficiently free of internal constraints (e.g. pain/discomfort, the
effects of medication, irrational fears or values that are likely to change over
time). (Anderson and Anderson 2006)

If the patient refuses the proposed treatment what should the physician do? Try
again to convince the patient, force the patient or leave the patient be, with,
according to his judgement, detrimental consequences for the patient’s health?
Anderson and Anderson have proposed an automated decision-making frame-
work to assess these situations. The framework learns from cases it is ‘fed’.
The researchers’ intention is to construct an ethical advisor. They demon-
strated how the framework can derive ethical principles from example cases,
and apply them to new situations. Such an artificial advisor is limited in that
the structure of the dilemmas is initially constructed by ethicists. Once it has
‘learned’ this, it is capable of absorbing and assessing new situations. It is a
good example of an explicit ethical agent. It is capable of decision-making
and weighing moral considerations (irrespective of whether we let it decide); it
has some form of moral knowledge, and can abstract morally relevant infor-
mation. It is certainly not a full moral agent because it relies on human agents
to define the structure of class of problems.

Since it is capable of deriving principles from concrete instances, it is very
well conceivable that, at some point in time, it might derive a principle we
did not know ourselves, as indeed the authors claim it did. And what is more
to the point, this principle might be one that we would not have approved
of at design time, given our own limited understanding at the time, but that
in fact reflects a better insight. Could the different approaches within STS
accommodate this type of IT-artefact?

The approach of ‘artefacts as neutral means to human ends’ would not be
able to deal with it. It would not be an artefact that is fully and exclusively
operated by humans: it acts and has certain goals. Therefore it is not neu-
tral. The ‘intrinsic value without agency’ approach allows for artefacts to be
assigned value but denies its agency. An artefact carries meaning and, to some
extent, helps define who and what we are, and what we do. This value is inde-
pendent of human agency. One of the objections against this approach is that
it is unclear how the non-physical value-laden properties can be explained
if it is to be independent of human agency. Our IT-artefact might demon-
strate how this can be understood. Moral properties are physical rather than
non-physical as the objection supposes. This approach still denies the agency
aspect of the ethical advisor. This STS approach is thus incapable of dealing
with the ethical advisor.

ANT treats artefacts and humans at the same level as actants in a network.
They all have agency, but the moral significance is only at the level of the net-
work. Artefacts alter meaning in a network, they help create new or different
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values. For this approach, it would not be a problem to situate IT-artefacts as
explicit ethical agents in the world. Since humans have no privileged position
over technical artefacts, artefacts that are more complicated than technical
artefacts do fit in.

In the last approach, ‘moral significance through human intentionality’,
artefacts acquire moral significance. They have value of their own but only
by virtue of human intentionality. The defining assertion is that only humans
can have true intentionality. This intentionality defines the function of the
artefact, which in turn is the source of its value. The ethical advisor would
be a complicated expression of human design decisions. If we follow Dennett,
and reject the distinction between original and derived intentionality, this
approach will not be able to account for explicit ethical agents. The presen-
tation of the developments in IT makes it clear that this approach will have
increasing difficulty accommodating IT-artefacts as research progresses.

12.5 Artificial morality

In the preceding sections, traditional approaches in STS have been discussed.
They deal with technical artefacts. These approaches have been considered
insufficient by some researchers to deal with the new challenges that increas-
ingly smart, autonomous and interconnected IT-artefacts pose. New analyses
and theories have triggered intense debates. This section provides an overview
based on four key questions.

(1) Do IT-artefacts require complex behaviour to merit moral consideration of
some sort?

(2) Do IT-artefacts need some sort of mental states in order to be able to
display behaviour that merits moral consideration?

(3) Can we ascribe mental states to IT-artefacts?
(4) If we can create IT-artefacts that display some sort of moral behaviour,

should we?

These are the main issues that divide the field of (moral) philosophers of IT,
researchers in STS and technical engineers.

12.5.1 Non-human moral actors

Traditional moral philosophy is anthropocentric and allows little room for
artefacts. Philosophers in STS have paid ample attention to artefacts. Their
analysis focuses on the artefact in relation to the users and designers. In this
sense, they remain firmly in the anthropocentric mainstream. Few philoso-
phers have developed theories to include animals, and more relevantly in our
context, IT-artefacts (e.g. Floridi 1999b, see also Chapter 5). In order to do so
a distinction is made between moral agents and moral patients. The latter are
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all entities that are on the receiving end of moral actions. Moral agents are the
entities of which we say that they act morally. Humans are the example of,
and in many theories the only, moral agents. In many of what Floridi calls the
traditional macro-ethical theories, moral patients and agents coincide. It is,
however, possible to argue that the class of patients is a superset of the class
of moral agents. This means that all moral agents are also moral patients, but
not vice versa. Floridi (1999b) argues that any information entity is a moral
patient. Information is the ‘true and universal patient of any action’. Floridi
and Sanders developed their theory of information ethics in order to provide
a framework of moral analysis for the many new situations that arise through
the introduction of ICT. IT-artefacts are obviously information entities and as
such at least moral patients.

12.5.2 Agency without mental states

Behaviour is an active form of moral expression. The question whether arte-
facts need mental states in order to count as moral agents focuses on what
is required for moral agency and, in particular, on whether IT-artefacts need
mental states in order to be able to act morally. It is often argued that moral
behaviour is something exclusively human (e.g. Bringsjord 2007) because
it requires capacities that are exclusively human. Free will, consciousness,
desires, intentions in general, are cited as the required capacities that IT-
artefacts lack and bar them from moral agency.

Wallach and Allen (2008) argue that these capacities, the concepts that
express them are mostly elusive and have escaped thorough scientific under-
standing. The objection to artificial morality boils down to ‘we humans have
a free will and artificial agents do not, therefore they cannot be moral agents’.
As this assertion escapes scientific assessment, they maintain that it does not
bar us from creating artificial moral agents. And they add, in as far as there is
something that humans do have and artificial agents do not have, we might
create artificial behaviour that is functionally equivalent. For all practical
purposes thus we may have an artificial agent: ‘we predict that in the near
term, (ro)bots will continue to converge toward human capacities while also
showing considerable cognitive deficits. Nevertheless . . . the present state of
AI, artificial life, and robotics is sufficient for the initiation of some interest-
ing experiments in the design of AMAs [artificial moral agents]’ According to
Wallach and Allen so far no fundamental barriers to IT-artefacts becoming
moral agents have been proven. In the meantime, they favour a pragmatic
approach that is advocated by Floridi and Sanders. They argue for a mindless
morality. Mental states or intentions are not required for moral agency.

Floridi and Sanders (2004) argue that given the appropriate level of abstrac-
tion, i.e. how much knowledge about the artificial agent is abstracted, artificial
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agents can be moral agents if they meet the following conditions: they can
interact with the environment; they display autonomous behaviour; they have
adaptive capabilities. In addition, their actions must qualify as moral actions
by being able to cause moral good or evil. Through their actions they can
have moral impact. Note that Floridi and Sanders list fewer conditions than
researchers in artificial intelligence usually require (e.g. Wooldridge 2000).
Most notably, according to them mental states need not be assumed for agents
to be moral agents though it is required to be held morally responsible. What
the above researchers in fact argue is that the class of moral agents must be
extended to include non-human agents.

The whole notion of artificial morality is a mistake according to other
authors. Along lines similar to some of the STS researchers (position four,
‘moral significance through human intentionality’), they argue that IT-
artefacts are tethered to humans. Any meaning computer systems might
have is meaning assigned to them through human convention. Even if the
actions of a human and an artificial agent are functionally equivalent, they
are achieved through different means. This is an important distinction, accord-
ing to Johnson and Miller (2008). Their view is that even if, at certain levels
of abstraction, IT-artefacts might be seen as autonomously operating entities,
we cannot transfer moral concepts from one level – the human level at which
they have been given meaning – to another level at which the IT-artefact
operates autonomously. Computers have moral impact but they can never
be conceived as moral agents. ‘Users and their institutions are the beginning
and ending point for all computer systems. Even computer subsystems that
take their input from and deliver their output to other computer systems are
ultimately connected to humans’ (Johnson and Miller 2008).

12.5.3 Artificial moral agents with mental states

Most traditional philosophers maintain that moral behaviour requires mental
states, consciousness, free will, that are (almost) exclusively human. Others,
following Dennett, have argued that the behaviour of some IT-artefacts can be
sufficiently rich to justify the assumption that they act as-if they have inten-
tionalities. Many researchers (e.g. Boella and Torre 2004, Dastani, Wooldridge
2000, Wiegel et al. 2005, Wiegel 2006) taking this position are involved in
research projects that involve the belief–desire–intention model by Bratman
(1987) and are situated in the field of AI. In order to construct IT-artefacts
with moral reasoning capabilities, intentions are ‘constructed’ or attributed to
artificial agents. This attribution provides a workable mechanism in creating
moral behaviour that is recognizable as such.

None of the researchers claim that the artificial intentions are human inten-
tions. Nor is it claimed that these have (yet) reached levels of sophistication



216 Vincent Wiegel

that are at all comparable to human intentions. Several researchers in this
group have argued that the notions are as elusive in the human context as
they are in the context of artificial agents. Wallach and Allen (2008) maintain
that ‘the question whether deterministic systems can be real moral agents is as
unanswerable as the question of whether human beings really have free will’.

Moor (2006) argued against the idea that we can never have moral machines:
‘no machine can have consciousness, intentionality, and free will. All of this
is metaphysically contentious, but the simple rebuttal is that we have no
idea whether machines of the future must lack these features.’ There are two
distinctive aspects to the above positions. It is pragmatic, in the sense that it
provides a workable model, and it ignores the metaphysical questions claiming
that the notions are too elusive at the current state of scientific knowledge.
This position is also radical in its denial of human exclusivity in the domain
of moral agency. The basis for this radical position has been laid by the
ontocentric instead of anthropocentric philosophy of information that has
been developed by Floridi (1999b).

12.5.4 Moral admissibility of artificial moral agents

Somewhat separate from the other questions is whether we should embark
on the enterprise of creating artificial moral agents at all. The argument
in favour highlights the already far-advanced presence of technologies that
do have moral impact and act (quasi)autonomously. Sullins (2006b) argues
that robotics technology becomes more ubiquitous and interactive and will
become involved in morally laden situations. Together with a tendency to
anthropomorphize robots, this creates situations that would be seen as moral.
The question arises whether particular moral duties and rights will carry over
if the caregiver is a robot rather than a human? For robust robots, he argues,
that do complex moral reasoning the programmers are ‘somewhat responsible
but not entirely so’. In other words, ‘the machine’s programmers are not the
only locus of moral agency in robots’.

Floridi and Sanders (2004) take a different line in arguing for moral account-
ability on the part of artificial agents. They argue against the traditional
anthropocentric approach in which moral agency is confined to individual
agents and is human-based. This would hinder ‘the development of a satis-
factory investigation of the distributed morality, a macroscopic and growing
phenomenon of global moral actions and collective responsibilities result-
ing from the “invisible hand” of systemic interactions among several local
agents at the local field’. Wallach and Allen (2008) argue along similar lines
that ‘The computer revolution is continuing to promote reliance on automa-
tion, and autonomous systems are increasingly in charge of a variety of
decisions that have ethical ramifications.’ Computer systems are involved in
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decision-making that involves value judgements. And as the systems become
increasingly autonomous those decisions may not be guided by humans any
longer. They conclude that ‘Systems that are blind to the relevant values that
should guide decisions in uncertain conditions are a recipe for disaster.’

It is therefore highly desirable that these artificial agents are provided with
some moral awareness or even moral reasoning capacity. The argument goes
even further in that it allows that sometimes artificial agents might be better
moral judges than humans because of the exclusion of prejudices, emotional
considerations and access to a wider knowledge base. The basic underlying
argument in all above positions is that there is the widespread and continuing
use and reliance on IT in situations that are morally charged.

The antagonists (e.g. Johnson and Miller 2008) to this position point to an
‘assumed’ technological determinism. The introduction of technologies that
have moral impact is, they point out, not an accident but a human decision. The
development of technology is driven by interest groups that have ‘distinctively
human interests in mind – more sophisticated and effective weapons, more
global and efficient markets . . . Attributing moral agency to computer systems
simply hides those groups and their interests.’ Not only does the notion of
artificial morality presuppose wrong notions about morality, it is a highly
morally undesirable notion because it helps framing or hiding questions in
such a way as to serve particular interest groups. An additional argument
against creating artificial moral agents (AMA) is that creating them would
provide humans an excuse for immoral behaviour on the part of the AMAs
and absolve the designers of their responsibilities. Johnson and Miller (2008)
argue that ‘to conceptualize such systems as autonomous moral agents is
to absolve those who design and deploy them from any responsibility for
doing so. It is similar to absolving from responsibility people who put massive
amounts of chemicals in the ocean on grounds that they didn’t know precisely
how the chemicals would react with salt water or algae.’

Grodzinksy et al. (2008) argue along similar lines, stressing the respon-
sibilities of the designers. Creating artificial moral agents that reason about
morality would let designers off the hook too easily. In their view, although a
level of abstraction can be found in which an IT-artefact can be said to be a
moral agent exhibiting learning and intentionality of some sort, the designer
still remains fully responsible. ‘The designer is in some sense responsible for
all subsequent behaviours, whether or not they were planned or anticipated.’
In order to fulfil this responsibility, the designers should limit the possibilities
for autonomous action by the IT-artefacts. Their argument runs diametrically
opposed to arguments in favour of artificial morality. The first group argues
that, because IT-artefacts will operate more and more autonomously, we need
to equip them with some sort of moral awareness and reasoning capabili-
ties to prevent them from doing harm in situations that we cannot foresee
at design time. The second group argues that, because we cannot foresee the
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behaviour, we should not create artificial agents that can act with such a
degree of autonomy and impact. If we limit ourselves we have no need for
artificial morality.

12.6 IT-artefacts as moral agents: no longer a privileged
human position

The appearance of increasingly smart and autonomous IT-artefacts pose new
questions that various researchers feel cannot be answered by the traditional
approaches in STS that deal with technical artefacts. Some IT-artefacts are
just technical artefacts. A growing subset of both implicit and explicit ethical
agents, however, seems to escape the analysis of the traditional approaches.

The development of explicit ethical agents is still in its early engineering
state. The successful deployment of explicit ethical agents is a possibility but
not a foregone conclusion. We will see an increasing number of various IT-
artefacts that have varying degrees of sophistication. Some of these will be
relatively simple and can be treated as technical artefacts. Others will only be
understandable if we treat them as if they were intentional entities or view
them from a non-anthropocentric perspective. They will pose a considerable
challenge to researchers in STS. ANT and information ethics (see Chapter 5)
are two theories capable of accommodating the development of explicit ethical
agents in its theoretical framework. The other approaches deny there can be
such a thing as an IT-artefact that could lay claim to intentionality and moral
decision-making.

We will need new theories, or extended theories, on how to deal with these
entities, how to hold them to account. The moral status of the IT-artefacts
will have to be addressed in much more detail than is currently done. And we
might have to attribute them intentionality in order to make sense of them.
But only if we can argue that it is morally admissible, or even obligatory, to
create these kinds of IT-artefacts. And that is still an open question.

Special thanks to Peter Kroes for his ideas, comments and support. Thanks
to Maarten Franssen, Bjorn Jespersen and Sabine Roessner for their comments.
Of course all faulty reasoning remains solely my own.



13 Artificial life, artificial agents, virtual realities:
technologies of autonomous agency

Colin Allen

13.1 Introduction

This chapter discusses ethical issues arising in connection with artificial life
(non carbon-based), artificial agents (physically embodied robots and soft-
ware agents or ‘bots’) and virtual reality. To different degrees, each of these
technologies has a tinge of science fiction, but they are nevertheless all far
enough advanced to raise current and pressing ethical issues. Each of them
can be considered in the context of general ethical issues raised by philoso-
phers of technology. These include worries about unintended harms, ranging
from incremental erosion of human freedom and dignity as a result of over-
dependence on machines, to the danger of a huge catastrophe by technological
failure. They also include general worries about the difficulty of assessing risks
and rewards of technological development, and about the potential of tech-
nology to concentrate political and economic power in the hands of those who
have privileged access or technical knowledge, creating a de facto technocracy
or fostering economic injustice.

The specific ethical issues on which this chapter is focused arise from the
potential for autonomous agency that is afforded by computational agents
and environments. The chapter begins with a brief survey of the technologies
involved, subdividing both artificial agents and virtual reality to produce a list
of five different kinds of technology. Next comes a discussion of the notion
of autonomy as it applies to people and to information-processing artefacts.
The ethical issues arising in the context of each of the five technologies are
then described, followed by some concluding remarks.

13.1.1 Introduction to the technologies

We begin by clarifying the kinds of technology to be discussed under the
headings of artificial life, artificial agents and virtual reality.

Artificial Life may be ‘wet’ or ‘dry’. Wet ALife is concerned with engineer-
ing new forms of life using for its substrate the same biochemical materials
and reactions that constitute naturally evolved living organisms. In practical
terms, this means engineering novel carbon-based life forms. Dry ALife is
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concerned with engineering new forms of life from materials and processes
not currently known to constitute living organisms. This refers to the attempt
to produce novel forms of life using the computational capacities and silicon-
based circuitry of our most advanced electronics. Given that the context of
this chapter is a volume on computer ethics, we restrict our attention to dry
ALife. This is not to deny the essential role that computers play in the design
of wet ALife, but a similar role is played in a great many ethically ques-
tionable technologies that are outside the scope of this chapter, for instance
the design of nuclear weapons. A further division of ALife is possible, into
physically embodied robots and virtual organisms operating entirely within
computational environments. Although the concept of dry ALife stretches the
boundaries of the concept of life, no attempt will be made to define life beyond
the idea that it involves processes or entities that are adaptive, self-regulatory
and capable of perpetuating their lineage through a process of self-replication
(Schrödinger 1944, Farmer and Belin 1992).

Artificial Agents may be embodied or virtual. Embodied artificial agents
are designed to operate autonomously in physical environments ranging from
the nanoscale to the macroscopic domains of interstellar space. Autonomous
robots are the most obvious examples of embodied artificial agents, but
cyborgs and other forms of technologically enhanced human beings may
also qualify as embodied artificial agents. Virtual artificial agents, sometimes
known as software ‘bots’, are designed to operate inside computationally gen-
erated environments. These entities may be embedded in standalone applica-
tions, such as the artificially intelligent agents that have long been included
in computer games. Or they may operate in networked environments, includ-
ing the Internet as a whole and specific portions of the Internet that make
up the so-called ‘virtual worlds’ for multiuser games (e.g., World of Warcraft)
and multiuser social environments (e.g., Second Life). Like ‘life’, the proper
definition of the term ‘agency’ is a matter of controversy, and the concept of
artificial agent stretches ordinary usage. In this chapter, ‘agent’ will be used
to refer to any system that can use information adaptively to achieve some
goals. The ethics of both embodied and virtual artificial agents are discussed
below.

Virtual Realities (VRs) are computer-generated environments designed to
exploit the sensory systems of human beings so as to produce a sense of pre-
sence in those environments. Machine-centred virtual realities are computa-
tional environments that are designed to make things easy for computers.
For instance, the Internet Protocol (IP) address space is a machine-centred
virtual reality which is structured to make it easy for computers to pass mes-
sages across the Internet. Machine-centred virtual realities make little or no
attempt to replicate the look or feel of physical environments for their human
users. Nevertheless, early users of computer networks such as the ARPAnet
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(predecessor to the Internet) were often thrilled by the sense of remote presence
provided by a virtual terminal connection to another computer that could be
located hundreds or thousands of kilometres away. Anthropomorphic virtual
realities are computational environments which attempt to make it easy (or
engaging) for humans to interact with machines and other humans by repli-
cating the kinds of experiences humans have of their physical (and social)
environments. They vary in the degree to which the full range of human
experience is replicated, and in the extent to which the faithful simulation of
a physical environment is the end in itself, as for example in flight simulators,
or an instrument for effective presentation of other kinds of information, as
imagined by the original cyberpunk author William Gibson in his début novel
Neuromancer.

13.1.2 Autonomous agency

Each of the five technologies just described contains the potential for
autonomous agency either of the technological artefacts themselves or of
humans operating within the virtual environments provided by the technol-
ogy. There are divergent views among philosophers about how to understand
the notion of autonomous agency.

The Kantian tradition within moral philosophy holds that genuinely
autonomous agency is possible only for fully rational persons, and this is
often taken to be restricted, at least on this planet, to mature, adult human
beings. The Kantian conception is tied up with ideas about the importance of
conscious reflection on reasons for beliefs and actions, and on the capacity to
be guided by consciously adopted normative principles in the face of tempta-
tion or tendency to act differently. Such a conception is also entangled with
the thorny notion of free will.

In contrast to the Kantian conception, there are deflationary accounts of
autonomous agency which entail only that a reasonable selection is made
among different behavioural options that take some account of the environ-
mental challenges and contingencies but is not entirely determined by the
environmental factors. Thus, for example, a rat faced with two food odours
leading in opposite directions approaches one of them without that selection
being strictly determined by the external cues. To say that the selection is
reasonable is not to say that the agent is capable of self-consciously thinking
about the reasons for choosing one way rather than another. Rather, it is to
attribute the selection to the operation of a mechanism that has been delib-
erately designed or has evolved to make such decisions so as to satisfy some
goals.

In this chapter, the phrase ‘autonomous agent’ is to be understood as some-
thing close to the latter ‘deflationary’ notion. If the Kantian insists, he or she
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can have the words. The important point is that our five emerging technolo-
gies represent something relatively new in the history of technology, namely
artefacts which are not merely static, like bridges or buildings, and not mere
vehicles for direct human agency, such as automobiles or can openers. These
new technologies possess within them mechanisms that allow them to oper-
ate flexibly and without direct human supervision in a variety of conditions.
On some views (e.g., Dennett 1987, Floridi and Sanders 2004) the agency of
such artefacts is a matter of a stance taken by observers who are not mindful
of the mechanistic principles by which they operate, and who may even be
incapable of understanding them in such terms. On other views, the agency
may be inherent to the structure of the mechanisms themselves (e.g., Wallach
and Allen 2008). In other words, if an agent is a certain kind of complex
mechanism, then it is not just a ‘stance’ but a proper description when agency
is attributed to things having the right kind of complexity. For the purposes
of this chapter it is not necessary to take a stand on this issue.

ALife and the technologies of embodied and virtual artificial agents obvi-
ously involve autonomous agency in the just-described sense. It may be less
obvious how both forms of VR also involve this concept. Arguably, how-
ever, these technologies provide the environments where artificial autonomous
agents have reached their most advanced forms. In machine-centred VR, mil-
lions of programs running on networked computers take ethically significant
decisions without human oversight every millisecond of the day. Computers,
for example, govern almost every credit card transaction on the planet, decid-
ing whether to accept or decline charges without direct human supervision.
Stock market trades are carried out by software using sophisticated analyti-
cal tools to determine the timing of sales and purchases. These programs are
themselves artificial agents, but they are operating in a designed environment
that allows them to make their decisions. A software trading system cannot
operate unless the market provides pricing information directly to the soft-
ware. Access to the data necessary for such agents to operate is part of what
is afforded by the machine-centred VR. Thus, the ethics of constructing such
environments cannot be separated from questions about the autonomy of the
agents operating within it.

For anthropomorphic VR, the questions also include what kinds of entities
should populate these environments. For instance, multi-user games in virtual
environments gain some of their interest from the interactivity (and unpre-
dictability) of the behaviour of other people operating within the same VR
space. But people using VR also want artificial elements of these environments
to behave in autonomous, interesting ways. Computer-generated characters
inhabiting the space need to be as engaging as human-operated avatars. Fur-
thermore, in anthropomorphic VR the autonomous agency afforded to people
navigating the VR space can be technologically enhanced but it can also be
artificially limited. The opening up of new possibilities for action and the
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closing down of other possibilities may have important consequences for the
benefits and harms to people, whether directly internal to the virtual realms or
indirectly through the effects on how people transfer what they have learned
in the VR context to the real world. Thus, autonomous agency is also an
important issue within anthropomorphic VR environments.

13.2 Ethics of virtual autonomy

We now turn to the particular ways in which issues of autonomy and agency
play out in our five selected technologies.

13.2.1 ALife

During the 1960s, the exponential growth of speed and storage capacity in
integrated circuits was recognized, giving us what is now known as Moore’s
Law (Moore 1965). The 1970s saw the introduction of ‘genetic algorithms’
(Holland 1975). Together, these developments suggested that the enormous
power of evolution would soon be harnessed for computational purposes. In
the 1980s, early proponents of ALife imagined that success was just around
the corner. However, the task of engineering virtual computational environ-
ments in which ALife can flourish has proven much more difficult than its
early advocates assumed. Partly this is due to the fact that ALife researchers
started out with what we now know in hindsight to be overly simplistic ideas
about the relationship between genotypes and phenotypes. For example, if an
ALife researcher wanted to evolve artificial creatures whose artificial neural
networks were capable of some task, they typically assumed it was appropri-
ate to have one ‘gene’ for each connection in the network to determine the
strength (‘weight’) of that connection. The fact that there aren’t enough genes
to code for every connection in the brain had been understood from at least
the 1950s, even by computer scientists. But the one gene-one weight approach
to ALife was nonetheless adopted as a reasonable simplifying assumption to
allow modelling to begin.

This stance was partly based on the old dogma from biology that genes code
for proteins in a one-to-one fashion. However, the genome mapping projects
that were started in the 1990s and culminated with the publication of the first
complete human genome in 2003 taught biologists that the development of
organisms is far more complicated than this dogma suggests. The construction
of cells and living organisms requires many resources not just from outside
the DNA but from outside the cell and outside the organism itself. There is
much machinery between transcription of a piece of DNA and the appearance
of a specific protein in a cell. Furthermore, the so-called regulatory sequences
of DNA need not code for proteins at all, and even those pieces of DNA that
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are used for the production of proteins do not directly specify the proteins
expressed, but are subject to processes such as post-transcription editing by
RNA. The result is that there is no one–one correspondence between genes and
products, let alone between genes and phenotypic traits. The interactions are
fearsomely complex, and it is part of the reason why humans and flatworms
can be so different anatomically and behaviourally despite the fact that they
have roughly the same number of genes, with many of those genes even being
shared. So far this discussion has focused on the evolution of virtual organisms
for computationally defined environments, but progress is also being made
on evolvable hardware. Much of this work reinforces the lessons about the
complexity of physical interactions and the surprising ways in which physical
components can interact, even sometimes confounding the expectations of
engineers (Thompson 1996, Lohn and Hornsby 2006).

Until the process of organismic development is more fully understood, ALife
‘organisms’ will remain but caricatures of actual living entities. Although
there’s plenty that’s artificial about ALife, there’s still not enough that’s signif-
icantly life-like about it. Computer viruses and worms are sometimes claimed
to be examples of successful artificial life forms; the extent to which such
pieces of ‘malware’ successfully replicate themselves from one computer to
another suggests a life-like process. However, these automatically propagat-
ing programs do not provide an example of an adaptive, self-regulatory pro-
cess. They do not make use of (simulated) genetic mechanisms, and there is
not a single case of a wild-type mutation in a virus or worm leading to an
adaptive change in the means by which it propagates or infects vulnerable
systems. Although ‘polymorphic’ and ‘metamorphic’ viruses are programmed
to reorganize their code as a means to evade detection by virus scanners, these
variations do not allow the viruses to adapt to changing ecological conditions,
such as changes in the host operating systems, or transmission to entirely dif-
ferent operating systems, and they have no way to adapt to more sophisticated
scanners.

Despite the utility of evolutionary algorithms for finding efficient solu-
tions to difficult hardware and software design problems, these approaches
yield systems that can be hard to analyse and understand. This lack of
transparency, due to the complexity of the interactions involved, may be
a source of worry about effective risk analysis for those who wish to deploy
artificially evolved hardware or software. Nevertheless, current ALife tech-
nology is far from sustaining adaptive, self-regulatory and self-reproducing
lineages of autonomous agents. The technological limitations noted here for
both virtual and physically embodied ALife should, therefore, temper con-
cerns about ALife somehow escaping the clutches of scientists, and running
amok. Worries about the perils and ethical consequences of life in silico are
destined to remain science fiction into the foreseeable future. Many com-
mentators believe, however, that a more plausible path towards artificial



225 Artificial life, artificial agents, virtual realities

life forms consists in hybridization of biological life forms with machines:
cyborgs.

13.2.2 Embodied artificial agents

Embodied artificial agents are designed for operation in physical environ-
ments. Cyborgs are one main genus of embodied artificial agents, the other
main genus being robots, which are completely inorganic in nature.

Cyborg technology covers a very wide spectrum of hybrid systems. It may
be difficult to give a sharp definition that captures just what interests us
about cyborgs in this context. A common dictionary definition, for example,
identifies a cyborg as a ‘person whose abilities are extended beyond normal
human limitations by mechanical elements built into the body’. In this case,
anyone with dental implants might count as a cyborg, if those artificial teeth
are considerably stronger or more cavity resistant than their natural counter-
parts. Prosthetic devices of all kinds are capable of enhancing human abilities,
and the 2008 case of whether double amputee Oscar Pistorius could compete
in the Olympic Games with his ‘Cheetah’ blade legs highlighted the extent
to which artificial limbs might provide an ‘unfair’ advantage because their
material characteristics provide more efficient energy storage and return than
natural legs. In the end, Pistorius failed to beat the qualifying time for entry
to the 400 m event, although his time certainly put him well beyond average
human running speed. Perhaps, however, the dictionary definition excludes
Oscar Pistorius from the category of cyborgs on the grounds that his Cheetah
blades were strapped on, not ‘built into’ the body. Still, it is not too much
of stretch to imagine such prostheses soon being surgically implanted via
an artificial knee or hip joint. Other borderline cases of cyborg technology
include robotic exoskeletons that are being developed for military use (e.g.,
by the Utah-based robotics company Sarcos) and hybrid robots that use actual
biological neurons grafted onto a multi-electrode array (MEA) to control sim-
ulated and embodied systems (Potter, Wagenaar and DeMarse 2006; as widely
reported by news media, Potter trained 25,000 rat neurons on an MEA to
control a flight simulator).

Setting definitional matters aside, the kinds of cyborgs that have the most
interest for the purposes of this chapter are those which offer cognitive
enhancements to humans through implanted computational devices. For many
citizens of technologically advanced societies, cell phones, PDAs and pocket
Wi-Fi devices have become indispensable external aids to our fallible mem-
ories and limited knowledge bases. Prototypes for cell phone implants have
already been developed, but while these are physically embedded within the
human body, they so far involve no direct links to the human nervous system.
External readings of brain waves via EEG technology are being tested for
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the control of speech synthesizers, wheelchairs and avatars in virtual envi-
ronments. The prospect of even tighter integration of information technology
with human minds via direct implantation of devices to the human ner-
vous system seems to offer enormous possibilities for cognitive enhancement.
Neural-cognitive implants are being investigated mostly with medical applica-
tions in mind, but some for the sheer thrill of being at a technological frontier.
Thus, brain–computer interfaces are being investigated for speech synthesis
and brain-implanted electrodes have been used to control prosthetic limbs in
monkeys and humans (Lebedev and Nicolelis 2006). At the more speculative
and futuristic end of the spectrum, Kevin Warwick, professor of cybernetics
at Reading University, has experimented with a variety of implants (Warwick
2004).

These technological developments raise some very general ethical issues that
accompany the use of any technology. For example, the adoption of advanced
technologies frequently widens the gap between haves and have-nots. Much
has been made of the ‘digital divide’ between those who have access to com-
puters and the Internet, and those who do not (see, e.g., Servon 2002). The
‘cyborg divide’ could be just as significant if these enhancements provide
major advantages to those who adopt them. Specific enhancements also raise
particular ethical issues. For instance, there are already hearing enhancers
that can increase hearing sensitivity twentyfold, which means that you may
no longer safely assume that a distant person cannot hear your private con-
versation. Human-cyborg technologies afford greatly enhanced agency in the
real world through an increase in cognitive and physical capacities. If a cyborg
human can do the physical work of ten men or the intellectual work of a team
of experts, this has potentially profound consequences for increasing the free-
dom and autonomy of those who are enhanced, and decreasing the freedom
and autonomy of those who are not.

While cyborgs are still mostly confined to the research laboratory, robots
have long been a presence in the human environment. Industrial robots are
very widely used, but these special-purpose machines are typically bolted to
the factory floor where they do one job, and one job only. In non-industrial
applications, however, autonomous or semi-autonomous robots that are free
to roam and may have multiple capabilities are becoming mass-market con-
sumer items as well as occupying more specialized niches. One morally sig-
nificant area where the widespread use of robots is currently envisaged is in
the burgeoning field of elder-care (Anderson and Anderson 2008). Technolog-
ically advanced countries are facing a large bulge in their elderly populations.
Japanese society is particularly faced with the challenge of insufficient health
care workers to take care of the aging population, and the introduction of
robots in this context has been made an official government policy. So-called
‘carebots’ may be responsible for dispensing medicines, making sure they
are taken, encouraging exercise and providing basic companionship (Floridi
2008a).
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The field of robotics is also a major focus for military planners, for exam-
ple the US Army’s Future Combat Systems program. At the same time there
is increasing penetration of semi-autonomous robots into homes, whether as
programmable robotic toys (e.g., Sony’s now-discontinued AIBO robotic dog,
or current offerings such as Ugobe’s Pleo robotic baby dinosaur) or as house-
hold appliances (e.g., iRobot’s Roomba robotic vacuum cleaner). Roboticist and
iRobot founder Rodney Brooks argues that there is presently an inverse rela-
tionship between price and autonomy (Brooks 2007). The expense of military
robots means that there is an incentive to place them under human supervision
to protect the investment. But home robots must be cheap to be commercially
successful, and their owners do not want to have to supervise them continu-
ally. Neither does the average home contain the infrastructure that would be
required for comprehensive monitoring and control. Thus the expensive robots
that have been deployed for space exploration or military applications have
thus far been almost entirely tele-operated, while the cheap robots intended
for the mass market are relatively uncontrolled. Although Brooks may, for
the time being, be right about the relationship about being cheap and out
of control, the logic of military deployment nevertheless drives towards giv-
ing robots greater autonomy (Wallach and Allen 2008). For instance, the
‘unmanned’ drones that have been used extensively by the US military for
missions in Afghanistan, Pakistan and Iraq, are in fact tele-operated from a
base in Nevada by crews of four or more highly trained individuals. Increasing
the autonomy of the drones would allow more of them to be flown with the
same number of operators. The advantages for military superiority of having
greater numbers of fighting units provides an incentive for increasing machine
autonomy.

To work effectively with humans, robots need to engage human inter-
est and maintain it. The field of human–robot interaction (HRI) investigates
visual, linguistic and other cues that support engaging interactions. Among
the characteristics that are systematically investigated by HRI scientists are the
emotionally significant facial expressions and non-verbal properties of speech,
such as rhythm or prosody, that play a significant role in human social inter-
action. These ‘minimal cognition’ cues are a focus of behaviour-based robotics
(Breazeal 2002), and have proven surprisingly effective in giving people the
sense that they are dealing with intelligent agents. However, some critics fear
that the addition of such traits to robots is fundamentally deceptive, relying
on the strong tendency of humans to anthropomorphize objects by project-
ing human-like characteristics onto things that don’t have them. This may
prove especially problematic in the context of elder-care, with people who are
relatively starved of human companionship (Turkle 2005, Turkle et al. 2006).

All of these applications of robotics – whether home, military or health-
care – involve their own ethical issues. This is especially clear for military
applications where there is considerable concern about ensuring that combat
robots follow acceptable rules of war, as encoded by the Geneva conventions
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for instance (Arkin 2007), and for healthcare applications where the issue of
patients’ rights (for instance, to refuse medication) are of concern (Anderson
and Anderson 2007). Arkin (2004) has also suggested that the likely military,
service and sexual applications of robots may serve to revive callous attitudes
towards life and liberty that characterized earlier stages of human history,
thus undermining moral progress in domains such as the formal abolition of
slavery. Arkin neatly captures these concerns with his title phrase, ‘Bombs,
Bonding, and Bondage’.

More generically, the presence of autonomous robots in real-world envi-
ronments, where it may not always be possible to constrain their actions
to well-defined contexts (robots do roam), raises questions about whether
these machines will need to have on-board ethical decision-making capacities
(Moor 2006, Turilli 2007, Wallach and Allen 2008). With the current state of
robotics and artificial intelligence, the suggestion that artificial moral agents
are possible, let alone necessary, may seem far-fetched. However, assessments
of the autonomy and morality of artificial agents may hinge less on ‘deep’
metaphysical facts about moral agency, and more on the fact that people will
adopt different stances towards artificial agency based on whether they under-
stand (or care to understand) the underlying mechanisms (Floridi and Sanders
2004, Grodzinsky et al. 2008). The need is illustrated by the fact that artificial
agents operating in virtual environments are already autonomously mak-
ing decisions with potentially significant ethical consequences, even though
they are blind to those consequences. The computer that denies your credit
card purchase makes no prediction about whether this will ruin your day
or your life, and gathers no information that might help it make such a
determination.

Robotics thus forces us to think hard about whether and how autonomous
agency might be located or replicated in the computer algorithms that control
our most advanced technologies. The challenge of building machines that can
be regarded as artificial moral agents raises not only questions about the ethics
of doing so, but also raises questions about the nature of ethics itself, such as
whether ethical rules and principles are the kinds of things that can effectively
guide behaviour in real-time decision-making (Wallach and Allen 2008).

13.2.3 Virtual artificial agents

Virtual artificial agents (aka ‘bots’) already exist. They operate inside com-
putationally generated environments ranging from the Internet as a whole,
to electronic markets such as NASDAQ and eBay, to computer games, and
they exist within networked virtual worlds such as Second Life that are
designed primarily for entertainment, but are also increasingly being used
for communication and education. Various kinds of autonomous systems
have been built for these contexts. On the Internet as a whole there are
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information-gathering bots, for example the web crawlers used by search
engines, which gather information with varying degrees of respect for the
privacy of that information. In electronic markets, there are automated trad-
ing and bidding programs that carry out transactions based on formulas that
in some cases are beyond the comprehension of those who rely upon them.
Credit card approval decisions rely on the evaluation of multiple factors, whose
combined effects may not have been fully appreciated or anticipated by their
programmers, and that consider only general statistical patterns rather than
the particular needs of the individual purchaser. Software games have long
included agents with some degree of artificial intelligence, and the sophisti-
cation of these agents is continuously increasing.

The presence of bots in contexts where people are seeking social interaction
has been a persistent concern to ethicists and technologists. These concerns
predate the rich, virtual, multi-user environments exemplified by Second Life.
They were raised in the context of the early text-based ‘MUDs’ (multi-user
dungeons) and ‘MOOs’ (MUDS object oriented) that were constructed on early
computer networks using only textual communication, and these concerns
were raised even earlier than that in the context of artificial intelligence. A
frequent concern is that people are easily tricked into forming social attach-
ments to entities that are incapable of reciprocating them. This worry arose
in the early days of artificial intelligence research in connection with ELIZA
(Weizenbaum 1965), a program that simulated (or, perhaps, parodied) the
question-asking technique of Rogerian psychotherapy, and that is credited as
being the first ‘chatterbot’ or ‘chatbot’ – a piece of software which attempts to
sustain a conversation with a human interlocutor. Carl Sagan enthusiastically
suggested that in the future there would be computer psychotherapists avail-
able in street corner booths everywhere. Weizenbaum emphatically rejected
this vision of the future and renounced his work on ELIZA, maintaining that
computers would always lack the important human qualities of compassion
and wisdom (Weizenbaum 1976).

The fact that people tend to overestimate the intelligence and complexity of
computer programs is now known to AI researchers as the ‘ELIZA effect’. It is a
manifestation of the previously mentioned human tendency to anthropomor-
phize things. However, this tendency may be exacerbated by the much richer
graphics-based virtual environments that have become common in the forty
years since ELIZA’s inception. Furthermore, in mixed virtual environments
where some avatars are human-operated and others operated by autonomous
software, it may be especially difficult to distinguish which are which. This
is partly because the range of human actions in a virtual world is itself lim-
ited by the constraints on expression and action that are imposed by the
rules of the virtual environment, a topic we shall return to in the following
sections.

Although autonomous agents in virtual worlds are sometimes difficult for
other users to distinguish from real human beings operating in those worlds,
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they are just as frequently all too easy to identify. And while there are many
systems operating in virtual environments without direct human oversight,
all of them are ‘ethically blind’ (Wallach and Allen 2008) in the sense that
they lack specific information that would be relevant to ethical decision-
making, they have no means of assessing the ethically relevant effects of their
decisions, and they lack other capacities such as empathy that are important
to human morality.

Work is also being done on virtual equivalents of cyborgs – on-screen
avatars that combine tele-operation by humans with software enhancement.
For instance, an on-screen avatar in a virtual reality context may derive
its behaviour and appearance from the actions and facial expressions of a
person connected to bodily motion sensors and cameras capable of providing
enough information to render a three-dimensional model of the actor in the
virtual setting. But such a tele-operated avatar can also be filtered through
an intermediate layer of software and enhanced in specific ways, for instance
by blending the appearance of the remote operator with the face of a famous
person, or by enhancing and sustaining facial expressions that are known
to influence the responses of other people to the avatar. The potential for
‘persuasion’ by non-verbal means is only just beginning to be investigated,
but the potential for ethical abuse in such situations is already clear (Bailenson
et al. 2008).

13.2.4 Machine-centred VR

We have already touched upon machine-centred VR in discussing the bots
that operate there. While the autonomy of such agents is relatively limited at
present, nevertheless the construction of machine-centred VR gives artificial
agents an advantage compared to humans attempting to operate in the same
environments. The simple example of online auctions illustrates this. Because
the format in which information is presented favours machines, they are much
more capable than humans of precisely timing a final bid to win an auction
at the last second.

Of course, it is not all bad, and people reap benefits from having their soft-
ware systems operate in environments that have been shaped so as to make it
easy for the software rather than the people. Nevertheless, the design decisions
involved in shaping such environments often have unintended effects, just as
the shaping of our physical environments to accommodate motorized vehi-
cles has had unintended effects on our ability to walk or use other modes of
transportation, which in turn has both positive and negative consequences for
general health and well-being. Similarly, the original use of the very limited
set of characters belonging to the ASCII code made it easy for machines to
process documents originally written in English, and for computers (and their
English-speaking users) to communicate over networks. But the limitations
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of ASCII made it difficult for speakers of languages other than English to
represent their documents in machine-processable formats and to communi-
cate via email, instant messaging, and other information and communication
technologies (ICTs). The adoption of Unicode, with its much richer character
sets, has gone a long way towards rectifying these problems, of course, but not
without the expense entailed in updating the software and revising archived
materials so as to provide forward compatibility. Furthermore, ICTs embody
other culture-specific assumptions about communication, such as the relative
importance of words or text over non-verbal aspects of communication – for
example, the facial and bodily gestures which in some cultures are important
for showing proper respect to others. Thus it is important to recognize that
technologies which appear to be value-neutral from one cultural perspective
may in fact raise ethical issues in a different cultural context (Ess 2009).

The ethical issues raised by machine-centred VR environments are thus
not just about the artificial agents operating within them, but concern the
limitations placed by these environments upon people who attempt to oper-
ate within them. Current metaphors for information retrieval are frequently
library-based metaphors, such as browsing and searching. Science fiction
writers have long dreamed of technologies that would transform digitally
encoded machine-centred VRs into information environments, epitomized by
the brain–computer interface that the primary character of William Gibson’s
Neuromancer uses to ‘enter’, perceive and move around in cyberspace as if
it were physical space. The field of information visualization is beginning
to provide tools that support rich visual presentation of abstract informa-
tion, and has been especially successful in providing visual representations
of information networks. The much richer anthropomorphic VR access to the
machine-centred underpinnings of the Internet envisaged by science fiction
writers such as Gibson awaits the invention of appropriate physical, spatial
and visual metaphors for the underlying information.

13.2.5 Anthropomorphic VR

Immersive, computer-generated environments attempt to present a ‘realistic’
world of experience to users. As with the previous section on machine-centred
VR, our concern in this section is not with the agents populating these virtual
realms, but with the ethical issues underlying the features of the environments
themselves and the uses to which they are put (Brey 1999b). Anthropomorphic
VR has been deployed for many purposes, including games, cybersex, tele-
conferencing, pilot training, soldier training, elementary school education,
and it is under investigation for use in many more applications, for instance
police lineups. These applications make different demands on the amount of
realism involved. Flight simulators, for instance, aim to be realistic in almost
all respects. Educational applications for anthropomorphic VR, do not always
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aim for full realism, since pedagogical objectives may lead their designers to
limit both the range of actions that individuals can take within the virtual
world, and to limit the range and complexity of responses to user actions.
Consider, for example, all the ways that a school science project or field trip
can go awry. A VR environment that is intended to substitute for a field
trip may be deliberately designed so that it is less likely to fail (Barab et
al. 2007). One might ask whether such a deliberate departure from realism
teaches children the wrong lesson about how easy it is to do good scientific
research, by oversimplifying the task of data collection and setting up in them
the expectation that the world is more predictable than it actually is. But this
seems like a relatively minor worry when the alternative might be no field trip
at all because of the difficulty and expense involved.

VR-based games typically depart from realism in numerous ways. Games
may, for instance, enable users to pretend that they have magical powers
that can transcend the limitations of the physical world. It is hard to see how
exercising the capacity to act out such fantasies would be harmful or unethical,
except insofar as the activities are so intrinsically rewarding that they lead
to addictive behaviour. A more worrisome aspect of anthropomorphic VR
concerns what it affords to individuals by way of freedom to act out violent
or coercive fantasies. When the person is operating as a single user within
an isolated VR application, the ethical issues raised by actions within that
environment are necessarily indirect. Their indirectness may not make them
any less pressing, however, as concerns are widespread about how the ability
to rehearse violent, misanthropic or misogynistic actions in video games may
desensitize users to those issues in the real world, or even provide a training
effect that makes game players more likely to engage in similar actions outside
of the VR context. However, there is also a longstanding response that violent
games actually divert antisocial propensities into a context where they are
harmless. The scientific research on this topic remains controversial (but see
Ess 2009 for a balanced treatment).

When the VR context involves networked computers and multiple users, the
ethical issues take on a different character because there is the possibility of
direct harm to other users. A case of ‘cyberbullying’ of a teenager by an adult in
the United States using the MySpace social networking site allegedly led to the
teenager’s suicide, but resulted only in conviction in 2008 on misdemeanour
charges of illegal computer access; a more serious charge of conspiracy was
dismissed. Social networking in VR environments also allows users to simulate
acts of violence or coercion that would be unethical or socially unacceptable
outside the VR context. For instance, a case of virtual rape has been reported
in Second Life and investigated by Belgian police. Also, real opportunities for
fraud and for theft of valuable property are made possible with Second Life.
The question of whether VR relationships can be adulterous has also been
raised (Thomas 2004, Stuart 2008; see also Ess 2009), and regardless of the
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philosophical discussion of this point, there have been cases where online
relationships have resulted in real-world divorce.

In affording the opportunity to transcend physical or social barriers, anthro-
pomorphic VR provides technological enhancement of personal autonomy.
Such opportunities are not ethically neutral, however. They may affect other
individuals directly, or have indirect effects by training or reinforcing habits
of action that may spill over into the real world.

13.3 Conclusion

In this fast-paced tour of the ethics of artificial life, artificial agents and
virtual realities it has been suggested that the common theme uniting these
technologies concerns the ethics of autonomous agency. For artificial life,
robots and software bots, there are ethical questions concerning the agency
inherent in these systems themselves, whether they can be made to respect
ethical boundaries, and the ways in which, as these systems become more
sophisticated, they may lead humanity down a path which reduces human
freedom or autonomy. For virtual reality, the ethical questions concern the
ways in which they may provide new opportunities for human agency, or
they may restrict those opportunities, and whether they may habituate or
desensitize people to violence and other acts of oppression, or perhaps train
people to act in antisocial or unethical ways.

Neither the benefits nor risks of these technologies are easily predictable.
The histories of both techno-utopianism and techno-pessimism are full of
embarrassing overstatements. The best we can do is articulate long-term goals
for these technologies while carefully monitoring the current developments
to see how well those goals are being accomplished, to identify unanticipated
problems before the technologies become so entrenched that they are difficult
to change, and to make the designers of these technologies more cognizant of
the extent to which their computer systems embody their values (Nissenbaum
2001), many of which are culturally specific (Ess 2009). It is with this approach
in mind that the chapter has eschewed futuristic questions about whether our
artefacts will ever themselves be appropriately condemned for their moral
failings (Dennett 1996). Such speculations are entertaining and make for great
discussions in undergraduate philosophy courses, but the more pressing ethical
issues confronting us in the technologies of autonomous agency are those
outlined above.
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14 On new technologies

Stephen Clarke

14.1 Introduction

Ethical concerns about new technologies may be divided into two broad cat-
egories: concerns about newly introduced technologies, and concerns about
technologies that might be introduced in the future. It is sometimes thought
that we should focus exclusively on actual technologies and that concerns
about possible future technologies are ‘just science fiction’ – mere speculations
about what might be the case, which distract us from a proper consideration of
what is the case. A contrary point of view is that we should attempt to antici-
pate ethical problems in advance of the implementation of new technologies.
Instead of adapting norms and practices to accommodate new technologies
after these have become available, we should try to produce new technologies
that are in keeping with the values and practices we currently adhere to. In
order to anticipate the ethical problems that new technologies will raise, we
need to try to anticipate which of the possible future technologies that raise
ethical concerns are likely to become actual, and try to respond to these.

In this chapter, we will consider prominent ethical concerns that have been
raised about newly introduced technologies and about technologies that might
be implemented in the future. In the case of newly introduced technologies,
we will focus on concerns about privacy, individual autonomy and threats to
safety. These are far from the only ethical concerns raised by newly introduced
technologies, but they do appear to be the ones that have provoked the most
discussion in the media and in academic circles. Concerns about privacy and
threats to safety also feature prominently in discussions of future technologies,
as do concerns about autonomy. A very prominent form of concern about
threats to safety, in the discussion of possible future technologies, addresses
catastrophic future scenarios. Concerns about autonomy have a tendency to
become mixed up with concerns about the future of the human species, when
our focus is on possible future technologies. This tendency will be reflected in
our discussion.

Throughout this chapter the term ‘information’ is used broadly, to refer,
roughly, to knowledge or facts, in the abstract or in the various ways in
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which knowledge or facts may be stored. There is a lack of agreement in the
philosophical literature about the exact meaning of the term ‘information’.
For more on the different approaches to the philosophy of information, and
the problem of defining information, see Floridi (2004).

14.2 Newly introduced technologies

14.2.1 Privacy

A host of recently available technologies enable governments, corporations
and individuals to monitor individual activity in ways that would have been
impossible only a few decades ago. Closed Circuit Television (CCTV) cam-
eras transmit a signal to a restricted set of monitors and are used in the
surveillance of specific locations. The Global Positioning System (GPS) uti-
lizes satellite-based technology to accurately pinpoint the location of objects
and individuals equipped with receivers, anywhere on the surface of the Earth.
Radio Frequency Identity (RFID) tags can also be used to identify the loca-
tion of objects and individuals. RFIDs are microscopic electronic tags that
are mostly used by retailers to keep track of their products. They are either
attached to the surfaces of products or implanted within them. They have also
been implanted in animals and in a few cases in humans.

In 2004, the Food and Drug Administration approved the implantation of
the VeriChip in humans (Foster and Jaeger, forthcoming). By 2006, these had
been implanted in about 70 people in the US, mostly for medical reasons and
to control access to high security areas (Waters 2006). It has been variously
suggested that RFIDs should be implanted in employees of certain companies,
immigrants and guest workers in the United States, sex offenders and US
soldiers (Foster and Jaeger, forthcoming). Many commentators think that the
use of RFIDs will become much more widespread soon. According to van den
Hoven and Vermaas, ‘Governments and the global business world are prepar-
ing for a large-scale implementation of RFID technology in the first decades of
the 21st century’ (2007, p. 291). Eastman Kodak has filed patent applications
on a new technology that will enable RFID chips to be ingested (Tedjasapu-
tra 2007). If this technology becomes readily available, it may become very
easy to use RFID chips to monitor the whereabouts of individuals, without
their consent, or even without them knowing that their movements are being
monitored.

Unsurprisingly, the prospect of RFIDs being used to monitor the where-
abouts of humans has met with fierce resistance from privacy advocates, such
as CASPIAN (Consumers Against Supermarket Privacy Invasion and Num-
bering (www.nocards.org/)), and has prompted various publications warning
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of the threat to individual privacy. RFIDs are considered particularly suspect
by some fundamentalist Christians, who see these as the ‘Mark of the Beast’
that we are warned about in the Book of Revelations (Albrecht and Macintyre
2006). In response to such concerns, three US states, California, Wisconsin
and North Dakota, have passed laws prohibiting the forced implantation of
RFIDs (Anderson 2007).

As well as technology that can monitor our movements, there are various
technologies that can be used to interpret information collected about us.
The interpretation of information provided by CCTV and other forms of video
surveillance can be assisted by the use of face and gait recognition systems
(Liu and Sarkar 2007). Information collected by aural surveillance devices
can be interpreted using devices such as the ‘Truth Phone’, which analyses
voice stress during telephone calls, in an attempt to detect lying (Davies 2003,
p. 21). The ‘love detector’ operates similarly, identifying levels of excitement
and arousal in speech, in an attempt to identify people’s feelings for those
that they are speaking to (see www.love-detector.com/index.php).

In addition to concerns about the aspects of our lives that are being mon-
itored and concerns about how collected data can be analysed, there are
concerns about who has access to personal data. Companies such as Acxiom
specialize in buying data from businesses about their customers, integrating
these into powerful data bases, and selling access to the data bases created
to other businesses. Customers, who may be willing to accept that data about
them may be made available to particular businesses that they have dealings
with, may also be very unhappy about that data being passed on to other
companies. Also of concern is the placement of data about individuals, such
as court records, on the Internet. Enabling free and easy access to data that
might otherwise be hard to access radically increases the number of their
potential users and can alter the nature of their uses (Nissenbaum 2004).

It is widely accepted that individuals are entitled to certain forms of infor-
mational privacy and that certain information, such as personal financial data,
which may find their way into some parts of the public realm, should be kept
out of other parts of the public realm. Nissenbaum (2004) has argued that we
should accept ‘contextual integrity’ as a benchmark for informational privacy
in the public sphere. According to her, different contexts within the public
sphere – the context of friendship, the context of the classroom and so on –
are implicitly governed by particular norms of behaviour, including norms
relating to respect for privacy. If her position is accepted, then information
should not be made generally available, within a particular context, without
due regard for the governing norms that implicitly shape our sense of what
is appropriate within that context. Furthermore, information of a type that
it is appropriate to make generally available in one context should not be
transferred to a different context without due regard for norms that implic-
itly govern the flow of information between these particular contexts. Later,
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we will see that the scope of Nissenbaum’s claims regarding the importance
of contextual integrity stand in need of qualification, as Nissenbaum herself
allows.

As well as debates about the right to informational privacy in general,
there are debates about the right to informational privacy in the workplace.
The surveillance of employee’s emails, telephone calls and other forms of
communication, by their workplace supervisors, is widespread. According to
a recent survey, 73 per cent of American companies engaged in some form
of electronic surveillance of their employees (Blackwell 2003). Although some
commentators have argued that there is a presumptive right to privacy in the
workplace, they generally acknowledge that this right needs to be balanced
against the interests of employers, customers and other employees, all of whom
have a legitimate interest in ensuring that employees are working effectively
and are not using the workplace to conduct illegal activities (e.g. Miller and
Weckert 2000). The topic will not be elaborated on here as the interested reader
may find further information in Chapter 7.

14.2.2 Autonomy

One of the more important arguments for respecting the informational privacy
of individuals is that, if people’s activities are unknown to others then they
cannot be deliberately interfered with by others. Therefore, they will be better
able to act on their own life plans and devote their energies to satisfying
their own preferences. In other words, they will be better able to realize the
value of autonomy, a value which is deeply embedded in Western culture.
Isaiah Berlin captured the core sentiments of the many of us who wish to live
autonomously:

I wish my life and decisions to depend on myself, not on external forces of
whatever kind. I wish to be the instrument of my own, not of other men’s acts of
will. I wish to be a subject, not an object: to be moved by reasons, by conscious
purposes, which are my own, not by causes which affect me, as it were from
outside. (Berlin 1969, p. 131)

Of course, freedom from the external interference is not all there is to auton-
omy. Internal forces can also limit our ability to experience autonomy. Claus-
trophobics live with a fear of confined spaces. However, there may be some
occasions when it is in the interest of a claustrophobic to enter particular
confined spaces. If a claustrophobic is unable to overcome her fear when she
decides that it is in her interest to do so, she has had her autonomy interfered
with by an internal force.

In order, among other things, to ensure that people’s autonomy is respected,
interpersonal interactions in Western societies are typically structured around
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the ideal of mutual consent (Kleinig 1982). A business transaction can only
occur when both buyer and vendor agree to complete that transaction. Sim-
ilarly, a marriage can only occur when both bride and groom agree to the
marriage. To provide ‘effective consent’ to an action, an agent must com-
prehend what they are consenting to, or at least have the opportunity to
comprehend the major consequences of consenting to that action. Also, they
must have sufficient, relevant information so that their consent can be the
consequence of an informed autonomous decision. This is true of the many
areas of human activity in which our governing norms of behaviour include
consent requirements (Clarke 2001).

One way in which our autonomy can be compromised, when we are using
new technologies, is that, sometimes, we may not understand what we are
asked to consent to. An example of a complicated request for consent, that
may be difficult to comprehend, is the request to consent to receive targeted
behavioural advertising when a free Gmail email account is set up. New
subscribers to free Gmail accounts are asked to consent to having the content
of their emails mechanically scanned for keywords that are then used to
select targeted advertisements, which appear alongside email messages. So, for
example, if a Gmail user sends or receive emails containing an above average
use of the word ‘holiday’, Gmail may direct advertisements for holidays to
that user, rather than advertisements for some other product or service.

In medical contexts, it is a standard condition of the informed consent pro-
cess that doctors discuss a recommended procedure or course of treatment with
a prospective patient, so as to ensure that comprehension has been achieved
(e.g. Wear 1998). It is not simply assumed that patients will comprehend com-
plicated technical information disclosed for the purposes of enabling informed
consent to be obtained. In the context of commercially provided software, it
is perhaps unrealistic to suggest that companies should actively ensure that
particular customers have comprehended technical information disclosed for
the purposes of informed consent. However, it is reasonable to expect that
companies do what they can to aid comprehension. Friedman et al. (2005,
p. 515) describe the documents on Gmail’s registration and user interfaces as
going ‘a good distance toward helping ensuring comprehension’. And indeed
the language used in the relevant documentation is admirably clear. Com-
prehension is more likely to be acquired as a result of reading the relevant
documentation on Gmail’s registration and user interfaces than if this is not
read. Nevertheless, there may be significant numbers of Gmail users who con-
sent to use a Gmail account without properly comprehending what they are
consenting to. They consent to use a Gmail account, but it is possible that
they do not provide effective informed consent to the use of a Gmail account.

Targeted behavioural advertising seems set to become more confusing
than it already is, due to new technology that will enable Internet ser-
vice providers (ISPs) to track the websites visited by their customers in
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order to support targeted behavioural advertising. The current market leader
in this area is a company called Phorm which has recently signed deals
with the three biggest ISPs in the UK, BT, Virgin Media and TalkTalk to
enable them to use their technology (see www.economist.com/science/tq/
displaystory.cfm?story id=11482452). One’s movements on the Internet can
be tracked by HTTP cookies that have been downloaded onto computers, by
search engines, by email providers and now by ISP providers. As well as raising
obvious privacy issues, this situation raises significant concerns about auton-
omy. In order to provide effective informed consent to targeted behavioural
advertising, computer users need to comprehend the means by which their
behaviour is monitored. The fact that it may be monitored in a variety of
different ways makes comprehension more difficult to achieve.

The introduction and uptake of new technologies creates a host of new social
situations in which individuals have to decide how to behave. In such new
situations, we may not have had time to collectively develop norms to guide
behaviour. The rapid growth of information technologies has led to a slew
of circumstances in which it is currently unclear what the appropriate norms
of behaviour are and what the scope of consent should be. Should someone’s
consent be obtained before a photograph or a piece of video footage containing
their image is posted on a site on the Internet (these days such visual images
may be easily acquired without people’s knowledge or consent using mobile
camera phones)? Is it acceptable to post a document that has been created
by another person, and forwarded to you, on a publicly accessible website,
without their consent? Should I be allowed to create a website devoted to
publicizing personal information about a third party, without obtaining their
consent? The answers to these questions are not clear and answers that may
be given will be contested.

Over time, as people interact with new technologies and with one another,
norms can be expected to emerge that will guide behaviour. Alternatively,
their development may be guided by the deliberate activities of policy makers,
activists, lawyers and ethicists. Questions about the proper scope of consent
have a clear ethical import. The answers to them that we generally accept
will have a significant role in determining the scope of the sphere of individ-
ual autonomy. If we answer these questions without considering their ethical
aspects then legal, institutional and practical considerations will do much to
shape the norms that govern our behaviour at the expense of ethical con-
siderations. The technology that we use will tend to shape the ethics that we
accept, and the ethics that we accept will do little to shape the technology
that we use. The reader interested in knowing more about recent discussions
of the ways in which ethical standards are shaped by new technology and in
which new technologies may be shaped by ethical considerations may wish
to consult Budinger and Budinger (2006), Spier (2001), van den Hoven and
Weckert (2008) and Winston and Edelbach (2008).
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14.2.3 Threats to safety

There are many potential dangers associated with the use of new technolo-
gies. Some of these can be removed before particular new technologies are
made publicly available. Still, there are usually going to be public concerns
about the safety of some of the new technologies that are available. Public
concerns about the safety of new information and communication technolo-
gies (ICT) have not received the same media attention as have public con-
cerns about new biotechnologies. Nevertheless, concerns have been voiced
about, for example, the safety of mobile phones and the radiation emitted by
them and by the masts used to transmit phone signals, as well as about ICT
human implants. The latter include cardiac pacemakers, cochlear implants,
RFIDs that are implanted subcutaneously, and implantable neurostimulation
devices, which are used, among other things, to manage chronic pain and to
control seizures in epileptics. More broadly, there is growing concern about
the increased use of nanotechnology. In particular, there is much concern
about the consequences for humans of inhaling manufactured nanoparticles,
or otherwise ending up with exotic nanoparticles in their bodies (Jones 2007,
p. 75). Indeed, because of the importance of miniaturization in ICT, nanotech-
nology is playing an increasingly significant role in ICT. Nanotechnologies are
already used in the production of computer chips, information storage tech-
nologies and optoelectronics. In the near future, nanotechnology is expected
to play a role in other areas of ICT, including hard disk technologies and
sensor technologies (Royal Society and the Royal Academy of Engineering,
2004, Chapter 3).

Those who voice concerns about the potential risks of using new tech-
nologies, including nanotechnology, often argue that we should apply the
precautionary principle (PP) when evaluating their implementation. The PP
is a conceptual tool, employed in risk management and in policy making
in the face of uncertainty. The core intuition behind the PP is that, when
in doubt, it is better to act precautiously, that is, it is ‘better to be safe
than sorry’. This is, of course, a commonsense saying, and the PP is often
defended as simply being an extension of everyday reasoning (Sandin 2007),
although this characterization is open to dispute (Clarke 2009). The Inde-
pendent Expert Group on Mobile Phones (2000) recommends the applica-
tion of the PP to mobile phone use and the European Group on Ethics in
Science and New Technologies (2005) recommends the application of the
PP to the use of ICT human implants (2005). Som et al. (2004) suggest
that the PP should be applied more frequently to information technologies
than it has been; while both the European Commission Scientific Committee
on Emerging and Newly Identified Health Risks (2006, p. 54) and the ETC
group (2005, p. 16) recommend a precautionary approach to the use of new
nanomaterials.
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The PP is often contrasted with cost–benefit analysis (CBA), an approach
to risk management in which one attempts to determine the probability of
benefits occurring as well as the probability of costs being incurred, when the
implementation of a new policy is being considered. The expected balance
of costs and benefits, for a given policy option, is then compared with the
equivalent balances of costs and benefits that would be expected to result
from the introduction of alternatives to that policy, and the policy with the
overall best balance of expected benefits over expected costs is selected. While
CBA involves weighing expected costs and benefits, application of the PP
involves a more exclusive focus on the potential costs of introducing a new
policy.

The common use of the phrase ‘the precautionary principle’ appears to
suggest that there is one widely accepted formulation of the PP, but this is not
the case. There are many versions of the PP and these can be quite distinct
from one another. Although they are both considered to be statements of the
PP, Principle 15 of the Rio Declaration on Environment and Development is
quite different from the Final Declaration of the First European ‘Seas at Risk’
Conference (1994). Principle 15 of the 1992 Rio Declaration on Environment
and Development states that:

In order to protect the environment, the precautionary approach shall be widely
applied by States according to their capabilities. Where there are threats of
serious or irreversible damage, lack of full scientific certainty shall not be used as
a reason for postponing cost-effective measures to prevent environmental
degradation. (United Nations Environment Programme 1992)

The Final Declaration of the First European ‘Seas at Risk’ Conference (1994)
states that:

If the ‘worst case scenario’ for a certain activity is serious enough then even a
small amount of doubt as to the safety of that activity is sufficient to stop it
taking place. (1994, Annex 1)

There are many other variants of the precautionary principle that could also
be listed here (e.g. Som et al. 2004, pp. 788–789).

‘Principle 15’ exemplifies what is sometimes referred to as the weak version
of the PP. It does not replace CBA and can usefully be understood as offering
us guidance in the interpretation of CBA. It advises us to ensure that CBA is not
used in a selective manner and that risks which are only established with some
degree of confidence are considered in any application of CBA, alongside risks
established with ‘full scientific certainty’. What weak versions of the PP have
in common is that they instruct us to pay special attention to uncertainties,
in one or other way, when formulating policy. The Final Declaration of the
First European ‘Seas at Risk’ Conference, by contrast with ‘Principle 15’, is
not compatible with CBA and is an example of what is sometimes referred
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to as a strong version of the PP. It advises us not to attempt to weigh the
expected costs and benefits of a particular policy, but to formulate policy by
considering the potential serious harms of a policy, under certain conditions,
regardless of how potentially beneficial a particular policy may be, even if the
estimated probability of the potential serious harms occurring is extremely
low.

There is a well-known and seemingly devastating criticism of strong ver-
sions of the PP, which does not apply to typical weak versions of the PP
(Sunstein 2005, Manson 2002). This is that strong versions of the PP, if applied
consistently, lead to paradoxical outcomes. To see this, consider the applica-
tion of a strong version of the PP to mobile phone use (note that the Inde-
pendent Expert Group on Mobile Phones (2000) applies a weak version of the
PP, so they would not go along with this line of reasoning). We do not know
for sure what the risks to human health of exposure to radiation emitted by
mobile phones and masts are, but they may be significant. So, an application
of a strong version of the PP seems to lead to the conclusion that we should
ban all mobile phones and masts until we have well-established data on what
these effects are. However, if we do not have mobile phones and an operating
system of transmitting mobile phone signals available, then individuals who
find themselves in emergency situations may be unable to contact others to
get help and human lives may be placed in jeopardy. Therefore, it seems that
the application of a strong version of the PP leads to the conclusion that we
should not ban mobile phones and masts. The consistent application of strong
versions of the PP leads to the recommendation of contradictory policies and
strong versions of the PP are, therefore, paradoxical.

There have been a number of attempts to defend strong versions of the PP
from the charge of leading to paradox (e.g. Weckert and Moor 2006, Gardiner
2006). Although these appear to be unsuccessful (Clarke 2009), prominent
defenders of the PP have not given up hope that a coherent version of the
strong PP can and will be found (e.g. Sandin 2007, p. 102). Given that weak
versions of the PP are not vulnerable to the charge of paradox, why do
Sandin (2007) and others not simply adopt one of these and forego attempts
to resuscitate strong versions of the PP? One answer to this question is that
they may think that weak versions of the PP are too weak. If all the PP amounts
to is a way of ensuring that the potential costs of a policy are fairly considered,
then it must be allowed that these may sometimes be trumped by benefits when
potential policies are being considered. If this is so, then applications of the
PP may sometimes fail to recommend that we act precautiously. If the benefits
of new mobile phone technologies, ICT implants and new nanomaterials are
judged to outweigh costs, then, along with CBA, weak versions of the PP
may end up recommending that we allow their use, subject to appropriate
regulation. This may be good advice, but it is often not the advice those who
advocate the PP hope to be able to recommend.
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Much has been written on the management of risks associated with new
technologies and this discussion has really just scratched the surface of that
literature. For more on this subject see Bainbridge and Roco (2006), Fisher
et al. (2006), Sunstein (2005) and Adler and Posner (2001).

14.3 Future technologies

14.3.1 Catastrophic future scenarios

Possible catastrophic scenarios receive widespread public discussion. This
should not be surprising. We have a vested interest in considering the sce-
narios that are most important to us, and possible futures in which humanity
is exterminated, or experiences a miserable existence, are of obvious con-
cern. Perhaps, runaway technological development will lead us to become the
authors of our own demise. Curiously, some of the most prominent science
fiction dystopias are concerned not with the consequences of runaway tech-
nological development, but with technological development that has ceased
to advance beyond the level that suits a future dictatorship. George Orwell’s
1984 (1949) and Aldous Huxley’s Brave New World (2006) [1932] fall into this
category. We will return to consider these famous novels, which, in different
ways, exemplify themes that are recurrent in much contemporary extempo-
rizing about the dangers of future technology. But first, let us consider some
catastrophic scenarios that may result from unfettered technological develop-
ment.

Future developments in information technology offer us the prospect of
creating genuinely powerful artificial intelligence (AI). A threshold in the
development of AI will be reached if and when an artificial intelligence is able
to act so as to improve its own intelligence. At that point, an artificial agent
may be able to become extremely intelligent – and vastly more intelligent than
humans – very rapidly. This prospect is of obvious concern, as it is unclear how
a powerful artificial superintelligence would regard its much less intelligent,
and much less powerful human creators. If the artificial superintelligence was
ill-disposed towards humanity then the prospects for the latter could be grim.
One way of heading off this possibility would be to seek to design ‘friendly
AI’. But it is unclear whether a friendly artificial agent that could rewrite its
own programming would remain friendly for long. In any case, a powerful
artificial agent that sought to act benevolently towards humans could not be
guaranteed to act in ways that we would actually consider to be benevolent
(Yudkowsky 2008).

An additional route to the possibility of inadvertently creating a malevo-
lent superintelligence is via the possibility of uploading. An upload is a mind
that has been transferred from a brain to a computer that is able to emulate
the computational processes that occurred in the biological neural network
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located in the original brain. At present this is, of course, just a theoretical
possibility, but it is one that has been taken seriously by some commenta-
tors for some time now (e.g. Hanson 1994). It could be much easier for an
uploaded mind to increase its intelligence than it is for us biologically bounded
beings. An uploaded mind which was connected to the Internet could access
additional computational resources to dramatically improve itself (Bostrom
2002). In addition to worrying about the possibility of an artificial super-
intelligence that is ill-disposed towards us, we may need to be concerned
about the possibility of a posthuman superintelligence that is ill-disposed
towards us.

Another dramatic dystopian scenario, which is due to Eric Drexler (1986),
is encapsulated in the ‘grey goo problem’. Drexler (1986) speculates that
advances in nanotechnology may lead to nano-scale assemblers that can
be used to rearrange matter one atom at a time. With the aid of significant
computing power, such assemblers could be used to turn physical items into
completely different physical items; waste material into diamonds, and so on.
A concern here is that we might program such assemblers to turn other things
into themselves. If such assemblers were created, and they were able to turn
all other things into themselves, then the entire Universe could end up being
composed only of these assemblers (it would be ‘grey goo’). Whether this is
really possible is unclear, but the scenario is taken seriously by a number of
commentators (Laurent and Petit 2005), and even a mild version of the grey
goo problem, in which assemblers turned many other things into themselves,
would be catastrophic.

It is difficult to know what to do about such speculative dystopian scenar-
ios other than keep them in the back of our minds. Unless we have reason to
think that these are at least somewhat likely to occur, then the chance that
they might possibly occur does not seem sufficient to outweigh the benefits
of conducting research in artificial intelligence, nanotechnology and general
information technology. So, it seems that neither CBA nor weak versions of the
PP could be used to recommend restrictions on research in any of these areas
of technology, in light of the possibility of catastrophic future scenarios. As
we have seen, advocates of strong versions of the PP argue that we should not
consider the potential benefits of new technologies, in circumstances where
significant harms are possible, when formulating policies to manage risk. So,
it might be thought that strong versions of the PP could be used as the con-
ceptual basis for restrictions on research in particular areas of technology, in
light of the possibility of catastrophic future scenarios. However, the para-
doxical consequences of applying strong versions of the PP appear when we
attempt to apply strong versions of the PP to any scenario, so they will appear
in catastrophic scenarios just as they do in non-catastrophic ones (Clarke
2005).



245 On new technologies

14.3.2 1984

The events described in George Orwell’s 1984 take place in Oceania, one of
three warring states, which rule all areas of the world in this dystopian novel.
Oceania is an oppressive dictatorship, controlling its population with the aid
of rigorous and systematic surveillance techniques. There is no possibility of
privacy in the public domain in this society, as public areas are continuously
monitored by cameras, hidden microphones and government spies. There is
some possibility of privacy in the home – the traditional private sphere – but
this is constantly under threat as children are indoctrinated to spy on their
parents and others, and to report suspect activities to the ‘Thought Police’.
1984 has become emblematic of the fears that people have that our future
may become that of an all-encompassing surveillance society. Their fears are
encapsulated in the slogan of Oceania: ‘Big Brother is Watching You’.

Is the society depicted in 1984 particularly objectionable because the
behaviour of its citizens is being continuously monitored or because the infor-
mation obtained is collected by agents of a totalitarian government and used
to oppress that society’s citizens? This question is explored, in a general form,
by David Brin in his The Transparent Society (1999). Brin argues that it is
inevitable that our society is going to become an all-encompassing surveil-
lance society. The important question for him is what sort of surveillance
society we are going to become. He sees two broad alternatives. One sort
of future society is the one familiar to Orwell’s readers, in which surveil-
lance technology is used to collect information about people’s behaviour
in public places and then transmitted to government agencies. In a sec-
ond possible future society, the collected information is made available to
everyone. In some ways, we seem to be evolving towards this second type
of future society. Information about behaviour in public, including video
footage, is now widely available on the Internet. Webcams, which can upload
live feeds of video footage to the Internet, are increasingly common. And
since 2007, Google Maps has offered a service called ‘Google Street View’ (see
http://maps.google.com/help/maps/streetview/). This website currently con-
tains regularly updated still photographs of streets in major American, Aus-
tralian, French and Japanese cities, which are available for public access.

Brin (1999) argues that the second type of possible future society would be
very different from, and much preferable to, the first; and it would also have
many advantages over our current society. One advantage of such a society
that he points to is that people, including employees of government agencies,
would be deterred from attempting to commit crimes. In his view, the rise of
CCTV cameras is already beginning to have this effect on our current society.
Another example of our society taking a step in the direction of the second
sort of surveillance society, which Brin (1999) points to, is the increasing
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popularity of ‘Kindercam’ (see www.kindercam.com), an online service that
allows parents password-protected access to video cameras that monitor the
day care centres hosting their children.

In effect, Brin (1999) is arguing that we will, and perhaps should, flout Nis-
senbaum’s (2004) criterion of contextual integrity as a benchmark for privacy
in the public sphere. One criticism that we might make of Nissenbaum (2004)
is that a strict application of her criterion runs the danger of locking future
societies into institutional structures that are geared around the norms of the
present. Societies evolve and the norms that govern them can be expected to
evolve accordingly. It is not hard to imagine that, in a future society, we will
have little, or even no, expectation of privacy in the public sphere, and may
care very little, or even not at all, for this type of privacy. Some argue that the
very notion of a public sphere, with a set of attendant norms and expectations,
is basically a product of modernity and so relatively recent in origin (Lyon
1994, p. 184). And if the notion of a public sphere is of relatively recent origin
then so is the possibility of privacy in the public sphere. It may be that, as well
as being a relatively recent phenomenon, privacy in the public sphere turns
out to be a relatively short-lived phenomenon. Nissenbaum is aware that her
position is susceptible to the charge of entrenching the status quo. She argues
that, although it sets up a presumption in favour of the status quo, this does
not mean that such a presumption cannot sometimes be overturned (2004,
p. 127). Indeed, she argues that the status quo should sometimes be over-
turned, when we identify adequate reasons for doing so, grounded in funda-
mental social, moral and political values (2004, p. 129).

14.3.3 Brave New World

Orwell’s 1984 is a dystopian novel portraying a repressive totalitarian state.
Huxley’s Brave New World is a dystopian novel portraying a benign dictator-
ship. In the future society, depicted in Brave New World, the vast majority of
the populace is unremittingly happy and unthinkingly obedient to its govern-
ment. Citizens in this society are bred, not born, in ‘hatcheries’. A combination
of selective breeding, and the use of drugs, administered as part of the pro-
cess of foetal development, ensures the production of suitable proportions of
members of a rigid hierarchy of castes, bred to perform distinct work roles.
These citizens are uniformly promiscuous and do not form deep romantic
relationships. They are encouraged to be good consumers and discouraged
from seeking solitude. Negative feelings are soon drowned out by the use of
the socially approved drug ‘Soma’. In short, the lives of people who inhabit
the society depicted in Brave New World are ones that we now think of as
unrelentingly shallow.
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In 1984 and in Brave New World, the potential for individual autonomy
is much reduced from what it is today. In 1984, individual autonomy is
undermined mostly from without, by a repressive state. In Brave New World,
the autonomy of ordinary individuals is undermined mostly from within.
They lack the motivation and means to question the ways in which they
are encouraged to live, as their upbringing renders them almost completely
incapable of reflecting critically on their circumstances.

In recent times, a group of scholars, who have come to be known as ‘bio-
conservatives’, has held up Brave New World as a warning of the potential
dangers of ‘enhancing’ human beings. Bioconservative commentators, includ-
ing Francis Fukuyama (2002), Leon Kass (2003) and Michael Sandel (2007),
worry about the long-term, societal consequences of allowing enhancement
technologies and worry that the use of these may result in us ceasing to
be human and becoming ‘posthumans’. However, ‘transhumanists’, such as
Bostrom (2003), argue that the use of enhancement technologies is likely to
be beneficial for us overall and that it would be a good thing for us, all things
considered, if we were to be transformed into posthumans.

Roughly, enhancement is the use of technology to raise people’s phys-
ical and mental capacities above the levels which these might otherwise
reach. Enhancement is conventionally contrasted with therapy, which aims
to restore lost functioning, although this distinction is somewhat problematic.
Nowadays, humans can enhance themselves by using performance-enhancing
drugs, various forms of cosmetic surgery, and some non-cosmetic surgeries,
such as laser eye surgery, which can improve vision above and beyond nat-
ural levels (Saletan 2005). There is a plethora of ways in which it has been
suggested that humans will become able to enhance themselves in the future,
some of which involve possible future developments in ICT. These include
the development of ‘collective cortex’ systems that aid in shared cognition,
the development of software that will make human cognition more efficient
and the development of software that mediates between the human mind and
a wearable computer, a possibility that has been explored in some detail by
Steve Mann (1997, 2001). If we understand the human mind very broadly,
to include the ‘exoself’ of files, web pages, online identities and other per-
sonal information, then many other more conventional advances in ICT can
be counted as contributions to human enhancement (Sandberg and Bostrom,
2007).

One recurrent theme in bioconservative scholarship is that there is a danger
that, once we are sufficiently enhanced, we may cease to be autonomous indi-
viduals. Future beings may become so integrated in collective communication
structures that they become incapable of operating as individual autonomous
agents. Furthermore, future beings may cease to desire individual autonomy.
They may become the unquestioning obedient subjects of Brave New World.
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But while bioconservatives see the posthuman world as being something more
like a bad combination of Brave New World and 1984, Bostrom (2003) and
other transhumanists imagine the posthuman world as a tolerant and liberal
society, in which enhanced and unenhanced individuals live side by side and
respect one another’s choices and lifestyles. One thing that seems clear is that
debates about the consequences of allowing enhancement technologies will
not go away any time soon.

Thanks to Rafaela Hillerbrand, Steve Matthews and Luciano Floridi for
helpful comments on an earlier version of this chapter.
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15 The foundationalist debate in computer ethics

Herman T. Tavani

15.1 Introduction

There are issues that are more abstract and basic than the substantive issues with
which most information ethics theorizing is concerned. These issues are thought
to be ‘foundational’ in the sense that we cannot fully succeed in giving an
analysis of the concrete problems of information ethics (e.g. are legal intellectual
property rights justifiably protected?) until these issues are adequately addressed.
(K. E. Himma 2007a, p. 79)

Himma proposes one rationale for why foundational issues in information and
computer ethics1 warrant philosophical analysis. Independently of whether
his provocative claim can be substantiated, however, we will see that there
are many compelling reasons for examining foundational issues in computer
ethics (CE). We will also see that various models for understanding CE’s foun-
dational issues have been proposed and continue to be debated.

This chapter begins with a brief analysis of a model defended by Floridi and
Sanders (2002) for examining foundational issues in CE via five ‘approaches’.
Next, we propose an alternative model, which frames CE’s foundationalist
debate in terms of three principal questions. The remaining sections analyse
these questions in detail. In proposing answers to each question, the chapter
incorporates some insights from CE’s leading theorists.

1 Himma uses the expression ‘information ethics’ to describe the field of applied ethics that
we refer to as ‘computer ethics’ in this chapter. The two expressions are often used
interchangeably, but they can also refer to two distinct fields or sub-fields. Floridi (2008e)
notes that ‘information ethics’ has ‘come to mean different things to different researchers
working in a variety of disciplines’, from computer science to philosophy, to library and
information science, and so forth. To avoid this ambiguity, we follow Floridi in using the
expression ‘computer ethics’ in our analysis of the foundationalist debate. We will see that
‘Information Ethics’ (or ‘IE’) is used by Floridi (1999b) and others to refer to a particular
macroethical theory/methodological framework for computer ethics, as opposed to a
specific field of applied ethics.



252 Herman T. Tavani

15.2 The Floridi/Sanders model

According to Floridi and Sanders (2002, p. 2), the foundationalist debate can
be viewed as ‘a metatheoretical reflection on the nature and justification of CE
and the discussion of CE’s relationship to the broader context of metaethical
theories’. The authors examine various conceptions of CE that have evolved
from a ‘random collection of heterogeneous computer-related ethical issues’
to a discipline that is now more ‘coherent and cohesive’. Floridi and Sanders
articulate five distinct ‘approaches’ that have emerged in the evolution of CE
as a field of applied ethics (see Table 15.1): the No-Resolution Approach (NA),
Professional Approach (PA), Radical Approach (RA), Conservative Approach
(CA) and Innovative Approach (IA).

In the NA approach, CE problems are seen as presenting us with ‘unsolvable
dilemmas’ and thus are a ‘pointless exercise [with] no foundation’ (Floridi
and Sanders, p. 2). However, the authors also point out that even though NA
provides only a ‘minimalist starting point’, it is ‘useful’ because it prompts the
other four approaches, and it sensitizes people both to the fact that computer
technology has social and ethical consequences and to the kinds of ethical
issues that arise from the use of computer technology.

PA stresses professional-responsibility issues affecting the development of
computing technology. It has been defended by Gotterbarn (1995) and others
(e.g., Buchanan 2004). Floridi and Sanders (p. 3) describe PA as a ‘pedagogical
methodology’ that has been used in the instruction of computer science profes-
sionals, including software engineers. According to Gotterbarn, PA introduces
computer science students to the ‘responsibilities of their profession’ and to
the ‘standards and methods used to resolve non-technical questions about
their profession’. Floridi and Sanders note that PA takes seriously issues such
as technical standards and requirements for professional guidelines, and thus
stresses the vital importance of CE-education. A significant disadvantage of
PA, however, is that its exclusive focus of professional-responsibility concerns
provides us with a very narrow conception of CE as a field of applied ethics
(Tavani 2007, 2010).

Both NA and PA can be construed as non-theoretical, or pre-theoretical,
approaches in that they do not directly engage ethical theory in their analyses
of CE issues. As such, they can be contrasted with the RA and CA approaches.
Whereas RA stresses the novelty of CE’s issues, suggesting that new ethical
categories are needed, CA assumes that issues in CE can be handled by con-
ventional ethical categories. Some proponents of RA, such as Maner (1996)
and Barger (2008), claim that the use of computer technology has introduced
new ethical issues or dilemmas, unique to computing. Advocates of CA, on the
contrary, reject the view that CE has any new or unique features, even though
some CE issues may initially seem to pose a challenge for ‘ordinary ethics’.
Johnson (2009) has defended a version of CA via an evolutionary metaphor



253 The foundationalist debate in computer ethics

Table 15.1 The Floridi/Sanders model for analysing foundational issues in CE.

Name of approach Focus of analysis for CE

NA (No Resolution Approach) Suggests that CE’s dilemmas are unsolvable
because CE lacks a foundation.

PA (Professional Approach) Views CE as a sub-field of professional ethics,
whose focus is on pedagogy for training CS
professionals.

RA (Radical Approach) Focuses on aspects of CE that are allegedly new
or unique.

CA (Conservative Approach) Analyses CE in terms of traditional categories of
ethics.

IA (Innovative Approach) Proposes an alternative macroethical framework
for CE.

(involving genus and species) in which ethical issues raised by computer tech-
nology are understood as ‘new species’ of (existing) generic moral problems.
In this scheme, CE issues can be viewed as old (traditional) ethical problems,
but with a new variation or new twist.

Floridi and Sanders defend a scheme called IA, as a mid-way position
between CA and RA. IA is based on a macroethical framework that Floridi
(1999b) calls Information Ethics (IE). Floridi and Sanders argue that IE is
neither conservative nor radical, but rather ‘innovative’. We will analyse IE in
detail in Sections 15.5.2 and 15.6.2. The CA and RA positions are examined
in Sections 15.5.1 and 15.6.1, while PA is briefly considered in Section 15.4.
NA, however, will not be further examined because it is not essential to our
analysis of the foundationalist debate.

Table 15.1 summarizes the five approaches in the Floridi/Sanders model,
which inform our analysis of foundational issues in CE in the remaining
sections of this chapter.

15.3 An alternative model for analysing the foundationalist debate

Whereas Floridi and Sanders frame CE’s foundationalist debate in terms of
the five ‘approaches’, identified above, the same debate may be analysed via
three distinct, but related, questions:

(1) Is CE a legitimate field of applied ethics that warrants philosophical con-
sideration?

(2) Are any aspects of CE new or unique in a philosophically interesting sense?
(a) Have any new ethical issues or problems been generated?
(b) Have any new ethical objects been introduced?



254 Herman T. Tavani

(3) Does CE require a new ethical framework?
(a) Are any new normative ethical theories required?
(b) Are any new meta ethical theories or methodological frameworks

required?

Although each question is conceptually distinct, and thus deserves to be ana-
lysed independently, aspects of the three questions also intersect at some
points or overlap at others. For example, an adequate answer to (1) may
depend on answers to (2) or (3), or both. And (3) is significant if the answer
to (2) is ‘yes’. Questions 2 and 3 are each further subdivided into two sub-
questions affecting the debate about foundational issues in CE. Questions
2(a) and 2(b) are analysed in Section 15.5, while Questions 3(a) and 3(b) are
examined in Section 15.6. First, however, we consider Question 1.

15.4 Is CE a legitimate field of applied ethics that warrants
philosophical analysis?

As already noted, some have questioned the legitimacy of CE as an inde-
pendent field of applied ethics worthy of philosophical consideration. For
example, Floridi (1999b) has suggested that CE’s legitimacy as a philosophical
field is threatened because it lacks an appropriate ‘methodological founda-
tion’. Others argue that CE should be conceived of simply as a branch, or
sub-field, of professional ethics. According to PA, for example, CE can be
understood as a sub-field of computer science concerned with identifying and
analysing issues of ethical responsibility for computer professionals. PA’s sup-
porters draw some comparisons between the computer profession and other
professional fields, such as medicine and law. They point out that in medical
ethics and legal ethics, the principal focus of analysis has been on issues of
moral responsibility that affect individuals as members of those professions.
Continuing with this analogy, some proponents of PA support the view that
the principal, and perhaps even the sole, focus of CE should be on issues
of professional responsibility for computer-science and software-engineering
professionals.

Defending the view that CE can best be understood as a branch of pro-
fessional ethics (for the computing profession), Gotterbarn (1995) claims that
many issues associated with CE are not really computer-ethics issues at all. He
argues that computer-assisted crimes (that have captured the popular media’s
attention) should not be viewed as issues in CE, just as a crime involving a
murder committed with a surgeon’s scalpel should not be thought of as an
issue in medical ethics. In the same way that medical ethics examines issues in
the medical profession that are relevant for medical professionals, so too can
CE be understood as a field that examines ethical issues that affect computer
professionals.
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Gotterbarn uses some instructive analogies to defend his version of PA. For
example, he notes that, historically, the introduction of some technologies
profoundly affected our daily lives. In particular, he mentions the printing
press, the automobile and the airplane. He points out that each has had a
significant, and arguably ‘revolutionary’, effect on our social institutions. But
Gotterbarn also notes that we do not have categories such as ‘printing press
ethics’, ‘automobile ethics’ or ‘airplane ethics’. So, he asks why we need a field
of computer ethics that is independent of a sub-field of computer science or
professional ethics to examine issues in CE-proper, which are limited to ethical
issues that affect the professionals responsible for the design, development and
maintenance of computer systems. In other words, he questions the legitimacy
of CE as something more than an area (of computer science) that examines
ethical issues that affect computer professionals.

One might argue that, in the era of computing prior to the Web, the view
of CE as mainly a field of professional ethics was plausible. During that
period, a proportionately high number of computer users were also computer
professionals; in fact, in the early days of computing, the majority of computer
users may indeed have been computer professionals. But that phenomenon
changed significantly with the advent of the personal computer in the early
1980s and especially with the widespread use of the Internet in the early
1990s. Because the number of ordinary computer users now far exceeds the
number of users who are computer professionals, one might easily infer that,
today, PA would seem to be a less plausible position than it might have been
at one time (Tavani 2007, 2010).

If our critique of PA is correct, a different answer is needed for a posi-
tive response to the question posed at the beginning of this section: Is CE a
legitimate field of applied ethics that warrants philosophical consideration?
An insightful answer has been proposed by Moor (1985, p. 266) who describes
CE as

the analysis of the nature and social impact of computer technology and the
corresponding formulation and justification of policies for the ethical use of such
technology.

First, we should note that Moor’s definition goes beyond, but does not exclude,
the principal claim of PA that CE must address ethical issues affecting com-
puter professionals. His conception of CE as an academic discipline is much
broader in scope than Gotterbarn’s, and this difference is apparent in Moor’s
arguments for why CE is justified as an independent field of applied ethics.
Moor argues that, because computer technology is ‘logically malleable’, it
allows for new kinds of actions that were not previously possible. These
actions sometimes stretch and strain our legal and ethical norms and intro-
duce what Moor calls ‘policy vacuums’. Before these vacuums or voids can be
filled with either revised or new policies, we sometimes need to clarify one or
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more ‘conceptual muddles’ that can also arise (Moor, pp. 266–267). In Moor’s
view, one justification for continued research in CE as a separate field has to
do with the number and kinds of policy vacuums that arise.

Others suggest that CE is justified as an academic field or discipline because
it has some ‘unique’ aspects or dilemmas. For example, Maner (1996), whose
arguments are examined in Section 15.5.1, claims that CE ‘must exist as a
field of study worthy of existence in its own right’ because it has unique
aspects. And Barger (2008, p. 14) argues that the ‘nature of the computer and
its operation gives certain dilemmas in computing a difference in degree that
approximates a difference in kind and that certainly makes computer ethics a
unique field of study’. Himma (2003) describes these views of CE as examples
of the ‘disciplinary thesis’, and he questions the alleged logical relationship
between the justification of CE as a discipline and the requirement that CE has
some unique aspects. According to the disciplinary thesis,

ethical problems arising in connection with computer technologies represent a
class that is indistinguishable in principle from other areas of applied ethics and
should be studied by applied ethicists specializing in such problems. (Himma,
p. 234)

In this view, CE is a legitimate field if and only if CE either (a) has some
unique issues or dilemmas, or (b) requires a unique ethical theory. Himma
rejects the view that such a logical relationship is required, arguing that
CE could be justified as a distinct field of applied ethics independently of
either (a) or (b). In doing this, he draws some comparisons between medi-
cal ethics and computer ethics, and he shows that just as the former field
of applied ethics needs no unique ethical issues or new ethical theories to
justify its philosophical worthiness as a distinct field of applied ethics, nei-
ther does the latter. Unlike Gotterbarn, however, Himma does not draw on
professional-related ethical issues in his analogies involving medical ethics
and computer ethics. Instead, Himma notes that just as some medical tech-
nologies, such as those affecting reproduction and cloning, have helped to
define parameters of the field of medical ethics, so too have issues affect-
ing computing technology itself contributed to the cluster of issues examined
in CE. Thus, there is no compelling reason to believe that any unique eth-
ical issues affecting computing technology are required to justify CE as a
legitimate discipline. Like Himma, the present author (Tavani 2002, 2007,
2010) has also argued that the legitimacy of CE as an independent field of
applied ethics is not contingent on the existence of any unique issues, prop-
erties, etc. (even if it turns out that such issues, properties, etc. are generated
in CE).

We next consider the second of the three questions in our model for
analysing foundational issues in CE.
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15.5 Are any aspects of CE new or unique in a philosophically
interesting sense?

As already noted, proponents of RA have argued that CE has some unique
aspects, e.g., unique issues or dilemmas, unique attributes or properties, and
so forth. Henceforth, we refer to the claim that computer ethics is unique
(in some sense) as the CEIU thesis (Tavani 2002). In our examination of the
arguments for and against this thesis, we will see that those who defend CA
tend to reject CEIU, arguing that claims about the uniqueness of CE have
been vastly overstated. RA’s defenders, on the contrary, tend to embrace
one or more elements of the CEIU thesis. For example, some suggest that
CE is unique because it generates new ethical issues, while others claim
that CE has some features that distinguish it from other fields of applied
ethics.

Himma (2007a) argues that claims inherent in CEIU can be analysed
in terms of four distinct ‘theses’, which he calls the Meta-ethical The-
sis, the Normative-ethical Thesis, the Epistemological Thesis and the Prop-
erties Thesis. We will refer to these positions as MT, NT, ET and PT,
respectively.

According to MT, ‘there are acts in computer ethics that cannot adequately
be characterized by the traditional metaethical concepts of obligatory, per-
missible, good, and supererogatory’. In the NT view, ‘computer technologies
present ethical problems that cannot, as an objective matter, be adequately
resolved by recourse to existing normative-ethical first-principles’. According
to ET, ‘computer technologies present ethical problems that resist the analogies
that enable us to see how ethical theories and first-principles apply in other
fields of applied ethics’. PT has two variations: a ‘strong’ properties thesis, and
a ‘weak’ one. In the latter variation, computers ‘instantiate ethically signifi-
cant properties’ (including the possibility of ‘moral personhood’), whereas the
strong view asserts that computers instantiate ethically significant properties
that are not instantiated by any other ‘thing or being in the universe’ (Himma,
p. 80). We limit our discussion of PT to the view that Himma describes as the
weak thesis. Himma’s analysis of CEIU via the four theses informs our anal-
ysis of the foundationalist debate in the remaining sections of this chapter.
Whereas aspects of ET and PT are examined in Sections 15.5.1 and 15.5.2, MT
and NT are considered in 15.6.1 and 15.6.2. Table 15.2 summarizes Himma’s
model.

We next analyse the two components of Question 2: (a) Has comput-
ing technology generated any new moral issues/problems? (b) Has comput-
ing technology introduced any new moral entities/objects? These correspond
to issues affecting ET and PT, respectively. We begin with an analysis of
Question 2(a).
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Table 15.2 Himma’s model for analysing CEIU via four theses.

Thesis Corresponding claim

ET (Epistemological Thesis) CE presents problems that cannot adequately be
analogized with other fields of applied ethics.

PT (Properties Thesis) CE presents problems that cannot be easily
resolved because computers instantiate ethically
significant properties not found in other
technologies.

NT (Normative Ethics Thesis) CE presents problems that cannot adequately be
resolved by recourse to existing first principles in
morality.

MT (Metaethical Thesis) CE presents problems that cannot adequately be
characterized by the traditional concepts of
obligatory, permissible, good and supererogatory.

15.5.1 Have any new ethical issues or problems been generated?

An issue/problem in applied ethics can be viewed as a controversial topic that
warrants ethical analysis. Among the topical areas associated with controver-
sies affecting computing technology are (general) categories such as security,
anonymity, privacy, property, access and so forth. In this scheme, concerns
affecting ‘personal privacy’ would be an example of a typical issue in CE that
is also fairly general in scope – privacy concerns raise ethical issues because
they typically involve one or more fundamental or core moral notions such
as autonomy, fairness, justice and so forth. At a more specific level, pri-
vacy threats affecting spyware, cookies or RFID technologies are examples
of some ‘particular ethical issues’ associated with privacy and computing
technology.

Maner (1996) argues that computer technology has generated some moral
issues that did not exist before the advent of computing technology and that
could not have existed if computers had never been invented. It is unclear,
however, which (specific) ethical issues he has in mind. If Maner meant that
some new issues qua topical areas (in general) have been generated, it would
have been helpful if he had explicitly identified them: but he has not done
this. So perhaps he meant something less controversial – viz., that some new
instances of existing moral issues (e.g. under traditional classificatory schemes
such as personal privacy or intellectual property) have been introduced. In one
sense ethical issues affecting RFID privacy or software piracy would have been
impossible if computer technology had never been developed. Yet, this is true
only in a trivial sense. The (general) underlying concerns of both issues – i.e.,
surveillance involving the unauthorized collection of personal information,
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and theft involving the unauthorized copying of proprietary information –
existed long before the introduction of computing technology (Tavani 2007).
If all that Maner meant was that new variations of (traditional) moral problems
have been generated, one could reasonably ask whether his position differs in
any significant respect from claims made by some who embrace CA, such as
Johnson (2009), as opposed to those who defend the more radical claims in
RA about CE’s alleged uniqueness.

A second interpretation of what Maner meant is that computer technol-
ogy possesses some unique features or ‘properties’ that are ethically relevant.
For example, he points out that computers are ‘uniquely malleable’, ‘uniquely
complex’, ‘uniquely fast’ and ‘uniquely coded’. In focusing on the unique
attributes or properties of computers, Maner can be interpreted as holding
a variation of Himma’s properties thesis (PT) regarding CEIU. However, one
may wonder whether Maner’s claim, so interpreted, entails the more contro-
versial claim that computers have generated new ethical issues (qua topical
areas or qua specific instances of topical areas). Although technological fea-
tures, such as malleability, might indeed be unique to computer technology,
it does not follow that any unique ethical issues have emerged because of
this technology’s malleability. Proponents of CEIU, who argue that CE issues
must be unique because certain features or aspects of computing technol-
ogy are unique, commit the ‘computer-ethics-is-unique fallacy’ (Tavani 2007,
2010): computer technology has some unique technological features; the use
of computer technology has generated ethical concerns; therefore, such ethical
concerns must be unique. This line of reasoning is fallacious because it mis-
takenly assumes that characteristics that apply to a certain technology must
also be inherited by the ethical issues associated with it.

A third, and final, interpretation of what Maner intended in his defence of
CEIU can be found in his remarks about the lack of an ‘effective analogy’ for
understanding CE issues. There, he claims that our inability to find ‘satisfactory
non-computer analogies’ for moral issues involving computers ‘testifies to the
uniqueness of computer ethics’. This claim would seem to correspond to the
view expressed in Himma’s epistemological thesis (ET) – i.e., the interpretation
of CEIU stating that ethical problems generated by computers resist analogies
with ethical problems handled by standard ethical categories and theories. But
a claim about the lack of an effective analogy for understanding CE issues is
a very different sort of claim from one asserting that CE has introduced new
ethical issues that are also unique to computers. Also, we can ask why these
analogies with ordinary ethics are unsatisfactory (even if computer technology
has properties that are vastly different from those found in other kinds of
earlier technologies). Unfortunately, Maner does not elaborate on why a lack
of effective analogies with other technologies entails that CE issues are unique.
So, it would seem that, when Maner’s claims about the uniqueness of CE are
examined from the perspective of ET, they fail to support CEIU.
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If the CEIU thesis cannot be defended, does it follow that there is nothing
special about CE or that CE does not merit the attention of philosophers and
ethicists? Moor (1998) points out that CE raises some concerns that fall outside
the scope of ‘routine ethics’. It is important to note, however, that Moor does
not claim that CE issues are unique ethical issues, even though he argues
that computer technology has been used in ways that raise special ethical
problems. Recall Moor’s claims affecting the logical malleability of computer
technology and the kinds of policy vacuums and conceptual muddles that
result because of the malleable nature of that technology. Moor (1985) also
argues that the use of computers has generated ‘new possibilities for human
action’, which, in turn, raise ethical concerns. In determining whether these
new possibilities for human action, made possible by computing technology,
have also introduced any new objects that deserve moral consideration, we
turn to Question 2(b).

15.5.2 Have any new ethical objects been introduced?

Jonas (1984) argued that ‘modern technology’ – though he does not specif-
ically mention computer technology – has made possible certain kinds of
actions which, in turn, have disclosed ‘new objects of ethical consideration’.
According to Jonas, our traditional scheme of ethics is no longer adequate
in the era of modern technology because the nature of human action has
changed in fundamental ways and this requires a change in ethics in which
‘new objects’ must be added. Prior to the twentieth century, most philoso-
phers and moral theorists, at least in the West, assumed that the sphere of
ethical consideration applied only to human beings. That view was eventually
challenged by animal rights proponents, who argued that animals deserved
moral consideration (because they are sentient beings), and by some environ-
mentalists who believed that ethical consideration should also be extended to
trees and plant life (because they are biological life forms). However, Jonas
argued that the sphere of moral consideration needed to be expanded further
to include additional ‘objects’, such as future generations of human beings as
well as (the whole of) nature itself.

Floridi (1999b) argues that we need to extend the domain of moral consid-
eration beyond the boundaries proposed by Jonas, because non-biological or
inanimate objects can also have moral status and thus must be granted con-
sideration. According to Floridi (2008e, pp. 10–11), all entities in the Universe
can be viewed as ‘clusters of data’, which he calls ‘informational objects’.
Floridi defines these ‘objects’ as ‘encapsulated packages’ that are ‘discrete’
and ‘self contained’. To understand why these objects warrant moral consid-
eration, we need to analyse some key components of Floridi’s Information
Ethics (IE) framework, which he describes as a ‘patient-oriented, ontocentric,
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ecological macroethics’. IE is a macroethics (as opposed to a microethics),
Floridi argues, because it is like utilitarianism, Kantianism, and other stan-
dard theories of ethics in terms of their breadth of application. But he also
shows why it is different from those conventional macroethical theories, which
Floridi claims to be either anthropocentric or biocentric. Whereas utilitarian
and deontological (macroethical) theories have tended to be anthropocentric
(focusing on ways that human actions affect other humans), environmental
and ecological macroethical theories are life-centred or biocentric (taking into
consideration the interests of life forms in addition to humans). Like the eco-
logical (macroethical) theory, IE avoids anthropocentrism; but IE goes one
step further by replacing biocentrism with ‘ontocentrism’.

According to IE, there is something more elemental than life – viz., being
(i.e., what Floridi (p. 12) describes as the existence and flourishing of all entities
and their global environment). And there is something more fundamental than
suffering, viz., a condition that Floridi describes as ‘entropy’. It is important to
note, however, that Floridi’s notion of entropy is not the same as the physicist’s
concept of thermodynamic entropy. For Floridi, entropy refers to ‘any kind
of disruption, corruption, pollution, and depletion of informational objects’
which could result in any ‘impoverishment of being’. IE is concerned with the
well-being of the infosphere and the ‘evil’ (i.e., the harm) that can be suffered
by objects in the infosphere. So, IE shifts the emphasis away from traditional
concerns affecting only the well-being of humans, and in some cases only the
well-being of biological life forms, to concerns about the well-being of the
whole infosphere (and the informational objects that comprise it, including
humans and biological life forms as well).

Although Floridi argues that all entities, qua informational objects, have
intrinsic moral value, he also notes that the moral value of informational
objects can be ‘quite unusual’ and that it is ‘overridable’. But informational
objects are nonetheless moral patients that are owed at least some ‘mini-
mal degree of moral respect’. Floridi (p. 12) also holds that duties owed to
informational objects (as moral patients) by moral agents are evaluated either
(i) ‘positively’, if an agent’s actions contribute to the growth of the infosphere
or (ii) ‘negatively’, if an agent’s actions adversely impact the infosphere (i.e.,
through the depletion of informational objects, the degradation of information
and informational resources, and so forth).

Floridi draws some important distinctions between moral patients and moral
agents. In IE, both the infosphere and the informational objects that comprise
it are moral patients that (a) need to be recognized as being at ‘the centre of
some basic ethical claims’ and (b) are owed some respect by moral agents. As
Floridi (p. 17) puts the matter, an agent’s

decisions and actions should always be based on how the latter affects the
well-being of the infosphere, that is, on how successful or unsuccessful they are
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Table 15.3 Four (sub)questions corresponding to Himma’s four CEIU theses.

(Sub)question Corresponding thesis

2(a) Has CE generated any new
moral issues/problems?

ET – CE issues are unique because they
cannot be properly analogized.

2(b) Has CE introduced any new
moral objects?

PT – CE is unique because computers
instantiate unique properties.

3(a) Does CE require any new
(normative) ethical theories?

NT – CE is unique because existing first
principles cannot be applied.

3(b) Does CE require any new
metaethical theories or
methodological frameworks?

MT – CE is unique because it cannot be
characterized by the traditional concepts
of obligatory, permissible, etc.

in respecting the ethical claims attributable to information entities involved, and
hence in improving or impoverishing the infosphere.

In this sense, IE suggests an ‘ontological shift’ in our thinking about the kinds
of objects that can qualify for moral consideration and about the kinds of
obligations that are owed to these objects qua moral patients by (human and
non-human) moral agents.

Thus far, we have only briefly described some of the duties that moral agents
have in preserving the well-being of the infosphere. In Section 15.6.2, we
examine the concept of moral agency in more detail. We conclude Section 15.5
by summarizing some key points in our analysis of two interpretations of
CEIU. First, we saw that there were no compelling reasons to believe that
CE has generated any unique or new ethical issues. Next, we saw that, if IE
is correct, a ‘new’ category of objects (viz., informational objects) deserve at
least some moral consideration. But it is also important to note that IE does
not claim that these objects either (i) have been introduced solely because of
computer technology, or (ii) deserve moral consideration because they have
some properties that are unique to computers.

Next, we turn our attention to the final question in our analysis of the foun-
dationalist debate, Question 3, which also has two component parts. Whereas
Question 3(a) asks whether a new (normative) ethical theory is needed for
CE, Question 3(b) inquires into whether a new metaethical theory or a new
methodological framework is needed. Both questions, as in the case of Ques-
tions 2(a) and 2(b), overlap with two of Himma’s four ‘theses’ underlying CEIU
(summarized above in Table 15.2). Table 15.3 describes the corresponding
relationships that obtain between Questions 2(a) through 3(b) and Himma’s
four theses.
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15.6 Does CE require a new ethical framework?

In answering this question, it is helpful to understand some of the claims that
may be labelled as ‘traditionalist’ and ‘expansionist’ (Tavani 2005). Whereas
the traditionalist position corresponds closely to Floridi and Sander’s notion of
CA, the expansionist position is similar to their category of RA. Traditionalists
answer ‘no’ to Question 3 because they believe that our existing framework of
ethics, including our standard concepts and theories, is adequate to analyse CE
issues. Among those who defend the traditionalist view are Johnson (1994)
and Gert (1999). Although Johnson views CE issues as a ‘new species of
existing moral problems’, she also claims that ‘ordinary ethics’ is sufficient
to handle these issues. Gert, who also believes that no new theory is needed,
offers a different kind of rationale. Unlike Johnson and others, who embrace
traditional ethical theories such as utilitarianism, Kantianism and so forth, Gert
argues that his own system of ‘common morality’ is superior. He then shows
how his system can be successfully applied to ethical issues in computing by
examining the question whether it is permissible to copy proprietary software,
and concludes that no new or special ethical theories are required to analyse
issues in CE. Unfortunately, an examination of Gert’s rich and interesting
moral system, in the detail that it deserves, is beyond the scope of this chapter.
The purpose in mentioning his theory, as well as the traditionalist’s position in
general, is to draw a contrast with the expansionist’s claim that a new ethical
framework is required.

We next examine some specific claims that expansionists have put forth
with respect to Question 3(a).

15.6.1 Are any new normative ethical theories required?

Expansionists such as Adam (2005) and Górniak-Kocikowska (1996) claim
that we need a new ethical theory to understand and resolve issues in CE. It
is important to point out that neither Adam nor Górniak-Kocikowska argue
that a new theory is needed because CE has any unique features or issues. It
is also worth noting that they provide two very different accounts of the kind
of ethical theory that is needed, as well as very different kinds of answers to
the question of why a new theory is needed.

Adam argues that conventional ethical theories, such as utilitarianism and
deontology, are insufficient for analysing CE issues because they have either
ignored or greatly underestimated the importance of gender in CE. This, in
turn, has resulted in gender issues being ‘under-theorized’ in CE research.
Arguing that a gender-based ethical theory is needed to remedy this problem,
she puts forth a theory that is based on a feminist ethics – in particular, on
the ‘ethic of care’. Adam then offers some reasons why an ethic of care can
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improve our understanding of gender issues affecting CE. For one thing, she
claims that it helps us better understand ethical concerns and controversies
affecting power and privacy. With regard to the former, a gender-informed
framework enables us to see some of the relations of power that are involved
in the development and use of computers. Regarding the latter topic, she holds
that her theory can help us to see that the concept of privacy can be different
for men and women. As a result, Adam argues that a gender-informed theory
can help us to understand CE issues involving cyberstalking and Internet
pornography in ways that the standard ethical theories cannot.

Even if we accept Adam’s arguments for why the standard ethical theories
used in CE are inadequate, it is still unclear why the gender-informed theory
she articulates is peculiar to issues affecting computing per se, as opposed
to broader areas of applied ethics that also are affected by controversies sur-
rounding privacy and power. For example, ethical concerns affecting privacy
and power for women could arise in other fields of applied ethics, such as
legal ethics, bioethics and biotechnology ethics. So, her arguments for a new,
gender-informed ethical theory for CE would also entail that such a theory
would be required for other fields of applied ethics as well. In that case, Adam’s
thesis is as applicable to contemporary applied ethics in general, as it is for CE
in particular. Thus, any need for a new ethical theory, based on the account
that Adam provides, would not seem to arise solely from concerns affecting
computer technology.

Górniak-Kocikowska presents a very different kind of case for why a new
ethical theory is needed for CE. Her argument can be analysed into two stages.
The first stage begins with a historical look at how certain technologies have
brought about ‘social revolutions’. For example, she notes that the ‘revolution’
brought on by the printing press affected both our social institutions and our
(theorizing about) ethical values in profound and fundamental ways. She then
draws some comparisons with the ‘computer revolution’, claiming that it too
has affected our institutions and values in the same ways. The second stage
focuses on the ‘global’ aspect of computing technology. Górniak-Kocikowska
claims that, because the computer revolution is global in its impact, we need
a ‘new global ethical theory’. In particular, she argues that we need a new
ethical theory that can respond to problems generated globally by computer
technology, in much the same way that new ethical theories arose in response
to social issues that resulted from technologies such as the printing press and
the ensuing ‘printing-press revolution’.

The first stage of Górniak-Kocikowska’s argument suggests that new ethical
theories might be required whenever a ‘revolutionary technology’ is intro-
duced. But, what will count as a technology that is ‘revolutionary’ vs. one
that is merely influential? For example, the automobile, when introduced,
might have been viewed by many people as a revolutionary technology. Yet,
we did not need a new ethical theory to address social issues affecting the
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impact of automobiles. Turning to the second stage of her argument, it would
seem that new ethical theories are needed to handle technologies that have
a ‘global impact’. But is a new ethical theory needed for CE merely because
of the global impact that computing has had to date? Consider that many
other technologies, such as aviation, space travel or reproductive technologies
(such as in vitro fertilization), have also had a global impact. However, no
one has argued that we need a new (universal) ethical theory to account for
their global impact. So, it is unclear how Górniak-Kocikowska’s argument can
convince us that a new ethical theory is needed for CE, at least on the basis
of the evidence she provides. We next turn to Question 3(b).

15.6.2 Are any new methodological frameworks required?

While some novel, methodological frameworks have been proposed for CE,
many proposals have also been based on the modification and extension of
existing applied-ethics frameworks that can be tailored in ways to address spe-
cific concerns affecting CE. An example of the latter is articulated by van den
Hoven (1997), who has argued for a method of ‘reflective equilibrium’, based
on the model introduced by Rawls. Such a methodological scheme is applica-
ble for CE (and for engineering ethics as well), van den Hoven claims, because
it provides the appropriate levels of generality and particularity needed to
‘shuttle’ back and forth between specific cases affecting computing technol-
ogy and general principle and theories that can be applied within and across
the various cases.

Van den Hoven (2008, p. 59) has described some recent methodological
trends in CE, as well as in engineering ethics, in terms of a ‘design turn’.
He notes, for example, that just as there was a shift in ethical analysis from
metaethics to applied ethics in the second half of the twentieth century – i.e.,
an ‘applied turn’ in ethics – a more recent shift has occurred in that signifi-
cant attention is being paid to the role that design decisions can play in the
analysis of applied-ethics issues. For example, some ethicists now focus much
of their early analysis of ethical problems involving technologies (and prac-
tices affecting those technologies) on the various kinds of values that can be
either consciously or unconsciously built into those technologies. While some
of the proposed methodological frameworks have been fairly modest, others
include requirements that are more controversial. We next examine a model,
‘disclosive computer ethics’, introduced by Brey (2000) as a methodological
framework for CE. It is relatively modest in terms of the required changes it
proposes.

Brey argues that the standard methodology used by philosophers to conduct
research in applied ethics needs to be modified for CE. The revised method
that he proposes builds on some of the models advanced by analysts working
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in the area of ‘value-sensitive design’ (or VSD). For example, Friedman et al.
(2008) have argued that implicit values, embedded in computing technologies,
need to be identified at the design stage of their development. They claim
that designers need to understand which kinds of values they are ‘building
in’ to technologies they develop and implement. Brey argues that, in the
case of computing technology, this requires some changes in the standard or
‘mainstream’ method of applied ethics. Because that model was developed
to analyse (already) known moral controversies, Brey worries that it can
easily fail to identify features and practices that may have ‘moral import’
but are yet unknown. He describes such features and practices as ‘morally
opaque’, which he contrasts with those that are ‘morally transparent’. While
the latter kinds of features and practices are easily recognized as morally
problematic, it can be difficult to identify some morally opaque features and
practices affecting computer technology. For example, Brey notes that many
people are aware that the practice of placing closed circuit video surveillance
cameras in undisclosed locations may be controversial, from a moral point of
view. Many people may also be aware that computer spyware can be morally
controversial. However, Brey argues that other kinds of morally controversial
practices and features involving computer technology might not be as easily
discerned because of their opaqueness.

Brey notes that a practice or a feature affecting computer technology can be
morally opaque for one of two reasons: (a) it is yet unknown, or (b) it is known
but perceived to be ‘morally neutral’. An example of (a) includes computerized
practices involving cookies technology, which would be ‘unknown’ to those
who are unfamiliar with Internet cookies. An example of (b) includes practices
affecting online search facilities, a technology with which most computer users
are familiar. However, users may not be aware that this technology is used
in practices that record and store information about a user’s online searches,
which may be controversial from a moral point of view, as some learned
for the first time in 2005, when the US Government subpoenaed the search
records of users for Google, MSN and Yahoo.

According to Brey, an adequate methodology for CE must first ‘disclose’ any
features and practices affecting computers that otherwise might not be noticed
as having moral implications. Appropriately, he calls his methodology the
‘disclosive method’ of CE because its initial aim is to reveal any moral values
embedded in the various features and practices associated with computer
technology. It is in this sense that the standard applied-ethics methodology
needs to be expanded to accommodate specific challenges for CE. It remains
unclear, however, why the disclosive method should be limited to CE. For
example, medical technology also includes features and practices that are
morally opaque. Consider that in vitro fertilization and stem cell research are
examples of medical technologies that, initially at least, had morally opaque
aspects that needed to be ‘disclosed’. So the methodological changes proposed
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by Brey for CE would seem to have far wider applications for applied ethics
in general.

Because Brey’s ‘disclosive method’ mainly expands upon the standard
method used in applied ethics, it is not a radically new framework. How-
ever, others argue that we need an altogether different kind of methodological
framework for CE. Perhaps the most provocative proposal is Floridi’s Infor-
mation Ethics (IE) methodological/macroethical framework.

We have already examined some important aspects of IE in Section 15.5.2,
where our focus was on the status of informational objects that qualified as
moral patients in the infosphere. In this section, our primary emphasis is on
how IE also functions as a macroethical theory/methodological framework
for CE. In Section 15.5.2, we saw how Floridi’s IE macroethics was different,
in several key respects, from standard ethical theories such as utilitarianism,
Kantianism and virtue ethics. We next examine some of Floridi’s arguments
for why IE is a superior methodological framework for CE. They are based
on distinctions he draws between: (i) macroethical vs. microethical issues; (ii)
patient-centred vs. agent- and action-centred systems; and (iii) (non-moral)
agency and moral agency. We begin with a brief look at Floridi’s arguments
involving (i).

Floridi (1999b) claims that one virtue of IE, as a methodological framework,
is that it enables us to distinguish between macroethical and microethical
aspects of CE. He argues that IE, as a macroethics, helps us to analyse spe-
cific microethical issues in CE, such as privacy, in a way that the standard
macroethical frameworks cannot. Floridi notes that the concept of privacy is
not well theorized by any of the standard macroethical theories used in CE,
and he shows how IE can help us to understand some of the ontology-based
considerations that need to be taken into account in analysing the concept
of privacy and framing an adequate informational-privacy theory. Floridi
(2005d) advances a theory, called the ontological theory of informational pri-
vacy, which he argues is superior to the classic theories of informational
privacy. His ontological privacy theory is provocative for several reasons;
for one thing, it shifts the locus of a violation of privacy away from con-
ditions tied to an agent’s personal rights involving control and ownership
of information to conditions affecting the information environment, which
the agent constitutes. In this sense, his theory provides us with a novel way
of analysing the impact that digital technologies have had for informational
privacy. However, one critique of Floridi’s privacy theory is that it does not
explicitly distinguish between descriptive and normative privacy regarding
claims about privacy expectations for informational objects. As a result, one
might infer that, in Floridi’s theory, every informational object deserves nor-
mative privacy protection (Tavani 2008). Unfortunately, we cannot further
examine Floridi’s privacy theory here, since doing so would take us beyond
the scope of this chapter.
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We next examine some of Floridi’s arguments for (ii). As we saw in
Section 15.5.2, Floridi holds that one advantage that IE has, over the standard
macroethics frameworks, is that the former is patient-centred, as opposed to
being merely action-oriented or agent-oriented. Whereas virtue ethics is ‘agent
oriented’ in that it focuses on the moral character development of individual
agents, Floridi characterizes both utilitarianism and deontology as ‘action
oriented’ because they are concerned with the consequences and motives
of individuals engaged in moral decisions. And because action-oriented and
agent-oriented theories focus primarily on agents and on the actions (and
character development) of agents, Floridi claims that they do not adequately
attend to the recipients of moral actions (i.e., moral patients). He argues that
the IE methodological framework provides the conceptual apparatus needed
to understand our role, as well as the roles of artificial moral agents, in
preserving the well-being of the infosphere. This brings us to (iii), Floridi’s
accounts of agency and moral agency. We noted earlier that in IE, infor-
mational objects can qualify as moral agents (in addition to being moral
patients).

How does IE differentiate a moral agent from a moral patient? Floridi (2008e,
p. 14) describes a moral agent as an

interactive, autonomous, and adaptable transition system that can perform
morally qualifiable actions. (italics Floridi)

By ‘interactive’, Floridi means that ‘the system’ and its environment ‘can act
upon each other’. A system is ‘autonomous’ when it is able to ‘change state
without direct response to interaction, i.e., it can perform internal transition to
change its state’. To be ‘adaptable’, the system’s ‘interactions (can) change the
transition roles by which it changes state’. Finally, an action is ‘morally quali-
fiable’ when it can cause some ‘good or evil’. So any (interactive, autonomous
and adaptable) individual or system that is capable of causing either good or
harm in the infosphere qualifies as a moral agent in IE.

Floridi points out that the moral agents, inhabiting the infosphere, include
‘artificial’ agents, which are not only ‘digital agents’ but also ‘social agents’
(such as corporations). These artificial agents also qualify as (artificial) moral
agents if they can be held ‘morally accountable for their actions’ (Floridi, 15).
But we should note that in IE, accountability is not identical to moral responsi-
bility. Floridi draws a distinction between moral responsibility, which requires
‘intentions, consciousness, and other mental attitudes’, and moral account-
ability, which he argues does not require these criteria. Whereas responsibility
is associated with ‘reward and punishment’, Floridi argues that accountability
can be linked to what he calls ‘agenthood’ and ‘censure’. Thus, Floridi claims
that there can be agency based only on accountability but in the ‘absence of
moral responsibility’.



269 The foundationalist debate in computer ethics

In IE, humans are special moral agents, who have what Floridi and Sanders
(2005) call ‘ecopoietic responsibilities’ – i.e., responsibilities towards the con-
struction and well-being of the whole infosphere.2 ‘Ecopoiesis’ refers to the
‘morally informed construction of the environment’, based on what Floridi
describes as an ‘ecologically neutral perspective’. Floridi (2008e) believes that
humans, qua members of Homo Poieticus, have a moral obligation not only
to be concerned with their own character development but also ‘oversee’ the
‘well-being and flourishing of the whole infosphere’. More specifically, Homo
Poieticus, as a human moral agent, has special responsibilities to the info-
sphere that are guided by four moral principles (Floridi, p. 17):

(1) entropy ought not to be caused in the infosphere;
(2) entropy ought to be prevented in the infosphere;
(3) entropy ought to be removed from the infosphere;
(4) the flourishing of informational entities as well as the whole of the info-

sphere ought to be promoted by preserving, cultivating and enriching their
properties.

The four principles are listed in order of increasing value. In IE, a moral agent
is accountable for any action that increases the level of entropy (defined in
Section 15.5.2) in the infosphere. In particular, human moral agents can be
held accountable for the evil produced – i.e., the harm caused to the infosphere
(as well as harm caused to the ecosphere and to other humans). Because of this,
Floridi argues that human moral agents have special moral responsibilities that
exceed those of other moral agents (in the infosphere). And because of IE’s
attention to the roles that moral agents play vis-à-vis moral patients, Floridi
argues that IE is able to address issues that the standard moral methodological
frameworks are unprepared to handle.

IE provides a robust methodological framework for CE, but it has also been
criticized on several grounds. Floridi (p. 18) notes that two general types of
criticisms tend to recur in the CE literature: one that centres on conceptual
challenges for IE’s accounts of agency and moral agency;3 and one based on
the notion that IE is ‘too abstract’ to be useful in applied ethics. In responding
to these criticisms, Floridi points out that IE is not intended to replace the
standard macroethical theories. Instead, he proposes that IE can ‘interact with
those theories’ and thus ‘contribute an important new perspective’ from which
we can analyse CE issues (Floridi, p. 20). In this sense, IE can be construed
as a methodological framework that is intended to supplement (rather than

2 Floridi and Sanders distinguish between ‘Homo Poieticus’ and ‘Homo Faber’. Whereas the
latter is a tool maker who uses the infosphere as a resource, the former considers the
well-being of the whole infosphere.

3 For a critique of Floridi’s notion of agency, see Himma (2007b). See Floridi (2008e) for a
reply to some of his critics.
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replace) the standard macroethical frameworks used in CE. So, Floridi claims
that his IE framework is not as radical as some of his critics have suggested.

We conclude this section by summarizing some key points in our response
to Question (3b). If IE is correct, then our standard or methodological frame-
work for applied ethics, as well as Brey’s method of disclosive computer ethics,
will fall short. However, we have seen that IE has been criticized and thus has
not been fully embraced, at least not yet, as the received methodological
framework for CE. But we have also seen that one of IE’s strengths is the
way that it anticipates CE issues affecting agency and moral agency; even
many of IE’s critics are acutely aware of the controversial roles that artificial
agents may soon be capable of performing. Also, Floridi argues that IE pro-
vides a ‘common vocabulary’ for identifying and analysing a wide range of
microethical problems that will likely arise in the not-too-distant future, in
connection with highly sophisticated ‘bots’ and other artificial agents. From
the perspective of a new macroethics, IE arguably has heuristic value in that it
causes us to question some key assumptions about many of our foundational
metaphysical and ethical concepts, in addition to agency and moral agency.
However, the question of whether a new methodological framework, such as
IE, is required for CE research is one that still remains open.

15.7 Concluding remarks

In this chapter, we critically examined several claims underlying the foun-
dationalist debate in CE. We framed that debate in terms of three principal
questions. In our analysis of Question 1, we argued that CE qualifies as a
legitimate field of applied ethics that warrants philosophical analysis. In our
response to Question 2, we concluded that there were no convincing reasons
to believe that computing technology has either (a) generated any unique or
new ethical issues, or (b) introduced any new ethical objects. In answering
Question 3(a), we argued that there are no compelling reasons to believe that
a new normative ethical theory is required for CE. We also saw that Question
3(b) poses some challenges that are not as easily answered at this point. If
IE’s claims regarding agency and moral agency are correct, CE may require
a more robust framework than what is currently provided in the alternative
methodological approaches used in applied ethics.
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EPILOGUE
The ethics of the information society
in a globalized world

Luciano Floridi

Introduction

The previous chapters have provided a detailed overview of the variety of
ethical challenges posed by the development of ICTs. By way of conclusion, in
this epilogue I would like to invite the reader to look into the possible future of
Information and Computer Ethics. More specifically, I shall try to forecast how
the convergence of two fundamental trends of our times, globalization and the
development of the information society, may interact with the ethical problems
analysed in this book. The exercise will not be based on some untenable
technological determinism. Humanity is, and will remain, firmly in charge of
its destiny and hence be responsible for it. Rather, it will mean adopting the
farmer’s view that, with enough intelligence, toil and a bit of luck, one might
be able to tell today what one will probably reap tomorrow. Before trying to
‘look into the seeds of time, and say which grain will grow and which will
not’ (Shakespeare, Macbeth, Act I, Scene III, 59–62), two clarifications might
be in order.

First, the future of globalization is a phenomenon too complex even to
sketch in this brief epilogue. For a synthetic, well-balanced and informed
overview, the reader may wish to consult Held and McGrew (2001) and con-
sider that this chapter is written from what Held et al. (1999)) have defined as
a ‘transformationalist perspective’, according to which ‘globalization does not
simply denote a shift in the extensity or scale of social relations and activity.
Much more significantly, argue the transformationalists, it also involves the
spatial re-organization and re-articulation of economic, political, military and
cultural power.’

Second, in the rest of this chapter I will highlight six key transformations
characterizing the processes of globalization. I shall label them contraction,
expansion, porosity, hybridization, synchronization and correlation. They pro-
vide the essential background for making sense of the suggestion that Informa-
tion Ethics can provide a successful approach for coping with the challenges
posed by our increasingly globalized reality.
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Contraction

The world has gone through alternating stages of globalization, growing and
shrinking, for as long as humanity can remember. Here is a reminder:

in some respects the world economy was more integrated in the late 19th century
than it is today. . . . Capital markets, too, were well integrated. Only in the past
few years, indeed, have international capital flows, relative to the size of the
world economy, recovered to the levels of the few decades before the first world
war. (The Economist, 18 December 1997)

The truth is that, after each ‘globalization backlash’ (think of the end of the
Roman or British Empires), the world never really went back to its previous
state. Rather, by moving two steps forward and one step back, some time
towards the end of the last century the process of globalization reached a
point of no return. Today, revolutions or the collapse of empires can never
shrink the world again, short of the complete unravelling of human life as we
know it. Globalization is here to stay.

Globalization has become irreversible mainly thanks to radical changes in
worldwide transport and communications (Brandt and Henning 2002). Atoms
and bytes have been moving increasingly rapidly, frequently, cheaply, reliably
and widely for the past fifty years or so. This dramatic acceleration has short-
ened the time required for any interactions: economic exchanges, financial
transactions, social relations, information flows, movements of people and so
forth (Hodel et al. 1998). In turn, this acceleration has a more condensed life
and a contracted physical space. Ours is a smaller world, in which one may
multi-task fast enough to give, and have, the impression of leading parallel
lives. We may regain a nineteenth-century sense of time and space only if,
one day, we travel to Mars.

Expansion

Human space in the twenty-first century has not merely shrunk, though. ICTs
have also created a new digital environment, which is constantly expanding
and becoming progressively more diverse. Again, we saw in Chapter 1 that
the origins of this global, transnational common space are old. They are to
be found in the invention of recording and communication technologies that
range from the alphabet to printing, from photography to television. But it
is only in the last few decades that we have witnessed a vast and steady
migration of human life to the other side of the screen. When you ask ‘Where
were you?’ it is now normal and common to receive the answer ‘Online’.
Globalization also means the emergence of this sort of single virtual space,
shareable in principle by anyone, any time, anywhere.
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Porosity

An important relation between our contracting physical space and our expand-
ing, virtual environment is that of porosity. Imagine living as a flat figure on
the surface of an endless cylinder. You could travel on the surface of the
cylinder as a two-dimensional space, like a shadow, but not through it. So
in order to reach any other point on the cylinder, the best you could do
would be to follow the shortest path (geodesic) on the cylindrical surface. The
empty space inside the cylinder would be inconceivable, as a third dimension
would. Imagine now that the surface became porous and hence that a third
dimension were added. The geodesics would be revolutionized, for you could
travel through the vacuum encircled by the cylinder and reach the other side,
thus significantly shortening your journeys. To use the rather apt vocabulary
of surfing, you would be tubing: space would be curling over you, forming a
‘tube’, with you inside the cylindrical space. From a two-dimensional perspec-
tive, you would literally come in and out of space. This sort of porosity now
characterizes the relation between physical and virtual space. It is difficult
to say where one is when one is ‘tubing’, but we know that we can travel
through cyberspace to interact with other physical places in a way that would
have been inconceivable only a few decades ago. Telepresence (Floridi 2005c)
in our porous environment is an ordinary experience and this is also what
globalization means.

Hybridization

We saw in Chapter 1 that the threshold between analogue-carbon-offline-here
and digital-silicon-online-there is being constantly eroded. ICTs are as
much re-ontologizing our world as they are creating new realities. The
digital is spilling over into the analogue and merging with it. Adapt-
ing Horace’s famous phrase, ‘captive cyberspace is conquering its vic-
tor’. ICTs are as much modifying the essential nature of our world
(re-ontologization) as they are creating new realities. Your next fridge
(www.lginternetfamily.co.uk/homenetwork.asp) will inherit from the previ-
ous one your tastes and wishes, just as your new laptop can import your
favourite settings from the old one; and it will interact with your new way
of cooking and with the supermarket website, just as your laptop can talk
to a printer or to another computer. We have all known this in theory for
some time; the difference is that it is now actually happening in our kitchens.
Globalization also means the emergence of this common, fully interactive and
responsive environment of wireless, pervasive, distributed, a2a (anything to
anything) information processes, that works a4a (anywhere for any time), in
real time. Future generations will find it difficult to imagine what life was
before becoming onlife.
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Synchronization

In a world in which information and material flows are becoming so tightly
integrated and enmeshed, it is not surprising to see global patterns emerging
not only from well-orchestrated operations (consider the tedious experience of
any launch of a major blockbuster, with interviews in magazines, discussions
on TV programmes, advertisements of merchandise and by-products through-
out the world, special food products in supermarkets and fast-foods, etc.), but
also inadvertedly, as the result of the accidental synchronization of otherwise
chaotic trends.

All of a sudden, the world reads the same novel, or wears the same kind
of trousers, or listens to the same music, or eats the same sort of food, or
is concerned about the same problems, or cherishes the same news, or is
convinced that it has the same disease. Some of this need not be the effect of
any plan by some Big Brother, a secret agency, a powerful multinational or
any other mysterious source scheming behind the curtains. After all, world-
wide attention span is very limited and flimsy, and it is very hard to compete
for it. The truth is that at least some global trends may merely arise from the
constructive interference of waves of information that accidentally come into
phase, and hence reinforce each other to the point of becoming global, through
the casual and entirely contingent interaction of chaotic forces. It may happen
with the stock markets or the fashion industry or dietary trends. The recurrent
emergence of temporarily synchronized patterns of human behaviour, both
transculturally and transnationally, is a clear sign of globalization, but not
necessarily of masterminded organization. There is no intelligent plan, evil
intention, autonomy or purposeful organization in the billion snowflakes that
become an avalanche. Social group behaviour is acquiring a global meaning.
The distributed power that generates Wikipedia is the other side of the dark,
mindless stupidity of millions of slaves of fashions and trends.

Correlation

Imagine a safety net, like the one used in a circus. If it is sufficiently tight
and robust, the heavier the object that falls into it, the larger the area of the
net that will be stretched, sending waves of vibration throughout the net.
Globalization also refers to the emergence of a comparable net of correlations
among agents all over the world, which is becoming so tight and sensitive
that the time lag in the transmission of the effects of an event ‘dropping’ on
it is fast shortening, to the point that sometimes there is almost no distinction
between what counts as local or remote. Global often means not everywhere
but actually delocalized, and in a delocalized environment social friction is
inevitable, as there is no more room for agents that allows for absorption of
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the effects of their decisions and actions. If anyone moves, the global boat
rocks.

Globalizing ethics

If we consider now the profound transformations just sketched, it would be
rather surprising if they did not have serious implications for our moral lives
(see Weckert 2001 and Ess 2002). In a reality that is more and more physically
contracted, virtually expanded, porous, hybridized, synchronized and corre-
lated, the very nature of moral interactions, and hence of their ethical analysis,
is significantly altered. Innovative forms of agenthood are becoming possible;
new values are developing and old ones are being reshaped or re-prioritized;
cultural and moral assumptions are ever more likely to come into contact
when not into conflict; the very concepts of what constitutes our ‘natural’
environment and our enhanced features as a biological species are changing;
and unprecedented ethical challenges have arisen (a reference to the notori-
ous problem of privacy is de rigueur here), just to mention some macroscopic
transformations in which globalization factors, as sketched above, play an
important role.

What sort of ethical reflection can help us to cope successfully with a
world that is undergoing such dramatic changes? Local approaches are as
satisfactory as burying one’s head in home values and traditions. The ethical
discourse appears to be in need of an upgrade to cope with a globalized world.
Each ethical theory is called upon to justify its worldwide and cross-cultural
suitability. This seems even more so if the theory in question seeks to address
explicitly the new moral issues that arise from the evolution of the information
society, as it is the case with Information Ethics (IE).

I shall say more about IE in the next two sections. The specific question that
I wish to address is whether, in a world that is fast becoming more and more
globalized, Information Ethics can provide a successful approach for dealing
with its new challenges. I shall argue in favour of a positive answer. But to
make my case, let me first clarify what Global Information Ethics may mean.

Global Communication Ethics vs. Global Information-Ethics

There are at least two ways of understanding Global Information Ethics: as an
ethics of global communication (Smith 2002) or as a global information-ethics
(Bynum and Rogerson 1996). Since I shall concentrate only on the latter, let
me briefly comment on the former first.

Global Information Ethics, understood as an ethics of worldwide communi-
cation, may be seen as a commendable effort to foster all those informational
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conditions that facilitate participation, dialogue, negotiation and consensus-
building practices among people, across cultures and through generations. It
is an approach concerned with new and old problems, caused or exacerbated
by global communications or affecting the flow of information. Global Infor-
mation Ethics as Global Communication Ethics is therefore a continuation of
policy by other means, and it does not have to be reduced to a mere ges-
ture towards the importance of mutual respect and understanding (meeting
people and talking to each other can hardly do any harm and often helps).
It is, however, faced by the serious problem of providing its own justifica-
tion. What sort of ethical principles of communication and information are to
be privileged, and why? Is there any macroethics (e.g. some form of conse-
quentialism or deontologism or contractualism) that can rationally buttress a
Global Communication Ethics? Moreover, isn’t any attempt at providing such
a macroethics just another instance of ‘globalization’ of some values and prin-
ciples to the disadvantage of others? Without decent theorization, the risk is
that we will reduce goodness to goodiness and transform the ethical discourse
into some generic, well-meant sermon. At the same time, a robust foundation
for a Global Communication Ethics may easily incur the problem of failing
to respect and appreciate a plurality of diverse positions. The dilemma often
seems to be left untouched, even when it is not overlooked. The good news is
that it may be possible to overcome it by grounding a Global-Communication
Ethics on a Global Information-Ethics.

Global Information-Ethics and the problem of the lion

If we look at the roots of the problem, it seems that,

(i) in an increasingly globalized world, successful interactions among micro
and macro agents belonging to different cultures call for a high level of
successful communication; but

(ii) successful, cross-cultural communications among agents require, in their
turn, not only the classic three ‘e’s – embodiment, embeddedness and hence
experience, that is, a sense of ‘us-here-now’ – but also a shared ontology
(more on this presently); and yet

(iii) imposing a uniform ontology on all agents only seems to aggravate the
problem, globalization becoming synonymous with ontological imperial-
ism.

By ‘ontology’ I do not mean to refer here to any metaphysical theory of being,
of what there is or there isn’t, of why there is what there is, or of the ultimate
nature of reality in itself. All this would require a form of epistemological
realism (some confidence in some privileged access to the essential nature
of things) that is controversial and that, fortunately, is unnecessary here.
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Rather, I am using ‘ontology’ to cover the outcome of a variety of processes
that allow an agent to appropriate (be successfully embedded in), semanticize
(give meaning to, and make sense of) and conceptualize (order, understand
and explain) her environment. In simplified terms, one’s ontology is one’s
world, that is, the world as it appears to, is experienced by and interacted
with, the agent in question.1

Agents can talk to each other only if they can partake to some degree in a
shared ontology anchored to a common reality to which they can all refer.2

Imagine two solipsistic minds, α and β, disembodied, unembedded and devoid
of any experience. Suppose them living in two entirely different universes.
Even if α and β could telepathically exchange their data, they could still
not communicate with each other, for there would be absolutely nothing that
would allow the receiver to interpret the sender. In fact, it would not even be
clear whether any message was being exchanged at all.

The impossibility of communication between α and β is what Wittgenstein
(1953) had in mind, I take it, when he wrote that ‘if a lion could talk, we could
not understand him’. The statement is obviously false (because we share with
lions a similar form of embeddedness and embodiment, and hence experiences
like hunger or pain) if one fails to realize that the lion is only a place-holder
to indicate an agent utterly and radically different from us, like our α and β.
The lion is a Martian, someone you simply cannot talk to because it is ‘from
another ontology’.3

From this perspective, the famous Latin phrase hic sunt leones (here there
are lions) acquires a new meaning. The phrase occurred on Roman maps
to indicate unknown and unexplored regions beyond the southern, African
borders of the empire.4 In a Wittgensteinian sense, the Romans were mapping
the threshold beyond which no further communication was possible at all.
They were drawing the limits of their ontology. What was beyond the border,
the locus inhabited by the lions, was nothing, a non-place. Globalization has
often meant that what is not inglobate simply isn’t, i.e. fails to exist.

We can now formulate the difficulty confronting a Global Information-
Ethics as the problem of the lion: cross-cultural communication, which is the

1 How an ontology is achieved and what sort of philosophical analysis is required to make
sense of its formation is not a relevant matter in this context, but the interested reader may
wish to see Floridi (forthcoming, c).

2 More technically, this means that two agents can communicate only if they share at least
some possible level of abstraction. On the method of abstraction see Floridi (2008b).

3 If it took endless time and efforts to decipher the hieroglyphics, imagine what sense an
extraterrestrial being could make of a message in a bottle like the plaque carried by the
Pioneer spacecraft (http://spaceprojects.arc.nasa.gov/Space Projects/pioneer/
PN10&11.html).

4 Unfortunately, we do not have African maps drawn from the ‘lions’ perspective’. The Da
Ming Hun Yi Tu, or Amalgamated Map of the Great Ming Empire, the oldest map of Africa
known so far, dates back ‘only’ to 1389.
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necessary condition for any further moral interaction, is possible only if the
interlocutors partake in a common ontology. When Crusoe and Friday meet,
after twenty-five years of Crusoe’s solitude on the island, they can begin to
communicate with each other only because they share the most basic ontology
of life and death, food and shelter, fear and safety. Agents may be strangers
to each other. They do not have to speak the same language, empathize or
sympathize. But they do need to share at least some basic appropriation,
semanticization and conceptualization of their common environment, as a
minimal condition for the possibility of any further, moral interaction.

Can Information Ethics provide a solution to the problem of the lion?

Global Information-Ethics and its advantages

We saw in Chapter 5 that Information Ethics endorses an environmental
approach. As such, it offers the following four advantages.

(1) Embracing the new informational ontology.

Not only do we live in a world that is moving towards a common informational
ontology, we also experience our environment and talk and make sense of our
experiences in increasingly informational ways. Information is the medium.
This calls for an ethics, like IE, that, by prioritizing an informational ontology,
may provide a valuable approach to decoding current moral phenomena and
orienting our choices.

(2) Sharing a minimal, horizontal, lite ontology.

There is a risk, by adopting an ontocentric perspective, as IE suggests, that one
may be merely exchanging one form of ‘centrism’ (American, Athenian, bio,
European, Greek, male, Western, you name it) with just another, perhaps inad-
vertently, thus failing to acknowledge the ultimate complexity, diversity and
fragility of the multicultural, ethical landscape with which one is interacting.
We saw how the problem of the lion may become a dilemma. This justified
concern, however, does not apply here because IE advocates a minimal infor-
mational ontology, which is not only timely, as we have just seen, but also
tolerant of, and interfaceable with, other local ontologies. Thick cultures with
robust, vertical ontologies – that is, deeply seated, often irreconcilable, fun-
damental conceptions about human nature, the value and meaning of life, the
nature of the Universe and our place in it, society and its fair organization,
religious beliefs, and so forth – can more easily interact with each other if
they can share a lite, horizontal ontology, as little committed to any partic-
ular vision of reality as possible. The identification of an absolute, ultimate,
monistic ontology, capable of making all other ontologies merge, is just a
myth, and a violent one at that. There is no such thing as a commitment-free
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position with respect to the way in which a variety of continuously changing
agents appropriate, conceptualize and semanticize their environment. Yet the
alternative cannot be some form of relativism. This is no longer sustainable in
a globalized world in which choices, actions and events are delocalized. There
simply is not enough room for ‘minding one’s own business’ in a network in
which the behaviour of each node may affect the behaviour of all nodes. The
approach to be pursued seems rather to be along the lines of what IE proposes:
respect for and tolerance towards diversity and pluralism and identification of
a minimal common ontology, which does not try to be platform independent
(i.e. absolute), but cross-platform (i.e. portable).

As in Queneau’s Exercises in Style, we need to be able to appreciate both
the ninety-nine variations of the same story and the fact that it is, after all,
the same story that is being recounted again and again.5 This plurality of
narratives need not turn into a Babel of fragmented voices. It may well be a
source of pluralism that enriches one’s ontology. More eyes simply see better
and appreciate more angles, and a thousand languages can express semantic
nuances that no global Esperanto may ever hope to grasp.

(3) Informational Environmentalism.

The ontocentrism supported by IE means that at least some of the weight of
the ethical interpretations may be carried by (outsourced to) the informational
ontology shared by the agents, not only by the different cultural or intellec-
tual traditions (vertical ontologies) to which they may belong. Two further
advantages are that all agents, whether human, artificial, social or hybrid,
may be able to share the same minimal ontology and conceptual vocabulary;
and then that any agent may take into account ecological concerns that are
not limited to the biosphere.

(4) Identifying the sources and targets of moral interactions.

One of the serious obstacles in sharing an ontology is often how the sources
and targets of moral interactions (including communication) are identified.
The concept of person or human individual, and the corresponding features
that are considered essential to his or her definition, might be central in
some ontologies, marginal in others, and different in most. IE may help fos-
ter communication and fruitful interactions among different, thick, vertical
ontologies by approaching the problem with conceptual tools that are less
pre-committed. For when IE speaks of agents and patients, these are neutral
elements in the ethical analysis that different cultures or macroethics may

5 On a crowded bus, a narrator observes a young man with a long neck in a strange hat yell
at another man whom he claims is deliberately jostling him whenever anyone gets on or
off the bus. The young man then sits down in a vacant seat. Two hours later the same
narrator sees that same young man with another friend, who is suggesting that the young
man have another button put on his overcoat.
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be able to appropriate, enrich and make more complex, depending on their
conceptual requirements and orientations. It is like having an ontology of
agency that is open source, and that anyone can adapt to its own proprietary
metaphysics.

The cost of a Global Information-Ethics: postulating
the ontic trust

It would be silly to conclude at this point that a Global-Information Ethics
may provide an answer to any challenge posed by the various phenomena of
globalization. This would be impossible. Of course, there will be many issues
and difficulties that will require substantial extensions and adaptations of IE,
of its methodology and of its principles. The point is that such a great effort
to apply IE as a global ethics would be fruitful and hence worth making.

It would be equally wrong to assume that the adoption of IE as a fruitful
approach to global challenges may come at no conceptual cost. Every ethical
approach requires some concession on the part of those who decide to share
it and IE is no exception.

The cost imposed by IE is summarizable in terms of the postulation of what
I shall define as the ontic trust binding agents and patients. A straightforward
way of clarifying the concept of ontic trust is by drawing an analogy with the
concept of ‘social contract’.

Various forms of contractualism (in ethics) and contractarianism (in political
philosophy) argue that moral obligation, the duty of political obedience, or the
justice of social institutions, have their roots in, and gain their support from, a
so-called ‘social contract’. This may be a real, implicit or merely hypothetical
agreement between the parties constituting a society, e.g. the people and the
sovereign, the members of a community, or the individual and the state. The
parties accept to agree to the terms of the contract, and thus obtain some
rights, in exchange for some freedoms that, allegedly, they would enjoy in
a hypothetical state of nature. The rights and responsibilities of the parties
subscribing to the agreement are the terms of the social contract, whereas the
society, state, group etc. is the entity created for the purpose of enforcing the
agreement. Both rights and freedoms are not fixed and may vary, depending
on the interpretation of the social contract.

Interpretations of the theory of the social contract tend to be highly (and
often unknowingly) anthropocentric (the focus is only on human rational
agents) and stress the coercive nature of the agreement. These two aspects
are not characteristic of the concept of ontic trust, but the basic idea of a
fundamental agreement between parties as a foundation of moral interactions
is sensible. In the case of the ontic trust, it is transformed into a primeval,
entirely hypothetical pact, logically predating the social contract, which all
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agents cannot but sign when they come into existence, and that is constantly
renewed in successive generations.6 The sort of pact in question can be under-
stood more precisely in terms of an actual trust.

Generally speaking, a trust in the English legal system is an entity in which
someone (the trustee) holds and manages the former assets of a person (the
trustor, or donor) for the benefit of certain persons or entities (the beneficia-
ries). Strictly speaking, nobody owns the assets, since the trustor has donated
them, the trustee has only legal ownership and the beneficiary has only equi-
table ownership. Now, the logical form of this sort of agreement can be used
to model the ontic trust, in the following way:

� the assets or ‘corpus’ is represented by the world, including all existing
agents and patients;

� the donors are all past and current generations of agents;
� the trustees are all current individual agents;
� the beneficiaries are all current and future individual agents and patients.

By coming into being, an agent is made possible thanks to the existence of
other entities. It is therefore bound to all that already is, both unwillingly
and inescapably. It should be so also caringly. Unwillingly, because no agent
wills itself into existence, though every agent can, in theory, will itself out
of it. Inescapably, because the ontic bond may be broken by an agent only
at the cost of ceasing to exist as an agent. Moral life does not begin with an
act of freedom, but it may end with one. Caringly, because participation in
reality by any entity, including an agent – that is, the fact that any entity is
an expression of what exists – provides a right to existence and an invitation
(not a duty) to respect and take care of other entities. The pact then involves
no coercion, but a mutual relation of appreciation, gratitude and care, which
is fostered by the recognition of the dependence of all entities on each other.
A simple example may help to clarify further the meaning of the ontic trust.

Existence begins with a gift, even if possibly an unwanted one. A foetus
will be initially only a beneficiary of the world. Once she is born and has
become a full moral agent, she will be, as an individual, both a beneficiary
and a trustee of the world. She will be in charge of taking care of the world,
and, insofar as she is a member of the generation of living agents, she will
also be a donor of the world. Once dead, she will leave the world to other

6 There are important and profound ways of understanding this Ur-pact religiously,
especially but not only in the Judaeo-Christian tradition, where the parties involved are
God and Israel or humanity, and their old or new covenant makes it easier to include
environmental concerns and values otherwise overlooked from the strongly
anthropocentric perspective prima facie endorsed by contemporary contractualism.
However, it is not my intention to endorse or even draw on such sources. I am mentioning
the point here in order to shed some light both on the origins of contractualism and on a
possible way of understanding the approach advocated by IE.
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agents after her, and thus become a member of the generation of donors. In
short, the life of an agent becomes a journey from being only a beneficiary to
being only a donor, passing through the stage of being a responsible trustee
of the world. We begin our career as moral agents as strangers to the world;
we should end it as friends of the world.

The obligations and responsibilities imposed by the ontic trust will vary
depending on circumstances but, fundamentally, the expectation is that
actions will be taken or avoided in view of the welfare of the whole world.

The ontic trust is what is postulated by the approach supported by IE.
According to IE, the ethical discourse concerns any entity, understood infor-
mationally, that is, not only all persons, their cultivation, well-being and
social interactions, not only animals, plants and their proper natural life, but
also anything that exists, from buildings and other artefacts to rivers and
sand. Indeed, according to IE, nothing is too humble to deserve no respect at
all. In this way, IE brings to ultimate completion the process of enlargement
of the concept of what may count as a centre of a (no matter how minimal)
moral claim, which now includes every instance of being understood infor-
mationally, no matter whether physically implemented or not. IE holds that
every entity, as an expression of being, has a dignity, constituted by its mode
of existence and essence (the collection of all the elementary proprieties that
constitute it for what it is), which deserve to be respected (at least in a minimal
and overridable sense) and hence place moral claims on the interacting agent
and ought to contribute to guiding and constraining his ethical decisions and
behaviour whenever possible. The ontic trust (and the corresponding onto-
logical equality principle among entities) means that any form of reality (any
instance of information/being), simply by the fact of being what it is, enjoys a
minimal, initial, overridable, equal right to exist and develop in a way which
is appropriate to its nature. In the history of philosophy, a similar view can
be found advocated by Stoic and Neoplatonic philosophers, and by Spinoza.

The acceptance of the ontic trust requires a disinterested judgement of the
moral situation from an objective perspective, that is, a perspective which is
as non-anthropocentric as possible. Moral behaviour is less likely without this
epistemic virtue. The ontic trust is respected whenever actions are impartial,
universal and ‘caring’ towards the world.

Conclusion

One of the objections that is sometimes made against IE is that of being too
abstract or theoretical to be of much use when human agents are confronted
by very concrete and applied challenges (Siponen 2004). Unfortunately, this
is an obvious misunderstanding. Imagine someone who, being presented with
the declaration of human rights, were to complain that it is too general and



283 The ethics of the information society

inapplicable to solve the ethical problems she is facing in a specific situation,
say in dealing with a particular case of cyberstalking in the company that
employs her. This would be rather out of place. The suspicion is that some
impatience with conceptual explorations may betray a lack of understanding
of how profound the revolution we are undergoing is, and hence how radical
the rethinking of our ethical approaches and principles may need to be, in
order to cope with it. IE is certainly not the declaration of human rights, but
it seeks to obtain a level of generality purporting to provide a foundation
for more applied and case-oriented analyses. So the question is not whether
IE is too abstract – good foundations for the structure one may wish to see
being built inevitably lie well below the surface – but whether it will succeed
in providing the robust framework within which practical issues of moral
concern may be more easily identified, clarified and solved. It is in its actual
applications that IE, as a Global Ethics for our information society, will or
will not qualify as a useful approach; although building on the foundation
provided by IE is a challenge, it cannot be an objection.
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Techné: Research in Philosophy and Technology 8(1), 99–115.
Dewan, S. and Riggins, F. J. 2005. ‘The Digital Divide: Current and Future Research

Directions’, Journal of the Association for Information Systems 6(12), 298–
337.

Dewey, J. 1927. The Public and its Problems. New York: Henry Holt & Co.
Dobransky, K. and Hargittai, E. 2006. ‘The Disability Divide in Internet Access and

Use’, Information, Communication and Society 9(3), 313–334.
Donaldson, T. and Dunfee, T. W. 1999. Ties that Bind: A Social Contracts Approach

to Business Ethics. Boston, MA: Harvard Business School Press.
Drexler, E. K. 1986. Engines of Creation. Garden City: Doubleday.
Dreyfus, H. L. 2001. On the Internet. London: Routledge.
Dryzek, J. 2001. Deliberative Democracy and Beyond: Liberals, Critics, Contesta-

tions. Oxford: Oxford University Press.



291 References

Dunnigan, J. 1996. Digital Soldiers. New York: St. Martin’s Press.
Dusek, V. 2006. Philosophy of Technology: An Introduction. Malden: Blackwell.
Dyson, L., Hendriks, M. and Grant, S. (eds.). 2007. Information Tech-

nology and Indigenous People. Hershey, PA: Information Science
Publishing.

Eickelman, D. F. 2003. ‘Islam and Ethical Pluralism’, in Madsen, R. and Strong,
T. B. (eds.), The Many and the One: Religious and Secular Perspectives on
Ethical Pluralism in the Modern World, pp. 161–180. Princeton: Princeton
University Press.

Einstein, A. 1954. Ideas and Opinions. New York: Crown Publishers.
Elberfeld, R. 2002. ‘Resonanz als Grundmotiv ostasiatischer Ethik’ [Resonance as

a Fundamental Motif of East Asian Ethics], in Elberfeld, R. and Wohlfart, G.
(eds.), Kamparative Ethik: Das gute Leben Zwischen den Kulturen [Compara-
tive Ethics: The Good Life between Cultures], pp. 131–141. Cologne: Edition
Chora.

Electronic Frontier Foundation. www.EFF.org
Elgesem, D. 2005. ‘Deliberative Technology?’ in Thorseth, M. and Ess, C. (eds.),

Technology in a Multicultural and Global Society, pp. 61–77. Trondheim:
NTNU, Programme for Applied Ethics, publ. series no. 6.

Ellul, J. 1964. The Technological Society (trans. John Wilkinson). New York: Alfred
A. Knopf.

Ess, C. 1996. ‘The Political Computer: Democracy, CMC, and Habermas’ in Ess,
C. (ed.), Philosophical Perspectives on Computer-Mediated Communication,
pp. 197–230. Albany, NY: State University of New York Press.

Ess, C. 2002. ‘Computer-Mediated Colonization, the Renaissance, and Educational
Imperatives for an Intercultural Global Village’, Ethics and Information Tech-
nology 4(1), 11–22.

Ess, C. 2006a. ‘Ethical Pluralism and Global Information Ethics’, Ethics and Infor-
mation Technology 8(4), 215–226.

Ess, C. 2006b. ‘From Computer-Mediated Colonization to Culturally-Aware ICT
Usage and Design’, in Zaphiris, P. and Kurniawan, S. (eds.), Advances in
Universal Web Design and Evaluation: Research, Trends and Opportunities,
pp. 178–197. Hershey, PA: Idea Publishing.

Ess, C. 2007. ‘Cybernetic Pluralism in an Emerging Global Information and
Computing Ethics’, International Review of Information Ethics 7 www.i-r-
i-e.net/inhalt/007/11-ess.pdf

Ess, C. 2009. Digital Media Ethics. Malden, MA: Polity Press.
Ess, C. and Thorseth, M. 2006. ‘Neither Relativism nor Imperialism: Theories and

Practices for a Global Information Ethics’, Ethics and Information Technology
8(3), 91–154.

ETC Group. 2005. ‘A Tiny Primer on Nano-Scale Technologies and “the Little Bang
Theory”’, www.etcgroup.org/documents/TinyPrimer English.pdf

European Commission Scientific Committee on Emerging and Newly Iden-
tified Health Risks. 2006. ‘The Appropriateness of Existing Method-
ologies to Assess the Potential Risks Associated with Engineered and



292 References

Adventitious Products of Nanotechnologies’, http://ec.europa.eu/health/
ph risk/committees/04 scenihr/docs/scenihr o 003b.pdf

European Group on Ethics in Science and New Technologies. 2005. ‘Ethical
Aspects of ICT Implants in the Human Body’, http://ec.europa.eu/european
group ethics/docs/avis20 en.pdf

Fairweather, N. B. and Rogerson, S. 2001. ‘A Moral Approach to Electronic Patient
Records’, Medical Informatics and the Internet in Medicine 26(3), 219–234.

Fallows, J. 2008. ‘The Connection Has Been Reset,’ The Atlantic,
www.theatlantic.com/doc/200803/chinese-firewall

Farmer, J. D. and Belin, A. d’A. 1992. ‘Artificial Life: The Coming Evolution”, in
Langton, C. G., Taylor, C. E, Farmer, J. D. and Rasmussen, S. (eds.) Artificial
Life II: Proceedings of the Workshop on Synthesis and Simulation of Living
Systems, Santa Fe, 1990. Redwood City, CA: Addison Wesley.

Farrell, G., Isaacs, S. and Trucano, M. 2007. ‘The NEPAD e-Schools Demonstra-
tion Project: A Work in Progress. Washington, DC: infoDTheWorld Bank’,
www.infodev.org/en/Publication.355.html
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Górniak-Kocikowska, K. 1996. ‘The Computer Revolution and the Problem of
Global Ethics’, Global Information Ethics (a special issue of Science and Engi-
neering Ethics) 2(2), 177–190.

Gotterbarn, D. 1995. ‘Computer Ethics: Responsibility Regained’, in Johnson, D. G.
and Nissenbaum, H. (eds.), Computers, Ethics and Social Values, pp. 18–24.
Englewood Cliffs, NJ: Prentice Hall.

Gowans, C. W. 1987. Moral Dilemmas. New York: Oxford University Press.
Greco, G. M. and Floridi, L. 2004. ‘The Tragedy of the Digital Commons’, Ethics

and Information Technology 6(2), 73–82.
Greenhill, A. and Wilson, M. 2006. ‘Haven or Hell? Telework, Flexibility and

Family in the E-Society: A Marxist Analysis’, European Journal of Information
Systems 15(3), 379–388.

Grier, D. A. 2005. When Computers Were Human. Princeton, NJ: Princeton Uni-
versity Press.

Griffin, J. 1993. “How We Do Ethics Now’, in Phillips Griffiths, A. (ed.), Ethics.
Cambridge: Cambridge University Press.

Griffin, J. 1996. Value Judgement: Improving Our Ethical Beliefs. Oxford: Oxford
University Press.

Griffiths, M. and Light, B. 2008. ‘Social Networking and Digital Gaming Media
Convergence: Consequences for Appropriation in Habbo Hotel’, Under the
Mask: Perspectives on the Gamer Conference, the Research Institute for Media,
Art and Design, University of Bedfordshire.

Grodzinsky, F. S., Miller, K. W. and Wolf, M. J. 2008. ‘The Ethics of Designing
Artificial Agents’, Ethics and Information Technology 10, 115–121.

Grundy, F. 1996. Women and Computing. Exeter: Intellect.
Gutman, A. and. Thompson, D. 1996. Democracy and Disagreement. Cambridge,

MA: Belknap Press.
Habermas, J. 1983. Moralbewußtsein und Kommunikatives Handelns. Frankfurt

am Main: Suhrkamp.
Habermas, J. 1990. Moral Consciousness and Communicative Ethics. Cambridge,

MA: MIT Press.
Habermas, J. 1993. ‘Remarks on Discourse Ethics’, in Justification and Application,

pp. 19–113. Cambridge, MA: MIT Press.
Hacker, K. and Mason, S. M. 2003. ‘Ethical Gaps in Studies of the Digital Divide’,

Ethics and Information Technology 5(2), 99–115.
Haga, S. B. and Willard, H. F. 2006. ‘Defining the Spectrum of Genome Policy’,

Nature Reviews Genetics 7(12), 966–972.
Haldane, J. H. 2003. ‘Natural Law and Ethical Pluralism’, in Madsen, R. and Strong,

T. B. (eds.), The Many and the One: Religious and Secular Perspectives on
Ethical Pluralism in the Modern World, pp. 89–114. Princeton: Princeton
University Press.



297 References

Hallion, R. 1992. Storm Over Iraq. Washington, DC: Smithsonian Institution Press.
Hamilton, E. and Cairns, H. (eds.). 1989. Plato, The Collected Dialogues. Princeton:

Princeton University Press.
Hanson, R. 1994. ‘If Uploads Come First’, Extropy 6(2). http://hanson.gmu.

edu/uploads.html
Hare, R. M. 1984. ‘Supervenience’. Paper read at Aristotelian Society Supplemen-

tary Volume 56.
Harvey, L. 1990. Critical Social Research. London: Unwin Hyman.
Held, D. and McGrew, A. 2001. ‘Globalization’ in Krieger, J. (ed.), Oxford Compan-

ion to Politics of the World. Oxford and New York: Oxford University Press.
Also available online at www.polity.co.uk/global/globocp.htm.

Held, D., McGrew, A., Goldblatt, D. and Perraton, J. 1999. Global Transformations:
Politics, Economics and Culture. Cambridge: Polity Press.

Henwood, F. 1993. ‘Establishing Gender Perspectives on Information Technology:
Problems Issues and Opportunities’, in Green, E., Owen, J. and Pain, D. (eds.),
Gendered by Design? Information Technology and Office Systems, pp. 31–49.
London: Taylor and Francis.

Hepburn, R. W. 1984. ‘Wonder’ and Other Essays: Eight Studies in Aesthetics and
Neighbouring Fields. Edinburgh: Edinburgh University Press.

Herold, K. 2005. ‘A Buddhist Model for the Informational Person’, Proceedings of
the Second Asia Pacific Computing and Philosophy Conference, 7–9 January,
Bangkok, Thailand.

Herring, S. 1996. ‘Posting in a Different Voice: Gender and Ethics in CMC’, in Ess,
C. (ed.), Philosophical Perspectives on Computer-Mediated Communication,
pp. 115–145. Albany NY: State University of New York Press.

Heymann, P. 2003. Terrorism, Security, and Freedom. Cambridge, MA: MIT Press.
Himanen, P. 2001. The Hacker Ethic and the Spirit of the Information Age. London:

Secker & Warburg.
Himma, K. E. 2003. ‘The Relationship between the Uniqueness of Computer Ethics

and Its Independence as a Discipline in Applied Ethics’, Ethics and Information
Technology 5(4), 225–237.

Himma, K. E. 2004. ‘There’s Something About Mary: The Moral Value of Things
Qua Information Objects’, Ethics and Information Technology 6(3), 145–159.

Himma, K. E. 2007a. ‘Foundational Issues in Information Ethics’, Library Hi Tech
25(1), 79–94.

Himma, K. E. 2007b. ‘Artificial Agency, Consciousness, and the Criteria for Moral
Agency: What Properties Must an Artificial Agent Have to be a Moral Agent?’,
SSRN: http://ssrn.com/abstract=983503

Himma, K. E. and Tavani, H. T. (eds.) 2008. The Handbook of Information and
Computer Ethics. Hoboken, NJ: John Wiley & Sons.

Hinman, L. 2002. ‘The Impact of the Internet on Our Moral Lives in Academia’,
Ethics and Information Technology 4(1), 31–35.

Hinman, L. 2004. ‘Virtual Virtues: Reflections on Academic Integrity in the Age
of the Internet’, in Cavalier, R. (ed.), The Internet and Our Moral Lives,
pp. 49–68. Albany, NY: SUNY Press.



298 References

Hinman, L. 2008. Ethics: A Pluralistic Approach to Moral Theory (4th edn).
Belmont, CA: Thomson-Wadsworth.

Hobsbawm, E. 1969. Bandits. London: Weidenfeld and Nicolson.
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